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BBC Reporter 
One gets the sense that he [HAL 9000, the ‘sentient’ on-board computer of the spaceship 
Discovery] is capable of emotional responses. When I asked him about his abilities I sensed a 
sort of pride...  

 
Dave Bowman 
Well, he acts like he has genuine emotions. Of course he's programmed that way to make it 
easier for us to talk with him. But whether or not he has real feelings is something I do not think 
anyone can truly answer.  
 
 

Dialogue between Dave Bowman, a crewmember of the 
spaceship, and a BBC reporter in the film 2001, A Space 
Odyssey  
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Introduction 
 

 

 

Does HAL 9000 or any other computer really have a mental life? Is a programmed computer 

able to think carefully, respond sensibly, or feel threatened, as HAL does in the film 2001 A 

Space Odyssey? Or, as Rudy Rucker imagines in his novel Software, will we be able to upload 

our mental life to different bodies or robots and then achieve immortality?  

Unquestionably emotions, feelings, phenomenal states, pain, intentions, beliefs, desires 

and several other mental states constitute the essence of mind. Without them, life would neither 

be sensed nor examined. Listening to Bach, falling in love, grieving for the death of a 

significant other, looking at a famous painting, or enjoying a chess match, among many other 

mental activities, are part of mental life. People attribute beliefs, desires and other mental states 

not only as a strategy to understand other people’s behaviour, but also because they themselves 

have beliefs, desires and a myriad of mental states that make them act accordingly. 

Since the Industrial Revolution, man has dreamed of endowing machines with mental 

life, machines that, on top of having mental states, take on activities that require mental effort 

such as the resolution of complex problems, calculation and formal reasoning. The first effort in 

this direction was undertaken by Charles Babbage, who engaged in building machines able to 

calculate, in an attempt to eradicate human error from mathematics for ever. Interestingly, 

Babbage, a brilliant mathematical mind, designed his machines to do the very same calculations 

that human computers used to do, and in response to the aforementioned practical need. But 

Babbage shrunk from the debate about the nature of mind, and always attributed memory, 

intelligence and mental states to his designs as figures of speech only (Swade 2000).  
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Admittedly science and technology have changed the world as well as man’s self-image 

to a degree that it doesn’t sound too far-fetched to speak of the creation of artificial life or 

minds. Interestingly, the advent of science fiction and the film industry have relaunched 

Babbage’s project, although it was substantially modified during the twentieth century to an 

extent that a large number of people started believing that a programmed machine is intelligent 

and has mental life. More specifically, after the first half of the twentieth century, a wave of 

optimism sent from engineering and mathematics swept over other disciplines, including 

psychology and philosophy. The creation of the first computers and programs increased the 

euphoria to levels never before imagined, and several researchers felt that the creation of 

machines that surpassed man’s intellectual skills was up for grabs. Other people, a little more 

cautious, thought the project of endowing programmed machines with mental states was too 

ambitious and a product of questionable assumptions about the nature of mind. 

When John Searle put forward the Chinese Room thought experiment in 1980, he stirred 

up the waters of Artificial Intelligence as it had never been done before (Searle 1980). His 

article was published in the famous journal The Behavioral and Brain Sciences, along with 

commentaries submitted by other professionals, either philosophers or scientists. In total, the 

article received twenty seven replies, from philosophers like Block, Dennett, Fodor and Lycan, 

or scientists such as Eccles, McCarthy, Minsky, and Schank. It then became clear that the 

Chinese Room had hit upon something important, and that the debate over the nature of mind 

and intelligence was not yet over. 

Today, twenty seven years after the publication of the Chinese Room thought 

experiment, there is neither consensus nor any agreement about the scope and aim of Artificial 

Intelligence within its community. But there is no agreement about Searle’s argument either, 

although it has surely polarized the debate on the nature of intelligence and mental life (see, for 

example, Preston and Bishop 2002). In point of fact, many people claim that the Chinese Room 

is a specious argument and its persuasiveness will wither away with the advent of more 

powerful computers and robots, whereas others maintain it has undermined an important 

principle underlying the foundation of Artificial Intelligence, namely, the algorithmic nature of 

the mind. 

Several books, articles and theses have addressed the alleged flaws of the Chinese 

Room, raising interesting objections. But none of them has thoroughly studied the particular 
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operation of this thought experiment, a crucial element that alludes to an experience and 

explains why, despite such objections, it remains convincing. On the basis of the most 

important theoretical assumptions of computationalism, or the view according to which mental 

states can be explained by and equated to the functioning of a program (or to rules and 

representations), I will attempt to offer a fresh look at Searle’s Gedankenexperiment, focusing 

on its operation, an aspect that has been quite neglected by most commentators and critics. 

After discussing the operation of Searle’s thought experiment, and whether or not it involves a 

residual Cartesianism, I will analyse the broader issues which the Chinese Room raises, such as 

intentionality, the fallibility of introspection, the role of consciousness and, last but not least, 

the crucial gap between simulating intelligence and creating or duplicating mental states. In a 

nutshell, the two problems I will address in this thesis are the following: why could intelligence 

be ultimately reduced to the functioning of a program whose syntactical properties are supposed 

to necessarily cause mental states of diverse sort? And, why would the mind be reducible to the 

simple finite steps of a program, to the rules of an algorithm, which requires no insight 

whatsoever to be followed? 

The second historical character that inspires this thesis is the great British 

mathematician-logician Alan Turing. Undeniably the Turing machine (Turing 1936), with its 

abstract character, has an explanatory power as immense as it is controversial. Given the 

contrast between the abstract character of the Turing machine and the embodiment of the mind, 

a central idea in this thesis, it turns out to be completely debatable that intelligence and mental 

states can be reduced to and explained through the functioning of a program. Moreover, it 

would seem to me that if no adequate philosophical justification is provided for the quite strong 

claims of computationalism, then Turing’s anti-biological view risks being Platonism for 

engineers1, for it relegates the mind to the world of symbols and algorithms. Turing himself 

foresaw the opposition his idea would encounter, so he decided to offer a philosophical 

justification for the claim that programmed computers think: the Turing test (Turing 1950). But, 

as I will examine in detail, his justification is as contentious as his anti-biological account of 

intelligence and the mind. 

Divided into two parts and six chapters, this thesis takes a critical look at concepts like 

the Turing machine, and the Turing test, and discusses principles, ideas and issues related to the 

Chinese Room and to the creation of artificial mental life. In the first part, I will narrate the 
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origin of Artificial Intelligence, expound philosophical theories that support the claim that the 

mind is a computer program, and concentrate on the operation Searle’s thought experiment 

hinges on, which, to my mind, explains why the argument prevails inasmuch as it shifts the 

burden of proof to those who claim that the mind is nothing but a program. In the second part I 

shall examine the broader issues which the thought experiment brings into the discussion, and 

in particular those connected with intentionality, the scientific approach to consciousness, 

emotions and qualia, and the gap between simulating and replicating mental states.  

The first chapter will give a very brief overview of the birth of Artificial Intelligence, 

since its early inception in the nineteenth century, and describe its gradual evolution from the 

rather vague concept of machine intelligence to Artificial Intelligence. In particular, I will 

describe how Turing, among many others like McCarthy, Newell and Simon, von Neumann, 

Schank and Abelson, reinterpreted Babbage’s project and began claiming that the power of 

algorithms and programs, as abstractions of intelligence whose implementation was altogether 

unimportant, were the true keys to endowing machines with authentic intelligence. Adopting a 

historical perspective, I will discuss a number of fundamental concepts and ideas that made 

machine intelligence evolve, giving rise to Artificial Intelligence itself, such as algorithm, 

effective procedure, program, the Turing machine and the Turing test. On this score, both the 

Turing machine and the Turing test will be discussed as the central concepts that consolidated 

Artificial Intelligence and its ambitious original project. The former defines the abstract notion 

of computation and the latter gives rise to the notion of simulation as deception and make-

believe. 

The second chapter will expound crucial theories about the mind such as the symbol 

system hypothesis (or SSH) and the computer model of the mind. Likewise, I will discuss 

Functionalism and Connectionism and in what sense these two influential views allegedly 

reveal the true nature of mind through its decomposition into mechanical basic processes —the 

ultimate basic level of programs or machine language— or by networks whose functioning 

elucidate how mental states purportedly emerge. But, in addition, I will examine a principle 

embraced by most partisans of computationalism, the principle of multiple realizability, which 

holds that programs need no material realisation, nor do mental states, an idea with an 

unpalatable consequence for these self-declared successors of materialism. For angels or 

ectoplasmic entities or any entity without a material realisation may then have mental life, 
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provided they implement the same causal profile of a real mind and, then, the same input-output 

function (viz. the program). In view of the theories and principles that support the reduction of 

the mental to rules and representations, I will explain Searle’s distinction between strong AI 

and weak AI, or the difference between literally assuming mental states are of computational 

nature and explained by programs, and considering the computer model of the mind only a 

powerful tool to study cognition and the mind. 

Identifying a specific component that makes Searle’s Chinese Room persuasive, the 

third chapter will describe what conditions philosophical thought experiments have to satisfy 

(e.g. relevance, reproducibility of outcome, etc.), and depict the operation of the Chinese Room, 

or what would occur if one’s mind worked on the principles of strong AI. To put it another way, 

I will explore the Chinese Room in terms of what occurs when a mind does what the computer 

does, which is sufficient to assess whether the programmed computer can have mental states. 

But why is the operation sufficient to refute the claim that the mind is only a computer 

program? As I will highlight, linguistic understanding is importantly accompanied by the quale 

of understanding and this experience is notoriously absent whenever someone conducts Searle’s 

thought experiment and functions like a programmed computer. Even more, as I will analyse, 

the divergence between truly understanding natural language and simulating so naturally 

resembles the Turing test thus: the machine’s making interrogators believe a digital computer is 

intelligent is supposedly sufficient to establish the conclusion that programmed machines think 

and have mental states. Besides revising classical objections to Searle’s thought experiment, I 

will explore a selection of new objections, examine whether these arguments really make the 

room collapse, and deal with a particular accusation against Searle: the alleged Cartesian 

approach of the Chinese Room. 

The emphasis on the quale of understanding, an experience connected with phenomenal 

consciousness and deictically defined, will lead to the debate about intentionality, the main aim 

of the fourth chapter. I will especially deal with the semantics of mental states and the 

monumental difference this makes when it comes to the syntactical properties of programs. To 

characterise the origin of this acrimonious debate, I will briefly refer to Brentano (2002), 

Chisholm (1957), Dretske (1994) and Dennett’s views of intentionality (1971 and 1981). Unlike 

Brentano and Chisholm, who reveal fundamental properties of intentional mental states like the 

mental act by which an object is presented, and the irreducibility of mental intentional 
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vocabulary, Dretske and Dennett attempt to reinterpret intentionality in externalist terms, or in 

function of an explanatory strategy such as the intentional stance. Subsequently, I will cover the 

main points of Searle’s theory of intentionality (Searle 1983a), expounding why the 

intentionality of language and the meaning of terms and expressions ultimately derive from the 

directedness of mental states. Characterising intentional mental states as representative contents 

by virtue of intentional objects, I will shed light on how the psychological mode of such states 

determines their direction of fit, either mind-to-world (e.g. beliefs) or world-to-mind (e.g. 

desires), and how their conditions of satisfaction are determined by things known by agents. In 

this regard, I will remark on how the Network and the Background of pre-intentional abilities 

ultimately ground meaning in certain social contexts and practices, even though intentional 

mental states are produced by the causal powers of brains. All this will clarify why artefacts and 

programmed computers cannot understand natural language and, further, why the attribution of 

intentional mental states to them is done metaphorically only. The last issue this chapter will 

deal with is whether this Searlean conception of intentionality is pure Cartesianism on the sly. 

Given the reliance of the Chinese Room on consciousness, intentionality and the quale 

of understanding, I will devote the fifth chapter to analysing whether or not consciousness is an 

illusion. Before addressing this issue, I will explore the quite controversial philosophical 

problem of qualia, and knock down Dennett’s first straw man by ‘Hume-ing’2 phenomenal 

states and their vividness (Dennett 1991). Then I will turn to the defence of introspection and 

the Jamesian stream of consciousness by separating the feeling of consciousness from 

judgements based on memory. In a nutshell, as my examination will show, neither qualia nor 

consciousness can be illusions since both are built-in features of the system, and they 

importantly enhance the chances of survival of animals. To debunk the myth of the Cartesian 

Theatre, I will then propose more apt metaphors, which pin down features of consciousness (i.e. 

the absence of an external spectator and the mutability/permanence of its stream) as well as 

what mental phenomena any satisfactory account must explain. In view of the desired 

compatibility between the first-person viewpoint and the third-person viewpoint, which 

provides the basis for a more integrationist stance, I will explore Damasio’s theory of 

consciousness (Damasio 1999). Moreover, I will expose how the feeling of consciousness and 

emotions is subsumed under core consciousness. To integrate the phenomenal side with the 

causal biological underpinnings of consciousness, I will describe the organism’s permanent 
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mapping of itself (its homeodynamics), the environment, and the interaction between organism 

and environment, and how this permanent embodied process of mapping yields representations 

and re-representations, which in turn bring about sentience and the emergence of an inner self. 

While core consciousness will elucidate how a life is sensed, the other side of consciousness, 

called extended consciousness, will explain how a life is narrated via experiential memory. A 

brief description of several neurological diseases will subsequently offer the opportunity to 

grasp both sides of consciousness as well as their connection with the self, memory, and 

language. Finally, I will tackle two additional problems. After considering whether mental 

content can be superseded by purely materialistic theories, I will flesh out the fundamental role 

common sense, introspection and qualia play in ascertaining reasons for action. On the other 

hand, I will consider the famous explanatory gap (Levine 1983 and 1993), or the gulf between a 

materialistic reduction or identification of consciousness and the vividness of what it is like to 

have a mind (and qualia). Such an analysis will attempt to show that the explanatory gap is a 

symptom of the irreducibility of consciousness qua emergent property that causally supervenes 

on the functioning of neural behaviour. 

The final chapter suggests the existence of a new, unexplored gap in the Philosophy of 

Mind, namely, the fundamental difference between simulating and replicating mental states, 

which originates from the Turing test and its concept of simulation as deception and make-

believe. Furthermore, I will criticise those who argue that this test counts as a scientific 

experiment, because the inductive evidence offered is utterly inconclusive to substantiate the 

claim that programmed machines have mental states. Inducing interrogators to believe the 

computer is intelligent doesn’t entail that the programmed computer has mental states, and this 

explains why Turing’s concept of simulation has paradoxically encouraged scientists to 

participate in a philosophical debate about the nature of mind. What will be criticised then, is 

Turing’s profoundly anti-biological behaviourist conception of the mind, which holds that 

mental states need no embodiment whatsoever. In view of the gulf between simulating and 

replicating mental life, I will also compare AI with fiction, as both rely on make-believe and 

comply with the principle of minimal departure to verisimilarly simulate events and scenarios. 

This sort of examination will also offer thought experiments to show why simulating a property 

doesn’t prove its authentic creation, even if the Turing test is passed. Finally, I will look at a 

new trend in Computer Science, DNA computing (Amos and Owenson 2004), which seems to 
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be able to bridge the gap between simulation and duplication. Given how consciousness 

improves an organism’s chances of survival, and how the very same causal factors that produce 

consciousness have to be duplicated, I will show that consciousness doesn’t emerge from DNA 

computing. For, even though it works on a biological hardware, the ‘intelligent’ behaviour 

stems from programs, and as such DNA computing seems unable to replicate the factors that 

produce consciousness. Although the success of DNA computing will be evaluated by 

empirical means, if it doesn’t duplicate the factors that produce mental states, this trend will 

only create more complicated philosophical zombies, or what I dub zombots.  

In summary, I will do some philosophical Aikido3 to criticise theories that overlook the 

biological embodied character of the mind, leaving out important portions of mental life, and 

conflicting with common sense and experience. As I will argue, this ill-fated venture not only 

entails the neglect of fundamental aspects of the mind, whereby some attempt to make room for 

strong Artificial Intelligence, but also an unjustified denial of what we are. 

 

 

                                                 
Notes to the Introduction 
 
1 I have borrowed Nietzsche’s provocative remark about Christianity as ‘Platonism for the people’ and readapted it 
to this discussion. Naturally, my aim is to spice up the philosophical debate on machine intelligence, and to 
criticise Turing’s anti-biological view of the mind. Jokes apart, it is undeniable that Turing attempts the reduction 
of mind to mathematics and programs, a project that can perhaps be traced back to Plato and Pythagoras. Both 
indeed seem to have held that ideas and numbers are the ultimate reality, a view that has undoubtedly inspired the 
popular belief that everything boils down to computation and to symbols. 
 
2 Here I am inspired by Dennett and how he undertakes a quixotic venture when he Quines qualia (Dennett 1988 
and 1991). As I will explain, having qualia involves a first-person viewpoint and are, for this reason, neither 
eliminable nor entirely reducible. I took the liberty of inventing the verb ‘to Hume’ qualia or Hume-ing qualia for 
the sake of argument and in order to undermine Eliminativism and the segregationist intuitions about the nature of 
mind. 
 
3 Aikido is a Japanese martial art developed by Morihei Ueshiba in the twentieth century. It integrates different 
traditional martial arts and combines them with a humanist philosophy. In the following chapters, my aim is not to 
annihilate other philosophical views, but to adopt a Socratic humanist stance. In so doing, I will show that human 
experience constitutes an essential part of our being and of our mental life; thus, it cannot be denied to make room 
for machine intelligence.  
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Chapter 1 
Background history: an overview of Artificial Intelligence 
 

 

 

1.1 What is Artificial Intelligence? 

 

Human beings possess mental skills enabling the resolution of problems, communication, the 

nomological explanation and prediction of phenomena, the satisfaction of desires, etc. 

Philosophy, psychology and other disciplines are engaged in understanding how human beings 

think and develop these intellectual processes. That is, such disciplines aim at positing the 

fundamental principles that underlie the cognitive activities typical of intelligence. Rather than 

theorising about how human beings apply cognitive capacities to the world, Artificial 

Intelligence is devoted to building machines that exhibit intelligence, revealing a practical face 

besides a theoretical approach. 

Although the general consensus is that Artificial Intelligence is concerned with the 

creation of programmed machines which are able to do things that supposedly require certain 

intelligence —if done by men, would add Marvin Minsky— a wide variety of definitions has 

been proposed for the discipline. They range from the quest to build intelligent machines in 

view of man’s intelligence, to the construction of machines in terms of an idealised rationality 

(Russell et. al. 2003, p. 1). While the former rely upon humans as the standard for thinking and 

acting, the latter suppose a transcendental benchmark with which both people and machines 

ought to be compared when thinking and acting. This explains why the rational approach not 

only uses mathematics and engineering, but also introduces a deontological concept of 

intelligence.  
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Likewise, the human-centred approach mainly takes the stance of an empirical science 

and investigates the nature of intelligence by testing scientific hypotheses. In addition to 

materialising the project of endowing programmed machines with intelligence, Artificial 

Intelligence has advanced new theories for the scientific study of mind, which have helped test 

significant hypotheses about human cognition and reasoning. Surely these hypotheses have 

significantly influenced fields such as psychology and philosophy.  

Nevertheless, pinning down the origin of Artificial Intelligence is not as easy as it 

appears at first glance. On the contrary, as often occurs with historic processes, a large number 

of factors explain the emergence of this discipline. Despite this fuzziness, it is possible to track 

down a number of historical events which suggest the existence of three major stages of 

development: the dawn of ‘machine intelligence’, the evolution from ‘machine intelligence’ to 

Artificial Intelligence, and Turing’s contributions to the field with the Turing machine, on the 

one hand, and the Turing test, on the other hand. Despite being a matter for philosophical 

debate, these two contributions may be said to have provided the basis upon which Artificial 

Intelligence was founded1.  

 

1.2 The dawn of ‘machine intelligence’: from mathematics to cogs 

 

In the early nineteenth century, Charles Babbage began the quest to build the first mechanical 

computer, which marks the beginning of the first identifiable stage of Artificial Intelligence. 

Envisaging that the science of number could be mastered by mechanisms, Babbage attempted to 

complete the construction of the first automatic calculating machine, the Difference Engine, 

following an ideal of the epoch:  

 
The nineteenth century was not only an age of reason. It was also 

an age of quantification in which science and engineering set about 

reducing the world to number. With the raise of science and the 

burgeoning Industrial Revolution, the need for accurate and 

convenient numerical calculations mushroomed. (Swade 2000,  p. 

12) 
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As Swade comments, practical needs also motivated Babbage’s first project. It is well known 

that back then, most calculations were done with mathematical tables, which were plagued with 

mistakes, regardless of the successive errata. This was an important cause of disasters (e.g. 

shipwrecks) and economic losses.  

To make these mathematical tables, computers would do all the calculations according 

to fixed arithmetical procedures. However, what were those computers like in the nineteenth 

century? Unlike modern computers, computers of Babbage’s time were real people doing all 

the calculations by hand. These human computers transcribed the numbers to tables, which 

were then typeset. Finally, all the figures were proofread. In any of the four stages the 

probability of error was not low at all. Babbage’s project of the Difference Engine precisely 

attempted to eliminate these stages at one stroke, in an endeavour to eradicate human error from 

mathematics forever.  

However, his brilliant mind was a little overambitious, and not always considered 

practical problems such as funding, and the lack of the adequate technical means to build the 

engines. A long relationship between him and the British government lasted until the latter 

refused to grant more funding to build the Difference Engine. Given the original idea involved, 

and Babbage’s charisma, considerable intelligence, and great tenacity, the government spent 

more than £17.000 in total, a huge amount compared to the cost of a brand new stem 

locomotive —around £800, and to the original budget of £1.500 for building the engine. 

Despite the disagreements between him and the government, Babbage designed a second more 

powerful machine able to perform computations faster and more accurately, his Analytical 

Engine.  

This new engine, which was never completed in Babbage’s lifetime either, had 

mechanisms to make additions, subtractions, divisions, and multiplications. It was divided into 

a mill, for the arithmetical calculations, a store or memory mechanism, for carrying numbers, 

and an output contrivance, which punched cards to represent the final or intermediate results. 

Allowing the re-use of cards for later calculations by the introduction of a modification copied 

from the Jacquard Loom, Babbage devised how to feed the machine with programs, that is, 

with pre-recorded sequences of instructions for operations in any desired order.  

While the Difference Engine is the very first automatic calculator or number cruncher, 

the Analytical Engine may count as the very first computer. It is worth mentioning that a 
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portion of the former assembled for demonstration successfully showed that computations done 

mechanically were safe and, more importantly, could replace human mental effort by 

embodying mathematical rules in mechanisms, an idea that shows Babbage believed machines 

had an irreplaceable role in the creation of intelligence2. In any case, his achievement had a 

very positive influence on how the tradition would later appraise the project of the Analytical 

Engine, whose revolutionary improvements, division of labour, and programming contrivances 

can indeed be regarded as a turning point for the computer age. 

Nonetheless, did Babbage envisage the future project of machine intelligence as such? 

At first glance the answer is affirmative, because Babbage’s engines were an unparalleled 

ingression of labour-saving machines into psychology, a plan that somehow seems to have 

anticipated the epoch of automatic computing. This may explain why he made explicit use of 

psychological language to describe the workings of his computing machine, as the following 

passage shows:  

 

Babbage writes of “teaching the Engine to foresee.” Elsewhere he 

talks of the Engine “knowing.” He was clearly sensitive to the 

appropriateness of using language in this way, and evidently felt 

that anthropomorphising mechanism required some justification or 

excuse: 

The analogy between these acts and the operations of 

mind almost forced upon me the figurative employment 

of the same terms. They were found at once convenient 

and expressive and I prefer continuing their use rather 

than substituting lengthened circumlocutions. (Swade 

2000, pp. 103-104, my emphasis) 

 

Babbage’s commented use of psychological language not only raises the issue of whether 

machines may have mental states, a topic that has widely been debated in contemporary 

philosophy, but also suggests Babbage might have foreseen the deeper implications of his 

revolutionary designs.  
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On close examination, however, it turns out that he did not realise that he had designed a 

general purpose machine capable of being programmed by the user to carry out multiple tasks. 

According to tradition, it was Augusta Ada, Countess of Lovelace and daughter of Lord Byron, 

who revealed the profound implications and great potential of the Analytical Engine. She 

realised that a machine able to perform computations via abstract symbols could also be applied 

to non mathematical fields like music or chess. Even though the roles both Babbage and Lady 

Lovelace played in the future project of Artificial Intelligence have been a bone of contention3, 

it is clear that the engines of the former prompted a revolution that would considerably 

influence the field of computer science as well as the emerging disciplines devoted to 

investigating the nature of mind. 

Complementing Babbage’s projects and also standing out in the first stage of AI’s 

development, Boole’s discovery that logical problems could be expressed in algebraic equations 

provided a fundamental theoretical framework for the future development of computer science. 

This revolutionary view showed that such problems could be solved by the mechanical 

manipulation of symbols according to formal rules (Blackmore 2003, pp. 184-85), with two 

values 1 or 0, or false or true, as the symbols manipulated by these rules. Thus while Babbage’s 

projects cherished and inspired the dream of machines exhibiting intelligence, Boole developed 

a theory that served to provide the necessary conceptual groundwork to argue for the claim that 

computing machines think.  

Undoubtedly, Boole’s ideas were also central for the later development of computer 

science as they confirmed that the mechanisation of thought processes was feasible (Grattan–

Guinness 2000, pp. 37-43). Ideas from mathematicians and philosophers like De Morgan, 

Jevons, and Peirce seem to have enriched Boole’s legacy, which later influenced Claude 

Shannon in the 1930’s, a mathematician and electrical engineer who is currently considered to 

be the father of information theory.  

According to legend, Shannon rediscovered George Boole by accident, while taking an 

introductory philosophy course. He was so impressed by the importance and applicability of 

Boole’s work that he devoted his MA thesis to showing how systems of electromechanical 

relays could be improved through the Boolean algebra. More specifically, he introduced the 

idea that electrical switches doing logic could be fundamental for the working of any digital 

computer. But, in an unprecedented theoretical move, he also proved that the arrangements of 
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relays could also be used to solve problems in Boolean algebra. Finally, Shannon’s introduction 

of the binary bit, or bit, as a basic unit of information, also supported the idea that logical 

operations could be embodied in the workings of a machine and that thought processes could be 

materially implemented through logic gates and electronic switches4. Naturally, all these 

discoveries and crucial ideas led to a new stage of development. 

 

1.3 From ‘machine intelligence’ to Artificial Intelligence 

 

Shannon’s revolutionary ideas indeed played a central role in the invention of the digital 

computer, a historic event that has also been a matter of controversy. The digital computer 

appeared in Britain, the USA, and Germany almost at the same time (Copeland 1993). The 

German Konrad Zuse, who is credited with the invention of the very first electronic computer, 

built the first multi-purpose programmable machine after two failed attempts in 1941, the Z-3. 

Oddly enough, Zuse’s invention and profound implications were never recognised. The great 

concern with World War II and the Allied restrictions on the development of electronic 

engineering in post war Germany may explain this oddity.  

In Britain, the invention of the computer begins at Bletchley Park, Buckinghamshire, 

where a team of engineers were devoted to cracking the German secret submarine codes. To 

further this goal, they developed Colossus, an electronic computer for deciphering coded 

messages, which was up and running by December 1943. Some commentators however, 

contend that Colossus was not an authentic computer. For, unlike the Z-3, Colossus was a 

single purpose machine unable to efficiently perform any other task5. At Manchester 

University, the Bletchley group resumed their efforts after the war finished, building Mark I, a 

small prototype of a general purpose computer. Mark I’s first program successfully ran in June 

1948, so the group decided to build a larger machine, which was functional by April 1949. A 

little later, a firm named Ferranti Limited received permission to start the serial production of 

Mark I, which set the beginning of the commercialisation of stored-program computers. This 

occurred earlier than in the USA, where the first computer commercialised, the UNIVAC, was 

marketed two months after Mark I, in 1951. 

Precisely in that country, John Mauchly and J. Presper Eckert built the first stored-

program computer, the ENIAC, at the University of Pennsylvania. Despite appearing very 
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early, in 1945, the ENIAC was very impractical and ‘user-unfriendly’, as it needed to be 

programmed by adjusting thousands of plugs and switches. For setting each new task, it used to 

take two days to program the machine. The rush with which Mauchly and Eckert built it as well 

as its military purpose explains why they did not develop a more efficient system to load 

programs. In contrast, Mark I was fed with programs by punched paper tape that contained the 

programmer’s instructions for the memory. The BINAC, which was Eckert and Mauchley’s 

first stored-program computer, preceded the UNIVAC. 

Intertwined with the design and construction of those computers, a number of machine 

learning, and heuristic problem-solving programs started to spread the sparkling concept of 

‘machine intelligence’ in Britain in the 1940’s. Albeit, Babbage had devised machines able to 

carry out intellectual activities in the nineteenth century, and people had already began 

discussing this topic early in the 1920’s, Alan Turing’s role was fundamental in making the 

notion popular some years later: in 1941, he circulated a typewritten paper on this subject 

among his wartime colleagues, and in 1945, he thought of designing a chess machine. All this 

suggested machines could exhibit intelligence, with activities far more complex than pure 

calculation.  

In spite of the fact that the popularisation of ‘machine intelligence’ may be a sign of the 

authentic birth of Artificial Intelligence, the tradition has marked the commencement of AI in 

1956 when two historical events occurred almost simultaneously (Copeland 2000, p. 1). 

On the one hand, Newell, Simon and Shaw wrote The Logic Theorist, a computer 

program that managed to prove thirty eight out of fifty two theorems of Whitehead and 

Russell’s Principia Mathematica. Indeed, such a display of intellectual skill encouraged the 

authors to claim that this program would even contribute to win one of the liveliest 

contemporary philosophical debates: the Mind-Body problem6. The theorems to be proved by 

the program were akin to the following: 

 

i) Given that either X or Y is true, and that Y is false, it follows that X is true 

 

ii) On the basis that if X is true, then Y is true, then it follows that, if Y is false, X is 

false as well.  
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On the other hand, the same year the Logic Theorist was designed, John McCarthy organised a 

conference entitled Dartmouth Summer Research Project on Artificial Intelligence, to which 

Newell and Simon also attended. The success of the conference was relative, as most attendants 

stayed for short periods, which made the organisation of meetings and discussions somewhat 

difficult. However, the conference materialised what had been in the air for several years, 

highlighting the alleged central role of programs in the creation of intelligence and, more 

importantly, giving a name to the discipline. Both the Logic Theorist and McCarthy’s 

conference certainly indicate the existence of a gradual evolution, i.e., from the rather indistinct 

notion of ‘machine intelligence’, to Artificial Intelligence, fleshing out the long term project of 

AI. Alan Turing fundamentally contributed with two ideas to this project, the Turing machine 

(TM) and the Turing test (TT), both of which can be said to have provided the principles from 

which AI qua discipline has engaged in creating programmed machines that are supposedly 

intelligent7.  

From a philosophical viewpoint, the TM (Turing 1936) represents a groundbreaking 

idea, as it suggests, among other things, that computation is abstract, algorithmic and need not 

be embodied. But the idea that programmed machines can display intelligence (e.g. by logical 

reasoning) required some justification. Turing attempted to prove that the sceptics were all 

wrong by postulating an empirical method to assess the psychological capacities of 

programmed machines: the Turing test (Turing 1950). To avoid dealing with concepts such as 

‘thinking’ and ‘machine’, his test endeavours to specify a scientific method to gather evidence 

that computers think. Turing’s ideas, then, mark the beginning of the third stage of development 

in Artificial Intelligence, which afterwards gave rise to an intense philosophical discussion on 

the nature of intelligence, mental states, and consciousness8. 

 

1.4 Alan Turing’s influence: from AI to philosophy 

 

The Turing machine has profoundly influenced several philosophical accounts of the mind, as it 

specifies how abstract computations, whether human or digital, can solve different types of 

intellectual problems by rule following. Nevertheless, the fact that Turing’s machines are rather 

simple compared to real computers raises these questions: is it possible that only powerful 

computing machines can solve problems that require intelligence? And, if so, how is it possible 
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to accurately assess whether these machines happen to think and not merely resemble thought? 

Not only does the Turing test attempt to answer these questions and respond to the sceptics who 

cast doubt on the possibility that computers think, but it also makes predictions as to which 

conditions would undeniably reveal that computers are intelligent.  

In this section, Turing’s machines are examined and compared as to the functioning of 

real computers. Aside from permitting grasping his predictions in the TT, this analysis will 

show the origin of one of the most compelling philosophical debates of our times, that is, 

whether or not computers can be said to be intelligent, given the nature of mind. 

 

1.4.1 The Turing machine (and the Universal Turing machine) 

 

It is possible to say that the Turing machine somehow undoes the path taken by Charles 

Babbage and his engines. The latter spent his lifetime creating machines able to carry out 

intellectual skills, while Turing devised the TM as an abstract discrete state machine that shows 

a computer need not be embodied in mechanisms or any sort of material.  

This can be explained by the nature of computation. Simply put, computation helps 

evaluate a problem by applying a rote procedure or algorithm, that is, by following a set of 

specific rules for calculations9. For any discrete state machine, it is possible to do something 

similar to what a mathematician does when evaluating a function by applying a rote procedure.  

Interestingly, Turing machines, which have abstract properties and hinge upon how 

algorithms work, were proposed to deal with a very pressing problem in mathematics in the 

1930’s, the Entscheidungsproblem. Originally posed by the mathematician David Hilbert in 

1900, this problem consists in whether or not it is possible to find a general algorithmic 

procedure to resolve in principle all the mathematical problems10. Turing, then, postulated this 

revolutionary idea: to deal with this issue, the terms ‘mechanical procedure’ and ‘machine’ 

have to be formalised. He then imagined a mechanical device that performs a finitely definable 

calculation procedure, that is, an idealised abstract machine that has a discrete set of different 

possible states, which are to be finite in number (even though it may be a very large number).  

Despite this apparent limitation, the machine possesses no limit as to the possible 

calculations, as it has a set of instructions that act with independence of the size of the numbers. 

Another important point to bear in mind is that the input need not be restricted in size. Actually 

 19



the machine uses an unlimited external storage capacity, which is usually depicted as paper that 

serves for doing the calculations and producing the output. This in turn need not be limited in 

size either. 

The machine, however, is not supposed to internalise the external data or the 

calculations. It deals with the data or calculations that are immediately involved in the operation 

carried out. The potentially unlimited size of the input versus the finitude of states and steps for 

the calculations suggests, again, that Turing machines are abstractions rather than machines one 

could actually construct. This point is remarked by Penrose thus:  

 

it is the unlimited nature of the input, calculation space, and output 

which tells us that we are considering only a mathematical 

idealisation rather than something that could be actually 

constructed in practise […] The marvels of modern computer 

technology have provided us with electronic storage devices which 

can, indeed, be treated as unlimited for most practical purposes 

(Penrose 1989, p. 35) 

 

These features, which resemble modern computers, as will be examined, and the fact that the 

TM is only an idealisation explain why typical examples are usually pictured as an indefinitely 

long tape divided into squares (or cells). Additionally, a ‘head’ or scanner moves backwards 

and forwards along this tape, square by square, ‘remembering’ some of the scanned symbols or 

discrete states. At any given time t, the head, which is in an internal state (q0, q1, q2, … , qn), 

scans a particular square of the tape and its symbol (b1, b2, b3, … , bn). On the basis of that 

particular symbol, the internal configuration of the head, and its microcode or program, the 

head prints or erases a symbol and then may proceed to the next square (provided that it has not 

yet reached the final stage of the computation). This process, which goes in accordance with the 

instructions of the head, is repeated until the machine has reached the state that represents the 

solution of a problem, which is printed on the tape. 

In the case of a typical TM, with numbers 0 and 1 for the squares —for the sake of 

simplicity— the possible behaviour of the machine, which is completely determined by the head 

and its internal state at t, is the following: 
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1) The head reads the symbol that is in the square, which, combined with its current state, 

constitutes an input In. This consists of a pair <Current State, Read Symbol>  

 

2) Given In and the microcode program of the head, the machine tries to determine an output 

triple, On, that is, <Write Symbol, Move Step (or stop), New State>. If the machine is unable to 

determine an Out, it halts (and so does it, when the computation has finished). 

 

3) On the basis of On, the machine writes a symbol (in this case 1 or 0) in the square, moves the 

head to the left or right (or stays where it is), and enters a new state. Eventually the machine 

returns to step 1, if it has not reached the final state. 

 
Step 2 is fundamental to grasp how a TM works, for it turns inputs into outputs by a program 

that gives a finite set of rules expressed in pairs <In, Out>. In fact, the program, which 

generally comprises IF-THEN rules, can be expressed as quintuples of the form <Current State, 

Read Symbol, Write Symbol, Move Step (or stay), New State>. Given its internal configuration 

and the scanned symbols, the head only follows the microcode program rules until it finds the 

pair <In, Out>, and proceeds to print the output. If the machine does not find that pair, it gets 

‘stuck’, so to speak, and halts. However, if the machine finds the pair, it produces an output, 

and keeps computing until it has found the solution.  

The behaviour of the machine can be described by a machine table, which specifies the 

machine’s operations, and explains why a Turing machine can be identified with its table, or 

even with its instructions. Take for example this table: 

 

Current State Symbol Write Move Next State 

1 1 N L 2 

2 1 N L 1 

1 0 1 R H 

2 0 N R H 

 

The state of the machine, the symbol-collections, and the specific actions, like erasing, printing 

and head motions, are finite, discrete and distinguishable, all of which are characteristic 
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properties of the computations carried out by Turing’s machines. For example, the table says 

that if the machine is in the current state 1 and reads a 1, then it has to leave the symbol 

unchanged (N stands for ‘no write’), move left and enter the next state, which is 2. Likewise, 

when the machine is in state 1 and reads a 0, it has to write a 1, move right, and halt (H stands 

for halt). 

It is also noteworthy that a TM can solve easy to complex problems by performing these 

rather simple computations. For instance, to subtract 1 from a number, say 15, through a very 

basic program (that deals with binary notation), a TM would do this, given the following state 

of the tape, and the initial internal configuration of the head (Fig. 1):  

 
 
 
 
 
    

Fig. 1 
# # # 1 1 1 0 # # #
   ↑               

 
i) Given the place of the head (represented by the arrow) and its internal configuration 

<Current State=0>, it would <Read Symbol=1> (in binary 1 is also 1), and determine 

the output, On, <Move Step=Right, New State=1>. 

 

ii) Given the head’s <New State=1>, it would read 1 in the second position, and move to 

the right, to the third position. 

 

iii) Then, again, since in binary, 111 is 7, it would read 1 in the third position, and move 

to the fourth position. 

 

iv) Since it would then read a zero, and in binary, 1110 is 14, it would erase this 0, write 

a 1, and halt (in binary, 1111 is 15) (Fig. 2)11

 
 

Fig. 2 
# # # 1 1 1 1 # # # 
      ↑    
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Although this is only a basic example, arithmetical procedures such as the addition, subtraction, 

or multiplication of numbers, among others, can be carried out by these machines. Moreover, 

once one realises that the Turing machine can perform arithmetic and simple logical operations, 

it becomes easier to imagine that it may perform tasks other than those of mathematical nature, 

which incidentally suggests the real scope of Turing machines. But how is this possible, 

provided that a Turing machine performs mechanical computations only?  

Before dealing with this problem, I will introduce another interesting idea proposed by 

Turing in relation to Hilbert’s problem: the Universal Turing machine (UTM hereafter). A 

UTM is a machine that has all the instructions coded in strings of 0’s and 1’s on the tape and 

then, unlike a common Turing machine, it reads these instructions as the initial input to proceed 

with the rest of the subsequent input (as a TM would have done). By doing so, a UTM perfectly 

mimics a TM, for the former has all the necessary information to imitate a Turing machine 

exactly. The implications of the Universal Turing machine are important. According to some 

(Davis 2000), these machines, besides permitting Turing to model computation more 

accurately, may have led to the notion of a stored-program computer described in section 1.3, 

an issue that is also related to how such machines are able to deal with non-mathematical 

problems.  

 The real scope of Turing’s universal machines and their ability to class computational 

functions is compatible with another theory, one that is regarded as equivalent to Turing’s. In 

parallel to his effort to resolve the Entscheidungsproblem, the American logician Alonzo 

Church put forward the Lambda Calculus, a scheme that represents the mathematical operations 

of abstraction and generalisation, which additionally provided the basis for McCarty’s popular 

LISP, a computer language used by several traditional AI programs.  

Interestingly, both Turing’s machines and the Lambda calculus gave birth to the Church 

Turing thesis. Briefly stated, this thesis concerns effective methods or procedures in logic and 

mathematics12. A method M is said to be effective if: i) M is set out in light of a finite set of 

instructions (which are in turn expressed by a finite sequence of symbols); ii) M is performed 

without error in a finite number of steps; iii) M can be performed by humans who use paper and 

pencil for the calculations (and no additional machinery); iv) M requires no insight or ingenuity 

for doing the calculations.  
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As suggested above, one of the most important features of Turing’s machines is that 

they systematically define when systems are algorithmically calculable. For, in common with 

any TM, such systems are algorithmic if and only if it is possible to derive correct descriptions 

of the system’s output from correct descriptions of the system’s input (for all input). As such, a 

crucial implication of the Church Turing thesis is that a system, either abstract or real13, is 

algorithmically calculable if there is a TM capable of simulating its behaviour exactly. In other 

words, if there is an effective method for obtaining the values of a mathematical function, such 

a function can indeed be computed by a TM. 

A second implication is that computer power is importantly defined in terms of this 

ability. There is no more powerful device than one performing computations, since this device 

can simulate any algorithmically calculable system by performing computations (Copeland 

1993, p. 230-231). But, is this thesis philosophical in any sense? The discussion is actually 

quite germane to the nature of mind. If all cognitive processes are algorithmically calculable, 

which is a highly controversial idea, computers simulating minds can be equated to real minds. 

For the former and the latter could eventually be said to have mental states. The next section 

precisely compares Turing’s machines to computers, examining in what sense both are 

compatible in principle. 

 

1.4.2 Are Turing’s machines and real computers equivalent? 

 

Artificial Intelligence works with real computers and robots, but what is the connection 

between them and Turing’s abstract machines? More importantly, how can a machine like a 

UTM, or even a TM, eventually simulate the complex processes carried out by minds, if they 

only calculate the values of mathematical functions? Apparently, real computers have an 

obvious advantage over simple abstract mechanical devices such as Turing’s machines, as only 

the former are able to possess the required speed and complexity. Under scrutiny, however, it 

turns out that there is no substantial difference between them. Here, I offer a comparison 

between computers and Turing’s machines that will come in handy in the third chapter when a 

well-known argument against the possibility that programmed computers have minds is 

examined.  
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As described in the last section, a real programmed computer can be thought to be very 

much like a Universal Turing machine and in fact they act very similarly. Despite this 

coincidence and the fact that a real computer is an implementation of a Turing machine, there 

are important differences to be noted, such as the following: 

 

Computers Turing machines 

Random Access Memory (RAM)  finite  Tape  infinite 

Central processor units (CPU) Heads  

 

The first important difference between a TM and a real computer is precisely the memory. 

While a TM has an unbounded tape, a real computer possesses a finite RAM. But given the fact 

that programmed computers can also be seen as implementations of Universal Turing machines, 

a computer will act like such machines, if one provides it with limitless memory. And as a 

computer’s memory is only a long single-column of memory slots with addresses, one may 

potentially increase the value of the largest possible address infinitely by adding successive 

disks (or other media that save information). For example, if the computer tried to access a 

memory address of its RAM (improved with disks), it would act as follows (Fig. 3): 

 

1. Copy the active RAM to the current backup disk 

2. Remove the backup disk and place it to the left of the machine 

3. Insert the backup disk to the right of the machine 

4. Copy the contents of the new backup disk into the RAM 

 
 
Fig. 3 
 
 
 
 
 
 

 
     

BKUP-2 

RAM

BKUP-1 BKUP 0 BKUP 1 BKUP 2 
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The RAM slots, which hold the so-called ‘words’, consist of standardised chunks of 

information. However, computers use bits and one bit is either a 0 or a 1, so ‘words’ do not 

appear to have any meaning, unlike words in natural language.  Rather, they are chunks of 

information stored in the RAM slots, and the meaning of these chunks largely depends upon the 

context of information in the memory14. Unlike a typical TM, which usually has two symbols, 

many different symbols can be produced by the computer’s chunks of memory, which allows 

carrying out very complex computations that considerably increase the processing speed of the 

computer. 

The head position is a second important difference between a real computer and a TM. 

Turing machines move scanners or heads along the tape; in contrast, a computer repeatedly 

reads ‘words’ with the chip from the memory. The chip, then, gets memory addresses from the 

RAM, holding ‘pointers’ to keep track of the word that has been read. These pointers are the so-

called registers of the chip, which typically hold the words of information, and keep track of the 

‘head’s position’ (in common with a TM) and the chip’s state. The registers, some of which 

hold information about the head’s position, have data of what is intended to be computed (e.g. 

adding the value of two integers). Since typical current chips have twenty registers with sixty 

four bits each, and the amount of bits is 20 x 64, a chip can hold a considerable amount of 

states, which makes the computer a powerful fast tool for computing. 

It is essential for the computer to have a program because this provides the ‘code’ or 

instructions, which are expressed by the hardware code, the ROM (Read-Only Memory) and 

the software code. Of course there is only machine code at the bottom level, so the higher levels 

contain more complex codes that can ultimately be reduced to machine language. In an 

illuminating analysis of the distinct levels of description that coexist in computer systems when 

running programs, Hofstadter remarks that all these levels are close to one another and that the 

chunks of information that appear at higher levels are simply the sum of things occurring at 

lower levels (Hofstadter 1979, pp. 287-290). Further, the ‘words’ mentioned above can 

precisely be interpreted as instructions15, since they contain not only data to be acted on, but 

also the program to act on the data (which resembles a UTM, again). Then, the bits in a word, 

which stand for an instruction, tell which words in memory have to be acted upon. And since 

words in memory have different locations or addresses, the pointer refers to the numerical 

address of other words (or to itself, if the instruction refers to itself).  
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It also has to be noted that the CPU, the central processor unit or chip, fetches the words 

from the memory and copies it into special aforementioned words that belong to the CPU (the 

registers), and then executes typical instructions like add (the CPU adds the pointed word to the 

register, which is interpreted as a number), print (the word pointed to, which is interpreted as a 

string of letters), or jump (to the word pointed to in the instruction, and such a word becomes 

the next instruction). 

All of these features indeed are similar to the Turing machine in the sense that its head 

has a microcode which reads the input and determines the output via a rule that matches the 

input with the output. In the case of Turing’s machines, the entire behaviour of the head is 

determined by this medium-level microcode, which can be changed. If so, this will indeed affect 

the subsequent behaviour of the machine.  

Despite the differences highlighted above, computers use programs much as a UTM16. 

In the case of real computers, they first put the data and then the program into the machine. This 

function of digital computers is usually based upon the famous von Neumann architecture.  

Folklore has credited the creation of the first digital computer to the gifted Hungarian 

mathematician and logician John von Neumann, while he was writing an official report on a 

successor of the ENIAC, the EDVAC, at the University of Pennsylvania in 1945 (Rojas and 

Hashagen 2000). However, this is another myth surrounding the birth of Artificial Intelligence.  

However, it is true that, among his many contributions to fields such as physics, logic, 

mathematics, and economics, von Neumann created a revolutionary new architecture for 

computers based upon the stored-program concept and how it can process information. His 

architecture divides the computer into four components: the central arithmetical unit (CA), the 

arithmetic logic unit (ALU), the memory (M), and the input-output devices (IO) (Fig. 4).  
 

Fig. 4 
MEMORY (M)
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The CA carries out arithmetic operations such as calculating roots, logarithms, etc. The ALU 

serves to control the proper sequencing operations, the M stores numerical data and numerically 

coded instructions, and the IO is the interface between the computer and the user. Each 

functioning part, general structure, and interaction with the other parts is particularly relevant in 

the von Neumann architecture17, which explains why the specific material of the parts was not 

important, as in a TM. What is crucial, again, is the functional specification of how the whole 

system works.  

 According to Copeland (1993, p. 193), the philosophically interesting points of any von 

Neumann machine can be summarised as follows: 

 

1. A von Neumann machine operates with a sequential processor, so it executes the 

instructions of the program one after another or serially 

 

2. Each string of symbols is stored at a specific memory location 

 

3. As each string has a specific location, the access to stored strings proceeds through 

the specification of their numerical addresses 

 

4. The CPU plays the role of the single seat of control 

 

Given the way in which Turing’s machines and real computers work, many Artificial 

Intelligence researchers assume that the latter may exhibit intelligence, despite the fact that their 

workings are entirely based upon symbol processing.  

Wittgenstein offers this remarkable insight in relation to such a possibility: “Turing 

machines are humans who calculate” (Wittgenstein 1980, 1096), which is indeed related to the 

origin of computation described in 1.1 and 1.2. In view of this comment, one can raise the 

following question: can these machines really think? This simply reformulates the question 

posed above, i.e., how are machines calculating functions able to display intelligence?  

Turing’s second contribution to Artificial Intelligence, the Turing test, precisely 

addresses this issue, pursuing a twofold aim. On the one hand, Turing criticises this vague 
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question, replacing it with a test; on the other hand, he engages in responding to sceptics who 

cast doubt on the computer’s ability to think and be intelligent.  

 

1.4.3 The Turing test 

 

There has been a long debate on the philosophical significance of the Turing test. Many people 

have criticised Turing’s approach, as it raises more philosophical questions than what it really 

answers, and I believe this fear is not unfounded at all. A number of influential philosophers 

have explicitly stated that this test is only an old fashioned behaviourist enterprise (Block 1990, 

p. 248 and Searle 2004, p. 49), an issue I shall discuss in depth in the sixth chapter. Seeking to 

deflect this criticism, other philosophers have seen it as a method that offers good inductive 

evidence for the hypothesis that programmed machines think (Moor 1976 and 1987, Copeland 

2000).  

The Turing test clearly spells out a method to avoid defining terms such as ‘thinking’ 

and ‘machine’, which would lead to a statistical survey on what people mean by their use. 

Besides portraying a way to carry out intelligence simulation, the Turing test crucially specifies 

what means are necessary for the creation of artificial minds. However, there is an important 

predecessor to the idea of proposing a method to replace the knotty question ‘Can machines 

think?’ 

Turing had thought of the simulation of intelligence early, by 1948, when he invented a 

game that portrayed, for the very first time, the idea of intelligence simulation, which is 

regarded as the notional task of Artificial Intelligence (Putnam 1992, p. 11). As follows, he 

describes a game that helped provide the ground for the Turing test:  

 

It is not difficult to devise a paper machine which will play a not 

very bad game of chess. Now get three men as subjects for the 

experiment, A, B, and C. A and C are to be rather poor chess 

players. B is the operator who works the paper machine. (In order 

that he should be able to work it fairly fast it is advisable that he be 

both mathematician and chess player.) Two rooms are used with 

some arrangements for communicating moves, and a game is 
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played between C and either A or the paper machine. C may find it 

quite difficult to tell which he is playing. (This is a rather idealised 

form of an experiment I have actually done.) (Turing 1948, p. 23, 

my italics) 

 
This game provided the kernel of the Turing test, suggesting that intelligence simulation, 

understood in terms of the imitation game, plays a key role in Artificial Intelligence. The first 

stage of the game can be described as follows: there are three participants in different rooms, A, 

B and C: a man, a woman and an interrogator of either sex, respectively. Both the man and the 

woman answer questions posed by interrogators, who attempt to identify them by their answers. 

The woman answers the questions sincerely, while the man attempts to pass for a woman. To 

prevent identifying the man and woman easily, the questions and answers are typewritten and 

passed via a tele-printer (Fig. 5). 

 
Fig. 5 
 

A                                                                      B  
 

  

 
 

 
 

 

 

        C  

     ?    

 

 

 

 

Particularly, A’s part in the game consists in trying to cause C to make the wrong identification 

(Turing 1950, p. 40). Most likely, the simulation performed by A will make C think there are 

two women (Fig. 6). 
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Fig. 6          C 

 

    
 

 
        

 
 
 
 

 

Expressing the real aim behind the imitation game, Turing describes how it can replace the 

question ‘Can machines think?’ as follows: 

 

We now ask the question, “What will happen when a machine 

takes the part of A in this game?” Will the interrogator decide 

wrongly as often when the game is played like this as he does 

when the game is played between a man and a woman? These 

questions replace our original, “Can machines think?” (Turing, 

1950, p. 41, my italics) 

 
This second stage of the game also consists of a computer, a woman and an interrogator. The 

computer replaces the man in room A, and answers the questions posed by C. Therefore, A is 

programmed to pretend it is a woman, so it answers as a woman would (Fig. 7). One likely 

outcome will be that C thinks there are two women (Fig. 8). 

 
Fig. 7              A                                                                    B   
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Fig. 8                                           C 

     
                                                  

 

 

 

One may wonder why Turing introduced the always thorny issue of gender, and especially why 

the aim of this stage consists in passing for a woman, a sort of deception that is supposed to be 

carried out by a man, or by a programmed computer. Some people have even seen second 

thoughts in the former stages of the imitation game (Figs. 4-7). According to them, Turing 

might have considered passing for a woman far easier than passing for a man. Leaving aside 

those unfounded speculations, the fuss about gender reveals the following central characteristic 

of the game, namely, it quite simply aims at causing interrogators to make wrong 

identifications. 

Confirming the aim of the imitation game, the tradition has interpreted the standard 

version of the Turing test thus: 

 

Fig. 9 

A       B 
 

 
 
 
 
 

  

 

 
 
 
 
          C 
      

    ?   
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According to this standard version, if the machine’s simulation turns out well, a likely outcome 

will be the following (Fig. 10): 

 
Fig. 10 
           C  

 
    

 
 

 
 
 
 
 
 
 

As portrayed above, C might be caused to make the wrong identification and to get deceived by 

A. Thus, the aim of the Turing test is simulation understood in terms of deception, which 

purportedly allows separating the physical abilities from the intellectual abilities of man 

(Turing 1950, p. 41). But how is this separation possible? On Turing’s account, passing for a 

man or a woman is not fundamentally linked to any material stuff. The computer’s simulation 

of a man precisely indicates that, to linguistically act like a man, it is not necessary to possess a 

brain whatsoever. Thus, the mimicking of the linguistic responses a man would have, given 

certain input, is purportedly sufficient for the computer to exhibit intelligence.  

Originally claimed by Saygin et. al. (2001, p. 26), the role of deception has strongly 

been emphasized by other philosophers (González and Vergauwen 2005, p. 336). In the sixth 

chapter, I shall address the particular philosophical problem that stems from IG and the 

supposed advantage deception represents. For the time being, I only intend to deal with a series 

of misunderstandings, misinterpretations and ill founded objections against the Turing test.  

The first widely held misinterpretation is that this test simply gives a definition of 

intelligence. Despite the fact that Turing explicitly states that his test intends to replace the 

question ‘Can machines think?’, which bypasses clarifying the use and meaning of the terms 

‘thinking’ and ‘machine’, several philosophers have insisted that it somehow provides a 

definition of intelligence. In particular, Block (1990 p. 249), Hodges (1992 p. 415), and French 

(2000, p. 115) maintain this position. Nonetheless, Turing’s explicit reluctance to give 

definitions such as ‘thinking’ and ‘machine’ suggests that he did not explicitly endeavour to 

give any broad definition of intelligence. Rather, it seems far more appropriate to consider the 

Turing test a method for assessing intelligence, rather than a way of defining intelligence18. 
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Still, according to Block (1990, p. 249-250), the Turing test not only offers a definition 

of intelligence, but a behavioural definition of intelligence, as the whole test relies upon similar 

linguistic performance between man and machine. This sameness of performance is assessed by 

the interrogators, who are deceived by the programmed machine pretending to be a person. 

Insofar as the Turing test aims at deception, the interrogators probably compare the answers of 

room A and room B with the natural answers they, as persons, would give provided that they 

were put to the same questions. In fact, Turing specifically asserts that the machine attempts to 

provide the natural answers a man would give, which additionally explains why he shrinks from 

investigating the nature of IG and thus, the evidence it offers19 (Turing 1950, p. 42).  

The comparison of the natural answers between C, A, and B fleshes out two central 

aspects of the Turing test. On the one hand, the interrogator, C, is the benchmark that needs to 

be deceived and, therefore, cannot be replaced by any machine implementing a program20. On 

the other hand, Turing has traditionally been interpreted as an adherent of logical behaviourism, 

a conception of the mind held by Ryle (1949) and Hempel (1949) according to which a set of 

statements about someone’s mental life is reducible to a set of hypothetical statements about the 

person’s possible behaviour or dispositions. Surely, this view seems compatible with the Turing 

test as a scientific method to assess intelligence in computers, since the interrogators compare 

the answers of A and B with the natural answers they would give. Accordingly, there is room 

to claim that the Turing test involves a behavioural approach to mind, but from such a claim it 

does not necessarily follow that the Turing test offers a behavioural definition of intelligence, 

especially considering Turing’s reluctance to give definitions. 

Another common misinterpretation of the Turing test directly related to the supposed 

definition of intelligence is the existence of necessary and sufficient conditions of intelligence. 

For example, Block again claims that Turing weakens the necessary condition to a sufficient 

condition of intelligence thus:  

 
He reacted to the latter point [an expert can ascertain that machines get 

right problems people get wrong] by jettisoning the claim that being 

able to pass the Turing test is a necessary condition of intelligence, 

weakening his claim to: passing the Turing test is a sufficient 

condition for intelligence. (Block 1990, footnote in pp. 249-250) 
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But, again, Turing does not speak of a necessary or sufficient condition for passing the test. 

Instead, he considers that the correctly programmed computer will simulate intelligence so well 

that, by 2000, an average interrogator will not have more than 70% of chance to make the right 

identification, a prediction that suggests Turing conceived his test as a scientific method to 

gather evidence that computers think. 

In sum, the Turing test aims to assess intelligence in computers by their ability to mimic 

linguistic behaviour. Precisely the discredit of behaviourism has affected the credibility of such 

a test, and may explain why it has given birth to a heated philosophical debate on the nature of 

mind and intelligence. A number of objections have been raised to show that Turing unduly 

relies upon the sameness of linguistic answers, understood as dispositions, an issue which I will 

particularly address in the sixth chapter.  

Beginning with a brief examination of counterexamples against the behavioural 

approach of the Turing test, the next chapter deals with the most important philosophical 

accounts that support the claim that computers and minds can be equated, namely, the symbol 

system hypothesis, the computer model of the mind (computationalism), Functionalism and 

Connectionism, all of which are discussed in the third chapter, where I evaluate Searle’s 

Chinese Room thought experiment. As will be explored, this celebrated and controversial 

Gedankenexperiment attempts to undermine all those views that embrace the foregoing 

equation and, incidentally, the plausibility that mental states can be decomposed into 

computational processes.  

 

 

                                                 
Notes to Chapter 1 
 
1 Fully aware of the difficulties in reconstructing the historical events involved in the emergence of AI, I 
distinguish these stages for explanatory purposes only. In so doing, I purport to briefly elucidate the emergence of 
this discipline in its historical context. Hofstadter, who undertakes a similar task when summarising the history of 
mathematical logic prior to 1931, asserts that this kind of mission is impossible to accomplish in a short space 
(Hofstadter 1979, p. 19). Similarly, summarising the complicated chain of events that consolidated AI is a thorny 
issue indeed.  
 
2 This, for instance, is a crucial difference between Babbage and people who began using the term ‘machine 
intelligence’ in the first half of the twentieth century. While Babbage thought intelligence was in the machine, and 
as a result of working mechanisms, the latter sought to show that ‘machine intelligence’ was a product of abstract 
computational programs. Given the importance of this particular point, I will return to it several times. For 

 35



                                                                                                                                                            
instance, I will address one of Turing’s most important contributions to the consolidation of AI, namely, the idea 
that Turing machines are multiple realizable.  
  
3  Though Lady Lovelace saw the implications of Babbage’s engines well (e.g. she foresaw that the Analytic 
Engine could be programmed to perform different tasks), she also tried to considerably constrain the scope of AI. 
In particular, she claimed that no original true intelligence emerges from the working of a programmed machine 
(Turing 1950, pp. 56-57), an idea that is currently regarded as plainly false by the AI community.  
 
4 In the next chapter I will deal with the central role logic gates play in the decomposition of thought processes in 
more detail. For the time being it suffices to say that the Boolean algebra and Shannon’s approach were vital for 
the creation of the digital computer. Both indeed allow the expression and encoding of information into simple 
units, bits, which by recombination, can purportedly form complex thoughts. 
 
5 Admittedly, computers are multiple purpose machines or, ‘universal machines’, and this feature is inherently 
bound to their ability to run different programs and accomplish different tasks. For this reason, the criticism of 
Colossus seems valid.  
 
6  It would seem more appropriate to say that The Logic Theorist has promoted the discussion of the Mind-Body 
problem. The heated ongoing debate on the nature of intelligence and the controversy about its artificial creation 
suggests Newell and Simon grossly overestimated the far-reaching implications of their program. 
 
7 In the sixth chapter I will examine whether or not such theoretical principles have made people reach a healthy 
scientific consensus. 
  
8 It has to be noted that some of the ideas described in the next sections, such as Church’s Lambda Calculus or 
McCarty’s LISP, were postulated almost in parallel to the Turing machine. As they are also said to be necessary 
for the construction of the very first computers, it may appear that the stages described in this section overlap or 
are inconsistent. However, as stated in footnote 1, the distinction between the three stages of development of 
Artificial Intelligence only serves to narrate the historic events associated with its emergence. 
 
9 As Penrose (1989) explains in detail, the concept of the algorithm was formulated by the Persian mathematician 
Abu Ja’Far Mohammed ibn Mûsâ al-Khowâzarim around 825 AD, though algorithms were known already. For 
example, one clear cut operation described by Euclid is the algorithm to find the highest common factor of two 
numbers (the highest whole number that divides two numbers exactly). The procedure, which specifies when the 
operation has finished, goes as follows: take two numbers, divide the former by the latter and then divide the last 
numbers by the remainders in the subsequent operations, until the remainder of one of these divisions is 0. Take for 
example the numbers 1492 and 888.  
 

1492 : 888  remainder:  604 
888 : 604  remainder:  284 
604 : 284  remainder:  36 
284 : 36  remainder:  32 
36 : 32  remainder:  4 
32 : 4  remainder:  0 

 
As a result, 4 is the highest common factor of 1492 and 888. Then, this algorithm, or systematic procedure, allows 
one to determine the highest common factor of any pair of natural numbers, despite their size. This example may 
give the impression that algorithms exclusively belong to the realm of mathematics. This is not entirely right, 
however. There are many examples of algorithms in daily life. Take for example a procedure by which one checks 
whether all the burners of an electric cooker are off. One procedure is to check knob by knob if they are off. If one 
starts from left to right, and the value of a dial is different from zero, one has to turn the knob right (or left) until 
the dial shows zero, and then go to the next knob. Such a process has to continue until all the dials are set at zero. 
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10 A more formal way of presenting the problem is to say that Turing pursued a method to characterise the class of 
computable functions. Boolos and Jeffrey’s logical approach (1980) offers deep insights into the background and 
implications of this problem. 
 
11 I only use this example to show how a TM proceeds in accordance with a set of instructions and finite states. In 
any case, as Penrose claims (Penrose 1989, p. 42), understanding the functioning of a TM requires insight but, 
oddly enough, insight may not be algorithmic, on the one hand, and Turing machines seem to follow instructions 
without any insight, on the other hand. Of course I do not intend to discuss this problem here, even though it 
somehow summarises Penrose’s main objection against Artificial Intelligence. 
 
12 I ask for indulgence for mentioning rather than elucidating the equivalence between Church and Turing’s 
compatible views in the limited space of this section. Briefly put, they arrived at the same conclusion in 1936 by 
developing parallel systems that pick the same computable mathematical functions. Further details on the 
connection between the Lambda calculus and Turing machines can be found in Kleene (1952 and 1967), Penrose 
(1989, pp. 66-70), Copeland (2002b), among many others.   
 
13 This of course follows from the abstract character of Turing’s machines and from the fact that machines are able 
to simulate any algorithmically calculable system, despite being substrate neutral or multiply realizable. For 
example, a Turing Machine can in principle be made of pipes, buckets, stones, crown caps, etc. Curiously enough, 
all these machines would be equivalent, were they able to compute the same function. As this issue is highly 
controversial and relates to the Principle of Multiple Realizability, which will be discussed further in the following 
chapters. 
  
14 Whether or not words have meaning is a debatable issue which I shall not address here. In fact, the third chapter 
will particularly deal with an argument about the alleged ability of programmed machines to have mental states 
with content. 
 
15 In the next chapter I shall explain in more detail the instructions and the specific operations that are usually 
performed by central processor units, which also have special pointers that keep track of the next words to be acted 
on. In so doing, the CPU always ‘knows’ the next instructions to be followed. 
 
16 This is clear in light of the fact that anything computable by a real computer can also be computed by a Turing 
machine (or a UTM), which means the limitations attributed to Turing’s machines are akin to the limitations of any 
computer.  
 
17 However, this architecture also indicates modern computers are not straightforward implementations of Turing 
Machines. 
 
18 Still, someone may object this claim, arguing that Turing only avoids defining ‘intelligence’ and ‘machine’, as 
people usually understand and apply these concepts, but such reluctance does not mean his test does not offer an 
operational definition of intelligence. Perhaps the key to solve this puzzle lies in the fact that Turing does not 
mention necessary or sufficient conditions either. 
 
19 I will return to this point in the sixth chapter when analysing whether the Turing test counts as an adequate 
scientific experiment. For precisely here simulation fails to provide evidence that authentic intelligence has been 
created. 
 
20 This curious paradox is an effect of privileging the criterion of human judges to decide whether the programmed 
machine is intelligent, which cannot be replaced by any known algorithm or program. This indicates human 
intelligence is different from machine intelligence, an idea Turing hints at but disregards when saying that man and 
machine may carry out two different things. For the only thing that matters is how the programmed machine makes 
the interrogators believe it is intelligent (Turing 1950, p. 42). I will thoroughly analyse this controversial issue and 
whether the Turing test counts as a scientific experiment in the sixth chapter. 
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Chapter 2 
AI’s dominant paradigm: rules and mental representations  
 

 

 

This chapter seeks to identify and expound the most important accounts that justify the claim 

that computers are minds. On the basis of the general overview and the historical events 

narrated in the first chapter, which introduced technical terms such as computation, algorithm, 

Turing machine, etc., I will get to the core of the symbol system hypothesis and the computer 

model of the mind, both of which investigate the mental by reducing that domain to non mental 

properties and by equating programmed computers to minds. On the other hand, considering the 

contemporary debate that compares minds to traditional computers, I will briefly address two 

philosophical schools that have greatly influenced people on the true nature of mind: 

Functionalism and Connectionism.  

Not only will the examination of the present chapter show how the symbol system 

hypothesis, the computer model of the mind, and the aforementioned philosophical accounts 

converge towards the view that traditional computers and minds are identical in nature. It will 

additionally help grasp the philosophical targets of the Chinese Room argument. The Chinese 

Room is the most celebrated and controversial criticism of that identification. In view of this 

aim, the following sections explore the central points of the aforementioned theories, outlining 

the general background to Searle’s argument. 
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2.1 The discredit of linguistic simulation and the quest for a new framework 
 

As explored in the first chapter, Artificial Intelligence’s project aims to build intelligent 

machines. The whole enterprise seems far more plausible if there is a way to reduce mind and 

intelligence to properties that are not mental, like machine states for instance. Both the Turing 

machine and the Turing test attempt to accomplish this task. While the former is fundamental to 

comprehend the abstract algorithmic character of computation, the latter intends to test 

intelligence via successful computational simulations of linguistic behaviour.  

In Turing’s view, intelligence, qua abstract property, is not biologically bound. This 

controversial philosophical commitment has been criticised by philosophers who argue that 

Turing’s approach, which assesses the mental in terms of the linguistic dispositions a computer 

is able to duplicate, involves an obsolete behaviourism that reduces mind to mere dispositions. 

Worse yet, according to Block, the defenders of the Turing test face this dilemma: either they 

specify the characteristic of the judge to test intelligence in mentalistic terms, in which case 

such defenders have to give up their behaviourism, or they specify who the judge can be, in 

which case they risk having too knowledgeable judges —that would easily notice the difference 

between person and machine— or too stupid judges, who could easily be fooled by the machine 

(Block 1990, p. 250).  

Exploring the last possibility, critics have offered examples to show successful 

simulations of minds can be completely mindless, yet one can be fooled by them. This is meant 

to show that one of the main guiding principles of GOFAI (Good Old Fashioned Artificial 

Intelligence), the concept of simulation that arises from the Turing test, is open to dispute. Take 

for example Eliza (Weizenbaum 1984), a program that simulates a psychotherapist 

linguistically interacting with a patient. By mimicking linguistic behaviour, the program simply 

makes people believe they are conversing with a Rogerian psychotherapist1.  

The modus operandi of the program is quite simple. If certain words are used in a 

conversation between man and machine, the latter is programmed to pick the most appropriate 

reply from a list, which combined with some tricks, like changing ‘I’ for ‘you’ and vice versa, 

can deceive human judges and cause them to believe the computer is a psychotherapist.  

Taken from a working version of Eliza2, the following dialogue illustrates how this 

program works and the flaws it exhibits: 
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Person: ‘My mother is afraid of computers’ [computers]  

Eliza: ‘why do you mention computers?’ 

Person: ‘Have you understood what I said?’ [understood + _______ + change ‘I’ for 

‘you’] 

Eliza: ‘Oh, I understood what you said’ 

Person: ‘As I said, my mother is afraid of computers. Is that a phobia?’  

[computers] 

Eliza: ‘why do you mention computers?’ 

 

In this case, Eliza does not refuse to state whether my mother has a phobia about computers, 

something real psychiatrists may do after requesting relevant information and giving the 

definitive diagnosis. Rather, the program simply loops because, as a pattern matcher, it has been 

instructed to mechanically reply with the fairly paranoid line ‘Why do you mention 

computers?’ each time the word ‘computer’ is uttered in the conversation. Though the ready 

made set of responses gives the impression that the computer follows the conversation well, 

Eliza does not understand natural language or the implications of having a mental disorder. 

Thus, the program is only a computer simulation of a psychiatrist and not a real one, an issue I 

will address again in the sixth chapter. 

It remains an irony that some people have fallen under the spell of this kind of program, 

to a degree that they truly believe it has the intelligence of a psychiatrist. The program’s set of 

canned answers, which neglects the conversation’s aim, background, and the participants’ 

intentions, suggests the machine in question only simulates psychiatric skills, which was 

incidentally Weizenbaum’s original intention when programming Eliza3. 

Another instance of unintelligent programs linguistically behaving as humans is Block’s 

Aunt Bubbles machine (Block 1990, p. 251). Also aimed at debunking the Turing test as a 

narrow behavioural approach to mind, this thought experiment consists in a hypothetical 

machine that contains a large set of potential one-hour-length conversations in which the 

machine’s replies make sense. This supposes an advantage over Eliza, as Aunt Bubbles may 

take into account the relevance factor. On top of inserting into the machine an astronomical list 

of meaningful Turing test-like conversations, the programmers even simulate how a specific 

personality, Aunt Bubbles, could reply.  
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During the chat, Aunt Bubbles selects possible answers in function of the interlocutor’s 

typed contributions. By matching the words of the first contribution to the words of a 

conversation previously stored in the program, the machine selects an answer and replies. 

Subsequently, the person replies. The computer then takes into account the first contribution 

and the second contribution and matches them to another previously stored conversation to 

make a new reply. Warts and all, this process would indeed count as a conversation between 

man and machine. 

The program is only logically possible, though. The number of conversations stored in 

memory is too vast and could not be accessed by any machine in real time4. Despite this 

objection, Block’s counterexample is still valid, because it exploits the plausibility of the 

situation rather than whether or not it is technically possible. Then, although a machine making 

sense of conversations can be said to be intelligent and may even pass the Turing test, Aunt 

Bubbles example shows this is to be regarded with suspicion. 

All in all, programs based upon linguistic pattern matching such as Eliza, Aunt Bubbles 

and others suggest that, if the bona fide creation of intelligence is the real aim of Artificial 

Intelligence, it does not suffice for a machine to be programmed to only imitate a person’s 

linguistic replies, for such imitations possess the same intelligence of a parrot-like jukebox. In 

view of how gullible interrogators are convinced by such programs, Block and other 

philosophers have concentrated upon rescuing what is most valuable in Turing’s non biological 

conception of intelligence. Embracing a reduction of the mental to non mental properties, these 

philosophers support an innovative theoretical framework that gave rise to the dominant 

paradigm of the nature of mind and intelligence. 

 

2.2 The computer model of the mind and the symbol system hypothesis 
 

The moral drawn from Eliza, Aunt Bubbles and similar programs is that a characterisation of 

mind only in terms of behavioural linguistic dispositions is insufficient for pinning down what 

intelligence really is, and for creating authentic intelligence. In this section, I examine two 

theoretical contributions that favour the claim that the mind is a very complex computer. The 

first, espoused by Block (1990), analyses complex mental processes in terms of far simpler 

mechanical tasks and endorses the view that the mind is a system that ultimately operates with 
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symbols. The other is the symbol system hypothesis (Copeland 1993, originally introduced by 

Newell and Simon 1976). It bears the slogan that the brain is a syntactic engine driving a 

semantic engine and postulates computational processes to explain the mind. Unsurprisingly, 

Block’s decomposition of mental processes and Copeland’s suggestion that computers are 

minds are convergent, since they both hold that a system based upon symbol manipulation can 

ultimately think, be cognitively flexible and, thus, be intelligent.  

In Block’s view, the scientific investigation of cognition at first glance supposes 

intelligence is a ‘thing’ that needs to be explored by natural sciences. In common with natural 

kinds (e.g. water or aluminium), such an investigation is supposed to lead to the discovery of an 

ultimate nature. However, the examination of natural kinds encourages a crucial distinction for 

the proper investigation of intelligence. In theory, there are two different kinds in nature. On the 

one hand, there are natural kinds with a hidden essence discovered by empirical means 

(Putnam 1975, Kripke 1980). For example, the hidden essence of water is H2O and the hidden 

essence of tiger is its DNA structure5. Hidden essences are crucial for defining how certain 

instances pertain to a natural kind because they refer to essential (microstructural) properties 

which are necessarily possessed by any member of that class. 

On the other hand, there are functional kinds that are defined by their functional roles 

(Putnam 1975), that is, a certain function defines such kinds. For instance, tables, carburettors 

and genes are defined by their functions rather than by their hidden essences. The function of a 

gene is implemented in mechanisms that encode information to make a biological product, 

while the functional kind of a carburettor is implemented in the specific mechanism that mixes 

petrol and oxygen to yield combustion. An important idea that follows from accepting the 

conception of functional kinds is that the mechanisms that bring about the functions are 

independent of their material implementation. For example, the mechanisms of carburettors 

produce combustion and energy independently of the material of which carburettors have been 

made. 

Human intelligence seems to possess a double nature in relation to the aforementioned 

distinction. Intelligence can be defined in terms of a functional kind, but still natural sciences 

seek to discover the physical basis upon which it works. In relation to this point, Block 

particularly emphasises that “we can investigate the functional details and physical basis of 

human intelligence without attention to the fact that our results will not apply to other 
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mechanisms of other hypothetical intelligences. Investigation of intelligence in general has 

been less fruitful than investigation of human intelligence.” (Block 1990, p. 255, italics in 

original) 

Albeit originally concentrating upon human intelligence, several disciplines have 

supported the investigation of the nature of general intelligence, such as psychology, linguistics, 

neuroscience, philosophy, etc. all of which have given rise to a whole new interdisciplinary 

field known as cognitive science. Not only does this novel interdisciplinary field assume that 

intelligence needs to be investigated by functional analysis, but also advances a top-down 

architectural computational explanation, according to which complex abstract mental processes 

are to be decomposed in terms of far simpler mechanisms. Intelligence, then, is seen as the final 

product of a hierarchy of ‘homunculi’ in the head6. These are subsequently composed of less 

intelligent homunculi, and so forth. Nevertheless, there is no infinite regress: some very basic 

homunculi, who are utterly mechanical, explain the workings of complex homunculi.  

Originally postulated by Fodor (1968), Dennett (1974), and Cummins (1975), this 

homunculi account has become one of the dominant paradigms in cognitive science and has 

decisively influenced Artificial Intelligence and other fields. Complex intelligent tasks like 

understanding language can be analysed in terms of less-intelligent-mechanical homunculi. A 

word recogniser, for instance, can be decomposed into a first component that fetches incoming 

words. A second component passes them to a dictionary which has a list of words to provide 

syntactic and semantic information about each word. The dictionary proceeds to compare the 

incoming words with the words on the list until one or several match. Then, a third component 

retrieves the syntactic and semantic information about the word. Thus, cognitive competence, a 

complex linguistic ability, is explained in terms of simpler cognitive components that match 

and fetch, which are mechanical activities. 

Interestingly, this sort of explanation fits in the description of how the Turing machine 

and the computer work and, thereby, it avails of programs. Block’s following suggestive 

example (Block 1990, p. 255), a program implementing an algorithm to multiply numbers, 

explains how complex processes can be decomposed into the simple or ‘primitive’ processes of 

a program: 

 

 

 44



M x N = A 

 

i) 0 is placed in A. If N = 0, then halt, and A remains 0. If N ≠ 0, go to step ii 

ii) M is added to A once, and N is decremented by 1.  

iii) Check if N = 0. If so, halt. If not, go to step ii. 

 

Going on until N has decremented to 0, this multiplier, which analyses multiplication into the 

simpler processes of addition and subtraction, depends upon the properties of the numbers 

instead of their representations. In other words, if the numbers were expressed in roman 

notation rather than decimal notation, the same results would be obtained. For instance, if M = 

III, N = II, the procedure would go as follows: 

 

a) As N ≠ 0, the machine goes to step b 

b) M (III), N (I) → (A) III, and then the machine loops, for N = I 

c) M (0), N (0) → (A) VI, and then the machine halts, for N = 0 

 

With the same line of explanation, cognitive science postulates the existence of primitive or 

bottom level mental processes that permit elucidating how mind is able to carry out high level 

complex cognitive processes. Particularly, Block maintains that “intelligent capacities are 

understood via decomposition into a network of less intelligent capacities, ultimately grounded 

in totally mechanical capacities executed by primitive processors.” (Block 1990, p. 256) This is 

clarified further by an example of a computer adder that can solve these four problems of one-

digit addends: 

 

0 + 0 = 0 1 + 0 = 1 0 + 1 = 1 1 + 1 = 10 

 

Though the first three problems are true in decimal and binary, the last one is only true in 

binary, as the number 2 is represented by 10 in this system. The adder works out the four 

problems by the use of gates that accept two inputs to emit one output. Figures 11a and 11b 

depict how the adder uses these gates: 
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Fig. 11 

 
 
a)      1 
            AND            x-OR 
     0 
 
 
 
 
          0          1 
 
 
 
 
 
b)      1 
            AND            x-OR 
     1 
 
 
 
 
          1          0 
 
 
The adder basically uses two simple primitive components7, an AND gate and an x-OR gate 

(exclusive OR gate). The AND gate emits 1 as an output only if both inputs are 1s (the output is 

0 otherwise), and the x-OR gate outputs 1 if and only if it detects a difference in the inputs (if 

both inputs are the same, the gate emits a 0). Note that, while the x-OR gate does the real work 

when adding 0 + 1 and 1 + 0, the AND gate allows the operation of carrying, by which one can 

add 1 + 1, and obtain the correct result in binary, i.e., 10.  

In this adder, the input-output function of the gates is multiply realisable. Two 

electronic gates using 4 and 7 volts, a hydraulic system with two states, or any other system 

implementing similar gates would obtain the same results. As in the case of a Turing machine, 

the physically implemented states cannot be confused with the computationally described 

states, since what is essential here is what the gates do, and not how they do it. Unlike the 

multiplier and its program, which depend upon the properties of the numbers to carry out the 

operations and, thus, are notation independent, the gates’ 1s and 0s coincide with the ‘bistable’ 
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states of computer representers. In other words, the 1s and 0s boil down to two binary states 

which are expressed by digits or numerals. This is why italics were used to distinguish them8 

from the numbers 0 and 1.  

 There are two important principles illustrated by Block’s adder. On the one hand, 

behaviourism is true only at the level of primitive processors. If two multipliers accepted inputs 

and emitted outputs in decimal, but calculated with different internal states, they would not be 

computationally equivalent even if they produced the very same results. For the operations of 

the programs, which are required for multiplying (at the level of the gates), would vary despite 

having identical input-output functions. But, what is the relation between this and 

behaviourism? At first glance, two gates may be seen as computationally equivalent when they 

produce the same outputs. This is only apparent. The similarity in behaviour does not entail 

computational equivalence because the same behaviour can be produced by similar programs 

(or, incidentally, by similar Turing machines). What counts, when characterising computational 

equivalence, is the program rather than the behaviour of the inputs and outputs9. 

On the other hand, the examination of primitive processors apparently indicates that the 

inputs and outputs of the adder refer to numbers. However, once one examines ‘inside’ the 

primitive processors, the gates in this case, they refer to the symbols themselves. Consequently, 

computation can truly be said to be symbol-manipulation according to rules, an idea that Block 

explicitly remarks as follows: 

 

Typically, as we functionally decompose a computational system, 

we reach a point where there is a shift of subject matter from things 

in the world to the symbols themselves. The inputs and outputs of 

the adder and multiplier refer to numbers, but the inputs and 

outputs of the gates refer to numerals […] The operation of the 

gates cannot be explained in terms of number manipulation; it must 

be explained in symbolic terms (or, at lower levels —say in terms 

of electromagnets). At the most basic computational level, 

computers are symbol-crunchers, and for this reason the computer 

model of the mind is often described as the symbol manipulation 

view of the mind. (Block 1990, p. 265, my emphasis) 
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The assumptions of the computer model of the mind are entirely compatible with the symbol 

system hypothesis, which is endorsed by the mainstream of Artificial Intelligence. This view 

simply takes the reverse angle and considers the computer the right machine to think because it 

manipulates symbols according to instructions, which is precisely what the mind supposedly 

does. But, if so, and given the fact that minds process information, what is the relation between 

symbols and information about the world? In 1.4.2 some technical details on real computers and 

how they can be paralleled to Turing machines were provided. That background will now serve 

to characterise how computers can represent information by symbols represented in binary 

notation and realised electrically. 

Current computers possess flip flops, which are switches that flip from one state to 

another, or from ON to OFF, in a similar fashion to the adder. Flips flops are organised in rows, 

or registers that contain bit strings of information that have been formed by recursion10. Such 

registers hold ‘words’ or representations that are formed by combining primitive symbols to 

form compound expressions (like the letters of the alphabet, which form words and sentences). 

Similarly, a computer’s program appeals to compositional representation, forming complex 

symbols that can represent anything: numbers (like the adder), letters, sentences, physical 

objects, relationships between these objects, etc. Copeland (1993, p. 62-63) gives an instructive 

example to shed light on how compositionality and grammar rules allow the symbolic 

representation of world information.  

Suppose one needed to represent a list of twenty people and their relationships. A list of 

name expressions expressed in binary could be utilised as follows:  

 

John →  000000   

Mary → 000001  

David → 000010  

Sue →  000011  

Clark → 000100  

Matt → 000101  

etc.       
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Relationship expressions may be used to characterise certain relationships between these people 

thus: 

 
mother of → 111111 

father of → 011111 

brother of → 101111 

sister of → 110111 

uncle of → 111011 

boss of  → 111101 

etc. 

 
Subsequently, an identifier may be used as a term to refer to name expressions with any number 

of relationship-expressions (even zero) or identifiers to its left, like the following: 

 

000000 John 

111101 boss of  000000 John 

000010 David 111101 boss of  000000 John 

 

Naturally, once relationship-expressions are placed to the left, more than twenty people can be 

represented (e.g. 111111 000000 Sandy, who is John’s mother, may not appear on the list of 

name expressions). More importantly, the last two identifiers are compositional as they consist 

of more than two words (terms).  

The meaning of these identifiers hinges upon the meaning of their constituents. 

Information such as ‘John’s boss is Sue’s father’ can be represented by using a convention like 

this: two identifiers refer to the very same individual if they are placed side by side, forming an 

identifier-identifier string. By doing so, one may form an unlimited set of bit string statements. 

For instance, 

 

111101  000000  011111  000011  

is 

boss of   John  is father of  Sue 
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In this mini language, this grammar rule is what decisively specifies how to build up compound 

expressions:  

 

Identifier  =  Relationship      + Identifier 

 

Containing the same expression on both sides, the grammar rule stated above is recursive as it 

defines identifiers in terms of other identifiers. Though circular at first sight, this appearance is 

misleading. The rule does not commit to an endless circularity; on the contrary, it simply 

defines how to form compound identifiers by placing a relationship expression in front of 

another identifier. Incidentally, name-expressions, which are assigned independently in this 

mini language, finally ground identifiers (Fig. 12). 
 

Fig. 12 

     Identifier 

 

Relationship expression Identifier 

 

   Relationship expression Identifier 

 

    Relationship expression Name expression 

 

Recursive grammar rules as well as the principle of compositionality are essential for how the 

computer represents all kind of information in binary or any other symbolic code. While the 

recursive grammar rules allow the forming of recursive structured symbols out of components 

(and these are joined in terms of syntactical rules), the principle of compositionality assigns 

meanings to the symbols in function of the meanings of those components. Hence, recursive 

structure and compositionality elucidate how the computer, a syntactic engine, can operate over 

semantic components. Manipulated by the machine, the recursively structured symbols are able 

to represent a large variety of information about the world.  

Admittedly, there is no natural relationship between the bit string of symbols and what 

is represented. The programmer or a convention specifies what bit strings represent. For 
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instance, two conventional systems represent alphabet letters by bit strings, namely, ASCII and 

EBCDIC, which stand for ‘American Standard Code for Information Interchange’ and 

‘Extended Binary Coded Decimal Interchange Code’, respectively. For instance, to represent 

the sentence ‘My mom is afraid of computers’ in ASCII, twenty nine registers of seven bits are 

required (ASCII uses seven bit strings to represent each letter, including five registers for the 

spaces).  

As explained above, even though representing information is fundamental for computer 

systems, what really makes them powerful is their ability to manipulate symbols according to 

rules, no matter how specific or general these rules are (Copeland 1993, pp. 66-71 and 78-81)11. 

A thing that performs fundamental operations over symbols is known as a universal symbol 

system. This rather technical term and ‘general-purpose stored-program computer’ are 

interchangeable. Both refer to any machine that carries out operations by manipulating symbols. 

Now, according to the symbol system hypothesis, universal symbol systems can become 

massively adaptable, in the sense that they can come up with plans, analyse situations, contrast 

beliefs against background experience, exploit analogies, form and test hypotheses, etc., if they 

have sufficient memory and the right internal organisation. Given these two conditions, it 

becomes clear what the affinity between a Universal Turing machine and a universal symbol 

system is: a UTM with sufficient memory and the right internal organisation (and complexity) 

can become massively adaptable in principle. For the symbol system hypothesis holds that the 

actions of any universal symbol system would perfectly match the intelligent actions of human 

beings.  

In fact, the mainstream of AI proposes this recipe to build up a machine that can do the 

typical activities of intelligence:  

 

i) A machine’s rich recursive compositional code builds up an adequate representation 

of the world  

ii) Interconnected structures of symbols, which constitute this adequate representation 

of the world or ‘knowledge base’ (including human language), not only represent 

world objects, properties, events, and relations, but also the own machine and its 

purposes and needs. 
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iii) External stimuli are processed by input devices to form symbolic representations or 

‘translations’ into symbols.  

iv) The fundamental operations of the machine act on these new complex sequences of 

symbols as well as on the symbol structures of the knowledge base so that the 

machine yields more symbols, some of which are outputs. 

v) Such outputs, which are symbolic representations of adequate responses to stimuli, 

even linguistic, cause behaviour.  

 

In short, the symbol system hypothesis holds that a robot adequately equipped with the proper 

knowledge base, program, and input devices, can act with the very plasticity, purposefulness 

and intelligence of a human being. Undoubtedly, given that symbols are multiply realisable, it 

does not matter how the robot implements the computational programs. To the advocates of the 

symbol manipulation view of the mind, the symbol system hypothesis stands as an intriguing 

conjecture that requires further empirical evidence to be proved or disproved. In the remaining 

sections, I will explore two philosophical perspectives that, broadly endorsing the computer 

model of the mind and the symbol system hypothesis, have supported the claim that minds are 

computers: Functionalism and Connectionism. 

 

2.3 Functionalism 
 

In view of the plausibility of the symbol system hypothesis and the computer model of the 

mind, I will spell out the principal insights of Functionalism, one of the most prominent, 

influential and popular views in the Philosophy of Mind. This philosophical account blossomed 

with the advent of computing machines, so there is an obvious relation between the symbol 

system hypothesis, the computer model of the mind and Functionalism. This explains why the 

main insights of Functionalism also play an important role in the views already examined. 

 

2.3.1 The link with the material world 

 

Initially posed by detractors of Descartes and Substance Dualism, and repeatedly raised by 

contemporary philosophers such as Ryle (1949), among others, the Mind-Body interaction 
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problem has persisted as one of the most insoluble puzzles in the Philosophy of Mind. Given 

the particular metaphysical intricacies involved, which cannot be addressed from a scientific 

viewpoint, contemporary approaches to the nature of mind simply circumvent this problem, and 

postulate that an account of the mental has to be consistent with a form of materialism12.  

Functionalism seems to fit in a materialist picture as, among other things, it 

characterises mental states in terms of simple recursive mechanistic processes. Though this 

characterisation does not originally deal with the nature of the mental, it explains how the mind 

is organised and built up in terms of its working parts.  

There are at least two important precursors to Functionalism that have to be noted. The 

first is Behaviourism, though this name can be misleading, since it refers to two different 

schools. In psychology Behaviourism refers to a purely experimental branch of natural science 

in which the prediction and control of behaviour is the main theoretical goal. Therefore, on this 

account, neither introspection nor consciousness plays any methodological role whatever in 

psychology13 (Watson 1913). What is central to these behaviourists is how humans and brutes 

share the very same mechanisms by which they respond to environmental stimuli. Further, such 

mechanisms are discovered by the method postulated by them, which explains why this 

psychological approach is called Methodological Behaviourism. In contrast, and as mentioned 

in 1.4.3, Logical Behaviourism deals with the significance of attributing mental states to 

intelligent agents. These behaviourists deny the existence of mental properties and immaterial 

Cartesian egos, which explains why states of mind are to be reduced to dispositions (Hempel 

1949 and Ryle 1949). For instance, my desire of travelling to Rio de Janeiro has to be reduced 

to a set of statements on how I behave, or would behave, in the appropriate circumstances. 

Accordingly, thinking, feeling, understanding, desiring, fearing, etc. are not inner states, but 

nothing more than ways to behave. But, is not this a little controversial, especially in light of the 

pervasiveness of mental life?  

Despite the fact that logical behaviourists attempt to reduce the mind to observable 

(testable) dispositions, they are confronted with this problem: if states of mind are states (and, 

arguably, internal states) after all, and such states are the underlying causes of behaviour, states 

of mind cannot be ultimately reduced to behaviour, for behaviour is only an effect of such 

states. Take for instance pain. It is not easy to accept that my head ache is reducible to my 
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moaning and frowning, since these actions seem to be effects of an underlying condition that 

causes my pain14.  

A second precursor to Functionalism that also tackles the nature of the mental, the 

causal conception of states of mind (Lewis 1966), holds that being in a state of mind, e.g. 

feeling pain, is to precisely be in a state with characteristic causes and effects. So, pain is a 

mental state caused by bodily injury that disposes an organism to behave in a certain manner. 

The physical constitution of a particular organism is supposed to be directly involved in how a 

state of mind is caused. However, this extraordinary constitution only indicates how tokens of 

mental states (e.g. a particular pain) need to be identified with tokens of physical structures (e.g. 

C-fibre activations). The introduction of the technical term token requires some further 

elaboration.  

In order to characterise the mental as the product of physical states of the brain, 

contemporary versions of materialism used the type/token distinction. The sequence C C C has 

three instances or tokens of the same type, the letter C. Type-type materialists claim that the 

characterisation of mental states requires identifying them with type physical states of the brain, 

which entails that only this organ is able to yield mental states such as pains, beliefs and 

desires. This makes type-type materialism a biologically chauvinistic view of the mind, to 

which critics typically reply by raising these objections: what if animals were able to feel pain 

and have other mental states (such as beliefs and desires)? What if brainless creatures were able 

to have minds? And, finally, what would happen if the symbol system hypothesis and the 

computer model of the mind were right, and programmed machines were able to think and feel 

pain, notwithstanding the fact that they lack brains?  

To overcome these objections and find the right balance between materialism and the 

view that argues for the possibility that animals, brainless creatures and machines think and 

have minds, token-token materialists assume that a type mental state, like believing that P, is 

materially implemented by several physical tokens. For instance, several individuals may 

instantiate the belief that it is going to rain tomorrow after watching the weather forecast, which 

does not mean that the belief in question is identical to a particular physical token. Even if those 

individuals possessed different physical states of the brain, they would all have the same belief 

in virtue of different material implementations.  
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Given this debate, Lewis (1966) defends the identity theory and how experience can be 

characterised by causal roles, arguing that psychological states are contingent in relation to their 

physical constitution. In particular, he maintains that, although ‘pain’ may vary its reference in 

relation to how organisms are materially constituted to feel pain, what does not vary is the 

causal role of pain, or the function that pain plays within the mental economy of those 

organisms. As a rule, functionalists support this claim, arguing that the function mental states 

play in the overall behaviour of the organism is what really characterises them. This in turn 

allows identifying pain with the activation of different fibres across species without neglecting 

the very particular function of pain, which does not vary across them. 

Besides defining mental states by causal roles, functionalists add another interesting 

element that makes mind fit in a materialistic picture, namely, they claim that any system can 

be described by appealing to different levels. To them, reality comprises a hierarchy that ranges 

from higher levels, with realised properties, to lower levels, with realising properties. Any 

mental state, such as being in pain, is not to be identified with physical properties, as a diehard 

materialist would claim, but, again, it is realised by lower level physical properties. As a result, 

functionalists reject the identity of mental properties and physical properties because this blunt 

materialist reduction conflicts with the hierarchy of properties and with the explanation of 

phenomena occurring at different levels in reality.  

In addition, a number of functionalists bring into the discussion the notion of 

supervenience (Kim 1979, 1982 and 1996), according to which, although higher levels cannot 

be reduced or identified with lower levels, the former are metaphysically dependent upon the 

latter. Further, there is dependence between mental and physical properties because any change 

at the lower level will unsurprisingly bring about a change at the higher level. Avoiding earlier 

versions of physical reductionism, then, the thesis of supervenience provides a metaphysical 

basis for Functionalism by elucidating how functional properties act as causal intermediaries 

between inputs and outputs. This straightforwardly spells out how functionalists are committed 

to non physical reductive forms of materialism. 

Finally, functionalists postulate that minds are entities which need to be accounted for 

by a particular theory that characterises the interaction between functionally understood mental 

states and behaviour. In the case of humans, Folk Psychology, a naturally learnt theory, helps 

make sense of other people’s behaviour by the ascription of mental states such as beliefs and 
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desires, without the need of any definition for such mental states (one need not grasp a 

definition of a belief to ascribe a belief; a child, for instance, learns to attribute beliefs and 

desires, but he need not encapsulate their definitions). To understand John’s raising his hand in 

class, one may need to ascribe the following list of mental states to make sense of his 

behaviour: 

 

i) John believes that taking a course of Ethics will help him be a good doctor 

ii) John also believes that participating in class may give him a better chance to pass 

the final exam  

iii) John, then, enthusiastically raises his hand to answer the professor’s question 

 

Learnt unconsciously in the course of interacting with other people, Folk Psychology not only 

stresses the importance of beliefs, desires and other propositional attitudes in the explanation of 

the mental15, but also enables one to make sense of other people’s behaviour. This has an 

additional interesting implication: to individuate a belief, desire or any other mental state by 

causal roles, one needs to suppose that a given mental state forms part of a network, which 

involves a certain form of holism16. Most functionalists believe that mental states have to be 

characterised within a network of beliefs and desires, so such states in isolation cannot 

constitute an authentic theory that explains behaviour. For example, in John’s case, it is 

necessary to account for his behaviour through the foregoing set of beliefs and desires (and 

perhaps many more), which are interconnected with one another. The identity of these mental 

states is precisely defined by their relation to others. In order to specify a mental state, the 

presence of several other mental states is required.  

  

2.3.2 The reduction of mind to functional states 

 

The talk of beliefs and desires as well as the hierarchy of properties suggest that the 

investigation of the mind hinges upon the use of the right predicates to characterise physical 

properties and mental states. It is clear that there is a connection between states, properties and 

predicates, because someone is in a mental state if a given property is possessed by this person 

at a t. For example, ‘John is in pain’ is true if and only if John possess the property pain at time 
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t, which may or may not be reduced to a property of a different domain. As examined, 

functionalists believe that mental properties are not reduced by but implemented by physical 

properties. But, if mental states form part of a causal chain that produces them, what is the 

relation between mental states and mental processes? When an organism develops a particular 

process, it is supposed to come to possess a particular property. So, to follow with the same 

example, when John’s brain experiences a sudden decrease of sugar, he comes to possess the 

property of pain and starts feeling a headache. Predicates like ‘is in pain’ can roughly be 

defined as linguistic devices which are used to characterise objects, states or events; thus, 

mental predicates are used to pin down mental states by the specific properties organisms 

possess. 

In light of these basic distinctions, Hilary Putnam, who has been considered one of the 

fathers of Functionalism for, among other things, having advanced the examined distinction 

between natural kinds and functional kinds, contributes to the debate on how to identify mental 

states further in his celebrated article “The nature of mental states” (Putnam 1967, originally 

printed as “Psychological Predicates”). By embracing the token-token identity between mental 

states and physical states, he puts forward a revolutionary hypothesis on how to investigate the 

nature of the mental.  

When considering ‘Is pain a brain state?’, Putnam asserts that this question has to be 

examined by the analysis of what implies ‘being A is being B’. Such an identity may be correct 

in terms of the meanings of A and B (and then there is both equivalence and synonymy, the 

result is non informative17), or in virtue of whether the identification is informative or reductive 

(in which case there is a material implication). This second possibility, which involves 

identifying properties such as ‘temperature is mean molecular kinetic energy’ or ‘water is H2O’, 

seems plausible because it expresses a theoretical identification which neither involves a change 

of meaning for those terms nor violates any common usage of the English language. Putnam 

specifically objects these two points to the critics of a philosophically informative reduction of 

mental states. But, as mental properties are not to be identified with physical properties, another 

approach has to be taken.   

The revolutionary aspect of Putnam’s theory consists in putting an end to the pure 

conceptual analysis of mental states and adopting a new radical approach in which “the state of 

being in pain, is a functional state of a whole organism”, rather than a brain state (Putnam 1967, 
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pp. 162-163). To support this innovative hypothesis, he postulates this ground breaking idea: a 

probabilistic automaton. Unlike a classical Turing machine that performs computations on an 

unbound tape, the transitions between states in an automaton are allowed to be probabilities 

instead of deterministically18. Further, this automaton has a machine table that implicitly 

specifies for every combination of a state and a complete set of sensory inputs, an instruction 

that determines the next probabilistic state of the machine as well as the probabilities for motor 

outputs.  

As any given empirical system can be a physical realisation of many different 

probabilistic automata, this allows the introduction of their description by a set of different 

inputs, outputs and states, such as S1, S2, …, Sn. These in turn are related to one another, to the 

sensory inputs, and to the motor outputs by the transition probabilities given in the machine 

table. The functional organisation of S relative to its description is then expressed by the 

machine table, which permits knowing how the system is likely to behave, but not knowing its 

physical realisation.  

In Putnam’s view, the probabilistic automaton hypothesis comprises four parts: 

 

1. Organisms able to feel pain are probabilistic automata 

2. Being able to feel pain is possessing at least one description of a certain kind, that is, 

such organisms must have the adequate functional organisation 

3. Organisms able to feel pain do not have decomposition into parts that separately 

possesses descriptions other than stated in 2 (this condition prevents regarding hives as 

organisms) 

4. For every description stated in 2, an organism is in pain if and only if it is in the 

description of the subset of sensory inputs for pain 

 

Putnam’s conception describes the mind as a machine that instantiates a Turing machine table 

without a tape and thus, unlike the Turing machine described in 1.4.1 and real computers 

described in 1.4.2, it is thus similar to a computer program without an explicit memory. Surely, 

this description of mental states by Turing machine table states can be said to be less 

materialistic and vague than the reduction to causal roles undertaken by preliminary versions of 

Functionalism (like Lewis’ 1966). For, according to the latter, a pain has to be identified with 
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the occupant of a determined causal role. In contrast, Putnam reduces mental states to 

functional properties like those of the described automaton, which has inspired the tradition to 

call Putnam’s Functionalism as Turing machine Functionalism. 

 As the purpose of this section is to describe the general principles that functionalists 

share instead of their particular differences, it suffices to say that, by and large, the philosophers 

grouped under the label of Functionalism reduce mental states and properties to functional 

properties, or to properties which are characterised in virtue of their job descriptions (like the 

carburettor described in section 2.2). In short, they consider that mental states have to be 

characterised by what these states do, given the background of stimuli, other mental states, and 

behaviour. The contingency of how these states are materially implemented simply reaffirms 

the importance of multiple realizability, or the claim that mental kinds, such as states, properties 

and mental events, are realised by different physical kinds.  

 

2.3.3 Multiple realizability and Functionalism 

 

In the context of the debate on the nature of the mental, the principle of multiple realizability 

holds that mental states, such as properties, can possess multiple realisers, an idea that goes 

hand in hand with the hierarchy of levels that Functionalism outlines as well as with Turing’s 

non biological account of the mind.  

As analysed in previous sections, functionalists explain the mental by appealing to the 

functional organisation of mental states and, thereby, to their job descriptions instead of their 

material implementation. Multiple realizability has been particularly useful towards explaining 

why mental predicates can be applied to diverse actual or possible creatures, even if they do not 

share the very same physical properties. Following this line of thought, different organisms 

may indeed instance the same mental state even if they have totally different material 

constitutions, as explained in 2.3.1. For example, a man may realise pain in virtue of possessing 

the physical property N1, an octopus in virtue of possessing N2, a Martian in virtue of 

possessing N3, and a robot in virtue of possessing N4. But, to make this point clear once more, 

since being in pain turns out to be functional rather than dependent upon a specific material 

constitution, the relation between the mental and the material is explained by the fundamental 
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relation between mental states understood as mental properties, and physical properties 

understood as realisers.  

As covered in the last section, functionalists like Putnam (1967) individuate mental 

states by Turing machine table states or, simply put, by their programs. This view theoretically 

allows possible conscious mental states which are realised by non physical properties (Heil 

2004, p. 148). Albeit contentious, it remains conceivable that angels and ectoplasmic entities19 

possess causal profiles similar to those of creatures with mental states that are materially 

implemented. Obviously, if they possessed the right internal organisation, they could eventually 

feel pain without the aid of material realisers. Strictly speaking, no physicality is required for 

having minds, a consequence that seems rather unpalatable in view of the functionalists’ effort 

to deal with the mind as part of the material world. As will reappear in the next chapters, this 

possible objection against Functionalism may also undermine the symbol system hypothesis 

and the computer model of the mind, for the advocates of the latter broadly embrace the 

principle of multiple realizability and, thus, it is perfectly conceivable to have programs and 

minds without material implementation. 

 All things considered, Functionalism and the principle of multiple realizability form an 

interesting tie, as most functionalists maintain that the mind is a computer program whose 

material implementation is irrelevant altogether. This widely held equation between mind and 

computer requires the examination of how functionalists conceive that symbolic processing 

may represent information as minds, which will incidentally raise another crucial philosophical 

issue. 

 

2.3.4 The representational theory of mind (RTM) 

 

Using the computer as an explanatory tool, the functionalists make an audacious move to spell 

out how the mind is a materially realised functional system which operates over compositional 

mental representations. Their motto, the brain is a syntactic engine driving a semantic engine, 

is linked to a problem that has provoked a compelling philosophical debate, dividing the entire 

AI community to date, as will be analysed in the forthcoming chapters. The crux of the problem 

can be presented as follows: although it seems to be feasible to explain intelligence in terms of 

symbolic manipulation, as occurs with programs that multiply numbers by doing addition, talk 
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like psychiatrists, play chess wonderfully, and so forth, the situation completely varies when it 

comes to intentionality, that is, to the controversial philosophical issue of the aboutness of 

mental states. Do programs, which are based upon symbolic manipulation according to rules, 

have intentionality?  

The ability of mental states to represent the world as being a certain way is a 

characteristic of mental states that is not straightforwardly explained by the symbolic view of 

the mind. In the case of minds, it is not entirely clear how the intentional contents of mental 

states (e.g. to have a parasol as being the intentional content of ‘I desire to have a parasol’) may 

be represented by symbols whose meanings are couched in terms of more symbols and relations 

among them. For these symbolic relations do not seem to refer to anything ‘external’ to 

themselves, unlike beliefs and desires. As Block clearly suggests, once one functionally 

decomposes a computational system, there is a shift of subject matter from things in the world 

to symbols (Block 1990, p. 265). 

An alleged solution is Fodor’s famous representational theory of mind (1975), which 

endorses the functionalist account of the computer model of the mind, and believes thought 

takes place in a mental language that comprises a physically realised system of representations, 

the language of thought or Mentalese. Specifically, he argues that the intentional contents of 

mental states are meanings of internal representations, and adds that the meanings of natural 

language derive from the contents of thoughts, which in turn derive from the meanings of the 

elements that pertain to this system of representations or language of thought. Believing or 

desiring that a parasol prevents sunburns involves being in a computational relation to an 

internal representation that means a parasol prevents sunburns.  

In addition, believing something is nothing but having a sentence in a ‘belief box’. 

Fodor’s account, which describes the functional architecture of the mind, holds that beliefs and 

desires are explained by two ‘boxes’, one for beliefs and a second for desires20. He then uses 

these boxes to coin two catchy slogans on how the meaning of natural language is derived from 

the meanings of the elements of the language of thought: believing that grass grows means 

having the sentence Grass grows in the belief box and desiring that grass grows means having 

Grass grows in the desire box. Forming a particular belief yields a symbol expressing a 

proposition in the belief box. For example, to form the belief that it is sunny, a symbol to 

express the proposition it is sunny is required, which then gets ‘deposited’ into the belief box. 
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Likewise, the desire to have a parasol involves the production of a symbol in the desire box. 

The beliefs and desires mentioned above may clearly be in conjunction with other beliefs or 

desires, all of which are manipulated as symbols in the belief and desire boxes.  

But how is all this related to behaviour? If it happens to be sunny and hot, and Flor has 

no parasol while she is laying on the beach, it turns out that this conjunction may activate this 

symbol in Flor’s desire box: ‘I’d rather be in the shade’, which subsequently leads to her 

behaviour of beckoning at the attendant of the kiosk to rent a parasol. As Fig. 13 depicts, 

Fodor’s theory explains not only the interaction of intentional states with one another, but also 

how propositional attitudes are directly involved in the explanation of behaviour. 
 

Fig. 13 

Sensory Inputs 

Flor’s visual perception:    
Belief Box 
Flor believes it’s 
sunny and hot 

Desire Box 
Flor wishes she had a 
parasol 
Flor fancies being in 
the shade 

Sun 

 

Output behaviour  

Flor’s behavioural response: 

Flor beckons  

 

Conceiving minds as functional systems with belief and desire ‘boxes’ allegedly permits 

explaining why, though some minds may have different beliefs or desires, or may lack a 

number of them, they can still potentially think the same thoughts by the combinatorial power 

that computational resources give21. In this sense, the fact that symbols hold computational 

relations among them explains the productivity of thought, i.e., how it is possible that people 

can potentially have a very large number of thoughts that cause behaviour22. It is also worth 

noting that provided one disregards limitations such as memory, complexity, attention, 

mortality and so on, the mechanisms of thought themselves are unlimited, which enables the 

infinity of sentences in natural languages and their syntax by, again, the recombination of 

simple elements. 

The thought ‘Flor talks with Vadinho’ may give rise to the thought ‘Vadinho talks with 

Flor’. The combinatorial resources simply put together the constituents of these two thoughts, 
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rendering another element explained by the language of thought hypothesis, namely, the 

systematicity of thought: complex thoughts are formed in virtue of the adequate recombination 

of their constituents. Accordingly, both the productivity and the systematicity of thought, two 

elements that explain central semantic features of natural language, are elucidated by the 

language of thought hypothesis.  

But, how do Mentalese sentences, as symbols, acquire their ultimate meaning and the 

relation they bear with the world? Quite simply put, the supporters of the RTM claim that there 

are transducers and internal primitive processors at the periphery, which not only produce and 

operate on symbols, but also give them the functional roles in virtue of which those symbols 

acquire their meaning. Further, the activities and combinations of those symbols explain 

meaning, because they get adequately recombined to produce complex sentences such as those 

expressed by propositional attitudes. The intentional states of these sentences have their 

relations by means of symbolic activities, and their meaningful contents are inherited from the 

meanings of the symbols. Surely this view is as debatable as the computational model of the 

mind, as it simply rephrases Functionalism by saying that the ultimate meaning of symbols 

comes from transducers at the periphery, in the same fashion of a robot dealing with 

environmental stimuli. I will return to this controversial issue in the third chapter, when one 

specific thought experiment directed towards the reduction of mental states to computational 

states (and symbolic manipulations) is addressed at length. 

In relation to the last point, people who endorse the RTM maintain that sentences in a 

natural language refer to token sentences that are manipulated as symbols in the belief box, 

despite their meaning. The use of the term ‘sentence’ may wrongly give the impression that 

there exists a sort of native speaker understanding the meaning of these sentences in the boxes. 

This is utterly illusory because Mentalese sentences are manipulated only in virtue of their 

syntax or purely structural features. That additionally explains why the functional system, 

which abides by the principle of compositionality, operates as a syntactic engine driving a 

semantic engine, an event that occurs on the basis of the pure syntactic principles and formal 

relations between symbols.  

Despite following some semantic constraints, the mind operates over uninterpreted 

symbols and manages to preserve meaning. But how is it possible that syntax and semantics 

match so well and the former preserves meaning? This example sheds light on how the mind 
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syntactically operates the semantic engine: Flor’s inferring a modus ponens like [(p →q) ⋅p] ∴ 

q, (as when she reasons ‘If it’s really hot, I’ll need a parasol. Wow, indeed it’s hot! So I need a 

parasol’) involves a syntactic (logical) operation that cares nothing about the meaning of the 

sentences involved in the operation23. In this form of inference what is crucial is the syntax of 

the logical operation and, thereby, the operation applied over sentences independently of their 

meanings. Similarly, minds manipulate mental representations that mirror sentences of natural 

language by syntactic rules. But how is this possible? The meanings of external language 

sentences derive from the contents of thoughts, and such contents are in turn dependent upon 

the meanings of elements in the language of thought. In short, minds manipulate symbols 

couched in terms of the language of thought, all of which goes hand in hand with Block’s 

analysis on how mental states are decomposed into terms of simple computational mechanisms. 

Nevertheless, section 2.3.3 finished with a worrying note when describing how it was 

theoretically possible that ectoplasmic entities and angels had mental life. Multiple realizability 

and the possibility that symbols and programs are ‘semantically unhooked’ suggest that those 

highly abstract entities may have mental life as well, which has made philosophers cast doubt 

on the paradigm that explains mind only in terms of representations and rules. The central role 

of symbol manipulation according to rules, an issue closely linked to Turing’s non biological 

approach to mind, has encouraged critics to put forward an alternative view within their own AI 

and cognitive science community, one that may even deal with the problem of intentionality 

without directly appealing to the symbolic view.  

 

2.4 Connectionism: re-acknowledging the importance of the brain 

 

Not everyone has been convinced by theories that explain minds as mere symbol systems. A 

controversial implication embraced by the advocates of the symbol system hypothesis and the 

computer model of the mind is that, as intelligence is a product of governed symbol 

manipulation, any machine or computer program that represents information symbolically and 

follows the very same rules of a mind will end up being a perfect duplication of that mind. But, 

would that count as simulation or a duplication of a real mind, especially in view of the thorny 

problem of intentionality?  
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Endorsing Turing’s standpoint, functionalists, who are supporters of Multiple 

Realizability, tend to disregard scientific fields that investigate the relation between minds and 

brains, which explains why they answer the last question by saying that it counts as authentic 

replication. In contrast, other people believe Artificial Intelligence also ought to take into 

account the neurological evidence available, which suggests that, as collections of 

interconnected neurons think and minds are products of brain activity, building human-like 

thinking machines should involve the construction of models that emulate the mental capacities 

of brains. This argument sounds even more convincing after considering that, as 

algorithmically-ruled processes are unconscious, they may obstruct the appropriate explanation 

of consciousness, a point that will also be investigated in detail in the following chapters. 

Inspired by fields such as neuroscience and neurobiology Connectionism, an alternative 

view to the dominant paradigm in AI, postulates that the functioning of artificial neural 

networks not only exhibits intelligence, but also helps understand the neurophysiological laws 

of the brain far better than the traditional symbol system hypothesis or the computer model of 

the mind. These connectionist models, which are constrained by the existing neuroscientific 

evidence and data, have reinforced a growing philosophical trend that takes into consideration 

scientific breakthroughs and postulates naturalistic solutions to the issues of human cognition, 

intelligence and consciousness. The following sections are devoted to analysing the main 

elements of Connectionism and its most important similarities and differences with AI’s 

mainstream. 

 

2.4.1 PDP networks and how they model the functioning of the brain 

 

Attempting to simplify the behaviour of real neurons, McCulloch and Pitts put forward a logical 

calculus of the ideas central to neuronal activity (McCulloch and Pitts 1943). Though criticised 

back then, the philosophical implications of their theory encouraged other people to 

subsequently argue that intelligence and cognition cannot be divorced from explaining the 

working of nervous systems, and that the development of artificially intelligent systems 

requires building models of brain activity. Such revolutionary ideas as well as some stagnation 

in traditional Artificial Intelligence as to how computers could self-program, and self-organise 

paved the way for Connectionism in the 1980’s. Previously dismissed due to little scientific 
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knowledge of brain functioning and the futility of proposing an alternative view to AI’s 

dominant research paradigm, McCulloch and Pitts’ ideas were revamped, encouraging 

connectionists to experiment with networks that, unlike traditional programs, were able to learn 

and process information in parallel. 

Connectionists do not claim that the rule-representation view of the mind is entirely 

wrong. Rather, they offer a more biologically oriented alternative account, according to which 

the brain is a complex computational system whose overall functioning has to be modelled by 

networks that imitate the interaction of real neurons (Paul Churchland 1986, 1989b, Rumelhart 

et al. 1986). These systems, which implement parallel distributed processing, or PDP, basically 

differ from von Neumann’s approach in that a large number of processors or individual units 

play a key role in simulating how real neurons receive and transmit electrical pulses. The 

intuition that underlies Connectionism is that the parallel activity of those interconnected units 

is fundamental to create intelligent behaviour. Thus, while a serial approach works with a 

centralised processing unit that follows instructions and manipulates representations or bit 

strings to produce outputs, the PDP advances non-centralised information processing that 

emulates the functioning of multiply interconnected neurons.  

The working of each real neuron matches the functioning of a two position on/off 

electrical switch within a network, which indeed resembles digital symbols, to an extent that 

someone may claim that, at the lowest level, Connectionism is totally compatible with 

Functionalism24.  

Nevertheless, Connectionism basically assumes that neurons are interconnected, and 

‘order’ fire/no-fire on other neurons in function of certain inputs. In networks, different 

strengths of connections bear a resemblance to the characteristics of real neurons such as the 

diameter of the connecting synapse, the chemical composition of the junction and the specific 

relation to other neurons.  

The theoretical assumptions of Connectionism are all applied to network systems to 

emulate the working of real neuronal activity. For example, a particular artificial neuron A 

connected with artificial neurons B, C and D may have three different inputs from them (1, 2 

and 3 respectively), and two outputs to E and F (Fig. 14). 
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Fig. 14    E                      F 
 

         Outputs 

                A 
 

          Inputs         (+1)          (+2)                         (+3) 

              

                      B        C                         D 
 

If B, C & D were on at the same time, A would have a total input of 6. Were only B and C on, 

they would input 3, and so on. But, then, when would A produce an output and fire on neurons 

E and F? Interestingly, artificial neurons possess a threshold, which means A requires a 

minimum input to fire. If A’s threshold is 4, this neuron will not fire on E and F unless the 

excitatory combination BD or CD is on; the neuron will remain off otherwise. This, then, makes 

a conspicuous difference with regard to traditional AI: electrical units or nodes, which operate 

on the basis of their diverse strengths and interconnections, need not process information by 

following strict rules or instructions, despite the fact that the strength and interconnections can 

eventually be described thus.  

Not all neuronal connections are excitatory, though. Inhibitory connections subtract 

instead of adding to the input of a given neuron. Suppose that the combination AC is inhibitory 

by 2, the other combinations remain excitatory, and A’s threshold is still 4. In the case where B 

and D were on, A would fire on E and F as the total input would be 4, but if all input 

combinations were on (AB, AC, AD), A would not fire, since the total input would only be 2 

(i.e. 1 – 2 + 3). Networks possess a wide variety of thresholds and inhibitory/excitatory 

connection patterns, all of which are fundamental to understand how a PDP network works. 

But, how do PDP networks imitate the working of the brain and produce parallel activity?  

A basic network composed of three layers of units gives some clues about the nature of 

parallel networks. The three layers are the input layer, the hidden layer(s) or intermediate 

level(s), and the output layer (Fig. 15). This network, which interconnects nodes as Fig. 14 

showed, is supposed to reproduce the very same organisational structure of a brain. 
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Fig. 15         OUTPUT LAYER 
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Once more, the organisational structure of the brain somehow resembles the traditional 

paradigm in Artificial Intelligence and, in particular, the ideas of functionalists. A more detailed 

comparison between the two paradigms will look at their fundamental coincidences and 

dissimilarities. 

 

2.4.2 PDP vs. the symbol system hypothesis: deflating rules  

 

Both serial and parallel processing appear to exhibit different philosophical commitments, the 

most important of which has already been expounded. However, it is known that networks can 

still run as symbolic manipulators, serial computers can simulate parallel processing, and 

Connectionism and Functionalism converge to the dominant paradigm that minds are 

ultimately computers. In the end, both Functionalism and Connectionism support the Church 

Turing thesis (section 1.4.1), because any system that is algorithmically calculable can be 

implemented by Turing’s machines, and that indeed includes connectionist networks. 

Despite the widely accepted compatibility between serial and parallel processing, the 

scope of the connectionists’ criticisms against the traditional view, which simply reduces 

cognition and intelligence to rules and representations, has provoked a heated philosophical 

discussion over the role of the latter in PDP. For connectionists seem to both claim and deny the 

key role of representations in cognition and intelligence. Undoubtedly, they pose a challenge to 

the traditional view which holds that brains are syntax engines driving a semantic engine. But, 

likewise, they have additionally developed techniques to allow for structure sensitive 
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processing because it is known that there are cognitive tasks which are better understood and 

sorted out by symbolic manipulation. A recent connectionist approach (Horgan and Tienson 

1996), for instance, denies that cognition can be understood in terms of algorithm-governed 

manipulation of symbols and yet insists that cognition is symbolic and involves representations 

as it is sensitive to the structure of symbols. So, even though the role of hard rules is generally 

disregarded in PDP, representations and syntax may still serve to explain cognition and 

intelligence. 

A more conspicuous dissimilarity between the classic paradigm and Connectionism, 

though, is how networks are trained by an operator. Unlike what occurs in traditional rule-

programmed computational systems, a network is trained by an operator who first fixes the 

inputs of the original layer to prevent these units from changing from on to off owing to the 

system’s parallel activity once it is up and running. The pattern of ‘clamped’ input units 

therefore has random repercussions over the successive cycles of the whole network activity, 

some of which may initially be violent and frantic. Then they tend to stabilise into a fixed 

configuration where some units will remain on and others off. Finally, when the operator 

readjusts the strength of the connections on the basis of the desired outcome, it is possible to 

read off the output, which is one edge of the stabilised network.  

A given input pattern can produce several states, among which are the most ‘relaxed’ 

ones and the most ‘uneasy’ ones. Regarded as compromise states, the last ones are only 

sufficient to prevent the system from looking for another way of accommodating the fixed 

input. Unfortunately, if the system gets into an uneasy state, so to speak, it will stick to it and 

may never reach the desired output. For that reason, network operators usually set units to 

operate probabilistically, so a particular unit may or may not switch depending on the degree 

the received input exceeds its threshold. This is also connected with another compelling 

variation between serial and parallel processing: while the former operates with bits and, 

thereby, with symbols representing two possible states (e.g. 1s and 0s), networks have units 

with ranges that may vary from fully on to fully off. As a result, the inputs and outputs can be 

regarded as sequences of real numbers and vectors (for instance, excitatory 0.6, 0.7, etc. or 

inhibitory 0.2, 0.5, etc.). 

It is possible to set the whole system to perform different tasks by training the network. 

For example, the task of inverting an input pattern to obtain the reverse order in the output units 
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requires several steps for adjusting the strength of the intermediate connections at the middle(s) 

layer(s), until the target output has been reached. Unsurprisingly, this process takes a large 

number of training cycles because the adjustments require increasing and decreasing the 

strength of excitatory connections several times through the network. But, unexpectedly, setting 

up a PDP network has this impressive result: once the system is correctly trained for completing 

a task by a number of different cycles within the solution space, it will subsequently tend to find 

patterns it had never reached before. For instance, in the case of inverting an input pattern, the 

system will learn different solutions by experimenting with unexplored sequences in the 

solution space. For this reason, networks are purportedly able to learn, which provides a 

valuable clue as to how trainings are supposedly related to the creation of intelligence. 

Copeland pristinely describes the implications of PDP learning as follows: 

 

A complaint often directed against traditional AI programs is that 

their ‘intelligence’ is entirely second-hand, a pale reflection of the 

human intelligence that goes into analysing the problem and 

devising the rules that lead the computer to the solution. PDP 

networks, on the other hand, start from scratch. Inversion may be a 

trivial task but at least the network learns how to do it without any 

assistance from a programmer. It may well be that these self-

organising networks offer us a highly simplified view of the 

mechanisms that underlie our own ability to learn (Copeland 1993, 

p. 214) 

  

In summary, the examined differences between traditional Artificial Intelligence and PDP 

networks are not as radical as they appear at first sight and, further, they depend on what 

aspects of computation are stressed the most. To avoid the cumbersome process of adjusting an 

entire network through different cycles, operators of PDP networks use algorithms and serial 

computers to help find the most effective combinations of adjustments. The algorithms make 

the system go through the solution space to find the least costly solution. Despite the heated 

contemporary philosophical discussion over the real novelty and advantage of networks, 
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Connectionism and Functionalism have many points of coincidence and, moreover, converge to 

the view that computers and minds can ultimately be equated.  

 

2.4.3 Networks and netware: are they really alike? 

 

In light of the explained pros of PDP with regard to learning and intelligence, a question that 

may naturally be raised is the following: do networks only resemble the working of brains or 

are they also capable of authentically duplicating minds, cognition and intelligence? 

Furthermore, are networks able to effectively mirror the neurobiological laws of the so called 

Netware, as some cognitive scientists claim?  

As analysed, the main advantage of PDP consists in advancing models of interconnected 

artificial neurons. Connectionists maintain that, as networks are based upon the very same 

electrical properties present in the nervous system, and possess the same organisation of brains, 

nodes do the same job as real neurons, so they are able to mirror the functioning of the brain 

and allow scientists to propose neuroscientific laws.  

The last point is reminiscent of Functionalism, whose main claim is that intelligence and 

cognition boil down to what a system does and not how it does something. The network’s 

functional organisation as the cause of complex intelligent behaviour has inspired many to label 

Connectionism as a modified version of Functionalism. Provided that they are akin in this 

regard, they may both become subject to the same type of criticism, as will be investigated in 

the forthcoming chapter. For the time being, a further comparison between PDP networks and 

real brains shows crucial differences.  

Connectionism relies upon the following three points to claim that the functional 

organisations of brains and networks are alike: 

 

i) Individual electrical units or nodes, which operate like neurons, are interconnected 

with each other in a network 

ii) Possessing electrical strengths, such interconnected units form a whole system, the 

activity of which yields parallel processing  

iii) Complex cognitive activities, including learning, emerge from the operation of 

training the parallel system 
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However, these three points of similarity also serve to anticipate important differences between 

brains and networks. The overwhelming complexity of the nervous system, and the diverse 

specific function that neurons play in different regions, among other factors, suggests that 

Connectionism may postulate an overly simplified version of how real brains and nervous 

systems operate. It seems rather simplistic to compare hardwired electrical nodes with the 

nervous system, as real neurons appear to be a product of dynamic development since the 

embryo stage, which explains their high specialisation and self-motivated functioning (I will 

analyse this issue further in the fifth chapter).  

Admittedly, specific genes are in command of the embryo’s progenitor cells, prompting 

the programmed death and specialisation of neurons or nerve cells in the human brain. 

However, at a certain point, this process becomes epigenetic and controlled by the very neural 

connections. Neurons possess different shapes, which account for their large number and 

diverse identifiable appearances in different regions of the brain: human brains in adults possess 

between 30 and 100 million neurons, and the synapses range from 100 to 500 trillion. There are 

three well known groups: afferent neurons, efferent neurons and inter-neurons. While afferent 

neurons convey information from organs and tissues into the central nervous system, the 

efferent neurons are considered motor neurons that transmit signals to the effector cells. Finally, 

inter-neurons communicate with other neurons within the nervous system.  

Unlike nodes, neurons may have reciprocal connections or even become active without 

the participation of any other neuron. Likewise, they typically either excite other neurons or 

inhibit them, but never both, which is what occurs with nodes in networks. The 

excitatory/inhibitory patterns are not reversible on real nervous systems either, which occurs 

during the reversing of propagation in PDP networks. The extremely complex dynamic 

functioning of the brain suggests that, although networks may roughly approximate its 

functional organisation, the standardised character of nodes and the somewhat more static 

hardwired features of networks seem to render a pale reflection of how cognition and 

intelligence are caused in nature.  

A point that reinforces the last argument is that, besides the electrical pulses, neurons are 

affected by chemical substances directly involved in the transmission of information. Most of 

these chemical substances are neurotransmitters or hormones that influence the functioning of 

vast regions of the nervous system, a fact that is clearly neglected by connectionist models, 
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which stress the analogy neuron/nodes only in terms of electricity, thresholds and connection 

strengths. However, neurotransmitters particularly help the transmission of information by 

influencing the membrane of the postsynaptic neuron to receive inputs and have an important 

additional effect on the whole overall behaviour of the organism, causing joy, depression, 

mental speed up/slow down, insomnia, sexual arousal, etc. Prompted by environmental stimuli, 

changes in hormone levels have a known effect on the brain, and the occurrence of emotions 

such as fear, happiness, sadness, etc. can delay, facilitate, disrupt or impede the occurrence of 

cognitive tasks and intelligent behaviour. For example it has been suggested that sleep and 

circadian rhythms are importantly affected by the levels of melatonin, which purportedly cause 

delirium and other mental disorders (Balan, Leivobitz et al. 2003).  

Learning is among the cognitive tasks explained by networks. Nevertheless, real 

learning need not require any training whatever, unlike real networks. Take people with 

excellent memory, who learn a shopping list at once. The way in which the brain operates 

suggests that, besides the organisational character of brain circuitry, many other causal factors 

may be involved in the explanation of cognitive processes and intelligence. All this indicates 

that the computer model of the mind, the symbol system hypothesis, Functionalism and 

Connectionism, which argue for the reduction of mental life to non mental properties and for 

the plausibility of creating authentically intelligent machines by mimicking input-output 

organisations, may hastily endorse the equation between minds and traditional computers, and 

neglect what really causes minds in nature. The next chapter will precisely evaluate to what 

extent John Searle’s controversial Chinese Room thought experiment undermines the views that 

have traditionally embraced such an equation. But before addressing this issue, I will elucidate 

his distinction between strong and weak Artificial Intelligence. 

 

2.5 Searle’s distinction between strong and weak Artificial Intelligence 

 

In preparation for his thought experiment, Searle distinguishes between strong and weak 

Artificial Intelligence (Searle 1980, p. 67-68). As analysed in the first chapter and section 2.1, 

many people have taken seriously the idea that programmed digital computers may exhibit the 

cognitive activities typical of human intelligence such as understanding natural language, 

thinking, reasoning, learning, and so on. Called strong Artificial Intelligence, this popular view 
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holds these two central ideas that result from regarding intelligence as a product of rules and 

mental representations: 

 

i) adequately programmed computers are minds  

ii) implemented programs explain why those machines possess mental states  

 

Hence, according to strong Artificial Intelligence, cognitive phenomena can be explained and 

reproduced by the functioning of a digital computer and, thus, by any device that works like a 

Turing machine. 

Despite their specific differences and technical details, Schank and Abelson’s SAM 

(1977) and Winograd’s SHRDLU (1973) follow the same line of thought, presupposing that the 

functioning of programmed digital computers literally produces mental states.  

For example, Schank and Abelson’s SAM, the Script Applier Mechanism, is couched in 

terms of a general theory of understanding, according to which people grasp the situations they 

live in, and act accordingly by virtue of organised knowledge. Any understanding process 

requires the participation of general knowledge, which enables a person to interpret another 

person’s actions on the basis of shared standard needs and methods (e.g. why someone goes to 

sleep), and specific knowledge, which makes possible the explanation and participation in the 

frequently experienced situations of daily life (e.g. why tickets are shown to conductors on 

trains). But, what is the connection between background knowledge and the understanding of 

new stories?  

In Schank and Abelson’s view, most understandable new stories make reference to 

scripts or to causally standardised sequences of events from an actor’s viewpoint. Consider 

these stories: 

 

1. Flor went into a pub, and ordered a caipirinha. She paid the bill and left.  

2. It was crucial Flor not be at the party. The penny pinching Stijn hadn’t chipped in again. 

The police were cracking down on drink-driving.  

3. Flor wanted to buy a parasol. She found a leaflet advertising a summer beach sale on the 

bus. Parasols were sold out. 

4. Flor was in the supermarket. At the till, she realised she had left her wallet at home.  
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While story 1 makes reference to the easily identifiable script [PUB] that typically involves a 

causal sequence of events (thirst, sitting at the bar, ordering a drink, getting/asking for the bill, 

etc.), which makes the narrated events intelligible and allows one to predict other events, story 

2 lacks an identifiable script, exhibiting a sequence of unrelated events. For this reason, story 2 

makes very little sense and, without additional information or a good deal of effort, it is frankly 

unintelligible. Being meaningful, story 3 shows the compelling overlapping of two scripts, 

[BUS] and [SALE], both of which permit one to grasp what the story is about and the sad 

ending. 

Despite possible complications such as interferences and interruptions in the sequence 

of events, script matching allows taking part in stylised public situations and understanding 

narrations without the inclusion of boring details. In virtue of internalised scripts, people are 

able to anticipate the future events of a story, inferring information that was not explicitly 

stated. In Schank and Abelson’s view, this is indeed a telltale sign of genuine understanding. 

For instance, for those who truly understand stories 3 and 4, it is possible to anticipate Flor’s 

frustration after not finding the parasol, and her embarrassment for leaving her wallet at home, 

respectively.  

However, perhaps the most interesting part of Schank and Abelson’s analysis is the idea 

that people understand stories just like programmed machines process and handle stories 

through scripts, representations and world knowledge (general and specific). In particular, they 

put forward how people and SAM understand similarly as follows: 

 

Understanding then, is a process by which people match what they 

see and hear to pre-stored groupings of actions that they have 

already experienced. New information is understood in terms of 

old information. By this view, man is seen as a processor that only 

understands what it has previously understood. Our script-based 

program, SAM, works this way […] A human understander comes 

equipped with thousands of scripts. He uses these scripts almost 

without thinking. (Schank and Abelson 1977, p. 67, my italics) 
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Closely following Turing, who regards intelligence as the product of a programmed computer’s 

performance, and the computationalist views of the present chapter according to which mental 

processes such as understanding can be decomposed into simple mechanical operations like 

fetching, retrieving and matching, a number of advocates of strong Artificial Intelligence have 

unsurprisingly seen the ability to understand stories as a process that emerges from matching 

stories to scripts. For, according to strong AI, the fact that a programmed machine is able to 

answer questions about stories by such a procedure provides compelling evidence that 

programmed machines have minds and, thus, a variety of mental states.  

Nevertheless, as suggested in 2.1, it is not entirely evident that the efficient performance 

of programmed machines when answering questions can be equated with having a mind and 

displaying intelligence, since implementing programs that cause machines to mechanically 

reply via a set of canned answers does not necessarily entail that such machines understand 

stories and possess mental life.  

In view of this controversial issue, weak Artificial Intelligence holds that programs do 

not literally possess mental states. Rather, programmed machines simply act as though they 

were intelligent; hence, computers and programs are only tools for the study of cognition and 

the mind. 

Approving the cautious theoretical commitments of weak Artificial Intelligence, Searle 

attempts to undermine the claim that programmed computers are literally minds, as those who 

fall under the label of strong Artificial Intelligence claim. In the next chapter, I will investigate 

Searle’s controversial thought experiment in detail, emphasising how most people have 

neglected the crucial element from which Searle draws the conclusion and how, all things 

considered, it seems to prevail thanks to the particular method employed. 

 

 

                                                 
Notes to Chapter 2 
 
1 Surely Weizenbaum’s Eliza differs from the Turing test in many respects. For example, someone may claim that 
Eliza is far more passive than the participants of the Turing test, or that a program like this one would dubiously 
pass such a test. Nevertheless, the important thing to bear in mind is that Eliza and other programs are designed to 
act like real people. Why do they have to do such thing? All these programs share the very same idea of the Turing 
test, namely, the machine, is supposed to make judges believe it is a real person. In view of this aim, Eliza simply 
shows that anyone may be deceived by a mindless program, which again suggests that judges may be too gullible 
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and unable to tell the difference between machine and person. Indeed it is an irony that a machine is declared 
intelligent as a consequence of one’s own gullibility. As will be examined in the third chapter, Searle’s Chinese 
Room precisely insists on the very same point Weizenbaum criticizes, arguing that a program, although mindless, 
can easily deceive human interrogators. This of course may put in jeopardy the whole concept of simulation in AI, 
as will be explored in the sixth chapter. 
 
2 This online version of Eliza is available at http://www-ai.ijs.si/cgi-bin/eliza/eliza_script 
 
3 When referring to some dazzling exhibits of intelligence, Copeland asserts that Weizenbaum,  
 

[…] like Dr. Frankenstein, soon became consumed with horror at what he had 
created. People were responding to his machine as if it were a human being. 
Interviewees would often form a strong emotional bond with Eliza —a bond that 
Weizenbaum found obscenely displaced. “I had not realized,” he writes, “that 
extremely short exposures to a relatively simple computer program could induce 
powerful delusional thinking in quite normal people.” […] Frantic people began 
to telephone Weizenbaum and plead for Eliza’s help in sorting out their 
problems. The nightmare grew worse still when Weizenbaum realised that some 
psychiatrists were prepared to let his machine loose on their patients (Copeland 
1993, pp. 14-15, my emphasis) 

 
However, Copeland’s comments, resorting to rhetoric, give a grotesque caricature of Weizenbaum’s astonishment. 
In point of fact, Weizenbaum explicitly says he was flabbergasted as a result of three events (Weizenbaum 1984, 
pp. 5-8). In the first place, he indeed found appalling that some lousy doctors had seriously believed Eliza could 
turn into a form of psychotherapy and had thus equated an information processor following rules to a mind healer. 
Secondly, he was startled by how people had emotionally engaged with the program, which is explained by these 
two self-reinforcing factors: the delusional power of computers and people’s trend to anthropomorphize them. 
Lastly, Weizenbaum asserts that it was very surprising that people had thought his program could have been a 
general solution to the problem of language understanding, since he precisely wrote it to show quite the opposite. 
The three complaints seem right, and will be addressed over the next chapters. For the time being, it has to be 
noted that, after testing some online versions of Eliza, their exhibits of intelligence do not seem dazzling at all, 
pace Copeland. Even more importantly, reactions to this kind of program strongly suggest that disregarding the 
gullibility of judges is a common mistake when overestimating the success of AI’s simulations.  
 
4 Someone may also object that the set of conversations, which is finite, presents a difficulty similar to the frame 
problem in AI. To put it briefly, this consists in “deciding whether or not it is possible to, in principle, limit the 
scope of the reasoning required to derive the consequences of an action” (Shanahan 2003). How does this apply to 
Aunt Bubbles program? Even if the machine listed a huge finite list of conversations, and it were possible to access 
them in real time, there would always be relevant missing conversations. Imagine, for instance, someone telling 
Aunt Bubbles a new joke based upon a non existent word (e.g. ‘strategery’), would Aunt Bubbles be able to 
contribute with another joke including this term or with another neologism? 
 
5 I will also refer to this issue in the fifth and sixth chapters. 
 
6 I do not intend to criticise the compositional structure of the mind by using the term ‘homunculi’ (singular: 
‘homunculus’), which may be seen as part of an implicit objection to Functionalism. Rather, I simply follow 
Block’s explanation, who uses the term as follows:  
 

The paradigm of defining or explicating intelligence in cognitive science is a 
methodology sometimes known as functional analysis […] Think of the human 
mind as represented by an intelligent being in the head, a “homunculus.” Think of 
this homunculus as being composed of smaller and stupider homunculi, and each 
of these composed of still smaller and stupider homunculi, until you reach a level 
of completely mechanical homunculi. (Block 1990, p. 255, emphasis in original) 
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These homunculi are only employed as a metaphor, for what really counts are the simple mechanical processes in 
virtue of which intelligence is defined and explained. Naturally, this approach also resembles the hierarchical 
functioning of programs and subprograms (or subroutines) mentioned in the first chapter. 
 
7 In relation to the simple primitive character of these processors, Block emphasises that what concerns cognitive 
science is what they do, and not how they do it. In fact, the latter question belongs to another field, e.g. electronic 
circuit theory (Block 1990, p. 257). 
 
8 In fact, I could have used other symbols instead of those numbers (e.g. $ and € or * and +), but did not to use the 
same elements of Block’s explanation. The important point is how the adder works by detecting the similarities or 
differences between symbols and, for this reason, it is entirely dependent upon symbols instead of numbers.  
  
9 This can be put slightly differently thus: two Turing machines, TM1 and TM2 are equivalent if they compute the 
same functions. In other words, if, for every function f, TM1 is able to compute f, TM2 must also be able to 
compute f, and vice versa. What is more, if TM1 and TM2 are to be computationally equivalent, they must 
implement the same program, and this depends not only on the inputs and outputs, but also on the internal states of 
the machines (S1, ….Sn). This explains why Block claims behaviourism is true only at the level of the inputs-
outputs of the gates. 
 
10 This needs some elaboration, especially to distinguish recursion from compositionality. By appealing to the 
notion of recursion a semantic theory is able to explain how small expressions are able to form compound 
expressions. This is importantly related to recursive definitions in formal systems. Take for example the set M that 
contains all the mirror images on {a,b}. A mirror image string can be divided into halves that comprise the same 
elements on the right and the left, but in reverse order. So, for instance, ‘aaaa’, ‘abba’, ‘aabbbbaa’ are mirror 
images, while ‘babb’, ‘aaab’, and ‘bab’ are not. Interestingly, the set M comprises mirror images in virtue of the 
following recursive definition: 
 

i) aa ∈ M & bb ∈ M 
ii) (∀x) (x ∈ M → (axa ∈ M & bxb ∈ M) 
iii) M has nothing but members specified in steps i) and ii) 

 
Line i) provides the base clause of the definition (which avoids circularity), line ii) specifies the recursion step (by 
which more complex strings can be formed), and line iii) identifies the restriction (that rules out any other 
members in M). By using this sort of recursion, a grammar can emit infinite outputs given a finite base, a 
remarkable consequence for semantics and computer science indeed. In contrast, the principle of compositionality 
(also called Frege’s principle) accounts for how the meaning of an expression is a function of the meaning of its 
parts and how they are recombined by syntactic rules. That is, the meaning of any large expression is to be 
understood in terms of the meaning of its smaller components and the way they are put together (Cann 1993, pp. 3-
5). This naturally supposes the construction of meaning is rule governed. Containing the same words, the sentences 
‘Tom beat Jerry up’ and ‘Jerry beat Tom up’ do not mean the same in virtue of how the words are put together. An 
interesting implication of the use of recursion and compositionality is that the syntactical and semantic way the 
computer represents world information is supposed to mirror how languages form complex expressions and 
sentences by the adequate recombination of simple components.  
 
11 Among the fundamental specific operations mentioned by Copeland are COMPARE, COMPARE-R, COPY, 
DELETE, INPUT, OUTPUT, OUTPUT-AS-CHARACTER, SHIFT and WRITE (in addition, there are a number 
of control operations such as BRANCH-on-0, BRANCH UNCONDITIONALLY, RBRANCH, and HALT). These 
operations are obviously part of an assembly language (a high level language). That is, to run a program, the 
machine does not operate with these instructions directly, but with machine language (the lowest level language). 
An internal system called a compiler translates assembly language into machine code to meet the requirements of 
each particular machine. The important thing to bear in mind, though, is that these instructions tell the computer 
what to do in function of the state of the computational process. For example, COMPARE tells the computer to 
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compare the contents of two registers, whose names are included in the instruction. If two contents are the same, 
the machine writes a 1 in a special one-bit register called the match register. If different, it writes a 0. 
 
12 I will not discuss Descartes’ controversial Substance Dualism here, but in the next chapter. In any case, the 
mind-body interaction puzzle can be understood in terms of Casper the Friendly Ghost’s dilemma (Dennett 1991, 
p. 35): how is it possible that Casper glides through walls and grabs falling objects? Given the fact that anything 
that moves physical things is itself a physical thing, it is very unconvincing (yet not impossible) that there is a 
complete separation between mind and body. This of course does not prove that Dualism is wrong. However, it is 
quite paradoxical that Dennett has pointed out this dilemma, for he himself is one of the advocates of the Turing 
test, which regards intelligence as an abstract property that need not be embodied, which represents a residual form 
of Dualism, according to Searle, and a form of Platonism, to my mind. 
  
13 Consciousness and introspection are regarded as epiphenomena by these behaviourists. What is central in the 
explanation of behaviour are not conscious purposes, but certain processes that are decomposable into stimulus-
response (or inputs-outputs). 
 
14 Another common objection to Logical Behaviourism is based on the fact that behaviour only makes sense 
against some background, which in turn requires additional mental states (such as beliefs and desires). For 
example, if my desire of travelling to Rio is reduced to a disposition to behave in a certain manner (e.g. how I 
would purchase a flight ticket on the internet if I desired so), this would make sense only if I believed online 
purchases are safe, I did not fancy going to a travel agency, I did not fear having my credit card stolen by hackers, 
and so forth. Admittedly, this sort of objection indeed undermines Logical Behaviourism and its reduction of mind 
to dispositions to behave. For they show Behaviourism favours explanations that, notwithstanding their simplicity, 
are jejune and thus lack the adequate power to account for the complexity of mental life.  
 
15 Notice the alleged difference between Logical Behaviourism and Functionalism in this regard. While the former 
unsuccessfully attempts to reduce mental states to behaviour, the latter emphasises that, although mental states are 
accompanied by dispositions to behave, behaviour cannot be explained without mental states. Thus, they play an 
irreplaceable role in making sense of behaviour. 
 
16 Holism and atomism are two popular accounts of meaning in the Philosophy of Language. As explained, the 
principle of compositionality holds that the meaning of an expression is a function of the meaning of its parts and 
their adequate recombination, which presupposes that each component contributes to the meaning of a totality. But 
what if such components have meaning in isolation? Take for example this sentence: ‘The film “The Da Vinci 
Code” is a flop’. It seems reasonable to assume that the meaning of the whole sentence depends upon the reference 
of its items, which is precisely what atomism holds, since “the references of basic expressions are the atoms out of 
which truth conditions are built” (Chierchia and McConnell-Ginet 1990, p. 86). This idea is indeed controversial. It 
is hard to see how the reference can be established without a conceptual frame in which individuals are identified 
and classified. In addition, how is it possible to suppose that the link between expressions and what they mean is 
transmitted without a network (of the intentions, conventions and beliefs shared by the speakers)? Related to 
Quine’s radical indeterminacy of translation (which Quine 1960 puts forward with his gavagai example), this 
problem encourages adopting holism. In this view, although sentences depend for their meaning on their structure, 
the meaning of each item has to be understood as an abstraction of the totality of sentences where they appear. This 
in turn has led people to believe that one is able to give the meaning of a sentence if one is able to give the 
meaning of every sentence in a language. Davidson, in this respect, claims that, “only in the context of the 
language does a sentence (and therefore a word) have meaning” (Davidson 1967, p. 22). 
 
17 According to Frege’s semantics, a statement is uninformative when it expresses an a priori knowable identity 
(Frege 1892). For instance, ‘The morning star is the morning star’ conveys no information about the object to 
which those descriptions refer. Nevertheless, ‘the morning star is the evening star’ expresses an informative 
identity (and something knowable a posteriori in Frege’s terms). For it expresses an equivalence between two 
modes of presentation of the same object (the way in which the reference is presented) i.e. Venus. In particular, 
Frege says that “a difference [in cognitive value] can arise only if the difference between the signs corresponds to a 
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difference in the mode of presentation of the thing designated” (Ibid., p. 57). This explains why the sense, besides 
allowing pinning down the reference of a term, crucially fleshes out the significance of an expression.  
 
18 In particular, Putnam asserts that, since he does not intend to discuss the concept of pain, but what pain is, he 
will postulate the empirical hypothesis of the probabilistic automaton, which differs from a Turing machine only in 
relation to the probabilistic transitions between states. He emphasis this idea thus: 

 
The notion of a Probabilistic Automaton is defined similarly to a Turing 
machine, except that the transitions between “states” are allowed to be with 
various probabilities rather than being “deterministic.” (Of course a Turing 
machine is simply a special kind of probabilistic automaton, one with transition 
probabilities, 0, 1). (Putnam 1967, p. 162, my italics) 

 
19 By ‘ectoplasmic entity’ I refer to a ‘substance’ that, in common with angels, has the same transparent ethereal 
presence of a ghost or spirit. They are not constituted by solid matter, and do not directly interact with the physical 
world. For this reason, the notion of ectoplasm has been postulated in parapsychology as a form of dense bio 
energy that elucidates psycho kinesis and the power of ghosts and spirits to roam in the physical world and interact 
with the living. The important point to bear in mind is that Functionalism does not in principle rule out that such 
ectoplasmic entities have an internal organization similar to minds and then feel pain and have mental states. 
 
20 In relation to the nature of these boxes, Fodor describes them as ‘devices’ that record storage in the brain and 
hold computational relations between sentences. To put it another way, the language of thought comprises a 
language, the Mentalese, in virtue of which the contents of propositional attitudes like desiring, believing, etc. are 
realised by certain tokens. Such sentences then have to be understood not as the phonologic or orthographic 
sentences of a natural language, but as types whose tokens are concrete events in the nervous system or in any 
other physical system enabling the existence of propositional attitudes. By this means, believing something 
involves a computational relation to a sentence (or symbol) that includes some specification of its relation to other 
sentences (or symbols) in the same box. 
 
21 This is also related to nativism and to the issue of concepts, two philosophical problems that have widely been 
addressed by Fodor (1998 and 2002). 
 
22  To address one of the three objections against the language of thought hypothesis, Block distinguishes between 
common sense beliefs and proto-scientific beliefs (Block 1990, 267-274). The former are any belief one may hold 
(e.g. ‘Lucy believes that Shakira’s songs are cheesy and smelly)’, while the latter are only those explicit (but not 
necessarily conscious) beliefs that are caused by environmental stimuli and/or are causally active in the production 
of behaviour (e.g. ‘I believe there is a mosquito in the room’). Block maintains that the number of proto-scientific 
beliefs, unlike common sense beliefs, is not infinite given this constraint, which then allows the vast number of 
beliefs to fit in the belief box. 
 
23 Someone would say those symbols indeed carry meaning in a minimal sense, for they have truth values and 
encode sensory data. This minimal meaning, however, does not seem to be sufficient to elucidate the particular 
nature of mental states. For any device that manages to manipulate symbols by encoding sensory data would have 
beliefs and other mental states, despite ignoring what those states are about. As mentioned before, I will return to 
this arguable point in the next chapters. 
 
24 The total compatibility between Functionalism and Connectionism is quite controversial, especially in view of 
certain background assumptions, such as the abstract character of computation versus the overall functioning of 
networks and their purported ability to learn. Papert 1988, however, asserts that, though these background 
commitments lead to quite different concepts of Artificial Intelligence, in the end both the dominant paradigm and 
Connectionism share the same sympathy for behaviourism and yet the latter is more biologically oriented. I shall 
address some of the differences and coincidences between Functionalism and Connectionism in the rest of the 
present section. 
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Chapter 3 
The Chinese Room: are programmed computers minds? 
 

 

 

As analysed in the second chapter, the mainstream of Artificial Intelligence holds that 

computers are indeed the right machines to think as it is plausible that they implement the very 

same kinds of programs than brains do. In other words, the artificial creation of minds is 

possible insofar as programmed machines have the same input-output pattern as brains and are 

able to exhibit information processing abilities. Regarded by some philosophers as a scientific 

experiment and based upon the notion of intelligence performance1, the Turing test attempts to 

gather empirical evidence to prove the hypothesis that computers have minds. In the same vein, 

a number of cognitive scientists and philosophers argue that the symbol system hypothesis and 

the computer model of the mind can only be proved or disproved by tests that offer compelling 

empirical evidence, as both raise questions that have to be answered in the same fashion of an 

empirical inquiry (e.g. whether there is life elsewhere in the universe). For this reason, 

philosophical argumentation is usually seen as helpful and illuminating, but not decisive to 

determine the truth or falsehood of these hypotheses. 

It is often claimed that Artificial Intelligence and the other disciplines that endorse SSH 

and the computer model of the mind will eventually provide empirical evidence to support the 

claim that computers think and have mental life. As analysed in the first chapter, the Turing test 

has precisely been regarded as an experiment that offers such empirical evidence. However, as 

this chapter will examine, if evaluating the existence of a mind requires the existence of a first-

person viewpoint, it seems unlikely, at face value, that Artificial Intelligence or cognitive 

science will be able to offer compelling empirical evidence for the existence of mental life in 
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computers, since these disciplines set up experiments that provide evidence from a third-person 

viewpoint only. This may also explain why the Turing test, warts and all, has been seen as the 

hallmark of intelligence by its supporters, why thought experiments have become so popular in 

the Philosophy of Mind and, finally why the advocates of strong AI, to bridge the gap between 

the first-person and the third-person viewpoint, crudely equate mind simulation and mind 

duplication (I will discuss all these issues further in the next sections and chapters). 

  In this chapter, I will evaluate the Chinese Room (Searle 1980), a famous controversial 

thought experiment that, by a priori means, aims to undermine symbolic processing as the 

unique requirement to be met for the artificial creation of minds. Provoking a heated 

philosophical debate that has lasted longer than twenty five years, Searle’s Chinese Room has 

encouraged irreconcilable views, which range from those fervent opponents that dismiss it for 

emerging from a specious argument, to those enthusiastic advocates who assure Searle has 

revealed the crucial pitfall of traditional Artificial Intelligence. The next sections are precisely 

devoted to evaluating Searle’s Chinese Room, to revising the purported philosophical flaws 

which have insistently been denounced by its detractors, and to examining some of the larger 

issues it raises, all of which will determine whether or not it refutes strong AI and restricts the 

scope of traditional Artificial Intelligence. 

 

3.1 The nature and use of thought experiments 

 
The Chinese Room is a thought experiment. In order to identify the crucial implications of the 

experiment as well as analyse the potential flaws, it is worthwhile to discuss what thought 

experiments are like, and in what domains they have been regarded as valuable cognitive tools.  

Especially differing from ordinary experiments as to the method employed and how the 

outcome is achieved, a thought experiment is a cognitive device that aims to discover the 

ultimate nature of things by postulating appropriate possible scenarios. While ordinary 

experiments are designed to provide adequate testing for theories by reproducible interventions, 

thought experiments neither use laboratories nor are they based upon any observation to address 

questions. This methodological difference from common experiments may give the wrong 

impression that scientists do not make use of mental imagery and, thereby, of thought 

experiments. Naturally, this is entirely inaccurate.  
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Apparently, thought experiments were designed and performed in antiquity by the pre-

Socratics, who introduced them in the context of the developing sciences (Irvine 1991, pp. 153-

155). On close examination, however, it turns out that, albeit those philosophers developed 

forms of hypothetical reasoning, reductios and explanatory conjectures, which are also present 

in thought experiments, such philosophers surely disregarded an essential element of any 

authentic thought experiment that will be explained later in history: the background theory. For 

this reason, the pre-Socratics seem to have only deployed instances of reasoning by analogy 

rather than authentic thought experiments2.  

Strictly speaking, it was during the Renascence and the birth of modern science that 

thought experiments began to play a more central role, becoming increasingly popular among 

scientists. Ever since, their influence has been so decisive that some people claim contemporary 

physics would never have postulated and corroborated laws in quantum mechanics and 

relativity without their aid. A few famous thought experiments, for example, which have 

notoriously influenced science throughout history, include: Galileo’s falling objects, Newton’s 

buckets, Maxwell’s demon, Einstein’s lift, and Schrödinger’s cat (Brown 2006). The different 

times and problems which these thought experiments have been applied to suggest that 

scientists have traditionally used them as helpful tools to postulate and test the laws of the 

physical world. But why would scientists occasionally prefer thought experiments to ordinary 

experiments? 

Thought experiments are usually employed to falsify an accepted theory or to convince 

the rest of the ‘scientific club’ about a particular hypothesis when financial, technical or 

physical reasons prevent them from gathering data through ordinary experiments (these are not 

defining conditions, however). Due to possible technical limitations, shortage of financial 

resources, in view of clarity, or even to make a case with counterfactual situations, mental 

imagery may be developed to help evaluate a hypothesis or an accepted theory. Admittedly, 

thought experiments require no particular apparatus barring mental imagery, concepts within a 

semantic network, and the power of a priori and/or counterfactual reasoning. By the use of 

these simple tools, scientists are able to hypothesise about idealised environments that cannot 

be controlled, designed or simply do not exist under ordinary circumstances (e.g. perfect market 

economy, frictionless surfaces, absolute zero, etc.). Accordingly, scientific thought experiments 
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come in handy when there are obstacles that deter carrying out real experiments and obtaining 

empirical data.  

Nonetheless, the following question remains unanswered: how are mental imagery and 

conceptual frameworks able to replace real experiments in such cases? Thought experimenters 

help visualise a hypothetical situation by specifying a detailed procedure; by doing so, it is 

possible to foresee what would occur under the conditions described by the imagined setting 

and, thus, by assuming a given hypothesis or theory. In other words, a thought experimenter 

describes how to perform an operation after assuming a theoretical background and a context, 

which are necessary for inferring the outcome or outcomes of the thought experiment. 

Paralleling a state of affairs or advancing counterfactual assumptions, the performed procedure 

is seen then as a key for the discovery, corroboration or refutation of the law-like regularities of 

nature.  

Interestingly enough, scientists often make relevant predictions or even gain factual 

knowledge by the use of thought experiments. Such cognitive tools, qua arguments about 

events, states of affairs or a hypothetical nature, enable scientists to obtain new information by 

a priori thinking. Mach, who popularised the term Gedankenexperiment (Mach 1960), which 

stands for thought experiment in German, employs the term ‘instinctive knowledge’ to refer to 

the common sense assumptions which are necessary to learn new things without observing the 

world. In combination with a well-developed background theory, this instinctive knowledge, 

which has mainly been acquired from past experience, also helps understand the initial setting 

and the operation from which the outcome or outcomes of a thought experiment are produced. 

The background theory is, in addition, what often permits inferring new information from the 

premises, and the element in virtue of which thought experiments are particularly different from 

simple forms of hypothetical reasoning including simple conditionals of the form if P, then Q3.  

Take for instance Galileo’s classic example of the falling objects, which purports to 

show that all bodies fall at the same speed. According to Aristotle’s broadly accepted view in 

the Middle Ages, heavy bodies (H) fall quicker than light bodies (L), so if H is heavier than L, 

then the velocity of H will be higher than the velocity of L, which can be expressed thus: VH > 

VL (Fig. 16a and b).  
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Given this theoretical background, a specific procedure is devised to infer what would occur if 

Aristotle’s theory were true. The thought experiment then goes as follows: if a heavy object (H) 

were attached to a light object (L), these two objects (H+L) would make a compound object 

and, then, the latter would fall faster than only one object. Hence, it would be the case that VH < 

VH + VL (Fig. 17a). But, surprisingly, the compound object would also fall slower, since the 

lighter object would produce drag and, thus, it would also be the case that VH > VH + VL (Fig. 

17b). 
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The conjunction between VH < VH + VL and VH > VH + VL  , which involves an obvious 

contradiction, proves not only that Aristotle’s account must be false, but also that heavy objects 

and light objects fall at the same speed (VH = VL = VH + VL). As a result, Galileo’s 

Gedankenexperiment exhibits a negative side, which shows why Aristotle’s theory must be 

false, and a positive side, which is the a priori and yet fallible knowledge gained (VH = VL = 
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VH + VL). Of course the conclusion of this thought experiment can ultimately be refuted by 

empirical data, which explains why this knowledge is fallible. 

As a rule, thought experiments are either positive or negative, however. Negative or 

destructive thought experiments identify a flagrant contradiction in one central assumption of 

an accepted theory, or reveal one or more inconsistencies between the theory and other 

commonly accepted beliefs. This negative aspect has encouraged people to regard thought 

experiments as elements that bring major crisis on accepted paradigms (Kuhn 1964), which is 

precisely the goal Searle pursues with his Chinese Room, as will be examined in the next 

sections. Unlike destructive thought experiments, positive or constructive thought experiments 

support a theory by making more explicit central statements or underlying principles, or by 

stating a positive conclusion that suggests the soundness of the theory under examination. 

Scientific thought experiments, like Galileo’s, have to meet the following conditions 

(Janis 1991, p. 159): 

 

i) A thought experiment must be relevant for testing a particular hypothesis 

ii) Many, but not all, of its assumptions must be supported by previous confirmed 

empirical observations 

iii) A thought experiment has to be described in enough detail and has to be 

reproducible. 

iv) Its independent variables have to be identified and related to the dependent 

variables of the outcome(s). 

v) A thought experiment must have theoretical repercussions in the sense that it has 

to offer evidence for or against a general conclusion. 

 

These conditions also serve to anticipate the main shortcomings of thought experiments. Like 

any experiment, they may fail to provide evidence for a hypothesis, which occasionally occurs 

when thought experimenters lack the proper skills to carry the analysis until the conclusion, 

they draw an incorrect conclusion, or the outcome is not relevant for the hypothesis under 

examination (Janis 1991, p. 115-116). In addition, as many thought experiments do not rely 

upon the observation of theoretical empirical consequences, they do not introduce new 

empirical data, which is an evident drawback in relation to ordinary experiments.  
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But, perhaps the most important risk with thought experiments is that their conclusions 

may be inconsistent with the information offered by the premises. This happens when there is a 

set of underlying auxiliary assumptions that are essential for inferring the conclusion; 

obviously, if any of these assumptions is changed, the results of the thought experiment may 

not be conclusive. For example, if one adds that the heavy and light objects in Galileo’s thought 

experiment, which are supposed to be united by a rope or any another link, are systematically 

detached in the fall due to an external force, they will no longer form one heavy compound 

object. Consequently, the outcome of the thought experiment will not provide adequate 

evidence to refute Aristotle’s theory.  

Strongly suggesting there is no better experiment than a real one, all the aforementioned 

potential failures need to be taken into account when thought experiments are under evaluation. 

This is noteworthy in philosophical thought experiments, like Searle’s, because empirical data 

may not be present to support the conclusion drawn from them. Even so, philosophical thought 

experiments have frequently been used to postulate or undermine new accounts in fields such as 

Ethics, Metaphysics, Philosophy of Language, Philosophy of Science, Philosophy of Mind, etc.  

In fact, the popularisation of thought experiments in philosophy occurred as a curious 

paradox in the twentieth century (Massey 1991). Quine (1951) convinced almost every 

philosopher that analyticity was a bogus concept, putting all conceptual analysis in tatters, one 

of the few activities left to philosophy by the systematic advance of contemporary science. But, 

oddly enough, Massey remarks that the increase of thought experiments in contemporary 

science encouraged philosophers to use them as well, which made analyticity return under a 

different label through the rear door: conceivability, a crucial requirement for thought 

experimentation.  

The link between analyticity, which is central for the analysis of meaning, and 

conceivability, which determines what is possible, suggests that these technical terms may 

mean the same thing (Massey 1991). This identification becomes more evident when one 

analyses the fields from which both analyticity and conceivability arise. For instance, it is said 

that the known laws of logic play a regulative role in conceivability, i.e., one’s conception 

should not violate such laws. If they are observed, conceptions will be conceivable and 

logically possible; but, if not, such conceptions will be inconceivable and logically impossible. 

It is important to note that the laws of logic also establish what analyticity is. According to 
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these laws, what is logically true or false is analytic. But, this relationship can also be put the 

other way around thus: “the regulative role of analyticity in logic (logical laws must remain 

within the bounds of semantic sense) is the same as the constitutive role of logic toward 

conceivability (the logically inconsistent is inconceivable).” (Massey 1991, p. 290)  

Moreover, Massey adds that the connection between conceivability/possibility and 

inconceivability/impossibility has been broadly endorsed by philosophers who maintain a priori 

reasoning possesses a privileged access to the possible and the impossible in thought 

experiments. Not only has this reasoning provided philosophers with an armchair method that 

allows conceiving something, and establishing its possibility, but also showing its 

impossibility4, only with the power of thought. With the Chinese Room thought experiment, 

Searle precisely seeks to show that computation cannot possibly produce and explain the mind. 

 

3.2 Entering the Chinese Room  

 

Strong Artificial Intelligence’s bold assumptions in relation to mental activity, namely, that 

computers do not simulate but display understanding and that computer programs explain 

cognitive abilities as occurs with any mind, encouraged Searle to put forward his Chinese 

Room, a thought experiment that, on top of promoting an intense debate that has lasted more 

than twenty five years, has encouraged the discussion of important larger issues in the 

Philosophy of Mind, including the role of cognitive science and Artificial Intelligence’s self-

image. But, how could a thought experiment, which relies upon a priori reasoning, be so 

decisive for evaluating the feasibility of Artificial Intelligence’s original project as well as the 

ongoing development of cognitive science? The Chinese Room endeavours to undermine the 

most important assumption of the computational model of the mind or computationalism, 

namely, that any device functioning as a digital computer (e.g. when it is programmed to 

answer questions about stories) and, thus, any mechanism working as a Turing machine, 

including people who blindly follow a procedure to produce the results of computations5, is 

able to produce mental states. In other words, the Chinese Room, besides criticising the idea 

that the implementation of a program is the final explanation for the occurrence of mental 

states, intends to refute the computationalist accounts by illustrating how the mind cannot only 

be a symbolic processor and, hence, cannot be explained by simply appealing to computation. 
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3.2.1 The very particular feature of the Chinese Room thought experiment 
 

Unlike most scientific and philosophical thought experiments, the Chinese Room is based upon 

a very special operation of the mind. While most scientific and philosophical thought 

experiments aim to assess what conceivable events would take place under the conditions 

described by a hypothetical setting, positing plausible and/or counterfactual states of affairs to 

evaluate a theory or hypothesis, Searle’s Gedankenexperiment describes a procedure that 

examines what would occur if one’s mind worked on the principles of strong Artificial 

Intelligence. He specifically expresses the aim of his experiment as follows: “One way to test 

any theory of the mind is to ask oneself what it would be like if my mind actually worked on the 

principles that the theory says all minds work on.” (Searle 1980, p. 68, my emphasis). 

Describing an operation that involves the self-evaluation of one’s own mind —viz. what it is 

like to have a mind— the Chinese Room thought experiment challenges the underlying 

principles of computationalism and, then, conceptions such as the symbol system hypothesis, 

the computer model of the mind, Functionalism and even Connectionism.  

The mental assessment of what one’s mind would be like clearly differs from testing 

what conceivable events would take place if, for example, two different objects fell under the 

conditions imposed by a hypothetical setting such as Galileo’s. As I will analyse further when I 

return to this crucial point (section 3.4 and the fourth chapter), the strength of Searle’s argument 

lies in the very intuitive capacity as well as the unique advantageous perspective that one’s own 

mind possesses to inspect what it would understand, provided it acted as a symbolic processor. 

In short, the comparison between different mental attitudes such as believing, desiring, 

understanding, etc., and the outcome of symbolic processing is the basis upon which Searle’s 

entire argument is founded6.  

 In view of this aim, the particular setting of the thought experiment describes a situation 

in which Searle is locked in a room, and receives batches of Chinese symbols from outside 

through a slot. At first sight, the whole situation is a little odd, as Searle, who is an English 

monolingual speaker, does not speak a word of Chinese and, hence, is neither able to 

distinguish those symbols from Japanese symbols, nor to understand what on earth they mean. 

But, curiously enough, although all the symbols are meaningless squiggles to him, he has 

received a book with rules in English to correlate the batches. In theory, if these rules are 
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sufficiently adequate for matching the symbols by their shape, and some technical obstacles 

such as time, speed and complexity are disregarded, Searle will perfectly be able to correlate all 

the symbols only by scrutinising them, and observing the rules. Thus, if he receives a first batch 

of formal symbols, he will manage to correlate it with a second batch by following the 

rulebook, and will further correlate these two batches with a third batch.  

To make the thought experiment even more enticing, Searle adds a few more elements, 

supposing that, unbeknownst to him, the first batch corresponds to the sort of scripts described 

by Schank and Abelson (1977), the second batch consists of a story, and the third batch 

comprises questions about the story. Since he manipulates all the symbols by the book, whose 

rules match the instructions of a computer program, he processes the input batches and even 

produces outputs, which are meaningful answers to the questions posed by the Chinese people. 

On the basis of the shape of the symbols or their form and their careful syntactic manipulation 

by the rules, Searle replies to all the questions in Chinese by implementing the program, even 

though he does not understand the meaning of any symbol. Therefore, understanding Chinese 

cannot emerge only from manipulating symbols, since he would understand Chinese otherwise. 

Note that the difference between Searle’s viewpoint and the external observer’s 

perspective is fundamental in that it is not possible to grasp the consequences and implications 

of the thought experiment without this contrast. To the Chinese speakers outside the room, there 

is someone who understands Chinese perfectly well and thus the Chinese scripts, stories and 

questions. Further, they simply assume that, since there is someone inside the room that 

adequately responds to the questions with sensible answers, this person must understand 

Chinese and be intelligent. On the other hand, from Searle’s perspective, he is just shuffling 

symbols on the basis of the rulebook and, for this reason, he neither acknowledges the fact that 

the Chinese people have given him batches of symbols to test his competence, nor understands 

what the symbols mean.  

Interestingly though, there are a large number of mental states one may attribute to 

Searle while he is manipulating the symbols and getting faster and more efficient. For instance, 

he may think this slow demanding task is not worth it at all. He may feel hot, happy, 

enthusiastic, exhausted, stressed out, miserable, or upset. What is more, he may desire a good 

holiday in Brazil, or believe his boss, who he has never met, is a slave driver that should be 

denounced to the union for exposing him to inhumane working conditions. But, among all the 
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mental states Searle may potentially have meanwhile he is correlating symbols, none will show 

any degree of understanding Chinese or, worse yet, provide a brief glimpse of this ability7. 

What is the outcome of shuffling symbols from Searle’s viewpoint then? The successful 

manipulation of the formal symbols will not directly cause any of the mental states imagined 

above. Quite the contrary, they may or may not be caused by the difficulties of the procedure, 

the high temperature inside the room, the lack of space, the inhumane working conditions, etc.  

From Searle’s viewpoint, then, nothing in relation to understanding Chinese takes place 

while he is correlating the symbols. Save for the understandable sigh of relief after finally 

accomplishing this tedious task, no understanding of Chinese will take place. In spite of all the 

symbolic processing, Searle will gain no insights whatever about the meaning of the Chinese 

symbols, and neither will he learn any Chinese. 

Naturally, the contrast between the Chinese people, who are convinced about Searle’s 

proficiency in Chinese, and his dearth of understanding additionally reminds one of a debatable 

test for the existence of mental life in programmed computers: the Turing test. With very 

similar conditions, Searle’s Chinese Room suggests that someone’s algorithmically functioning 

like a Turing machine when answering questions about stories is by all means able to deceive 

external observers and cause them to believe there is an intelligent person inside the room. 

Searle’s thought experiment is conclusive and refutes the thrust of the Turing test in this 

respect. For the manipulation of symbols according to rules, in spite of enabling Searle to 

efficiently answer as if he were a Chinese speaker, produces no understanding of the Chinese 

language in any possible sense.  

In light of the number of necessary conditions that adequate thought experiments need 

to satisfy, as described in 3.1, it is indeed possible to evaluate whether or not Searle’s Chinese 

Room is an adequate Gedankenexperiment. Except for the first-person viewpoint and how it 

plays an irreplaceable central role in assessing what one’s mind is like when symbols are 

manipulated, a point that is a bone of contention and will be discussed in detail in relation to the 

problem of qualia in the next sections, Searle’s thought experiment seems to satisfy most of the 

conditions established in section 3.1. In fact, it is clear that the Chinese Room is a relevant 

thought experiment because it assumes the adequate theoretical background to test the symbol 

system hypothesis, the computer model of the mind and, overall, the accounts that embrace 

computationalism, or the thesis that holds the human mind is explained by and can be equated 
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to the functioning of a program. Despite the obvious technical difficulties such as time, speed, 

complexity, and so forth, the described setting offers enough detail to perform an effective 

mental operation, depicting a conceivable situation that has serious repercussions for the 

theories under examination. As a result, although it would take ages for Searle to give an 

answer after correlating the batches of Chinese symbols, his thought experiment is logically 

possible and, then, seems to provide a plausible scenario to refute the thesis that syntax is 

sufficient for and constitutive of mental states, as most accounts examined in the second chapter 

hold.  

 
3.2.2 The standard replies to the room 
 

According to Searle, the consequences of the Chinese Room are so devastating for 

computationalism and the theories expounded in the second chapter that people have attempted 

a series of desperate moves to rescue them from their total collapse. Ever since the Chinese 

Room was put forward, a number of objections have challenged its premises or the way the 

conclusion is drawn. Alternatively and as often occurs with thought experiments, detractors 

have made extra assumptions to invalidate or show its inconsistency. In what follows I consider 

the most common objections, summarising what Searle contests, and evaluating whether or not 

they really succeed in undermining the thought experiment, as its staunchest opponents 

maintain. 

 

i) The Systems Reply 

Among the standard replies to the Chinese Room, one of the earliest and most important is the 

Systems Reply, which cannot be confused with Copeland’s Logical Reply, an objection I will 

cover in the next section. According to the Systems Reply, though Searle understands no 

Chinese, the system of which he is part perfectly understands this language. That is, since 

Searle, who is manipulating symbols according to a rulebook, is part of a system, which 

comprises baskets for the batches, scrap paper for the calculations, data-banks of Chinese 

symbols, etc., even though he understands nothing, the entire room of which he is part does. On 

what basis does Searle reject such a claim8? As suggested before, the operation described in the 
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room purportedly offers direct evidence of the outcome of computing and, then, that the system 

cannot understand either, or Searle would realise that otherwise. 

Following this line of argument, Searle maintains the Systems Reply is to be expected 

from those who are already convinced about the strong AI’s ideology (Searle 1980, p. 73). To 

show its inconsistency, he considers what would happen if he internalised9 all the necessary 

elements to perform the computations. The relevance of the diverse elements for carrying out 

the symbol manipulations comes in handy to support Searle’s countermove indeed. The slot of 

the door, book, scrap paper, pencils, erasers, whiteboard, and databanks can be considered to be 

important elements for performing the computations manually and thus, may count as 

functionally relevant in the case where Searle implemented the program and the system 

happened to understand Chinese. By contrast, the colour of the room, the chessboard tiles, the 

art deco furniture, or Turing’s self-portrait hanging from one of the walls, surely contribute in 

no way to running the program. But, surprisingly, even though few elements of the system 

supposedly make understanding possible and the rest is simply beside the point, the Systems 

Reply holds that the whole room does understand Chinese, which includes relevant and 

irrelevant elements. This at least shows the entire room and the system do not necessarily 

coincide, which of course does not imply the relevant parts should themselves understand 

because the system as a whole understands; this would involve committing the division fallacy. 

Rather, there are elements of the room that are crucial for running the program, whereas others 

are absolutely unnecessary. And among the necessary elements, Searle is in a privileged 

irreplaceable position to implement the program. But, what if he is not? Well, suppose Searle 

lists the relevant elements, and begins getting rid of them one by one. For example, he decides 

to eliminate the scrap paper, the eraser and pencils, and begins doing the calculations in his 

head. Subsequently, he memorises the formal rules in order to do away with the rulebook, and 

so on.  

Nevertheless, Searle cannot get rid of himself! From a hierarchical viewpoint, Searle is 

not only the ‘engine’ for implementing the program and performing the thought experiment, but 

also the crucial locus to assess whether or not any understanding takes place. And this is 

precisely why he is able to ‘internalise’ all the elements, including himself10. Even if he 

memorised the rules and did all the calculations mentally, which seems technically unfeasible 
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but logically possible, he would implement the program, but would not understand the meaning 

of the symbols.  

Additionally, the Systems Reply seems to suggest that there would be two systems in 

Searle: one system that perfectly understands English, and one Chinese subsystem which, 

emerging from following rules in English, allows him to reply to questions. Naturally, only the 

English system authentically understands that ‘parasol’ refers to a sort of umbrella that provides 

protection from the sun. The Chinese subsystem, by contrast, only relates symbols to more 

symbols, which indicates that, since the symbols lack specific meaning to this particular 

subsystem, no knowledge about their content may possibly emerge from their manipulation in 

principle.   

The insistence that the Chinese subsystem must understand exclusively relies upon its 

ability to pass the Turing test, a point that the Chinese Room precisely criticises. Even if the 

Chinese subsystem correlated symbols associated with ‘parasol’ and successfully replied to a 

story that alluded to one of these objects, no authentic understanding would take place in that 

system about what parasols are. For no meaningful link between the symbols for ‘parasol’ and a 

real object would be established, even if the human computer successfully replied to questions 

about parasols.  

Also, the advocates of the Systems Reply have to face this unpalatable consequence 

highlighted by Searle (1980, pp. 75-76): the claim that the room must understand because it 

exhibits the same input-output pattern of a mind which understands Chinese entails the claim 

that the components of a cognitive system, which also implement a program, ought to 

understand as well. But this makes no sense, since the argument does not establish a substantial 

connection between cognitive systems and programs. Livers, lungs, stomachs, all of which may 

be part of cognitive systems, can be said to process information at a certain level of description, 

but this does not mean they understand. In this sense, the Systems Reply does not provide the 

adequate criterion for offering a clear cut distinction between entities that have mental states 

and those that do not11. It must carefully be noted that arguing that entities have minds insofar 

as they pass the Turing test simply begs the question. The attribution of mental states on the 

basis of input-output patterns is precisely what the Chinese Room criticises. Thus, while Searle 

possesses a criterion that, although controversial and debatable, serves to pinpoint whether there 
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is mental life in programmed machines, strong AI attributes mental states to them by virtue of 

their behaviour and functioning (input-output pattern), which seems to be too liberal and crude. 

 
ii) The Robot Reply 

One of the issues Searle raises in the Systems Reply is how mental states have content and 

intentionality. As suggested earlier, symbols lack any intrinsic aboutness because they are 

concatenated to other symbols, and programmers assign their reference by stipulation. In 

contrast, mental states intrinsically refer to events, states of affairs, things or properties. Though 

it appears to be very trivial, it is clear that my desire to have a parasol is about a parasol, and I 

cannot help thinking of such an object each time I go to the beach and feel very hot in the sun. 

Given this obvious point, the second reply to the room explores what would happen if 

the symbols were causally grounded in world events and states of affairs. The Robot Reply goes 

then as follows: suppose a robot had a computer implementing a program in its ‘head’. This 

would surely enable it to participate in the stylised public situations described by Schank and 

Abelson (1977). With cameras and other electronic devices, the robot would perceive, converse, 

play chess, dance, and perform any other desired action. In theory, it would not only take in 

stories, but also operate in such a way that it would be undeniable that the programmed 

machine has mental states and intelligence. But, why would one attribute intentionality to the 

robot? Well, because all its inputs and outputs are causally grounded in the world. 

 According to Searle (1980, pp. 76-77), this reply concedes that the performance 

of programs is insufficient to produce understanding and mental states, and emphasises that the 

relation between symbols and causal relations to the environment is additionally required. The 

perceptual and motor capacities are supposed to provide intentionality to the symbolic 

representations, a suggestion that interestingly paves the way for regarding intelligence as 

embodied, something that will be analysed in the forthcoming chapters as well. But, does the 

Robot Reply make any difference, given the fact that robots ultimately implement programs? If 

robots were to make a difference, it should be in the following terms: instead of purely working 

on the basis of implemented programs, such machines might need to replicate the causal powers 

of brains, the very same ones that account for the existence of intentionality and mental states.  

  But in view of the criterion for identifying mind and intentionality of the Chinese Room 

(Searle 1980), it turns out that, as the robot works on the basis of a computer program and 
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attaches no meanings to the symbols, it lacks a mind, although it seems to act with purposeful 

behaviour. For the robot in question acts as though it understood everything and knew what the 

symbols are about. To show this, Searle slightly modifies his thought experiment, reproducing 

the conditions of the Chinese Room in the robot (Searle 1980, pp. 76-77). Specifically, he 

places himself inside the robot’s head, and proceeds to manipulate the symbols according to the 

rulebook each time a causally prompted input is received. Of course he doesn’t know the origin 

of such inputs and how they have been caused. Even so, Searle manages to perfectly correlate 

the input symbols from the electronic detectors with other symbols, and then he unknowingly 

produces the proper behavioural outputs only by rule following. Searle’s manipulation of the 

symbols makes the robot act intelligently, but since his understanding is zero inside the robot’s 

head, it cannot be said that the robot understands what the symbols mean either12. 

 Surely, Searle’s treatment of this objection hinges upon his very particular way to assess 

the existence of understanding and the crucial relevance of the first-person viewpoint, which is 

related to another well known philosophical problem, qualia, or what one’s mind is like. In this 

context, the operation indicates what one’s mind would be like if it manipulated symbols inside 

the robot’s head. As the Chinese Room and Searle’s modification of the Robot Reply show, the 

mere manipulation of symbols makes no difference because no real understanding emerges. If 

the robot had a very low degree of intentionality, Searle would notice that inside the robot’s 

head, and would consequently recognize that a little understanding is possible, which never 

occurs. Claiming that the robot seems to understand what the symbols mean simply begs the 

question and repeats the same line of argument of the Turing test. Accordingly, the Robot 

Reply also appears doomed to failure. 

 

iii) The Brain Simulator Reply 

This reply supposes that, rather than representing knowledge, AI may simulate the sequence of 

neural firings when people understand and reply to questions. The machine could emulate the 

formal structures and sequences of a person’s brain, an observation that indeed resembles the 

connectionist approach. That is, a machine could work by parallel distributed processing instead 

of serial processing, simulating how the human brain understands and processes information. 

 Searle’s complaint about this reply seems fair again, especially given his conception of 

understanding. Why should the functioning of the brain be so decisive for duplicating 
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understanding and intentionality according to computationalism? One of the most identifiable 

theoretical advantages of this view is the purported irrelevance of the material upon which a 

mind is realised. Then, knowing neurophysiology should play no role in reproducing 

intentionality and mental states.  

In common with the Robot and the Systems replies, Searle envisages a different scenario 

to show that the Brain Simulator cuts no ice either (Searle 1980, pp. 77-78). On this occasion, 

the man inside the room receives symbols, looks them up with the aid of the book, and activates 

certain water valves that, working as on-off switches, are supposed to reproduce the formal 

structures of the neuronal connections or synapses. Searle’s reply to the outcome of this is very 

straightforward and simple: even though he activated the water pipes to adequately respond to 

the questions in Chinese, the pipes and he would still understand nothing. For the problem is 

that this operation simulates the wrong thing about cognition, that is, the formal structures of 

neuronal firing sequences. To have a mind, the causal properties by which the brain yields 

intentionality and mental states are required. However, Searle’s analysis invites one to raise the 

following question: can the formal structures of neuronal firings be equated to programs 

running in parallel?  

One of the main differences between the standard versions of Functionalism and 

Connectionism is the difficulty to pinpoint the real locus of representations and rules in parallel 

programs (see, for instance, Horgan and Tienson 1996). Information is distributed within the 

entire Network, which emulates the functioning of real brains. The Chinese Room, in 

consequence, can be applied to the Brain Simulator if and only if the relations between nodes 

can be regarded as akin to the functioning of programs and, then, to the manipulation of 

symbols according to formal rules. Despite this, Searle insists on criticising this reply because it 

simulates rather than duplicates neural connections. With regard to this mismatch Searle seems 

to be right, incidentally.  

The endorsement of simulation instead of replication seems to be fatal for the Brain 

Simulator Reply. Simulation, which only intends to emulate the working of the brain and its 

formal structure, makes people think intelligence has been created when assessing the 

behaviour of robots. However, would intelligence have been replicated if the Brain Simulator 

took place? The Brain Simulator Reply does not invalidate the Chinese Room criticism of 

computationalism, namely, that in order to have a mind, it is sufficient to deceive people by 
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simulations, like in the Turing test. Quite the contrary, the ‘real thing’ has to be replicated. 

These points will be analysed at length when I return to the problem of simulation in Artificial 

Intelligence, in the sixth chapter. For the time being, it suffices to say that this response, 

nonetheless compelling, does not provide a definitive argument against Searle’s thought 

experiment. 

 

iv) The Combination Reply 

What would occur if the three former replies were combined? Running a program on a system 

that paralleled brain synapses, a robot with a brain-shaped computer would have 

indistinguishable behaviour from a Chinese speaker, as far as the inputs outputs are concerned. 

To this possibility Searle counters that:  

 

they [the attributions of intentionality to robots] are simply based 

on the assumption that if the robot looks and behaves sufficiently 

like us, then we would suppose, until proven otherwise, that is 

must have mental states like ours that cause and are expressed by 

its behaviour and it must have an inner mechanism capable of 

producing such mental states. (Searle 1980, p. 79, my emphasis) 

 

Searle’s remark is correct. The ability of programs to produce behavioural outputs that resemble 

intelligence, making people hastily assume the robot’s mechanisms produce mental states, are 

not necessarily sufficient to bring about intelligence. If one were offered a method to account 

for behaviour, independently of the assumptions of strong AI, one would probably conclude 

that the robot simulates intelligence and understanding, but not that it has replicated both. And, 

in Searle’s view, that is precisely what follows when he himself assesses what would occur if he 

were inside the robot’s head. As shown, neither understanding nor intentionality emerge from 

the implementation of a program; hence, the attribution of intentionality and mental states to 

robots only counts as a façon de parler; the machines in question are ingenious mechanical 

contrivances that, by functioning on symbolic manipulation only, resemble intelligence. 

 Again, the soundness of Searle’s reply is bound to the main operation of the thought 

experiment, and indirectly associated with the attribution of mental states to animals. Given 
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Searle’s analysis, it follows that the combination reply is not able to undermine the Chinese 

Room. 

  

v) The Other Minds Reply 

According to this reply, the only way to know that other people have mental states is by their 

behaviour. Searle shortly contests that this is not what is under examination (Searle 1980, p. 

80). The issue is not how one is entitled to attribute cognitive states, but what is attributed when 

cognitive states are credited, and that cannot be computational states, because they can exist 

without cognitive states, as the Chinese Room illustrates.  

Searle’s short reply to this objection seems a little suspicious, however. Perhaps the 

Other Minds Reply implicitly suggests that introspection is not the right criterion to identify 

mental states. As will be explored, although behaviour is quite fallible, a number of 

philosophers consider it to be a rough-and-ready but still fallible method to assess the existence 

of minds and intentionality (e.g. Dennett 1971 and 1981). For them, Searle’s criterion may 

embed the Chinese Room in a certain type of Cartesianism which, despite properly justifying its 

criticism of computationalism, appears to provide an overly strong internalist method to 

examine the existence of mental states and intentionality. Given the importance of this issue, I 

dedicate the entire final section of this chapter to its examination. 

 

vi) The Many Mansions Reply 

Unlike the other objections, this reply redefines the aim of AI as whatever artificial technology 

that succeeds in creating machines which exhibit intentionality and mental states. Given this 

new goal, the Chinese Room indeed looks weaker, as it targets those accounts which hold that 

programmed machines are able to display mental states. Searle, in fact, replies that, though the 

Many Mansions Reply seems right at first sight, it certainly trivialises and modifies the original 

project an extent to which it should not be called AI anymore. Because, according to the 

original enterprise, mental states were computational processes and, as such, formally defined 

elements. In view of the present objection, Searle maintains that “I have been concerned to 

challenge that thesis [computationalism]. If the claim is redefined so that it is no longer that 

thesis, my objections no longer apply because there is no longer a testable hypothesis for them 

to apply to.” (Searle 1980, p. 81)  
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But still, the Many Mansions Reply touches on an interesting issue. As human beings 

can be seen as machines, one cannot rule out a priori that machines exhibiting mental life will 

be created eventually. Even so, such machines would need to replicate the causal powers of 

brains that account for the existence of intentionality and mental states.  

To Searle, programs are by all means insufficient for having mental states as their 

formal properties are not constitutive of intentionality. Despite this, he maintains brains may 

implement programs, as neuronal processes may implement computational processes. But, to 

produce intentionality, the brain and, thereby, the neurons and synapses, cannot operate by 

formal elements only. Accordingly, the brain produces intentionality and mental states by virtue 

of the actual properties of neural sequences; their formal properties seem to be, for the same 

reason, only a shadow of how the brain causes the mind (Searle 1980, p. 82). 

 In short, Searle replies that machines can indeed think and the best example of this is the 

human being, who is a thinking machine. However, the fact that the human being is a machine 

does not entail the claim that digital computers have minds insofar as they are machines 

implementing programs. Even though the human being as a machine may instantiate a number 

of programs, the mental itself does not emerge from running them exclusively. The Chinese 

Room precisely illustrates that symbols, and their manipulation, are not able to cause 

intentionality and mental states, for they symbolise nothing; they have syntax and no semantics 

in Searle’s view, which brings in the larger issues involved in the Chinese Room.  

 

3.2.3 The multiple facades of Searle’s Chinese Room 

 

Searle’s thought experiment seems to lead to fatal consequences for computationalism. Perhaps 

the most crucial one is that programs, which work with formally defined elements and symbols, 

cannot produce understanding, intentionality, and mental states; or, put differently, since 

programmed machines only implement programs that syntactically manipulate symbols, they 

cannot have minds. But, what other issues are raised by the Chinese Room? And, what other 

theories and hypotheses are targeted by Searle’s concrete argument against computationalism? 

So far, I have only described how the Chinese Room illustrates the falsity of the claim ‘syntax 

is sufficient for semantics and mental states’. The myriad of objections to Searle’s thought 

experiment has indeed encouraged him to formalise his argument against computationalism, 
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and to deal with the additional philosophical issues that underlie the scope and alleged limit of 

Artificial Intelligence. In what follows, I address the larger philosophical issues that Searle 

raises in connection with the Chinese Room as well as the formalisations of his arguments 

against strong AI. In the next chapters I will deal with issues such as intentionality, 

consciousness and the gap between simulation and replication at length. 

 The Chinese Room criticises the widely embraced functionalist distinction between 

program and its instantiation, and the subsequent equation ‘mind is to brain as program is to 

computer’, which breaks at three places, according  to Searle (1980, p. 83). As examined in the 

second chapter, according to multiple realizability, the abstract character of intelligence is 

independent of its material realisation, and this explains why intelligence can be regarded as a 

program. In Searle’s view, the aforementioned principle has promoted an unfortunate confusion 

between the simulation and the duplication of intelligence. Nevertheless, once the consequences 

of the Chinese Room are pondered against the background of the Turing test, it is clear that 

simulation and duplication cannot be identified so crudely. Since computational programs 

mimic intelligent performances, this does not mean they are capable of duplicating the 

properties that cause intentional states and mental states13. 

Also related to this mismatch is how programs can have all kind of strange realisations 

without intentionality and mental states. For instance, a Chinese story understanding program 

can be implemented by devices composed of toilet paper and small stones, water pipes, light 

bulbs or real people. But, to Searle, none of such implementations understands anything, 

despite the fact that they comply with the principle of multiple realizability. This principle is, as 

a result, the first place where the equation mind is to brain as program is to hardware breaks. 

 A second place is shown by the comparison between the status of programs and mental 

states, one of the main supporting pillars of the Chinese Room. While programs are purely 

formal as they apply rules to symbolic representations, mental states exhibit intrinsic semantic 

properties and, thus, are individuated in terms of their content. This contrast is a product of 

Searle’s view of intentionality (Searle 1980 and 1983a), according to which intentional states 

(e.g. my desire of having a parasol) have conditions of satisfaction and direction of fit. And 

since mental content cannot be put into the purely formal features of a program, mental states 

can be expressed by a large number of syntactic expressions in different linguistic systems, but 
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cannot be defined, reduced or explained by those expressions (I will thoroughly address this 

problem in the fourth chapter).  

 Thirdly, the said equation also fails if the mind is considered to be a causal product of 

the brain’s operation. Programs are neither products of computers, nor constitutive of mental 

states; instead, they aim to imitate cognitive processes, and since simulation is not duplication, 

such simulations do not entail the replication of the causal factors involved in producing mental 

phenomena. As in many places, Searle wittily puts the disparity between the simulation and 

duplication of causal properties thus: “No one supposes that computer simulations of a five-

alarm fire will burn the neighbourhood down or that a computer simulation of a rainstorm will 

leave us all drenched.” (Searle 1980, p. 84)  

Besides agreeing with the equation between simulation and duplication, people in AI 

have supported the claim that the mental can be explained and reproduced by programs in three 

important additional ways, all of which are criticised by Searle when discussing the larger 

issues of the Chinese Room.  

Firstly, there is an ambiguity with the term ‘information-processing’, as it has usually 

been used to describe how a real mind works like a computer. However, given the scenario 

depicted by the room, it is clear that mind and computer cannot do the same thing, à la Turing, 

because a programmed machine only manipulates formal symbols and, unlike a mind, has no 

intentionality whatever. In this sense, the computer does information-processing by performing 

the very same actions of calculators, typewriters or rainstorms, that is, it functions in virtue of 

receiving inputs on one side, transforming them, and producing outputs on the other side. The 

mind, on top of that, comprises mental states that have content and, then, exhibit intentionality. 

As a consequence, computers do information processing only for those who interpret the inputs 

and outputs of programs as information, which certainly involves projecting human 

intentionality onto the computer, a point which Searle will emphasise later by saying that 

syntax has no intrinsic features, unlike other non-observer dependent phenomena described by 

natural sciences (e.g. tuberculosis, gravitational attraction, earthquakes, etc.). In other words, 

syntax is observer dependent in that, to exist, it depends on observers who use and treat 

something as a symbol; thereby, syntax is observer relative14 in the same sense than euros, 

gentrification and inflation are (Searle 2002a, p. 17). I will return to this argument in the next 

section. 
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Secondly, strong AI and all the computationalist theories show a good deal of residual 

behaviourism and operationalism as they ascribe mental states to anything that has the same 

input-output pattern of a mind. To Searle, the original sin in Artificial Intelligence seems to 

have been inherited from the operationalism present in the Turing test, according to which the 

efficient operation of a programmed machine when deceiving people defines15 what is 

sufficient for having a mind.  

Thirdly, this operationalism conceals a form of Dualism. Turing’s separation of 

intelligence from its biological origin is another aspect of the broadly embraced distinction 

between programs and material implementations. In this picture, material realizations are 

supposed to be contingent and secondary, an issue that remains very controversial. As already 

suggested in 2.3.3, the idea that ectoplasmic entities and angels may possess causal profiles 

similar to those of creatures with mental states and, thereby, could in principle be regarded as 

mind-programs despite not being materially realised, seems to confirm Searle’s criticism of 

Functionalism and computationalism as views committed to a residual form of Dualism16. For 

even though Functionalism attacks Descartes’ distinction between mind and body, it sees no 

interesting connection between the mind and the brain, save for the distinction between 

program and realisation. Unsurprisingly, then, strong AI and Functionalism pursue the 

production of intelligent machines and the scientific study of the mind with the aid of programs 

that, as a rule, tend to disregard philosophical introspection and the neurophysiologic studies of 

the brain, which are crucial for postulating and evaluating theories about the ultimate nature of 

mind17. From the beginning of the discussion Searle has emphasised this point. Take for 

example the following remark:  

 

[…] strong AI has had little to tell us about thinking, since it has 

nothing to tell us about machines. By its own definition, it is about 

programs, and programs are not machines […] No one would 

suppose that we could produce milk and sugar by running a 

computer simulation of the formal sequences in lactation and 

photosynthesis, but where the mind is concerned many people are 

willing to believe in such a miracle because of a deep and abiding 

dualism […] (Searle 1980, p. 86-87) 
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But, as expounded, Searle insists that his thought experiment simply illustrates why computer 

programs cannot have minds. Over the last 25 years his main argument, which I have not yet 

examined in detail, has not evolved as much as some other assumptions against 

computationalism. 

 

3.2.4 The later development of the Gedankenexperiment 

 

Unlike other larger philosophical issues related to the Chinese Room, Searle’s criticisms 

directed to the views that see the mind as a symbolic processor have slightly changed since his 

thought experiment was put forward in 1980. In fact, besides restating the aim of his thought 

experiment, Searle has spelled out its implications on a number of occasions, emphasising his 

criticisms of strong AI as a profoundly anti-biological view that regards minds and intelligence 

as mere products of syntax. Giving a more formal structure and responding to the abundant 

critics and objections, his 1990 article “Is the Brain’s Mind a Computer Program?” (Searle 

1990), for instance, contrasts the general relation between machines and thought with the 

debate on whether machines could think just by implementing computer programs. The 

difference is obvious, naturally. While dealing with the first issue involves examining the 

relation between physical systems and their causal properties, the second exclusively focuses on 

the ability of abstract computational properties to produce intelligence. Only the latter is what 

the Chinese Room and Searle’s argument against computationalism target.  

Nonetheless, the real novelties brought into the discussion are the re-formalisation of the 

argument into premises and conclusions18, which Searle had presented a little differently before 

(Searle 1983b), the additional clarifications with regard to the connection between 

intentionality, semantics and the brain’s causal powers and, finally, various replies to new 

objections, which I will cover in the next section.  

The revamped formalisation of the argument behind the Chinese Room comprises four 

axioms and four conclusions. The assumptions that computer languages can encode any 

information into symbols, and information-processing basically consists in programming rules 

to take up cognitive tasks are summarised by the following axiom:  

 
 

 104



Axiom 1. Computer programs are formal (syntactic) 
 
But, why does Searle characterise programs only in terms of their syntactic structures? As 

explained before, he believes programs are multiply realisable and materially ungrounded, two 

features that trivially follow from their syntactic properties. Of course this justification is 

controversial and will reappear later in the discussion. 

A second axiom additionally remarks the difference in content and semantics between 

mental states and programs as follows: 

 
Axiom 2. Human minds have mental contents (semantics) 
 
To explain the basis upon which axiom 2 rests, Searle again appeals to his conception of 

intentionality (Searle 1980 and 1983a). Illustrating the mismatch between the syntactic 

manipulation of symbols and the causal production of intentionality, the Chinese Room aims to 

support this third abbreviated axiom: 

 
Axiom 3. Syntax by itself is neither constitutive of nor sufficient for semantics 
 
With the aid of the foregoing premises, Searle then reaches the first conclusion, which fleshes 

out the falsity of strong AI thus: 

 
Conclusion 1. Programs are neither constitutive of nor sufficient for minds 
 
Four clarifications are immediately given in relation to this conclusion. Firstly, it does not entail 

that computers cannot think, for anything, including the brain, can be computationally 

simulated and described. This remark represents a slight change with regard to Searle’s former 

analysis (Searle 1980), because on that occasion he had stated that computers, as material 

entities that implement programs, were in general unable to think. Secondly, it does not mean 

only biological organisms may think; artificially built machines may also be able to think, but 

not purely on the basis of programs, which indicates Searle is not entirely chauvinistic 

concerning the nature of mind. Though it is possible to create minds out of non organic 

components, this issue will be settled by the empirical discoveries of science as well as by the 

future stages of technology19. Thirdly, strong AI holds that programs are all there is to thinking 

and, then, computers purportedly have minds by implementing programs. Lastly, the claim that 
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the implementation of a program is the only condition that has to be met for creating a thinking 

machine is accordingly undermined by the Chinese Room, for it clearly illustrates that syntax is 

neither constitutive of nor sufficient for semantics. 

In this sense, the causal production of intentionality is fundamental to understanding the 

implications of the Chinese Room with regard to the possible production of minds with non-

organic components. For Searle, besides the ungrounded character of symbols and programs, 

which is shown by the way programmers conventionally assign meanings to the former (see, for 

example, section 2.2), the brain causally explains the emergence of intentionality and mental 

states. More importantly, Searle later develops his original argument, adding two central ideas 

as to how computational symbols are not intrinsically grounded and how anything can be 

interpreted as a computer program as follows:  

 

Computation does not name an intrinsic feature of reality but is 

observer-relative, and this is because computation is defined in 

terms of symbol manipulation, but the notion of a ‘symbol’ is not a 

notion of physics or chemistry. Something is a symbol only if it is 

used, treated or regarded as a symbol […] So the question, ‘Is 

consciousness a computer program?’, lacks a clear sense […] You 

can assign a computational interpretation to anything […] 

Computation exists only relative to some agent or observer who 

imposes a computational interpretation on some phenomenon. This 

is an obvious point. I should have seen it ten years ago but I did 

not. (Searle 2002a, p. 17, my emphasis)  

 

This new argument is fundamental to see why any mental process can be expressed (and 

simulated), but not reduced to a computer program. Though neurophysiology is still doing 

research on the role that vast regions play in producing mental phenomena, the current evidence 

appears to confirm (as will be analysed in the fourth and fifth chapters) that intentionality and 

consciousness are causal biological products and, as a result, cannot be reduced to the 

syntactical features of programs. In other words, as far as it is currently known, the lower 

neurophysiological processes of the brain cause higher level phenomena and mental life, which 
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is crucial for understanding why strong AI will never succeed in creating intelligence solely by 

computer programs alone. The brain implements many programs, but simulating the mere 

formal structure of neuronal connections is entirely insufficient for replicating the causal factors 

involved in the production of intentionality and consciousness.  

In his 1990 formalisation of his argument against computationalism, a fourth axiom 

summarises the causative relation between the neurobiological processes of the brain and 

mental phenomena as follows:  

 

Axiom 4. Brains cause minds 

 

Axiom 4, then, serves to immediately derive the following conclusion: 

 

Conclusion 2. Any other system capable of causing minds would have to have causal powers 

(at least) equivalent to those of brains 

  

Such a conclusion implies any artificial cognitive system must at least replicate the causal 

powers and the biological features of brains; hence, minds, intentionality and semantics cannot 

be produced otherwise. In relation to the duplication of such causal powers, Searle immediately 

derives another conclusion: 

 

Conclusion 3. Any artefact that produced mental phenomena, any artificial brain, would have 

to be able to duplicate the specific causal powers of brains, and it could not do that just by 

running a computer program. 

 

In view of the Chinese Room thought experiment and its outcome, Searle finally draws the last 

conclusion: 

 

Conclusion 4. The way that human brains actually produce mental phenomena cannot be 

solely by virtue of running a computer program. 
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The four axioms and four conclusions, on top of formally refuting the main thesis of strong AI, 

were also postulated to respond to several new objections, the most important of which will be 

considered in the next section.  

But, before covering them, I shall expound Searle’s most recent comments on the 

Chinese Room (Searle 2002c). In particular, he believes his thought experiment depends upon 

two principles that need not be settled by any empirical investigation, for their clarity and 

obviousness seem to explain why the Chinese Room has prevailed, despite the myriad of 

objections. On the one hand, it hinges upon the following ‘logical truths’20:  

 

i) syntax is not semantics  

ii) simulation is not duplication 

 

From the first ‘logical truth’ it follows that any computer program that works on the basis of 

formal symbols will not have an authentic mind, even though ‘syntax is not semantics’ says 

nothing about the implementation of programs. Does this make a difference? The Chinese 

Room shows that implementing programs by symbolic manipulations renders neither 

understanding nor mental states. This is so, according to Searle, because minds have mental 

contents, while symbols are purely formal.  

From the second ‘logical truth’ Searle concludes that any programmed computer can 

simulate intelligence well, but this process by no means entails its bona fide replication. All the 

objections to the Chinese Room precisely fail to show how mental contents can be attached to 

formal symbols, which is related to how the simulation of intelligence by programs cannot be 

equated to its authentic duplication21.  

Nevertheless, the real novelty of the 2002 analysis is the interesting historic context 

given, which expands upon some of the already discussed larger issues. According to Searle, 

several biases and persistent mistakes of our intellectual culture have given birth to the strong 

AI ideology. In fact, this school seems to have inherited three important prejudices that 

originally stemmed from the conflict between science and religion in the seventeenth century.  

Firstly, as a result of the philosophical efforts to demarcate the realms of reason and 

faith, Descartes divided the world into two, separating the physical world investigated by the 

sciences, from the spiritual world studied by religion and the humanities22. But, how is it 
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possible that the human being has access to both domains? Besides God, who supposedly 

bridges the metaphysical gap between the res cogitans and res extensa, mathematics is what 

allows man to postulate and corroborate the laws of nature. Following this growing trend 

towards reducing the physical world and natural phenomena to numbers, strong AI goes even 

further when it treats the mind as an abstract computer program whose instantiation need not 

replicate the physical and biological properties of brains. From the outset of computer science, 

computations have been described as abstract processes or algorithms that can be multiply 

implemented and hence, are not affected by the specific properties of the materials. The very 

abstract character of Turing machines confirms this point, showing how strong AI is 

unknowingly committed to a form of residual Dualism. I will return to these points in the last 

section of this chapter, since Searle might have misinterpreted parts of Descartes’ philosophy.  

Secondly, strong AI favours a method to scientifically ascertain the existence of the 

mental, mirroring the quest for objectivity initiated by a mathematically oriented science. 

Strong AI purports to objectively determine the presence of minds by collecting a very special 

sort of evidence23. The Turing test, which is one of the main sources of inspiration for strong 

AI, sees verbal behaviour as the publicly accessible evidence that proves programmed machines 

have minds. Searle has insisted on this feature of the Turing test elsewhere (Searle 2004, p. 48-

49). 

Thirdly, following the sort of science favoured since the seventeenth century, Turing 

and the main trend of computer science embrace a form of verificationism inspired by Logical 

Positivism. Neglecting the first-person viewpoint of consciousness and the irreducibility of 

intentional mental states, the verification of mental life by a method that assesses behaviour 

makes strong AI appear as though it did real science:  

 
[…] We [the partisans of strong AI] do not have to worry about the 

specific biochemical mechanisms that produce consciousness and 

various forms of intentionality […] Rather we postulate an abstract 

mechanism —the computer program— and we have a test of its 

success and failure —the Turing test— and when our hypotheses 

are confirmed by the Turing test that is all the truth we need. 

(Searle 2002c, p. 61)  
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Searle claims that the Chinese Room exposes all the errors of strong AI, and illustrates why the 

mental cannot be reduced or defined by any functionally driven behaviour. For the real sciences 

are interested in finding an explanation for mental states, not for their external appearance, and 

that is what an instrumentalist test like the Turing test does in the end. In summary, Searle’s 

comments on the study of the mind, upon which he insists with the distinction between observer 

dependent and observer independent features (Searle 2004, p. 4), and with the irreducibility of 

consciousness (Searle 2004, pp. 84-86), do not address any of the last new objections to the 

Chinese Room. Instead of examining further such considerations, I will proceed to examine a 

very brief selection of the new objections. 

 

3.3 Other (selected) replies: coming out of the room? 

 

A number of new replies have been made since the 1980’s. In the limited space of this section I 

intend to analyse three of them and my own would-be escape from the Chinese Room 

(González 2004). Although it seems rather implausible to create conscious minds with DNA 

computing, a possibility I will examine further in the sixth chapter, the spirit of this particular 

reply is indeed worth analysing, because it combines elements of the Robot Reply and the 

Many Mansions Reply. Probably not doing justice to other arguments, I selected the new replies 

of this section in view of the serious objections they raise, some of which seem to weaken 

Searle’s position or reveal some possible misinterpretations of fundamental issues. 

 

i) Copeland’s Logical Reply 

Endeavouring to offer an alternative to the Systems Reply, Copeland deals with the Chinese 

Room from a logical point of view (Copeland 2002a). Searle’s arguments are then sorted into 

four categories: the vanilla version, the outdoor version, the simulator version, and the gym 

version. In Copeland’s view, none of them is able to establish Searle’s claim that syntactical or 

purely formal rules are neither constitutive of nor sufficient for minds. In what follows, I 

address the vanilla and outdoor versions, as both differ from the Systems Reply in that they 

supposedly flesh out the specific logical flaws of Searle’s original argument. Incidentally, I will 

say something about the gym and the simulator versions in the next reply, when I deal with the 

objections against the room from Connectionism.   
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Copeland’s logical analysis especially highlights the issue of entailment24. The real 

problem with Searle’s vanilla version, which describes Searle in the room, is not that the room 

as a whole understands Chinese, a point upon which the Systems Reply wrongly focuses, but 

the absence of entailment between Searle’s being part of the system and not understanding any 

of the Chinese symbols, and his conclusion: there is no understanding in the whole system. But, 

as explained before, Searle also meets this challenge by modifying the setting thus: he is outside 

the room and has somehow internalised the room; as a result, the system is in Searle, yet he 

understands nothing.  

Even though this ‘roomless room’, the outdoor version reply, seems valid, it still 

presupposes ‘a part of’ a principle that is not entirely evident to Copeland (Copeland 2002a, p. 

112). Because Searle himself accepts that some subsystems may understand; for example, he 

claims his brain understands English when he is doing so, the contrary would mean denying his 

stomach and liver digest pizza when he digests pizza. Naturally, this follows from Searle’s 

conception of intentionality as a causally produced biological phenomenon akin to digestion, 

and from the fact that parts of the brain, which are considered to be subsystems, cause 

intentionality.  

The assumption that subsystems understand enables this smart reply from Copeland: one 

of my subsystems, say, a homunculus, may solve and understand tensor equations, 

unbeknownst to me. By the same token, one subsystem may understand Chinese and Searle 

may not realise anything when being the ‘roomless room’. Therefore, it is irrelevant what one 

introspectively assesses, since a subsystem may indeed understand Chinese and he may not 

realise anything, even if he has internalised all the relevant elements. This objection, which is 

derived from the entailment problem, targets the main operation of the thought experiment, 

namely, that determining whether or not one understands is not sufficient for claiming there is 

not any understanding (elsewhere). 

Copeland’s argument seems persuasive, but certainly misses the point. Firstly, Searle 

would reply that the processes of understanding must have been causally produced by 

something; thus, he and his brain understand English because the latter has the causal powers to 

do so (and the subsystems in the brain also understand). In this case, there is a significant causal 

connection between the brain and Searle’s particular ability to understand, which is utterly 

absent when he manipulates symbols according to rules.  
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But, more importantly, it is crucial to emphasise the difference between solving 

equations and understanding natural language, a divergence that Copeland disregards. In 

effect, a deep understanding of mathematical laws and principles is not a necessary condition 

for solving equations; strictly speaking, one can mechanically apply a method to solve them, 

but this does not mean one understands the mathematical principles behind the whole 

procedure. For instance, mediocre secondary school students need not acquire a deep 

understanding of mathematical laws to pass an exam in mathematics; instead, they can emulate 

human computers and apply algorithms. All this shows is that there are degrees of mathematical 

understanding25. Does that happen with the sort of understanding Searle refers to? Flor, who 

fancies having a parasol when it’s 35° C in Copacabana, must understand the meaning of 

‘parasol.’ Could there be a subsystem in her that really fancied that object, even though she 

knew nothing about the meaning of ‘parasol’? That seems very implausible if she didn’t know 

what a parasol is. Although extremely controversial, the incorrigibility of consciousness, which 

Copeland describes as the cornerstone of Searle’s Chinese Room (Copeland 2002a, p.112), 

allows for specifying what sort of understanding Searle highlights. It is impossible that a 

human does not understand something when the brain does because this organ is the seat of 

intentionality and consciousness. Unlike Flor’s brain, her liver probably understands nothing 

when she fancies a caipirinha, though it may get cirrhotic if she drinks too much. Further, if 

such an organ did understand what a ‘caipirinha’ is only by realising the program for digesting 

caipirinhas, many non cognitive subsystems would turn out to be cognitive, and this possibility 

is explicitly ruled out by Searle when he responds to the Systems Reply (Searle 1980, p. 74). 

Accordingly, the sort of understanding Searle refers to is causally produced, and has no 

degrees: one either understands or does not. 

It also has to be noted that the ‘part-whole principle’ criticises the operation of the 

thought experiment, in the sense that introspection and evaluating what one’s mind is like are 

supposed to be insufficient to guarantee the existence or inexistence of understanding. But, if 

this is the case Copeland really wants to make, one may ask the following question: what 

additional test for understanding and having a mind do Copeland and the defenders of strong 

AI offer? Though Copeland persistently claims there is a logical gap in the vanilla version (i.e. 

the absence of entailment), his additional criticism of the outdoor version fails to show how one 

of my subsystems may ‘understand’ when I understand nothing. Furthermore, as to determining 
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the existence of understanding and thought, Copeland, besides not offering any additional 

criterion, asserts that such questions  

 

[…] can be settled only by a decision on our part —a decision on 

whether or not to extend to an artefact terms and categories that we 

currently apply only to each other and our biological cousins […] 

Given the purpose for which we employ the concept of a thinking 

thing, the contrary decision would be impossible to justify. And if 

we decide to say that Turbo Sam [his devised robot] thinks, there 

can be no point in refusing to say that he understands the language 

he speaks. For in my imaginary scenario Turbo Sam is every bit as 

skilful as a human in using words to ease and ornament his path 

through the world (Copeland 1993, p. 132, my emphasis). 

 

But, isn’t the Turing test a method that supposedly prevents conducting surveys, like a Gallup 

poll, on whether computers think? Copeland himself considers the Turing test an acid test for 

intelligence in programmed machines, because it provides empirical (statistical) evidence that 

computers think (Copeland 2000). It is an irony then, that he also maintains that deciding 

whether a machine thinks involves making a decision. Furthermore, his argument about Turbo 

Sam begs the question, since its skilful behaviour, which encourages Copeland to claim that the 

robot thinks and understands, is simply like the answers of the computer in the Turing test, that 

is, psychologically persuasive but non-conclusive about the existence of a mind. That’s the 

whole point the Chinese Room exploits, after all.  

All things considered and despite Copeland’s objections to the original thought 

experiment, Searle’s Chinese Room remains convincing because it evaluates the existence of 

mind and intelligence from the viewpoint of those who understand, have minds and are 

intelligent, that is from the first-person viewpoint. Naturally, this must be taken into 

consideration when evaluating theories about the nature of mind. 
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ii) The Connectionist Reply 

One point that has been a matter of debate over the last years is whether or not Connectionism 

is immune to the Chinese Room, a claim maintained by the Churchlands (1990) and Copeland 

(1993, 2002a, 2003), but absolutely denied by Searle (1990), who believes there is no 

difference in nature between serial and parallel processing. 

 The Churchlands raise several objections against the Chinese Room. Although they 

agree with Searle on the inadequacy of serial machines to perform like brains, they believe the 

main problem with the Chinese Room is the extremely poor computation it renders. 

Furthermore, their Luminous Room argument (Churchland and Churchland 1990, p. 29) intends 

to exhibit the same features of the Chinese Room, endeavouring to prove how the latter fails to 

establish that syntax is neither constitutive of nor sufficient for semantics. To put it briefly, the 

argument is this: if Maxwell pumped a magnet bar in a dark room up and down to test the claim 

that the forces of electricity and magnetism are identical to light, the room would stay pitch 

black, but this would not mean his theory is wrong. The failure would occur owing to the 

altogether improper technical conditions of the operation, among which speed and complexity 

are the most important. Mutatis mutandis, the same applies to the Chinese Room and its rebuttal 

of computationalism. 

Searle replies to the Luminous Room by saying that it is based upon an analogy and, in 

this case, the elements do not coincide with those of the Chinese Room; thus, the Churchlands’ 

argument does not hold. For the Luminous Room argument exploits the relation between 

forces, such as electricity and magnetism, which need the proper initial conditions to implement 

the right causal connection with light, whereas the Chinese Room illustrates how the purely 

formal manipulation of symbols, which have no causal powers and need not be physically 

implemented, cannot produce any semantic content and, thereby, any mental state (Searle 1990, 

p. 22). Still, the Churchlands insist that PDP systems remain untouched by Searle’s thought 

experiment because the brain is a computer and parallel processing is ‘brain like’ and able to 

produce cognition. In common with the brain, PDP networks work by massive parallel 

processes which, if carried out by neurons or nodes in the adequate manner (as described in 

section 2.4), will necessarily produce semantics and mental states. 

To these arguments, Searle replies that the parallel ‘brain like’ character of the PDP 

processing is irrelevant to its computational aspects. To show this, he devises the Chinese Gym. 
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Instead of Searle, a large number of single monolingual English speaking operators, who are 

located in a gym hall, carry out the very same operations of nodes in a network. Acting as a 

parallel system that responds to questions in Chinese, this network, which functions by people 

circulating uninterpreted Chinese symbols, performs the same operations than Searle in the 

Chinese Room, and yet “no one in the gym speaks a word of Chinese, and there is no way for 

the system as a whole to learn the meanings of any Chinese symbol.” (Searle 1990, p. 22) In 

other words, the network cannot understand, since, as occurs with the Systems Reply, the mere 

manipulation of symbols does not provide any extra reason to suppose the network is able to 

learn or attach any semantic content to the symbols. 

In addition, Copeland has interestingly focused on two important points related to 

Connectionism (Copeland 1993, 2002a). The first one concerns the criticism of the simulator 

version, which concentrates on the fact that simulation is not replication. In fact, affirming the 

contrary involves committing the Simulation fallacy, which Copeland dubs, tongue-in-cheek, 

Searle’s Beastie: 

 

S is a simulation of X; X can F; therefore, S can F 

 

But, purportedly, Searle himself commits this fallacy when asserting that the Chinese Room has 

already refuted Connectionism. To expose this, Copeland derives the contrapositive26 of the 

Simulation fallacy as follows:  

 

S is a simulation of X; S cannot F; therefore, X cannot F 

 

Copeland claims that Searle, in the simulator version, is victim of his own Beastie thus: Searle’s 

Chinese Room is a simulation of N (network); the simulation cannot understand Chinese; 

therefore, N cannot understand Chinese (Copeland 1993, p. 228, Copeland 2002a, p. 115). In 

Copeland’s view, Searle puts forward the Chinese Gym to anticipate the abovementioned 

criticism of the simulator version.  

But, again, Copeland maintains Searle commits another well known fallacy in the gym 

version: the part-whole fallacy. From the fact that the monolingual operators understand no 

Chinese by passing around, say, red and green tokens, which would mimic the excitatory and 
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inhibitory patterns of nodes rather than rule following, as Searle believes, it does not follow that 

the entire gym has neither understood nor learnt any Chinese after the adequate training. 

Moreover, Copeland criticises the gym version as being very far from an adequate simulation of 

a network, and mockingly adds that all those intuitions against computationalism, which Searle 

bases upon the principle of multiple realizability and by imagining computer programs realised 

by rats operating switches, pigeons passing messages, or monkeys pulling levers, simply belong 

to fairyland. 

 Are Copeland’s objections fair? It is true that Searle treats serial and parallel processing 

as computationally equivalent, despite their differences. As suggested in 2.4, networks are 

trained, possess distributed-in-the-entire-system representations and have no hard rules, as von 

Neumann machines, all of which seem to confirm Copeland’s criticism of the Chinese Gym. 

But, on the other hand, PDP systems still simulate the formal structures of the brain by 

mimicking the connection strengths of neurons. This in turn serves to simulate cognition by the 

input-output patterns of real understanding, which suggests that PDP networks can pass the 

Turing test. However, passing this test does not provide any extra reason to suppose such 

systems may attach meanings to the connections strengths and replicate mental states.  

All in all, the logical issues of the Chinese Room and Gym emphasised by Copeland, 

such as entailment and invalidity, among others, attempt to constrain the scope of the operation 

described by Searle’s thought experiments, which turns the whole debate into a zero-sum game: 

if Copeland is right, consciousness is inappropriate for assessing the existence of mind, and 

programmed machines may have minds; if Searle is right, one’s consciousness is crucial, but it 

seems to remain controversial whether one can evaluate the existence of minds in those 

machines. This puzzle indicates there is no way to circumvent the problem of understanding 

and how it is assessed.  

 

iii) The Intuitions Reply 

A number of people have also criticised Searle’s arguments by saying they only rely upon 

common sense intuitions, most of which are not reliable (for instance, those related to meaning, 

intentionality, natural language and consciousness are all seen as very contentious). 

Emphasising how the Chinese Room is based upon things we rather ignore, the criticism of 

Searle’s untutored intuitions has gained strength especially in the domain of cognitive science, 

 116



where intelligence and consciousness are investigated by disciplines that employ experiments to 

test hypotheses about cognitive phenomena. Searle’s thought experiment and all its variations 

indeed rely on instinctive ideas about language understanding and how the brain causes minds, 

so the criticism seems fair at first sight. 

 To some detractors of Searle’s conception, our intuitions about the mind may precisely 

change as a result of the development of scientific knowledge (Boden 1988). If theories affect 

common sense, the adoption of new theoretical frameworks should bring about a change in 

common sense intuitions. This idea, which resembles the Churchlands’ view of science 

development and the laden character of perception (Churchland 1989a), is very arguable. For 

most of our common sense intuitions do not change despite the adoption of different theories. A 

paradigmatic example is the case of perceptual illusions, where such illusions remain even if 

one adopts a set of different beliefs (González 1997). This indicates the progress of scientific 

knowledge does not replace our common sense intuitions; rather, people are able to surpass 

their common sense intuitions and misleading beliefs by virtue of new scientific theories. What 

if that happened and Searle’s common sense intuitions were abandoned with the progress of 

scientific knowledge and were jettisoned as part of a purely misleading common sense 

approach?  

Further, Searle offers a thought experiment that has only been regarded as an intuition 

pump by some philosophers (Dennett 1980, p. 429, and 1987, p. 323). Unlike thought 

experiments, the empirical discoveries about cognition are supported by properly controlled 

experiments. For example, ‘the empirical strong AI hypothesis’, which holds that programmed 

computers may satisfy ordinary criteria of understanding, seems to be different from ‘strong 

AI’, that is, the thesis according to which programmed computers that pass the Turing test 

necessarily understand. Some AI workers maintain such a distinction is fundamental to see the 

real range and scope of Searle’s intuitions, as only the latter thesis is refuted by them. 

 To the proponents of the Intuitions Reply, what is most questionable is the criterion by 

which Searle employs the word ‘understand’ in the Chinese Room. But Searle seems unaffected 

by those criticisms. According to him, one certainly knows when a story is understood27, and 

then the use of ‘understand’ when people attribute understanding to programmed machines is 

quite metaphorical and simply projects human intentionality onto them. In other words, one 
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metaphorically attributes understanding to the programmed machine, which, unlike real minds, 

ignores what the terms are ultimately about and, thus, cannot really understand anything. 

Other advocates of the Intuitions Reply have focused on the conditions to be satisfied 

for intelligence, which clearly differ from those described by Searle when he manipulates 

symbols in the Chinese Room. Dennett (1987 p. 326), for example, claims that the most 

important condition of intelligence is speed, a problem already discussed in relation to the 

objection made by the Churchlands. No one would assert slow thinkers are intelligent, because 

intelligence is supposed to be bound to dealing with the environment with the suitable 

resources. Given the fact that intelligence is a product of evolution, the faster it resolves 

difficult situations, the better. Organisms have to figure out the relevant portions of the 

changing environment fast enough and learn how to fend for themselves; they would not escape 

from the jaws of predators otherwise.  

Ultimately, the arguments of the Intuitions Reply boil down to two ideas: i) the Chinese 

Room is based upon unreliable intuitions and, thus, Searle may understand Chinese regardless 

of his ideas to the contrary, and ii) the slowness of the room precludes exhibiting a crucial 

difference between simulating computation and the real process that takes place when the 

computer runs a program. Both alternatives imply Searle’s introspective intuitions may not 

suffice for concluding man is intelligent, while the programmed computer is not. Before finally 

addressing these objections against Searle’s method for assessing the occurrence of 

understanding, I will expound my would-be escape from the Chinese Room.  

 

iv) The DNA Robot Reply 

As analysed in 3.3.2, the Brain Simulator Reply combines various points made by other 

objections. In the same vein, I devised a possible escape from the Chinese Room in my article 

“A naturalized approach to the Turing test: is DNA computing a way out of the Chinese 

Room?” (González 2004), where three problems are addressed. Firstly, the article evaluates the 

reliability of the Turing test against the background of standard scientific experiments and the 

conditions that they usually have to meet. Secondly, it criticises how such a test, which aims at 

making interrogators believe programmed machines have minds, has misled strong AI 

supporters, who hold that the simulation of intelligence entails the creation of intelligence. 

Thirdly, it appears that DNA computing may bridge the gap between simulation and duplication 
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by virtue of its ability to replicate the biological conditions under which intelligence is causally 

produced. The first two problems will be thoroughly addressed in the sixth chapter, so here I 

will only concentrate upon the third as a non standard reply to the Chinese Room. 

 This issue comprises two questions: would it be possible to replicate the causal powers 

of the brain by building DNA robots? And, alternatively, what if we were intelligent robots 

acting by virtue of the DNA program of life? Like the Many Mansions Reply, the first question 

radically reformulates the project of AI, so Searle would immediately counter that his Chinese 

Room, which fleshes out the gap between syntax and semantics, is not affected in any important 

sense by the possibility of building DNA robots. Incidentally, their viability involves a problem 

that has to be settled by the empirical discoveries of science and, thus, bears no relation to the 

already mentioned ‘logical truths’ that underlie the Chinese Room (i.e. syntax is neither 

constitutive of nor sufficient for semantics, and simulation is not duplication). The second 

question, however, suggests a scenario that, although fictional, appears to refute the claim that 

any program is insufficient for creating minds. Since the human being can be regarded as a 

machine that is programmed by its DNA, such a program may ultimately cause intentionality 

and consciousness. This suggestion then requires further examination. 

Suppose organisms based upon DNA programs (i.e. DNA robots) were able to replicate 

the specific instructions that command the activities and processes of living organisms, 

including those in charge of generating intentionality and consciousness.  

 

[…] Organisms encode and store, within each cell, all the 

instructions needed to build, operate, maintain and reproduce itself 

and to respond to varied environmental conditions […] The DNA 

is linked to the process of evolution by adaptive behaviour to the 

environment. Genes naturally produce intelligence via inherited 

responses (González 2004, p. 118-19).  

 

In addition, the DNA creates mechanisms that efficiently deal with the environment. On the 

basis of the inherent parallelism of DNA based self-assembly processors, these computing 

processes would allow AI to satisfy requirements like compression, speed and efficiency, which 
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could refute Searle’s claim that all programs are insufficient for producing intelligence. But, 

what might Searle reply to these remarks on DNA as a computer program?  

One objection he would surely make is that, even if the DNA is described as a program, 

it cannot be regarded as a traditional AI program. The ability of the DNA to eventually cause 

intelligent behaviour possibly comes from the particular physical and chemical properties of 

those protein strands. By contrast, computer programs are purely syntactical and, hence, lack 

the necessary causal powers to produce intentionality and consciousness. Furthermore, Searle 

would contest that, even if the DNA encoded and duplicated information, which would allow 

the comparison with classic AI programs, this would not necessarily produce understanding or 

consciousness by realising the encoded instructions of the DNA. For, organisms which lack 

nervous systems and brains (e.g. amoebas, bacteria) do not exhibit the sort of intelligence 

Searle has in mind (I will refer to this crucial point again in the sixth chapter where I analyse in 

depth the question of whether DNA robots are conscious). Therefore, it is very hard to see how 

DNA computing may pose a real threat to the Chinese Room, since the latter is centred on how 

intentionality (i.e. beliefs, intentions, and desires) and conscious decision making guide 

intelligent behaviour, and give particular reasons for action. 

In relation to this point, an even more interesting objection to this DNA Robot Reply 

could be that, nonetheless behaviour and instincts are inherited, biologists believe there is a 

noticeable difference between DNA molecules being truly intelligent, selfish or suicidal and 

humans being intelligent, selfish or suicidal. This is clarified very well by Dawkins (1976), who 

argues that genes, which are the fundamental units of selection and the ‘Replicators’ par 

excellence, do not plan ahead or have conscious purposes. Rather, they mechanically replicate 

and build survival machines to be perpetuated, and this suggests their behaviour can be reduced 

to algorithms and programs (I refer to this issue again in the sixth chapter). Some machines 

develop especially complex intelligent behaviour in virtue of their brain and central nervous 

system, which act as a central agency to execute the instructions of genes. But such instructions, 

though very efficient, have a different timing in relation to the adequate behaviour for survival. 

For instance, the genetically encoded instructions of the DNA take weeks to create the multiple 

complex organs of an embryo, while the brain takes but a few milliseconds to make a decision, 

or to run towards or away of a predator.  
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In addition, the relation between intelligent behaviour and genes need not include 

consciousness, according to Dawkins. Since genes act very similarly to computer programs 

(Dawkins 1976, pp. 50-53), they are not like puppeteers pulling strings. Due to the 

aforementioned time-lag between the long term instructions of genes and the swift intelligent 

actions associated with animal intelligence28, genes do not directly command, unlike the brain, 

intelligent actions. While genes set general instructions, the organism entirely depends on its 

brain, which plans and produces behavioural outputs given the input stimuli and the stored 

information in memory. Although there is a connection between inherited intelligent behaviour 

and genes, the relation between intelligence, consciousness and brains is far more direct than 

the one between genes and intelligence. As to this point, I will return to Dawkins’ theory in the 

sixth chapter, for it is not entirely evident that animals, with complex behaviours, are devoid of 

consciousness and, moreover, that a primary form of consciousness is not germane for 

intelligent action and for enhancing chances of survival. 

Both Searle and Dawkins’ remarks on intelligence make the DNA Robot Reply appear 

to be a mere red herring. Searle would contest that this reply postulates a causal connection that 

is entirely irrelevant, because even if DNA robots were to know the relation between terms and 

states of affairs, they would do so only by virtue of a central agency with the very same causal 

powers of brains. Accordingly, the DNA’s set of encoded instructions would not directly cause 

understanding and human intelligence (for instance, brainless DNA robots would only act as if 

they understood language29, unless they replicated the brain’s causal powers). Dawkins, by 

contrast, would reply that consciousness, besides being a puzzling phenomenon, is not relevant 

to explain animal intelligence in naturalistic terms. In common with Dennett, Dawkins believes 

there are other conditions more important to be met, like speed, complexity and survival skills 

(Dawkins 1976, pp. 50-59). For this reason, a DNA programmed robot can be regarded as 

intelligent if it exhibits the same fast complex behaviour of organisms, and not because it 

replicates human intelligence, since intelligence does not require consciousness.  

In summary, the DNA Robot Reply fleshes out several disagreements as to what 

intelligence is, but does not seem to offer a definitive objection to Searle’s Chinese Room, 

especially in view of the strong connection between experience, understanding natural language 

and the assessment of mental life. Nevertheless, what could count as a definitive reply then? 

The secret is hidden in Searle’s epistemic appeal to the first-person viewpoint, which is the 
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main ground on which the Chinese Room and the assessment of understanding stand. If that 

pillars falls, his Room may collapse. 

 

3.4 The real engine of the Chinese Room: a residual Cartesianism in disguise? 

 

In the course of the present chapter, I mentioned that the Chinese Room remains convincing by 

virtue of its very particular way of assessing language understanding and intentionality. 

Naturally, that kind of assessment is indistinguishable from Searle’s view of how beliefs, 

desires and intentional mental states have conditions of satisfaction that must be known by an 

agent, an issue related to semantics that will be addressed at length in the next chapter. The fact 

that agents know what terms mean by grasping certain conditions of satisfaction is central to the 

Chinese Room, since, as analysed, a number of replies focus on how Searle may not be right 

when he believes there is no understanding in the room, the system, or in one of the internalised 

subsystems.  

In view of how Searle’s thought experiment treats understanding as the internal 

recognition of an experience from an incorrigible viewpoint, at least three philosophers have 

accused Searle of putting forward arguments that involve a regress to a Cartesian method 

(Dennett 1987, Copeland 2002a and Hauser 2002) and, consequently, have discarded the 

Chinese Room as a meaningless problem. In this sense, the charge Searle faces is grave, as 

Descartes’ philosophy is usually seen as the culprit of postulating Substance Dualism, a 

philosophical account that, as mentioned before, separates mind from matter. Obviously, such a 

charge, which may be a consequence of a somewhat grotesque, well-liked caricature of the 

noted French philosopher30, represents a threat to the Chinese Room. But, interestingly, Searle 

also strikes back (Searle 2004), asserting that traditional philosophers of mind have 

unconsciously been influenced by Descartes and his fossilised vocabulary, with a terminology 

that artificially creates a number of metaphysical problems. As a result, the combination of 

wrong vocabulary plus unsolvable puzzles has consistently obstructed the scientific 

investigation of mind and, worse yet, encouraged people to hold false views of its nature, like 

computationalism, which precisely stands out for being a form of abiding Dualism.  

Given these serious mutual accusations, which originated from the biases most 

contemporary philosophers have against Descartes, who occasionally seems to play the role of 
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the scapegoat in the discussions on the nature of mind, I devote this final section to analysing 

whether or not Searle’s room really involves a Cartesianism in disguise and, if so, in what sense 

it can be said to be Cartesian. But before engaging in such an analysis, I will make a few brief 

clarifications in relation to Descartes’ theory of mind. 

 

3.4.1 The accused philosophers 

 

Admittedly, the most well known and transcendental work by Descartes is the Meditations 

(Descartes 1999), where he applies a method called the hyperbolic doubt, the aim of which is to 

find a firm foundation, a bedrock for knowledge and science. But where does Descartes seek 

for such a foundation? In experience, as is commonly thought, in the tradition, or by seeking a 

particular method?  

Besides specifying the correct method for doing science (Descartes 2001), he attempts 

to find the foundation for knowledge in doubting all ideas and principles that are uncertain and 

insufficiently sound. Descartes, thus, casts doubt on opinions, ideas and principles that stem 

from unreliable cognitive sources. To his mind, if such sources misled him once, they may do it 

again; hence, they cannot be reliable for founding knowledge. The Cartesian method is for the 

same reason applied to the senses. Dreams and imagination are misleading and, since it is 

possible that one is only dreaming (or daydreaming) when trusting the senses, they are not as 

reliable as commonly thought to be. Therefore, experience is not a dependable source either31.  

This way of reasoning in the Meditations leads Descartes to doubt the world, its 

existence, and how corporeal things impinge upon one’s senses. After the hyperbolic doubt has 

been applied to everything, only one thing remains unaffected, namely, the fact that he doubts 

when the method is used and, thus, he is necessarily thinking, for doubting is one of the many 

facets of thought (and so is understanding, as will be explored in due course). Thus, Descartes 

arrives at one of the most famous and controversial conclusions in the history of philosophy, 

namely, in light of the proposed epistemic method, it is quite clear that one is a cogito, or a 

thing that thinks32, which is indistinguishable from that very particular experience. 

 The nature of the cogito, which has sparked wide scholarly debate, is indeed 

fundamental, especially in view of the distinction between describing and explaining thought. 

For the former involves a phenomenology that strictly inspects what it is like to have a mind; 
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thus, the first-person viewpoint is central to this examination. The explanation of thought, by 

contrast, is seen by Descartes at a different level, which may even include material factors such 

as his known pineal gland. These material factors account for the functioning of the mind, of 

which thought is not necessarily aware when self inspecting.  

In addition to doubting, affirming, denying, willing, not willing, and sensing, all of 

which are operations of thought, understanding is a particular mental process that involves an 

activity of the mind33 that, being immediately self-detected by acquaintance, is directed to other 

objects. By doing so, one is not only able to become aware of things occurring in one’s mind, 

but also to assure whether understanding takes place. 

Curiously enough, Searle adopts a similar stance with regard to consciousness, since, as 

far as he is concerned, it is not possible to confuse the description of consciousness with its 

explanation. Allegedly being the solution to the Mind-Body problem and reluctantly called 

Biological Naturalism (Searle 2004, p. 79-80), his account separates the explanation of 

consciousness, which requires a materialistic elucidation and thus a third-person viewpoint, 

from the description of consciousness, which necessitates introspection and hence the first-

person viewpoint. This distinction reminds one of the always important difference between 

explanans, which involves putting forward scientific hypotheses, and explanandum, which is 

the phenomenon itself. And neither explanans nor explanandum can be neglected in an 

appropriate account of the mind, for the hypotheses that explain the mind have to somehow 

match consciousness as an experienced phenomenon. In this context, if consciousness, as 

experienced, is left out of an explanation, it is utterly unclear what the explanation is about (I 

will raise the same problem again in the fifth chapter). 

Notwithstanding the previous coincidence34, there are fundamental differences between 

Descartes’ understanding of mind and Searle’s, especially in relation to the so-called larger 

issues raised by the Chinese Room. Although Descartes accounts for thinking as more or less 

independent of, or abstracted from the environmental conditions that trigger particular thoughts, 

Searle precisely maintains that the neurological human machinery-in-action is the fundamental 

causal factor that ultimately explains consciousness and the nature of mind. Therefore, it is 

implausible that the mind is independent of the material factors by which it is produced; that is 

precisely Searle’s strong criticism of Functionalism and computationalism. Further, it is also 

necessary to emphasise that, unlike Descartes, who believes animals and machines are 
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mechanisms too simple and deterministic to be able to think like the res cogitans, Searle holds 

that the human being is ultimately a machine that is explained by the specific causal powers that 

produce consciousness and mental life and, for this reason, animals also have consciousness as 

they share the same mechanisms than humans (I will continue the discussion of this topic in the 

fourth chapter).  

Finally, despite being rather obscure and ambiguous as to the concept of substance, 

Descartes deals with it in direct relation with the notions of property and attribute. Substances 

are not substrata, in Descartes’ view, because one always pins down and characterises a 

substance indirectly, i.e., by the specific properties predicated of a thing. As a result, Descartes 

postulates that man is a compound substance of mind and body, which are incomplete when 

being separate. And still, when united they conform a new entity, or in Descartes’ words, an ens 

per se (Clarke 2003, pp. 221-224). All these metaphysical digressions, including Descartes 

pious idea about the immortality of the soul and that the body and mind are different things and 

yet form a new substance, are indeed very far from Searle’s philosophy, which holds that the 

mind is a biological product of the causal functioning of the brain and, moreover, that despite of 

the fact that there is a primacy of matter over mind at an explanatory level, mind necessarily 

involves intentionality, consciousness, and a first-person viewpoint at a descriptive level.  

 

3.4.2 Searle stands in trial: is his room authentically Cartesian then? 

 

After taking into account these preliminary clarifications and remarks, I proceed to examining 

whether or not the Chinese Room involves a residual Cartesianism in disguise. As suggested in 

preceding sections, the main issue seems to be whether Searle has an advantageous viewpoint 

in relation to his understanding/not understanding of Chinese when processing symbols and 

implementing the program in the Chinese Room. He, after all, might understand things, but not 

be aware of doing so.  

Following this line of argument and wrapping himself around Dennett’s behaviouristic 

account of understanding35, Hauser criticises the Chinese Room by arguing that it comprises an 

experiment that is methodologically biased, since it depends upon the dubiously epistemic 

privilege of introspection, which purportedly allows ascertaining the existence of understanding 

and other mental states (Hauser 2002, p. 127-29).  
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At first glance, it seems true that Searle, in spite of criticising Descartes, adopts a 

Cartesian stance in the thought experiment when he equates ‘it seems to me quite obvious that I 

do not understand’ with ‘I do not understand’ (Searle 1980 p. 70-71). In Hauser’s opinion, the 

latter claim is not obvious at all and, further, the Chinese Room does not render a normal case 

of not understanding. In this sense, the third-person viewpoint is fundamental to characterise 

not understanding thus: other people usually realise one has not understood something by 

gestures and similar type of behaviour, and with regard to this point the Chinese Room appears 

to be very abnormal to Hauser, for the Chinese people have no access to public behaviour, 

which confirms or disconfirms understanding. Moreover, if one buys Searle’s experiment, one 

has to accept a dualistic picture of the mind, one in which consciousness and ontological 

subjectivity are the only loci by which to assess understanding, and only these tools suggest that 

computer programs cannot possibly think. But, Hauser continues, from the third-person 

viewpoint there is ‘overwhelming’ evidence that computers seek, compare, and decide things, 

which shows that computers must think and the Chinese Room experiment simply exploits a 

bizarre case. In short, these are the most serious accusations against Searle’s Chinese Room and 

its Cartesian bias made by Hauser. 

Interestingly, although it is conceivable that the Chinese Room possesses a Cartesian 

element and it is indeed the case that Searle protests too much against Descartes, Hauser seems 

to neglect the fact that the Chinese Room seeks to illustrate, by mimicking the very same 

conditions of the Turing test, that one is not entirely justified in attributing understanding on the 

basis of pure behaviour. He precisely disregards this when exposing the transition from ‘it 

seems quite obvious to me that I do not understand’ to ‘I do not understand’ as flawed, because 

that seems must be supported by a normal case of understanding or not understanding, and that 

sort of situation is never depicted by the Chinese Room36.  

Nevertheless, this analysis attempts to debunk the whole experiment by making a case 

with controversial ideas about not understanding, which are not germane for performing the 

operation described by the thought experiment and, more importantly, for seeing whether the 

premise the Chinese Room intends to illustrate, i.e., that syntax is neither constitutive of nor 

sufficient for semantics, is true. But why isn’t that germane? Hauser seems to purposefully 

neglect Searle’s insistence that the programmed computer and the adding machine understand 

as much as he understands German, that is, nothing. Again, Searle contrasts what happens when 

 126



one’s mind acts like a computer to check whether any understanding takes place. Hauser, by 

contrast, relies on this very controversial assumption: the bafflement or puzzlement produced 

by not understanding in normal cases can easily be identified from a third-person viewpoint 

(e.g. one looks puzzled, baffled, frowns or starts pulling faces). But this is far from being 

obvious. Perhaps it would be absolutely irrelevant for the Chinese people outside the room if 

Searle did pull faces or frown, were they able to see him manipulating symbols in a sort of 

Chinese Room reality show. For one has to interpret those gestures as signs of 

understanding/not understanding and, apparently, interpreting signs of understanding is 

culturally biased. The kind of behaviour Hauser expects then is not objective at all. 

Incidentally, Searle’s assessment of understanding/not understanding is grounded in and 

is an effect of something one knows well, namely, what terms refer to. In this sense, it is quite 

interesting that one may pretend understanding by nodding, grinning, and other sort of 

behaviour that is manifested. But, save for good liars, one exhibits behaviour associated with 

understanding and not understanding as a consequence of doing so. This shows true 

understanding, which is acknowledged from the first-person viewpoint and emerges from the 

ability to relate terms with their meanings, is far more primordial than its associated behaviour, 

which may only count as an effect.  

Furthermore, what is crucial in the Chinese Room is not whether or not something 

seems to Searle, or to anyone that manipulates symbols, but whether any true understanding 

stems from that operation, and that never happens. Understanding as an internally assessed 

process is the main operation upon which Searle’s thought experiment is built and, for this 

reason, is regarded as a basic element that anyone can experience, if the experiment is carried 

out properly. Although the thought experiment necessitates the first-person viewpoint to carry 

out its fundamental operation, the fact that everyone may run the experiment and draw its 

conclusion shows it is sufficiently inter-subjective and convincing, despite the fact that it is 

neither scientific nor empirical. In short, and as stated in 3.1, the Chinese Room thought 

experiment describes an operation that is inter-subjective as well as relevant and reproducible. 

In relation to the last issue, Dennett, who criticises the very same point as Hauser, 

argues that: 
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Searle’s treatment of that case [how he concludes syntax is neither 

constitutive of nor sufficient for language understanding and 

consciousness],  moreover, invites us to regress to a Cartesian 

vantage point […] Searle proclaims that somehow —and he has 

nothing to say about the details— the biochemistry of the human 

brain ensures that no human beings are zombies. This is 

reassuring, but mystifying. How does the biochemistry create such 

a happy effect? By a wondrous causal power indeed; it is the very 

same causal power Descartes imputed to immaterial souls, and 

Searle has made it no less wondrous or mysterious —or incoherent 

in the end— by assuring us that it is all somehow just a matter of 

biochemistry. (Dennett 1987 p. 336) 

 

Not only do these criticisms show the caricature philosophers have about Descartes, which 

Searle somehow shares too, but also the blurred distinction between the explanation of 

intentionality and its description, in an attempt to burden the Chinese Room with a Cartesian 

conception of the mind. But, in contrast to Descartes, rather than being identical to an 

abstracted ‘experience’ of thought, a result of a metaphysical venture to find the firm 

foundation of knowledge, the experience of intentionality is attached to daily life experiences37 

that can be pinned down by anyone: the experience of understanding, which is nothing more 

than a pure effect of the brain functioning and, thereby, is to be scientifically explained. If 

Dennett complains there is something wondrous about this, well, the experience of 

understanding, phenomenal consciousness and what it is like to have a mind have so far been 

regarded as the hardest problems in contemporary science and philosophy38.  

To put it briefly, it turns out that the Chinese Room efficiently stands as a thought 

experiment, despite its dependence upon the experience of understanding and the qualitative 

feature of consciousness. Both biological phenomena cast important doubts on the principles of 

strong AI, and greatly restrict its scope. This conclusion naturally brings the analysis to a more 

thorough examination of the controversial tie between intentionality and consciousness, which 

is one of the main pillars of the Chinese Room. 
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Notes to Chapter 3 
 
1 I shall particularly address this issue in the sixth chapter. 
 
2 An illustrative example is Lucretius, who addresses the issue of the infinity of space, among others, in his book 
De Rerum Natura. If space is infinite and one tosses a spear at it, the spear would either bounce or would fly 
through. Either way, space is infinite, because the second possibility involves there is an edge or ‘cosmic wall’…in 
space. 
 
3 Timothy Williamson clarifies this difference very well in a recent article (Williamson 2005). Seeking to show 
that thought experiments exploit our ability to handle counterfactual conditionals, which is not exclusively a priori 
and is not conceived as a form of rational intuition, as traditionally has been considered, he maintains that thought 
experiments raise questions of metaphysical possibility and necessity, which are expressed through counterfactual 
conditionals. As a result, instead of using hypothetical forms like if P, then Q, thought experiments generally use 
conditionals such as if P were  (or had been) the case, Q would occur (or would have occurred). In short, thought 
experiments, unlike hypothetical forms of reasoning, intend to describe what imaginary or conceivable event would 
unfold, if an antecedent were true. 
 
4 A number of contemporary theories discuss the relation between conceivability and possibility and shed light on 
the particular relations between those concepts and thought experiments. See for a detailed discussion about this 
Gendler and Hawthorne 2002, and Williamson’s already cited article (Williamson 2005). I shall return to this issue 
in the next chapters, but in relation to imaginability. 
 
5 This will reappear in the following sections, when I discuss how the Chinese Room describes an operation that 
shows no understanding and mental states emerge even if one acts like a computer. I will emphasise that this 
thought experiment, to criticise computationalism and the views of the second chapter, assumes the principle of 
multiple realizability and thus how computer programs can be implemented in different materials, even in real 
people.  
 
6 To put it another way, one may say that the sort of evaluation Searle invites one to carry out shows that one may 
do the same as the computer does, but the computer cannot do what one does (when understanding natural 
language). This fundamental difference, which will later show that computers are not minds, will be examined in 
detail in the following sections. 
 
7 Nevertheless, Wittgenstein (1958) would object that Searle arbitrarily takes for granted that understanding 
involves a clearly definable state of mind, a mental phenomenon apprehensible by a pure sensation that appears in 
a mind. In particular, Wittgenstein asserts that: 
 

Let us remember that there are certain criteria in a man’s behaviour for the fact 
that he does not understand a word: that it means nothing to him, that he can do 
nothing with it. And criteria for his “thinking he understands”, attaching some 
meaning to the word, but not the right one. And, lastly, criteria for his 
understanding the word right. In the second case one might speak of a subjective 
understanding. And sounds which no one else understands but which I “appear 
to understand” might be called a “private language”. (Wittgenstein 1958, § 269, 
p. 94e) 
 

Thus, how does Searle know he does not understand any Chinese? Or, isn’t it the case that it seems to Searle that 
he doesn’t understand but still he does? Well, a way out of this interesting puzzle is to say that Searle knows when 
he doesn’t understand very clearly, since, on top of having a missing sensation of understanding, he is not able to 
attach any a meaning to the Chinese words, and this explains why intentionality is so crucial to rule out that a 
programmed computer has authentic mental states. I will return to this issue several times in this and the next 
chapter. 
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8 As I will explain later, while the Systems Reply holds that the room does understand, the Logical Reply suggests 
that the room may understand, because, although Searle does not understand the meaning of the manipulated 
symbols, this impediment does not entail the denial of such a possibility. 
 
9 Perhaps Searle bites the bullet here by contesting in terms of the vocabulary of the Systems Reply, since it allows 
the following objection: Searle is only part of a system, not the whole; is he entitled to conclude the room does not 
understand? It is far better to suppose that Searle, by carrying out the thought experiment, simply contrasts two 
processes, namely, the process A, of understanding natural language, to the process B, of implementing a computer 
program. After thoroughly internally comparing these processes (by the evaluation of the existence of language 
understanding), it is clear that the process B does not entail A, for Searle would understand some Chinese 
otherwise. Hence, running a program does not produce understanding and mental states. To my mind, the pre-
eminence that the Chinese Room gives to the operation, which is internally assessed and consists in mentally 
comparing the aforementioned processes, should be sufficient to overcome the complications that arise from 
considering the thought experiment in terms of whole and parts, as the System Reply holds. 
 
10 As stated above, it would be better if Searle had not adopted the vocabulary of the Systems Reply. The contrast 
described by the Chinese Room is always internal: one assesses what would happen if one’s mind worked on the 
principles of strong AI. The fact that one is able to ‘internally’ evaluate what happens when one’s mind work on 
the principles of strong AI, namely, that no understanding whatever occurs, is the main factor that explains why 
Searle has always believed the operation of the thought experiment not only refutes strong AI, but also remains 
unshaken by objections like the Systems or the Logical Reply.  
 
11 I will examine again this argument in light of the thorny issue of intentionality in the next chapter. Some people 
claim thermostats, gauges, compasses and other devices are indeed able to exhibit intentionality and, thus, have 
basic beliefs and thoughts. 
 
12 One of Copeland’s logical objections (Copeland 2002a), which will be analysed in the next section, highlights 
that Searle also commits the part-whole fallacy here when he invalidly infers that the robot, qua system, does not 
understand, since he, as part of such a system, does not understand. 
 
13 This problem will be explored again in the sixth chapter when I address the gap between simulation and 
duplication at length. 
 
14 This of course does not imply that computers are observer dependent entities qua symbolic processors. Instead, 
the information processing of computers, which is based upon syntax, is observer dependant in that it hinges upon 
some observers to exist.  
 
15 I naturally disagree with Searle’s analysis here. As explained in 1.4.3, one of the myths surrounding the Turing 
test is precisely that it offers a definition of intelligence (Copeland 2000). Nonetheless, it seems far more 
appropriate to maintain that the Turing test, which purports to provide empirical evidence in favour of the claim 
that computers think, involves an overly behaviouristic and operationalistic test. 
 
16 I would add that Turing machine Functionalism is a form of Platonism or Pythagorism, since it holds that 
intelligence belongs to the realm of symbols and needs no material implementation, two ideas I emphasised in the 
introduction.  
 
17 This issue will reappear several times later, given its fundamental importance. For, as I will claim, even if the 
Chinese Room invalidly inferred the non-existence of mental states in computers, it anyhow shows that any theory 
of intentionality and consciousness must be adequate to account for the hard problem in the Philosophy of Mind, 
namely, the ‘what it is like’ of having a mind, which is assessed by introspection. As I will argue, the theories that 
address the nature of mind holding that introspection and consciousness are illusions leave out one of the most 
important features of mental life.  
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18 Searle calls those premises ‘axioms’ to give the whole argument a more formal appearance. For the sake of 
clarity I stick to ‘axioms’ instead of ‘premises’, though it is very clear they are the latter. 
 
19 Given this argument, one wonders how the empirical discoveries of science will assess the successful artificial 
causal production of intentionality and consciousness, if the success of this task requires the existence of a first-
person viewpoint. Indeed there is tension here. I will deal with this issue again when analysing the crucial 
divergence between the simulation and the duplication of a mind. 
 
20 The claim that these principles are logical truths seems too strong. Is ‘simulation not duplication’ a logical truth? 
At face value, it is possible to have the duplication of intelligence and its simulation. Searle is right when he 
exposes the simulation fallacy, which invalidly infers the duplication of a property, e.g. intelligence, from its 
simulation. Perhaps he means the following by the use of ‘logical truth’: simulation isn’t required when duplication 
is possible, and if duplication is not possible, simulation is required. I will thoroughly analyse the implications of 
this in the sixth chapter. For the time being, I provisionally stick to Searle’s exposition and use quotation marks 
each time the term ‘logical truth’ is used. 
 
21 The former failure will also reappear in the ‘new’ replies addressed later. 
 
22 Simply repeating what the tradition has said, Searle’s comments on Descartes seem too strong. Given the fact 
that Descartes has usually played the role of the scapegoat as the founder of Substance Dualism, I will clarify the 
real extent of his influence, and whether the Chinese Room is pure Cartesianism in disguise.  
 
23 I will particularly refer to whether or not the evidence offered by the Turing test is compelling, and to the alleged 
scientific character of this test in the sixth chapter.  
 
24 Admittedly, Searle’s thought experiment can be turned into an argument. Take for instance this possible 
formalisation of the Chinese Room: 
 

(1) Suppose understanding natural language entails the subjective experience of understanding 
(1′) (x) (ULx ⇒QULx) 
 
(2) The Chinese Room is a case of an absent experience of language understanding 
(2′) ∼ QULcr 
 
(3) The Chinese Room does not understand natural language 
(3′) ∴∼ ULcr (By contraposition of 1 and 2) 

 
Given this formalisation, Searle’s argument is valid indeed (in fact, it is a form of modus tollens). Copeland, 
nevertheless, asserts that the Chinese Room is an invalid argument. To show this, he bases his attack on the issue 
of entailment, a semantic relation that holds between expressions in a given language. In particular, one expression 
is said to entail another expression when the truth of the former necessarily involves the truth of the latter. For 
example, consider the following sentences: 
 

a) Searle is in the Chinese Room 
b) Searle is on Earth 
c) Searle is somewhere 

 
If a is true, c is immediately true, and so is c if b is true. However, if a is true, b is not necessarily true, since the 
latter is not entailed by a. What if Searle were in a Chinese Room on Mars, the Twin Earth or elsewhere? This 
possibility is the aim of Copeland’s logical reply. He claims that the fact that Searle does not understand the 
Chinese symbols does not entail the room, qua total system of which Searle is part, does not understand either, for 
it may understand. Naturally, this criticises the scope of the operation described by the thought experiment as well 
as introspection as a privileged locus for evaluating the existence of understanding. I will return to these two points 
later, because I think Copeland’s criticism isn’t entirely convincing. One possibility I will explore further in the 
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fifth and sixth chapters is that, if the system understands, and understanding is attached to what it is like to have a 
viewpoint, how is it then possible to compare the understanding of the system with what it is like to have a mind 
(and a personal viewpoint)? Again, it would seem to me that the strength of Searle’s experiment comes from 
comparing processes, and whether or not one process entails another. Bringsjord and Noel (2002, p. 147) have, in 
fact, emphasised this point slightly differently by saying that Searle’s argument attacks computationalism in the 
sense that this view holds that a computational system will necessarily have mental life (and phenomenal 
consciousness), provided it is suitably configured, and this is what is undermined by the Chinese Room.  
 
25 Note that, even if one defined deep mathematical understanding as the ability to solve difficult mathematical 
problems, this would not bridge the gap between mathematical understanding, which is far more algorithm-like, 
and Searle’s understanding of understanding, which alludes to the tie between intentionality, consciousness and 
meaning. 
 
26 As Copeland explains:  
 

A contrapositive of an argument is what you get when you swap the conclusion 
with one of the premises and insert a ‘not’ into each of the two statements 
you’ve moved. (So a contrapositive of A, B ∴ C is: A, not-C ∴ not-B). The 
interesting thing about contrapositives is that if an argument is invalid, all its 
contrapositives are bound to be invalid too. (This can be proved formally. If you 
want to try to rough out a proof of your own, a good way to start is by reflecting 
on the fact that if ‘A is false’ follows from ‘B is false’, then ‘B is true’ follows 
from ‘A is true’.) (Copeland 1993 pp. 227-228) 

 
27 As suggested before, Searle’s thought experiment remains persuasive because it comprises a crucial operation 
that is usually performed in daily life, namely, the assessment of whether or not one understands natural language, 
which is internally evaluated when the presence of a specific quale, i.e., the quale of understanding language, is 
detected. On this basis, the thought experiment simply contrasts the experience of understanding language (and the 
quale associated) to the manipulation of symbols according to rules. And since no experience of understanding 
natural language occurs when manipulating symbols, from the viewpoint of those who have minds and understand 
language, it is possible to conclude that mental states (with content) are not produced by computation only. 
 
28 As I will analyse in the forthcoming chapters, this standpoint is very similar to Dennett’s view of the relation 
between intelligence and consciousness. What underlies Dennett’s criticism of introspection is the claim that 
consciousness does not play any important role in survival, an issue with which I also deal in the sixth chapter. 
 
29 In the sixth chapter, I will particularly refer to this possibility and to whether or not such robots would constitute 
what I dub zombots, or robots devoid of consciousness and thus acting as though they were philosophical zombies.  
 
30 It is not entirely clear that Descartes postulates Substance Dualism. Descartes understands substance so closely 
to the concepts of property and attribute that he grasps thought and matter as different insofar as they are things 
that can subsist independently. But, additionally, he also claims mind and matter are distinct because the clear 
inspection of these ideas indicates they possess completely different attributes and properties, and these are the 
only means by which substances can be accessed. Therefore, it is not so easy to distinguish substance from 
property, a point that may give a far more modern reading of Descartes’ theory of Mind (Clarke 2003, pp. 209-
222). 
  
31 This claim represents one of the many remarkable differences between Searle and Descartes, incidentally. 
 
32 An excellent discussion on the diverse implications of the use of Latin, its theoretical and ontological 
commitments, and how the reader has to be cautious and charitable when reading Descartes’ Meditations can be 
found in Clarke (2003, p. 182). In fact, though Descartes expressed the conclusion of the systematic doubt, in 
many ways, the most accurate translation of res cogitans is supposedly ‘a thinking thing’, rather than ‘a thing that 
thinks’. The difference is important. While the former alludes to a process that, besides constantly occurring in a 
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thing, defines it, which may lead to the misinterpretation that thinking excludes any sort of materiality as to its 
functioning and explanation, the latter refers to an activity that a thing carries out, and is abstractly described as 
pure thought at this level. This, however, does not rule out the possibility that thought is also explained by material 
factors, of which there is no knowledge yet. Accordingly, the last interpretation of res cogitans seems to be more 
attuned to Descartes’ philosophy and to the important distinction between how one describes and explains thought. 
Clarke particularly insists that Descartes, who engages in a close inspection of what thought is, does not entirely 
rule out the participation of corporeal entities at an explanatory level:  
 

[…]  In other words, despite the fact that I am suspending claims to know 
anything about bodies, and that I know nothing about myself except that I am a 
thinking thing, it may still be the case that my thinking is an operation that 
depends on something bodily. When challenged about this apparent 
inconsistency by Gassendi, Descartes replied as follows in a letter to Clerselier 
(12 January 1646): 

 
I said in one place that while the soul is in doubt about the existence 
of all material things, it knows itself praecise tantum —“in the strict 
sense only”—as an immaterial substance. And seven or eight lines 
further down I showed that by the words “in a strict sense only” I do 
not at all mean an entire exclusion or negation, but only an 
abstraction from material things. For I said that in spite of this we are 
not sure that there is nothing corporeal in the soul, even though we do 
not recognise anything corporeal in it. (Clarke 2003, p. 183) 

 
33 It is quite interesting that Descartes avoids defining thought, although his philosophy has always been 
characterised as rationalist. To him, thought is a primitive concept that cannot be defined by other more basic 
concepts (Clarke 2003, p. 186), which incidentally is connected with why there is only acquaintance of one’s 
thought by introspection. 
 
34 Nevertheless, Searle would never accept that one’s consciousness is an abstraction, as Descartes claims. Rather, 
the fact that one’s consciousness involves a first-person viewpoint that describes thought, does not mean such a 
viewpoint involves only an abstraction from things. As will be examined, Searle considers the mind a very 
particular mechanism, namely, one which is causal and produces a first-person viewpoint. 
 
35 Occasionally, it is hilarious how contemporary philosophers reprehend one another with personal attacks and the 
use of philosophical slogans. But when it comes to describing their philosophical conceptions, some reject the 
closest known philosophical name to their position. Dennett (1987 p. 334-35), for example, denies being a 
behaviourist, with the same passion Searle refuses all the ‘isms’ in philosophy and being a Cartesian. As I examine 
Searle’s alleged Cartesianism here, I will provisionally take Dennett’s philosophy as being behaviourist. In fact, 
his understanding of the irreplaceable role behaviour plays in sciences, even in psychology, when people attribute 
beliefs and desires, seems to indicate he holds a form of behaviourism which he calls cognitivism (For further 
details on this issue see Dennett 1987, pp. 15-35 and Dennett 1995a, pp. 323-326). This accusation will be 
analysed further in the next chapters. 
 
36 It is hard to grasp what Hauser has in mind by these remarks. The Chinese Room is precisely a thought 
experiment that refutes the claim that computers think solely by virtue of their (running) programs. As such, it need 
not exploit a typical situation, but one that matches the assumptions of computationalism, or the view that one’s 
mind is nothing more than a Turing machine and that all aspects of mental life are reducible to algorithms. 
 
37 For those who still believe the Chinese Room is pure Cartesianism it is also possible to contest that, while 
Descartes arrives at the experience of thought by doubting about corporeal things, experience and the existence of 
the world, and so after intricate philosophical arguments, Searle appeals to an experience which one has in daily 
life, namely, whether or not something is understood in a conversation. The difference is sharp and obvious: the 
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contexts from which Descartes’ certainty of thought and Searle’s understanding of language stem are utterly 
different, and indicate two different views of the mind and language. 
 
38 This point is crucial to understand how and why Dennett deals with consciousness as he does, namely, as an 
illusion, a problem that will be addressed in the fifth chapter. 
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PART II 
DEBUNKING INTELLIGENCE DUPLICATION ON THE 
BASIS OF PURE SYNTAX 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 135



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 136



 
 
 
 
 
 
 
Chapter 4 
The Trouble with Intentionality  
 

 

 

As analysed in the first part, traditional Artificial Intelligence, or strong AI, holds that 

intelligence is ultimately reducible to algorithms and thus, to the simple syntactical properties 

of programs. According to the current dominant paradigm, it is possible to endow computers 

with minds through the correct implementation of programs. In addition, most partisans of this 

view argue that the mind is nothing more than a syntactic processor and that emulating the 

program of brains is the key to achieving successful construction of intelligent machines. 

 Nonetheless, as analysed in the third chapter, Searle challenges this project by arguing 

that programs are purely syntactical, and that minds possess mental states with (semantic) 

content. Given the sharp difference between syntax and semantics, it follows that computers are 

not minds. Supporting the claim that syntax is neither constitutive of nor sufficient for 

semantics, and highlighting the conspicuous disparity between the syntactical properties of 

programs and the semantic properties of mental states, the Chinese Room raises a serious 

problem for strong AI as well as for those who overestimate the role of syntax and 

underestimate the role of intentionality and consciousness. Naturally, opponents of this thought 

experiment have made several objections, which Searle has always tried to meet by putting 

forward new variations on the Chinese Room.  

Interestingly, this exchange of arguments has also given birth to a sequel of 

philosophical accusations, among which the alleged Cartesianism of the Chinese Room is 

central. To evaluate this charge, I briefly compared Descartes’ and Searle’s theories of minds, 

suggesting that the Chinese Room is not a fully-fledged Cartesian thought experiment since, 
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among the many dissimilarities, there is a crucial disparity between the Cartesian certainty of 

thought, which arises from the context of hyperbolic doubt as an epistemic method that seeks 

for the foundation, the bedrock of all knowledge, and Searle’s notion of language 

understanding, which emerges from experiencing daily life communication (and the quale of 

understanding) and hence, from grasping the speech acts of natural language, with its public 

character.  

Nevertheless, the final verdict hinges upon the troublesome problem of intentionality 

and its connection with consciousness. In view of this issue, this chapter analyses whether 

intentionality is one of the factors that preclude the creation of authentic minds by the 

implementation of programs. To further this goal, I will provide a brief historical background of 

this phenomenon, explore some classical theories about the nature of intentional mental states 

and finally, examine in depth whether the Searlean conception is really committed to a form of 

Cartesianism. 

 

4.1 The origin of an acrimonious debate 

 

As mentioned before, mental states exhibit intentionality or aboutness, that is, they are about 

things, objects or properties. Suggesting there is a dearth of authentic understanding in 

programs, the Chinese Room is subserved by Searle’s view of intentionality, according to 

which mental content is a telltale sign of mind. But, why does Searle consider that intentionality 

indicates the existence of mental life? Interestingly enough, the problem of intentionality is 

bound to the characterisation of the nature of mind and thus, it is somehow related to Descartes’ 

understanding of thought. 

The French philosopher characterises the mental by means of negation, that is, by 

showing what mental states are not when compared to material stuff. This approach is not 

exempt from problems, however. A characterisation of the mental as lacking extension and 

spatial location faces at least two challenges. On the one hand, some physical phenomena 

appear to be non-spatial, like those related to our senses; on the other hand, a number of mental 

phenomena appear to be extended, like perception, which is an act of a bodily organ, and 

sensory appetites. Both perception and sensory appetites seem to exhibit location.  
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In an attempt to characterise the mental in a more unified way and to bring psychology 

to a more mature stage, the psychologist Franz Brentano discusses the peculiar meaning of 

terms like ‘physical’ and ‘mental phenomenon’, resuming the study of intentionality (Brentano 

2002), a phenomenon that had already been investigated in the Middle Ages. According to 

Brentano, it is more or less obvious that ideas acquired through sense perception or imagination 

exhibit a presentation, which is the core of every mental phenomenon. By presentation 

Brentano means not the thing that is presented, but rather the act by virtue of which the thing is 

presented.  

On the basis of this initial picture, he gives the following definition: “they [mental 

phenomena] are either presentations or they are based upon presentations”, in the sense that 

something is presented to one’s consciousness, even if the presented involves something varied, 

diversified, confused, a mere feeling or a desire (Brentano 2002, p. 480).  

However, what seems to be the mark of the mental, in Brentano’s view, is what had 

originally been identified by the scholastics as the intentional or mental in-existence of an 

object, that is, all mental phenomena refer to contents and are directed at an object, though such 

an object need not exist. This in-existence truly characterises any mental phenomena when 

compared to physical phenomena, since the latter are devoid of this peculiarity. Another 

important element of mental phenomena is how they are mostly perceived in inner 

consciousness. By comparison, physical phenomena are supposed to be captured by external 

perception. The difference is not trivial at all, since inner perception is, according to Brentano, 

immediate, infallible and self-evident, so whenever one speaks of mental phenomena, such 

claims entail some self-evident inner perception, a characteristic that somehow resembles 

Descartes’ cogito and his stress on introspection (I will analyse whether Searle’s view of 

intentionality coincides with Descartes in the last section of this chapter). In Brentano’s view, 

inner perception not only bears direct knowledge, but also constitutes the only kind of 

perception that is immediately evident, for consciousness directly apprehends the acts of 

presentation of mental states, which appear unified in experience1. 
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4.1.1 Chisholm’s precisions to Brentano’s initial depiction 

 

Brentano’s early characterisation of the intentional by the in-existence of an object, which 

involves some undeniable vagueness, induced Chisholm to seek further clarification (Chisholm 

1957). In particular, he argues that the phenomenon of intentionality has to be studied in 

relation to psychological attitudes such as desiring, hoping, believing, assuming, wishing, etc. 

Pinned down by the use of propositional clauses which follow those verbs, such attitudes 

contain objects in themselves, but these objects need not exist, and this is what the ‘in-existence 

of the object’ means. For example, ‘Lot looks for just men in Sodom’ (and there are none, 

except for himself), ‘Flor desires a caipirinha in an AA meeting’ (and only tea, coffee and stale 

biscuits are served), and ‘Flor believes she’d be much better off in the shade’ (and there are no 

parasols available for rent) need not imply the existence of what is sought, believed, or desired, 

respectively. Quite the opposite occurs with sentences that express physical or non 

psychological phenomena, since they cannot intentionally contain objects; instead, the objects 

mentioned must exist. In order for Lot to look at the destruction of Sodom, the city must exist; 

in order for Flor to reluctantly grab a cup of coffee, there must be a cup of coffee to be grabbed; 

in order for Flor to twirl a parasol there must exist a parasol to be twirled. In this sense, the sort 

of relation described in psychological statements (e.g. Flor fancies a caipirinha), if it can be 

called a relation between ‘terms’, is very special in the sense that the object to which one of the 

terms refers need not exist at all. Accordingly, in propositional attitudes one of the terms may or 

may not have reference2.  

In spite of these clarifications, Chisholm believes it is possible to establish an objective 

criterion to differentiate declarative from intentional sentences. In particular, his criterion points 

to the three marks of intentionality.  

In the first place, intentional sentences typically make use of a name or description in 

such a way that the sentence in question or its denial neither implies the existence nor the non-

existence of an object to which the name or description applies. For instance, ‘Lot looked for 

just men in Sodom’ is intentional because neither this sentence nor its contradiction (‘Lot didn’t 

look for just men in Sodom’) implies the existence or non-existence of just men in Sodom. 

Surely, this first mark of intentionality further clarifies what the inexistence of the object 

implies. 
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Secondly, intentional sentences contain typical verbs such as believe, desire, hope, 

fancy, wish, etc., all of which contain propositional clauses. Sentences expressing psychological 

attitudes, or their contradictories, do not imply that their clauses be true or false. Thus, ‘Flor 

believes she’d be much better off in the shade’ or ‘Flor believes she wouldn’t be much better 

off in the shade’ does not imply that it is true or false that she’d be much better off in the shade. 

Then, Chisholm’s addendum specifies how natural language reflects the intentionality of mental 

states in verbs of psychological attitudes, a feature of intentionality which Brentano merely 

alludes to (2002 p. 481), which will be addressed again in the present chapter. 

Thirdly, unlike declarative sentences, it is not possible to exchange co-referential 

expressions in intentional sentences. While ‘Flor’, ‘the lady that likes caipirinhas’, and ‘the lady 

that forgot her multicolour parasol at home’ have the same reference and thus, are exchangeable 

without altering the truth value of a declarative sentence that contains them (i.e. ‘The lady that 

forgot the multicolour parasol at home is the lady that likes caipirinhas’), it is not possible to do 

the same in a sentence expressing a psychological attitude. For example, if Flor likes 

caipirinhas, and the lad that rents the parasols knows she has forgotten her multicolour parasol 

at home, the lad cannot infer that the lady that likes caipirinhas is the lady that forgot the 

parasol, because he may not know this fortuitous identity. Therefore, co-referential expressions 

are not exchangeable in sentences of psychological attitudes, a constraint that exhibits their 

semantic opacity. 

Despite this more accurate characterisation of intentionality and how it is reflected in 

sentences of natural language, Chisholm describes several attempts to reduce this phenomenon 

as well as the mental, to non-psychological terms. A well known example is Ayer, who tries to 

reduce psychological terms to linguistic behaviour (Ayer 1947, p. 13). In particular, he tries to 

define ‘believes or thinks that x’ as dispositions of an agent who uses a symbol that designates 

x, a proposal that is controversial, since talking about the designated objects by such symbols is 

somewhat intentional too. An agent, for instance, may use x in the presence of an object when 

she believes such an object is an x. On the whole, the speakers of a language are only willing to 

use a symbol to designate an object when they think there is correspondence between the 

symbol and the object, which shows that it is not possible to reduce intentionality to 

dispositions so crudely. 
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A second attempt to show Brentano was wrong is by appealing to ‘sign behaviour’ or 

dealing with the intentional vocabulary expressed in sentences like ‘S perceives (takes) an 

object to be x or to have the property F’, thus entailing that there is a sign that signifies x to S or 

that x has the property F. This attempt however, which involves relying upon sign behaviour, 

has problems as well. One of them is that all the sentences that define sign behaviour tend to 

‘smuggle’ in intentional concepts. Another issue is that sign behaviour supposedly replaces the 

referent in virtue of the very similar effects that follow from sign and referent. But this is not 

obvious at all. For instance, those who believe that ‘bell’ will have the same effects as food, 

need to respond why the dog doesn’t eat the bell. These difficulties, as well as those associated 

with substitute stimulus (Chisholm 1957, p. 488), make the use of sign behaviour infertile. 

A third way consists in trying to reduce verbs of psychological attitudes. For instance, ‘S 

expects that’ can be reduced to non-intentional terms, or to states of affairs that either fulfil or 

disrupt expectancy. If Flor expects to drink a caipirinha, there are states of affairs that fulfil her 

expectation and many that disrupt it. Moreover, it is possible to take ‘fulfil’ and ‘disrupt’ as 

reinforcement and shock, respectively. Nevertheless, those who favour this characterisation 

face other difficulties, since in human behaviour the fulfilment and disruption of expectations 

must be caused by things that qualify as the expected things (by what is expected, or the 

intentional object), and when the disruption or satisfaction of expectancy does not occur in the 

manner expected3, accommodating such events to the definition requires the reintroduction of 

intentional vocabulary. For instance, ‘Flor expects to drink a dry caipirinha at noon’ may be 

translated into ‘Flor is in a bodily state which would be fulfilled if she drank a dry caipirinha at 

noon, and would not be fulfilled if she didn’t drink a dry caipirinha at noon.’ Nevertheless, 

what would occur if she drank a very dry caipirinha at noon and took it to be too sweet? In this 

situation the disruption or satisfaction would not occur in the manner established by the 

definition, and accommodating the disruption or satisfaction to the definition would require the 

reintroduction of intentional terms (e.g. she believes that a dry caipirinha has only one table 

spoon of icing sugar, two ice cubes and one lime). Even the introduction of ‘perceive’ is 

problematic, as Chisholm also explains, because it also requires the reintroduction of intentional 

vocabulary to specify qualifications that cause disruption or fulfilment (1957, p. 489).  
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4.1.2 Is a purely externalist characterisation possible? 

 

The difficulties associated with the reduction of intentionality have not discouraged 

philosophers from finding other solutions. Among other philosophers4, Dretske (1994), for 

example, contends to discover the recipe for thought, emphasising that it is possible to 

characterise intentionality from an externalist point of view. In this section I cover the thrust of 

his theory, and identify some crucial problems it faces. 

It is usually said that one cannot have chocolate as an ingredient in a recipe for making 

chocolate; by the same token, one cannot have propositional attitudes among the ingredients for 

understanding what the mind is. However, Dretske disagrees with this philosophical bias, since 

there is nothing wrong in listing copper wire in a recipe for building an amplifier, although 

copper wires amplify electricity (and one may ignore this). Something analogous happens with 

a recipe for thought including intentional ingredients, an idea that Drestke emphasises as 

follows: 

 

The same is true for mental recipes. As long as there is no mystery 

—at least not the same mystery— about how the parts work as 

how the whole is supposed to work, it is perfectly acceptable to use 

intentional ingredients in a recipe for thought, purpose, and 

intelligence. What we are trying to understand, after all, is not 

intentionality, per se, but the mind (Dretske 1994, p. 492, emphasis 

in original) 

 

In view of this ambitious project, which turns out to be quite contentious in the end according to 

my examination, he first concentrates on Chisholm’s third mark of intentionality, to wit, the 

impossibility of exchanging co-referential expressions in intensional contexts (note the ‘s’) 

owing to the fact that objects in such contexts are presented under certain aspects and not 

others.  

In relation to this aspectual shape of intentionality, which is closely related to Frege’s 

sense, Dretske gives an example to show intentionality is not a biological phenomenon, but 

omnipresent in nature5. A compass, for instance, indicates where the North Pole is, which 
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however doesn’t entail that this device also indicates the whereabouts of polar bears. The 

intentionality of the compass boils down to being a reliable indicator of the North Pole, which 

does not depend on us or our knowledge. Like any other instrument that measures and indicates 

something, a compass is supposed to carry information and create an intensional context in the 

same fashion as a person believes or knows something under one aspectual shape and not 

another. For knowing and believing that the North Pole is in that direction does not imply 

knowing the habitat of polar bears, notwithstanding that most polar bears live in the North Pole.  

Surely, Dretske’s claim is very controversial in light of what relevant extra things are 

said to be involved in believing the direction of the North Pole. For example, the compass 

allegedly believes the direction of the North Pole because the needle indicates so. But, does this 

mean that the compass really has a belief and, moreover, the very same thought of someone 

who believes that the North Pole is in that direction? It is commonly said that a piece of 

information is meaningful only if other things are also believed. For this reason, it is also 

claimed that a belief forms part of a Network of other intentional states, which incidentally 

makes possible the explanation of behaviour by the attribution of mental states (e.g. that give 

reasons for action). In the case of a compass, its indication of the North Pole is the product of a 

pointer or needle, which points in a very specific direction. Its indication or deictic gesture, so 

to speak, seems blatant, but on close examination it is not evident that this gives rise to a belief, 

since it is far-fetched to have the belief ‘The North Pole is in that direction’ without having 

other associated beliefs (e.g. beliefs that contain ‘North’, ‘there’, ‘in that direction’ and perhaps 

many more)6. 

 Even so, Dretske maintains that the talk about the intentionality of a compass is not a 

figure of speech. Its intentionality does not depend on one’s knowledge or attitudes, but on its 

very particular ability to reliably indicate the position of the North Pole. Hence, the 

intentionality of this artefact is not borrowed, but intrinsic in that it is not derived from people’s 

explanatory purposes, attitudes or knowledge7. Now if artefacts possess this minimal sense of 

intentionality, it appears that there is no need to naturalise intentionality, since, according to 

Dretske, it is a physical phenomenon through and through.  

In fact, intentionality understood in this sense is a pervasive feature of the natural world 

and exists wherever one comes across tree rings, dark clouds, smoke, lightning and any natural 

condition that reveals8 how the rest of the world is constituted (Dretske 1994, p. 493). 
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Intentionality, in this sense, should not be a problem when building a mind, since intentional 

systems can be bought for little money in hardware stores and can be included in a recipe for 

thought. The real problem arises when building a system capable of exhibiting the sort of 

intentionality typical of thought, which Chisholm labels as the first mark of intentionality: the 

power to misrepresent, or to say so and so when it is not the case. 

As meaning and content, in common with rationality and intelligence, are independent 

of the truth of what one thinks on Dretske’s account, a system capable of thought must be able 

to misrepresent, and this undoubtedly requires a special recipe. The power of misrepresenting is 

associated with the ability of thoughts to mean something detached from their causes9 (for 

example, when one sees Tinkerbell in the dark —i.e. Paris Hilton’s Chihuahua— and believes it 

is a cat), in the sense that what one thinks does not require truth. And here artefacts are of no 

help at all, as their informative powers do not entail misrepresenting powers, which is reflected 

by the fact that the level of mercury of a thermometer, for instance, always varies lawfully. 

Since artefacts depend upon the purposes and attitudes of the designers (and users) to do their 

jobs, such devices don’t do them only when they fail to represent (e.g. they go crazy or break 

down). Thus, artefacts are no candidates in a recipe for thought, because their informative 

powers make them always ‘tell the truth’. However, as functions can be detached from 

functioning, users can assign new jobs to instruments, and this new element allows for a re-

examination of the incapacity of artefacts to figure in the recipe. 

In particular, the problem with misrepresenting can be overcome through an information 

carrying element that acquires the power to misrepresent and carry information independently 

of the knowledge of users. Instead of building an artefact to fool users, a thing can be built to 

acquire the function to fool itself. But to this end, parts of the thing should acquire, by virtue of 

certain processes, an information-carrying function, and there are only two sources for 

acquiring such representational powers: phylogenetic and ontogenetic sources. Lungs and 

livers, for instance, perform their natural functions independently of one’s knowledge; as such, 

their functions must come from their selectional history. Similarly, the senses tell animals about 

food, mates, and predators by forming representations of the environment. But, interestingly, 

some animals are also able to do something, for example, A in conditions C, although they lack 

an inherited element that indicates C, thus informing them that A must be done. In such cases, 

nature has not provided the organism with a system that triggers A given C; as such, the animal 
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or its offspring if they are to survive, must pick up information about the occurrence of C, and 

learn to do A (they have to acquire what Dretske calls the natural function). To this end, control 

circuits have to be reconfigured so that the animal includes an internal sign entailing C, in order 

to modify its behaviour. In short, this is the ontogenetic source Dretske has been looking for. 

However, he warns, if a system is to get the function in this way, it has to do it on its 

own and no one can endow the system with that function (evolution has endowed systems with 

natural functions). Since they are provided through evolution and learning, building a mind in a 

laboratory is significantly jeopardised. Despite certain complications related to Fodor’s 

disjunction problem, the details of which I will not expound here for the sake of brevity and 

clarity, Dretske comes up with the following modest recipe for (proto) thought: take a system 

which has a need for information about F, and whose well being and survival depends on doing 

A in conditions F. Make sure the system has a way of detecting the presence of F through an 

internal element that indicates F’s presence. Add a natural process to the system so that the 

internal element that detects the presence of F acquires the function of carrying the information 

about F. It is worth mentioning that adding that function does not arise ex nihilo, so to speak. 

Quite the contrary, systems must be able to reorganise their circuitry to coordinate their 

behaviour through the detection of F and the acquiring of the process by which F is represented, 

so one has to wait for the system to acquire this function (just like one has to wait for dough to 

rise when making pizzas). Only then has the process of learning taken place, and thus it is 

possible to say that the system has learned, or that it has a proto thought.  

But, there are other crucial requirements that have to be fulfilled in making a system 

capable of thinking (like us); for representations must do what real thoughts do, that is, they 

have to be internal representations directly involved in reasoning and inference. A 

representation in isolation does not yet count as a thought, for it has no use from the perspective 

of reasoning and purposeful behaviour. In contrast, thoughts figure in reasoning and explain 

purposeful behaviour when they get combined with beliefs and desires to cause such behaviour 

(more about this below). A thought, in short, has to look and behave like a thought. For this 

reason, a representation of biscuit, for instance, has to explain, in conjunction with biscuit 

directed desires, biscuit associated behaviour. Representations arising from phylogenetic 

sources —those that stem from behavioural reflexes— look like thoughts by virtue of their 

representational content (e.g. smelling pepper and sneezing), but do not behave like them, 
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because these representations are continuous with one’s reflexes and, thus, are not associated 

with other thoughts (beliefs and desires) which might produce purposeful rational behaviour, by 

contrast with representations considered ontogenetic, or stemmed from learning. An intentional 

system capably of having thoughts in the last sense, turns out to be intelligent and rational, if it 

has acquired the way to have an internal representation of F by a process, which in the presence 

of F, finally makes the organism do A as a very reasonable response to F, because A 

contributes to the survival of the organism. This in turn avoids defining rationality constraints 

in a theory of content, because rationality is only a product of how thoughts emerge and are 

combined to cause rational purposeful behaviour.  

I have thus considered Dretske’s recipe for thought with all its complications and 

implications, and although his view compellingly suggests that intentionality is a natural 

phenomenon, it offers controversial ideas and at least two important problems crop up. 

On the one hand, intentional mental states seem to be accompanied by and are 

associated with other mental states (all of which appear in semantic networks). Dretke’s 

distinction between representation and thought enables artefacts to have representations (or 

proto thoughts); but do such representations really count as information? On this score, there 

seems to exist continuity between information (content) and the conditions known by the 

systems that authentically evince intentionality (or qualifications, as characterised by 

Chisholm), which ultimately provide systems with reasons for action. It seems to me that the 

term ‘proto’ of proto thought only describes the problem, but provides no answer here. 

On the other hand, the informative character of certain intentional states seems to be 

bound to the intensional semantic dimension of beliefs (as thoughts). This point is not entirely 

clear in Dretke’s account. Artefacts appear to have minimal intentionality, since they have 

(informative) representational contents, but seem to completely ignore the different modes of 

presentation of objects related to such contents. Moreover, extra relevant elements are required 

to characterise what is informative to a system (in fact, his example about polar bears is 

precisely misleading in this regard, since believing the North Pole is there seems to require 

knowing other relevant things, not merely the habitat of polar bears). As suggested above, if 

different modes of presentation of objects bear different thoughts, by which one acquires 

information, how informative is Dretke’s notion of indication and his minimal sense of 

intentionality? Put differently, what is the status of proto thoughts from an informative 
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viewpoint? To my mind, the claim that artefacts have informational powers (of indicating) 

simply begs the question, because it assumes what needs to be proved, namely, that intentional 

systems need not know what indications stand for (the wink example precisely illustrates this 

problem).  

It is possible to assert then that a characterisation of content in terms of information not 

known by agents conflicts with common sense intuitions about content. Agents seem to know 

when intentional states such as beliefs and desires are true and satisfied, because intentionality 

and mental content involve presentations, the acquaintance of agents with objects and events 

and, apparently, a phenomenological component. All these elements, which are of difficult 

characterisation in pure causal informational terms, reflect how content, known by agents and 

couched in semantic networks, truly gives intentional systems reasons for action. 

These problems, which do not seem to be easily alleviated by an externalist 

characterisation of intentionality, also raise philosophical issues related to the Chinese Room 

and its attack on computationalism: do thoughts really exist like houses, trees, and other things 

in the world? What if intentionality were only a philosophical ingenious invention? Finally, 

why do we need intentionality to account for intelligent behaviour? Dennett, a well known 

opponent of Searle’s thought experiment, offers an interesting alternative view to intentionality, 

emphasising how this phenomenon cannot be dissociated from the success of an explanatory 

strategy.  

 

4.1.3 Dennett’s intentional stance and its alleged privileged status 

 

Admittedly, intentionality is a perplexing phenomenon with an intricate nature. In Dennett’s 

view, the complexity of belief is reflected by how different disciplines engage in belief 

attribution. When elucidating exotic, absurd, or religious beliefs the social sciences generally 

resort to phenomenology and to cultural relativism. But, in more straightforward cases, 

scientific disciplines attribute beliefs in a stricter way, encouraging one to assume it is possible 

to confirm their existence in a person’s ‘head’. Thus, there appears to be something perfectly 

objective when an agent has a belief, i.e., she has a mental state caused by neural events, which 

implies that it is possible to know what a person believes, if sufficient physiological psychology 

is also known. For example, provided one immediately gained such knowledge and were 
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perfectly acquainted with the correlation between Flor’s brain and her mind, one would know 

that she believes caipirinhas are terrific. Remarkably, this would occur even if she were unable 

to speak a word, or if she had never said anything about her drinking habits. In reality, however, 

it is very hard to determine the existence of a thought like the one in Flor’s head, because 

identifying thoughts requires a good deal of knowledge of the relation between physiological 

and psychological laws. As a rule, fantasy does not become reality, so people employ methods 

at first hand, which is precisely the place where Dennett puts his money. 

 Surely, the objective and subjective approaches to belief reveal two opposing views on 

its nature. Whereas the physiological approach is committed to a form of realism insofar as it 

holds that having a belief is like having influenza and thus, is an objective fact that does not 

depend on our knowledge or attitudes, the interpretationist approach holds that having a belief 

is a matter of interpretation akin to determining whether someone can be said to be a good 

cook, charitable, or a talented snooker player. Surprisingly, Dennett’s account of intentionality 

rescues elements from both views in his claims that, even though the existence of a belief is a 

perfectly objective phenomenon, one can discern the existence of beliefs and other intentional 

states by employing a predictive strategy. In relation to whether or not intentional states really 

exist, he specifically asserts that:  

 

[…] While belief is a perfectly objective phenomenon (that 

apparently makes me a realist), it can be discerned only from the 

point of view of one who adopts a certain predictive strategy, and 

its existence can be confirmed only by an assessment of the 

success of that strategy (that apparently makes me an 

interpretationist) (Dennett 1981, p. 557, emphasis in original). 

 

It has to be carefully noted that the aforementioned strategy is a means to predict behaviour by 

the attribution of beliefs, desires and other mental states, which are clustered under the label of 

intentionality. In particular, the method works by treating people as rational agents, that is, by 

ascertaining the intentional states involved in their actions. Furthermore, any agent or system 

with whom the method works well counts as a true believer, and as such humans, animals, 

aliens, robots, etc. fall into this category. 
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 Nevertheless, the intentional stance, the most famous strategy coined by Dennett, is 

preceded by two additional less sophisticated stances that help predict the behaviour of systems 

which do not require the ascription of intentional states. Such strategies work perfectly well 

with a large number of objects that need not be treated as rational agents. For example, in order 

to determine the behaviour of a physical system, it is utterly redundant to attribute reasons and 

purposes; rather, one has to analyse its material constitution, which may even include the 

examination of the micro physical level to anticipate its behaviour. Called the physical stance, 

this strategy suffices, for instance, to predict the behaviour of ethyl alcohol after a chemist 

places a flask containing 100 ml. in a freezer at –118o C —the liquid will solidify; or what will 

happen with a glass of lemon juice after being exposed to air —the juice will oxidise. But, what 

about objects, the behaviour of which cannot be explained by means of their messy physical 

constitution?  

A large number of objects have a certain design, and this salient feature will enable one 

to predict their future behaviour. This strategy, which Dennett calls the design stance, works by 

virtue of the fact that such objects have been designed to behave in a particular way under the 

appropriate circumstances. Clocks, carburettors, electric toasters, computers, etc. can be 

explained in terms of their design and function; hence, the material out of which they have been 

built plays no essential role. For instance, an alarm clock will behave similarly if its spring is 

wound, is electric, or works with atomic energy, since its alarm will sound when it is set to 

sound. Understandably, Dennett agrees here with Dretske in that both think that designed 

objects and natural things (e.g. livers, pistils, eye lids, etc.) behave in a way that can be 

anticipated by a strategy. Although animals, plants, organs and manufactured objects are all 

physical, they behave in line with their design, so in such cases there is a primacy of design 

over physics. 

 But, as mentioned above, there are many occasions when neither the physical nor the 

design stance work well, and then the intentional stance comes in handy. In fact, the latter is 

required to accurately predict the behaviour of a true believer, which according to Dennett, for 

intentional systems, unlike purely physical or designed systems, constantly make use of beliefs 

and desires to satisfy their needs. In view of such goals, the intentional strategy projects 

intentional states onto those systems, with a criterion that rigorously rules belief attribution by 

this maxim: only ascribe those intentional states that match the preferences, goals and interests 
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of intentional systems. In other words, the correct attributed beliefs and desires are those mental 

states that are necessary to satisfy the basic needs of a system such as food, survival, 

procreation, etc. (Dennett and Dretske seem to agree about this). 

 The fact that the attribution of beliefs is constrained by the goals and needs of a system 

importantly shows how beliefs and desires are tied up, since belief attribution interacts with 

desire attribution. Save for strange beliefs, which turn out to be plainly false or absurd and 

hence have bizarre sensorial histories (e.g. misperception, hallucination, memory deterioration, 

etc.), systems usually believe those things that are relevant to achieve their goals, and natural 

language is an instance where desire attribution best exhibits its tie with beliefs. If Flor sits at 

the bar and politely asks for a dry caipirinha with gold cachaça, guacamole and cheese nachos, 

she makes this order because she believes gold cachaça is good for cutting her alcohol intake, 

the day is sunny, and avocados are good for her skin10. The bartender, on the other hand, will 

understand and satisfy such a special order provided that Flor is able to put it into words, which 

in turn renders how social forces interplay with someone’s mind, and how language allows 

people to express very specific desires. By and large, one is not only compelled to express one’s 

desires clearly, but also to give precise information about them (which, again, involves giving 

reasons for action). The bartender might ask, for example, would you like to have a dry 

caipirinha, with a spoon of icing sugar, two crushed ice cubes and spicy guacamole, as usual? 

 An important point that Dennett clarifies is what he understands by rationality. 

Rationality involves general consistency or sufficient rationality from the viewpoint of the 

interpreter between the intentional system’s beliefs and some practical consequences inferred 

from them, especially when it comes to predicting the system’s behaviour. Such behaviour has 

to make sense from the viewpoint of the interpreter, which means the system ideally ought to 

not hold two contradictory beliefs. But, systems may eventually hold two contradictory beliefs 

or interpretation may fall short of enough resources for inference, which may complicate but 

not impede interpretation, since, again, only sufficient rather than perfect rationality needs to be 

attributed. When characterising how the intentional stance works so well, Dennett remarks that:  

 

There may someday be other strategies for attributing belief and 

desire and for predicting behaviour, but this is the only one we all 

know now […] Our use of the intentional strategy is so habitual 
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and effortless that the role it plays in shaping our expectations 

about people is easily overlooked. The strategy also works on most 

other mammals most of the time […]  It also works on some 

artefacts: the chess playing computer will not take your knight 

because it knows that there is a line of ensuing play that would lead 

to loosing its rook, and it does not want that to happen. (Dennett 

1981 p. 560, my emphasis) 

 

Indeed this story sounds pretty familiar, and it is not surprising why Dennett so fiercely 

criticises the Chinese Room and sympathises with the Systems and the Robot Replies. Given 

his intentional stance, it is perfectly valid to attribute beliefs and desires not only to computer 

programs but also to thermostats, compasses, toasters, vending machines, robots, and even to 

the Chinese Room, since the predictive power of the intentional stance permits anticipating the 

behaviour of all these objects. And that is what counts for Dennett at the end of the day. Only 

predictive power is what matters from the point of view of external observers, so one can treat 

the Chinese Room as a true believer inasmuch as a number of beliefs and desires can be 

attributed to it. Incidentally, this may explain why the answers provided by the Chinese Room 

are assessed as sufficiently sensible by the Chinese interrogators; the latter simply apply the 

intentional stance, Dennett would say, and assume that such a room has beliefs and desires in 

line with some general needs (for instance, the need for communication).  

But, isn’t all this enormously liberal? What if one attributed intentional states to the 

stools on which the Chinese interrogators are patiently waiting for Searle’s answers, or to the 

lightning conductor on the roof of the house? The stools may want to remain out of the room, 

and the lightning conductor may even desire storms to catch lightning, after all. Dennett replies 

to this objection by insisting that the intentional stance is not necessary here, because even if 

one ascribed beliefs and desires to such objects, those attributions would not make any 

difference in relation to their behaviour. Yet again Dennett wagers on the connection between 

intentional states and behaviour, a relation that purportedly confers abundant predictive power, 

which, nonetheless, is constrained as follows: if the attributions are inappropriate or make no 

difference as to the states of affairs, one is not in the presence of an authentic intentional system 

and, hence, has to explain the system in terms of another stance. 
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 However, those slogans will not do if one accurately characterises what it is like to have 

mental life. It is thus high time that I took the bull by the horns and fleshed out the ambiguity in 

Dennett’s view of intentionality, which insists on a triviality, i.e., that one commonly attributes 

beliefs and desires to make sense of the behaviour of people and animals, thus concealing an 

unjustifiably admired scepticism about the internal feature of intentionality and of what it is like 

to have intentional mental states11. In this regard, Dennett shares a central idea with 

behaviourism insofar as what matters is how one predicts behaviour, and that happens 

whenever one avails of the intentional stance. 

This fishy move, which yet regards beliefs and desires as objective phenomena (viz. 

behavioural patterns) that can only be discerned by the intentional stance, serves a double 

purpose. On the one hand, it favours the viewpoint of external observers, in an attempt to 

circumvent all the annoying philosophical problems associated with introspection, which makes 

his account appear more scientific. But, on the other hand, it includes many objects whose 

alleged mental life is utterly questionable because the intentional stance apparently works on 

them, a position that undoubtedly aims to vindicate strong AI.  

Strictly speaking, it is trivial that we should use something like the intentional stance in 

daily life, but it is not so obvious that one can assume, on the basis of the predictive success of 

such a strategy, the existence of mental states in objects that do not seem to have any mind. 

Otherwise, it would be evident that the Chinese Room has beliefs, desires and other intentional 

states. In view of the well-defined operation which Searle’s thought experiment describes, it is 

clear that the Chinese Room has no authentic mental states, and there is thus no use in saying 

that Searle’s counterexample relies upon an abnormal situation because the purpose of the 

whole thought experiment precisely consists in showing how easily and hastily one supposes 

the existence of mental states, when there aren’t any.  

Dennett’s account conflates the possibility of mental life and certainty, in the guise of 

explanatory power. The purported privileged status of his intentional stance, which is bound to 

evaluating the existence of mental states only from an interpretative third-person viewpoint (the 

only known method…), is insufficient for proving that a system has the right causal powers to 

produce beliefs and desires, since the adoption of the stance only entails that a system appears 

as if it has a mind. The fact that the intentional stance works on agents only suggests that 

possibility, but does not prove it. Why doesn’t it count as necessary for the existence of mental 
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life? I believe that here one can precisely apply Dennett’s own appeal to predictive power to his 

extreme liberalism. It is utterly unnecessary to explain the behaviour of thermostats, compasses, 

carburettors and so forth by belief and desire attribution. The design stance should be sufficient, 

because it is not necessary for the interpreter to attribute reasons to act to those artefacts.  

Another point that Dennett neglects is that behaviour is contingent in relation to having 

mental states. An organism may be conscious without any behaviour, as in cases of patients 

with Guillain-Barré syndrome. Patients who suffer from this neurological disease are fully 

conscious but look totally unconscious, and behave like unconscious people from the 

interpretative third-person viewpoint. What is crucial, as a result, is not behaviour as a sign of 

mental life, but some underlying cause that explains mental states and produces intelligent 

purposeful behaviour12.   

All things considered, Dennett’s conception of intentionality does not succeed in 

overcoming the problems of Dretske’s account, since both do not address how agents, while 

having intentional mental states, know relevant things about their existence (viz. conditions of 

satisfaction), a vexing problem which interestingly suggests that the first-person viewpoint 

plays a central role in intentionality. In what follows I precisely evaluate Searle’s account and 

how it provides a stricter criterion for determining the existence of intentional states and minds. 

His account is not exempt from problems, however. One such problem is its alleged 

Cartesianism and the difficulties associated with the justification of animal intentionality, two 

problems I will tackle in the next sections. 

 

4.2 Searle’s account: getting through between Scylla and Charybdis 

 

In the third chapter I analysed the Chinese Room as well as a number of objections to this 

thought experiment. Likewise, I pondered its pros and cons, and considered whether this 

Gedankenexperiment could be regarded as pure Cartesian paraphernalia. Although I exhibited 

several elements which suggested that the Chinese Room is not Cartesian, the definitive answer 

has been pending. As stated above, a thorough analysis of the Searlean conception of 

intentionality is required in order to evaluate whether or not it holds a form of Cartesianism ‘on 

the sly’.  
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The origin of the discussion on intentionality and the revision of alternative theories 

such as Dretske’s or Dennett’s, indicate that Searle’s account faces two important risks if it is to 

be acquitted of being Cartesian. On the one hand, he has to stay away from extreme chauvinism 

by offering sufficient evidence to deny intentionality is bound to human language. On the other 

hand, he additionally has to show why, unlike overly liberal accounts, it adequately deals with 

intentionality as a phenomenon that characterises the mental. That is, Searle has to explain why 

his theory is able to avoid being Cartesian, and address animal intentionality without including 

entities and artefacts that possess no mental life. By analysing only the elements of his account 

relevant to these issues, I will judge whether or not he is able to manoeuvre between extreme 

chauvinism and excessive liberalism, that is, between Scylla and Charybdis.  

 

4.2.1 Intentional language or minds?  

 

Searle has analysed the problem of intentionality on several occasions. He devoted an entire 

book to the issue (Searle 1983a), and has ever since provided further explanation, addenda and 

clarifications elsewhere (Searle 1984, 1989, 1990, 1992a, 1992b, and 2004). In all these 

opportunities he has concentrated upon a central feature of intentionality: its directedness, 

which is associated with how mental states are about things, and represent properties and states 

of affairs (as briefly expounded before). 

A salient feature of natural language is precisely its intentionality. The general 

consensus is that natural language is intentional because words and sentences have the ability to 

represent objects and states of affairs. But, how is it possible that, for instance, words written on 

a paper, which are only signs and marks of ink, have the ability to represent? Consider, for 

example, the following written note from Flor to Vadinho, her boyfriend, concerning the 

celebration of their anniversary: 

 
Dear Vadinho,  

 
The town is packed with tourists. I hope you’ll be able to find a parking 
place. By the way, I want you to dress smart for tonight. 

       I love you, 
Flor 
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If one asked Flor what her message is about, she would reply that it concerns the celebration of 

their anniversary. If requested to be a little more specific, she would additionally say that she 

hopes Vadinho will find a parking place this evening, and that she wants Vadinho to dress 

smart for dinner. Finally, she would admit she doesn’t want Vadinho to forget their anniversary 

again. However, what is interesting about this note is that those ink marks expose something far 

more basic than the suggestions, requests, statements, etc. The written words reveal Flor’s 

mental states about the anniversary, which comprise beliefs, desires, hopes, and, last but not 

least, fears.  

Sentences, like ink marks, are physical objects, but capable of representing. In Searle’s 

view, the ability of words and sentences to represent is not intrinsic, but derived from the power 

of mind13 to relate the organism to reality. As such, in the example above, the sentences 

expressed by Flor are about things, objects and states of affairs, but their representative power 

does not arise from the linguistic expressions, but rather from Flor’s mental states. If one asked 

Flor to elaborate more on her beliefs, hopes, fears, and desires about the celebration, she would 

probably say this: ‘Well, I believe this celebration has to be great. That is why I want Vadinho 

to dress casual and neat. I hope Vadinho finds a parking place because he easily gets grumpy 

when he has to drive too long looking for one. Last but not least, I fear he has forgotten our 

anniversary again. His memory is like a sieve’. It is very interesting that the letter above has 

what is commonly known as a certain tenor, an element reminiscent of the mood of 

consciousness, which again indicates the close connection between language and mind. This is 

additionally reflected by the fact that all the speech acts in the letter expose Flor’s intentional 

mental states, providing reasons for past, present or future behaviour. Thus, her desire is about 

Vadinho dressing elegant, her hope is about Vadinho finding a parking place, and her fear is 

about Vadinho who may neglect the celebration of the anniversary again. 

But, how is it possible to know that the intentionality of language is derived from and 

explained by the intentionality of mind? When explaining intentionality, the description of the 

causal process does not involve an infinite regress. The intentionality of language is derived 

from the aboutness of certain mental states, which are directed at things. A telltale sign of this is 

that agents make use of sentences to ask or state something (like Flor, who wrote the note to 

remind Vadinho of the celebration, find a parking place, dress smart, etc.). By contrast, agents 

do not use beliefs or desires, but have such intentional mental states, a fact that is reflected 
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through natural language. Therefore, sentences, which are structures formed by grammatical 

rules, possess representation capacities imposed on them by agents14.  

Now, Searle makes a number of clarifications as to the nature of intentional states which 

are worth taking into account to prevent misinterpretations (Searle 1983a, pp. 1-4). 

In the first place, in spite of what is frequently assumed, not all mental states are 

intentional. There are mental states such as forms of anxiety, elation, and nervousness, among 

others, which unlike beliefs, desires, hopes, etc., are not directed at anything. For example, 

people who suffer from depression, when asked why they are anxious, are unable to state any 

concrete object, since a feature of some forms of anxiety is precisely their vagueness. Someone 

may counter that such people are anxious about a situation which they can’t specify, but still 

this doesn’t mean such a situation is like a mental presentation, since there is no clear mental 

object that is presented with anxiety. Be that as it may, anxiety, qua experience, seems to 

constitute a pathological condition for being vague and, generally, unmotivated (in cases of 

organic depressions, for instance). 

Secondly, consciousness and intentionality are not identical, albeit they frequently 

overlap. Several conscious states are not intentional. Some forms of euphoria have no clear 

intentionality and yet one is conscious of them. Also, other intentional mental states remain 

non-conscious until one thinks about them. For example, Flor’s belief ‘caipirinha is better than 

pisco sour’ exists in her mind when she is asleep or even if she has never thought of that 

comparison. In addition, Searle notes that a conscious experience of (e.g. anxiety) does not have 

the same sense as the ‘of’ of intentionality, because anxiety and the experience of anxiety are 

the same. By comparison, a fear or a desire of something and the objects at which they are 

directed are not identical. For example, a phobia about spiders involves an associated 

experience, but such an experience is not identical with spiders. Hence, conscious states and 

intentional states occasionally overlap, but they are not identical.  

Thirdly, intending and intentions have no special status, and are only one form of 

intentionality. Intending to do something is a form of intentionality, besides fearing, hoping, 

believing, and many more. Moreover, while intending can be regarded as willingness to act, 

believing, fearing, desiring, hoping, etc., are states of mind. No one would say, ‘Flor is 

believing Vadinho is forgetful’, but ‘Flor believes that Vadinho is forgetful15, which means she 

has that particular mental state. 
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An important issue Searle also deals with is how to elucidate, without the use of 

metaphors (i.e. directedness or aboutness), the fact that intentional states have intentional 

objects, which incidentally need not exist (e.g. Flor fears the bogeyman). Intentional states, in 

common with speech acts, represent things and states of affairs. Statements represent truth 

conditions, in the same sense that promises and orders represent conditions of fulfilment, and 

orders represent conditions of obedience16.  

Speech acts, like intentional mental states separate illocutionary force and content. 

Stating, suggesting and ordering that ‘it is crucial Flor talk with Vadinho’ certainly have 

different illocutionary force (which means they involve different purposes and presuppositions), 

although they share the same content, namely, ‘It is crucial Flor talk with Vadinho’. Similarly, 

the desire, fear, hope, or belief that it is sunny distinguishes between the psychological mode, 

which is expressed by the verbs associated with those intentional states, and the representational 

or intentional content17. Searle introduces the terms ‘direction of fit’ and ‘conditions of 

satisfaction’ to explain what representational content is and the relation between intentional 

states and objects and states of affairs. 

 

4.2.2 Direction of fit and conditions of satisfaction 

 

In common with speech acts, intentional mental states have a direction of fit. A large number of 

speech acts, such as statements, descriptions and assertions match or do not match an 

independently existing world and, for this reason, are either true or false. Others, such as orders, 

commands, promises, vows, etc., bring about changes in the world. If such is the case, then the 

world and the content of the speech act correspond, but this does not mean that orders, 

commands, promises, etc. are true or false; instead, things are obeyed, fulfilled, words are kept, 

and so forth. The former group, which comprises assertives, has a word-to-world direction of 

fit, while the latter group, which encompasses commissives and directives18, has a world-to-

word direction of fit. It is important to note that when an assertion fails to be true, it is faulty, 

not the world, and when an order is not executed, the fault lies in the world, so to speak, since 

those who should have followed it did not. The very same distinctions follow for intentional 

mental states, because false beliefs and descriptions fail to match the world. Conversely, the 

existence of unsatisfied desires means the world has not come to a state in which those states 

 158



are fulfilled. Thus, intentional mental states have either mind-to-world direction of fit or world-

to-mind direction19.  

Another point of connection between speech acts and intentional states is how the 

performance of the former is based upon the existence of the latter, which Searle calls the 

sincerity condition. When Flor states that P, for instance, that she likes caipirinhas, she declares 

her belief that P. Likewise, whenever Vadinho avows to be faithful to her, he states his 

intention to be faithful. It would be rather odd for Flor to say ‘I love you Vadinho’ and not 

believe she loves Vadinho, or that Vadinho should say ‘a Leffe, please’ when he truly fancied a 

Brahma. Even so, it is logically odd but not impossible to perform a speech act that means P 

when one has an intentional state that is not P (e.g. liars and actors make use of this resource 

very often). However, these are exceptions; mendaciousness and the world of fiction employ 

pretended speech acts and pretended assertives, and this feature precisely breaks the 

commitment of word-to-world direction of fit, which is usually respected in normal 

statements20. 

More importantly, the direction of fit of speech acts and mental states indicates a 

remarkable characteristic of both: the existence of conditions of satisfaction or success. In 

relation to speech acts, their satisfaction involves the correspondence between an illocutionary 

act and reality, depending on the direction of fit. In particular, Searle remarks that: 

 

[…] for every speech act that has a direction of fit the speech act 

will be satisfied if and only if the expressed psychological state is 

satisfied, and the conditions of satisfaction of speech act and 

expressed psychological state are identical. (Searle 1983a, pp. 10-

11, emphasis in original) 

 

The conditions of satisfaction are internal to speech acts in the sense that they have truth 

conditions or conditions of success bound to them. For example, the utterance ‘Flor drank a 

caipirinha’ depends on the truth conditions of that statement, so it will be true if and only if Flor 

drank a caipirinha and false provided she has not. Similarly, intentional mental states such as 

beliefs, desires, fears, etc. have internal conditions of satisfaction, because the representative 

content of an intentional state, or its intentional object, which is expressed by a psychological 
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mode, may or may not correspond with certain states of affairs, and cannot be separated from 

the intentional mental state as a representation of its conditions of satisfaction.  

In language, the Searlean notion of representation is vague on purpose, as it serves to 

explain reference, predication and truth conditions. In intentionality, by contrast, the conditions 

of satisfaction are covered by ‘representation’. But even though Searle is suitably liberal as to 

the use of this term, he disagrees with the tradition by explicitly specifying what it is not. 

Representation is not a kind of picture, nor is it a re-representation (of something presented 

before), nor is it a meaning, nor do conditions of satisfaction become clear by inspection. 

Unsurprisingly, he is loyal to the symmetry between intentional mental states and speech acts. 

An intentional mental state qua representation is something that intrinsically involves a 

psychological mode and conditions of satisfaction. 

The content is what determines the conditions of satisfaction, and the psychological 

mode is what determines the direction of fit of intentional states. To have an intentional state 

means being conscious of the conditions of satisfaction for representations, an aspect of 

Searle’s theory that has been a source of confusion21. Additionally, this explains why Searle 

criticises the dominant paradigm of AI and cognitive psychology. Both hold that 

representations are defined by certain formal structures (see for example section 2.3.4). 

Disagreeing with this view, he maintains that an intentional mental state is a representation in 

virtue of a certain intentional content expressed in a psychological mode, whose conditions of 

satisfaction are what must be obtained in order to make the intentional state true or satisfied. 

Consequently, one has to ask what must obtain such that the intentional state gets satisfied, 

which serves to individuate its intentional content. 

Interestingly, Searle considers that the intentional content and conditions of satisfaction 

are in a way the same. The content of my belief about Flor being tanned is the condition of 

satisfaction of that belief: the occurrence of a state of affairs in which she is tanned22. But, what 

occurs with other intentional states such as perceptions, whose intentional objects exist in the 

world? Here Searle makes an interesting move, one that will be decisive to acquit him of being 

a diehard Cartesian in the last section of this chapter. Investigating the conceptual story that 

explains how ‘x sees y’ (x being a subject and y a perceptual object), Searle focuses on the 

visual experience of seeing an object. The visual experience consists in seeing the object, but 

the seen or perceived properties do not pertain to the experience; instead, they are part of the 
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object itself. For example, if I see Vadinho parking his blue Ford mustang, my experience is not 

blue, nor does it have the shape of a mustang. The car itself has such properties. Shape, colour 

and other properties are accessible through vision, but the visual experience is caused by the 

object itself. But, one may object that, if I were hallucinating, what would my experience be of?  

In this situation, one would indeed have an experience, but there would be no reference 

for it, since one would appear to be seeing an object when in fact one sees nothing. When a 

hallucination of a car is induced, one sees nothing and yet has an experience which is exactly 

indistinguishable from the experience of seeing a real car (this is precisely why hallucinations 

look so real; their conditions of satisfaction are not fulfilled and the experiences are at fault, not 

the world). This indicates that the brain is capable of representing without the presence of an 

object, a point which I will return to in the next sections (especially when examining Dennett’s 

arguments against consciousness). 

Visual experiences have conditions of satisfaction like beliefs and desires; as such, it is 

difficult to separate the intentional object from the intentional state. One may not separate the 

visual experience from being an experience of and a belief from being a belief about. However, 

neither a visual experience nor a belief requires the existence of the intentional object. As 

perceptions are intentional, they also have internal conditions of satisfaction. One must know 

what has to be the case in order for the experience of seeing to be correct (like knowing what 

has to occur in order for the belief to be true), which is a trivial consequence of the fact that the 

intentional content determines the conditions of satisfaction, and the fact that, in the case of 

perceptual experiences and beliefs/desires, the content is a whole proposition, that is, such 

content represents an object or a state of affairs. As a result, the important thing to bear in mind 

is that the conditions of satisfaction can be satisfied, but this does not entail that the content of 

an experience necessarily exists. 

Nonetheless, there are some important differences between common intentional states 

and perception. First of all, my visual experience of Vadinho’s blue Ford mustang is not a 

representation, but a presentation, because it is a direct experience of an object. Experiences 

have directedness and immediacy, and reporting their occurrence consists in stating the 

existence of a state of affairs. Secondly, unlike beliefs and desires, which need not be 

conscious, visual experiences require consciousness (for example, the following report entails 

that Flor is conscious, if true: Flor sees that Vadinho flirts with Lola23). Thirdly, unlike ordinary 
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intentional states, visual experiences implement a particular relation with their conditions of 

satisfaction, namely, some of them are utterly necessary for the causal production of the visual 

experience. If one sees Vadinho’s car, the conditions of satisfaction of that intentional state 

cause one’s visual experience, because the intentional content of the visual experience 

determines what has to occur in order that one’s experience be veridical. For this reason, Searle 

says that perceptions have self-referential contents, that is, they figure in their own conditions 

of satisfaction. One part of the conditions of satisfaction is satisfied by the existence of the 

intentional object, and another part is satisfied when the content of the visual experience is 

caused by what is seen. 

It should be carefully noted that Searle favours a naïve realist account of perception. 

While both representationalism and phenomenalism, two classical theories about the nature of 

perception, hold that the visual experience is the object of visual perception and, then, that what 

is seen is an impression or sense datum, Searle asserts that: 

 

We see material objects and other objects and states of affairs in 

the world, at least much of the time; and in the hallucination cases 

we don’t see anything, though we do indeed have visual 

experiences in both cases (Searle 1983a, p. 58, emphasis in 

original) 

 

On Searle’s direct account, the intentional content is the object toward which one’s visual 

perception is directed. I will not discuss the pros and cons of adopting this view here, but rather 

would like to highlight what a crucial difference this makes in relation to Descartes’ theory of 

intentionality, a difference which I will explore further in the last section of the present chapter. 

 For the time being it is more pertinent to concentrate on how visual experiences have 

truth conditions. When I see (that) there is a blue Ford mustang before me, such a visual 

experience has truth conditions if: 

 

i) The experience has conditions of satisfaction, that is, a particular event occurs, e.g. 

there is a blue Ford mustang in front of me, which causes my experience 
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ii) Some phenomenal properties are necessary to specify the conditions of satisfaction 

of the visual experience: the car is blue, has the shape of a Ford mustang, etc. 

iii) The form of the causal relation of the conditions of satisfaction has to be continuous 

and regular intentional causation (this prevents deviant causal chains and 

counterexamples where an experience is caused and yet its conditions of satisfaction 

are not satisfied, like the hallucination example24) 

 

If all the conditions of satisfaction are met, an object, for instance, a blue Ford mustang causes a 

certain visual experience with phenomenal properties, the existence of which are required for 

my seeing that blue car before me. In sum, a perceiver has a visual perception when a visual 

experience takes place and a scene is perceived. The relation between both experience and 

scene is both intentional and causal. Part of the visual experience, in the literal sense, is its 

being caused by the presence of an object or states of affairs. But, what occurs with the 

presentation of objects which are recognised? For instance, how would Flor recognise Vadinho 

instead of his twin?  

 Something very specific is required to render Flor’s experience satisfied by the presence 

of Vadinho and by no one else, a problem that is twofold. On the one hand, it is related to 

intentionality, because each time she sees Vadinho, she recognises him, an issue that can be 

summed up by the following question: under what conditions does Flor take herself to be seeing 

Vadinho and no one else? On the other hand, each time she sees Vadinho, she says ‘Vadinho’ 

by which she refers to her boyfriend and no other. This issue concerns reference and can be 

summarised by this new question: under what conditions does Flor mean to refer to Vadinho by 

‘Vadinho’?  

To deal with these issues, Searle characterises how intentional content determines 

conditions of satisfaction. The Network and the Background play a crucial role in determining 

such conditions. Intentional contents are not isolated, but related in a holistic way to other 

contents, forming a network. In addition, there are some non representational capacities, that is, 

practices and background abilities that help determine the conditions of satisfaction of 

intentional states. For instance, Flor’s whim to go to a gothic rave party by taking ‘the tube’ 

requires several intentional states and very specific abilities. Suppose Charles Martel realised a 

type identical mental state and even had her identical neural configuration in his head in the 
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middle of the Battle of Poitiers (Tours) in 732. Oddly enough, Martel would find himself 

saying: ‘I’d rather go to the gothic rave party by taking the tube’. But, it is impossible for him 

to have such a desire for two reasons. On the one hand, the circumstances would not be 

appropriate, to say the least. In 732 people were not accustomed to dancing trance, did not go to 

gothic parties, and were incapable of doing many other things, or ‘so ons’. All of these have to 

do with a set of uses, customs, and biological abilities that figure as the condition of existence 

for intentional states, helping fix their conditions of satisfaction by some non-representational 

capacities. The importance of the background cannot be underestimated, since it avoids an 

infinite regress25 when explaining purposeful intelligent behaviour. On the other hand, Charles 

Martel would lack a good deal of related intentional states —the Network— to make possible 

that particular desire. Intentional states are intertwined, and many apparent unconscious beliefs 

are not beliefs at all but rather form part of the background of abilities. The intentional contents 

of intentional states are able to determine conditions of satisfaction in view of the function of 

these abilities, which are not intentional. It is worth mentioning that both the Network and 

Background are not only fundamental for the holistic specification of conditions of satisfaction 

on Searle’s account, but also for explaining how it is possible that certain basic intentional 

states are shared both by animals and human beings. I will return to this interesting issue in the 

next sections. 

There is an important causal dimension in perception, for there is a causal relation as 

part of the intentional content each time Vadinho is recognised by Flor. Successful recognition 

(Flor’s identification of Vadinho rather than anyone else) is connected with Vadinho’s 

presence, which has caused other prior correct identifications26. Since visual experiences of 

Vadinho are part of her experience, and they refer to a set of previous identifications, 

indexicality plays a central role in how conditions of satisfaction are determined, since these 

evince a self-referential component (i.e. from the perspective of someone’s visual experience, 

something is shown). This, of course, is again bound to how people relate their visual 

recognitions to their Network and Background, both of which figure into the intentional content 

that accounts for the particular rather than general character of their experiences. 

Being particularly directed at an object, representations allude to past experiences and 

memories, whose intentional contents are causally linked to the very same object that has 

caused such experiences. Each of them, besides forming part of Flor’s network, has conditions 
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of satisfaction which are causally produced (and subsequently reinforced) by the encounters 

between her and Vadinho. Searle’s emphasis is then, neither on a particular visual experience to 

yield recognition, nor on its association with other experiences, but on an experiential sequence 

(x,y,z), which is internally related to another sequence of memories (a,b,c). Both sequences are 

tied up with conditions of satisfaction that are satisfied each time Flor sees that Vadinho is 

before her.  

Suppose, for instance, Flor’s twin sister had a type identical visual experience of 

Vadinho’s twin brother, and she had never seen the real Vadinho. In this hypothetical situation, 

she would have her intentional state satisfied anyway, despite having not seen Vadinho in her 

whole life. For conditions of satisfaction are a function of intentional contents, and these are 

determined by the Network of an agent. Even if Flor’s twin visual experience were type 

identical to Flor’s, and she happened to be seeing the real Vadinho, Flor’s twin particular 

intentional state would be satisfied nonetheless, for the elements of her Network would 

indexically be related to her experiences, not to Flor’s. Thus, the agent’s Network is primordial 

in determining the conditions of satisfaction of intentional states: the common intentional 

content of such visual experiences guarantees how their conditions of satisfaction are satisfied.  

In relation to the Background, something similar occurs. Perceptual recognitions do not 

take place in virtue of a comparison process, one in which an agent assesses the presence of an 

object with the aid of a set of representations (images, beliefs, etc) in a sort of step-by-step 

fashion. Instead, recognition is direct, since the Background enables a non-representational 

mental ability to recognise27. For instance, if Flor sees Vadinho parking his Ford mustang, she 

will immediately recognise him as Vadinho, but not as a result of comparing her experience and 

its intentional content with previous experiences and contents28. If Flor’s twin saw Vadinho’s 

twin parking and she had never seen the real Vadinho, the conditions of satisfaction of this new 

visual experience would be satisfied nonetheless. Flor and her twin’s Background capacities 

help point to different objects, but in terms of her Background capacities as well as indexicality, 

she would ‘recognise’ her Vadinho. It is worth mentioning that both the Network and 

Background explain how conditions of satisfaction can vary in type identical visual experiences 

among different people. The emphasis is then again, on the first-person viewpoint. But, what 

would occur as to the reference of the names when Flor recognises her Vadinho and twin Flor 

recognises her (twin) Vadinho? Put simply, intentional content also determines reference, for 
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Flor, this means that object (Vadinho) when she mentions his name, while twin Flor refers to 

that different object (twin Vadinho). Each object satisfies the intentional content of each 

intentional state, because the conditions of satisfaction follow according to the Network and 

Background of each woman. 

In summary, intentional mental states evince directions of fit (and an attached 

psychological mode) as well as conditions of satisfaction (inherent to their intentional contents). 

Both features of intentional mental states show a stricter method to ascertain whether or not a 

system has or does not have real intentionality, as had been suggested in the examination of the 

Chinese Room. 

 

4.2.3 Intrinsic, derived and as-if intentionality  

 

One of the advantages of Searle’s account of intentionality is that it supposedly allows giving a 

clear characterisation of what a belief is without confusing logical and ontological issues. A 

belief, unlike what has traditionally been suggested, is not the modification of a Cartesian ego, a 

Humean idea, or a behavioural disposition; rather, a belief is a representational content 

expressed in a psychological mode. As explored, the content can be equated to the conditions of 

satisfaction and the mode is reflected by the direction of fit. As regards the ultimate nature of 

intentional states, Searle embraces an unusual form of materialism when he claims that 

intentional states are caused by and realised in the brain, but the causal relations of these 

neurophysiologic events are twofold. Intentional states interact causally with 

neurophysiological events as well as with other intentional states. Furthermore, their 

realisations are irrelevant to their logical properties in the same manner that the realisation of a 

speech act in lexemes or graphemes is irrelevant.  

 But perhaps the most significant advantage of Searle’s account is that it permits 

addressing the problem of intentionality in a far better way than Dretske or Dennett’s, both of 

whom embrace extreme forms of liberalism. The elements provided by the foregoing sections 

clearly suggest why such liberalism is wrong: it simply attributes mental states to entities which 

are incapable of having mental states. But why is one not entitled to assume that those entities 

have mental states? If they did, they would have intentional mental states with psychological 

mode, intentional content and conditions of satisfaction. Since compasses, thermostats and 
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programmed computers lack all these features, as they do not represent conditions of 

satisfaction of intentional states and do not have any attitude towards them, it follows that such 

entities do not possess authentic intentional mental states. Still, we project intentionality onto 

mindless artefacts, because they behave as though they had intentional states. But, as always, 

appearance is not reality and, as the saying goes, appearances can be quite deceptive. 

In fact, on the basis of the specific features for intentionality, Searle postulates a 

fundamental tripartite distinction, one that helps differentiate objects that have real 

intentionality from those that can be said to have, but clearly lack: intrinsic, derived and as-if 

intentionality. 

  As stated, most mental states, unlike physical states, are about and directed at objects or 

states of affairs, which explains why they are able to represent (Searle 1984, p. 77). Take for 

example these sentences: 

 

1) Flor believes Vadinho is an unfaithful Don Juan 

2) Flor sees that Vadinho is flirting with Lola 

 

Even though sentences 1 and 2 are different in relation to what is uttered, both have intrinsic 

intentionality. The attribution of intentional states in such cases is literal, since their ascription 

corresponds with the existence of mental states (and neural events) in Flor’s head. The intrinsic 

intentional character of mental states then, means they possess the property of intentionality 

independently of the existence of any other object29.    

But, at times, the intentional ascriptions do not match the existence of intentional mental 

states. There are a number of situations where only derived intentionality takes place, for the 

ascription is possible in virtue of the fact that an object borrows intentionality from a real 

intentional system. For instance, although maps and translation sentences can also be said to 

possess intentionality, as they are directed at things or properties, their intentionality does not 

arise from themselves, but rather from the intentionality of the designers of a map, or from 

those who use a sentence to describe a state of affairs. Take for example the following 

translation sentence: 

 

3) ‘Het regent nit’ means it isn’t raining in Dutch 
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Sentence 3 is intentional, but such intentionality is not an intrinsic property, because Dutch 

speakers use ‘Het regent nit’ to report that it does not happen to be raining. Hence, though one 

may ascribe intentionality to translation sentences, their intentionality is derived from the 

intentionality of speakers who use a sentence to mean that something is (or is not) the case. This 

also occurs with maps or portraits, which are correct representations and, then, depictions that 

refer to particular objects. In such cases the intentionality of these objects is only possible in 

virtue of the intentionality of agents.  

In addition, there are cases in which the ascription of intentionality does not correspond 

with anything real, but is only metaphorical or a way of speaking. One may treat one’s 

computer as though it ‘believes’ it is careless to exchange my rook for its pawn, because the 

computer ‘knows’ that after doing so, it will be check mate in two moves. Or one may even say 

that a vending machine does not usually intend to keep the change of costumers, or that the 

thermostat crazily believes the room is cold when it’s 28°C, or that the compass believes the 

North Pole is in that direction. Such devices may be metaphorically treated as intentional 

systems. However, do they really have beliefs and desires?  And, are they true believers? 

After the analysis of the features of intentional states it is clear that intentional systems 

must exhibit intentional mental states with direction of fit and conditions of satisfaction, and the 

direction of fit is always attached to a certain psychological mode. For instance, one may ask 

Dretske why doesn’t the compass fear or neglect that the North Pole is in that direction, instead 

of just believing so (the psychological mode of intentional states is significantly connected with 

the link between consciousness and emotions, an issue that will be explored in the next 

chapter). Additionally, one may ask Dennett why the computer does not seem to know the 

conditions of satisfaction of intentional states about keeping rooks and queens. If one ascribes 

intentional contents to computers, why don’t these programmed machines know the conditions 

of satisfaction of such intentional states? The answer should be obvious, because those 

conditions are inseparable from the intentional contents, a degree to which they make their 

individuation. It is clear then that if one accepts the existence of features such as conditions of 

satisfaction, direction of fit, and psychological mode, most of the aforementioned devices 

simply fail the test for intentionality.  
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Something else can be said in support of Searle’s view of intentionality and the tripartite 

distinction. If it is the case that all intrinsic intentionality and the fundamental representational 

capacities rest upon the Background (of non-representational capacities), and if such capacities 

belong to a biological and a social dimension, then it is the case that programmed computers 

based upon information and databases are unable to grasp the ultimate meaning of linguistic 

expressions, despite the fact that they manipulate words, sentences, and expressions by virtue of 

their programs. For, as the Chinese Room illustrates, programmed computers also ignore the 

semantic content conveyed in sentences when manipulating strings of un-interpreted symbols. 

The meaning of such sentences usually goes much farther (or deeper) than their interpretation 

from the viewpoint of literal meaning. It is typically said that the context and certain 

implications underlie this content. For example, if someone said ‘Flor had breakfast in the 

lobby and then gave Vadinho the card, but he couldn’t get in the room’, one would infer that it 

is pretty likely that Flor and Vadinho are in a good hotel, she had breakfast in the lobby, 

without Vadinho, and he did not manage to open the door of the room. But, why would one 

infer all this? On top of the Network of intentional mental states, which allows one to attribute 

several beliefs and desires to Flor and Vadinho so as to make sense of their behaviour, there are 

practices and fundamental abilities that permit grounding their actions. After all, good hotels 

don’t give keys to their clients, because they are difficult to handle and one may lose them. 

Likewise, most people have experienced the frustration after having been unable to open a door, 

and so on. Nevertheless, someone who lacked such Background of know how (to have breakfast 

in a hotel, open a door with a card, etc.), would probably not understand the abovementioned 

description well.  

Would a computer be able to grasp it? A computer seems in principle incapable of 

understanding that description. Computers do not know the conditions of satisfaction of the 

intentional states one metaphorically ascribes to them. In other words, they are clearly devoid of 

intrinsic intentionality, but appear to understand natural language from a third-person 

viewpoint. In addition, it is quite interesting that computers have nothing to do with certain 

common biological and social practices, all of which enable one to have intentional mental 

states and understand language. 
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4.3  Cartesian Intentionality? Searle’s acquittal 

 

With the picture of intentionality obtained in the former sections, it will turn out to be less 

problematical to give a final verdict on why Searle is not a Cartesian, despite his emphasis on 

the first-person viewpoint. In this section I thoroughly compare Descartes and Searle’s 

conceptions of intentionality, pondering whether or not Searle is a Cartesian in disguise, as 

critics such as Dennett (1987) and Hauser (2002) charge. 

 Perhaps a good way to begin this analysis is by following the explanation of 

intentionality outlined in section 4.2, which describes how Searle links the intentionality of 

language with the intentionality of mind. As suggested earlier, Descartes considers that natural 

language is not a reliable source for knowledge since it somehow replicates the ambiguities of 

sensorial experience and the physical world. Moreover, languages provide nothing in addition 

to the clear and distinct ideas of human understanding and reason, both of which are considered 

to be useful guides to knowledge. Here one finds the first clear dissimilarity with the Searlean 

conception of intentionality. As I have explored in this chapter, even though natural language is 

not what finally explains intentionality, it clearly reflects the intrinsic intentionality of the 

human mind, because the mind imposes intentionality on objects that are not intrinsically 

intentional, even conferring on some objects the very same conditions of satisfaction of 

intentional states. For Searle then, language and speech acts are points of departure to grasp 

intentionality; by comparison, Descartes maintains that language is, generally speaking, a 

source of confusion when examining the mind, and the only way in which humans could prevent 

using such an unreliable means is by adopting a universal language. Take for instance the 

passage where Descartes justifies adopting a universal language to study the nature of mind, an 

idea that seems to be very close to strong AI and its reduction of natural languages (and 

understanding) to programs: 

 

If someone explained correctly what are the simple ideas in the 

human imagination out of which all human thinking is composed 

[les idées simples qui sont en l’imagination des hommes, 

desquelles se compose tout ce qu’ils pensent], and if that 

explanation were accepted by everyone, I would then dare to hope 
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for a universal language that would be very easy to learn, to 

pronounce, and to write; and the primary benefit would be that it 

would assist one’s judgement by representing everything to it so 

distinctly that it would be almost impossible for it to go wrong. As 

it is, our words have only confused meanings, and the human mind 

is so accustomed to them that there is hardly anything that it can 

understand perfectly. Now I maintain that such a [universal] 

language is possible, and that it is possible to discover the science 

on which it depends […] (Descartes’ letter to Mersenne 20 

November 1629, in Clarke 2003, p. 159) 

 

As already suggested in the third chapter, despite Descartes’ enthusiasm for this universal 

language, he generally resorts to Latin, for it was the language predominantly employed by 

international scholars back then. Even so, he considers that the use of this universal language is 

necessary to clarify ambiguities when studying the nature of mind because languages such as 

French bring about misunderstandings, ambiguities and are a source of confusion.  

However, Descartes also believes that thought is prior to language insofar as certain 

innate abilities —or powers— enable the acquisition of concepts. The second considerable 

difference between him and Searle can be appreciated here. While Descartes does not hold that 

wordless thoughts are possible, but that thought is constrained by linguistic expressions and 

concepts, Searle insists that intentional contents and experience are the building blocks upon 

which all meaning is constructed. Furthermore, the Background of pre-intentional abilities is a 

notion that Descartes would never accept, since it leads to certain biological capacities or social 

practices which, being done (know how) rather than thought, elucidate how meanings are 

ultimately grounded30. Such a crucial dissimilarity cannot be neglected. As suggested in section 

3.4, Descartes claims that animals, unlike human minds, can be regarded as mechanisms that 

react to external stimuli and the proof of this is that animals lack language (and concepts and 

underlying motives for diverse actions). But, what if animals thought without language and in 

virtue of having some pre-intentional abilities?  

In Descartes’ view there is an important epistemological constraint if one argues in 

favour of this claim: humans reflect and inspect their thought by using words and concepts, but 
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this ability, which permits one to examine one’s own mind, does not enable knowing whether 

animals have minds. Moreover, the way animals behave purportedly renders deterministic 

mechanisms that simply react to environmental stimuli and, as maintained in the Discourse 

(Descartes 1999, p. 40), the two conditions by which one can assess whether something is a 

thinking thing is by testing its ability to master a language (understood as a set of conventional 

signs with grammatical rules), and by evaluating the unpredictable cogency of the answers 

offered when, for instance, a human is questioned. That is, thinking things linguistically behave 

rationally, which cannot be reduced to mere mechanism. For this reason, Clarke correctly 

argues (2003, p. 167) that, as far as Descartes is concerned, a machine (or a robot) mechanically 

responding to stimuli would make no difference whatsoever compared to a dog following 

instructions from its master. Both would react mechanically by the impact of certain noises and 

the processing of information in the brain31. Thus, Descartes concludes that animals are devoid 

of language and a telltale sign of this is that they are unable to use conventional signs. Since a 

necessary condition for using such signs is rationality, animals are irrational beasts which may 

yet have a minimal degree of awareness or consciousness32.  

Still, from an epistemological point of view, Descartes asserts that it cannot be 

demonstrated that animals have minds insofar as it is impossible to epistemologically access 

their innermost lives. This represents a remarkable divergence from Searle’s Biological 

Naturalism, which favours a causal and an epistemological approach to mind. Even though it is 

evident that one cannot access the point of view of animals, it cannot be denied that animals 

have a biological constitution which very much resembles the human being. And as 

intentionality and consciousness in humans are explained in causal terms (by the powers of the 

brain and the nervous system), it is reasonable to assume that animals with mental life have a 

nature similar to ours, with different grades of intentionality and consciousness. Hence, 

although it is not possible to prove that animals have a first-person viewpoint, it is necessary to 

postulate (and hypothesise) its existence in view of the similarity of their cognitive systems 

with the human being’s, even when their cognition is causally explained from the third-person 

viewpoint only. The causal link between neurophysiology and experience is fundamental for 

the elucidation of intentionality, but of course in no way provides certainty of its existence (I 

will return to this issue below and in the next chapter). 
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To avoid beating around the bush with the many differences between Searle and 

Descartes’ views of the mind, most of which were already analysed in the third chapter, it is 

time I proceeded to compare their views of intentionality. In relation to understanding ideas, 

Descartes says that this ability is inseparable from introspection and it is in virtue of the 

incorrigibility of this process that one truly knows the meaning of a word or sentence. 

Consequently, Descartes believes that having mental life exhibits no degrees: either something 

has or does not have a mind. And, as understanding is one of the many facets of thinking and 

having mental states, something that exhibits no understanding, thus has no mind. The trust in 

introspection and this concept of understanding are remarkably similar in both Searle and 

Descartes, to an extent that the former asserts that understanding language has no degrees 

either: one knows when something is or is not understood.  

But, as examined in section 3.4, this coincidence has been overemphasised by Searle’s 

critics. Although the subject’s own viewpoint has a privileged perspective to know conditions 

of satisfaction, this does not entail that such conditions are immediately satisfied. For instance, 

if I happen to consciously have the belief that it is raining, this entails I know the conditions of 

satisfaction of this intentional state, not that it happens to be raining. And yet knowing such 

conditions involves being acquainted with them from the first-person viewpoint, i.e. whether or 

not it is raining is a fact that can be assessed from the third-person viewpoint (for a brief 

characterisation of this distinction and its importance for the first-person and third-person 

ontology see González 2006, pp. 403-5). While the mind has to be explained by causal factors 

that are not observer dependent in any sense, mental life also needs to be described from the 

viewpoint of agents, from their personal perspectives and such descriptions cannot be reduced 

to physicalist explanations without leaving something out. Consequently, although both 

Descartes and Searle confer importance to the first-person viewpoint, this similarity cannot be 

overstressed, as Searle’s critics have, since Searle’s theory is not about the phenomenology of 

thought (and, thus, of intentionality) like Descartes’, but rather an account of intentional mental 

states, whose semantic properties crucially determine their content, though mental states are 

causally produced by the brain. In other words, intentional mental states generally include 

propositions, the truth conditions of which are directly known by the agents, but subjects 

immediately know the conditions of satisfaction of intentional mental states in the sense that 

they are fully conscious of them, automatically knowing what has to be the case in order for 
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such intentional states to be satisfied (I will return to this important point about experience and 

whether or not consciousness can be physically reduced in the next chapter).  

The relation between thought, consciousness, and intentionality is without a doubt the 

third point of tension between Descartes and Searle. Although there are some general 

disagreements about consciousness and its relation to the unconscious (see, for instance, Searle 

2004, pp. 165-9), I think it is far more relevant to concentrate upon how these philosophers deal 

with the relation between intentionality and consciousness differently. Descartes claims that 

thought is an act of the mind by virtue of which one is aware of something, while Seale asserts 

that intentional mental states need not be conscious all the time (e.g. Flor’s belief that caipirinha 

is better than pisco sour while she’s sleeping). Specifically, the French philosopher considers 

that thought, a primitive notion that cannot be reduced, is an act that fundamentally reveals, by 

scrutiny, how one is conscious or aware of something. This understanding of intentionality is 

very similar to Brentano´s view, according to which what is stressed is not the thing that is 

presented, but rather the act in virtue of which the thing is presented. Though Searle also 

maintains that intentionality boils down to the notion of representation, and that intentionality is 

somehow a primitive notion that cannot be analysed into logically simpler components (Searle 

1983a, p. 26), he clearly defends a naïve realist account of intentionality, one in which there are 

certain intentional mental states (e.g. perceptions, memories, etc.) which involve the 

presentation of objects by the self-referential conditions of satisfaction they possess. For 

instance, Flor sees Vadinho’s blue mustang if and only if Vadinho’s blue mustang causes her 

visual experience; she has a hallucination or is dreaming otherwise.  

For Descartes, in contrast, intentionality mainly connotes an act of (conscious) thinking 

that is individuated not by its content, but rather by the form of the act. Even though he does not 

distinguish between the different psychological modes of intentional mental states, the formal 

reality of ideas is crucial in the following sense: an idea is independent from some particular 

contents, that is, subjects are able to think of them separately from the intentional objects (e.g. 

an idea of a traffic sign, ‘yield’ is independent from its different implementations) and yet such 

ideas may be partially caused by external events. The intentional reality of ideas then, is related 

to the act of thinking rather than to the object or to their realitas objectiva, and this is precisely 

why Descartes encourages inspecting one’s consciousness rather than the semantic content of 

an intentional state (and the object). For example, Descartes thinks that an idea of the sun is a 
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thing that is thought and thus, one is conscious of it and is in the intellect in an intentional 

manner. The sun exists in the intellect as all things exist there, that is, qua representation or 

intentional object, and one realises such an idea after a process of mental examination. 

Unlike Descartes’ conception of intentionality, Searle’s naïve realism characterises 

intentional content far more directly and precisely, which is the fourth crucial dissimilarity 

between the French philosopher and him. To Searle the properties attributed to the object when 

it is perceived are not properties of the experience; rather, they are properties of the object itself 

and thus, are not ideas in the intellect. From Descartes’ viewpoint intentional contents are ideas 

(representations), thoughts or mental contents, even when they have been caused by external 

objects. To repeat once again, seeing the sun implies one ‘has’ the sun in the intellect, as an 

intentional object, or as a clear and distinct idea, although the heat and the sunlight come from 

the sun. In contrast, Searle is very Fregean, and would never say that a mental content is an 

idea, since he would consider Descartes’ suggestion prevents pinning down the content of a 

mental state, and may neglect the fact that intentional states are ultimately caused by 

neurophysiologic processes and are realised in the brain by neural states.  

According to Searle’s account intentional contents refer to states of affairs or objects. 

But whether the act of reference is satisfied is irrelevant, because intentional states do not 

require the existence of the object, except for those intentional states that render self-referential 

conditions of satisfaction (i.e. perceptions, memories, etc.). As a result, there exists here a great 

difference between Descartes’ conception of mental content and Searle’s, because the latter 

holds a naïve direct version of realism, according to which visual experiences are mental events 

(caused by neurophysiological processes), with conditions of satisfaction that are determined by 

intentional contents and immediately (directly) known by the agent. As with the content of a 

belief, intentional contents are usually equivalent to a whole proposition. As expected then, 

Searle’s characterisation of intentional mental content is more accurate and less idealistic than 

Descartes’. To repeat once more, for the French philosopher, mental contents are ultimately 

thoughts or ideas that are examined by acts of mental inspection, which in turn reveal their 

immutable properties. A good illustration of this is what Descartes says about the piece of wax 

(Descartes 2001). Such stuff is essentially defined as extension, which explains why one’s idea 

of the wax doesn’t change when the piece of wax undergoes the numerous changes perceived 

by the senses (after the piece of wax is heated its smell and taste go away, and both its shape 
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and consistency vary). Hence, the ultimate nature of bodies is not perceived by the senses, but 

by the intellect which grasps certain properties that do not change. These essential properties 

seem to be clustered by representations, understood as clear and distinct ideas conceived by 

one’s intellect. These representations are neither mental pictures (e.g. it is no use imagining a 

chiliagon to understand what it is) nor states of affairs. Quite the contrary, such representations 

are modes of thinking, even if they are confused, like sensorial perceptions. 

Evidently, this Cartesian picture of how bodies are mentally examined is very different 

from Searle’s. In relation to how bodies are perceived by the senses and how experience is 

generally encapsulated into (propositional) intentional contents that refer to states of affairs, 

Searle claims that: 

 

When I say that the content of the visual experience is equivalent 

to a whole proposition I do not mean that it is linguistic but rather 

that the content requires the existence of a whole state of affairs if 

it is to be satisfied (Searle 1983a, p. 40, my emphasis) 

 

To complete this characterisation and to prevent any sort of confusion, one may add that 

subjects never know sentences in their heads, which explains why animals may have basic 

intentional states. It is very likely that they non-linguistically grasp what has to be the case for 

certain intentional mental states to get satisfied. And, although conditions of satisfaction are 

internally represented each time an intentional state is possessed, it is not the mind’s eye33 —

the faculty of the imagination— what determines how such conditions are satisfied, but 

consciousness, which finally assesses whether content and states of affairs correspond. The 

whole process of determining the conditions of satisfaction requires experience and 

Background capacities, both in humans and animals, a point which Searle has recently insisted 

upon (Searle 2004, p. 131). 

Intentional states are much more than mere ideas or mental examinations in one’s head. 

In Searle’s theory, intentional states are mental events caused by neural events and realised in 

the brain. This emphasis on the biological origin of intentionality essentially differs from 

Descartes’ account, showing the last and most crucial difference between both philosophers. 

Intentionality has to be studied like digestion, photosynthesis or meiosis, that is, as a biological 
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process. The biological nature of intentionality is precisely why animals have it too, despite 

being speechless. While Descartes thinks that a material causal factor —viz. the brain’s pineal 

gland— may explain the mind, Searle postulates that both the mind and intentionality must be 

explained by the biological machinery of the body, but this doesn’t entail that one has to reduce 

the mental to the third-person viewpoint vocabulary and ontology. For intentionality and the 

mental realm are phenomena that cannot be eliminated by any definition, or resist being 

reduced to any other ontology, because the mentalistic vocabulary of intentionality, which 

supposes a first-person viewpoint, is the only accurate way to describe what the mind and 

intentionality are like.  

But, it has to be carefully noted that the mind is explained by materialistic theories, but 

it cannot be ontologically reduced to physics, as some philosophers hasten to assure. This 

flawed assumption can be challenged through the following analogy: suppose 

gastroenterologists examined Vadinho’s stomach, because he suffers from terrible heartburn, 

especially after eating Chilli con carne. Surely, they would form this hypothesis: each time 

Vadinho eats chilli his level of acid reflux skyrockets. But now suppose that, after examining 

Vadinho’s digestive system with an endoscope, they said: ‘Well, Vadinho, we’ve checked the 

functioning of your stomach, and examined it with an upper endoscopy, but still we couldn’t 

see your heartburn anywhere. Are you sure you get it after eating Chilli con carne?’ Wouldn’t 

that query be a little unusual, if not somewhat outrageous? It is clear that the heartburn is 

described from Vadinho’s viewpoint, but once the gastroenterologists examine the basic level 

of enzymes and proteins to explain this phenomenon, which establishes the causal link between 

high acid reflux and heartburn, they simply explain the phenomenon causally, in spite of the 

fact that they see neither indigestion nor heartburn with an endoscope. Indeed, heartburn isn’t 

identical with high acid reflux, but explained by this material event, and the very same goes for 

the intentionality and consciousness, as will be analysed in the next chapter.  

As Searle has argued on many occasions (Searle 1983a, 1992a, 1997, 2002a and 2004), 

the apparent mismatch between explanation and description has put philosophers into the 

conundrum of the Mind-Body problem. But this debate has originated from regarding the mind 

as a non biological causal product whose material implementation is utterly irrelevant for its 

functioning, a point of view that has been defended, among others, by the adherents of 

computationalism and strong AI. 
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 All things considered, intentionality precisely causes deep trouble for those who hold 

that the mind is a computer program that can be multiply implemented. Given the nature of 

intentionality, and the relation between the intentionality of the mind (brain) and the 

intentionality of language, it follows that, pace Dretske’s thermostats, compasses and similar 

devices, as well as computer programs with syntactical abstract properties, can have no 

understanding whatsoever, while animals may (see, for instance, Kaminski, Call, and Fischer 

2004), because mind and understanding are phenomena that can be accounted for in terms of 

causal powers. But, the right causal powers are required. Unlike compasses and thermostats, 

animals may have intentionality and mental life because they partially share the very same 

causal powers that produce intentionality and consciousness within humans. Therefore, one is 

entitled to assume similar effects.  

As also explored in this chapter, Dennett’s intentional stance seems insufficient to 

account for intelligence, as it only privileges interpretation, but this cautious verificationist view 

makes the unobservable causal biological components, which are fundamental for intelligent 

behaviour and survival, hostages to a behaviouristic explanatory strategy and its success. 

However, as argued, the existence of beliefs depends upon the occurrence of neurophysiologic 

events and processes that causally produce the first-person viewpoint, which in turn allows 

assessing the conditions of satisfaction of intentional states. In relation to this point, I gave the 

final verdict on whether Searle is a Cartesian in disguise, exhibiting the important differences 

between the French philosopher’s vague idealistic conception of intentionality and Searle’s, 

which consists in an internalist account of meaning and intentionality. But it has to be carefully 

noted that this internalism does not mean commitment to any Substance Dualism whatsoever34. 

In addition, I showed that, notwithstanding the overemphasised similarities between Descartes 

and Searle, those accusations are only grounded on empty rhetoric that misinterprets their 

respective accounts of the nature of mind (as regards the many misinterpretations of Descartes’ 

philosophy see Clarke 2003). All of these misinterpretations probably explain why some 

contemporary philosophers have considered the Mind-Body problem intractable. But perhaps 

this conclusion is too hasty, erroneous and unduly pessimistic, and there is a way to break the 

impasse the Philosophy of Mind has found itself in.  
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Notes to Chapter 4 
 
1 This element is crucial and will reappear in the last section of this chapter, when I explore in what sense Searle, 
who coincides with Brentano in relation to the sort of knowledge that intentionality bears, is not a Cartesian. 
 
2  Another feature of propositional attitudes is how they are traditionally conceived as unable to allow the exchange 
of co-referential expressions. This needs some background to be better understood better. As Frege remarks in his 
seminal work “On sense and meaning”, the meaning of a proper name is the object denoted by the name, and the 
sense comprises the multiple yet objective presentations of the object (which he clearly differentiates from the 
subjective psychological representations). Unlike proper names, sentences require that the bearer of a proper name 
(or the object referred by a definite description) exist to have meaning. For example, the sentence ‘Don Quixote 
fights windmills’ contains the proper name ‘Don Quixote’, which lacks reference (that name has no bearer). For 
this reason, the whole sentence has sense, but not meaning. But, what is the sense of a sentence then? Frege 
maintains that the sense of a sentence is a thought, an odd remark that can be understood with another example. 
Take these sentences: 
 
S1 ‘The morning star is a body illuminated by the sun’ 
S2 ‘The evening star is a body illuminated by the sun’ 
 
In spite of the fact that S1 and S2 contain two different coextensive expressions (i.e. ‘the morning star’ and ‘the 
evening star’) and that both sentences have the same truth value (and meaning), they clearly express different 
thoughts. More importantly, if someone believed S1 to be true, this person might not hold that S2 is true (Frege 
1892, p. 62 and pp. 66-67), because they may not know the evening star is the morning star. This is another 
remarkable discovery made by Frege, namely, propositional attitudes are semantically opaque. Unlike them, 
declarative sentences are semantically transparent because they allow salva veritate exchanges of co-referential 
expressions. 
 
3 It has to be noted that an argument similar to Chisholm’s is assumed by Searle in his account of intentionality 
(Searle 1983a). The subject knows under what conditions a desire is satisfied, or under what conditions a belief is 
either true or false. So the subject always knows what thing or situation qualifies as satisfactory. This controversial 
point (and its relation to a possible underlying Cartesianism) will be examined in detail in the forthcoming 
sections.  
 
4 Millikan (1989) also provides an interesting Darwinist view of intentionality. I only take into consideration 
Dretske’s because his ‘liberal’ account offers controversial examples of intentionality, most of which will be 
discussed in detail in the following sections. 
 
5 Endorsing most of Brentano’s ideas, Searle would say that this is utterly impossible. Intentionality is a biological 
phenomenon and produced by the causal powers of brains; therefore, everything that lacks such causal powers 
cannot have real intentionality and, if they look intentional, it is simply because such intentionality is intrinsic (e.g. 
humans and animals), derived (e.g. language) or metaphorical (programs). With their ability to represent, brains 
(minds) direct intentionality ‘outwards’, which make objects appear intentional but they are not. Further, despite 
being caused by the brain, intentionality exhibits an ‘internal’ component: the mind knows conditions of 
satisfaction for intentional states, which is the first step toward specifying them and account for how intentionality 
works. By externalising intentionality, Dretske faces two important problems: his externalist account does not 
seem to characterise what is the key mental element of intentionality and also how it is possible to know whether 
such systems authentically have intentional mental states (I will analyse these problems at length in the 
forthcoming sections). 
 
6 Dretske’s argument partially assumes McCarthy’s view (1979 and 1983), according to which a thermostat has 
little thoughts. A thermostat has three: it’s hot, it’s cold and it’s ok, none of which depends on the attitudes, 
purposes, or knowledge of its users. This line of argument is not entirely convincing though, for it is hard to think 
that a compass believes ‘The North Pole is in that direction’ without the aid of deictic expressions and a context. 
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The latter is fundamental as it helps provide reasons, for instance, to be justified in believing something, to act, and 
it also helps disambiguate intentions (more about this later). As for the aspectual shape of intentional states, 
someone who believes ‘The North Pole is in that direction’ could also potentially believe ‘The Arctic is in that 
direction’ and ‘The surface of the Earth that is the farthest north is in that direction’. However, if a compass, unlike 
a real person, is only able to hold two indication-beliefs (‘The North Pole is in that direction’ and ‘The North Pole 
isn’t in that direction’), and cannot possibly know that ‘The North Pole’, ‘The Arctic Pole’ and ‘The place on the 
Earth that is the farthest north’ are co-extensive, the compass will never get to any interesting informative 
statement in the Fregean sense, that is, it will never generate identity statements informing about the different 
modes of presentation of objects. Albeit people may ignore these identities, they can potentially learn them, unlike 
artefacts, which merely seem to possess and convey information (another problem: do they know such 
information?). These difficulties, one of which is addressed by Dretske, suggest two things. On the one hand, the 
little thoughts exhibited by compasses and similar devices are too little indeed, because their ‘intentionality’ is not 
very informative. On the other hand, Dretske and McCarthy’s views, which attempt to reduce intentionality to 
causal terms, importantly oversimplify what a belief is, since any informational system can be regarded as 
minimally intentional, given their overly broad definition. However, if one accepts that definition, having a belief 
does not seem to show anything characteristic from a mental viewpoint and then it is difficult to see why beliefs 
and desires give very specific reasons for action. Furthermore, although I will not explore this difficulty here, it 
seems that leaving out specific reasons significantly prevents fine grained models of intelligent action in Artificial 
Intelligence. 
 
7 One may additionally wonder whether devices like thermostats and compasses reliably indicate anything on their 
own or rather indicate in virtue of the assumptions of a theoretical context which alludes to the intentionality of 
users and presupposes a notion of reliability. How could one understand the (meaningful) act of a gauge that 
indicates something without a theory that explains such an indication? To anticipate this objection, Dretske 
distinguishes the significance of an indication from the causal factors that explain it. In particular, he asserts that:  
 

To say that the compass indicates the direction of the arctic pole is to say that 
the position of the pointer depends on the whereabouts of the pole […] The 
[intentional] power of this instrument to indicate north to or for us may depend 
on our taking it to be a reliable indicator (and, thus, on what we believe or 
know about it), but its being a reliable indicator does not depend on us. 
(Dretske 1994, p. 493, emphasis in original). 

 
This distinction is however, very ambiguous. The reliability of instruments to carry information is controversial in 
view of the link between knowledge, justification and contexts, a topic discussed by Kornblith in relation to 
naturalism (Kornblith 2002, p. 63-69). Certain epistemic contexts, like those described by Goldman (1976) in his 
famous example of the barn façade, may affect reliability standards. Is the compass a reliable indicator per se or is 
it reliable as a result of causing the belief is supposed to in an environment that is adequate, according to our 
standards? This suggests that Dretke’s distinction remains at least debatable, since a meaningful act of indication 
and its reliability doesn’t seem to be independent from the viewpoint of observers (more about this in the rest of 
the section). I address the problem of reliabilism in relation to the problem of scepticism and justification 
elsewhere (González 2002). 
 
8 Despite describing this sense of intentionality as a pervasive phenomenon in nature, Dretske’s account perhaps 
disregards one of its crucial features, namely, the information provided by most intentional systems is meaningful 
and informative to agents. The compass indicates the North Pole because it was designed, by virtue of a theoretical 
context, to do so. In all honesty, I don’t see how a cloud or  lightning can be an indication; one may politely ask: 
according to whom? This example will shed light on this problem. Suppose, for example, I travel abroad and I 
can’t speak the language of the locals. To get to my hotel I need to get relevant information. Suppose further 
someone politely gives me directions by mimic indications to get to my hotel (walk straight and then turn left). But 
the inhabitants of that region sign a turn with a wink (of the same side one is supposed to turn). Would the wink, as 
an ‘indication’ gesture, be adequately informative if I had no clue about what it meant and how to interpret it? It 
seems to me that naturalisations of content, such as Dretske’s, irremediably tend to collide with the social 
dimension of meaning. 
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9 Dretske also mentions that the power of misrepresenting, or the independence of what one thinks from its truth, 
and the disjunction problem (Fodor 1990, p. 91) are in fact the same at bottom.  
 
10 Naturally, there is a remarkable similarity between Dennett’s view and what was characterised as Folk 
Psychology in section 2.3. Similarly, some philosophers have criticised the intentional stance as a residual common 
sense view that will eventually disappear with the advent of a well developed stage of neuroscience. On the other 
hand, the close tie between beliefs, desires and behaviour suggests that the accusation of behaviourism cannot be 
dismissed lightly, as will be explored. 
 
11 Unquestionably, Dennett’s intentional stance purports to get rid of the first-person viewpoint by hook or by 
crook, an aim that may explain why he burdens the Searlean conception with Cartesianism. Dennett’s attempt 
brings with it a cost, though. As far as I am concerned, he invites one to endorse a bizarre mix of behaviourism, 
extreme liberalism, and anthropomorphism. Firstly, it is somehow behaviouristic so long as it overemphasises the 
role of belief as a sign of a behaviour pattern, a theoretical commitment that goes hand in hand with his vindication 
of strong AI. Secondly, it may strangely endorse an extreme version of liberalism when holding that compasses, 
thermostats, computers and other devices have mental states, because they are subjects to the intentional stance 
and, consequently, the ascribed beliefs and desires exist as though there were interpreted behaviour that indicates 
such. Thirdly, Dennett’s strategy, by which mental states are ascribed to inanimate objects and artefacts, also 
seems to be anthropomorphism in disguise, as it favours the adoption of a stance that overestimates the role of 
language and intentional ascription. Clearly, such aspects of Dennett’s quite ambiguous intentional stance neglect 
the fact that, when dealing with artefacts, belief and desire attribution must be adopted only for the sake of 
economy and convenience, as Babbage duly warns (see section 1.2). As whether or not such devices have mental 
life is open to debate. 
 
12 In fact, I deal with other neurological diseases in the next chapter, many of which suggest that behaviour and 
consciousness do not necessarily go hand in hand, especially from the viewpoint of external observers or 
interpreters. As expounded, Dennett’s view assumes that the third-person viewpoint is able to discern the existence 
of mental states through the success of the explanatory strategy. But such success does not guarantee the existence 
of mental states, because metaphorical attributions of intentionality may explain behaviour and yet don’t guarantee 
the existence of mental life. However, the fact that interpreters believe they have succeeded in explaining the 
behaviour of artefacts does not guarantee that such intentional mental states exist in reality. Again, the Chinese 
Room counts as a good example of this failure. Another situation that counters Dennett’s view: the last true 
believer. Suppose there is an atomic war and only one man survives, no human would make sense of his behaviour 
by employing the intentional stance anymore. Would this man cease having beliefs and desires then? What if he 
desired to commit suicide, but never made it for remorse? Would that desire exist then? It would seem to me that 
Dennett places the cart before the horse: the attribution of beliefs and desires turns out well because there are 
beliefs and desires, not the other way around. Dennett’s view makes intentionality hostage to interpretation, but 
intentional states exist on their own if they are really caused by brain functioning, as he seems to maintain (see 
Dennett 1981, p. 557, as quoted in section 4.1.3). I shall refer to this issue again. 
 
13 As anticipated earlier, Searle says that the representative power of mind/brain is what explains the intentionality 
of language, and any derived intentionality. For the time being, I prefer not to deal with the relation between mind 
and brain. Certainly, I shall address this issue in the next sections. 
 
14 However, as will be examined in the next chapter, words, sentences and descriptions do not entirely flesh out all 
the aspects of mental states. Take for instance phenomenal properties or qualia, which are partially and 
inaccurately described by words. 
 
15 In the English language this distinction is well reflected by how some non action verbs express intentional 
mental states (e.g. believe, desire, fear, mean, want, etc.) For example, Flor would never express her fear by saying 
‘I’m fearing Vadinho has forgotten our anniversary.’ She might, but that is bad English. Were she a native speaker, 
she would say instead, ‘I fear that he’s forgotten it again’. 
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16 This indeed involves a peril. Using language as a heuristic device to explain the intentionality of mind gives the 
impression that there is no intentionality without language, which is obviously not true. As has been suggested in 
this section, the intentionality of language is derived from the intentionality of mind, which explains why animals 
may have mental states, though they are speechless creatures.  
 
17 Here Searle greatly differs from tradition. While it has been suggested that verbs of propositional attitudes 
express a relation between an agent and a proposition, he maintains that it is far more accurate to say that 
intentional states exhibit a relation between an agent and a representative content, as only states that are realised 
linguistically implement a relation with a whole proposition. For example, mental states such as love and hate do 
not involve a relation with a whole proposition, like in ‘Flor loves Vadinho’ and ‘Vadinho hates tailbacks.’  
 
18 There are five types of illocutionary acts, according to Searle (1983a, p. 166): i) assertives, in which someone 
(truly or falsely) tells hearers how things are (e.g. it is sunny); ii) directives, in which one tries to get the hearer to 
do something (e.g. Be quiet please!); iii) commissives, where one commits to doing something (e.g. I promise I 
will attend your talk); iv) declaratives, where one’s utterances bring about changes in the world (e.g. You may take 
the floor now); and, v) expressives, in which one expresses feelings or attitudes (e.g. I feel sad about what’s 
happened). 
 
19 To simplify the exposition, I left out cases of speech acts and intentional states which have null direction of fit, 
such as apologies and congratulations, on the one hand, and sorrow and joy, on the other hand (Searle 1983a, pp. 
7-9). In all these cases, the satisfaction of the act or state does not depend on the word, mind or world, but on the 
particular thing that is expressed or thought. For example, Flor’s sorrow about not having a parasol is neither true 
nor false, nor is it satisfied, nor dissatisfied. Searle clarifies more in what sense they have null direction of fit as 
follows: “they ‘presuppose’ a fitting relation rather than assert it or try to bring it about” (Searle 2004, p. 118). 
 
20 In the sixth chapter I will return to the interesting tie between fiction, pretence, and simulation. Like fiction, 
simulation is founded upon make-believe, and entails neither the truth of what is simulated nor the duplication of 
any property.  
 
21 Consider the following passage, where Searle refers to the intrinsic character of intentionality and to why it is 
not a sort of representation that need be used by an agent in order to represent (unlike pictures and maps): 
 

To say that the agent is conscious of the conditions of satisfaction of his 
conscious beliefs and desires is not to say that he has to have second order 
Intentional states about his first order states of belief and desire. If it were, we 
would indeed get an infinite regress. Rather, the consciousness of the 
conditions of satisfaction is part of the conscious belief or the desire, since the 
intentional content is internal to the states in question (Searle 1983a, p. 22) 

 
A problem that is not entirely clear is whether or not one has to be potentially conscious of the conditions of 
satisfaction of an unconscious belief, although it is clear that one need not consciously know that one knows such 
conditions. Presumably, since an intentional mental state with direction of fit has an intentional content, qua 
representation, this automatically determines conditions of satisfaction, even if the intentional state is yet non-
conscious. 
 
22 There may exist some ambiguity between the condition of satisfaction, which is the requirement for that 
intentional state to be true (i.e. it is necessary Flor be tanned) and the required thing, which is the condition that 
must obtain for that particular belief to hold true (i.e. the state of affairs in which Flor is tanned). This ambiguity 
between requirement and required thing is considered to be harmless, although (Searle 1983a, p. 13) what is central 
is how the theory enables one to characterise intentional states as representations of their conditions of satisfaction. 
 
23 To see, to know and to prove that P are regarded as success verbs by Searle (1983a, p. 194), which means the 
propositional content embedded by those intentional verbs entails P. For example, if I know it is raining, it really 
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happens to be the case that it is raining. I disagree with Searle’s view here, because perceptual illusions suggest 
cases where one sees that P, but in fact P is not the case. From the point of view of the agent, P is true, from an 
objective viewpoint, P is false. This ambiguity will reappear in the discussion of consciousness and why what 
seems an illusion to some philosophers is a built-in feature of the cognitive system. 
 
24 Searle analyses what is particularly deviant in some uncommon causal chains, and comes to the conclusion that 
they qualify as such when the intentional causation does not comply with the required plannable regularity of 
intentional aspects (see, for instance, Searle 1983a, pp. 136-137). This point is crucial to see why Dennett’s 
counterexamples against Searle’s view of content do not seem to affect it.  
 
25 In this sense, the ‘so ons’ are pre-intentional mental capacities because, for instance, one need not know things 
are solid and gravity exists on Earth to sit at a table. Instead, a good deal of know how is required for satisfying 
intentional states related to this activity. 
 
26 It is worth mentioning that perception and action have this causal component, but desires and beliefs may lack it, 
and this is a crucial difference, because Searle regards the former and not the latter as the most fundamental forms 
of intentionality. 
 
27 This point is decisive to understand how animals may recognise not only people but also objects, and how 
people can fail to recognise things, as will be examined in due course. 
 
28 Searle admits there are certain problems with his hypothesis. One of them is that it is difficult to find adequate 
words to describe the Background in non-intentional terms. By using words and language to describe the 
Background, one tends to stick to intentional vocabulary and then the Background appears to be intentional when 
in fact it is pre-intentional. Discussing all these complications, he also acknowledges the lack of compelling 
evidence to prove its existence. For this reason, he only provides a couple of arguments in favour of its existence 
(Searle 1983a, pp. 151-8). He has attempted to offer more evidence elsewhere (Searle 1989, 1992b and 2004). 
 
29 In fact, Searle defines ‘intrinsic’ in opposition to ‘relational’ (Searle 1992a, p. 80). While a property is intrinsic 
when its existence does not depend on anything else (e.g. the mass of the moon), relational properties exist in 
virtue of a relation between two different objects (e.g. the moon is a satellite of the earth). As I illustrated with my 
example of the last believer, authentic intentionality is intrinsic by definition, and despite what Dennett believes, 
its being subject to interpretation seems contingent. 
 
30 Searle refers to the thesis of the Background and how it ultimately grounds meaning thus: 
 

[…] all semantic interpretation, and indeed all intentionality, functions no only 
against a network of beliefs and other intentional states but also against a 
background that does not consist in a set of propositional contents, but rather in 
presuppositions that are, so to speak, preintentional or prepropositional. 
To further illustrate the relevance of this point for semantic interpretation, 
consider the different interpretations given to verbs of action. Consider, for 
example, sentences of the form: “X cut Y.” The interpretation that one attaches 
to “cut” alters radically in different sentences even though the semantic content 
doesn’t alter. Consider the sentences: 
 
(1) Sally cut the cake. 
(2) Bill cut the grass. 
(3) The barber cut Jim’s hair. 
(4) The tailor cut the cloth. 
(5) I just cut my skin. 
(Searle 1992b, pp. 196-197) 
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It is very likely that the Background of abilities also comprises certain know how of biological origin and this may 
explain how animals have intentional mental states such as beliefs and desires. Rather than knowing propositional 
contents, animals probably know the conditions of satisfaction of certain intentional states by such practices. This 
idea is not outrageous at all, and many researches in fields such as cognitive ethology seem to support this line of 
argument (I return to this point below).  
 
31 Furthermore, Descartes assumes that animals may use words, but cannot use them in the appropriate linguistic 
contexts. For instance, parrots can learn to say ‘hello’ or ‘goal’, but they do so as mere responses to their impulses. 
On his account, animals ‘learn’ words by certain mechanisms and in virtue of the fact that they follow their 
passions which, by reinforcement and punishment, encourage them to utter words, a standpoint that somehow 
resembles Methodological Behaviourism. Surely Descartes overestimates the relevance factor in the production of 
language. As explored in the foregoing chapters, it is inconclusive as to whether a programmed machine displays 
linguistic behaviour in function of the context. Whether the programmed machine has (intentional) mental states is 
the real problem at stake. Stephen Clark (1982) makes an interesting case for weak intentionality in animals, 
suggesting that those who cast doubt on the existence of beliefs and desires in animals embrace Cartesian 
Behaviourism: since animals lack mental states, belief or desire attributions to them are purely metaphorical and 
must be subordinated to bodily motion. But this view neglects that the behaviours of both animals and humans turn 
out to be utterly unmotivated without the attribution of the adequate intentional states, which offer quite specific 
reasons for action in contexts. When is the attribution correct then? Moreover, as sometimes animals themselves 
seem to ascribe mental states to other animals, is one entitled to go further and claim that brutes have a theory of 
mind? Scientists and philosophers have engaged in responding to these two questions, and despite the fact that the 
problem of other minds and scepticism seem to have importantly bedevilled this debate, several theories have been 
advanced so far. See, for instance, defences of how animals reason about mental states in Kornblith (2002), 
Tomasello (2003a and 2003b), Tomasello et. al. (2003) and Kaminski, Call and Fischer (2004). Likewise, those 
who call into doubt animal intentionality are divided into two groups. On the one hand, some people assert that 
mental states requires language or the already expounded intentional stance. Davidson, for example, claims that 
belief requires language, and that decision making and behaviour make no sense without interpretation and 
language (Davidson 1974, pp. 321, 327-328). On the other hand, some scientists believe that animals may have 
intentional states and may even reason about them, but it is very difficult to prove that they have a theory of mind. 
See, for instance, Povinelli and Eddy (1996) and Povinelli and Vonk (2003 and 2004). Finally, Andrews (2005) 
discusses the difficulties in demonstrating the existence of a theory of mind in animals when the experiments 
conducted mainly focus on behaviour. 
 
32 However, Descartes seems to be more hesitant when evaluating whether animals think. They clearly lack reason 
because they can’t use conventional signs, but animals may have a minimal sense of consciousness attached to 
their senses. Yet this probably sheds light on why Descartes develops a theory of brain functioning by appealing to 
the notion of animal spirits (Descartes 1998) so much hesitation suggests that scepticism, which decisively 
influences Cartesian Behaviourism, is what really stifles the debate over the existence of animal intentionality. 
 
33 As I will explore in the fifth chapter, Searle’s alleged emphasis on the mind’s eye is one of the many myths his 
detractors have fostered to undermine his view of intentionality. Such a myth is based upon their confusion of 
one’s understanding, by which one grasps the conditions of satisfaction of intentional mental states, with the 
faculty of imagination. I deal with the mind’s eye, which resembles the Cartesian Theatre, in the next chapter, 
especially in relation to Damasio’s account of consciousness.  
 
34 This passage will perhaps convince those who yet think Searle’s Biological Naturalism is closer to Descartes’ 
Dualism than Turing, with his Machine Functionalism: “[…] It is possible for me to think I am seeing or walking, 
though my eyes are closed and I am not moving about; such thoughts might even be possible if I had no body at 
all.” (Descartes 1991, p. 30, my emphasis). Searle would reject this possibility as simply ludicrous because it 
supposes that the mind can exist without the causal powers that produce it: the brain. Turing, in contrast, would say 
that, insofar as mental states can be abstracted from the cold porridge of brains, they need no material 
implementation, so the possibility can’t be ruled out. To repeat once more, on Turing’s account, the abstract 
properties of symbols do not need any material implementation; as such, who is closer to Dualism? 
 

 184



 
 
 
 
 
 
 
Chapter 5 
Consciousness ain’t an illusion 
 

 

 

The last chapter shed light on the problem of intentionality, an issue that has provoked even 

more disagreement among philosophers than the Chinese Room itself. Such an analysis offered 

the opportunity to understand better in what sense intentionality is the key point to grasp the 

ultimate basis upon which Searle’s thought experiment is based as well as why pure syntax is 

not sufficient for intentionality and consciousness.  

The mind encompasses mental states of diverse sort, among which intentional states, 

qua representations, importantly stand out as the connection between mind and reality. But, as 

explored in the third chapter, sometimes one has some feelings attached to having intentional 

mental states. For instance, in the context of the discussion about the Chinese Room, I 

described a particular quale that goes along with linguistic understanding. Thus, qualia 

sometimes accompany the immediate and direct knowledge of mental representations. Further, 

experience determines the conditions of satisfaction of intentional states and, for this reason, it 

is sometimes difficult to separate such conditions from certain qualia or other experiences 

directly known by one’s consciousness. Presumably, this occurs because consciousness, and its 

phenomenal side, monitor various things at the same time1. 

 It is worth mentioning that if intentionality is regarded as intellectually taxing for 

philosophers, consciousness is perhaps the all-time difficult question. Besides philosophy, 

diverse disciplines address this problem such as neurology, psychology, cognitive science, and 

psychiatry, none of which has been able to solve it once and for all. Rather, the diverse 

scientific and philosophical examinations have only highlighted different phenomena associated 
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with consciousness, formulating different concepts, some of which have occasionally muddled 

up even more its adequate characterisation. As consciousness is a pervasive phenomenon and is 

directly associated with the mind, everyone feels obliged to say something, but such enthusiasm 

has not always contributed to getting a better grip on its true nature.  

Contemporary philosophers have devoted a great deal of effort to finding a satisfactory 

solution to this problem, but the complexity of the phenomenon has prevented fully working it 

out. A subsidiary investigation of the Mind-Body problem is precisely qualia. The controversial 

nature of these issues as well as the feeling inherent to having a mind has frustrated most 

philosophers, to a degree that they have embraced: epiphenomenalism, or the view that mental 

states are puzzling excrescences that go beyond physical explanation (Jackson 1986), 

pessimism, according to which the Mind-Body problem cannot be solved due to the human 

cognitive closure (McGinn 1989), or what I call qualia and consciousness radical nihilism 

(Allport 1988, Dennett 1988 and 1991, among others), that is, that consciousness and 

phenomenal states don’t exist. Qualia have undoubtedly played an important role in the wave 

of pessimism, which may explain why some people regard this issue as the bogey man of the 

Philosophy of Mind.  

Given these complications and the philosophical controversy surrounding qualia and 

phenomenal consciousness, it is important to warn the reader about how such problems will be 

tackled in this chapter, and what are the main aims. I will not discuss the variety of concepts of 

consciousness framed within the Philosophy of Mind (see, for example, Block 2002, who labels 

consciousness as a mongrel concept and characterises diverse connotations, such as A-

consciousness and P-consciousness). Instead, I will attempt to constrain the discussion to 

whether or not consciousness exists, concentrating on the feeling or what it is like to have 

qualia and consciousness.  

But this chapter will exhaust neither the problem of consciousness nor of qualia, two 

impossible missions. Besides considering arguments that deny the existence of qualia and 

consciousness, I will discuss some neurological hypotheses proposed by Damasio (1999) 

which, to my mind, help dispel a number of commonly held philosophical myths about the 

nature of consciousness and phenomenal states. By showing that some philosophers have set up 

straw men, I will provide new metaphors for old problems and, on top of everything, adopt an 

integrationist stance to support my examination, which discusses pieces of empirical ‘objective’ 
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evidence offered by neurology and relates them to the philosophical problem of subjectivity2. 

After all, the suggestions provided by neurology also need to be taken into consideration when 

consciousness and qualia are addressed, for it is neither absolutely implausible nor far-fetched 

that this integrationist ‘ecumenical’ stance grasps what consciousness and qualia are, despite 

the successive and recurrent waves of pessimism and nihilism coming from philosophy and, in 

particular, from scepticism.  

 

5.1 Dennett’s straw men 

 

This section criticises Dennett, who unconvincingly argues against the existence of qualia and 

phenomenal consciousness. Embracing a sui generis Eliminativism, he (1988, 1991 and 1997) 

sets up two straw men to attack the existence of qualia and to maintain that consciousness is an 

illusion that shatters after being scientifically explained from the third-person viewpoint. I will 

dispute such claims and assert that, given the examples and analysis he offers, the arguments 

are wanting and fail to establish the radical conclusions drawn. Moreover, I will criticise this 

quixotic quest, arguing that this attack on the existence of phenomenal consciousness is inspired 

by an eliminativist agenda, a project that indeed parallels Don Quixote, who began denying 

common sense and reality after reading too many chivalry books. In a similar vein, Dennett 

invites one to deny the existence of mental phenomena in view of the plausible physicalist 

explanations of consciousness, and of one’s inability to override conflicting would-be evident 

perceptual experiences and memories, all of which supposedly topples the introspective 

authority of the subject. But, as I will argue, odd experiential scenarios such as Eliminativism as 

to phenomenal consciousness and poetry don’t do the trick. Specifically, I will argue that 

phenomenal consciousness and qualia are built-in and long-term targets of explanations, so the 

fact that the streaming of consciousness and conflicting judgements about qualia appear 

misleading and inaccurate to subjects, given the dubious authority of memory in peculiar 

situations, doesn’t mean phenomenal consciousness is only an illusion. As I will argue, 

consciousness considerably improves chances of survival, and is too recalcitrant for being a 

mere illusion. 
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5.1.1 Setting up the straw man n°1: inexistent qualia 

 

Philosophers have always made a virtue of denying the obvious, confronting common sense or 

the transient consensus that reigns in thought from time to time. This is a natural attitude when 

doing philosophy, an activity that generally tends to analyse and critique the evident, pursuing 

the discovery of underlying principles which are not evident at all. However, there are 

exceptions to this endearing philosophical habit. Once in a while philosophers are inspired by 

quixotic dreams that encourage them to fight windmills, but unfortunately reality and windmills 

always fight them back.  

Dennett’s analysis of qualia embarks on this sort of ill-fated venture, engaging in a 

philosophical examination which aims to prove their inexistence. The majority of contemporary 

philosophers agree that one of the most vexing problems associated with consciousness is the 

existence of phenomenal properties, or the qualitative experiences accessed from one’s first-

person viewpoint, which are very vivid and hard to specify and define. Admittedly, qualia are 

also related to what it is like to have a mind, a problem that Nagel (1974) notoriously discusses 

with his celebrated and controversial article ‘What is it like to be a bat?’  

As argued in the foregoing chapters, there is a qualitative first-hand experience related 

to having a mind. We come to acquaintance with most qualia through introspection. Qualia are 

vivid, and hard to put into words, because they mainly depict how things seem, rather than how 

they really are. Occasionally one even discovers a ‘scoop’ quale and here one avails of old 

experiences and a number of concepts that roughly describe the new experience.  

 Understanding qualia in terms of causal explanations, which are supposed to reveal the 

connection between their occurrence and how they are felt and assessed from a first-person 

viewpoint, has indeed vexed philosophers. And, noticeably, the easy way out when a problem 

looks fathomless is its straightforward denial, something that is reminiscent of a mechanism of 

defence (Freud 1937). Pessimist philosophers are prone to adopting this defensive stance as 

soon as they deem a philosophical puzzle an illusion or the product of an unfortunate 

conceptual confusion. The conundrum of qualia might be an illusion or the product of a 

philosophical mumbo jumbo, but arguments are required to draw such radical conclusions. An 

obvious pitfall for investigating the nature of qualia is that, as Dennett acknowledges, formal 

arguments will not do, because they only work on well defined materials. Since this 
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philosophical puzzle seems to involve only confusion and usually immediate experience is 

called to support their existence, he employs what he dubs ‘intuition pumps’ (Dennett 1988, p. 

227) or thought experiments from which insights are yielded and conclusions drawn. But, as 

analysed in section 3.1, sometimes intuition pumps or thought experiments —I will not quarrel 

with Dennett over this difference in terminology although I should3— do not establish the 

conclusions they claim to establish, especially when the premises are irrelevant to what is 

claimed. To put it another way, in common with thought experiments, intuition pumps fail 

when they are irrelevant for the hypothesis under examination. In view of this possible failure, 

the target of my analysis will be to evaluate whether he really succeeds in shifting the burden of 

proof, as he enthusiastically wants one to believe. 

But, before putting forward the intuition pumps themselves, Dennett’s self-proclaimed 

subversive analysis nails down four features commonly attributed by philosophers who believe 

in qualia. According to Dennett, such conservative philosophers ascribe these properties to 

qualia: 

 

1. Ineffable 

2. Intrinsic 

3. Private 

4. Directly or immediately apprehensible in consciousness 

 

Now, it seems to me that this part of Dennett’s strategy (1988, pp. 230-1) undeniably sets up a 

straw man, one which is filled with the properties that philosophers purportedly attribute to 

these phenomena. Admittedly muddled terminology is usually employed to account for 

phenomenal experience, but do advocates of qualia really attribute such properties? 

The way Dennett describes those properties is controversial and tendentious, as I will 

illustrate with a case. Examples of qualia come a dime a dozen, but I think explaining what 

occurs when I taste a glass of my favourite best value red wine, Casillero del Diablo, may 

suffice to illustrate the very asymmetric relationship between describing and having qualia. 

Although it is very true that each time I enjoy a sip of this wine I have a raw feeling whose 

features are very hard to describe, intrinsic, and accessible to my consciousness, it is false that 

its phenomenal properties are thoroughly ineffable, like a mystical experience (e.g. being in 
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nirvana). By definition mystical experiences are ineffable (i.e. too great to be described in 

words and beyond any empirical assessment), so one must have them to ascertain what they are, 

and even after having been experienced, it is of completely no use to describe them (as far as I 

am concerned most descriptions are very poetical but pointless; they do not specify what the 

experience is like). As I will argue later, qualia seem to be inserted in biographical experience, 

broadening it by making contact with that which is given by perception. By contrast, mystical 

experiences attempt to transcend the ego to achieve the true self. Precisely here there is an 

important element of qualia that has been overlooked: qualia sharpen one’s individual 

experiences, whereas mystical experiences seem to dilute one’s self in order to transcend the 

alleged misperceptions of the given. Something ineffable is a mystical experience. Qualia 

cannot be ineffable, because they aren’t mystical experiences. 

But Dennett is right about the following point: qualia fluctuate. It is true that my 

specific qualia may vary, depending on the quality of the particular bottle, the temperature of 

the wine, and things I could have eaten before tasting and toasting, such as cheddar cheese, 

ham, grapes, oysters and so forth. However, this epistemic cost seems to remain quite 

controllable for those who are aware of it. For instance, good sommeliers always have slices of 

white bread at hand so that people appraise the wine’s properties, which are ideally pinned 

down by one’s secular experience. Would sommeliers expect to have control over experience, if 

they really thought the qualia emerging from a tasting are ineffable, inaccessible and 

incomparable? Of course the sommelier’s actions do not prove that qualia exist, but at least 

they raise an interesting point about their alleged inexistence, emphasising how common sense, 

unconfirmed reports and conscious experience are usually intertwined. 

Qualia are salient phenomenal properties that are apprehended individually, but one can 

still communicate things about them even if linguistic expressions and concepts are quite 

imprecise. Even though I am a lay person and have little knowledge about red wine, I can hint 

at some salient properties after sipping a glass of red Casillero del Diablo, and analogically 

express them thus: it seems to me that this wine is complex, full bodied, with a taste of oak, 

noir de noir chocolate and coffee. Now, does this modest analogy sound like a terribly mystic 

ineffable experience, like something that is peculiar, idiosyncratic and unreachable (in 

principle) to anyone else? Of course not. Yet, by putting my particular phenomenal experience 

of tasting red Casillero into language, the description comprises a handful of analogies that 
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attempt to depict a personal experience, I can roughly and very indirectly compare my qualia 

with someone else’s, to a degree that I can imagine hers and we may start debating about the 

properties of the wine4. The person in question could reply to me that it does not taste of coffee 

but toast, although I can’t access her experience and neither can she access mine. This shows 

that, though it is very true that qualia are enormously difficult to express and communicate, one 

can yet manage to roughly describe what it is like to have one’s experience, and even naturally 

imagine and, perhaps unjustifiably, assume that other people’s qualia are akin to mine. 

Surely the power of analogies stems from shared described experiences with which 

qualia can be roughly compared, and even though such analogies will only help imagine, 

anticipate and understand what it is like to taste Casillero, for instance, they won’t ever replace 

the experience itself (I will return to this issue below). At any rate, qualia are neither absolutely 

unfathomable nor deeply mysterious, since one can indirectly and roughly compare experiences 

associated with them. Take for instance the following review of this red wine: 

 

The Cabernet is round, full bodied, and both ripe and complex in 

flavour, with light oakiness on the finish. It tastes of blackcurrant, 

mint, cedar, cherry, and toast. 

 

Obviously, this sommelier and I do not see eye to eye as to what this wine tastes like, but still it 

is neither implausible nor unimaginable that some of her qualia match mine, even if she can 

only access her qualia and I can access my qualia. Though the words employed in the report 

can moderately describe her and my qualia, they reach perfect accuracy for neither. 

What is true, however, is that having my phenomenal experience is private insofar as no 

one else can have the very same experience I happen to access at time T. If some people were 

biologically and structurally similar to me, and they tasted a bit of Casillero at time Tn, they 

would have their own particular experiences of Casillero at time Tn, but we would still be able 

to roughly compare our experiences by imprecise descriptions. Once more, the difficulties 

entangled in putting one’s qualia into spoken words does not entail that description by analogy 

is impossible, but rather that it is only approximate and quite imperfect. 

Descriptions point to a myriad of different aspects of experiencing, which may be 

evaluated by those individuals who have my same structure and biological organisation. 
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Consciousness is ‘the place’, so to speak, where such experiences arise and are judged,5 but this 

place is precisely what enables comparisons over time, as will be explained in this chapter. But, 

why do imperfect analogical descriptions reflect something that can be evaluated by many 

similar individuals? To answer this question, I think it is crucial one adopt the opposite strategy 

to Dennett, who intends to ‘Quine’ qualia, that is, I purport to ‘Hume’ qualia6 (but only half in 

jest, because Hume somehow denies the unity of consciousness), a tactic that will offer a much 

more realistic picture of their true nature. But why would ‘Hume-ing’ qualia pay off, if Hume 

disavows the unity of consciousness? 

Qualia are sensorial impressions that, being extremely vivid, can be experienced 

individually and yet vaguely described by inaccurate words and concepts, all of which resemble 

experiences and recognition patterns. For instance, whenever I describe my seeing a yellow 

lemon, such a depiction reminds other people of similar experiences they have had and which 

have been quite vivid. Again the past vividness of such experiences does not entail in any sense 

that they are ineffable, but rather that descriptions and theoretical causal elucidations of qualia 

—which comprise a third-person viewpoint and vocabulary— will always fall short of 

accurately describing the vividness of such experiences. This is in turn explained by an 

asymmetric relation between impressions, which are very vivid, and concepts, which are far 

less vivid. Accordingly, lessons, words, concepts (even phenomenal), analogies and 

elucidations may partially explain or make one have a better grip on qualia, but seem to be 

unable to exhaust what they are like, and neither does descriptive/explicative language seem to 

be able to reproduce the raw feelings attached to their existence (see, for instance, Nagel 1986). 

For this purpose the adequate machinery and the very same conditions by which qualia are 

brought about are required, but even if a theory enabled an account of my qualia, someone 

might still object that such knowledge would evince an unbridgeable gap, as it wouldn’t really 

explain why I have those states instead of others7 (Levine 1983 and 1993). 

I think this obstacle does not mean an impossibility to roughly (and inaccurately) 

describe qualia, and neither does it follow that, from the first-person, I have to remain in silence 

about them, as Wittgenstein (1958) argues, or that insights about them foster nothing but 

philosophical confusion, as Dennett maintains (1988, p. 230). Rather, the fact that qualia are 

hard to define, slippery and accessible only by my consciousness simply indicates that concepts 

may not only fall short of apprehending their vividness, a problem that Hume correctly spells 
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out, but also that words, descriptions or lessons, all of which use concepts —either explanatory 

or descriptive— seem to be unable to reproduce such vividness (I will discuss many of these 

points in the forthcoming sections, and the latter, which is related to fiction, will be covered in 

the next chapter as well).  

Granted these clarifications and given the fact that my common sense insights about 

qualia may yet look rather jejune, I proceed to examine some of Dennett’s intuitions and 

thought experiments to check what they pump and to evaluate whether they are better off than 

other thought experiments.  

In all honesty it is occasionally difficult to make sense of some of these intuition pumps, 

like the wine-tasting machine that can potentially replace human tasters, give reviews, and 

classify wines with the aid of transducers (Dennett 1988, p. 228). Such an intuition doesn’t 

sound appalling for the ineffability of qualia, or the fact that they are too special, as Dennett 

attributes to defenders of their existence, but for totally different reasons. For instance, how 

could this expert system determine that a particular wine is full bodied, but a bit heady, or 

mature, but slightly fruity? Such combinations aren’t impossible because a number of 

properties can’t be defined so squarely on the basis of pure chemical analysis, and many just 

overlap within the logical spaces of classifications. In fact, Piraat, my favourite special beer, is 

full bodied and heavy, but other people think it is heady/heavy or pungent/heavy.  

Moreover, I don’t think one has to claim qualia are ineffable and have a mysterious 

nature to knock down the wine-tasting machine. There are many issues at stake here and my 

reflections about the vividness of experience mentioned above suggest insurmountable 

problems with such a machine. For instance, how could this machine be accurate when even 

human experts tend to disagree about border line cases? Suppose that, like his ‘computerised 

sommelier’, Jean Paul, a computerised tailoring machine was able to make suits, after 

measuring costumers with laser beams and sensors. Would it be able to predict how people will 

look and even tell how they will feel in clothes by the functioning of its program?  (The former 

points to an aesthetic judgement from the third-person perspective and the latter to a first-

person perspective; note how what it is like to be in a suit has to be experienced from the first-

person viewpoint) Of course my imagined machine would be able to do neither. As long as 

experience and qualia are at stake, Jean Paul would be as pointless as Dennett’s wine-tasting 

machine, and for the same reasons8: despite what partisans of strong Artificial Intelligence 
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enthusiastically believe, programmed machines are inappropriate replacements for humans 

when having experience and judgements based upon experience are at stake. Supposing this 

possibility is up for grabs without a convincing argument is simply and plainly question 

begging. (Put differently, can you teach experience and qualia to the tailor computerised 

machine, the functioning of which entirely depends on symbolic manipulations only? Doesn’t 

all this sound like we are just back to square one?). 

Dennett’s contentious arguments do not end here, though. Take for instance his 

refutations of inverted qualia (Block 1978) in which neurosurgeons tamper with your 

phenomenal states by either inverting production channels at early stages or by inverting 

memory access links in virtue of which comparisons of present and past hues can be made. 

Either way, Dennett alleges (1988, p. 231), a subject would not be able to discover what really 

happened, since appealing to the intrapersonal level, in order to assess the difference, is always 

as illusory as unjustified. What is more, the vivid experience that purportedly allows the subject 

to discern and notice the difference isn’t as well-established as the tradition thinks it is. As the 

very same effect of inverting qualia would be achieved by the evil neurosurgery and one would 

not be able to discover what really happened, Dennett hastily concludes that qualia are simply 

unknowable to the person and to anyone9. Now, there is an obvious problem with this 

argument, which Dennett repeats over and over in his attack to qualia: the fact that something is 

hard to verify from a first-person viewpoint —under adversely exceptional circumstances, I 

must add— and that, for instance, a subject may not find out well the source of change by 

introspection does not entail that the phenomenon does not exist, or that qualia are beyond 

experience and human understanding in ordinary circumstances. Rather, such an intuition can 

only pump this conclusion: qualia comparisons and assessments from the first-person 

viewpoint are quite fallible in strange circumstances (as I will argue in the end of this section, 

the objection that inverted qualia makes a strange case is unfounded). Although Dennett’s 

move shows it is sometimes difficult to establish the origin of mistakes, I don’t think absolute 

inability to judge follows. Intuitively, the subject’s inability to discern depends on how 

compromised memory channels result, and the extent to which the subject turns out to be 

unable to recollect memories as to a particular or a general situation. 

In fact, I acknowledge Dennett’s argument is convincing at first sight. But as we are in 

the arena of intuitions, I would like to offer my own intuition pump to see what happens. 
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Suppose that, walking down a street, Vadinho, a monolingual Portuguese speaker who has got 

slight cataracts and suffers from mild agnosia10, glimpses at some Chinese symbols on a wall, 

which are erased and replaced with Korean symbols overnight. A day after Vadinho passes by 

the same place and is asked whether he appreciates any difference. If one jumped to 

conclusions too quickly, one would immediately say that it is impossible to know whether 

Vadinho’s inability to detect any difference stems from his cataracts or mild agnosia, since his 

memory and visual experiences are both quite unreliable. On the face of it, there is no way to 

know what really went wrong and one might hastily draw this conclusion: Vadinho himself 

can’t know. But, this would be a totally erroneous conclusion. There is an internal element of 

Vadinho’s experience that overrides particular abnormally-caused memories or perceptions, 

and which allows Vadinho to inform well that he could not have appreciated any difference. 

Suppose one asked Vadinho and then he apologised and said: ‘I’m sorry sir, I just can’t know, I 

have a problem with my eyes, and am quite forgetful’. One may tell him to think twice, because 

he speaks neither Chinese nor Korean and hasn’t got the faintest idea about the difference 

between the symbols of both languages. From his viewpoint, Korean and Chinese symbols are 

the same thing. This element of his experience (in the Network) in principle precludes Vadinho 

from noticing any difference between the Chinese and Korean symbols painted on the wall. 

Vadinho’s overall experience is far more important than his particularised abnormally caused 

memories or pathological cases of perceptions. Consequently, sometimes there is a way out of a 

thorny dilemma, but one just doesn’t see it.  

As analysed in the fourth chapter, recognitions require experiential sequences or 

memories, which are internally related to beliefs, desires and other internal states. Such 

sequences, which figure in the Network, allow the subject to judge whether two experiences are 

the same. But, something else can be said in relation to cases like Vadinho’s or Dennett’s 

argument against inverted qualia: it has to be carefully noted that, if perception and memory are 

at stake, and both involve intentionality, an important restriction needs to be introduced to 

prevent deviant causal chains: plannable regularity (Searle 1983a, pp. 136-137). So, after all, 

an odd situation like the case of Dennett’s evil neurosurgeons isn’t the epitome of a test for 

judging whether qualia11 really exist. 

Finally, consider Dennett’s presentation of Chase and Sanborn, a somewhat ‘more 

realistic example’ in his opinion: 
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Once upon a time there were two coffee tasters, Mr Chase and Mr 

Sanborn, who worked for Maxwell House. Along with half a 

dozen other coffee tasters, their job was to ensure that the taste of 

Maxwell House stayed constant, year after year. One day, about 

six years after Mr Chase had come to work for Maxwell House, he 

confessed to Mr Sanborn: “I have to admit it, but I’m not enjoying 

this work anymore. When I came to Maxwell house six years ago, 

I thought Maxwell House coffee was the best-tasting coffee in the 

world. I was proud to have a share in the responsibility for 

preserving that flavour over the years. And we’ve done our job 

well; the coffee tastes just the same today as it tasted when we 

arrived. But, you know, I no longer like it! My tastes have 

changed. I’ve become a more sophisticated coffee drinker. I no 

longer like that taste at all.”  

Sanborn greeted this revelation with considerable interest. “It’s 

funny you should mention it,” he replied, “for something rather 

similar has happened to me.” He went on: “When I arrived here, 

shortly before you did, I, like you, thought Maxwell House coffee 

was tops in flavour. And now I, like you, really don’t care for the 

coffee we’re making. But my tastes haven’t changed; my… tasters 

have changed. That is, I think something has gone wrong with my 

taste buds or some other part of my taste-analysing perceptual 

machinery. Maxwell house coffee doesn’t taste to me the way it 

used to taste; if only it did, I’d still love it, for I still think that taste 

is the best taste in coffee. Now I’m not saying we haven’t done our 

job well. You other tasters all agree that the taste is the same, and I 

must admit that on a day-today basis I can detect no change either. 

So it must be my problem alone. I guess I’m no longer cut out for 

this work.” (Dennett 1988, pp. 231-32, emphasis in original) 
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The candid confessions of this intuition pump pose a thorny dilemma indeed. For Chase the 

taste of Maxwell House coffee is the same, but he claims his tastes have changed and he no 

longer likes that taste (the old taste…), while Sanborn cannot detect any difference in taste (on 

a day-today basis) and yet the coffee tastes different to him, so his tasters must have changed12. 

To evaluate who’s right one has to rely upon their memories, but, as qualia are allegedly 

intrinsic, private, and ineffable, there is no way to check whether there has been a real change 

of aesthetic judgment, a problem with self-knowledge, a nostalgia effect, a change of tasters, or 

other possible distortions. Such a puzzle purportedly undermines the infallibility of qualia 

assessments and the subsequent judgements, but does it show that qualia are not incorrigible 

and, further, that they do not exist at all? What if qualia, despite being hard to pin down, existed 

before judgements and enable them, fallible as such judgements may be? In general, people can 

indeed be wrong about judging similar experiences (they may misjudge one quale as the same 

or as a different quale for different reasons), but in so doing, this doesn’t mean they haven’t felt 

any qualia. Rather, they may misjudge, given the questionable authority of memory, whether 

such qualia are similar or different13.  

Dennett’s reduction of qualia to judgements is unconvincing, for it fails to establish that 

nothing is felt and then that qualia are just meaningless mirages. But, it’s worth repeating again 

that inaccuracy in discriminating sameness of phenomenal experiences doesn’t entail that 

experiences are illusory, but rather that introspective judgements are occasionally fallible14. 

Loar, who also considers memory fallibility in relation to the incorrigibility of phenomenal 

states, asserts that “the whole point about the phenomenal is how it appears. And that means 

there is no introspective guarantee of anything beyond mere appearance, even of 

discriminations of genuine repeatables.” (Loar 1990, p. 308, emphasis in original). I would add 

that when qualia are at stake appearance does not mean illusion, but the act of becoming 

‘visible’ to the subject at a certain moment, so judgements and descriptions may obviously fail 

to specify them later (I will return to this issue in relation to whether or not consciousness 

exists). 

Since there might be neural structures and other material events that cause the tricky 

appearances of qualia, one wonders if science has ever taken this problem seriously. If qualia 

were pure illusions, scientists wouldn’t even have bothered to conduct researches on them, but 

they have. Take for example theories about colour vision deficiencies which led to the 
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prediction that certain people have pseudo normal vision (Nida-Rümelin 1996). Such people 

apparently have sensations of red and green inverted. But, despite the obvious difficulties to 

prove this deficiency, it is considered to be a serious hypothesis in colour vision science. So 

here Dennett needs to meet an important objection, a sort of philosophical predicament into 

which he and the Wittgensteinians have got themselves with arguments that conclude qualia are 

a pseudo hypothesis: either they deny that pseudo normal people are green-red inverted or 

refute what colour vision science affirms (see Nida-Rümelin 1996, pp. 99-101). But 

physiological facts and certain empirical assumptions suggest that pseudo normal vision people 

exist, despite the difficulties to prove this. Therefore, Dennett and the Wittgensteinians had 

better start refuting the hypotheses of colour vision science.  

This puzzle and the problems I have presented indicate that Dennett’s analysis of qualia 

and the flimsy evidence of his intuition pumps are like a boarded window, which confuse 

difficulties for achieving verification (from the first-person and third-person viewpoint), with 

the impossibility in principle of verifying the existence of qualia. But, since these phenomena 

play an important role in our mental lives and a number of scientists and philosophers are 

determined to join efforts to reveal their tricky nature, why can’t one deem studying qualia a 

window of opportunity instead15? 

 

5.1.2 Setting up the straw man n°2: the Cartesian Theatre 

 

Unsurprisingly, quixotic quests never come alone. Like Don Quixote, who left home twice to 

kill giants and rescue helpless maidens, Dennett embarks on another venture the aim of which is 

far more ambitious than the former: he aims to deny the existence of phenomenal 

consciousness. To this end, he sets up a second straw man which consists in describing the 

stream of phenomenal consciousness as a Cartesian Theatre. Both straw men are part of 

Dennett’s strategy, which tries persuading one that consciousness is an illusion that can be 

dispelled by demystifying the mind with the aid of neuroscientific research (this is precisely one 

of the reasons why I consider neurological diseases in this chapter). 

As explained in the former chapters as well as in the last section, each time Dennett 

hears the word ‘introspection’ he loudly decries: Cartesianism! This philosophical bias is 

encouraged by the caricature of the Cartesian Theatre, a place that is allegedly posited by those 
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philosophers who argue in favour of introspection and phenomenal experience. But, is that so? 

Before giving a definitive judgement, it is necessary to cite an interesting distinction made by 

Güzeldere (1997, p. 24), for whom differences in perspective are at the heart of the diverse 

explanations of consciousness, supporting epistemically or ontologically based theses about its 

nature. The former are supposed to be less controversial than the latter, since they are grounded 

in common sense, revealing how perspectivity works. From the epistemological theses about 

the nature of consciousness the ontological ramifications are subsequently examined. 

 Arguably, one has privileged access to mental life and to all the events that take place 

there, which even include the famous ‘what it is like to have consciousness’. And here perhaps 

Descartes is to blame, since he thinks that denying consciousness entails an inconsistency: to do 

so one has to entertain such thoughts, but then one must be conscious. Moreover, the privileged 

access of one’s consciousness interestingly implies that others are not able to peek into one’s 

mental life. In fact, there seems to be severe epistemological limitations for the third-person 

viewpoint, as it is impossible to explore someone’s conscious perspective by ordinary scientific 

methods, observation or via direct verification. However, this doesn’t necessarily mean that 

consciousness is not an object of scientific study, since it is plausible to pin down what material 

events cause consciousness by virtue of third-person viewpoint elucidations, that is, by 

describing the physiological underpinnings of consciousness. But, as explained above, such 

explanations do not exhaust what consciousness is (See Nagel 1986, for instance), and seem to 

importantly leave something out. In fact, the physiological underpinnings of consciousness 

leave out the vividness of what it is like to be conscious. In view of this puzzle, it seems that a 

characterisation of phenomenal consciousness that does away with the personal perspective is, 

from a common sense perspective, hard to swallow and very counterintuitive (I will return to 

this issue). 

 Admittedly, the nut of consciousness is tough to crack, and the connection between its 

elucidation and phenomenology even tougher. To deal with the several complications entangled 

with the feeling of consciousness, a number of philosophers have proposed a locus, even though 

there is no evident place or seat for consciousness in the brain. Consciousness has been 

regarded as a non spatial phenomenon by many, ever since Descartes highlighted the difference 

in properties between thought and material objects, and described the evident link between 

thought and consciousness thus: an idea cannot be in a mind if one hasn’t consciously been 
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aware of it, but, as suggested in 3.4, there may exist material factors that cause consciousness 

and its feeling. Notwithstanding such nuisances, it is tempting to postulate a place for 

consciousness, because it would explain how ‘all comes together’, enabling the sense of 

cohesion, unity and the singularity of experience. Again, this place is dubbed by Dennett the 

Cartesian Theatre, which supposedly arises out of Cartesian Materialism, a view that, among 

other things, holds that consciousness has a stream running through it.  

As usual, Dennett starts charging people with Cartesianism and this time William James 

is the suspect, who asserts that consciousness is thought that goes on, and that it is difficult to 

regard the process by which mental states are assembled as a mere fact (James 1997, p. 71). For 

this reason, and besides observing that consciousness is not an entity (James 1971, p. 4), he 

claims that consciousness evinces three key properties, namely, it is personal, exhibits sensible 

continuity, and evinces constant change. By personal, he means that consciousness is the stage 

where all thoughts and sensations come into existence. In particular, states of consciousness are 

naturally found in personal consciousness, so they correspond with cerebral events, but are 

manifested in the concrete selves of I’s and you’s. To put this point another way, there is a 

plurality of thoughts, with neural correlations, but there is always a markedly personal self, 

which is to be treated as an immediate datum of psychology. The existence of ‘a flow of 

thought’ discloses another aspect of consciousness: it is in constant change, so no stance or state 

is identical with a previous one, however similar they appear to be16. For this reason, 

consciousness is perceived as sensibly continuous, that is, without breaches or cracks, barring 

time-gaps and interruptions such as periods of sleep. Even so, gaps are bridged by an immanent 

noticeable sense of a self, which conceals the changes of consciousness and prevents them from 

being abrupt. On James’ account, consciousness cannot be considered discontinuous and gappy, 

since the river or stream of the subjective life, which also displays attention, focuses upon 

different objects that emerge in one’s consciousness, but such different acts of attention do not 

imply gaps. In other words, the fact that attention concentrates on different phenomena doesn’t 

entail that consciousness is full of gaps, for the neural events that elucidate consciousness, 

which may be discontinuous, are one thing, but how it is felt is another thing. James beautifully 

portrays this idea by describing how the bright flash of a lightning, the silence that creeps, and 

the rumbling thunder, three different physical events, are united by one’s consciousness and its 
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focus of attention (in fact James’ account doesn’t distinguish two facets of consciousness, one 

of which enables the continuous experience as will be explored).  

Nevertheless, Dennett adamantly opposes to views which hold that consciousness is 

united and organised, and attacks its stream, calling it Cartesian Materialism (Dennett 1997, p. 

83). Specifically, he considers that assuming Cartesian Materialism is the worst mistake one 

can possibly make when investigating the nature of mind, for the tantalizing suppositions of this 

account lead to paradoxical results which directly conflict with the current evidence about brain 

functions and information processing. Cartesian Materialism is supposed to arise when 

Cartesian Dualism is dismissed, but the central material theatre or the central information 

agency (viz. the mind’s eye), where all comes together, isn’t. Cartesian materialists propose 

different places for the theatre like the pineal gland, the reticular formation, and various zones 

of the prefrontal lobe, all of which implement a finish line or boundary in the brain where the 

order or arrival of events parallels the presentations of experience. In short, what is shown by 

the central theatre is what one feels and experiences.  

But, Dennett warns that, even though no one explicitly cultivates the myth of the 

Cartesian Theatre, for it is an idea that emerges from Dualism, it tenaciously reappears, fuelling 

the debate about consciousness, and bedevilling the scientific study of its nature. And it 

constantly camouflages itself under the form of introspection, by virtue of which people not 

only defend the unity of consciousness, but also distinguish between ‘in here’ and ‘out there’, 

and ‘before’ and ‘after’, which are the by-products of setting forth a central point in the brain (I 

will resume the discussion of this issue in the next section). As a correction to this view, 

Dennett advances his Multiple Draft theory, which accounts for the mind functioning in terms 

of diverse parallel brain activities that are continuously edited in fractions of seconds, and 

which are subject to emendation, overwriting, additions and incorporations. Furthermore, the 

raw material collected by the nervous system constitutes basic representations which are 

enhanced, collated and revised by the whole brain. But Dennett notes that, in this process, there 

is no central agency that corrects anything, once a representation is fixed. For example, 

perceptions are not sent to any agency for revision, because once again there is no central 

information agency at all…  

On his account, there is no such thing as the stream of consciousness, but a multiplicity 

of different narratives which foster the illusion of unity. Several examinations of perceptual 
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illusions, among which he cites the subjective contours and the blind spot, purportedly prove 

that the brain never fills in absent information to make sense of a phenomenon, to sustain the 

illusion of continuity and unity, but rather simply ignores when it is unable to apprehend, and 

this disregard is what fosters the illusion of unity, when in fact there is no unity. For Dennett 

claims: “an absence of information is not the same as information about an absence” (1991, p. 

324). 

Now, it must be observed that his attack on the stream of consciousness is supported by 

some illusions, which are admittedly ambiguous and open to interpretations, occasionally 

contradicting one another. In point of fact, the well-known discussion about the alleged theory 

laden character of perception comprises two conflicting views, Fodor  and Churchland’s, which 

hold that perception is unaffected and affected by what is believed, respectively. But, what is 

hilarious is that some of the psychological experiments cited are the same, namely, the Müller-

Lyer illusion, the duck-rabbit figure and the Necker cube. However ‘objective’ such data are, 

the conclusions drawn are the opposite, as both Fodor and Churchland construe the results in 

light of different theoretical assumptions such as the modularity of mind and the encapsulation 

of perception (Fodor 1983, 1984, 1988 and 1991), or a top-down cognitive architecture 

(Churchland 1979 and 1989a)17. This indicates empirical data can sometimes suggest, but 

cannot definitively constitute undefeasible evidence when philosophical views are under 

examination. 

Dennett’s perceptual illusions cut no ice in relation to the existence of the stream of 

consciousness, since he seems to overestimate their scope. It is true that the ‘subjective 

contours’ are not there, since they are a ‘mistake’ of the brain circuit specialised in shapes, 

which makes one see, believe and judge contours are there. But, interestingly, these contours 

cannot be dispelled by what is known. Explaining such illusions doesn’t do away with them, so 

they continue existing. Then, one may ask: if the stream of consciousness is nothing more than 

‘a pure illusion’, how could one prevent its appearance, if it is hardwired somewhere (perhaps 

in many places) in the brain? Could it be possible that the making of such an ‘illusion’ is built-

in, so one had better not consider it as such, but as an inherent characteristic of the system? 

Finally, what if the ‘illusion’ played an irreplaceable role for the organism, so those who lack 

the sense of unity of consciousness had less chances of survival? 
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Perhaps it is valid to ask whether the phenomenology of consciousness really competes 

and is utterly incompatible with the facts. The answer is clear: even if one knew all the 

objective facts that explained the ‘illusion’ of the stream of consciousness, the ‘illusion’ 

wouldn’t disappear from a subjective viewpoint. This means phenomenal consciousness is 

created by something non-observer dependant, the brain, and how it functions, but such 

knowledge does not make the illusion disappear. One has to separate the objective from the 

subjective aspects, which James does when holding that consciousness feels streamlike, and is 

explained by material factors, but this stance need neither eliminate nor leave out the 

experience of continuity, the feeling of what it is like to be conscious, unless one purports to 

exclusively concentrate upon neural events, in an eliminativist manoeuvre, but such move 

obviously requires holding the appearance of consciousness is an illusion and this simply begs 

the question. Even so, the ‘illusion’ remains, since it is recalcitrant and built-in. As Flanagan 

puts it:  

 

It isn’t that we have an illusion to be explained. There is no 

mistake or illusion involved in claiming that consciousness feels 

streamlike. Again, the point of view is built-in. The interesting 

question is why subjective consciousness is insensitive, if it is, to 

certain things about itself, objectively construed. Eventually we 

want a fine-grained answer of the sort we can give for how other 

discrete things, e.g., movies, give a continuous impression. Giving 

a continuous impression may well be what the system is designed 

to do. In that case there is no mistake in thinking that 

consciousness seems streamlike. It does because it is designed to 

feel that way. (Flanagan 1997, p. 89, my emphasis) 

 

Of course one may adopt Dennett’s eliminativist stance, exclusively focus on the 

neurophysiological events that explain consciousness, and endorse segregationist intuitions 

according to which consciousness is only what it does, rather than what it seems (as 

distinguished by Güzeldere 1997). But, in so doing, one not only gets rid of the Cartesian 

Theatre, a caricature, the second straw men set up by Dennett, but also leaves out the streamlike 
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appearance of phenomenal consciousness or how consciousness feels. As regards this problem, 

is a purely neurophysiological elucidation of consciousness, from a third-person viewpoint 

only, adequate to characterise this complex mental phenomenon? What does an explanation do 

when part of the phenomenon to be explained is eliminated? 

 

5.1.3 Consciousness explained or (fully) unexplained? 

 

Dennett’s final attack on phenomenal consciousness comes after the two straw men are set up 

and ready for use. On the one hand, he denies the existence of qualia, because such mental 

phenomena supposedly offer evidence for the existence of a personal self that experiences the 

world, revealing a sort of privileged official viewpoint from which correct judgements can be 

made. On the other hand, he bashes the streamlike feeling of consciousness by targeting the 

Cartesian Theatre, as the latter feeds the pernicious myth about the unity of consciousness and, 

again, the would-be privileged place where mental life can be observed.  

Censuring the entrenched intuitions that preclude the authentic scientific investigation of 

consciousness, he devotes an entire book to undermining the existence of consciousness 

(Dennett 1991), tearing down alleged philosophical myths, and encouraging discarding a 

central observer in the brain. But, as 5.1.1 and 5.1.2 expound, the evidence provided seems 

scant and, then, it appears that the arguments posed against the existence of phenomenal 

consciousness are question begging altogether. The aim of this section is precisely to reveal in 

what sense such arguments against the existence of consciousness beg the question, however 

persuasive they seem at first glance. 

 Dennett and Kinsbourne (1992) concentrate on the alleged when and where of 

consciously perceived phenomena, which traditionally help establish the myth about a central 

agency or locus in the brain where all comes together, and in which a coherent organised story 

is centrally edited for publishing. Like the case against the existence of qualia, experimental 

results that lead to paradoxical conclusions are discussed, such as ‘colour phi’, or the spots that 

switch colours while moving; ‘the cutaneous rabbit’, i.e., stimuli on arms which, despite being 

induced by tappers with different activation times and spatial distributions, feel uniform and 

sequential, as though an animal hopped up; ‘referral backwards in time’ in which direct 

electrical stimuli of locations of the cortex induce located bodily sensations, but such 
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occurrences are reported as later than direct stimulation (e.g. direct stimulation of brain 

locations related to tactile sensations is perceived later than on hands). And, finally, ‘the delay 

of consciousness and intention’, where spontaneous decisions are compared with times of 

electrophysical events in the brain, showing that the former have a time-lag of 350 or 400 

milliseconds behind the onset of ‘voluntary’ actions.  

In all those experiments the same inconsistent results are achieved, that is, the subject 

reports events, and a coherent story arises in the form of a stream of consciousness, but this 

well organised narration by no means matches brain events. Moreover, what really occurs, from 

a neurophysiological point of view, simply indicates the prominent mismatch between one’s 

subjective impressions, which are well-ordered, and what really causes perception, which is the 

product of parallel brain events that provide rough reports available for behaviour. And here D 

& K note the fundamental difference between content, by which time is represented, and the 

vehicle, or the time of representing, as “there is no reason to suppose that the beginning of the 

representing represents the beginning of the represented.” (Dennett and Kinsbourne 1992, p. 

150). In particular, the brain doesn’t exploit an array of well-timed pre-ordered data, e.g. left 

and then right eye, but whatever information sources it can avail of, since what matters is the 

control of behaviour. Thus, the order of representations appears inconsistent in the problems 

mentioned above, but because of the rush with which the brain has to control actions.  

Even so, D & K note that this doesn’t mean the brain doesn’t respect cause and effect; it 

does insofar as it is causally prompted by external stimuli and is always ready to respond to 

them. Such information is not necessarily available for consciousness in an organised fashion 

and neither is it located in a central place, but despite this apparent deficiency, which occurs in 

virtue of the brain’s hasty dealing with representations and action, beliefs are fixed and actions 

are executed. 

 For the sake of clarity and brevity, I will only explore and criticise two thought 

experiments proposed by D & K (or intuition pumps?18), intended to show that judgements and 

observations based on introspective probes are not only misleading, but also unnecessary from 

the perspective of the Multiple Draft theory (Dennett 1991). Suppose, D & K say, that a 

neurosurgeon tampers with your brain and insert the memory of a woman wearing a hat and 

glasses, an experience of someone you never saw at a party last Sunday. On Monday the party 

is recalled, and the bogus experience pops into your mind, but still you have never experienced 
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the visual image of the woman; in fact, she’s only been ‘dwelling’ in your mind since Monday. 

According to D & K, on Tuesday everyone would agree that you’ve got a very vivid conscious 

experience of the woman19, but such an experience only started on Tuesday, though it seems to 

you that it happened last Sunday. 

Albeit there is no technology available to tamper with experiences, D & K note that 

sometimes memory plays tricks on us, inserting inexistent experiences, a process that he calls 

Orwellian revisions (Dennett 1991, p. 115-7). Such processes involve experiential 

contaminations or revisions of memory that literally rewrite the past and prevent one from 

accessing a real chain of events. Hence, the aim of Orwellian revisions is to fool posterity. 

Nevertheless, there is another way to manipulate experiential history, which consists in 

presenting false testimonies, bogus confessions and simulated evidence afterwards. This sort of 

ploy is called Stalinisque revisions by Dennett (1991, p. 118-9), since they give rise to phoney 

show trials. But, what is central is that the divergence between the Orwellian and the 

Stalinisque revisions is absolutely irrelevant in the end, since what counts is the disinformation 

affecting the subject in question, who incidentally is unable to tell the difference of what really 

happened, and whether it was before (Orwellian) or after (Stalinisque) that something 

occurred20. In relation to this point, D & K assert that:  

 

In any successful disinformation campaign, were we to wonder 

whether the accounts in the newspapers were Orwellian accounts 

of trials that never happened at all, or true accounts of phony show 

trials that actually did happen, we might be unable to tell the 

difference. If all the traces —newspapers, videotapes, personal 

memoirs, inscriptions on gravestones, living witnesses, and so 

on— have been either obliterated or revised, we will have no way 

of knowing which sort of fabrication happened: a fabrication first, 

culminated in a staged trial whose accurate history we now have 

before us, or after a summary execution, history-fabrication 

covering up the deed. No trial of any sort actually took place. 

(Dennett and Kinsbourne 1992, p. 153, emphasis in original) 
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And then Cartesian Materialism induces this illusion: the fact that the Orwellian and the 

Stalinisque revisions work at macroscopic time scales gives the wrong impression that they will 

equally work well with judging ‘inner’ experiences, when in fact they lead to conflicting 

results. To prove this point, D & K put forward a second thought experiment in which a long-

haired woman jogs by, but one second before seeing her, one’s memory is contaminated with a 

subterranean experience of another woman, with short hair and glasses. Accordingly, the 

experimental subject would wrongly report that the long-haired-woman who jogged by was 

wearing glasses.  

If people were yet inclined to say that the original visual experience really took place, 

and that it was of a woman without glasses, but added that the experience was contaminated, 

they would be adopting an Orwellian revisionist stance. Put differently, they would explain the 

subject’s report as a direct intervention of the past, which is totally inert from the subject’s 

viewpoint. For, as long as the second experience gets distorted, the subject is totally unable to 

tell what really happened. On the other hand, if other people said the subject hallucinated when 

seeing the woman jog by, that is, that the subject, as a matter of fact, perceived the woman 

jogging with glasses when in reality she wasn’t wearing them, they would be endorsing a 

Stalinisque revision, or the performance of a phoney show trial for experience. If the story is 

reconstructed in the Orwellian fashion, no perceptual hallucination has taken place, but a 

memory distortion. If reconstructed by the Stalinisque stance, the subject has had a perceptual 

hallucination. 

 Given such complexities, how is it possible to solve this dilemma? The important point 

to bear in mind, according to D & K, is that, by embracing Cartesian Materialism, there is no 

way to get out of the conundrum, since the analyses of experience are temporally and spatially 

smeared. The trials naively trust the foggy area of the subject’s ‘inner consciousness’, where all 

allegedly comes together. As exemplified with Vadinho and the case of the Chinese and 

Korean characters, D & K claim that the boundary between perception, memory and experience 

simply gets fuzzy and its sharpness fades altogether, so claiming there are previous and past 

real moments, which, for instance, separate the true content ‘long-haired woman’ from the false 

content ‘with glasses’, is utterly wrong, because there is no way to discern whether one had a 

conscious experience of a woman without glasses and then another with glasses (and the latter 

wiped out the former), or whether one quite simply (and ‘consciously’) saw the woman with 
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glasses21. Either way, one is not able to discern whether one’s memory is playing tricks 

(Orwellian) or one’s eyes (Stalinisque), because, from ‘the internal viewpoint’, it is supposed to 

be impossible to know. Those are the paradoxes to which Cartesian Materialism and its Theatre 

supposedly lead; hence, D & K conclude, one had better overthrow phenomenal consciousness 

and the supposedly privileged first-person viewpoint. But is one entitled to do so, given the 

evidence of D & K’s thought experiments as well as the illusions described above, all of which 

may have Orwellian and Stalinisque revisions? 

 On this score, one has to distinguish between belief fixation (or information processing, 

if computationalism is embraced), which is associated with what consciousness does when 

evaluating judgements by introspection (aright or badly), and the appearance of consciousness, 

which is related to what consciousness feels like independently of making wrong or correct 

judgements. And D & K’s analysis clearly targets the existence of the phenomenal 

consciousness with arguments that focus on one’s inability to judge or discern what really 

happened, which is very contentious. Be that as it may, D & K’s move seems question begging, 

as it presupposes phenomenal consciousness does not exist at all, because if it existed, one 

would count with an official version of the history of perceptual judgements (as far as 

intentionality is concerned, Searle believes one’s version can only be considered to be an 

official version if and only if plannable regularity is not flouted; examples in 4.4.2 illustrate 

this).  

Moreover, as Block (1992, p. 175) suggests, although perceptions of events are 

temporally and spatially spread over the whole brain, and this means both perceptions and 

revisions cannot be labelled as ‘conscious’ in a specific place of the brain, such a hindrance 

does not rule out the possibility that some neural events in the brain be phenomenally 

conscious, whilst others are not. It is in the former sense that D & K’s arguments target the 

Cartesian Theatre, but what if many places (modules?) enabling phenomenal consciousness 

existed in the brain. Even if D & K’s arguments were granted against Cartesian Materialism, 

they would again be attacking a straw man, for arguing that some perceptual representations of 

events are conscious does not necessitate the existence of a unique place in the brain in which 

all phenomenal experiences coexist and are related and evaluated according to an internal 

official version. In fact, that claim is emphatically rejected by many who are friends of 

phenomenal consciousness, including myself. 
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 What is more, D & K’s examination has another question begging element. In their 

view, phenomenal consciousness is to be defined in function of one’s ability to judge and 

discern the origin of perceptions accurately. But that involves misconceiving phenomenal 

consciousness. As part of consciousness is its appearance, phenomenal consciousness can only 

be defined by one’s acquaintance with it (Block 2002), and this deictic directedness in no way 

guarantees one will be able to discern well ambiguities and perceptual borderline cases, such as 

those posed by D & K. In other words, directly feeling phenomenal consciousness, as what it is 

like to have a mind, is phenomenal consciousness, so all the arguments that attempt to prove its 

inexistence by citing conflicting judgements about deviant causal chains for the most part call 

into question the availability of accurate information given memory and perceptual failures 

(that flout plannable regularity), but fail to prove the inexistence of the feeling of what 

happens, a phenomenon that is no illusion, since it seems to be caused somewhere, at the neural 

level, despite the fact that it may not leave indelible traces at the level of perceptual 

judgements22. 

 In summary, D & K attempt to show that the inability to judge inside the subject’s field 

of experience debunks phenomenal consciousness, but if consciousness has a phenomenal side 

which makes one feel what it is like to be conscious, besides what is the case when perceptual 

judgements are made (correctly or wrongly), which need not rely on accurate memories or 

‘external’ perceptions, D & K’s antirealism not only begs the question, but also unjustifiably 

avoids what has been considered the hard problem of consciousness. For they presuppose there 

is nothing phenomenal, subjective and prone to memory or perceptual breakdowns underlying 

the judgements made by the first-person viewpoint. And, as explored, it is no help appealing to 

straw men like the difficulty of describing qualia or the Cartesian Theatre, or saying that such 

‘illusions’ will entirely be eradicated as ill-founded concepts from the discourse of science and 

common sense (See for a similar view Patricia Churchland 1983, Wilkes 1984 and Rey 1988). 

Pace Dennett and the radical nihilists about phenomenal consciousness, such concepts won’t be 

evicted, since qualia and the robust phenomenal character of consciousness —with its Jamesian 

stream— are built-in the system and cry, for this reason, for a satisfactory explanation. As I 

will argue in the rest of this chapter, one can not treat the phenomenal side or what it is like to 

have consciousness as a mere illusion, but as a phenomenon that constitutes the first-person 
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viewpoint of experience, regardless of the fallibility of memory or perceptual information in 

extremely strange imagined circumstances.  

 

5.2 Digression: replacing a crude caricature with apt metaphors 

 

In order to replace the Cartesian Theatre, an image akin to Ryle’s Ghost in the Machine (Ryle 

1949), that is, an easily defeasible caricature, I will devote this section to putting forward new 

metaphors. They represent more accurately the functioning of phenomenal consciousness and 

the conditions and processes for its occurrence, such as embodiment, mapping and purposeful 

action, all of which are involved in enhancing chances of survival. Naturally, I will use these 

metaphors to offer a better picture of consciousness, but I will not abuse their power. As such, 

they are only suggestions, but the last word belongs to future philosophical and empirical 

research. I propose these images in view of two aims. On the one hand, they intend to exorcise 

the Cartesian Theatre, rescuing the elements that are worth keeping in mind. On the other hand, 

they purport to favour an integrationist view. In fact, Damasio’s neurological investigations of 

section 5.3 will show an integrationist view is not a vain quest for a philosophical utopia. 

 

5.2.1 Marat Sade: mutability and permanence 

 

The Cartesian Theatre caricature abuses of two elements for the sake of attacking Cartesian 

Materialism, namely, ‘the stage’ or ‘screen’ where all phenomena purportedly comes into 

existence, and the spectator, who passively sees a spectacle or film, and apprehends sequences 

of events that make sense. The apparently enduring attention of consciousness, which selects 

phenomena and concentrates on aspects of reality that are relevant for satisfying the interests 

and needs of an organism, gives the wrong impression that the play on stage, which appears 

well-thought-out, is as such apprehended by the spectator, the self, who calmly awaits for the 

succession of events. Evidently nothing is more distant to reality than this caricature of 

consciousness and that, again, makes it a very defeasible straw man. The first element I want to 

draw attention to is the passivity of the spectator, who perceives a sequence of events, an 

obvious oversimplification of the process of perception, which requires constant mapping and 

bodily movements (of eyes, neck and trunk adjustments, among others), not to mention the 
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emotions provoked by each particular new ‘scene’ or ‘scenario’. Undoubtedly, all these bodily 

movements and the constant mapping contribute and enrich the appearance of experience, even 

constituting it (the next metaphor will describe this better). 

 Other elements of the Cartesian Theatre can be rescued, though. For instance, the events 

are witnessed, but by one, two, or many spectators? Save for those who argue against the 

identity of the body and the self (a problem which I address in the rest of the present chapter), 

there is a self or knower that becomes acquainted with the phenomena that ‘appear on stage’, 

but in contrast to the crude caricature of the Cartesian Theatre, the ‘play’ is neither well ordered 

nor rigidly organised. Rather, there is always a farrago of events simultaneously ensuing, which 

the brain somehow captures, giving the impression that a story has been written.  

And this narration reminds one of a famous play, Marat Sade, in which some of the 

characters are mentally ill people who attempt to interact with the audience and the audience is 

simply overwhelmed by the acting and the unfolding of events (I myself almost ran away the 

first time I saw it). Such a play does not encourage one to be passive at all, since the spectators, 

who are not alert, but attentive, generally stay focused and put, despite the overlapping 

occurrences, loud screams, and general chaos on stage and offstage (I refer to the latter below). 

In fact, this play resembles Dennett’s pandemonium in the brain, but the emergence of cohesion 

in the story brings again into the discussion the stream of consciousness, which Dennett 

staunchly criticises. 

 It is important to note that Marat Sade arouses a good deal of emotions, ranging from 

fear, joy, surprise, anger, happiness and disgust. Furthermore, the cathartic effect of the actors’ 

performance importantly makes the whole audience feel a number of emotions which 

occasionally just overlap. In a way, ‘the entire theatre’ —like the body— seems to disclose 

such emotions, which seem to be ‘in the air’ and are not only felt by individual spectators.  

The interludes of this play are noteworthy as well, because at a certain point the 

characters leave the stage and turn up amongst the audience, which somehow symbolises other 

crucial elements of consciousness, namely, the attentiveness of the spectators, who observe 

what the madmen are going to do, as well as the relation between witnessing and acting, two 

central features of consciousness. Furthermore, the offstage showing up of the characters 

symbolises another central aspect of consciousness, namely, the absence of a well defined place 

for story occurrence, or the constant shift of the spotlight that accompanies consciousness.  
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But, most significantly, Marat Sade represents the tension between two opposing forces, 

which are crucially combined in the emergence for consciousness (as will be examined in the 

next sections), surfacing an apparent paradox: the mutability of phenomena which impinges on 

the self, giving the impression that everything is always changing, and the permanence of a self 

that, after the succession of events, remains the same. This dichotomy is symbolised by Marat, 

the revolutionary, who is for the disruptive forces of change, and Sade, the conservative, who 

believes change is illusory and the political reality deserves pure contemplation. Such tension 

indeed reflects what consciousness is as well as its dual aspect. 

 

5.2.2 The Purple Rose of Cairo: no external spectator 

 

Nevertheless, the previous metaphor does not accurately represent a central feature of 

consciousness. One of its most compelling elements is the causal component it exhibits, for it is 

usually believed that mental states have causal power over the physical world. Take for 

example desires with a world-to-mind direction of fit and which are able to change states of 

affairs. This, again, indicates that the Cartesian Theatre is a grotesque caricature and thus a 

good straw man, and it suggests more integrationist metaphors are compulsory. 

 There is a particular film that represents the causal component very well, and depicts 

several other themes related to consciousness: The Purple Rose of Cairo, a movie written and 

directed by Woody Allen. Specifically, the film narrates the story of Cecilia (Mia Farrow), who 

sick and tired of her slothful abusive pimp-like husband (Danny Aiello), watches a motion 

picture over and over at the local cinema. One day, after being laid off, Cecilia goes to the 

cinema and sees the same film five times in a row. But, on this occasion, the leading role of the 

movie that is being seen by Cecilia, Tom Baxter (Jeff Daniels), suddenly realises she’s watched 

the film before. Out of the blue Baxter stops his dialogue, and begins talking to her while the 

film is being projected on the screen. After this, Baxter, who has fallen in love with her, comes 

out of the film projected on the screen, leaves the other characters flabbergasted and 

complaining, and terrifies the audience at the theatre. To avoid the chaos, Baxter and Cecilia 

escape from the cinema and get to a fancy restaurant, where he, amazed by the vividness of 

reality —a scene that is reminiscent of Jackson’s Mary the colour scientist (1986)— finally tries 

to settle the bill with stage money…  
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At first sight, this story has very little to do with the problem of consciousness, because 

it portrays a metaphysical impossibility: a fictional character on the loose in the actual world. 

On close examination, nevertheless, it turns out that the film brilliantly captures a number of 

topics associated with the problem of consciousness, for it depicts a permanent interaction 

between spectators and fictional characters, none of whom is passive, as the crude caricature of 

the Cartesian Theatre represents. For example, Baxter leaves the film, then he re-enters it, and 

even invites Cecilia to live in the fictional world, where she stays for some time. This 

permanent interaction between characters and spectators and their willingness to live ‘on the 

other side’, as it is more jolly and vivid there rather than here, is reflected by one line of the 

plot, when someone says that: “The real ones want their lives in fiction and the fictional ones 

want their lives real.” This in turn is connected with an issue the Cartesian Theatre obviously 

neglects: the problematic relation between reality, appearance and illusion when it comes to 

consciousness, a problem I have thoroughly discussed in the first section of this chapter. 

Additionally, the line above as well as the scene about the stage money suggest how films 

(fictional worlds) imitate properties of the actual world, a problem that I will address in the next 

chapter in relation to fiction and AI. 

But, there is a scene that is reminiscent of a key theme of consciousness, namely, how 

one knows that one knows, which occurs when Baxter and the actor that fleshed him out, Gil 

Shepherd, meet and begin a dialogue, which reminds one of Miguel de Unamuno’s Niebla, a 

Spanish classic contemporary novel in which the main character, Augusto Pérez, meets his 

creator, Víctor (a character that represents Unamuno). Although Unamuno criticises the 

distinction between reality and fiction when consciousness is at stake, with ideas that seem to 

coincide with Dennett’s view of consciousness as an illusion, I cite Unamuno’s novel because 

the story fascinatingly describes how consciousness can turn to itself (more about this in the 

next section).  

There are many other themes related to consciousness, such as the connection between 

free will and conscious mental states, which is brought up when Cecilia has to choose between 

Baxter and Shepherd. In fact, one of the fictional characters, envious of her luck, tells Cecilia 

that she has to make up her mind and choose either Baxter or Shepherd, because “the most 

human of all your attributes is your ability to choose.” Admittedly, how consciousness ‘enjoys’ 
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freedom has been one of the most discussed topics in the contemporary Philosophy of Mind 

recently (see, for instance, Searle 2007). 

To my mind, The Purple Rose of Cairo successfully helps exorcise the Cartesian 

Theatre caricature, beautifully fleshing out a central problem of consciousness: the interplay 

between being in the world (embodiment), sustained attention (permanent mapping), 

representation (intentionality), purposeful action (free will), and self-consciousness, none of 

which can be left out in a satisfactory explanation of consciousness. 

By way of concluding I would like to warn the reader that the metaphors of this section 

are suggestions only; they are images intended to call attention to problems of consciousness 

that cry for explanation, and which have been left out in the crude caricature of the Cartesian 

Theatre. However, no metaphor will ever replace the elucidation of consciousness. Nor will any 

metaphor substitute the serious philosophical and scientific study of its nature. In spite of what 

post-modern philosophers believe, like Baudrillard (1990) and others, reality is far more real 

than the illusory (and the fictional), appearances are not illusions, and nothing is more real than 

reality itself. As consciousness is caused by material factors, it cannot be an illusion and needs 

integrative studies to reveal its nature, which requires both materialistic explanations and first-

person viewpoint vivid descriptions. Does any discipline deal with the problem of 

consciousness and its themes in an integrative fashion, exploring how this perplexing 

phenomenon emerges from brain and ‘flesh’, as most philosophers engaged in providing 

integrative elucidations of consciousness assume?  

 

5.3 What a neurological theory suggests: Damasio revisited 

 

As Miller also reminds one with witty analogies (Miller 1962, p. 25), the difficulties of studying 

the nature of consciousness seem to stem from the fact that it is like turning a tool to itself. One 

is always surrounded by consciousness and, in this sense, its investigation parallels the situation 

of a fish trying to understand what water is. But, though these images funnily evoke the 

complexities of revealing the nature of consciousness, they are somewhat inaccurate and may 

mislead, since it is not impossible to describe consciousness from a first-person viewpoint or to 

explain it from a third-person viewpoint, though both viewpoints are fundamental parts of what 

consciousness is (a problem I will deal with in the last section of the present chapter). 
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Adopting the opposite strategy to Dennett, that is, by putting into practice an 

integrationist rather than a segregationist eliminativist stance towards consciousness, this 

second section explores Damasio’s theory (1999). My motivation is the following: the 

philosophical exploration of consciousness occasionally tends to neglect important neurological 

empirical evidence about its nature. But, despite the fallibility of such empirical evidence, I 

think it is important philosophers see what neurologists suggest as useful information, or a 

roadmap to guide the investigation of consciousness. I guess this is the very first step to go 

beyond Mysterianism and a passé Cartesianism. 

The double aspect of consciousness described with the aid of the metaphors employed in 

5.2 suggests that Damasio’s account may be right, as it seems to importantly illuminate two 

different aspects of consciousness: core consciousness and extended consciousness. As the 

former is a necessary condition for the latter, this requirement additionally presents one with an 

interesting empirical route to evaluate whether strong AI may succeed, so the empirical 

evidence gathered by this neurologist cannot be excluded altogether.  

Notwithstanding the complications entangled in the study of consciousness, one should 

not feel daunted by them, since investigating its problematic nature may provide a considerable 

reward, namely, the elucidation of how life is sensed and known. In this regard, Damasio 

asserts the following: 

 
What could be more difficult to know than to know how we know? 

What could be more dizzying than to realize that it is our having 

consciousness which makes possible an even inevitable our 

questions about consciousness? 

[…] Perhaps even more compellingly, consciousness is the critical 

biological function that allows us to know sorrow or know joy, to 

know suffering or know pleasure, to sense embarrassment or pride, 

to grieve for lost love or lost life. Whether individually experienced 

or observed, pathos is a by-product of consciousness and so is 

desire. None of those personal states would even be known to each 

of us without consciousness. Do not blame Eve for knowing; blame 

consciousness, and thank it, too. (Damasio 1999, p. 4) 
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As analysed in the precedent sections, the difficulties are abundant, so one has two possibilities. 

Either one gives up and claims that consciousness is nothing more than a complex set of 

biological mechanisms that magically create a pervasive illusion, a sort of cognitive sleight of 

hand that covers up absences of information, as Dennett and others do, or one faces the 

immediacy of phenomenal consciousness and investigates why what seems an illusion is a real 

ongoing process that cannot be left out of any adequate account of the mind, pace the 

eliminativists. As I believe consciousness is not an authentic illusion, but caused by some 

mechanisms that function independently of the denial or acceptance of the phenomenon, it is 

obvious what path I take in this section.  

 

5.3.1 Emotions, core consciousness, and the core self: being in the film and its feeling 

 

Damasio starts dealing with the problem of consciousness by asking how it is possible that the 

brain projects a film with diverse sensory tracks and ‘images’ that originate from sight, sound, 

taste, olfaction, touch, inner sense and so on. Evidently, this is only another metaphor, for what 

is crucial is how the brain creates neural patterns (maps) that, generated by high-nerve circuits, 

make up high-level phenomena, which are usually called representations and thoughts in the 

philosophical argot. In this picture, qualia figure as the basic material of which diverse tactile, 

sight, sound, and private ‘images’ are made, so whenever subjects become acquainted with 

these states, whose recognition seems inseparable from being conscious, their brains 

interestingly yield inner selves, meaning that feeling qualia (knowing them by acquaintance), 

for instance, involves the modification of the organism’s homeodynamics (or homeostasis), 

which activates a process by which a self knows23. For instance, if one reads the words on a 

newspaper, not only does one recognise that the words, concepts, sentences and stories make 

sense, but also that one, and nobody else, qua owner of the sensory images, is subtly and quietly 

present throughout the perusal. As Damasio puts it: “[…] the presence of you is the feeling of 

what happens when your being is modified by the acts of apprehending something. The 

presence never quits, from the moment of awakening to the moment sleep begins. The presence 

must be there or there is no you.” (1999, p. 10)  

All this becomes much more enticing when one considers that such a unique perspective 

and presence cannot be explained by a homunculus watching a film in the infamous Cartesian 
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Theatre, as in that case the explanation would be utterly endless. Rather, as the metaphors of the 

last section endeavoured to describe, the brain somehow makes a film, but at the same time 

yields a sense of a self, by which one feels seeing the film and, oddly enough, constantly feels 

one is part of it, as though one were character and spectator at once. And sentient beings show 

two important levels at which the self appears and deals with the world: an immediate form of 

self which, accompanying representations and enabling inferences and interpretations, 

engenders a second level, an extended biographical form of self which knows and focuses, by 

the use of memory, on sequences of events over time: for example, doing A (e.g. watching telly 

because they are broadcasting Miss Universe), and planning B (e.g. buy a bottle of Casillero del 

Diablo), because C happened yesterday (e.g. we ran out of wine)…etc. Sometimes diverse 

simultaneous activities overlap, and then the brain is committed to multiple tasks at the same 

time, but this wandering of attention, which may suggest that there is no inner self engaged, 

especially when activities are done ‘unconsciously’ (non-consciously), doesn’t preclude the 

existence of the stream of consciousness and thus how it is occasionally sensed and recognised 

by the subject. However diverted attention seems, it is always sustained over time when 

consciousness is present and diseases have not ravaged parts of the brain, because in that case 

attention is absent altogether. 

 Precisely considering consciousness a process rather than a thing, Damasio advances a 

theory with bottom-up architecture. Core consciousness explains and enables extended 

consciousness, but how does the whole process start? The key point to understand the origin of 

core consciousness is the organism and how the brain keeps the adequate balance between 

organic levels and the always changing environment by maintaining its homeodynamics. This 

occurs in virtue of a pervasive process of both internal and external mapping, which are 

necessary for survival. The brain is in command of the mappings, as it non-consciously scans 

bodily stability (from which the proto self emerges) as well as the salient features of the 

environment (a process that gives rise to the core self), prompting diverse emotions, after 

organism and object encounter. Such emotions precede both the core self and the 

autobiographical self, as will be explained in due course.  

But, instead of the homunculi model, with the little person inside who thinks, 

understands, talks and prompts actions, what Damasio has got in mind is “a collection of brain 

devices whose main job is the automated management of the organism’s life” (Damasio 1999, 
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p. 23), and this management sets a platform of regulatory actions that facilitate the mapping of 

the body, by the proto self, and the surrounding, as well as the surfacing of the core self, the 

phenomenon that always accompanies core consciousness24.  

 Like in Searle’s account, qualia and what it is like to have a mind are intertwined in 

Damasio’s, because consciousness begins as the feeling of what happens when one hears, sees, 

or touches, and a particular feeling, which is known mostly by direct acquaintance, arises from 

the process of mapping. There is an important difference between Damasio and Searle, though. 

While Searle confers centrality to consciousness and intentionality, justifying a leap to account 

for how animals know conditions of satisfaction for intentional states and representations, as 

they generally involve knowing propositions, which is somewhat problematic, Damasio simply 

maintains that having representations or images are usually accompanied by a peculiar feeling, 

which not only mark representations as ours, but also show how they may be possessed by 

organisms with the adequate neural structures (for core consciousness). In this sense, Damasio 

takes the opposite attitude to Dennett, that is, by integrating brain functions and aspects of 

mental life such as feeling and qualia, he associates these tricky mental phenomena with 

emotions, another problem to which a number of segregationists and scientists, mostly inspired 

by views like Methodological Behaviourism, have equally given a cold shoulder for being 

elusive and vague in the laboratory. 

 Contradicting these conservative ideas, Damasio cites clinical evidence which suggests 

the existence of a crucial link between emotions and consciousness, given the fact that an 

impairment of the latter is accompanied by a transient or permanent absence of the former. In 

his view, emotions represent the dawn of consciousness, and this can be acknowledged by two 

facts. On the one hand, emotions are generally entangled with feelings, but the latter are 

subjective and private, while emotions render public responses. On the other hand, emotions are 

rooted in the representation abilities of organisms and how they manage to survive. That is, the 

process by which an organism maintains its organic levels and maps the environment gives 

birth to certain emotions, which are outwardly directed. But when does (core) consciousness 

arise in the whole process, if it is linked with emotions?  

An important aspect of feelings and emotions is that they may be noticed by an agent, 

for whom such mental states become known. But having emotions does not entail being 

conscious: some animals are not entirely conscious of their emotions as they don’t realise their 
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unfolding; they feel things but don’t know they feel them25; similarly, we aren’t conscious of 

all our feelings, although some feelings prompt emotions, and vice versa.  

 To support the primacy of emotions in the making of consciousness, Damasio appeals to 

empirical evidence. Some sorts of brain damage suppress emotions and, subsequently, the 

subjects afflicted by such conditions suffer from certain dryness of character. On many 

occasions their social lives are dramatically affected, when zones of the brain responsible for 

the occurrence of emotions, which are necessary for decision-making, are compromised. 

Despite being able to reason perfectly well and understand all the logical steps of making a 

practical decision, these subjects simply fail to act or do so foolishly. Take for example Elliot, 

one of Damasio’s patients, who, diagnosed with a meningioma (a tumour), experienced a 

change of personality to an extent that he was unable to make rational sensible decisions, which 

dramatically affected his social and familiar life. The tumour had damaged a part of his brain 

which is currently associated with decision-making, so he underwent surgery and it went well, 

but Elliot’s flawed decision-making could not be cured and thus he could no longer be an 

effective social being (Damasio 1994, pp. 36-39). 

What’s more, emotions and consciousness may decisively influence one another. 

Consider patients who have severe memory damage are able to recognise people by the 

emotions such people arouse. Take for instance David, a patient who can’t learn new facts (and 

faces) and yet appears to be able to discriminate good guys and bad guys by the emotions they 

provoke (Damasio 1999, pp. 41, 43-47 and 113-121). Amazingly, David neither recognises the 

faces nor remembers the names of familiar people and still he is able to discriminate people 

who he likes or dislikes. This case suggests (but, evidently, doesn’t demonstrate) that 

recognitions aren’t only performed by brain circuits associated with memory and stored 

perceptual information, but also by virtue of how the brain reacts to stimuli and generates 

emotions. In particular, David’s preferences seem to show that in virtue of his core 

consciousness, which is intact and able to feel emotions, he is able to recognise people and thus 

some decision making is facilitated. Even though both excess and lack of emotions constitute 

severe impediments to make rational decisions and emotions don’t replace logical reasoning, 

they appear to play an important role in decision making26. Moreover, as was represented with 

the metaphors of 5.2, brain functioning seems to integrate emotion, feelings, intentional states 
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and purposeful decision making, so the sceptics who rule out that emotions play a role at the 

cognitive level have to offer evidence to undermine such neurological hypotheses. 

 In addition, cases of consciousness impairment also suggest what core consciousness is 

like and what signs appear above its threshold. It has to be carefully noted that neurologists like 

Damasio are quite aware of the philosophical problem of other minds, but to circumvent it27 

they employ this strategy: they observe and measure the actions of experimental subjects, who 

are then asked to give introspective reports of their experiences. Then the collected data and the 

neurobiological phenomena to be understood are associated. Such coincidence involves linking 

actions and reports to neural circuits, which are their causes. That is, basically, the first part of 

the modus operandi of neurologists. But what happens when such reports are not available or 

seem unreliable? Neurologists study neurological diseases and, on this basis, compare the 

symptoms with the behaviour of patients. This is called the lesion method. By this means, these 

scientists connect a breakdown of behaviour, a breakdown of mental states, and areas of 

damaged brain circuits, all of which is assessed by abnormal electrical potentials or atypical 

image scanning. 

In fact, the existence of core consciousness exhibits various continuous behaviours such 

as wakefulness, background emotion (with a number of concomitant reflexes), and sustained 

low-level attention with external manifestations. There is, however, one internal element that 

isn’t outward and isn’t publicly manifested: the core self, a sense of a self that accompanies the 

whole process of core consciousness, which nonverbally informs the mind about the goings-on 

of the organism when meeting objects, in Damasio’s view. Wakefulness only signals brain and 

mind are ‘on’, but don’t assure the organism is conscious, because, it is not possible that an 

organism shows emotions without being conscious. Low-level attention is, then, more reliable 

but not infallible either, because some patients with impaired consciousness are transiently 

attentive. Wakefulness, background emotion, and conspicuously sustained low-level attention 

have to be sustained over time. If any of these conditions is not satisfied, a neurological 

condition is suspected. For example, epileptic automatism episodes, cases of akinetic mutism, 

and severe conditions of Alzheimer, among others, show wakefulness but no sustained 

attention. As Damasio correctly points out, neurologists attribute consciousness only when all 

the described conditions are satisfied, and suspect impairment when any of them is missing.  
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But now an interesting issue can be raised. In view of the signs of core consciousness, 

would it be possible to claim that programmed machines are conscious? When consciousness is 

present, emotions and the occurrence of sustained attention are present too, because the latter 

are necessary but not sufficient conditions for the existence of core consciousness. But, neither 

emotion nor sustained attention seems to emerge from the functioning of programs and 

common machines, unless one attributes such features metaphorically. If emotions are essential 

for consciousness, and it is assumed that machines are conscious without offering an extra 

convincing argument about them having emotions, such an assumption would simply beg the 

question (see, for instance, Babbage’s comments in section 1.2). Therefore, it is not possible to 

conclude that programmed machines are conscious so easily28. As will be examined further in 

the next chapter, the quite ‘absent minded’ attention of robots and their lack of emotions 

resemble zombies or seizures of epileptic automatism. This may explain why robots barely 

seem to ‘fit’ in large-scale contexts, and when they further their goals, they do so in a 

disconnected immutable fashion, with behaviour that only seems to mimic animal or human 

behaviour, both of which exhibit continuity of purpose. Given the evidence provided by 

neurology, one may ask: does Pac Man, for instance, really feel any of the emotions attributed 

to him? It seems rather dubious that he feels anything, so the displayed emotions aren’t genuine 

but metaphorical. Perhaps, David’s case (Damasio 1999, pp. 117-119) serves to shed light on 

this problem too. David is neither zombie nor robot like and, given his condition, he represents 

a good example against some attacks on qualia: he feels qualia, but after 45 sec he recalls 

neither similarities nor differences. In this sense, he has no memory, but still his core 

consciousness and the core self are not impaired (i.e. ownership of such consciousness).  

The absence of emotions in machines, a pitfall of traditional AI29 suggests that most 

animals can be said to have intentionality and consciousness, whereas programmed computers 

and robots mimic mental states. After all, humans appear to share with animals the same 

neurological mechanisms necessary for the core self and core consciousness, which are in turn 

the preconditions for the emergence of the extended self and extended consciousness. Note that 

all this empirical evidence doesn’t prove programmed machines and robots don’t have emotions 

and consciousness, but importantly shifts the burden of proof to those who think such machines 

do have emotions and consciousness. Be that as it may, how does core consciousness begin 

according to Damasio? 
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In his account, the organism maps its internal states, which altered by external objects, 

give rise to neural mappings of the organism (representations of itself). This in turn generates a 

wordless narrative that accompanies the feeling of knowledge, from which one’s self originates. 

Specifically, when the organism interacts with the object, the brain maps this interaction, but 

first the body maps the entire organism with the biological structures that regulate and control 

life (the proto self emerges here, but is non-conscious). Then, the mapping of objects, via neural 

patterns, forms first-order image representations. Subsequently, these maps modify the maps of 

the organism, and such changes are re-represented by some second-order maps which 

correspond to the specific relation organism-object. These second-order maps become mental 

images, like first-order maps, and the relationships between all these maps are what one usually 

experience as feelings and conscious states qua final products30 (Damasio 1999, pp. 168-170). 

Put differently, Damasio’s theory causally explains the appearance of core consciousness as the 

product of the organism’s interaction between its own neural maps (images) and the maps that 

emerge after the organism is prompted by an object, all of which yields some re-representations 

(second-order maps). 

All this very complex causal mechanism, from which the proto self, the core self and 

core consciousness originate, require the participation of several parts of the brain, generating 

diverse maps (representations and mental images). The insula, brain-stem nuclei, hypothalamus 

and basal forebrain, supposedly cause the proto self, but core consciousness does not access 

such representations, because they remain non-conscious. Rather, the organism captures the 

modifications caused by an object, and in this process the cingulate, thalamus, and superior 

colliculus appear to form second-order representations, which operate by cross-signalling 

between such regions, and this accounts for the causal relationship between object and 

organism. The wordless knowledge that stems from the constant interaction of the organism 

with objects is sensed as a feeling, and is accompanied by a sense of a self that emerges from 

the act of knowing, like an actor who turns into a knowable entity only while he is acting (again 

The Purple Rose of Cairo seems to be the adequate metaphor; I will refer to the tricky 

epistemological implications of this in the next section).  

Thus, no Cartesian Theatre exists in the brain, but there is a complex causally produced 

process of knowing and feeling, which are necessary to give rise to the emergent sense of a self. 
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If the feeling and some external manifestations of core consciousness are not present, a 

neurological disease is suspected. Damasio emphasises that:  

 

Sometimes all you notice is the whisper of a subsequent verbal 

translation of a related inference of the account: Yes, it is me 

seeing or hearing or touching. But, faint as it may be, half guessed 

as the hint often is, when the story telling is suspended by 

neurological disease, your consciousness is suspended as well and 

the difference is monumental (Damasio 1999, p. 172, my 

emphasis) 

 

This suggests that core consciousness is the ‘stage’ where the core self and the first-person 

viewpoint emerge, two elements without which the mime story telling of core consciousness 

and what it is like to be in this film would be impossible. As will be examined, the absence of 

core consciousness suggests why the biographical self disappears when diseases ravage the 

areas in charge of creating the core self. If there is no feeling of being in the film, because the 

acts of apprehension of the core self are missing, being the protagonist, actor and spectator, all 

of which conflux in consciousness, is simply impossible. 

Note that the fact that words and sentences permit translating the mime story telling into 

verbal reports does not mean the story telling of core consciousness is not prior to language. 

Were core consciousness dependent on verbal reports for its emergence and verification 

(something that is reminiscent of Dennett’s claims, which require a perspicaciously infallible 

viewpoint), core consciousness would occasionally drop below its threshold of emergence when 

such reports are missing, making one feel it gappy and absolutely discontinuous; but this never 

occurs, unless a neurological disease is present. Cases of epileptic automatism confirm this, 

emphasising the difference between being conscious and focused, and memory. The latter is not 

necessary for the occurrence of core consciousness: does David or Emily feel they’re non-

conscious? They indeed have memory gaps, but never feel non-conscious (unless they’re 

talking of them being asleep…), which means recollections are not necessary for the occurrence 

of core consciousness. Being verified by deixis rather than by verbal reports and memory, core 

consciousness is always present in normal humans, even when attention wanders, and, again, it 
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is only absent with sleep, coma or neurological diseases. Here Damasio and Searle agree, mind 

is what accounts for language, and not the other way around, for mappings and representations, 

which are the building blocks of some concepts and relations, enable linguistic elements such as 

deictics, the telltale signs that the mime story telling of core consciousness has a perspective. In 

short, core consciousness appears to precede language, both theoretically and evolutionarily.  

As I have argued, Damasio’s analysis provides a neurological criterion for the existence 

of core consciousness, which seems to indicate an alternative empirical route to call into 

question the claim that programmed computers and robots have consciousness. Since core 

consciousness is the level on which a more developed form supervenes (i.e. extended 

consciousness), making possible the interaction of experience, memory, language and 

biography, no core consciousness entails no extended consciousness. And, as explored in this 

section, conventional computers and robots seem entirely devoid of emotions and core 

consciousness; thus, they do not seem to have consciousness, broadly understood.  

In conclusion, core consciousness is no illusion from a biological viewpoint, but stems 

from embodiment, which constitutes a viewpoint from which experience and the mind are 

assessed. Moreover, core consciousness substantially enhances the chances of survival, for it 

bridges the inner homeostatic life of organisms and the always changing surrounding, enabling 

a conscious sense of unity in virtue of which organisms work towards more sophisticated ways 

of survival, with the aid of beliefs and desires (I will refer to this point again in the sixth 

chapter). But, core consciousness only facilitates this process. In humans (and probably in other 

animals) the chances of survival are substantially improved by the assistance of another 

dimension of consciousness, the level at which the biographical self emerges. 

 

5.3.2 The extended self and extended consciousness: being the protagonist and narrator 

 

Unlike core consciousness, extended consciousness goes beyond the here and now, forward and 

backward. Core consciousness makes one pristinely feel the brain’s story telling and, thus, 

brings into existence an actor in the film, but extended consciousness is what makes one feel 

the protagonist, be the narrator and the storyteller. For this reason, extended consciousness has 

been regarded as privative of humans, and as the zenith of mental life, as it unites feeling, 

sensing, language (reporting), purposeful action and free will. 
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 It is worth mentioning that the core self always gets reconstructed. It gets anew in each 

pulse the organism encounters objects. As analysed, this process consists of automatic bodily 

mapping (of the proto self), mapping of objects, mapping of the relation between organism and 

object, re-representations (the core self arises here), and enhancement of the produced image. 

Finally, the entire process loops, as the brain goes over all these steps each time a new object is 

mapped. But, surprisingly, there is something that remains and is stored in memory, and these 

building blocks are crucial to form the extended self and consciousness, both of which help the 

sequencing of images in time31. By such means, the yet fragmented knowledge of images 

acquired by the core self is synthesised. For instance, Flor has got a migraine, has had it for the 

whole day, owing to the party last night and lack of sleep, and so on. Flor’s answering of 

questions related to her experience, such as who, when, why, etc. of her headache makes sense 

of that particular pain, and it stands out in a larger context. But how does this happen? Flor’s 

extended consciousness forms a panorama with perspective, but to arise, core consciousness 

needs to have at its disposal memories as objects. From operating them the core self is re-

created over and over, implementing a process that permits one to know that one knows 

retrospectively and forward. Memory with perspective is the key, then, for it retains a myriad of 

experiences acquired by the core self, sustaining an act of knowing objects over a period of 

time, which broadens the horizon of the self: the biographical self emerges. When the 

biographical self goes over experiences, recalling them, a sense of self that knows arises, but 

the finicky sceptic may ask: how does this occur? 

For the appearance of the biographical self two tricks are apparently employed by the 

brain (Damasio 1999, pp. 197-200). One of the mechanisms necessitates the gradual build-up of 

memories (the objects of the organism’s biography) at given instants, a process that involves 

the induction of core consciousness to illuminate such objects. From the relentless recall of sets 

of objects, the autobiographical self starts emerging, but it requires a second step for surfacing 

completely. The brain’s second trick consists of holding active, for a period of time, the images 

that delineate both the objects and their background. But, as stated above, core consciousness 

bathes this process with its feeling of knowing. Extended consciousness involves, given such 

tricks, being aware of entities and events, but to generate this individual perspective, a sense of 

time and occurrence is included, unlike the ephemeral instants of knowledge of core 

consciousness. Accordingly, while the knowledge of this facet of consciousness is immediate, 
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particularised, and ephemeral (which makes philosophers like Dennett dismiss it), the 

knowledge gathered by extended consciousness is synthetic and durable, narrating the 

experience of a self over time, which in turn concocts a story, whose leading role is one’s mind.  

In common with core consciousness, language is not a necessary condition for this sort 

of story telling, a point emphasised by Damasio as follows: 

 

An organism with extended consciousness gives evidence of 

planning of complex behaviours, not just on the moment but over 

larger intervals of time —many hours and days, weeks and months 

[…]  

The work of Hans Kummer in baboons and of Marc Hauser in 

chimps suggests that what I am describing as extended 

consciousness is present in non human species. […] An example is 

the elaborate and time-consuming decision-making behaviour of a 

troop of baboons concerned with choosing the place where they 

should drink on a given day. Numerous factors impinge on the 

decision —for instance, estimated presence of water at the 

drinking site, risk of encountering predators, distance, and so on. 

The evidence suggests that those factors are heeded and connected 

to the homeostatic needs of the individuals. (Damasio 1999, p. 

201) 

 

Damasio’s hypothesis is not implausible, and nor is it bold, as last chapter suggested. Indeed a 

large number of philosophers and scientists believe that the appearance of language is a 

biological product of the development of consciousness, and not the other way around and, 

moreover, they hold that there is an important connection between chances of survival, 

planning and the making of intentionality and consciousness. (See, for instance, Kornblith 

2002, Tomasello 2003a and 2003b, Tomasello et. al. 2003, Kaminski, Call and Fischer 2004) 

Unquestionably, language empowers extended consciousness, giving it the ability to put 

the storytelling of consciousness into spoken or written words. If such narrations are at hand, 

one may presuppose that persons might have consciousness and experience, but the converse 
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does not follow, because core consciousness does not necessitate biographical memory (e.g. 

David). As expounded, the absence of core consciousness entails the absence of extended 

consciousness, but the converse never occurs. Why does the breakdown of core consciousness 

spoil biographical memory, then? As suggested above, recalling experiential knowledge 

necessitates core consciousness to illuminate the objects of memory. And if core consciousness 

is impaired, there is no illumination of the moments of experience that make up one’s 

biography. Nevertheless, if the mechanisms in charge of building up memories break down, 

core consciousness is not impaired. 

All this becomes much clearer when examining neurological diseases that affect 

biographical memory and planning, but not core consciousness. Take for instance transient 

global amnesia (TGA), a condition that deprives patients of personal historical provenance, 

precluding any planning owing to damaged parts of the brain that control experiential memory. 

Although such people are aware of the presence of objects, they fail to make sense of the 

situations they are in (unlike David). They suffer from what I call the Memento effect32, which 

indeed provokes a good deal of anxiety in those patients. They are unable to answer who, 

where, what, why, etc. questions, and nor are they able to perform what Searle calls intentions 

in action (Searle 1983a, p. 84), which are crucial for the concatenation of intelligent behaviours 

over time. 

Experiential memory is fundamental to understand why a purely behaviouristic 

explanatory strategy such as Dennett’s cannot adequately make sense of certain behaviours, 

and only appears to succeed in so doing. Mild cases of TGA do not strike the external observer 

significantly; rather, such patients look a little forgetful if not somewhat quirky, so their 

behaviours make sense from an external viewpoint. But their actions do not make sense 

globally when personal reports are closely examined, because parts of their autobiographical 

memory, which give specific reasons for action, are missing in patients with TGA. An 

important consequence of adopting Dennett’s intentional stance is that, if the biographical 

memory of the patient, which is compromised in TGA, is disregarded as unverifiable and the 

observer sticks only to the external particular manifestations of behaviour, the projection of 

beliefs and desires is very inaccurate, although it appears successful to the observer at that 

moment. This impediment is obvious with TGA patients: they don’t have a sustained purpose 

over time, so the reasons attributed by the third-person viewpoint (e.g. with the intentional 
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stance) are usually the wrong ones. (To see how the behaviour of TGA patients make sense 

from an external viewpoint, but very little sense from a first-person viewpoint consider a mild 

case presented by Damasio 1999, pp. 204-207; I discuss the implications of eliminating the 

first-person viewpoint and personal reports in the next section). This shows that introspective 

reports cannot be discarded so quickly, if one wants to make sense of complex behaviours.  

In addition, other cases of extended consciousness impairment, such as anosognosia, 

clearly indicate that affections of this type of consciousness are not a product of psychological 

disorders (or psychological illusions), though a number of psychiatric illnesses have symptoms 

of impaired extended consciousness. How do neurologists know this for sure? Anosognosia 

usually follows after a stroke affects the right-hemisphere but, oddly enough, patients fail to 

notice they have the left side paralysed (a region of that hemisphere is supposed to enable the 

recognition of the disease). In other words, although they have the left side of the body 

completely paralysed, they still think they are able to move the left limbs. If this condition was 

only an effect of a psychiatric disorder, patients who have complete paralysis on the right side 

wouldn’t recognise their problem either. But, they do, because the right-hemisphere, which 

enables the recognition of the disease, is intact. Anosognosia is so serious and real that people 

suffering from it just can’t notice they have paralysis on the left side of the body even when 

prompted to move their left arm while looking in a mirror. 

Now, what is crucial is that impairments of extended consciousness bring about a 

collapse of experiential biographical knowledge, an extent to which a life is sensed but not 

examined. These patients are then awake and attentive, but fail to have a biographical 

representation of themselves, and this occurs because, though they have a core self that is 

permanently reconstructed with the advent of objects, memories of sequential facts are ruined, 

which prevents autobiography. If it wasn’t for the anxiety such patients feel, they’d live in the 

innocence of organisms that sense life continuously, having neither past nor future, in a sort of 

ever lasting present. Naturally, this would disrupt an important facet of consciousness, that is, 

the sense of a self that extends over time, making sense of the past, present and future. The 

difference between the ephemeral core self and the lasting sense of identity that stems from the 

leading role extended self plays, which appears as a paradox in the stream of consciousness, 

explains why experiential knowledge presents itself as exhibiting a double nature, that is, of a 

mutable self that is constantly being modified when apprehending via sensorial modes. This 
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process uses the core self as a epistemological channel, but then an enduring self, which lasts in 

virtue of memories, arises in the form of extended consciousness: a personal biography is born 

(this is reminiscent of the first metaphor employed in section 5.2: Marat Sade or consciousness 

as the interplay between mutability and permanence). 

As multiple regions are responsible for the making of core consciousness, specialised 

regions are in charge of causing extended consciousness. None of them appears to arise from 

the functioning of the whole brain, as Dennett and his Multiple Draft model hold, because 

damage of specific areas cause diverse pathologies of the autobiographical self, which vary 

depending on the compromised zone. And, of course, despite the epistemological 

complications entangled in revealing these areas, some of them have been pinned down, such 

as those convergence zones close to the temporal and frontal higher-order cortices, zones in the 

sub cortical nuclei, and in the amygdalae. The interaction between these regions is apparently 

paced by the thalamic nuclei and the prefrontal cortices. In short, as with core consciousness, 

the interplay between different regions of the brain (but not the whole) makes up the multi-site 

network by virtue of which the sustained biographical unified self emerges.  

But there is an important difference between the core self and the extended self that has 

to be mentioned. Unlike what occurs with the former, which can’t be modified, it seems that we 

may intervene memories of the autobiographical self, deliberately obliterating or modifying 

parts of the plot in order to transiently construct a given character, as an actor who begins 

improvising. But, in spite of the tricks one may play on one’s autobiographical self, such tricks 

are not like Dennett’s intuitions, since extended consciousness favours a unified self, which 

connects with the past and anticipated future, but why? Presumably it is much more inefficient 

from the viewpoint of survival that the brain tampers with a united self, and begins creating 

multiple selves, since organisms are far better maintained and organised around interests that 

do not conflict, which indeed propitiates a more successful pursuit of goals.  

One self in command is far better for survival than several. Suppose, for instance, a 

simulation, as those carried out by game theory, in which there were two groups of inhabitants 

on an island, viz. people with dissociative identity disorder and normal people. Which group 

would outlive the other if they competed for food and natural resources? If normal people 

adapted better, satisfied their needs more efficiently, established stronger social links, and 

pursued their projects more tenaciously, which normally occurs with people with a united sense 
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of self, it is clear that this group would prevail over the dissociative identity group, though it is 

very likely that the latter wouldn’t completely disappear (well, it is very easy to imagine that 

some normal altruistic individuals would look after individuals with dissociative identity, a 

situation that sounds familiar). As Damasio remarks when critiquing Dennett’s Multiple Draft 

model and the alleged inexistence of the core self and the extended self: “We can be Hamlet for 

a week, or Falstaff for an evening, but we tend to return to home base.” (Damasio 1999, p. 

225). Multiple selves are not good for improving the chances of survival; home base always 

sounds a good idea when survival is at stake. But, what if there were entities that displayed 

mental states but not a biographical self? 

One can imagine beings with mental life and no autobiographical self. For example, 

what if technology developed a type of robots with a proto self? Would such robots have an 

extended self? I will return to this imagined situation in the next chapter, but I can advance that, 

as the proto self is required for the core self, and extended consciousness necessitates the core 

self to illuminate the objects of memory, the disruption of this chain, due to the absence of any 

of the intricate causal mechanisms involved, would not produce robots with an authentic 

autobiography. 

In sum, Damasio’s account importantly illuminates the problem of consciousness and 

the methods of study, proposing mechanisms that explain the making of consciousness, all of 

which suggest it is no illusion at all and, further, that sentience, embodiment and emotions are 

absolutely necessary for its appearance. 

 

5.4 The prospect for revealing the true nature of consciousness  

 

Perhaps an advantage of having proposed more apt metaphors for consciousness in this chapter 

is that they vividly describe what an explanation of consciousness is supposed to satisfy at the 

end of the day. As graphic descriptions, such metaphors identify vexing problems, and suggest 

that discarding the feeling that one experiences with the stream of consciousness as a mere 

illusion may even impede the investigation of its nature. As Freud points out when 

characterising psychological defence mechanisms, the act of denying a problem is an irrational 

stance that assumes denial cures problems (Freud 1937).  
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As suggested in the preceding sections, philosophers who treat consciousness as an 

illusion are perhaps simply applying this defence strategy, but then one has to wonder if that 

attitude is sufficiently rational. Instead of debunking wrong myths, the denial of consciousness 

seems to paradoxically exacerbate the problem, since treating experience and what it is like to 

have mental states as an illusion somehow involves giving up explaining the appearance of 

consciousness. And if consciousness is appearance and built-in the system rather than pure 

illusion, those philosophers who aren’t willing to explain the stream-like feature of the mind 

may even foster more myths about the nature of consciousness in the end.  

But what if consciousness was eliminated by physicalist explanations? As analysed in 

the last section, neurologists rely on the personal introspective reports of patients to begin 

making a diagnosis, which eventually gets confirmed by more objective data. The description 

of their mental life requires mental vocabulary to describe symptoms, and these descriptions 

admittedly help such scientists make an initial identification of the disease, or a diagnosis, and 

since such descriptions allude to effects, they allow confirming or disconfirming a diagnosis. 

But, what would occur if neurologists purposely overlooked the symptoms and the first-person 

viewpoint reports of their patients because such elements were considered to be unreliable and 

in conflict with the observational constraints imposed by stricter scientific standards, such as 

those favoured by eliminativists and enemies of introspection? All neurological and 

psychological diseases are diagnosed with the aid of the patient’s introspective reports, but if 

these had been disregarded, many mild cases of neurological diseases might simply have 

remained undetected33. Moreover, elimination may deter real doctors from disambiguating the 

real cause of symptoms produced by neurological diseases, because sometimes the symptoms 

(effects) are exactly the same, but the causes are totally different (e.g. the anxiety of patients 

with amnesia and the anxiety of patients with depression). 

Also, note that neglecting personal reports would have important consequences from the 

point of view of Ethics, as neurologists and psychiatrists would equally neglect the way their 

patients feel34. By doing away with the mental vocabulary, neurologists would particularly 

eliminate a crucial aspect of diseases, even if they were able to know that a patient has TGA or 

any other condition by brain image scanning or any other technique, because the first-person 

viewpoint and the overall subjective experience of the patient are particularly altered in such 

cases. In sum, elimination would make impossible the correct diagnosis of some diseases, and 
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may preclude coherent neurological hypotheses about diseases. Worse yet, elimination would 

decisively prevent doctors from correctly studying and practising diverse areas of medicine 

related to the mental (e.g. neurology and psychiatry).  

Appealing to technological fantasies, such as the disappearance of Folk Psychology and 

common sense in a future stage of science, doesn’t seem to provide any adequate solution 

without begging the question. In particular, Rudder Baker disputes the claims of Eliminativism 

and treats it as cognitive suicide (1987), because this view attempts to get rid of common sense 

and mental content without offering any appropriate replacement whatsoever, and then ends up 

putting at risk concepts like rational acceptability, evidence, truth and justification. And this 

difficulty is faced by any account that is believed to sufficiently supersede content. In Rudder 

Baker’s view, the project defended by Eliminativism results in an incoherent account, since 

doing away with the aforementioned concepts means undermining the very same principles by 

virtue of which it is possible to evaluate whether any superseding theory may succeed. 

Additionally, the elimination of content not only affects what we regard as a common sense 

practise (attributions of intentional states), but also prevents one from grasping certain scientific 

practices, an unseen practical consequence.  

In fact, Rudder Baker makes a point that indeed supports my considerations about 

neurology and consciousness, and how eliminating the latter turns out to be impracticable thus: 

“Indeed, it is difficult to see how to construe what scientists are doing generally when they 

engage in research if they lack mental states with content” (Rudder Baker 1987, p. 404). I 

would add that medical practices like psychiatry, for instance, would make no sense if 

Eliminativism were right. For, even if some technological fantasies were feasible, how would 

psychiatrists (or psychiatric machines) have a concept of rational behaviour without common 

sense and content in such fantastic worlds? (I deal with this issue at length in the sixth chapter.) 

Either Eliminativism is false or psychiatry and neurology are wrong because the first-person 

viewpoint and content need to be eliminated. But medical practices based upon common sense 

work well when the first-person viewpoint is taken into account, because common sense allows 

justifying the use of concepts like rational behaviour and reports from such a viewpoint permit 

doctors to diagnose certain diseases more effectively (and feel sympathy for their patients). 

Accordingly, Eliminativism is false. 
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Despite the fact that Eliminativism sounds not viable, foes of common sense as well as 

friends of syntactical accounts of the mental usually neglect several troubles one is led to when 

doing away with content. Rudder Baker pins down many of them. I just list such troubles to 

remind those who are keen on eliminating content which problems need addressing if it is 

eliminated: trouble 1: no way to make sense of assertions involving reasons for action; trouble 

2: no way of distinguishing assertions from noise; trouble 3: how to distinguish sincere 

assertions from lies; trouble 4: difficulties to make sense of ‘understand’, as I showed in the 

third and fourth chapters; trouble 5: difficulties to map mental states on states of affairs and to 

describe, non-intentionally, why certain identical causal chains lead to the belief that P instead 

of Q35; trouble 6: difficulties in formulating a non self-defeating theory, since the concept of 

truth is at risk. In summary, as Rudder Baker argues, foes of Folk Psychology have to meet all 

these requirements, if they are to advance theories to eliminate content, which is part and parcel 

of common sense.  

As I have argued elsewhere (González 1997, 1999 and 2002) the elimination of common 

sense vocabulary sounds like a bad idea when it comes to explaining phenomena that are 

usually described in that domain, because the superseding theories unsuccessfully attempt to 

carve off portions of experience that are recalcitrant and simply refuse to disappear. Pace the 

Churchlands, calling them ‘illusions’ simply names the problem, but offers no real solution.  

Moreover, attacks on the first-person viewpoint lead to the obliteration of a central 

aspect of the mind without which the nature of consciousness ceases to be an interesting 

philosophical problem at all (and perhaps an interesting neurological problem, given accounts 

like Damasio’s). And, as argued above, this move may turn certain scientific approaches into 

futile endeavours, and may degenerate medical practices like neurology and psychiatry. If these 

are the consequences of embracing Eliminativism and the eradication of the first-person 

viewpoint, this revolutionary agenda does not come for free, so those who are fond of regarding 

consciousness and the first-person viewpoint as mere illusions that should be eliminated by 

purely materialistic explanations have to be aware of the perils and impracticalities. But, then, 

what occurs with the other extreme of the discussion, with those who hold that third-person 

accounts do not elucidate the first-person viewpoint?  

According to Levine (1993), some philosophers claim physicalist explanations are 

inadequate in the sense that possible scenarios show there is a remarkable difference between 
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things known from the first-person viewpoint and things known from the third-person 

viewpoint, which do not coincide in principle (Jackson 1986, Kripke 1980, and Nagel 1974 and 

1986). In short, there seems to be an epistemic problem at stake, because such philosophers 

believe physicalist explanations do not provide an adequate description of mental properties 

insofar as they are only theoretical explanations of such properties. In point of fact, there are 

scenarios which show that factual knowledge leaves out the most important part of having 

mental life because things known by an agent from the first-person viewpoint are not accounted 

for by things known from the third-person viewpoint (e.g. Mary the colour scientist, the 

difference between pain and C-fibre activation, and Nagel’s what it is like to be a bat). On this 

basis Levine claims that those arguments serve to establish that physicalist explanations can not 

illuminate the qualitative character of experience in principle.  

But, in his opinion, such arguments appear to have an epistemic rather than a 

metaphysical construal. The impossibilities they describe, which are based on a Cartesian 

model of access to metaphysical necessity, partially interpret what he means by his famous 

explanatory gap. Thus, Levine wants to give a different interpretation to the Mind-Body 

problem, emphasising what is left out by any materialistic explanation of the mind, a difficulty 

that is not only epistemic and thus is much harder to handle. While water is H2O and most 

people would not deny this identity without facing a flagrant contradiction, because there is a 

reduction from chemistry (if its laws were true) to the contingent superficial properties of water, 

it is always possible to think of a materialistic explanation of mental phenomena not being 

adequately reductive insomuch as it leaves something out, but what? According to Levine 

(1993, p. 548), what is to be reduced in ‘water is H2O’ is fully explained by a materialistic 

account (if natural laws are true and the world remains constant), but that doesn’t happen with 

qualia. In the last case, all physicalist explanations clearly leave something out, as they do not 

explain phenomenal properties, that is, such theories are unable to express why we have them. 

So, explanations of H2O account for the appearance of the superficial properties of water, 

leaving nothing out, and reducing the latter properties altogether. In fact, friends of modal 

arguments say that, although one may imagine a world in which water isn’t H2O, it is 

impossible to conceive of it without facing a contradiction36, and this assures that the reduction 

is pretty successful. By contrast, any materialistic elucidation of qualia does not explain why 

one has them with necessity and, thus, the intrinsic features of phenomenal properties are 
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entirely missing in full-fledged physicalist explanations, but why? Levine (Ibid., p. 553) is very 

cautious here: he doesn’t mean that all properties of qualia can’t be explained. Instead, what 

cannot be reduced are those qualitative properties that are not captured by the pure causal roles 

of sensorial impressions when mediating environmental stimuli and behaviour37; in other 

words, only intrinsic properties of phenomenal experiences associated with their qualitative 

character cannot be explanatorily reduced, and this is where one acknowledges the real 

explanatory gap: “concepts of qualitative character do not represent, at least in terms of their 

psychological contents, causal roles.” (Levine 1993, p. 553). 

Nevertheless, certain elements of Levine’s analysis seem to indicate he is asking too 

much from an elucidation to enhance our understanding of qualia. For example, why would an 

account of the mind need to be reductive in a Hempelian sense (Hempel 1965)? When one 

observes the connection between experience and consciousness, qua final products that are to 

be elucidated by an explanatory theory, Levine asks that it should turn out to be undeniable that 

the theory has explained the phenomenon. But perhaps this constraint requires too much from 

explanations of consciousness. After all, it is commonly accepted that science is an empirical 

enterprise, and explanatory reductions, which seem to involve Cartesian certainties about 

metaphysical identities38, have never been bargains easily found in that department. Surely this 

particular problem looks much more intractable when consciousness is at stake. 

Be that as it may, I don’t believe it is necessary to bite the bullet here. Recall my 

reflections about qualia in the first section of the present chapter. Qualia can be described by 

concepts roughly, but the latter neither exhaust what qualia are nor replace them, but why not? 

Now it is possible to see again why Hume-ing qualia pays off: vividness is always missing both 

from descriptions and explanations. This, however, isn’t a flaw of accounts or descriptions, or a 

purely epistemological problem, but rather reveals that the first-person viewpoint of 

consciousness, from which all qualia are assessed and felt, resists any reduction, redefinition or 

elimination.  

What philosophy and science are trying to fathom is not an illusion, but a complex 

phenomenon whose adequate elucidation requires the initial recognition of the first-person 

vocabulary that describes consciousness. The point here, then, is whether materialistic accounts 

of mind must postulate necessary identities when accounting for consciousness. Since 

descriptions of qualia and physicalist theories do not exhaust consciousness and cannot redefine 
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this phenomenon, this surely suggests that consciousness is simply irreducible. Making a point 

very similar to mine, Searle (1992a) has suggested that while water can be redefined as H2O 

and most people are willing to accept the reduction of all the surface properties of water to the 

behaviour of H2O molecules, very few people are equally inclined to accept that consciousness 

is nothing more than neural activity. Such reluctance is explained by the fact that purely 

materialistic explanations can’t carve off the subjective experience of the first-person 

viewpoint, but why not?  

Well, consciousness isn’t an illusion and part of its nature is precisely what bothers 

certain philosophers: it is appearance that is not exhausted by materialistic explanations. When 

subjective experience is at stake, the appearance is the phenomenon. Searle, for instance, 

explains our inability to reduce consciousness as a consequence of two problems: i) unlike other 

phenomena, it cannot be redefined; and ii) consciousness remains irreducible as a consequence 

of our definitional practices. Both aspects indicate that there is a pragmatic component at stake, 

which is also reflected by people’s reluctance to concede that qualia and consciousness are 

nothing but… Save for radical nihilists, no one is willing to endorse a materialistic reductive 

explanation that leaves out the most important part of the phenomenon to be explained. But 

why doesn’t all this lead one back to Descartes and Dualism? It is not necessary to buy this 

controversial view at all, and put forward a different substance. But, if consciousness is not 

reducible, what is it then?  

Consciousness seems to be an emergent property, and this appears to be true in light of 

the conspicuous failures detected when qualia and phenomenal consciousness have supposedly 

been reduced. For Searle (1992a) consciousness is like liquidity and H2O, in the sense of being 

a disposition that emerges from the collective behaviour of those molecules. Similarly, mental 

properties causally supervene on material properties in the sense that the causal basis of the 

mental, or the causal powers of the neurophysiological processes, would guarantee sameness of 

mental states (that is the only sort of dependence they have39). But note that such supervenience 

dependence by no means entails that mental properties supervene on functional properties, as 

Kim holds (1979, 1982 and 1996), because robots, with inputs, outputs and internal states, may 

react to environmental stimuli like humans, but still they lack consciousness. This implies that 

consciousness, which is where qualia and their intrinsic properties are assessed, requires causal 
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powers to emerge and such powers are not linked to symbol manipulation only, but to processes 

such as neurophysiological processes. 

At this juncture, the value of a neurological explanation like Damasio’s is precisely its 

ability to form hypotheses that harmoniously combine descriptions of consciousness (and 

diseases) with causal materialistic explanations, just like other scientists when they explain 

liquidity in terms of the behaviour of H2O molecules. However, it is important to note that 

Searle’s analogy isn’t perfect because liquidity, qua disposition, does not involve a first-person 

viewpoint. But then the question is how to shed light on the first-person viewpoint of 

consciousness without endorsing any Cartesianism. It is enlightening to realise that scientists 

have not fully engaged in these philosophical discussions and, moreover, hold their own views 

without populating the world with additional substances or endorsing computationalism. For 

example, Damasio and other neurologists (Edelman and Tononi 2000) insist that the interaction 

of different parts of the nervous system, the nerve cells and the brain make consciousness 

emerge.  

Despite the difficulties entangled in revealing the processes that make consciousness, 

the important thing to bear in mind is that explanations of consciousness at least must aspire to 

explain phenomenal properties, instead of denying their existence to make room for full-fledged 

physicalist or functionalist accounts, which conveniently leave a crucial aspect of consciousness 

out40. Again, except for few, most people are not willing to give up their qualia and first-person 

viewpoint because they don’t fit in reductionist explanations, so those who really endeavour to 

account for consciousness ought to comply with the principle the costumer is always right. 

Moreover, the fact that there is an aspect of reality that resists reduction from the third-person 

viewpoint suggests that integrated explanations are on the right track, such as Damasio’s, 

because they do not appear to aim at reduction, but at enhancing our understanding of both 

phenomena and vindicating the first-person viewpoint as part and parcel of the world41. All this 

shows that the elucidation of consciousness need not commit to elimination or reduction to 

exhaust such a problem.  

However, this discussion has clearly gone beyond the scope of this chapter, which was 

to show why consciousness is not an illusion. My final reflection is: do scientists have to face 

all these philosophical dilemmas to study consciousness and hypothesise about its nature? Do 

they become philosophers when exploring consciousness and its phenomenal face? And, do 
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myths (e.g. consciousness is an illusion) and biases (e.g. it is a mystery or a philosophical 

problem only) hinder the serious study of consciousness in the end? In view of such questions, 

it seems that accepting the irreducibility of the ontology and vocabulary of the mental to 

physics does not seem to discourage the scientific examination of consciousness, while alleging 

it is an illusion or that there in an unbridgeable explanatory gap may put scientists off 

conducting further research: who is willing to discover the nature of something eerie and 

fathomless, whose presentation is utterly illusory42? 

Despite the hard-line nihilists and the potential discontent of friends of the gap, 

exploring consciousness should not be forsaken, but promoted, especially in view of the 

empirical evidence which suggests that programmed machines are devoid of emotions, which 

are strongly linked to consciousness. In relation to this point, it is clear that Artificial 

Intelligence cannot neglect what neurological investigations of consciousness suggest. After all, 

AI has simulated certain aspects of the mind well, but a number of AI researchers accept it is 

bold to claim programmed machines are conscious. Others, more confident, self-assertive and 

keen on defending strong AI, declare conscious machines are up for grabs or that, since 

consciousness is only an illusion, one had better accept thermostats, compasses, and 

programmed machines are conscious too. Perhaps, as the saying goes, all is not lost for 

Artificial Intelligence, despite what the Chinese Room shows43… In any case, another way to 

examine whether strong AI can endow machines with consciousness is by assessing what 

simulation is, and that is precisely the aim of the last chapter. 

 

 

                                                 
Notes to Chapter 5 
 
1 These reflections about how qualia, experience, intentionality and consciousness are sometimes intermingled are 
partially inspired by Horgan and Tienson’s account of intentionality, which emphasises the phenomenological 
feature of this phenomenon (Horgan and Tienson 2002). 
 
2 In fact, what I call the integrationist stance is nothing new, and plays a crucial role in Nagel’s conception of the 
mental: 
 

One limit encountered by the pursuit of objectivity appears when it turns back 
on the self and tries to encompass subjectivity in its conception of the real. The 
recalcitrance of this material to objective understanding requires both a 
modification of the form of objectivity and a recognition that it cannot by itself 
provide a complete picture of the world, or a complete stance toward it. 
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[…] The reverse is also true; that is, the subjective standpoint and its claims are 
modified in the attempt to coexist with the objective. Much of what I have to say 
will concern the possibilities of integration; I shall discuss the proper form, and 
the limits, of objectivity with respect to a range of issues. (Nagel 1986, p. 6, my 
emphasis) 

 
The ideas of recalcitrance of subjectivity and the integration of the objective and the subjective will reappear in the 
discussion of whether it is possible to eliminate the latter and deny its ontological status. Besides Nagel 1986, 
Güzeldere 1997 (p. 11) summarises the conflict between the objective and the subjective and how it has given rise 
to two explanatory stances, namely, segregationism, or the conception that denies the subjective to favour what 
consciousness does, and integrationism, which holds that, to characterise consciousness, one cannot leave out how 
consciousness seems. I obviously adopt the integrationist stance in this chapter. 
 
3 Certainly I should quarrel about this odd philosophical whim. According to Dennett (1988, 1991 and 1995b), 
most philosophical thought experiments are puny, misleading and defective, so they just pump loose intuitions. He 
considers cases such as the ‘Chinese Room’ (Searle 1980, 1990), ‘Mary the scientist who doesn’t know colours’ 
(Jackson 1986), and ‘What it is like to be a bat?’ (Nagel 1974), all of which are equally bashed for not establishing 
their conclusions. But, oddly enough, Dennett also uses intuition pumps in the form of thought experiments, but his 
are excused thus: 

 
These intuition pumps [Searle and Jacksons’] are defective; they do not enhance 
but mislead our imaginations. 
But what, then, of my own intuition pumps? What of Shakey the Robot, or the 
CADBLIND Mark II, or the biofeedback-trained blindsight patient, for 
instance? Are they not equally suspect, equally guilty of misleading the reader? 
I’ve certainly done my best in telling these tales to lead your imagination down 
certain paths, and to keep you from bogging down in complexities I deemed 
unnecessary to the point I was attempting to make. There is some asymmetry, 
however: My intuition pumps are, for the most part, intended to help you 
imagine new possibilities, not convince you that certain prospects are impossible 
[…] 
Still, let the reader beware: My intuition pumps, like anyone else’s, are not the 
straightforward demonstrations they may seem to be; they are more art than 
science (Dennett 1991, p. 440, my emphasis) 

 
At first sight such a pedagogic attitude and his art seem to be praiseworthy and innocuous, but both are fishy on 
close examination, since Dennett wants the reader to consider new possibilities based upon the very same sort of 
intuitions he fiercely criticises. Furthermore, if Levine is right when arguing that possibilities and impossibilities 
depend on a Cartesian model of epistemic modal access to what is possible/impossible (Levine 1993, p. 544), 
Dennett may unknowingly invite one to consider metaphysical claims by pumping intuitions with the aid of pure 
mental scrutiny. This seems to be confirmed by the fact that he invites one to examine the ontological status of 
qualia by evaluating certain epistemic impossibilities and inconsistencies as regards the justification of their 
existence. 
 
4 Nevertheless, I acknowledge that Wittgenstein refutes this common sense argument by saying that sensations are 
not detachable from meanings, and these are learned and can be communicated only in virtue of a public language 
(Pears 1971). This is an element of the problem I call the asymmetric relation between qualia and reports, which 
stresses the difference between impressions and concepts. Although the former are ‘private’, one may roughly and 
inaccurately refer to them by concepts and sentences that can be verified. To my mind, the thrust of the qualia 
problem is not only related to teaching or learning sensations, as Wittgenstein points out, but to the possibility of 
gaining experience through descriptions and ‘lessons’. Certainly, this difference paves the way for the debate 
between Jackson (1986) and Lewis (1988), and to two different possible understandings of knowledge. Last but 
not least, the qualia problem is also linked to phenomenal consciousness and to whether or not this dimension can 
access sensations without language. I shall refer to all these problems in the present chapter. 
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5 In the next section I will refer to consciousness as the place where qualia are assessed, and criticise the Cartesian 
Theatre for being a grotesque caricature, and a quite defeasible straw man.  
 
6 A famous passage of Hume’s enquiry encourages me ‘to Hume’ qualia: 
 

Everyone will readily allow, that there is a considerable difference between the 
perceptions of the mind, when a man feels the pain of excessive heat, or the 
pleasure of moderate warmth, and when he afterwards recalls to his memory this 
sensation, or anticipates it by his imagination […] All the colours of poetry, 
however splendid, can never paint natural objects in such a manner as to make 
the description be taken for a real landscape. The most lively thought is still 
inferior to the dullest sensation. (Hume 2000, p. 13, my emphasis) 

 
Note Hume’s idea of descriptions, and their fundamental difference from vivid impressions, which anticipates 
famous arguments such as Mary the colour scientist (Jackson 1986), Nagel’s bat (1974) and Kripke’s argument 
about the divergence between C-fibre activation and pain (Kripke 1980). Finally, Hume’s allusion to poetry and 
literature will be explored in the next chapter, when I deal with fiction and its connection with the reader’s 
imagination. 
 
7 I shall return to this issue in the next chapter, because it is related to the feasibility of replicating minds. 
 
8 My disagreements with him over qualia and wine do not end up here. I will return to another comment made by 
him in relation to the imitation and replication of properties. Unsurprisingly, his remarks are as controversial as 
those about the wine-tasting machine. 
 
9 Doesn’t Dennett claim that his intuition pumps don’t exhibit impossibilities, but only help imagine new 
possibilities to the reader? Notice the connotation of ‘unknowable’, which is ‘impossible to know, and beyond the 
realm of human understanding and experience’. In fact, he assumes a quite strong claim when denying the 
existence of qualia, that is, that they don’t exist because they are unknowable in principle. I guess this unmasks 
how this dialectic is not innocent, since he, like many accused by him, draws metaphysical conclusions from 
thought experiments. It is fundamental to notice this leap from the epistemic impossibility to verify something, to 
the metaphysical necessity and possibility, which already smells of Eliminativism. The important thing to bear in 
mind is that Dennett’s intuition pumps aren’t better off than other thought experiments. On the contrary, as 
examined in this and the forthcoming sections, they seem to be unable to establish the radical conclusions he 
draws. 
 
10 Agnosia is a neurological disease that affects particular recognitions, but doesn’t affect general memory, unlike 
other diseases. I will refer to cases of agnosia later, because it seems that Dennett’s counterexamples not only beg 
the question, but also conflict with what is currently known about certain neurological diseases. 
 
11 As will be analysed in the forthcoming sections, having no apparent way of discerning two conflicting 
possibilities, from a first-person viewpoint, puts the subject into a conundrum. But what if the dispute were settled 
by third-person neurological evidence? This possibility remains open to discussion. Van Gulick, for instance, also 
holds that Dennett’s arguments against phenomenal consciousness are wanting, since he unjustly saddles friends of 
phenomenal consciousness with the view that experience occurs at a particular place in the brain. In fact, some 
partisans of phenomenal consciousness distinguish the processes involved, be conscious or unconscious, from 
where they occur (Van Gulick 1992, p. 181).  
 
12 In the forthcoming sections I explain Dennett’s distinction between the Orwellian and Stalinisque revision of 
probes. The former assumes changes in memory, while the latter holds that perceptions are distorted, which indeed 
parallels Chase and Sanborn’s case.  
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13 As stated above, memory is a little unreliable and misleading when it boils down to judging experience. But 
neurological cases, which distinguish immediate perception, and short term vs. long term memory, suggest two 
things. As I will analyse, difficulties to judge similarities do not mean impossibility, since inability to judge 
conflicting experiences doesn’t entail not having different experiences. For instance, take Emily, one of Damasio’s 
patients who suffers from associative agnosia (Damasio 1999, pp. 162-167). Emily sees particular items, but fails 
to visually recognise them. This impediment to her associative memory only prevents her from judging similar 
visual particular experiences. But, oddly enough, if other elements are available for recognition, she manages to 
feel a difference and recognise items. For example, she is unable to recognise her car in a parking lot by glancing 
at them. But Emily is very clever, and she’s learnt how to find her car by examining plate numbers (Ibid., p. 163). 
If only Chase and Sanborn made a better effort…Presumably neither Chase nor Sanborn ever liked the taste of 
Maxwell coffee, but only imagined that they did (for example, this may be a case of self-deception and both Chase 
and Sanborn began believing Maxwell House was tops in flavour shortly after their job applications were accepted, 
and not because the taste of the coffee was the best, as both claim). This possibility and other empirical cases 
which I will examine in the present chapter suggest that this intuition pump is not very realistic and is quite 
controversial, to say the least. 
 
14 In section 5.3, I will return to this crucial difference when analysing Damasio’s distinction between core 
consciousness, by which one immediately knows and feels phenomena, and extended consciousness, in virtue of 
which one (fallibly) judges, with the aid of memory, similar or different experiences.  
 
15 Whereas Dennett controversially denies the existence of qualia for being a philosophical meaningless 
excrescence, other contemporary philosophers attempt to shed light on them. Block (1978) casts doubt on the 
ability of any functionalist, mechanistic or physicalist theory to explain the emergence of qualia. The Churchlands 
(1982) claim that functionalists need not deny the existence of qualia, but should become realists to study their true 
nature by reducing them to spiking frequencies in the brain. Flanagan (1992) maintains that the elusive nature of 
qualia has to be tackled with the aid of phenomenology, psychology and neuroscience, none of which holds that 
qualia are ineffable, intrinsic, and not subject to third-person assessment, in opposition to Dennett’s analysis. 
Further, such disciplines assume that qualia will continue to be targets for further integrated investigation. Finally, 
Dretske (1995) formulates a theory, which inspired by his representational naturalism, holds that mental facts are 
representational. On his account, qualia are properties of one’s experiences that represent objects, so in line with 
his theory of intentionality, qualia are out of the mind. All these views as well as the arguments I have offered 
indicate that the qualia battle is not yet over. 
 
16 James maintains that: “the entire history of what is called Sensation is a commentary on our inability to tell 
whether two sensible qualities received apart are exactly alike” (James 1997, p. 73). With this remark, he identifies 
a problem that is taken to an extreme by Dennett: what is meant by qualia is nothing more than a farrago of 
sensations which, given our inability to verify conflicting scenarios, simply don’t exist. But, if James is right, the 
trouble with feelings and sensations stems from the fact that introspection is occasionally unable to tell sameness 
or differences of sensations and yet it feels them. And, as examined earlier, the inability to specify differences or 
sameness in states doesn’t mean such states don’t exist. I will analyse this problem again when revising Damasio’s 
account in section 5.3. 
 
17 Although I have elsewhere discussed in detail this famous debate (González 1997 and 1999), I will refer to the 
role of experiments in the next chapter, so I will discuss further what role observation plays in experimentation. 
 
18 My curiosity is justified. This time Dennett calls his intuition pumps ‘thought experiments’ without providing 
any reason. 
 
19 I wouldn’t, the subject hasn’t experienced anything: how could one agree? He’s conscious of a visual experience 
which has not been caused by any external event. Though he’s got a memory of a visual experience of a woman, 
one would never say that a visual experience has been there since Monday, because the causal self-referential 
factor of perception was absent altogether. In view of this problem, the subject would have a sort of hallucination, 
like when you ‘see’ a red car and there is none before you. Again, Dennett flouts the plannable regularity of 
perception to make his case, which indicates his intuition pump isn’t very realistic. 
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20 In light of Searle’s theory of intentionality, it is more reasonable to suppose that the Stalinisque has an advantage 
over the Orwellian, in the sense that real ‘perception’ of what is not the case may appear as an experience for the 
subject, but in reality it is a hallucination. Recall, for example, Vadinho, Flor and his Mustang. If she had seen pass 
by a red Mustang and, after being intoxicated by a gas, later spotted Vadinho’s car turning the corner, and 
glimpsed it red instead of blue, one would simply say that she had a hallucination and didn’t see Vadinho’s car. I 
insist that Dennett’s examples point to border line cases and/or deviant causal chains that conflict with plannable 
causal regularity (as suggested in the fourth chapter; see Searle 1983a, pp. 136-137). But such perils don’t prove 
that perceptual judgements are doomed to failure, or that the subject’s experience is unreliable at all. 
 
21 Specifically, D & K ask: “Were you first conscious of a long-haired woman without glasses and then conscious 
of a long-haired woman with glasses, a subsequent consciousness that wiped out the memory of the earlier 
experience, or was the very first instant of conscious experience already spuriously tinged with eyeglasses?” 
(Dennett and Kinsbourne 1992, p. 155) The implications of this question and whether or not they support the 
Multiple Draft model are criticised by Van Gulick thus: 
 

As D & K present it, the model [the Cartesian Theatre] requires an observer who 
is all-seeing and all-knowing regarding the perfectly determinate projections on 
the screen of the inner theatre. What is projected there can never be fuzzy or 
indeterminate, and though the observer may succumb to rapid loss of memory, 
he can never fail to notice anything on the screen before him at the instant of its 
presence. Such strong commitments make the Cartesian Theatre an easy model 
to defeat, but again it is not clear that those who want to be more realist about 
consciousness than the MD model [Multiple Draft] allows need to buy into such 
strong commitments. (Van Gulick 1992, p. 181, my emphasis) 

 
I guess Van Gulick’s remarks also make clear that Dennett sets up a straw man with the Cartesian Theatre, and 
suggest that D & K’s arguments against phenomenal consciousness beg the question, for they confuse inability to 
compare and discern experiences, given memory loss or other deviations, with inability to have them. But 
neurological cases suggest new possibilities. For instance, cases of associative agnosia (e.g. Emily) indicate that 
patients with this condition have phenomenal experience, but are unable to remember, discern and compare certain 
experiences. On the other hand, David’s discriminations of good guys/bad guys by his emotions rather than by his 
knowledge and explicit recollections suggest the same point (Damasio 1999, pp. 43-47, 133, and 162-166). Of 
course this sort of empirical evidence isn’t conclusive, but strongly suggests that a form of consciousness exists 
independently of judgements, and that the hypothesis of consciousness Modularism is sound, as Van Gulick 
maintains. 
 
22 In fact, D & K thought experiments seem to pose a threat to a scientific project, to wit, Crick and Koch’s 
empirical investigation of consciousness, which puts forwards the synchronous oscillations in the brain between 40 
and 70 Hz to explain visual experience (Crick and Koch 1990). According to Block (1992), this account of visual 
experience partially explains phenomenal consciousness, so it collapses if the latter is an illusion, as D & K claim. 
In addition, and as will be explored further in the present chapter, Damasio also criticises Dennett’s arguments 
about the inexistence of phenomenal consciousness since they confuse consciousness with a post linguistic 
phenomenon (Damasio 1999, p. 188). In Damasio’s jargon, while core consciousness concerns the immediate here 
and now, despite not necessarily leaving indelible traces in memory, extended consciousness and the biographical 
self truly refer to past experiences, and are able to make judgements and predict events. As I will argue in the rest 
of the chapter, Dennett conflates the judgements made in the context of extended consciousness with the 
inexistence of the feeling of what happens, or core consciousness, and this explains why he ends up denying the 
existence of phenomenal consciousness. 
 
23 Of course Damasio takes a broad concept of knowledge, not understood in the epistemological analytic tradition 
that addresses it in terms of whether it is true justified belief. As will be explored, the knowledge acquired by the 
core self is not supposed to provide evidence as it usually figures in justifications (and is considered to be a post 
language phenomenon), but in terms of the immediacy of the acts of ‘knowing’ (=feeling and acquaintance). 
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Neural patterns (maps) constitute such acts, and their concatenation forms a speechless story, a sort of mime 
narrative, whose protagonist and spectator is the core self (more about this in the rest of the section). Given the 
distinction Damasio draws, both ‘story’ and ‘knowledge’ apply better to the judgements made by extended 
consciousness. There is another element that is worth considering: perhaps the secret to understand why robots 
can’t have consciousness lies in the difference between homeostasis and homeodynamics. The former involves 
environmental mapping as a unidirectional assessment of levels (like a car that signals low fuel), while the latter 
points to a process of constant interaction and feedback between the body, its organic levels (e.g. hormones) and 
the environment. This is perhaps why consciousness is an emergent property that is implausible without 
embodiment. I will return to this problem in the last section of the present chapter. 
 
24 Dennett (1991 pp. 419-420), the ever gadfly, also criticises the self by arguing that a mental illness known as 
multiple personality disorder (MPD), which he oddly calls an experiment about the number of selves, proves there 
might be multiple selves dwelling in one’s consciousness, so what is traditionally grasped as consciousness and the 
self are not identical (hence, he concludes, they are equally inexistent). In view of Damasio’s distinctions and the 
evidence he offers, it transpires that Dennett confuses two different notions of the self, the core self and the 
biographical self. Patients with multiple personality disorder seem to have a distorted biographical self, but not a 
defect of sustained attention, wakefulness or background emotions. (See, for instance, Dennett’s ironical remarks 
about whether two twins have one or two selves in Dennett 1991 p. 423, or about the possibility of one ‘becoming 
selfless’, which again sounds like mysticism. I know a far clearer situation in which there would be one core self 
and not two with the case of the twins: if one twin were in permanent coma!) It must be observed that Damasio 
criticises arguments that appeal to MPD, which incidentally is currently known as dissociative identity disorder 
(Damasio 1999, p. 142 and p. 216). For Damasio, persons and bodies go hand in hand, because, as he wittily puts 
it, no one has ever met a person without a body. Further, the new classification of MPD, which has changed like 
many other psychiatric disorders, suggests psychiatric conditions are notoriously unbridgeable and disagreements 
about their nature are very difficult to settle, why? Unlike neurological diseases, psychiatric disorders are 
considered pathological in the sense of stemming from bizarre ideas that lead to behaviour regarded as irrational, 
but rationality and the principle of reality are normative and dependent upon common sense. Think, for instance, of 
how someone with schizophrenia believes that the imagined voices are real or how pathological liars believe in the 
stories they make up. The inability of psychiatric patients to distinguish imagination from reality is precisely what 
is constitutive of a mental disorder (I will return to this problem in the next section), so it is fallacious to draw 
conclusions from such illnesses. All in all, I take Dennett’s ironical comments with a pinch of salt, and endorse the 
traditional equation one body=one self until compelling evidence demonstrates the contrary. As argued in the 
second chapter, the idea of having a self without a body, which resembles cases of ‘embodied’ ectoplasmic entities, 
and Descartes’ idea of imagining a mind without a body, conflicts with current neurological evidence and repulses 
common sense; further, citing poetry or controversial psychiatric illnesses like MPD, as Dennett does, simply begs 
the question.    
 
25 This is a very interesting disagreement between Damasio and Searle. Damasio says that certain organisms have 
emotions, and some are even able to feel them, but having emotions does not entail they are ipso facto realised by 
such organisms. He broadly understands the concept of knowledge, which sometimes means acquaintance (of core 
consciousness) with and on other occasions refers to how evidence is provided (by the participation of memory in 
extended consciousness, which forms judgements). On the other hand, Searle describes a crucial phenomenological 
side in conscious experience, and this explains why one can postulate that animals have intentional states and 
consciousness. A manner to justify Searle’s claim is by postulating that animals form representations whose 
conditions of satisfaction are known in virtue of certain biological capacities they put into practice (Background of 
abilities). This sort of knowledge (know how), although differs from propositional knowledge (know that), appears 
to ultimately ground portions of the latter. Note the paramount importance of connecting these two aspects of 
knowledge, which have been distinguished to solve crucial issues in the Philosophy of Mind. Take for example 
Lewis 1988, who differentiates two forms of knowledge to save Physicalism from Mary’s ignorance: the 
physicalist elucidation of colours (know that) and the way they feel (know how). One may claim that Mary has no 
complete knowledge until she knows how to experience colours. All these reflections upon knowledge again show 
that Searle is not a Cartesian (experience isn’t pure thought), and neither is Damasio (emotions are crucial for the 
emergence of the conscious mind) (Damasio 1994 and 1999). Indeed Searle and Damasio’s views don’t coincide 
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with Descartes’ rationalist account, which holds there must be a close normative relation between reason and 
language. 
 
26 And, to emphasise the role of emotion and to avoid possible objections, Damasio adds that: 
 

These results under interpretation called into question the idea of dismissing 
emotion as a luxury or a nuisance or a mere evolutionary vestige. They also 
made it possible to view emotion as an embodiment of the logic of survival. 
(Damasio 1999, p. 42) 

 
The role emotions play is quite important and has largely been neglected by researchers of AI, especially in 
relation to when mental agencies feel a decision is correct or rational. Take for example Kasparov’s opinions about 
his chess confrontation with IBM’s Deep Blue: “Every computer has a fixed set of priorities. The safety of the 
king, active pieces, open diagonals, and so forth. We humans don't have in our head a fixed list; we feel the most 
important things to evaluate.” Or consider Piccard’s comments about emotions and learning:  
 

If you yell at a puppy, perhaps because it wet on the rug, the puppy senses your 
anger and usually learns to correct its behaviour, even wagging its tail to 
indicate delight when you finally appear pleased. Computers, by contrast, 
neither recognize your anger nor feel good or bad because of it. They don't 
notice whether you're attentive, annoyed, or have fallen asleep in front of them; 
they continue to ‘wet on the rug,’ so to speak, regardless of whether or not you 
yell at them. (Piccard 1996, p. 1, my emphasis)  

 
All this simply confirms that Damasio’s view is on the right track, because an essential part of our mental life is 
the recognition of the emotions of other agents, which is part and parcel of an intelligent course of action. 
 
27 It is quite eloquent that most neurologists don’t consider consciousness an illusion, perhaps by virtue of their 
acquaintance with the monumental difference that the impairment of consciousness makes. In all likelihood many 
neurologists would devote their time to more serious activities, if they considered that consciousness were a mere 
illusion. It would seem to me that puzzles like the problem of other minds, which has an epistemological side that 
leads to scepticism, may prevent the adequate scientific investigation of the nature of mind and consciousness (I 
shall thoroughly address this issue in the last section of this chapter). 
 
28 As suggested in the introduction, there is a science fiction film which precisely deals with this problem: 2001, A 
Space Odissey. HAL 9000, the on-board computer of Discovery, the spacecraft, displays all sorts of emotions. But 
HAL 9000 is programmed to show emotions, so it remains controversial if it really has any. I address the relation 
between emotions, their recognition and intelligent purposeful action further in this and the next section. 
 
29 Another science fiction film beautifully represents what strong AI would like to accomplish: Blade Runner. 
Consider this line of the dialogue between Harrison Ford, the human detective, and Rutger Hauer, the android in 
the film: 
 

Rutger Hauer: Quite an experience to live in fear, isn’t it? That’s what it is to be 
a slave. I’ve seen things…you people wouldn’t believe. Attack ships on fire off 
the shoulder of Orion. I watched C-beams…glitter in the dark near the 
Tannhäuser gate. All those…moments will be lost…in time…like tears…in the 
rain. Time to die… 

 
Could future AI create an android like the character performed by Hauer, a robot that experienced emotions, 
feelings and regretted its imminent death (like HAL 9000 when Dave Bowman starts disconnecting it)? Might 
future robots sense life and be filled with the typical passions of humans? If they did, AI would have surpassed the 
problems that prevented traditional AI from succeeding. For such androids would not only be indistinguishable 
from humans, from an epistemological viewpoint, they would experience, feel and think as humans do (I will 
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return to this problem in the next chapter). For a dissenting opinion and a spirited defence of traditional AI see 
Rudy Rucker’s science fiction novel Software (Rucker 1982). In fact, I should like to thank Rudy Rucker for 
helpful discussion and interesting suggestions about emotions, consciousness and AI. 
 
30 But, how do the successive mappings explain emotions, feelings, consciousness and the sense of self? An 
advocate of the explanatory gap (Levine 1983 and 1993) may pose this candid question, given Damasio’s 
hypothesis. Some philosophers are not satisfied with certain scientific explanations, even if these are sound and 
give rise to good predictions; neither are scientists on some occasions, but such dissatisfaction usually encourages 
further scientific research. These philosophers believe it is impossible to discover the extra how of consciousness 
by elucidation. Friends of the explanatory gap thus, ‘can get no satisfaction’ when conscious experience is 
elucidated by brain mechanisms and causal powers. As McGinn (1989) wittily puts it, these dissatisfied 
philosophers pursue to know how the water of brain functioning results in the wine of consciousness. I will return 
to this issue in the last section of this chapter as well as in the next chapter. 
 
31 This is one of the many questions Dennett’s (1991) theory leaves unanswered. If there are multiple drafts, and 
the brain evinces a pandemonium of activity, then: what is the connection between brain activity, the drafts and the 
feeling of being an actor of a united film? Note that saying that this is the ‘illusion’ names the problem, but 
provides no answer, since it is a fact that any healthy human being feels the stream of consciousness and has a 
personal biography. 
 
32 In honour of the film about a person who suffered from a disease related to his biographical memory, and 
tattooed names and statements on his body in order to maintain his sense of social identity. 
 
33 Some neurological diseases might not have acquired the status they have today, and they would have been 
considered only eccentric behaviour, if it hadn’t been for introspective reports. Without specific reasons for action, 
such as those offered in introspective reports, some neurological diseases just look as quirky behaviour from the 
viewpoint of external observers. This provides a good reason to favour the complementation of the third-person 
and the first-person viewpoint rather than the eradication of the latter. 
 
34 To assess the impracticalities of doing away with consciousness and the first-person viewpoint take into account 
the following plausible situation. Suppose Flor lives in a primitive super Spartan world (a world described by 
Putnam 1968, p. 49), where people have pain but don’t have any associated behaviour. In this super Spartan world 
personal reports are also overlooked because the first-person viewpoint of consciousness is considered to be an 
illusion. Now suppose Flor had a terrible headache. It is obvious why super Spartans are wrong. If the first-person 
viewpoint was only an illusion, Super Spartans would believe Flor has no pain whatsoever. But, that is false: she’s 
got a terrible headache! In fact, even though super Spartans wouldn’t know it (if she didn’t say anything), there 
would be material events causing her migraines. Therefore, as Flor indeed feels her migraines, the first-person 
viewpoint is not an illusion. I guess this thought experiment additionally suggests why it is a bad idea that 
subjectivity is eliminated. In the super Spartan world doctors may not feel sympathy for the pain of their patients, 
and there would be many diseases that would not be considered as such. For a more realistic example, consider 
patients with Guillain-Barré syndrome, and why neurologists think such patients occasionally suffer. This ethical 
aspect is usually neglected by friends of Eliminativism. In point of fact, doctors have to listen to their patients, 
because conversing with them is considered to be one of the most human faces of medicine. Doctors are said to 
practise medicine and, admittedly, this discipline has been a science with an ethical side, ever since Hippocrates 
founded the School of Medicine. When doctors don’t comply with this principle or don’t keep their Hippocratic 
Oath, medicine gets dehumanised. 
 
35 Also recall the examples of 4.1.1, especially those given to show the difficulties of specifying content by making 
reference to states of affairs only. States of affairs that supposedly correspond with intentional states, that is, those 
of disruption and satisfaction of beliefs or desires, cannot reduce the latter without an implicit reintroduction of 
mental vocabulary, as Chisholm (1957) argues. Disruption and satisfaction pertain to a mental realm, as my 
example of Flor and her caipirinhas illustrate (section 4.1.1). 
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36 I will refer to the particular and quite unexplored relation between the imaginary and conceivable worlds in the 
next chapter. For the time being, it seems very puzzling that in fiction we can imagine worlds with contradictory 
statements but still those worlds are pretty verisimilar to readers. 
 
37 Kim (1996, pp. 178-180) acknowledges the problem that arises from any functionalist account of qualia, but 
unlike Dennett, who is a radical nihilist about their existence, he attempts to tackle it by postulating a milder 
version of nihilism, which he calls theoretical nihilism. On this account, what has to be denied is the role that the 
intrinsic properties of qualia play in the explanation of behaviour. For, although the intrinsic properties of qualia 
make possible sensorial discriminations (for instance, detecting the difference between red and green lights, and 
stopping or walking, respectively), the qualitative features of such sensations have no observational consequences. 
This is in turn explained by the fact that the ability to discriminate by sensorial information makes a difference, 
intersubjectively, in behaviour. To put it briefly, what is relevant from the viewpoint of behaviour is qualia 
discriminations and not intrinsic features. Honestly, I am in two minds with Kim’s account, because he accepts, 
unlike Dennett, that there is an important aspect of qualia and consciousness that is real but still plays no role in 
the explanation of behaviour. So, Kim’s ‘supervenience nihilism’ doesn’t deny the evident (qualia surely need to 
be postulated, because if they didn’t exist, the discriminations themselves between red and green, for example, 
would be impossible), but rather holds that the qualitative features of experience and qualia are utterly unimportant 
for elucidating behaviour. On the face of it, Kim seems to be right, but on close examination it is not entirely 
evident that phenomenal properties play no role whatsoever, especially if another element is taken into 
consideration: survival. Mother Nature seems to have favoured those organisms that are able to have a wide 
spectrum of patterns of discrimination, which may be connected with how they recall memories of phenomenal 
properties. Some mammals have more than one thousand odour receptors, which enable detecting a wide range of 
smells, and this varies depending on gender. In particular, women are better than men at detecting smells, an ability 
that appears to have enhanced the survival chances of humans in the past. According to anthropologists, while men 
were hunting, women used their sense of smell to detect when food threatened to intoxicate children. Further, it is 
known, for instance, that there are no primary scents or odours from which all the rest are mixed, unlike colours, 
and this suggests that smells are much more gradual than colours from the viewpoint of experience. Now, if 
degrees of scents, which are distinguished by phenomenal properties, didn’t make any difference, slightly different 
scents would prompt the very same reactions. But, alas, they occasionally provoke the opposite reactions. Think of 
pregnant women, who crave for food or experience sudden nausea with slightly different scents. As a result, I think 
Kim’s jejune example of the red/green light fits well his theoretical nihilism, but more complicated situations 
suggest that phenomenal properties may play an important role in the explanation of behaviour.  
 
38 As far as I am concerned Cartesian certainty is some philosophers’ dope, once they have experienced it, they 
never finish craving for more. Kim, for instance, acknowledges how philosophers long for reductive certainties of 
qualia as follows: 
 

The main argument for the failure of the physical supervenience of qualia, then, 
is the apparent conceivability of zombies and qualia inversions in organisms 
physically indistinguishable from us. Conceivability may not in itself imply real 
possibility, and the exact relationship between conceivability and possibility is a 
difficult issue. And we could make errors in judging what’s conceivable and 
what isn’t, and our judgements may depend on available empirical information. 
(Kim 1996, p. 171) 

 
I fully agree with Kim’s point, but this issue isn’t new at all. It seems to have been put by Putnam the first time: 
 

We can perfectly well imagine having experiences that would convince us (and 
that would make it rational to believe that) water isn’t H2O. In that sense, it is 
conceivable that water isn’t H2O. It is conceivable but it isn’t logically possible! 
Conceivability is no proof of logical possibility. (Putnam 1975, p. 233) 

 
As stated above, I will examine this difficult issue and its connection with imagination and fiction in the next 
chapter. 
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39 Searle clarifies further what he means by causal supervenience as follows:  
 

On this characterisation of the supervenience relation, the supervenience of the 
mental on the physical is marked by the fact that physical states are causally 
sufficient, though not necessarily causally necessary, for the corresponding 
mental states. (Searle 1992a, p. 458) 

 
This interesting point reveals why Searle isn’t a chauvinist; physical states are causally sufficient but not strictly 
necessary for causing mental states.  
 
40 Some people take too seriously the instrumental slogan Save the Appearances in the Philosophy of Mind, which 
has inspired them to deny phenomenal consciousness, qualia and all the vexing problems which don’t fit in their 
accounts. But, now consider Fodor’s ironic comments, which encourage questioning the real worth of 
instrumentalism when real science is at stake: 
 

I’m prepared to believe there is something importantly right about 
instrumentalism —theories and the rest of the scientific armamentarium are 
(inter alia) instruments for doing something—  but what’s so good about 
predicting experiences? Could the goal of scientific activity really just be to 
make up stories that accommodate one’s sensory promptings? Would that be a 
way for a grown man to spend his time? […] Don’t revise your theories, just 
arrange to have fewer experiences; close your eyes, put your fingers in your 
ears, and don’t move. Now, why didn’t Newton think of that? (Fodor 1991, 193, 
emphasis in original) 

 
Not only may such provocative remarks deter people from expediently getting rid of phenomenal consciousness 
and qualia; they also raise an important issue in relation to scientific experiments. Incidentally, the alleged 
scientific character of the Turing test, as claimed by Moor (1976 and 1987) and Copeland (2000), will thoroughly 
be investigated in the next chapter. 
 
41 In particular, Damasio insists that : 
 

[…] a theory of consciousness should not be just a theory of how the brain 
creates integrated and unified mental scenes, although the production of 
integrated and unified mental scenes is an important aspect of consciousness, 
especially at its highest levels. Those scenes do not exist in a vacuum. I believe 
they are integrated and unified because of the singularity of the organism and 
for the benefit of that single organism. The mechanisms that prompt the 
integration and unification of the scene require an explanation. (Damasio 1999, 
pp. 18-19) 

 
42 Popper (1963) criticises Essentialism and Instrumentalism with an analysis very similar to mine, insisting on the 
negative consequences of denying the existence of truth. According to him, postulating essences or denying the 
existence of truth discourages scientists to gain factual knowledge, since the former leads to dogmatism and the 
latter to scepticism. In his view, Conjecturalism is the right alterative, that is, the view according to which 
scientific theories are progressive approximations to truth. Perhaps the elucidation of consciousness requires 
having a conjecturalist attitude to vindicate materialistic non-reductive explanations of consciousness as 
approximations which need not exhaust the problem of phenomenal properties. Hume-ing qualia is very much 
compatible with this attitude, for it precisely shows that descriptions or elucidations are never sufficient to fully 
reveal their properties and, accordingly, are in principle unable to make one feel vivid experiences, as I have 
argued in this chapter. 
 

 247



                                                                                                                                                            
43 In fact, Block, despite disagreeing with many aspects of the Chinese Room (Block 1995), has pointed out that 
there is a quite interesting component in Searle’s thought experiment with which he sympathises. Those who 
embrace the Systems Reply and claim that the Chinese Room has mental states must respond what it is like to be 
that room, and whether any qualia arise from the mere manipulation of symbols, which indeed was one of the 
points the third chapter particularly stressed. Again this shows that the burden of proof lies with those who claim 
they’re able to endow programmed machines with intelligence and consciousness. So they cannot slip out from the 
Chinese Room so quickly and quietly… 
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Chapter 6 
Intelligence Simulation vs. Replication: a new gap? 
 

 

 

In the fifth chapter I countered arguments that attempt to prove the inexistence of 

consciousness, and argued that it is a built-in feature of the system, so it isn’t an illusion. 

Additionally, I offered arguments in favour of the existence of qualia as well as for how 

consciousness seems to play an important role in survival, which somehow challenges 

influential interpretations of the theory of evolution according to which consciousness isn’t 

essential for the survival of most biological survival machines (see, for instance, Dawkins 1976, 

pp. 50, 51 and 591). To support my examination, I expounded Damasio’s neurological theory, 

according to which a notion such as the core self is not only fundamental to grasp 

consciousness correctly, but is also in conflict with Descartes’ cogito. On this score, I showed 

that, besides intentionality, the existence of emotions is an important problem related to 

consciousness that cannot be neglected by Artificial Intelligence. Moreover, since there is a 

very close tie between emotions and consciousness, and the latter is required to know 

conditions of satisfaction of intentional states, machines intended to have intentionality must 

have consciousness and emotions. Admittedly, the absence of emotions in machines is an 

important pitfall of current Artificial Intelligence, and perhaps explains why people avoid 

assuming programmed machines are intelligent.  

In addition, the fifth chapter showed that there is another philosophical problem at stake: 

the difference between objectivity and subjectivity when it comes to consciousness (Nagel 

1986), and the explanatory gap (Levine 1983 and 1993). According to Nagel, the real problem 

when exploring consciousness is the fundamental difference between the subjective and the 
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objective, which are occasionally regarded as excluding one another in the problem of 

consciousness, a difficulty that suggests that consciousness is irreducible. Likewise, on 

Levine’s account, while theories of consciousness always leave something out, which can be 

assessed via arguments such as Mary the colour scientist and the like, theories that reduce 

physical phenomena (like water is nothing more than H2O) redefine them, but that is precisely 

what most people reject when they are told consciousness and its particular first-person 

viewpoint is nothing more than the physical property F.  

Although I argued that this requirement for explaining consciousness by reduction is too 

strong and may precisely neglect the aforementioned irreducibility of consciousness and its 

first-person viewpoint, there is something quite important in Nagel and Levine’s arguments that 

may help in grasping a problem that the Chinese Room and Searle’s analysis raise. There is an 

important conceptual gap that some researchers of Artificial Intelligence may have been 

overlooking, and from which a series of misinterpretations have arisen, especially in relation to 

the accomplishments of the discipline: the crucial difference between the concept of simulation 

and the concept of replication. On the face of it, simulation and replication can be equated and 

are the same thing, but this equation collapses in view of some intuitions related to the adequate 

application of such concepts. It is usually said that simulation is not duplication, because if it 

were, the simulation of a property would be a replication of that property; on the other hand, it 

is intuitively accepted that replication need not carry out any simulation, because replicating a 

property ought to be sufficient to claim that the property (e.g. intelligence) in question has been 

created. Therefore, conceptually speaking at least, simulation isn’t replication and vice versa. 

But, if so, when and why did Artificial Intelligence begin assuming that the efficient simulation 

of intelligence was the replication of intelligence and, further, that the latter was up for grabs?  

As section 1.2 described, Charles Babbage warns about the perils of confusing the 

appearance of intelligence and mind with their real occurrence, which assures he is not the 

culprit. Rather, it appears that Turing committed the ‘original sin’ with his Turing test, when he 

stresses that simulation can replace the question about thought in programmed machines. Of 

course the terms ‘original sin’ and ‘culprit’ are figures of speech only, because Turing gave 

form to an idea that was already in the air, as the first chapter expounded. Giving birth to the 

notion of simulation, he replaced the question ‘Can machines think?’ with the question ‘Can 

programmed machines simulate linguistic intelligence?’, and this replacement meant a different 
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way of grappling with the problem of intelligence. Surely his notion of simulation gave rise to a 

new paradigm of research, and supported claims that programs can render activities that require 

true intelligence.  

 The present chapter precisely intends to show that the conceptual gap between 

simulation and replication is an unexplored ontological dimension of the Mind-Body problem, 

with an important epistemological side. If mind has intentionality, and this requires 

consciousness, which in turn is an emergent property, simulations of intentionality that 

convince external observers need not replicate minds to be successful, and this is what deters 

most people from claiming that programmed machines have intentionality, consciousness, and a 

first-person point of view. So the suspicion that programmed machines may convince people 

about their intelligence, despite being mindless altogether, is not groundless. 

The chapter is divided into three sections. In the first section, I consider whether the 

Turing test can be regarded as a scientific experiment, as Moor (1976 and 1987) and Copeland 

(2000) have argued. Since the Turing test, from which the notion of simulation origins, has not 

made people achieve a general consensus and, quite the contrary, has made them enter into a 

heated philosophical discussion about the nature of mind, I will argue that the Turing test is not 

an adequate scientific experiment, as it wrongly assumes that the inductive evidence offered by 

linguistic behaviour simulation is in principle sufficient to establish that programmed machines 

are intelligent. The second section deals with another discipline which, like Artificial 

Intelligence, also consists in simulating convincing scenarios and in making people believe 

such scenarios are real: fiction. Fictional worlds have to comply with Ryan’s Principle of 

Minimal Departure to be sufficiently verisimilar and convincing, but doing so in no way means 

they have replicated properties of the actual world. By the same token, the verisimilar processes 

of simulation in AI do not guarantee the replication of intelligence (González and Vergauwen 

2005). Besides offering diverse cases of simulation that fail to accomplish replication of 

intelligence, the third section expounds the principles of DNA computing, a new trend in AI 

that runs programs on DNA molecules and other biological hardware, and investigates whether 

robots based upon this technology are able to replicate minds, or simply are what I dub 

zombots. 
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6.1 Is the Turing test a scientific experiment? 
 

As analysed in section 1.4.3, a burning issue related to Artificial Intelligence is the significance 

and scope of the Turing test. In particular, two philosophers (Moor 1976 and 1987, and 

Copeland 2000) have aimed to deflect the criticism that the Turing test is a behaviourist 

enterprise, arguing that it is a method which offers good inductive evidence to support the claim 

that programmed computers think. Nevertheless, Turing’s misplaced trust in the power of 

simulation, which has been regarded as the notional task of Artificial Intelligence (Putnam 

1992, p. 11), and his emphasis on how programmed machines may cause wrong identifications, 

encourage one to investigate further whether the accomplishments of simulation via linguistic 

behaviour, understood in terms of deception, are compatible with considering the Turing test an 

adequate scientific experiment or an acid test for minds in machines. As this test aims to assess 

intelligence and mind in computers by their capacity of mimicking linguistic behaviour that 

looks intelligent and purposeful, there is an obvious difficulty here: while a good scientific 

experiment settles disputes and makes scientists arrive at a healthy consensus, the Turing test, 

with its reliance on simulation and linguistic behaviour, ultimately leads to a philosophical 

debate about the nature of mind. This section thoroughly analyses this difficulty. 

 

6.1.1 The leap from an epistemic domain to an ontological claim 

 

It is usually said that observation is the place where theories and the world meet. Ever since the 

Logical Positivists posited observation as the place to confirm theories and settle scientific 

disputes, philosophers have studied the nature of experiments as cognitive devices that provide 

relevant acid tests. However, during the twentieth century an important paradigm shift occurred 

in relation to observation and its supposed objectivity. After the 60’s and with the aid of some 

psychological experiments, the alleged objectivity of experiments came under considerable 

philosophical pressure. Psychologists like Hanson (1961) and Brunner (1973) and philosophers 

such as Kuhn (1962) attacked the objectivity of observation and its alleged power to gather 

conclusive objective data for settling scientific disputes. By criticising the objectivity of 

scientific research, Hanson, Brunner, Kuhn and the New Look School (Gregory 1970 and 1974, 

Rock 1983) put pressure on observation, decisively influencing philosophers like Churchland 
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(1979 and 1989a), for whom observation is theory laden, so one sees theories when examining 

natural phenomena.  

But, as briefly mentioned in 5.1.2, this view has particularly been criticised by Fodor. 

After a long exchange of arguments, and a shift from a traditional line of arguments about 

observation represented by his granny2 (Fodor 1984 and 1988), he came up with a theory about 

scientific experiments that seems to partially appease his fierce opponents (Fodor 1991 and 

1994). Albeit perception is modular and encapsulated, he claims, there is a cognitive component 

in experiments by virtue of which scientists convince members of their clubs about the results 

achieved, independently of whether or not such results are observational. But, do scientists 

‘proselytise’ and ‘indoctrinate’ members of their clubs then?  

Experimentation is like putting questions to Mother Nature, and involves disposing 

one’s mind to judicious receptivity. Scientists dispose their minds to believe that P if they know 

that certain cognitive procedures will cause the belief that P under ceteris paribus conditions. 

So, Fodor maintains that, with the aid of experiments, scientists end up believing that P, iff P is 

true and has been caused by the experiment. More specifically, one is caused to believe that P if 

and only if a state of one’s mind corresponds with a state of the world, which is in turn caused 

by the experiment. Then, Fodor’s account mixes what is known as Scientific Realism and 

Reliabilism. While the former holds that theoretical terms have reference, among other things, 

the latter suggests that certain contrived cognitive procedures, such as those carried out in a lab, 

lead to the belief that P iff P is true. In short, the Fodorian account says that experiments are 

highly specialised cognitive devices in which nothing needs to be observed, but they have to 

induce a true belief under ceteris paribus conditions (more about this issue below), all of which 

ultimately depends upon states of the world. 

Of course this view is controversial and questionable, and it is not entirely clear that 

Fodor and his granny can get away with it so easily, escaping from the clutches of relativists 

and sceptics. For, as I have pointed out elsewhere (González 1997 and 2002), scientific 

experiments provide a good indication that a hypothesis is acceptable and plausible, but they do 

not guarantee that hypotheses are true. After all, it is well known that some scientific 

experiments induced people to believe that P in the past, but P turned out false afterwards —

e.g. how Boyle’s experiments may have led to Becker and Stahl’s phlogiston theory— so Fodor 

has perhaps taken for granted that experiments are sufficiently cognitively transparent to reflect 
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how the world is constituted3. His appeal to ceteris paribus conditions —the standardised 

conditions of experimental settings— as well as nomological explanations is fundamental to 

overcome objections and placate the sceptic’s concerns: one would not have been caused to 

believe that P, had not P corresponded to a state of the world. Nonetheless, Fodor shrinks from 

the remarks made above, saying that his view is about scientific experiments and how real 

science works, not about scepticism or rare failures of such experiments, which are species of 

ills human flesh is heir to. 

In a different context, Cartwright (1999) has offered an interesting account which 

clarifies further how truth is achieved in science as well as the role that ceteris paribus 

conditions play in scientific models. Countering the sceptics, she maintains that 

incommensurability, a phenomenon commonly described by Constructivists and followers of 

the New Look School, does not indicate that scientific theories aren’t true, but rather that their 

application is restricted to very specific areas of the world. Since the world is dappled, and 

scientists simply form theories and hypotheses without acting cohesively towards the unity of 

science, experiments work well within the boundaries of a scientific domain. An interesting part 

of Cartwright’s account is that scientific theories generate nomological machines, that is, highly 

abstract conceptual models with considerable deductive power, the application of which is 

constrained by their tie with specific parts of the world. Naturally, this means models have 

limited applicability and theories might be true, but not universal, in the sense that models 

cannot be applied out of their domains. Theories, in Cartwright’s view, describe regularities of 

what happens in the aforementioned domains with necessity, and this is the power of 

nomological machines: they uncover the nature of things and aspects of the world if and only if 

they are at work, which incidentally gives rise to the largely contrived environments of 

laboratories and experimentation (given Cartwright’s account, experiments somehow print out 

the results of the nomological machine…). This compelling view is complementary with 

Fodor’s and importantly clarifies the nomological aspect of models and experiments as well as 

the role of ceteris paribus conditions, but it seems to me that both Fodor and Cartwright simply 

assume that theories and hypotheses necessarily correspond with things and events in the world, 

because they are sufficiently transparent. Though that metaphysical question is debatable, it is 

very true and openly admitted that experiments help scientists resolve their theoretical disputes, 
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and ultimately make them arrive at a consensus. But does the Turing test fit in this picture of 

scientific experimentation? 

An important difficulty one encounters in the Turing test and its ‘laboratory conditions’ 

is that it assumes that the performance of linguistic behaviour, which is to be assessed by 

laymen who can potentially get deceived by the programmed machine, provides convincing 

evidence to conclude programmed computers are intelligent. But simulation, which is in 

essence successful deception (González and Vergauwen 2005, pp. 334-37), cannot be equated 

with the replication of intelligence so hastily. But why not? There is an important tension in the 

Turing test that has been largely overlooked by those who take it to be an adequate scientific 

test for mental states: the leap from attributions of mental states based upon behaviour to the 

conclusion that a mind has been created.  

In fact, laymen are supposed to be deceived by the programmed computer because they 

are prone to believing that linguistic behaviour commonly stems from intelligence. But, even if 

the process of simulation was perfect and most participants were deceived, the flimsy evidence 

of linguistic behaviour would not entitle one to conclude that the programmed machine is 

intelligent, since something that performs linguistic behaviour may not turn out to be 

authentically intelligent. Thus, the stress on the inductive aspect of the evidence offered4 cannot 

solve the problem, because the kind of evidence is what is called into question. 

Turing somehow anticipates the objection against the evidence provided by his test, 

when he emphasises the role of simulation thus: 

 

May not machines carry out something which ought to be 

described as thinking but which is very different from what a man 

does? This objection is a very strong one, but at least we can say 

that if, nevertheless, a machine can be constructed to play the 

imitation game satisfactorily, we need not be troubled by this 

objection. 

It might be urged that when playing the “imitation game” the best 

strategy for the machine may possibly be something other than 

imitation of the behaviour of a man. This may be, but I think it is 

unlikely that there is any great effect of this kind. In any case there 
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is no intention to investigate here the theory of the game, and it 

will be assumed that the best strategy is to try to provide answers 

that would naturally be given by a man (Turing 1950, p. 42) 

 

Turing’s counter is not persuasive at all, though. If the Turing test is taken to be a scientific test, 

then one is presented with this difficulty: if nomological machines, experiments, and 

laboratories help discover the nature of things, which in turn makes scientists reach a 

consensus, why aren’t some people willing to accept that the strategy followed by the machine 

in the imitation game truly reveals what computer intelligence really is? Is it perhaps because 

simulation and deception are irrelevant to reveal the nature of intelligence and thus Turing is 

simply begging the question? On close examination, not accepting simulation of intelligence 

(e.g. linguistic behaviour) as replication of intelligence is prima facie justified by one’s 

reluctance to accept that programmed machines have, as a matter of fact, authentic linguistic 

understanding, a first-person viewpoint, emotions, and consciousness when simulating such 

phenomena. For being convinced that the computer is intelligent provides evidence of the 

program’s ability to deceive people, but this simulation, observational as it may be, does not 

necessarily offer evidence that the programmed machine is intelligent (I give examples of this 

insurmountable difficulty in the next section). For the most part, few are willing to support the 

claim that linguistic evidence is sufficient to conclude intelligence has been created, because 

such evidence seems to tell us very little about the true nature of mind, especially when the 

first-person viewpoint and the subjective character are at stake. Hence, although Turing boldly 

claims his test importantly reveals the non-biological nature of intelligence, its reliance on 

simulation, which is an epistemic process aiming at the verification of linguistic behaviour from 

the third-person viewpoint, leads to a philosophical debate rather than to a scientific consensus, 

which is a telltale sign that the Turing test may be inspired by a philosophical dogma, viz., the 

ability of efficient simulation to reveal what the mind finally is, as well as the strong conceptual 

connection between pure computation and intelligence. Leaping to the ontological conclusion 

that the programmed computer is intelligent on the basis of simulation and linguistic behaviour 

is unjustified altogether, especially in view of how authentic linguistic understanding hinges 

upon the first-person viewpoint, as I argued in the third chapter. 
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6.1.2 Does the Turing test improve our understanding of the mind? 

 

As briefly discussed in section 1.4.3, Turing’s imitation game constitutes a controversial 

method for assessing mental states in Artificial Intelligence, although it seems to have given 

birth to the notion of simulation. At this juncture, it is interesting to note that whenever a 

scientific experiment offers flimsy evidence, leading to a vexing problem such as the true 

nature of mind, philosophers take over and a heated debate begins. But, unlike in science, 

where experiments and empirical methods are employed in tandem with arguments to settle 

disputes, one may realise when a philosophical debate begins, but it is far more difficult to 

establish who wins and when the debate will be closed. The potential unreliability of 

observation and experiments probably explains why the discussion on the scope and 

significance of the Turing test has lasted for so long. 

 Certainly, this test touches on a puzzling contemporary philosophical problem: the 

nature of mind and intelligence. The imitation game, which is the thrust of the method proposed 

by Turing, has been attacked by many as overly behaviourist (Block 1990, p. 248 and Searle 

2004, p. 49), as it reduces the mind to behaviour and dispositions to act. Particularly, it 

implicitly attempts to reduce the mental as well as its assessment to the overt behaviour of 

linguistic simulations, because they are observable and this specific character purportedly 

serves to settle the debate on whether or not machines are able to think. This appeal to the 

objectivity of linguistic behaviour may account for why a number of philosophers have also 

interpreted the Turing test as providing a definition of intelligence, or a circumscription of the 

applicability of such concepts. I think both Copeland and Moor have made a good case to deny 

that Turing has in mind a definition of thought or intelligence, since the Turing test precisely 

aims to put an end to the philosophical discussion about the nature of mind by means of a test 

which supposedly closes the debate over intelligence in programmed machines. But, can the 

Turing test really fulfil such an ambitious aim? 

Even if it is granted that the test does not provide a definition of intelligence and that the 

imitation game offers inductive evidence, the philosophical problem remains. But why isn’t 

inductive evidence sufficiently convincing to calm widespread concerns about the real scope 

and significance of the imitation game? As examined in the last chapter, the first-person 

viewpoint of consciousness deters people from reducing qualia and the mind. On the face of it, 
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inductive empirical evidence serves to convince that the machine may be intelligent, but it is far 

more controversial to accept that it really establishes that the programmed machine is 

intelligent, for convincement by observation is a matter of epistemology from the third-person 

viewpoint, but having intelligence and a personal perspective are both related to having a mind 

and, then, to an irreducible aspect of the mental. 

 Furthermore, the Turing test strikes a responsive chord, which is reflected by this 

paradox: a large number of people are keen on attributing intentionality and mental states to 

speechless animals and toddlers, but they are in two minds when it comes to programmed 

machines that display linguistic behaviour (unless they speak figuratively, of course). As 

analysed in the fourth chapter, intentional ascriptions require the satisfaction of certain 

conditions if they are to be taken as intrinsic rather than purely metaphorical, because the 

adequate explanation of behaviour involves particular reasons for action, and such reasons exist 

in virtue of the intentional states of agents, which, couched in semantic networks, refer to 

particular contexts. As also shown in the previous chapters, these specific reasons for action are 

neglected when intelligent purposeful actions are only described in terms of behaviour or in 

light of a purely causal externalist language. Ascriptions of mental content elucidate why an 

animal or a toddler behave in a particular way, making sense of the specific actions they carry 

out to satisfy their needs, but such ascriptions are not necessary to explain the behaviour of 

devices such as thermostats, compasses and the like. But why not? It is possible to explain the 

behaviour of a thermostat without any reason to act, that is, by its causal interaction with the 

environment, when it turns on the air conditioning for instance, but this doesn’t entail that it has 

beliefs, desires or any other mental state. Then, it is not strictly necessary to attribute beliefs 

and desires to such devices; indeed one can make sense of their behaviours by their designs and 

purely causal interactions.  

Assuming programmed machines have mental states is alluring but quite unjustified, 

especially in view of the scant evidence the Turing test provides. Although Moor points out 

(1987, p. 1130) that the long-range goal of the Turing test presupposes it will be possible to 

endow machines with the ability to learn, besides their display of behaviour considered 

intelligent (from the third-person viewpoint), it turns out to be controversial all the same that a 

machine mimicking learning and exhibiting behaviour regarded as intelligent is really 
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intelligent. A sceptic would insist that the machine behaves as though it had learnt and were 

intelligent, but is it in reality5? 

Such a sceptical remark indicates that the Turing test cannot bypass the problem of 

mental content and the attribution of intentionality, despite what Turing wants one to believe. 

The imitation game attempts to find an adequate criterion for the attribution of mental states, 

but this test relies too much upon linguistic behaviour and upon the ability of computers and 

other digital machines to pass for humans. The stress on the epistemic process of simulation 

does not guarantee that intentionality and mental states emerge from the working of a computer 

programme. 

Once more, the Chinese Room thought experiment illustrates in what sense the evidence 

offered by Turing’s test, which is purely behavioural and is gathered through simulation, isn’t 

adequate to establish the conclusion that a programmed machine has a mind6. To put it briefly, 

Searle’s thought experiment shows that something that walks like a duck and quacks like a 

duck may not be a duck. On the other hand, and as analysed in the fourth and fifth chapter, 

more realistic examples of mental life and impairments of consciousness suggest that behaviour 

doesn’t assure mental states are present, and this is clearly indicative of a shortcoming related to 

the evaluation of mental life via linguistic and other types of behaviours assessed from the 

third-person perspective. 

More importantly, the emphasis on simulation and linguistic behaviour of the Turing 

test has not enriched our understanding of the mind in any sense, because it leaves unanswered 

the question of how programs need not be materially implemented, unlike mental states, which 

require embodiment as argued in the fourth and fifth chapters7. Further, the Turing test 

overlooks an important divergence stressed by the Chinese Room thus: running a program and 

simulating a mind cannot be equated with having mental states. As a consequence, stressing this 

difference shows again how a programmed machine simulates but does not replicate mental 

states. 

Recall what was particularly stressed in the third chapter: real linguistic understanding is 

always accompanied by the quale of understanding, but implementing a programme such as the 

Chinese Room does not yield any understanding whatsoever. As also argued, those who insist 

on claiming that the system may understand have to answer what it is like to be a Chinese 

Room and whether or not this can be equated to what it is like to understand and have a mind. 
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The Turing test does not surmount these difficulties; further, if Cartwright and Fodor are right 

and experiments and models do improve our understanding of regularities and dispositions in 

nature, the Turing test, which overemphasises simulation as a way out of the problem of other 

minds, cannot be considered to be an adequate scientific experiment, because it does not 

enhance our understanding of the embodied nature of mind (as shown in the fifth chapter). 

All in all, the Turing test is unable to deepen our understanding of the nature of mind 

and intelligence by the inductive evidence it offers, which is largely inspired by a full-blooded 

anti-biological computationalist view. Even if it is regarded as a scientific experiment, it is 

inadequate since it takes for granted, without offering any reason, that simulations of mental 

states, as well as the convincement of judges exhaust the problem of intelligence in 

programmed machines. But the heated philosophical debate that has originated from the 

imitation game as well as the reluctance of many people in Artificial Intelligence itself to regard 

Turing’s method as an acid test for mental states indicate that his test, with an apparent 

semblance of rigour, attempts to impose a philosophical dogma, namely, the pre-eminence of 

simulation and the strong conceptual connection between pure computation and intelligence, a 

bold claim that is disputed by many within the AI community itself8. Put differently, the test 

devised by the great mathematician-logician equates simulation with the replication of 

intelligence, and this unjustified equation elucidates why, despite being devised as the final 

solution for the problem of machine intelligence, the Turing test has precisely had the opposite 

effect in almost six decades, stimulating the philosophical discussion on the nature of mind 

rather than making people achieve a healthy scientific consensus.  

 

6.2 Fiction and make-believe: what simulation is and is not 

  

As anticipated in the last section, an objection someone may make against my analysis of the 

Turing test is that criticising the evidence it gathers does not prevent one from imagining that 

digital machines have mental life. Indeed one may imagine that thermostats, compasses, 

computers and other devices have mental states. But, as examined in section 4.2.3, it is crucial 

to distinguish metaphorical and derived from intrinsic intentionality, and hold that only systems 

with intrinsic intentionality possess authentic mental life. Still, partisans of strong AI and foes 

of the first-person viewpoint might claim that programmed machines also have mental life, and 
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the proof of this is that they are able to carry out good simulations in Artificial Intelligence. To 

show why efficient simulation of intelligence does not necessarily involve its authentic 

creation, even when it is verisimilar and sufficiently credible, I will explore fiction and how 

imaginary events and stories are convincing and yet do not bring into existence objects, 

properties and events in the actual world. Why not? Put simply, simulation is based upon 

deception and make-believe, and in common with fiction, entails neither the truth of what is 

simulated nor requires duplicating any property to succeed. 

  

6.2.1 Imagining, conceiving, and fictional worlds 

 

As examined in the last section, the Turing test holds that intelligence can be attributed to 

computers and robots when their linguistic behaviour efficiently mimics the natural answers a 

man would give. This very much resembles another discipline engaged in making people 

believe that something is true when, strictly speaking, it isn’t: fiction. Books and stories about 

imaginary people and events revolve around settings and scenarios that bear a resemblance to 

the actual world when they imitate some of its properties; in this sense, a fictional text appears 

as the actual world, because the imagined situations are close to the actual world. But, if the 

actual world is taken to be the standard to evaluate fictional statements, why does it nonetheless 

make sense to say ‘Don Quixote loves Dulcinea is true’? Is this a normal proposition or a 

fictional truth? 

 The connection between imagination, conceivability, and fiction is not only compelling, 

but has been partially explored, especially in light of how literature illuminates what 

consciousness is as well as the primacy of experience and the first-person viewpoint. For 

instance, did Mary the colour scientist read Dostoevsky’s The Brothers Karamazov before 

coming out of her room, she might feel sympathy, excitement, sadness, etc. with the description 

of the protagonist’s inner life, but that would never occur if she only knew physical facts about 

the protagonist’s mental states. This situation somehow parallels the difference between tasting 

Casillero and reading a description of the wine, although in the last case one may somehow 

imagine what it feels like —pace Dennett and those who think qualia are like mystical 

experiences. However, what would occur with the narration of colour experience, if Mary read 

The Brothers Karamazov? In particular, would she be able to know or at least imagine what 
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colours are like when reading passages of this novel? If Mary read descriptions of colours, she 

would be a little puzzled and would probably hint at some intuitions with the aid of her 

imagination and analogies, but even so she would not be able to know what it feels like to 

experience colour, which indicates that one can analogically imagine, with the aid of words, 

descriptions or lessons, but the feeling itself can never be replaced, an obstacle that confirms 

the central role the first-person viewpoint and subjectivity play in consciousness.  

Further, without the first-person viewpoint, subjectivity, and the imagination, other 

people’s feelings and emotions would probably be eerie and mysterious. In relation to 

imagining and the central role it plays in literature, Walton asserts the following: 

 

It is chiefly by imagining ourselves facing certain situations, 

engaging in certain activities, observing certain events, 

experiencing or expressing certain feelings or attitudes that we 

come to terms with our feelings —that we discover them, learn to 

accept them, purge ourselves of them, or whatever exactly it is that 

imagining helps us do. This self-imaginings are important even 

when our main objective is to gain insight into others. In order to 

understand how minorities feel about being discriminated against, 

one should imagine not just instances of discrimination but 

instances of discrimination against oneself; one should imagine 

experiencing discrimination. (Walton 1990, p. 34) 

 

Indeed there is a close connection between experience, first-person viewpoint, and imaginings, 

all of which allows one to intuit not only how one would feel under certain circumstances, but 

also how others feel, need or desire, and such mental attributions seem impossible for 

programmed machines that lack insights, experience and a self with first-person viewpoint 

(more about this in the next section). Such an aspect of imagining has a crucial epistemic 

connotation, besides the Ethical side Walton remarks. Recall how the Chinese Room thought 

experiment invites one to imagine what one would feel like if one implemented a computer 

program and manipulated Chinese symbols.  
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But imagining has two important dimensions that also need proper examination. As we 

have analysed elsewhere (González and Vergauwen 2005), it is traditionally claimed that 

imagining a proposition P and its content has been associated with thinking of an event that is 

not currently present to the senses, which necessitates the concurrence of percepts and 

memories. Take for instance Yablo’s view (2002, p. 457-58), according to which imagining P 

requires an agent as a measuring device, who posits P, keeps track of the salient features of the 

actual world, and uses the perceptual faculty of imagination (one’s mind eye) to mentally 

simulate looking at an object or event in which P. This mental simulation starts from a centred 

world in which agents envisage themselves being struck by imagined objects or events. By 

combining past experiences, one is able to simulate the activity of looking at P by conjuring up 

mental imagery which, despite creating a fantastic or a disturbing entity or event, permits the 

internal verification of P. To fancy a flock of flying pigs, for instance, one has to manipulate 

memories of pigs, past experiences of birds or flying objects so that the imagination creates an 

image of pigs flying in V-shape formation, which would indeed verify ‘pigs fly’. Thus, the 

perceptual imagination recombines images to envisage chimerical entities, the existence of 

which may count as utterly implausible in reality. All this inspired David Hume to hold that 

almost everything can be imagined, an issue closely related to some of the situations devised by 

contemporary philosophers such as zombies, or worlds in which people have C-fibre activation, 

but no pain. In point of fact, Hume asserts that:  

 

Tis an establish’d maxim in metaphysics, that whatever the mind 

clearly conceives includes the idea of possible existence, or in 

other words, that nothing we imagine is absolutely impossible. We 

can form the idea of a golden mountain, and from thence conclude 

that such a mountain may actually exist. (Hume 1978, p. 32, 

italics in original) 

 

Hume later referred to this metaphysical principle again, when expressing that the only 

constraint of thought is contradiction, with an analysis that seems to have hinted at the idea of 

possible worlds, at least in terms of how the imagination is able to conjure up scenarios that go 

‘beyond the universe’. Take for example this passage: 
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To form monsters, and join incongruous shapes and appearances, 

costs the imagination no more trouble than to conceive the most 

natural and familiar objects. And while the body is confined to one 

planet, along which it creeps with pain and difficulty; the thought 

can in an instant transport us into the most distant regions of the 

universe; or even beyond the universe, into the unbounded chaos, 

where nature is supposed to lie in total confusion. What never was 

seen, or heard of, may yet be conceived; nor is any thing beyond 

the power of thought, except what implies an absolute 

contradiction. (Hume 2000, p. 14, my emphasis) 

 

In this passage Hume seems to have anticipated the very idea of possible worlds, insofar as 

there may be distant regions of the universe where nature lies in total confusion and in which 

the universe is unbounded chaos. Was he referring to portions of reality that escape physical 

laws, for instance? Of course this might be a coincidence or pure speculation, because Hume’s 

intuition seems to be at odds with the very idea of possible worlds as the description of 

possibilities or ways the world could have turned out otherwise, which is reflected by 

imagining counterfactual situations (e.g. If Socrates had hated philosophy, Plato would not 

have been his disciple).  

 Counterfactuals are connected with another quite compelling aspect of imagining P, 

which is the ability of an agent to conceive, suppose or entertain a statement S without images, 

and this requires adopting a purely epistemic stance towards P. In this second sense of 

imagining, conceivability is taken to be a property of statements, since it is perfectly possible 

that an agent imagine situations —by conceiving or supposing them— which might have not 

been caused by previous experiences or perceptual images. It is fundamental to note that this 

imagining is not directly grounded in mental imagery, unlike the first sense of imagining 

discussed by Hume. Conceiving an atom of lead, undetectable colours, or molecules of H2O 

does not necessarily require the participation of perceptual images, and here imagining that P 

aims at having an intuition of a world W, where P would be true or false, were it evaluated in 

W (this of course reminds one of the idea of nomological machine analysed in the previous 

section). Thus, one imagines that P, in the second sense of imagining, when one epistemically 
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supposes a situation that allows one to determine whether P is true. But, if certain situations 

help one evaluate the truth value of P, are the statements of fiction true or false? 

 Fictional worlds are about imaginable, credible, communicable, and generally 

verisimilar events. Invented stories colourfully describe situations, and as a result, characters 

‘come to life’ and communicate their thoughts through plots, which make stories become 

intelligible, believable, and plausible. And, unlike scientific statements which are mostly 

verifiable in principle (Schlick 1932/1933), as they are taken to be thinkable propositions, 

which presuppose plausible empirical verification, most fictional narrations are regarded as 

quite conceivable, despite not specifying verifiable conditions in the state of affairs of the actual 

world. But, as statements of the fictional are hardly verifiable in such conditions and yet are 

considered to be verisimilar, one faces the following problems: do verisimilar fictional 

statements convey any possible connection with the state of affairs of possible worlds? If so, do 

they yield truth or falsehood, as any other semantically meaningful proposition? And, are 

fictional characters and plots real from a metaphysical standpoint? All these questions have 

indeed puzzled philosophers when examining fiction, and it has always been tempting for them 

to reduce fictional statements to verifiable propositions in the states of affairs of the actual 

world. 

 By using the faculty of imagination —either perceptually or epistemically— fictional 

stories narrate conceivable events which sometimes allude to how the world could have turned 

out otherwise; thus, the modal notion of possible worlds appears to be suitable to analyse the 

nature of fiction. But, then, are fictional worlds possible worlds?  

By exploring the fictional gesture in terms of the framework of modal logic and the 

semantics of possible worlds, Ryan postulates a theory to analyse fiction by means of 

juxtaposing and connecting fictional worlds with possible worlds (Ryan 1991), which is 

inspired by Lewis’ account (1978). But there are at least two elements that discourage treating 

fictional worlds as fully-fledged versions of possible worlds. 

On the one hand, the metaphysical status of possible worlds is controversial, especially 

in view of the actual world, the source from which possible worlds are accessed via 

counterfactual reasoning. On the face of it, possible worlds are as real as the actual world 

(Lewis 1979, pp. 182-184), because every possible world could have been the actual world. 

Nevertheless, statements about possible worlds, unlike propositions about the actual world, 
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seem to be mentally dependent on how things actually are, but not vice versa (Rescher 1979, p. 

169), and this suggests that possible worlds are mentally dependent, unlike the actual world. 

Indeed it is possible to assess whether or not alternative possible worlds —or APWs— are as 

real as the actual world thus: suppose a world in which Socrates had never got married (APW1). 

Although this second Socrates might eventually imagine a third Socrates getting married (in 

APW2), this Socrates would not have the same ontological status as Socrates in the actual world 

(AW), for he would owe his existence to the recursivity, rather than to the reversibility of the 

relation of alternativeness. In other words, provided one travelled to an APW where Socrates 

had never married (e.g. to APW1), and from there to another alternative where he marries (to 

APW2), one would be unable to return to the actual world in which Socrates actually married 

Xanthippe (AW). This occurs because the third Socrates is created by recursion, i.e., by 

postulating a new possible world (APW2) from a possible world (APW1). Consequently, this 

argument shows that possible worlds ultimately depend upon the actual world and upon our 

ability to postulate such worlds. Fictional worlds, however, are not entirely dependent on 

imagination, because when agents engage in games of make believe, which occurs when 

fictional worlds resemble the actual world, and they are sufficiently credible, such worlds are 

constituted by what Walton calls props (Walton 1990, pp. 35-40), or the elements of a setting 

which make one believe that the imaginings really occur (e.g. once engaged in the game of 

make-believe, a stump behind a thicket makes one believe there is a bear lurking; more about 

this issue below). 

On the other hand, and as pointed out in section 5.4, it is believed that any possible 

statement is conceivable but not vice versa. As Putnam puts it: 

 

We can perfectly well imagine having experiences that would 

convince us (and that would make it rational to believe that) water 

isn’t H2O. In that sense, it is conceivable that water isn’t H2O. It is 

conceivable but it isn’t logically possible! Conceivability is no 

proof of logical possibility (Putnam 1975, p. 233, my italics) 

 

The relation between conceivability and possibility, a problem I briefly touched on in previous 

sections, exhibits another important difference between possible worlds and fictional worlds, 
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namely, the latter mix mental imagery, tacit assumptions and counterfactual situations which, 

despite involving inconsistencies and being incomplete, are conceivable, credible, and for the 

most part, verisimilar. But then is a modal approach to fictional worlds totally useless? 

 

6.2.2 The Principle of Minimal Departure: the verisimilitude of fiction 

 

The relation between fiction and verisimilitude has always been as controversial as baffling, 

especially because fictional worlds induce people to believe things which, strictly speaking, 

aren’t true (e.g. a stump behind a thicket isn’t a bear). This is even more compelling when 

novels have slip-ups or inconsistencies which, if not abundant, do not impact on the unfolding 

of events or the credibility of a story. Take for instance Don Quixote, the most famous Spanish 

novel, whose plot has several slip-ups that do not spoil the progression of the plot or make it 

absurd. However, if fictional stories have inconsistencies and contradictions, why doesn’t this 

affect their credibility? And, again, do such stories count as fully-fledged versions of possible 

worlds? 

Apparently, there are a number of fictional worlds which are indeed conceivable, but 

may not be regarded as possible, for they are not entirely maximally logically consistent, which 

is a necessary condition of possible worlds. Furthermore, possible worlds have traditionally 

been regarded as maximally consistent sets of propositions (Copeland 2002c, p. 104)9, so it 

seems that fictional worlds can not be crudely equated with possible worlds, unless classical 

logic is rejected10.  

But, there is no need to resort to paraconsistent logic to elucidate fiction and its make-

believe. Putnam’s particular case of conceiving the statement ‘water isn’t H2O’ alludes to the 

second sense of imagining covered in 6.2.1, that is, to supposing a situation without mental 

imagery. When one envisages the possibility that water isn’t H2O, one mentally simulates a 

situation by reflecting on what an epistemically imagined world would be like if water wasn’t 

H2O, e.g. one considers how the world might have turned out, provided that God had created it 

with different physical laws. In this sense, imagining a world in which ‘water isn’t H2O’ is 

perfectly tenable from an epistemic viewpoint, but metaphysically impossible, for the identity 

between water and H2O is metaphysically necessary (Kripke 1980). Even so, to imagine that 

God has created a world W with different laws, it is not necessary to conjure up perceptual 
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images, but to epistemically imagine an incomplete conceptual configuration of W which leaves 

unspecified irrelevant elements such as those not germane for entertaining ‘water isn’t H2O’. 

Thus, when agents imagine or suppose ‘water isn’t H2O’, they perform an intentional mental 

act, which configures an imaginable world W where one simply conceives, supposes, or 

mentally simulates incomplete apparent events and situations in a world W, all of which allows 

one to internally verify ‘water isn’t H2O’. 

Interestingly, the intentional act involved in entertaining such a proposition does not 

entail the existence of the apparent event, situation or world, and this explains why conceiving 

metaphysically impossible statements like ‘water isn’t H2O’, ‘Hespherus is not Phosphorus’, 

‘Karol Wojtyla was not John Paul II’, or even contradictory statements are plausible from the 

agent’s epistemic viewpoint, but not from the point of view of metaphysical necessity. On close 

examination, all these imaginings are metaphysically impossible, which does not prima facie 

prevent imagining false a posteriori necessary identities. 

On this score, a satisfactory account of fiction should precisely explain how fiction 

makes conceivable impossible things. The rough distinction of conceivability and possibility 

enables explaining the creation of fictional entities and worlds and, thus, the semantic plausible 

evaluation of fictional statements. Whenever there is a metaphysically impossible conceived 

fictional situation, the agent can evaluate its truth-value from an epistemic stance, as in ‘Let’s 

pretend that Karol Wojtyla hadn’t been John Paul II’11, which clarifies further in what sense 

fictional worlds need not be equated to possible worlds. Unlike possible worlds, inconsistent 

fictional worlds can be imagined, conceived or mentally simulated, portraying situations which 

may or may not include perceptual imaginings and, moreover, leaving several details 

unspecified in a fictional world W. This last approach captures the quintessence of fiction, 

namely, its ability to narrate stories which enthral the reader by devising imaginary or 

counterfactual situations, and even ones that, albeit conceivable, are impossible from a 

metaphysical viewpoint.  

This Principle of Conceivability for Fictional Worlds helps account for non-fully 

consistent conceivable fictional worlds: 

 

The Principle of Conceivability for Fictional Worlds: As any imaginable fictional 

situation is conceivable, conceivable fictional worlds and situations, which are prima 
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facie believable and intelligible but metaphysically or textually impossible on close 

examination, may include contradictory and inconsistent statements. 

 

Note that this principle, rather than being incompatible with Ryan’s account of fiction, stresses 

the ability of the fictional to make-believe, explaining why, while possible worlds exclude 

contradictions and inconsistencies, some worlds of fiction may not, e.g. those that belong to the 

theatre of absurd, poems, post-modern tales (and even stories with slip-ups and 

inconsistencies).  

Despite not considering the particular connection between conceivable worlds, fictional 

worlds and possible worlds, Ryan’s modal account of fiction investigates how the reader 

engages in fictional worlds by the concept of recentering, or how fictional worlds comprise a 

textual universe at the centre of which lays the ‘textual actual world’ (TAW) (Ryan 1991, pp. 

22-24). This new ‘actual’ world is an external representation, or the Textual Represented World 

(TRW), which consistently makes the reader believe that TAW is AW (‘the’ actual world).  

Interestingly, Ryan’s account helps explain how fictional stories describe credible 

scenarios thus: 

 

Since we regard ‘the real world’ as the realm of the ordinary, any 

departure from norms not explicitly stated in the text is to be 

regarded as a gratuitous increase of the distance between the 

textual universe and our own system of reality. ... 

... We can derive a law of primary importance for the 

phenomenology of reading. This law —to which I shall refer as 

the Principle of Minimal Departure— states that we reconstrue the 

central world of a textual universe in the same way we reconstrue 

the alternate possible worlds of non factual statements: as 

conforming as far as possible to our representation of AW. (Ryan 

1991, p. 51) 

 

The Principle of Minimal Departure allows characterizing how the fictional as well as 

deceptions and forgeries successfully operate for the verisimilitude they exhibit. The concept of 
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verisimilitude is crucial to understand how successful deceptions, which minimally depart from 

the actual world, operate and efficiently convince people that something is the case. In fiction, 

deception stems from the dynamics between narrator, plot, and reader, which makes people 

believe that TAW is AW if and only if the former verisimilarly imitates the latter in relevant 

respects (we have referred to this issue before in González and Vergauwen 2005, p. 332).  

A necessary element of a successful deception D is its intelligible, believable, plausible 

character, which will naturally deceive readers and make them believe a story. For example, 

suppose that a fictional story has a setting with extreme conditions, and its protagonist, 

Vadinho, wasn’t able to quench his thirst, but the author had not said anything about water and 

its properties. Provided that Vadinho found water, drank a good deal of it, and died of thirst 

anyway, this situation would be imaginable, but the story would make little sense unless other 

events explained this inconsistency. A story like Vadinho’s, which makes little sense due to its 

slip-up, would hardly be believable and appealing for the reader. In contrast, if a different story 

described how Vadinho finds H3O water in Mars, quenches his thirst after filtering and drinking 

a good deal of this particular water, but reported to Earth that his age spots started disappearing 

due to some yet unknown causal power of H3O when in contact with the Martian atmosphere, 

this second story would indeed make sense12. This fictional situation helps readers mentally 

simulate what might plausibly occur, given the conditions specified by the story and how the 

properties of the imagined fictional world imitate properties of the actual world. As the H3O 

story illustrates, fictional situations not only simulate the relevant properties of the actual world, 

but also leave unspecified many details by virtue of the Principle of Minimal Departure. 

Fiction makes readers believe a fictional world is the actual world and, in this sense, a 

fictional world can be said to mimic the actual world by imitating some of its relevant 

properties. Imagined worlds depicted by fictional stories become believable if and only if they 

are verisimilar, that is, if a story appears real, emulating specific properties or events of the 

actual world. Verisimilitude, then, stems from make-believe and the Principle of Minimal 

Departure, although it doesn’t require a full-blooded realist account of possible worlds, as Ryan 

and Lewis believe. The weaker notion of conceivability, understood in purely epistemic terms 

or the imaginings of an agent, suffices to account for fiction and how the reader’s 

representations of the fictional world on the whole coincide with the actual world.  
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More importantly, both the principles of Conceivability for Fictional Worlds and 

Minimal Departure can be extrapolated and applied to other cases of simulation, mimicry, and 

make-believe so as to elucidate how interrogators are caused to believe something that need not 

be true. As analysed, the Turing test purportedly provides a method to assess whether digital 

computers are intelligent, but Turing’s concept of simulation, as the mimicking of linguistic 

behaviour performed by programs, involves making interrogators believe the computer is 

intelligent. This method is based on the imitation game, which can be interpreted as an 

invitation to participate in a game of make-believe. Abiding by the principles of Conceivability 

and Minimal Departure, the successful processes of simulation carried out by Artificial 

Intelligence generally exhibit high degrees of verisimilitude, allegedly providing sufficient 

evidence to support the claim that computers or robots duplicate human intelligence and think.  

 

6.2.3 Why simulation isn’t duplication in strong AI?  

 

In spite of the fact that the Turing test may be regarded as a scientific experiment and that 

deception is what underlies simulation, a number of philosophers hold that simulation is 

epistemically sufficient to prove that programmed computers and robots think. In so doing, 

such philosophers contradict our common sense understanding of the difference between 

simulating and replicating, and assert that simulation does not rule out the replication of 

intelligence. 

While in fiction, the process of deception D is successful when a textual actual world 

(TAW) imitates the actual world (AW), making readers believe the former is the actual world, 

the simulation of intelligence devised by Turing succeeds when the computer passes for a 

person and, as a consequence, interrogators are caused to believe that the computer is a person. 

But in common with fiction, it is utterly unnecessary and unjustified to claim that the computer 

is intelligent, for the process of deception in no way guarantees that any replication has taken 

place.  

As a matter of fact, several plausible cases of simulation show that successful simulation 

need not require duplicating any property in order to adequately implement make-believe and 

cause deception. I purport to clarify this point with the analysis of three case-situations which 

show that the simulation of intelligence neither entails nor guarantees the replication of 
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intelligence and which, moreover, illustrate the replication of intelligence by simulation is 

conceivable and yet implausible. Such cases are Messiah, the Strad simulator, Jaspy, the hyper 

rationalist psychiatrist, and Jean Paul, the bespoke tailor. Interestingly, all of them may pass the 

Turing test, but none can be said to have replicated properties such as intelligence, 

consciousness or aesthetic judgement, which indicates the mismatch between simulating and 

replicating intelligence shifts the burden of proof to those who claim that simulation is quite 

sufficient to assure the computer is intelligent. 

 

Situation 1: Messiah, a Strad simulator? 

 

Suppose that, Milli and Vanilli, a couple of thieves, stole the Stradivarius Handbook for 

crafting violins, and began counterfeiting them. Imagine, further, that these crooks followed the 

steps of the handbook one by one to fake such violins13, would Milli and Vanilli be able to 

make a Stradivarius violin by such means? Note that the emphasis isn’t only on the origin of the 

violins, since Stradivarius himself might not have known what specific causal chain, i.e. CX, 

caused their sublime sound. According to some researchers (Gough 2000), despite the wide 

variety of hypotheses that attempt to account for the superior sound of these violins, such as the 

varnish, a special glue for the wood, a fungus that enhanced its quality, and a little ice age (at its 

peak in Europe between 1645 and 1715) that made it denser, it is yet a mystery what complex 

causal chain causes their outstanding performance and sublime sound, a conundrum that indeed 

resembles consciousness and its being an emergent property. So far, science has partially been 

able to identify CX and, for this and other reasons, the violins of the Cremonese makers have 

had an aesthetic and a musical value, which have encouraged people to admit they are 

irreplaceable works of art and a synonym of perfection. 

But now suppose that someone, after knowing Milli and Vanilli have been convicted for 

forgery, wanted to redeem them by isolating the performance of such violins from CX, which 

causes their sublime unrivalled sound and bring into existence their causal powers. Imagine, 

then, that AI researchers believed that the mystery of the Stradivarius sound could be mastered 

with the aid of a computational simulation, so they came up with a program that simulates their 

sound, imitating the physical outputs of a Stradivarius violin. Sincerely believing that so much 

fuss about Stradivari will die down after their efficient program has been acknowledged, they 
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baptise the program Messiah, in honour of one of the most famous violins of the Cremonese 

luthier14, and even design special high fidelity equipment and hardware to allow a real violinist 

to play Messiah. According to its designers, the program is able to simulate the sound of a 

Stradivarius to a degree that it may perfectly pass for a real Stradivarius and, hence, it may pass 

a Strad test15. Such a test consists in making judges believe that the program is a Stradivarius 

violin because it performs like a real one. After all, Messiah is able to mimic the physical 

outputs of any Stradivarius violin. 

Now suppose that the Strad Test reproduced the same conditions as the Turing Test as 

follows: in a duel, a world-class violinist plays real Messiah first and then Messiah, but the 

audience can see neither the violinist, nor Messiah, nor the Hi Fi equipment. The attendees have 

to cast ballots and decide if the violinist has played two Stradivarius or only one. An 

enthusiastic partisan of the Turing test and strong AI would immediately assert that, if the 

attendees didn’t have more than 70% of chance to detect Messiah, and thus wrongly decided 

there were two Stradivarius after 5 minutes, Messiah would simply have passed the Strad test 

because in that case its performance would hardly be distinguishable from a bona fide 

Stradivarius violin. Note that what is crucial to pass the Strad test is Messiah’s ability to 

perform in an indistinguishable manner from the authentic Messiah, as far as the audience is 

concerned16. But, if so, would Messiah have replicated Messiah’s tone qualities and projection? 

A partisan of strong AI would insist that, insofar as the program mimics the outputs of the 

original violin in an extent to which they are indistinguishable to judges, the program counts as 

a Stradivarius violin. However, this conclusion would be wrong and ill-founded, as the 

simulation carried out by Messiah has only performed like an authentic violin, according to the 

audience, but as CX has not been replicated, Messiah has only made people believe it is a 

Stradivarius violin. 

This thought-experiment not only shows the wrong equation between simulation, qua 

make-believe (epistemic), and duplication, as the replication of properties (metaphysical), but 

also the inadequacy of the evidence provided by the Strad test and the like. Though Messiah 

may imitate the outputs of the original violins, this epistemic process, by which judges get 

convinced, would not entitle anyone to claim that the Stradivarius performance has been 

duplicated, since the computational simulation may not have replicated the very specific 

conditions which causally produce the sublime sound of a Stradivarius violin, or make it 
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emerge. Also note that it is not impossible to replicate their sound in principle by means other 

than pure simulation, because science may eventually create state of the art technology to 

(partially) replicate CX and thus the sound performance of Stradivarius violins. In sum, good 

simulation, qua mimicry and make-believe, may deceive judges and may even convince people 

of many things, but one: that by simulation the property to be simulated has been replicated. 

Such a feat is what Turing and his test precisely need to demonstrate. And it is equally 

contentious that programmed machines can duplicate mental life by pure simulation, or at least 

many of its crucial aspects, such as rationality, finesse and good judgement. 

 

Situation 2: Jaspy, a hyper rational psychiatrist? 

 

According to legend, lack of emotions and cool head are synonyms of rationality, so any good 

psychiatrist is supposed to evince these important qualities, besides good judgement and 

finesse. Psychiatric patients are unpredictable and sometimes get rowdy, which naturally 

requires a good deal of patience and a cool head from doctors, not to mention specialised 

clinical skills. As briefly explored in the fifth chapter, rationality and sensible behaviour go 

hand in hand, so knowing what counts as rational is a necessary condition for the correct 

diagnosis of illnesses that are detected and diagnosed by virtue of the recognition of bizarre 

behaviours or ideas.  

But, what would occur if AI researchers came up with a programmed machine à la 

Dennett, an artificial psychiatrist which was the epitome of perfect rationality? Note the 

potential advantages of such machines: they would never get zonked, would potentially charge 

much less money for a consultation, and wouldn’t have any problem with the counter 

transference17 or any other emotional interference. More importantly, since machines lack 

emotions, these programs would always ‘act’ with a cool head, so to speak, which allegedly 

represents an advantage over a human psychiatrist. The ambitious researchers baptise their 

program Jaspy, in honour of Karl Jaspers, a great psychiatrist and philosopher, and claim that 

Eliza is old junk compared to their machine. For not only can Jaspy converse with its patients, 

but it is supposedly well acquainted with psychiatric conditions, and how to classify and 

diagnose all kind of mental illnesses. But, how is Jaspy supposed to do all this? This 

programmed computer has a camera, chemical sensors to classify and distinguish emotions, and 
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a database including an updated version of DSM-IV (a diagnostic and statistical manual of 

mental disorders).  

To decide whether Jaspy’s simulation may count as a psychiatrist, these AI researchers 

put Jaspy to a sort of Turing test, where Jaspy is in room A and a human psychiatrist is in room 

B, and both have to respond to general questions about mental disorders when asked by lay 

people. According to such enthusiastic AI researchers, if Jaspy is able to pass for a human 

psychiatrist by deceiving at least 30% of the jury after five minutes of questioning, it passes the 

test and Jaspy can be said to be a psychiatrist. As this program displays encyclopaedic 

knowledge about such disorders, most judges believe it is another skilful psychiatrist and is able 

to diagnose any mental disorder. But would one be entitled to conclude, given such flimsy 

evidence, that Jaspy understands the implications of having a mental illness and, moreover, that 

it is capable of having deep insights into the difference between insanity and sanity? Finally, 

would one be justified in believing that Jaspy has the same finesse of a human psychiatrist?  

In view of this problem, Jaspy is delivered to the European Psychiatric Association, 

where a board of psychiatrists purport to find out whether this machine is able to distinguish 

duck from goose and then sane from mentally ill people. The feelings are mixed: a number of 

members of the board feel threatened, others are amazed, and some are quite sceptic. Those of 

the first group think they may be on the dole soon, people of the second group believe it is a 

great accomplishment in the name of rationality and human kind, and the third group believes 

Jaspy is pure charlatanry. So the board puts the programmed computer to a new test, which 

consists in evaluating Jaspy’s ability to have insights about irrational behaviour and then to 

correctly diagnose patients with mental disorders. Since all of the patients to be evaluated suffer 

from a characteristic psychiatric condition, and Jaspy has encyclopaedic knowledge and works 

with a camera and sensors, the task should be a piece of cake for this program.  

Firstly, Jaspy meets several times with Kim, a paranoid with Asiatic complexion who 

refuses to talk to the machine and remains in silence at a reasonable distance, as he thinks Jaspy 

is part of a plot to kill him18. Jaspy, as a result, classifies Kim as a typical case of an autistic 

personality. Had Jaspy been able to interpret Kim’s gaze, look, and demeanours, an 

unproblematic task for a psychiatric trained eye, Jaspy would have ascertained that Kim was 

leery, suspicious, and upset, three characteristic feelings of paranoia. Secondly, Jaspy meets 

Rick, a patient with a form paraphilia known as telephone scatalogia, that is, Rick gets aroused 
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with obscene telephone conversations. However, Jaspy has several rounds of conversations 

with Rick, and even though he gives details of the conversations with gestures to avoid saying 

nasty words in front of the board, Jaspy wrongly infers Rick suffers from difficulties in 

communication, and is perfectly sane. Thirdly, Jaspy meets Joao, a patient with depression and 

suicidal tendencies, who dresses Gothic and speaks with nasty words. Joao tells Jaspy about his 

attempts, and since Joao is a Brazilian programmer, he is not daunted by the board and even 

enjoys talking to Jaspy, so he starts narrating his telephone conversations with Lucy, his 

girlfriend. But then Jaspy gets the nasty words and the terms ‘telephone’ and ‘conversation’, 

and wrongly infers that Joao suffers from telephone scatologia and that guilt has probably led 

him to have attempted to commit suicide many times… 

The board issues a report and concludes that Jaspy contains a large database but can’t 

have revealing insights about a patient’s illness. As Jaspy can’t apply the knowledge of DSM-

IV when meeting patients, its fallibility and inaccuracy is much worse than of human 

psychiatrists. Likewise, they conclude that the programmed computer, despite being able to 

converse with patients and infer conclusions, is unable to understand what the implications of 

psychiatric conditions are and, more importantly, that the program does not understand the 

difference between rational and bizarre ideas and behaviour. But why would the result be so 

unfavourable for Jaspy and its designers?  

Well, in fact, I named this simulation Jaspy in honour of Karl Jaspers, a psychiatrist who 

developed a phenomenological method of diagnosis in psychiatry (Jaspers 1963). His 

contribution is invaluable as he favours the biographical method, which concerns the way 

patients feel their symptoms and the existential attitude they have towards their mental illness. 

Moreover, Jaspers devised new criteria to diagnose psychiatric disorders based on the form 

rather than on the content, that is, on the manner patients hold delusional beliefs instead of on 

the content of such beliefs. This distinction led him to differentiate primary pathological 

delusions, which are authentically linked to psychosis and are bizarre and unexplainable in 

terms of normal mental processes and common sense (e.g. schizophrenia), from secondary 

pathological delusions, which are intelligible because they stem from the background of a 

patient (e.g. schizoid ideas). Note the implications and complications of this distinction for a 

programmed machine that doesn’t quite understand common sense, natural language, 

rationality, emotions, and the way psychiatric patients feel mental symptoms. But, eventually, 
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could a programmed machine understand all this and attribute intentional mental states to 

people? 

 The point of this thought experiment is precisely what I anticipated in the fifth chapter 

when referring to the close connection between mental content, understanding, and common 

sense. Jaspy only simulates a psychiatrist and may pass for one, according to non-expert judges, 

but it does not have the skilful abilities of a real psychiatrist, who has to combine vast common 

sense knowledge, deep insights, imagination, and the correct attribution of mental content to 

diagnose mental illnesses, for it is very controversial to assume that common sense knowledge 

can be encoded into a database, and thus, that a programmed machine will be able to understand 

language, world views, and understand what rationality is. This of course is more dramatic 

when it boils down to distinguishing sanity from insanity, because knowing what counts as 

normal and quirky/pathological behaviour requires not only the ability to infer from an 

extensive knowledge database. It is also crucial that experts in mental disorders have finesse, 

and be sufficiently sensible and insightful to understand the way a patient feels and thinks, so 

that they can discern a real symptom from a misleading sign. In fact, it is well-known that 

classifications constantly change and even vary depending on cultures, so those who think it is 

possible to contrive a psychiatrist machine are simply neglecting the many problems that stem 

from encoding common sense knowledge and rationality into a program, not to mention their 

inability to ascertain the way humans feel and think. If judiciousness and common sense are 

ultimately grounded in social practices and know how, they cannot be included in a knowledge 

database, so dreaming of endowing a programmed computer with a sense of rationality and 

good judgement seems a vain quest for a philosophical utopia. And, insofar as good judgement 

and finesse involve imagination and the ascription of mental states to other people in function 

of their particular needs and a context, it also seems implausible that a machine simulating 

mental life really understands desires and human aesthetic judgement only by means of 

programs.  

 

 Situation 3: Jean Paul, a thoughtful bespoke tailor? 

 

Few people are keen on holding that robots and programmed machines have a personal 

viewpoint with qualia and vivid impressions, like ours. This, in fact, partially explains why 

 277



some partisans of strong AI aim to deny the existence of both phenomena: if qualia and 

consciousness are only illusions, computers and robots need not exhibit these phenomena to 

have mental life and consciousness. But now think of the role that qualia and our inner life play 

in aesthetic judgement and also in imagining and grasping what other people really fancy or 

desire. As suggested in the fifth chapter, it is not entirely clear that qualia are petty and that 

they are irrelevant in real life situations except for behavioural discriminations. 

I would like to present a last situation-case to show that simulation isn’t replication and 

that an apparent first-person viewpoint does not entail the existence of qualia or inner life in 

programmed machines, even when human judges have been deceived of the contrary. Suppose 

that the AI researchers that designed Jaspy engaged in constructing a robot bespoke tailor, one 

that never got tired and was always thoughtful with its clients and their varied aesthetic whims. 

Imagine this robot bespoke tailor was baptised Jean Paul, in honour of Gaultier the French 

fashion designer. Jean Paul is, to their minds, the perfect tailor, because it converses with its 

costumers and its knowledge data base is constantly updated with the last trends in fashion. Last 

but not least, Jean Paul has got equipment and sensors in virtue of which it supposedly 

determines the correct size of a customer and recognises complexions. With this combination of 

software and hardware, Jean Paul can make a suit for a client in an average of 20 minutes and, 

despite charging half the price, is purportedly able to understand human aesthetic desires and 

satisfy all kind of aesthetic whims. 

Suppose further Jean Paul was put to test, in a similar manner to Jaspy. Jean Paul is in 

room A and a human tailor is in room B. In room C there is a human interrogator, who 

questions Jean Paul and the human tailor about fashion and their craft abilities. Naturally, Jean 

Paul’s alleged understanding of fashion is remarkable, displaying broad knowledge about 

stylish cuts, designs, colours, and fabrics. Thus human judges are again deceived: Jean Paul 

passes for a human tailor and, moreover, given its complete database they jump to the 

conclusion that JP is able to satisfy any human demand. 

At this juncture, the union of bespoke tailors decides to challenge Jean Paul, because 

they doubt that the programmed machine can really please costumers, be thoughtful, and 

understand their desires and needs, as the designers of the programmed machine claim. In short, 

Jean Paul’s ability to understand fashion as well as aesthetic and human desires is called into 

doubt.   
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 On this occasion, Jean Paul has to make a suit and satisfy the costumer’s aesthetic 

desires by taking into consideration particular needs and demands. Joseph is a slender 

professional swimmer, who is getting married in two weeks and is a little unsure about what he 

wants. Jean Paul measures Joseph with laser beams, but then the problems of communication 

begin. Joseph tells Jean Paul he would like to look smart and elegant but not too classic or 

pretentious. Jean Paul presents Joseph with 19 different colours and combinations, 12 for smart 

and 7 for elegant; needless to say, Joseph looks good in several of them. Then there are 8 

possible ties and 6 different belts. Joseph attempts to get advice from Jean Paul and asks the 

machine with what suit and combination of tie and belt he would look smart but determined, or 

smart but fresh. But, then, the machine can’t compute that part of the story and simply gives 10 

suits for fresh, 12 for smart and 9 for determined. Worse yet, the machine is unable to help 

Joseph imagine which particular suit would allow him to project an image of an elegant groom 

and make him feel confident, and nor does it quite understand Joseph’s feelings and emotions 

about this particular social event.  

It’s a paradox that Jean Paul has passed the Turing test and convinced all the judges of 

its knowledge about fashion and styles, but is quite unable to help Joseph imagine how he 

would look and what he might feel like in different suits…Is the machine’s inability to satisfy 

this costumer a coincidence, bad luck, or a product of human fancies? Someone may object to 

this situation-case by saying that the same that happened to Jean Paul could have happened to a 

human being, and it entirely depends on the costumer. I don’t think so; the machine is able to 

adjust clothes, measure people, and match words and suits, but given the fact that the machine 

lacks emotions, feelings and a personal viewpoint, it cannot in principle understand how a 

particular costumer will feel in a suit, what image he will project and, more importantly, which 

suit would be the most appropriate for a costumer. This is particularly relevant in view of the 

feelings and emotions social events usually engender; after all, that is precisely why people go 

to meticulous craftsmen, order bespoke suits, and pay 500 € a piece…19

 The point of this new thought experiment is that aesthetic judgement, fluent 

communication, interpretation of human feelings and emotions, and authentic satisfaction of 

human desire require not only a good deal of know that, but also know how, and then 

acquaintance with social practices, contexts, needs, and desires. The expert craftsmanship 

requires knowledge, expertise, experience and imagination, a combination that necessitates a 
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first-person viewpoint to project feelings and attribute mental content. This explains why a 

good bespoke tailor is able to give advise and find the most sensible solution for a particular 

costumer. That’s why they all have a tailor made solution for each of us.  

 

The three situations-cases show how the dynamics between experience and consciousness, 

which enables adequate communication, aesthetic judgement, and intelligent sensible 

behaviour, is not reducible to simulation and the make-believe of programs, even if they all 

pass the Turing test and that it is conceivable they are intelligent. Algorithms and databases 

contain know that, but are devoid of human experience, and are incapable of insights and 

imagination, which are crucial elements that allow humans to understand the way others may 

feel and what intentional states they may have. The first case, the Strad test, precisely illustrated 

in what sense it is imaginable to replicate the performance of an emergent property, but is 

inconceivable, unless the very causal chain that produces a Stradivarius is replicated too. The 

second case described how common sense, rationality, and good judgement are not grasped by 

a programmed machine, especially when human feelings, emotions, behaviour, and mental 

states are at stake. Finally, the last example showed that programmed computers and robots 

may indeed serve to partially accomplish certain human tasks, but they have insurmountable 

difficulties with communication (and understanding human feelings and emotions), the correct 

attribution of mental states (e.g. desires), and experience (aesthetic judgement), all of which 

shows that simulation, understood à la Turing, does not guarantee the replication of intelligence 

or consciousness. But why not?  

If make-believe and simulation were able to replicate authentic intelligence or 

consciousness, a programmed machine would face no difficulty in satisfying human desire. But, 

as examined, experience, imagination and insight are three intractable difficulties for a 

programmed machine that only simulates a mind and make judges believe it is conscious. 

Naturally, the mismatch between simulating and replicating intelligence strongly suggests that 

the burden of proof lies with those who claim that simulation suffices for creating intelligence 

and, further, that intelligence simulation can be equated with intelligence replication. But, what 

would occur if programs were implemented in biological hardware, a possibility that was 

partially analysed in the third chapter? 
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6.3 Can DNA computing bridge the gap? 

 

As I have so far explored, a vexing problem for Artificial Intelligence is consciousness, 

especially as regards subjectivity, emotions, and the first-person viewpoint, three elements that 

are absent from the working of Turing machines and, thereby, from any programmed computer 

just following the rules of an algorithm. But, as also examined, some biologists appear to 

consider that subjectivity and consciousness are irrelevant for intelligent behaviour and, 

moreover, that biological organisms can be considered to be survival machines that behave like 

computers. Dawkins, for instance, is quite explicit about this point: 

 

Certainly the code in which neurons communicate with each other 

seems to be a little bit like the pulse codes of digital computers, but 

the individual neuron is a much more sophisticated data-processing 

unit than the transistor […] 

Brains may be regarded as analogous in function to computers […] 

(Dawkins 1976, pp. 48-49) 

 

Further, even though consciousness seems to be very germane to explain complex animal 

behaviour, Dawkins shrinks from getting into such a conundrum:  

 

When we watch an animal ‘searching’ for food, or for a mate, or 

for a lost child, we can hardly help imputing to it some of the 

subjective feelings we ourselves experience when we search […] 

Each one of us knows, from the evidence of our own introspection, 

that, at least in one modern survival machine, this purposiveness 

has evolved the property we call ‘consciousness’. I am not 

philosopher enough to discuss what this means, but fortunately it 

does not matter for our present purposes because it is easy to talk 

about machines that behave as if motivated by a purpose, and to 

leave open the question whether they actually are conscious. 

(Dawkins 1976 p. 50) 
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However, Dawkins’ comments are at odds with some recent neurological discoveries and 

especially with those theories which hold that experience, emotions, and consciousness 

importantly enhance an organism’s chances of survival and, what’s more, that reasons for 

action are essential to explain complex intelligent behaviour. Both Damasio and Edelman, two 

well-known neurologists that have put forward theories about the nature of consciousness, 

consider that the subjective character of experience and qualia help improve the organism’s 

chances of survival, despite some sceptic concerns. Why?  

Besides Damasio (1999), Edelman and Tononi (2000) think consciousness is also 

important for the survival of animals, because their primary consciousness (which parallels 

Damasio’s core consciousness20) generates ‘mental images’ or scenes based on the integrated 

re-entrant activity of the dynamic core, which is determined by unconscious subcortical activity 

as well as by the succession of world events. All this permits animals to imagine scenes and 

anticipate danger and opportunities to satisfy their needs, and these processes are controlled by 

consciousness, which obviously constitutes an advantage when survival is at stake.  

An animal experiencing the ‘remembered present’ is much better off from the viewpoint 

of evolution. The connection between conscious experience and survival chances is linked to 

complex intelligent behaviour thus: an animal that remembers and is aware of the significance 

of a wide variety of environmental conditions is in a much better position to face danger and 

survive than one that doesn’t consider situations with the benefit of hindsight and then ‘blindly’ 

interacts with the environment. 

Consciousness is an asset to survival and not a luxury of Mother Nature. Take for 

instance this passage by Edelman and Tononi, which clearly counters Dawkins’ intuitions and 

the sceptic’s concerns: 

 

Consider an animal in a jungle, who senses a shift in the wind and 

a change in jungle sounds at the beginning of twilight. Such an 

animal may flee, even though no obvious danger exists. The 

changes in wind and sound have occurred independently before, 

but the last time they occurred together, a jaguar appeared; a 

connection, though not probably causal, exists in the memory of 

that conscious individual. 
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An animal without such a system could still behave and respond to 

particular stimuli and, within certain environments, even survive. 

But it could not link events or signals into a complex scene, 

constructing relationships based on its own unique history of 

value-dependent responses. It could not imagine scenes and would 

often fail to evade certain complex dangers. It is the emergence of 

this ability that leads to consciousness and underlies the 

evolutionary selective advantage of consciousness. (Edelman and 

Tononi 2000, p. 109, emphasis in original) 

 

So, it turns out that, pace Turing, Dennett, Dawkins and all those who disavow the vantage 

point of consciousness and its crucial link to quite specific biological structures, there is a 

connection between higher chances of survival and consciousness. For, if intelligent survival 

machines à la Dawkins blindly follow rules or programs, why do conscious animals seem to be 

far better off than those who behave like pure automata and machines that seem unable to 

imagine anything, because they are devoid of subjective experience? 

 A new trend has been conducting research on how to combine programs and biological 

hardware, which may count as an attempt to bridge the gap between intelligence simulation and 

its replication: DNA or cellular computing. After all, genetic information is encoded into the 

protein strands of the DNA and, furthermore, there is an important causal connection between 

biological structures and mental life, including feelings, emotions and consciousness, so it 

results interesting to resume the examination, partially done in 3.2.2, of what would occur if 

scientists were able to construct biological hardware that implements programs. Note the scope 

and philosophical significance of this possibility, which combines elements of at least two 

standard replies to the Chinese Room thought experiment, the Robot Reply and the Many 

Mansions Reply. If it were possible and up for grabs to implement programs in DNA hardware, 

who on earth would claim that robots based upon such hardware do not resemble a human 

being and, more interestingly, that they don’t behave like humans? Insofar as such robots 

behaved like biological organisms, in tune with certain environmental conditions, it would 

seem to be undeniable that they are intelligent, at least in the sense Dawkins discusses, but it 
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would nonetheless be debatable that such robots are conscious as we, or as animals are, since 

they may constitute complicated versions of robots and, perhaps, of philosophical zombies. 

 This section precisely analyses the philosophical implications of this new trend in 

computer science, and whether or not it may prompt a revolution in the creation of intelligence 

and consciousness. The first part of this section briefly covers the historical background of 

DNA computing since its inception, expounding this view and attempting to avoid 

technicalities. The second part explores the real scope of programs and robots based upon DNA 

computing and whether or not they could be regarded as conscious intelligent beings or, rather, 

they might count as zombots, that is, as more complex but unconscious robots, the behaviour of 

which seems in principle indistinguishable from that of conscious organisms. 

 

6.3.1 A brief overview of DNA computing  

 

DNA or cellular computing is at the intersection of several disciplines such as computer 

science, biology, mathematics and engineering, and its practitioners are engaged in analysing, 

modelling, and the engineering of inter- and intra-cellular processes. It seems that the 

developments of this new research field, in a rather theoretical stage yet, have a huge potential, 

as they range from creating new methods for interfacing living material, new biological sensors 

and, in the most favourable scenarios, they may enable intelligent drug delivery and the 

creation of state-of-the-art nanotechnology. Such researchers are making efforts to understand 

the fundamental principles and mechanisms of life and to assess whether they can be 

interpreted from a computational viewpoint, which is interestingly connected with the Mind-

Body problem and consciousness, as I will discuss in the present section. 

 Complex natural processes can be interpreted in terms of artificial neuron networks or 

Boolean gates. As the flow of information controls the behaviour and development of an 

organism, there has been a growing interest in considering what would occur if networks of 

computational components based upon molecules were used to perform useful human-defined 

tasks. Naturally, DNA or cellular computing is more amenable to Connectionism than other 

approaches in that it attempts to mirror the flow and exchange of information at a biological 

level, pursuing natural means to work out very complex problems in computation (more about 

this below). 
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 The connection between biology and computer science seems rather new, despite the 

fact that the concern with mechanisms, machines, and self-reproduction is not. As Amos and 

Owenson remark: 

 

When, in the seventeenth century, the French mathematician and 

philosopher René Descartes declared to Queen Christina of Sweden 

that animals could be considered a class of machines, she 

challenged him to demonstrate how a clock could reproduce. Three 

centuries later, with the publication of The General and Logical 

Theory of Automata John von Neumann showed how a machine 

could indeed construct a copy of itself. Von Neumann believed that 

the behaviour of natural organisms, although orders of magnitude 

more complex, was similar to that of the most intricate machines of 

the day. He believed that life was based on logic. (Amos and 

Owenson 2004, p. 4)  

 

This comment is utterly relevant to the present analysis because it touches on a problem DNA 

computing seems to solve: how life and programs do not exclude one another and, on the 

contrary, may complement, as both have the ability to replicate themselves. 

Although DNA computing is a new trend in computer science, the principles that paved 

the way to its inception were proposed in the 1960’s. In fact, besides von Neumann, another 

central historical character who investigated the interesting relation between life and logic was 

Feynman (1961), who later inspired several other authors to simulate Boolean circuits in DNA. 

These ideas were supported by other adjacent theories too. Advancing a theory that suggests 

that logic and life do not exclude each other, Monod (1970) identified the logical principles 

governing specific natural processes, and stated that biological regulatory principles do not 

comply with Hegelian laws, but with the workings of computers and, thus, with Boole’s 

algebra.  

A scientist that endorsed this view was Bennett (1982), proposing the term ‘Brownian 

computer’ to describe reactant molecules touching, reacting and effecting state transitions in 

virtue of their random Brownian motion —the random movement of particles in a fluid. In 
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addition, he sought to construct a Brownian Turing machine out of a macromolecule of RNA. 

Such proteins or enzymes are able to catalyse reactions for each transition rule, and catalyse 

reactions between RNA and chemicals in their environment, which transformed the RNA into a 

logical successor. 

Also seeking to overcome the apparent gulf between life and logic, Conrad and 

Liberman (1982) described parallels between physical and computational processes such as 

biochemical reactions to implement circuits, and introduced the concept of molecular level 

‘word-processing’ by describing it in terms of DNA transcription and translations, RNA 

processing, and genetic regulation, all of which intended to show how disparate problems are 

related at a basic level. Later Conrad (1985) expanded this work, showing that, theoretically, 

organic molecules can function just like digital switches and electronic components, an idea 

that is spelled out by Amos and Owenson as follows: “Enzymes may cleave specific substrates 

by severing covalent bonds within the target molecule. For example, restriction endonucleases 

cleave strands of DNA at specific points known as restriction sites.” (Amos and Owenson 

2004, p. 5, emphasis in original) By doing so, enzymes switch the state of the substrate from 

one to another, although they have to recognise and distinguish the substrate from other 

molecules by a lock-key mechanism, or the process in virtue of which two complementary 

structures of a molecule fit together and bind strongly. Other authors such as Hjelmfelt et al. 

(1991), Arkin and Ross (1994) and Bray (1995) showed how certain biological systems have 

computational capabilities, which is reflected by how proteins in the living cell transfer and 

process information, two activities that seem to be more important than cellular construction. 

Such proteins are integrated into circuits that amplify, integrate, and store information, which 

are clearly recognised as computational tasks. 

 But perhaps the most important discovery was made in 1994, when Adleman (1994) 

suggested how strands of DNA could implement a massively parallel random search. In view 

of this breakthrough, researchers sought to develop circuits encoded in genetic regulatory 

networks, which gave birth to the fundamental theoretical principle of DNA computing, 

namely, DNA produces RNA, and these molecules produce proteins, so the genes are reckoned 

as the basic building blocks of all genetic information (Fig. 18, taken from Amos and Owenson 

2004, p. 7).  
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Genes code for specific proteins and are turned on and off, or are expressed or suppressed. To 

convert a DNA sequence into a protein, it has to be read or transcribed, and only then the 

transcript is converted into a protein. This process is facilitated by a messenger or RNA 

(mRNA) copy, which is then translated into the protein. In so doing, the DNA contains 

information for a wide range of proteins or effector molecules, but the mRNA copies express 

only some of these proteins. The effector molecules catalyze each step of the conversion, which 

goes from stored information as DNA through mRNA, to protein synthesis. Crucially, the 

effector molecules are able to loop, which enables a gene to produce other gene products that 

may influence the expression of the original gene. Further, genes comprise diverse regions that 

control and encode the desired product. Effector molecules known as activators and repressors 

regulate the transcriptions, interacting with the regions of genes, known as promoters, 

responsible for increasing or decreasing the level of transition, which is supposed to allow 

effective control over the expression of proteins and avoids producing unnecessary compounds. 

  Functionally related genes are grouped by a common promoter, forming a set that is 

known as operon. For instance, E. coli may utilise sugar lactose, but when governed by a 

common promoter, they act as a lac operon. When such bacteria grow on a common glucose 

source, the product lacI gene represses the transcription of lacZYA operon. But if lactose and 

glucose are supplied together, a lactose by-product is produced, interacting with the repressor 

molecule, which prevents it from repressing the lacZYA operon. Such a de-repression does not 

begin the transcription, because it is not efficient to employ lactose when sugar glucose is yet 
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available. Moreover, the operon is positively regulated by the CAP-cAMP (catabolite activator 

protein: cyclic adenosine monophosphate) complex, the level of which goes up when the level 

of glucose drops. Thus if lactose were present as the sole carbon source, the lacI repression 

would be relaxed and the levels of CAP-cAMP would activate transcription, leading to the 

synthesis of the lacZYA gene products. Hence, the promoter is regulated by two sugars, and the 

lacZYA operon is transcribed only when lactose is present and there is a drop of glucose. In 

view of these chemical reactions, it turns out that the lac operon looks like a genetic switch 

being regulated by two sugars, lactose and glucose, and this indicates such a mechanism may 

operate like a circuit. 

 Adleman’s contribution was crucial, because he was the very first to attempt to 

implement computations using DNA. According to Amos and Owenson, ever since Adleman 

proposed his model to solve complex problems others have attempted to build biologically 

based networks, but interestingly most of these have been in vitro, that is, the information is 

encoded as strands of DNA, and such molecules are manipulated to perform computations in a 

non natural environment, allowing better compression of information, speed and efficiency. 

But this is precisely one of the criticisms DNA computing has been subject to: it is said that in 

vitro DNA computations are not optimal as they fail to use the true potential of the DNA 

molecule in a natural environment. Furthermore, Amos and Owenson make an interesting 

remark in relation to the real potential of DNA computing, which may be seen as an escape 

from the Chinese Room:  

 

The advantages of working in vivo as opposed to in vitro are 

numerous; rather than using DNA as a passive information carrier, 

we may take advantage of the fact that it can also be meaningful in 

a biological context. By reprogramming part of the cellular 

machinery to our advantage, the DNA “program” can affect its own 

execution. (Amos and Owenson 2004, p. 8, emphasis in original) 

 

This idea, which resembles theories of consciousness at a basic biological level such as 

Maturana, Varela and Beer’s (1980), has encouraged a number of researchers to investigate 

further the scope of DNA computing. In 2000 two seminal papers were published in Nature 
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following this line of research. The first article, by Elowitz and Leibler 2000, describes an 

oscillator network that caused a culture of E. Coli to glow by virtue of the expression of a 

fluorescent protein. The period of oscillation was slower than the division cycle, which 

suggests that the state of the oscillator was transmitted from generation to generation. Then, the 

second article, by Gardner et al. 2000, implemented a genetic toggle switch in E. Coli, which is 

flipped from one stable state to another by heat or chemical induction. Both experiments 

showed that it is plausible to implement logical operations using genetic modifications. 

However, if technicalities are left aside, what does this all mean from the viewpoint of 

consciousness, experience, and the first-person viewpoint? Further, given the fact that DNA 

computing may use biological material to implement programs and that DNA is the basic 

building block of life and replication, could it be possible to claim that DNA computers and 

robots may surpass the difficulties posed by the Chinese Room thought experiment? Although 

it is not entirely clear that the technical difficulties entangled in implementing programs with 

genetic material can be overcome easily, it is quite interesting to examine whether genes, qua 

Replicators and survival machines, may also replicate mental life. The obvious problem to 

address here is whether biologically based computation replicates the right stuff to produce 

mental life, and whether mental life would arise from symbol manipulation implemented in 

genetic material. 

 

6.3.2 Are DNA robots only zombots? 

 

The connection between genes and mental life seems very suggestive and inspiring, since most 

scientists accept that all aspects of the mind are indirectly caused by the DNA. As analysed in 

the third chapter, although DNA sets indirect behavioural instructions that take longer than the 

instructions of brains, it is worth analysing what would occur if DNA molecules were able to 

implement programs. Given the complexity of the problem of consciousness, it is interesting to 

offer a philosophical diagnosis of what would happen if scientists were able to replicate DNA 

molecules, which in turn were able to implement programs and act like Turing machines. In 

this regard, would these entities have phenomenal consciousness, emotions and a first-person 

viewpoint, all of which figure as crucial aspects of authentic mental life? Or, would they 
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instead count as more sophisticated versions of philosophical zombies; would they constitute 

what I dub zombots?  

Perhaps it is a good idea to elucidate what philosophers understand by zombies and 

their connection with the issue of consciousness to answer these questions. Apparently being 

relatives of the super-Spartans (Putnam 1968), philosophical zombies also raise a serious 

objection to Behaviourism and Functionalism, as it seems possible to postulate entities 

absolutely unconscious and without feeling any pain or qualia, but still responding with the 

very same behaviour of a conscious entity —and with the same input-output function, given 

some internal states. But, paradoxically, the logical possibility of zombies may have a 

boomerang effect for those who defend consciousness and qualia. For, as Güzeldere (1997, pp. 

43-44) has pointed out, philosophers have considered that not only their foes, neighbours, 

wives or best friends could be zombies, but also that they themselves might unknowingly be 

zombies, especially if they made all kind of judgements and attributed qualia to themselves, 

but were somehow unconsciously non sentient. In this case, they would be convinced that they 

have qualia, because they would attribute to themselves the very same qualia that a person 

with phenomenal states has, but of course this would not mean they would have felt such 

qualia. This possibility, which seems offbeat or a little bizarre, entirely depends on what sort of 

capabilities (judgement, high order mental states, qualia attributions, etc.) one grants to 

zombies, but it is natural to suppose that if one grants most of the abilities normal people have, 

then zombies won’t look as such, but as a normal people and, thus, the concept risks being 

vacuous altogether (more about this below). 

These and other complications make the logical possibility of zombies quite 

controversial, to an extent that some philosophers treat it as the most preposterous 

philosophical idea ever imagined, an embarrassment to the discipline, and a hot potato that is 

burning the hands of their own creators. Making these provocative remarks, Dennett has been 

the most eloquent opponent of zombies, and has indeed censured the origin of such purportedly 

ludicrous intuitions thus: 

 

[…] when philosophers claim that zombies are conceivable, they 

invariably underestimate the task of conception (or imagination), 

and end up imagining something that violates their own definition. 
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This conceals from them the fact that the philosophical concept of a 

zombie is sillier than they have noticed. (Dennett 1995b, p. 172) 

 

But, notwithstanding the good point he makes this time about the thin line between the 

imaginable, the conceivable, and the logically possible21, some philosophers have made a good 

case with a mild concept of zombie, and without crossing the limits of conceivability, they have 

related zombiehood to the phenomenal aspect of consciousness and to some entities that may 

behave indistinguishably from conscious beings. For instance, Block (1995), when 

distinguishing A-consciousness (access or informational consciousness) from P-consciousness 

(phenomenal or sentient consciousness), has said that a robot with a silicon brain may have A-

consciousness without P-consciousness, since it gathers information without being 

phenomenally conscious. Though I partially disagree with this examination and with how one 

can be conscious when information is available, because information is generally known by 

agents and this somehow reintroduces again phenomenal consciousness via the conditions of 

satisfaction of intentional mental states, it is clear that this robot may count as a full-fledged 

phenomenal zombie, an idea that is supposedly supported by real life cases of blindsight (i.e. 

people who react by ‘guesses’ but are not phenomenally conscious). So partial zombies are not 

as preposterous as Dennett imagines them to be (Block 1995, p. 211). But, what would happen 

with DNA robots, given the fact that they are based on a biological hardware and that it doesn’t 

seem to be granted they have phenomenal consciousness? 

 Imagine that a future stage of science was able to create DNA computers and robots, 

and their behaviour was indistinguishable from the behaviour of a conscious being, from a 

third-person viewpoint, such as those androids portrayed by the film Blade Runner (see 

endnote 29 in 5.3.1). Those robots would moan and groan after being pinched, would apologise 

after spilling a glass of wine, would linguistically interact with humans, would laugh with 

jokes, and may even pass a strict Turing test. Most importantly, those robots would be able to 

self-replicate and would look attentive and conscious, which would resemble intelligent 

conscious organisms. But, would these DNA robots be able to feel a headache, imagine what it 

feels like to see a clear blue sky, or experience anger, regret, pleasure or any qualia, as humans 

do? 
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 If such robots acted on programs only, they would indeed lack consciousness, for the 

arguments that Searle has presented against the Robot Reply would be both relevant and 

decisive, as expounded in 3.2.1. But why? Well, if those robots, despite being based on a 

biological hardware, only acted intelligently because of following algorithms, they would 

simulate intelligence, but would lack insights, imagination, consciousness, qualia and so forth. 

Nonetheless, if DNA robots additionally worked in virtue of their DNA and its potential ability 

to replicate biological structures, the issue of whether such robots are really conscious would 

indeed be much more difficult to settle, and perhaps falls in the ballpark of empirical matters 

(more about this issue below). At this juncture, it is evident what sort of problem researchers 

would face: what sort of specific biological structures would be relevant to be replicated, so 

that they could endow DNA robots with consciousness? Note the difficulty of this problem, 

which resembles the Stradivarius simulator puzzle I presented in the previous sections and, in 

particular, of Nagyvary’s problem and Levine’s explanatory gap (1983 and 1993). 

 When Nagyvary partially copied Stradivarius modus operandi to craft violins, he did so 

because he had intuitions of what specific parts would enable his violins to duplicate the sound 

of the original Stradivarius violins. For this reason, he stored the wood in sea water and applied 

borax to it. Then, in the lab, he measured the original violins and manufactured the copies, 

trying to duplicate the very same properties of the original violins by replicating what causes 

their performance. But, would the same go for DNA robots given the obvious gap between 

replication and simulation expounded earlier, and the fact that scientists don’t yet know which 

parts yield consciousness? Moreover, would DNA robots be zombots, that is, would they 

behave like a silicon robot, or like entities that perfectly simulate mental life from an external 

viewpoint and yet are devoid of phenomenal consciousness, pain, emotions and so on? Since 

most biological organisms are based on DNA, but few of them are capable of conscious states, 

the DNA does not guarantee mental life at all, and neither does the pure working of programs, 

as strong AI boldly holds. Therefore, DNA robots may not have consciousness, even if they 

worked by virtue of a biological hardware and were able to implement programs that passed a 

strict Turing test. After all, they would make interrogators believe they are intelligent but it 

would remain controversial whether they’re really intelligent. 

 Not all biological structures are responsible for consciousness and only a minority are 

germane. Take for example plants or insects, most of which clearly lack consciousness and 
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phenomenal states. So, even if scientists constructed DNA robots and these robots appeared 

conscious in virtue of their algorithmic behavioural responses, such scientists would not be 

entitled to conclude that those robots are truly conscious, unless they knew that quite specific 

structures replicated by the DNA, and their interaction, have caused such robots to be 

conscious. Even so, such robots would not act intelligently due to the specific programs they 

implement, nor to the DNA, but would act intelligently according to external observers, in 

virtue of certain biological structures that yield consciousness, emotions, linguistic 

understanding and the subjective character of experience. This, again, shows that the gap 

between simulation and replication is insurmountable when it comes to the authentic creation 

of intelligence by programs that only simulate intelligence, a point on which Searle has insisted 

with the idea of causal powers. Why has Searle persevered so much on causal powers, which 

have been bashed as wondrous and mysterious by Dennett (see 3.4.2)? Well, it is clear that 

complex biological organisms have abilities that other entities simply lack and, in humans, such 

abilities in combination with common sense and experience allow mental states to emerge and 

mental attributions to take place. So, if DNA computing were able to construct conscious 

robots, it would probably occur in virtue of the replication of the causal powers of the quite 

specific biological structures that make consciousness and mental life possible, but not by 

virtue of pure syntax, programs and algorithms, all of which shows why the DNA Robot Reply 

is a red herring that is unable to bridge the gap between simulation and replication and, 

moreover, that whether or not DNA computing is able to produce consciousness is an empirical 

matter that falls out of the scope of philosophical analysis.  

All things considered, the possibility of DNA robots being zombots, unless the very 

same powers of the quite specific biological structures have been duplicated, shows that what 

counts as an authentic replication of a property, such as intelligence or consciousness, depends 

on the ability to replicate the very same powers involved in the production of that particular 

property, and this clearly indicates that the gap between simulation and duplication isn’t 

illusory and cannot be bridged by the simulations carried out by programs. At any rate, all the 

philosophical unrest caused by the Chinese Room thought experiment, as well as the ongoing 

interest aroused by new trends in computer science like Connectionism and DNA computing 

suggest that the authentic creation of intelligence cannot embrace Turing’s anti-biological view 

of intelligence and consciousness so enthusiastically, and that the gap between simulation and 
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duplication cannot be neglected in the Philosophy of Mind, as friends of Turing do. Both the 

Turing machine and the Turing test, which were advanced as an elucidation of computation and 

as a method to bring to an end the discussion over intelligence in programmed machines, have 

only conflated intelligence simulation with its replication, but this has paradoxically 

encouraged people to debate over the nature of mind and intelligence again and again, 

impeding a healthy consensus in Artificial Intelligence and discouraging an integrationist study 

of the nature of mind. Will the discussion end if people carry on regarding the mind as a 

complex program whose material implementation is irrelevant altogether, as Turing claims?  

The first part of this thesis examined the inability of programs to explain intentionality, 

authentic linguistic understanding, qualia, and consciousness. The second part, then, focused 

on how the reduction of all aspects of mental life to the functioning of programs conflicts with 

common sense as well as with a broad understanding of the mind that includes phenomenal 

states and qualia, allowing the adequate attribution of intentional mental states. In view of all 

these problems, this final chapter has suggested that those who support the view that the mind 

is nothing more than a complex computational program and that it can artificially be created by 

pure simulation will continue facing fierce opposition from those who believe experience, 

semantics and mental states go hand in hand. Were defenders of strong AI not so passionate 

and vehement when defending syntax and the ability of programs and algorithms to reduce all 

the aspects of mental life and human experience, it would appear that zombies are not only a 

logical possibility, but that they have always been among us. 

 

 

                                                 
Notes to Chapter 6 
 
1 I will return to this controversial point again in the third section of this chapter. For the time being it suffices to 
say that, even though it is true that qualia and consciousness are not strictly necessary for the survival of some 
organisms (take for instance plants and insects), it is undeniable that they importantly enhance the survival chances 
of animals, which is connected with why people attribute intentional states to explain behaviour. Dawkins is quite 
ambiguous about this, since he claims that machines, which includes most survival machines, do not need purposes 
to act intelligently (e.g. a missile following a target), and neither does the computer require consciousness to play 
chess (Dawkins 1976, pp. 49-51), in a move that somehow resembles Dennett’s philosophy. In addition, he also 
acknowledges that brains enrich pattern recognitions and allow the imagination to simulate and predict events (p. 
59), which is far more efficient than trial and error from the viewpoint of evolution. Naturally, this suggests that 
consciousness is not irrelevant when the survival of highly evolved biological machines  is at stake.  
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2 Fodor’s granny argues against the chorus of relativists and philosophers of ordinary language, all of whom 
believe that perception and observation are theory laden because perceptual beliefs are fixed by inference. She 
plays a quite decisive role in Fodor’s characterisation of Logical Empirism (Fodor 1984 and 1988), and in his 
defence of the objectivity of perception. This passage summarises Churchland’s view of theories and how they 
influence observation: 
 

Our conceptual frameworks can and regularly do undergo change, both within 
the lifetime of an individual and in society as a whole, over historical periods. 
To use a Hegelian figure, the journey of the human spirit is essentially the story 
of our evolving conception of the world, and of our own place within it […] 
The long awakening is potentially endless. The human spirit will continue its 
breathtaking adventure of self-reconstruction, and its perceptual and motor 
capacities will continue to develop as an integral part of its self-reconstruction. 
(Churchland 1989a, p. 279, emphasis in original) 

 
All this fuss about Hegelian self-reconstructions isn’t very much appreciated by Fodor, who replies in jest that: 
 

An endless awakening sounds like not all that much fun, come to think of it: I, 
for one, am simply unable to self-reconstruct until I’ve had my morning coffee. 
Actually, theories come and theories go and people don’t really change very 
much; or so it seems to me. That’s probably just as well; if we become our 
theories, how are they “to die in out stead”?  (Fodor 1988, p. 198, emphasis in 
original) 
 

 
As I have discussed elsewhere (González 1997, p. 29), granny’s vindication comes when Fodor postulates a new 
conception of experimentation and scientific observation (Fodor 1991 and 1994), which I particularly refer to in 
this section. 
 
3 Another interesting and quite controversial point of this account is the following: 
 

An experiment to test the hypotheses that P is an environment designed to have 
the property that being in it will cause the experimenter to have the belief that P 
if (but only if) the belief that P is true. To put it slightly otherwise: An 
experiment is a device that’s designed to cause the state of your mind to 
correspond to the state of the world. (Fodor 1994, p. 95) 

 
Now, one of the fascinating but risky features of Fodor’s views is that he always attempts to kill several birds with 
one stone. Here, for instance, he deals with a problem that belongs to the Philosophy of Mind (i.e. the intentional 
object of a belief) and a problem that belongs to the Philosophy of Science and Epistemology (i.e. the causation of 
true beliefs by experimentation, as well as the alleged reliability of such cognitive devices). However, one may get 
a philosophical hangover from this heady mix. One may reply that P is a proposition that is derived from a 
scientific theory, and experiments are carried out precisely to assess whether or not P is true. To put it briefly, the 
state of the world, the experimental result and the state of the scientist’s mind may not coincide, since why would 
an experiment necessarily reveal a state of the world? That’s precisely what Fodor’s theory needs to demonstrate. 
If experiments always revealed how the world is constituted and Mother Nature always responded the questions is 
put to ‘sincerely’, so to speak, experiments would never induce false beliefs. But, alas, they occasionally do. In any 
case, Fodor is right about this point: once an experiment has been accepted, it serves to convince members of the 
club, all of whom are ‘serious people’ —recall his irony quoted in the endnote 40 of section 5.4— who start 
believing that the hypothesis probed is plausible and acceptable. If this is the case, the experiment has fulfilled its 
purpose, as it has made people reach a consensus, a point at which the Turing test fails. 
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4 In particular, both Moor (1976 and 1987) and Copeland (2000) emphasise this point to vindicate the Turing test 
as a method to provide evidence, rather than as a definition of intelligence or a criterion for intelligence based upon 
necessary or sufficient conditions. Moor, for instance, asserts that: 
 

On the inductive interpretation the Turing test provides a format for gathering 
inductive evidence that computers think. Just as in physics a subatomic target is 
bombarded with accelerated particles to reveal its nature; in the Turing test a 
target mind is probed with questions in order to reveal its nature […] 
An inductive approach is a natural way to investigate other human minds and 
seems like an equally appropriate way to investigate computer minds (Moor 
1987, p. 1127, my emphasis) 

 
These claims are fundamental to understand in what sense the Turing test may count as a scientific experiment. 
What remains unanswered, nonetheless, is why the test is so controversial, provided that it hinges on a natural 
way to investigate the nature of mind. In particular, is this experiment able to reveal the true nature of ‘computer 
minds’? I particularly address this issue in the rest of the section. 
 
5 Given my considerations, someone may counter that, according to the standards of the Turing test, simulation is 
an epistemic process that induces people to believe the computer is intelligent, and this largely depends on 
deception. But, despite the failures of simulation to prove the existence of mental states in programmed machines, 
it is anyhow possible to imagine that computers have minds. Since this is both imaginable and conceivable, it isn’t 
ruled out that programmed machines have mental states, even if the Turing test is rejected. To overcome this 
objection, in the next section I will explore another discipline that makes people believe something is real when in 
fact it has only been simulated: fiction.  
 
6 In the last section I will present other examples which show that convincing interrogators or observers is 
irrelevant and, hence, this process does not entitle one to conclude a programmed machine is intelligent. 
 
7 It is very suggestive that those who embrace versions of Turing Machine Functionalism are keen on defending 
the Turing test, but are not struck by bizarre conceivable cases of mental life, if Functionalism was true, like angels 
and ectoplasmic entities having the same causal roles of organisms with mental states, as suggested in the second 
chapter. Again, this indicates that Searle’s complaint about Turing Machine Functionalism as being Dualism is 
fair. As stated before, I would add that Turing Machine Functionalism boldly claims the purely abstract character 
of mind and intelligence, and shows a fine disregard for brains, biology and causality. Take for instance this part of 
Turing’s lecture “Can a Digital Computer Think?”, broadcast by BBC in May 1951: 
  

I believe that [digital computers] could be used in such a manner that they 
could appropriately be described as brains. ...This ... statement needs some 
explanation. ... In order to arrange for our computer to imitate a given machine 
it is only necessary to programme the computer to calculate what the machine 
in question would do under given circumstances ... If now some particular 
machine can be described as a brain we have only to programme our digital 
computer to imitate it and it will also be a brain. If it is accepted that real 
brains, as found in animals, and in particular in men, are a sort of machine it 
will follow that our digital computer suitably programmed will behave like a 
brain. 
[...] 
[O]ur main problem [is] how to programme a machine to imitate the brain, or 
as we might say more briefly, if less accurately, to think. (Cited by Copeland 
2000, p. 11, my italics) 

 
I guess this long passage makes clear how the mathematician-logician conflates simulating mental life with having 
mental states.  
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8 Indeed Searle’s criticism of strong AI, which is largely directed against those who enthusiastically endorse the 
Turing test, has indeed stirred up the waters of Artificial Intelligence to an extent that part of the community 
(Bringsjord 1995, Hayes and Ford 1995 and 1996, among others) regards it as an inadequate test for machine 
intelligence, and as a naïve form of anthropomorphism that resembles a Frankenstein-like experiment. This 
absence of consensus within the AI community shows the test proposed by Turing may count as an experiment 
and isn’t yet adequate for proving programmed machines have minds.  
 
9 The idea of possible worlds as maximally consistent sets of propositions can be traced back to the very notion of 
state-description, which is “a class of sentences that represents a possible specific state of affairs by giving a 
complete description of the universe of individuals with respect to all properties and designated by predicates in 
the system…A state-description contains for every atomic sentence S either Si i itself or – Si, but not both…” 
(Carnap 1946, p. 50) Moreover, Carnap characterized the state-descriptions as representing Leibniz’ idea of 
possible worlds or Wittgenstein’s idea of possible states of affairs (Carnap 1947, p. 9). 
 
10 It is worth mentioning that Walton (1990, pp. 63-67) also rejects a plain equation between possible worlds and 
fictional worlds, in at least three senses. Firstly, a fictional world might be impossible in the sense that not all of its 
propositions are true (e.g. some of Escher’s representations involve contradictions). The impossibilities of fictional 
worlds are logical and metaphysical. Escher’s drawing tricks depict impossible situations in the first sense, 
whereas characters undergoing metamorphosis allude to the second. Secondly, fictional worlds are incomplete and 
indeterminate, unlike possible worlds, which are generally construed as complete sets of propositions. For 
instance, Don Quixote’s father went bankrupt is neither true nor false, although Cervantes suggests that Don 
Quixote was of noble origin but poor. Finally, fictional worlds seem to exist contingently. For instance, Ensor’s 
world of The Strange Masks exists because the painting exists, but the class of propositions that are clustered by 
The Strange Masks could have existed without Ensor’s famous painting. I think that, among the three senses, the 
first is undoubtedly the most important objection to regard fictional worlds as possible worlds. 
  
11 For Walton (1990, p. 38), fictional events have to comply with certain rules if make-believe is to succeed. Props 
and the contexts of fiction in which fictional propositions are couched emerge from the right combination of 
settings, conventions and agreements. Perhaps Walton underestimates how fictional worlds resemble the actual 
world to an extent that they turn out to be quite verisimilar and credible, which undoubtedly encourages one to 
engage in the game of make-believe. This precisely elucidates in what sense the Turing test and simulation in AI as 
a game of verisimilar make-believe. But why verisimilar? Like some fictional worlds, which are more verisimilar 
and credible than other worlds, simulations in AI are verisimilar and sufficiently credible when they make judges 
and external observers believe the computer is intelligent. It results alluring to regard the programmed computer as 
a prop, an element of a make-believe setting that makes one believe there is an intelligent person interacting with 
one. But I would add that a programmed computer is an adequate prop if and only if its simulation is sufficiently 
verisimilar and convincing, and this only happens when it has minimally departed from actual intelligence. I 
particularly address this issue in the rest of this section and the forthcoming. 
 
12 This possibility also suggests that verisimilitude and common sense are closely related. The credibility of a story 
hinges upon a number of tacit assumptions, a feature that again stresses the central role the principle of 
Conceivability plays in fiction. 
 
13 This example is partially based upon a case presented before by González and Vergauwen (2005, pp. 339-42). 
We have been inspired by Carol Cleland’s objection to explaining mental states by means of effective procedures 
and, thus, by Turing machines (Cleland 1993). In particular, she argues that the Church-Turing thesis is false 
because the effective procedures of the Turing machine need no material to be implemented in and, thereby, are 
causally inert. As a result, effective procedures can’t explain mental states in principle, as the latter are produced 
by causal factors. The point of the argument offered here is slightly different, however. I intend to remark that 
strong AI’s mental life simulations neither entail nor require replicating causal powers to succeed. As all the 
situation-cases will illustrate, the convincement of human judges that a machine is intelligent does not guarantee 
that it is intelligent. 
 
14 Dated from 1716, Messiah is on exhibition at the Oxford Ashmolean Museum. 
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15 The Strad test is not a fantasy but based on real events. After researching the tone qualities of the Stradivarius 
violins, Joseph Nagyvary, a biochemist at Texas A&M University, succeeded in crafting a violin with a tone 
quality similar to a Stradivarius in 2001. As most Italian luthiers used imported wood to make their violins, and 
such wood was stored in the Venice Lagoon in order to cause it to slightly rot away, Nagyvary left wood in sea 
water and treated it with borax to make his violin sound as similar as possible to an authentic Stradivarius. Then, in 
2003, he put his violin to test, with an audience of 600 people, including 303 regular concert attendees and 160 
trained musicians. Dalibor Karvay, a world-class violinist, performed four selections of music with each violin, 
behind a screen, so that the audience could compare the tone qualities of the violins. Interestingly, the audience 
decided that Nagyvary’s violin had slightly surpassed the Strad in each category. Should one say that Nagyvary’s 
violin has replicated the performance of a Stradivarius? Of course. One may accept that Nagyvary has succeeded in 
accomplishing this remarkable feat, but not in virtue of having simulated the tone quality of the Strads. Rather, 
Nagyvary’s feat is significant because he replicated a part of CX which enabled his violin to surpass the authentic 
violin. Had the audience not known which violin was authentic and had people been deceived by Nagyvary’s copy, 
they would have been caused to believe Nagyvary’s violin was a Stradivarius, but unlike in the Turing test, this 
deception would have been successful and justified.  

 
16 This point is central and fleshes out one of the crucial defects of the Turing test. Despite being one of its 
partisans (Dennett 1985), Dennett also maintains that “perfect imitation Chateau Plonque is exactly as good a wine 
as the real thing, counterfeit though it is, and the same holds for the fake Cézanne, if it is really indistinguishable 
by experts.” (Dennett 1994, p. 156, my emphasis). With this remark, which makes one doubt that Dennett really 
knows the complexities of wine, he emphasises the role experts play when deciding if something is good imitation, 
but why wouldn’t this occur with the imitation of intelligence too? 
 
17 After long therapy sessions, psychiatrists and psychologist supposedly start transferring their own conscious 
feelings (and fears) to the patient. This process is known as counter transference, by contrast with transference, 
which is the communication of feelings and emotions from the patient to the psychotherapist. 
 
18 In fact, an important problem a machine psychiatrist may face is that not all humans trust machines and this is 
particularly dramatic when such patients have psychiatric disorders. As argued in the fifth chapter, an important 
element of the relation between doctor and patient is trust, which is necessary for an open dialogue.  
 
19 Imagine if there was another version of Jean Paul for women and it was put to test with brides. I wonder if Jean 
Paul would get to understand so much fuss about looking just perfect… 
To see what is really at stake when a tailor understands and recommends the best suit, consider King & Allen’s 
advertisement on the web: 
 

To buy a bespoke suit is to buy a suit that has been cut from a piece of cloth to 
measurements that we have calculated by analysing your body shape. We are 
not customising a pre-made suit (sometimes known as made to measure). 
Furthermore, the tailor has used his skill, experience and expertise to imagine 
your bespoke suit on you whilst he makes his notes. This enables him to adjust 
any measurements accordingly as well as advise you on what style and cut will 
suit you the best. Indeed, the cut, style, colour, number of buttons etc are all 
chosen by you. The suit is therefore made to your exact specifications, and is 
completely unique to you. To compliment this we embroider your name into the 
inside pocket. We are all individuals, after all... why shouldn't our clothes be 
individual too? 
Why go bespoke? There is nothing like the feel and look of a tailor made suit. 
(King & Allen Bespoke suits at http://www.kingandallen.co.uk, my emphasis) 
 

20 An important coincidence between Damasio and Edelman/Tononi’s accounts is that, according to the latter, 
high-order consciousness has a biological basis but begins to emerge and develops further as a product of social 
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and affective relationships, especially when language is present. Damasio, likewise, stresses that experiential 
memory, or the narrative of consciousness, is empowered by language and culture and undoubtedly helps in 
fleshing out individuality. 
 
21 In spite of Dennett’s confrontational attitude towards thought experiments, it is undeniable that philosophers 
occasionally misuse their imaginings to raise objections or advance arguments. Take for example Chalmers (1993 
and 1996), who has analysed whether one might be a qualia and a phenomenal zombie unknowingly, a possibility 
that, to my mind, is only fuelled by the imagination. For, is this idea conceivable or a mere product of a feverish 
philosophical imagination? According to Chalmers, if phenomenally conscious people were unknowingly zombies 
but were able to attribute qualia to themselves, then these judgements would override their first-person viewpoint 
and sentience, and, for them, there would be no way to know whether they’re zombies, since they would ascribe 
the very same phenomenal properties a conscious being has to themselves. This is what Chalmers calls the paradox 
of phenomenal consciousness, an analysis that is based upon imaginings and seems to be ill founded, especially if 
the distinction between core and extended consciousness is seriously taken into consideration. Since, again, one 
thing is the phenomenal experience, or what is felt, and another thing is the post phenomenal ascription, or the 
judgements about qualia, which are supported by memories; that is, a zombie lacking phenomenal consciousness 
might ascribe qualia to herself, but those attributions would not be supported by any real experience. Suppose a 
slight modification of my example of Mary the colour scientist and The Brothers Karamazov: what would occur if 
Mary the colour scientist were a zombie, unknowingly to her, and began ascribing experiences of colour to herself 
(as those narrated in the book)? Would she experience colour then? Naturally, she would not experience colour, yet 
she’d be able to attribute qualia to herself, but these attributions would not be supported by any experience of 
colour whatsoever. On the other hand, it would seem to me that the very concept of ‘zombie’ lacks clear meaning 
if the first-person viewpoint and sentience are overridden by zombiehood, since the application of the term zombie, 
by contrast with conscious being, would be impossible.  
Finally, the possibility that Chalmers considers leads directly to scepticism and, then, diverts attention away from 
studying the nature of mind to the existence of the external world and the authority of the first-person viewpoint 
(which paradoxically resembles Dennett’s concerns…). On this score, I sympathise with Searle’s comments about 
scepticism when the mind is at stake: a way to never reveal its true nature and to be caught in the snare of 
scepticism is by doubting the existence of other minds, as the only evidence available is overt behaviour, which 
brings one back to Descartes’ epistemic stance (Searle 1994, pp. 74-75). All this suggests that a mild concept of 
zombie is innocuous if applied in function of one’s consciousness and qualia. People who sincerely intend to 
reveal the nature of the mental had better start from these facts, and consider adopting an integrationist explanatory 
attitude that includes the first-person viewpoint and qualia, rather than pulling the debate to scepticism in a 
segregationist manoeuvre. 
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Conclusion 
The verisimilitude of Artificial Intelligence 
 

 

 

Besides disputing the claim that the mind is nothing more than a computer program, this thesis 

has contrasted two giant historical characters related to the birth of Artificial Intelligence, 

Charles Babbage and Alan Turing, both of whom contributed in different ways to the 

philosophical foundation of this discipline. Babbage was always reluctant to attribute mental 

states to his machines and regarded them as intelligent and conscious only as a figure of speech. 

Turing, on the other hand, dreamed of endowing programmed machines with mental life 

because to his mind this property was only abstract, reducible to algorithms and thus wholly 

separable from nervous systems and the cold porridge of brains (Turing 1950). 

 I have shown many complications and problems connected with this anti-biological 

view of mental life, problems that arise when considering intelligence a mere product of 

algorithms and symbol manipulation. I have made a number of objections that, pace Turing, 

show the crucial difference between the abstract working of programs and real minds. The first 

chapter gave a very brief overview of the birth of Artificial Intelligence since its early inception 

in the nineteenth century, and described the gradual evolution from the rather vague concept of 

machine intelligence to Artificial Intelligence itself. One of the historic events described in this 

chapter showed how the project of machine intelligence was originally conceived in response to 

a practical need, to wit, accuracy in calculation in view of how human computers and 

transcribers made mistakes that caused disasters and economic losses (Swade 2000). Then I 

discussed a number of fundamental concepts and ideas that made machine intelligence evolve 

and gave rise to Artificial Intelligence itself, such as algorithm, effective procedure, program, 
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bit, the Turing machine, and the Turing test. On this score, both the Turing machine and the 

Turing test were discussed as the central concepts that consolidated what back then was the 

ambitious long-term project of Artificial Intelligence. Whereas the Turing machine defines the 

abstract notion of computation and the computability of any function by such a machine 

(Turing 1936), the Turing test, despite attempting to bring to an end the conceptual discussion 

on whether or not programmed machines are truly intelligent, gave birth to the notion of 

simulation as deception and make-believe, a notion that is central in this thesis, for the 

simulation of intelligence is commonly taken to be sufficient to support the claim that 

intelligence has been created (Turing 1950).  

The second chapter discussed the ideas of important philosophical schools that 

supported what became the dominant research paradigm of Artificial Intelligence. Specifically, 

I expounded classical theories about the mind such as the symbol system hypothesis (or SSH) 

and the computer model of the mind, which hold that minds are symbolic processors and, 

equally, that computers are minds. Interestingly, both theories emphasise how the mind can be 

reduced to non mental properties as well as to the working of programmed computers, which 

can be paralleled and equated with mental states. In this regard, I discussed Functionalism and 

Connectionism and in what sense these two influential views allegedly reveal the true nature of 

the mental by its decomposition into basic mechanical processes —the ultimately basic level of 

programs or machine language— or by the functioning of networks from which the mind 

purportedly emerges. Even though such accounts differ from each other in the importance they 

attribute to representations and as to the cognitive architecture that yields mental states, they 

basically coincide when it comes to reducing and equating mental states to the working of 

computers, either serial or parallel. A central tenet examined in this chapter and endorsed by 

most partisans of computationalism, was that programs need no material realisation, which is 

widely known as the principle of multiple realizability. As analysed, this has an unpalatable 

consequence for the self-declared heirs of materialism who claim minds need not be embodied: 

angels or ectoplasmic entities or any entity without any material realisation may have mental 

states, insofar as they implement the very same causal profile of a real mind and, therefore, the 

same input-output function (viz. the program). The final part of this chapter explained why 

Searle distinguishes between strong AI and weak AI, or the radical difference between taking 

the computer model of the mind literally, by assuming the mind is nothing but a program whose 

 302



realisation is irrelevant, versus considering such a model only a powerful tool to study cognition 

and the mind.  

 In view of this distinction, the third chapter criticised those who equate mental life with 

the functioning of programs, given the fact that programs are only algorithms, and that the 

manipulation of symbols according to rules requires no insight whatsoever. In particular, I 

devoted the third chapter to criticising the dominant paradigm of Artificial Intelligence and its 

reduction of mental states to rules and mental representations by thoroughly examining the 

Chinese Room, and all the pros and cons of this controversial thought experiment. After 

describing what conditions philosophical thought experiments have to meet, like the relevance 

of their conclusion, the reproducibility of the outcome, and the theoretical repercussions given 

the evidence offered, I concentrated my analysis on the operation of the Chinese Room. My 

focus was on an element that is commonly neglected when Searle’s Gedankenexperiment is 

criticised and the key to grasp why, despite the myriad of objections, it prevails. The 

argument’s mental operation consists in describing what would occur if one’s mind worked on 

the principles of strong AI and, hence, it evaluates what would happen if one’s mind turned into 

a computer program only following the set of rules of an algorithm. On this score, I identified a 

specific component that makes Searle’s thought experiment persuasive and appealing: linguistic 

understanding is accompanied by the quale of understanding and this is notoriously absent 

whenever someone functions like a programmed computer that manipulates symbols. But an 

interesting issue I dealt with in this chapter, which incidentally has never been examined 

thoroughly, was the alleged Cartesian character of the Chinese Room. Although I offered some 

reasons to re-consider whether the Chinese Room is only a Cartesian thought experiment, I 

claimed that the key to settle this burning issue lies in the nature of intentionality and the 

aboutness of certain mental states, which is in turn connected with consciousness, the first-

person viewpoint and the conditions of satisfaction of intentional mental states, all of which 

were analysed in the fourth chapter. 

Searle himself has identified understanding natural language as the thrust of the Chinese 

Room because the pure working of programs is unable to bring about any intentionality. The 

fourth chapter especially addressed this problem and how it is bound to the semantics of mental 

states and, again, this elucidates in what sense programmed computers are in principle unable to 

grasp any meaning. Mental states, unlike programs and algorithms with syntactical properties, 
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have meaning and semantic properties. To characterise intentionality in a wider context, I 

summed up views of philosophers such as Brentano (2002), Chisholm (1957) and of some 

philosophers who attempt a reinterpretation of the phenomenon in externalist terms, like 

Dretske (1994), or an interpretative attitude that projects the existence of intentional mental 

states only as part of an explanatory strategy or an intentional stance, like Dennett (1971 and 

1981). As examined, neither Dretske nor Dennett’s approach was found satisfactory given the 

act of presentation to one’s consciousness, the intentional inexistence of what is presented —or 

how the object presented in an intentional mental state need not exist— and the fact that such 

states presuppose the existence of many other intentional mental states for their individuation, 

and for ascertaining what they mean. Not only did I clarify this problem further by elucidating 

why artefacts such as thermostats and compasses are devoid of intentional mental states, but 

also expounded the main points of Searle’s theory of intentionality (1983a). Shedding light on 

the parallel between speech acts and intentional mental states, I explained how the meaning of 

terms and expressions as well as the intentionality of language ultimately derive from the 

aboutness of certain mental states, a point that is clearly reflected by the manner agents use 

sentences to describe all kind of events and experiences. Thus, mental states have 

representational content, whose conditions of satisfaction are known by agents and expressed 

through psychological modes. Put differently, the psychological mode determines the direction 

of fit of intentional mental states, be it mind-to-world (e.g. beliefs) or world-to-mind (e.g. 

desires), and the conditions of satisfaction are determined by the content. Rather than being 

isolated, intentional contents are semantically connected with other contents, forming a 

network, and this is related to how the agent’s Network and the Background of pre-intentional 

abilities (i.e. abilities and practices) have primacy and determine the conditions of satisfaction 

of any intentional mental state. But doesn’t assuming that intentional mental states have to be 

known by agents involve again a Cartesianism in disguise? The existence of intentional objects, 

some of which cause intentional states like perceptual beliefs, the trust in natural language, 

intentionality in animals, the Background of pre-intentional abilities, and the primacy of 

consciousness and the first-person viewpoint (including experience, feelings and qualia) are all 

points of Searle’s account that importantly differ from a Cartesian view of mental life. What’s 

more, I finally suggested that Descartes, oddly enough, figures much closer to strong AI than its 

partisans are willing to accept, since the French philosopher also considers that natural language 

 304



is a source of confusion and ought to be replaced by a universal language and, more 

importantly, that consciousness and mental life may be abstract and disembodied, two ideas that 

conflict with common sense and with Searle’s account of the mental.  

 Besides indicating that intentional mental states occasionally remain unconscious and 

that not all conscious mental states (e.g. anxiety) are intentional, I devoted the fifth chapter to 

examining whether consciousness is only an illusion, especially in view of how some 

philosophers treat introspection and the first-person viewpoint, which allow assessing the quale 

of understanding, as purely illusory (Dennett 1991). But, before dealing with the alleged 

inexistence of consciousness, I explored the quite controversial philosophical problem of qualia 

or phenomenal states, the bogey man of the Philosophy of Mind. On this topic, Dennett, as 

always, has been as eloquent as controversial, denying the existence of phenomenal states 

(Dennett 1988), given the properties commonly attributed to them: ineffable, intrinsic, private, 

and directly or immediately apprehensible in consciousness. I endeavoured to show that, pace 

Dennett and his quixotic quest for Quining qualia, it turns out much more suitable to ‘Hume’ 

qualia by fleshing out their vividness, which sharpens one’s individual experience and 

viewpoint, despite the fact that lessons and descriptions help imagine but do not make people 

experience anything. Then I took on a much more demanding task, which was the defence of 

introspection and the Jamesian stream of consciousness. Separating the feeling of consciousness 

from the judgements (or probes) based on memory, I maintained that consciousness just can’t 

be an illusion since, on top of being a built-in feature of the system, it importantly enhances 

survival chances in animals (an issue I resumed analysing in the sixth chapter). To debunk the 

myth of the Cartesian Theatre, the second straw man set up by Dennett, I briefly digressed, 

proposing more apt metaphors like Marat Sade and The Purple Rose of Cairo, which helped 

raise central issues related to consciousness, such as the mutability and permanence of its 

stream-like character, and the absence of an external spectator. Given such metaphors and the 

fact that scientists have also offered quite plausible hypotheses about the nature of 

consciousness, I expounded Damasio’s theory (1999), because it adopts an integrationist stance 

that makes compatible the first-person viewpoint, or the feeling of what happens, with a causal 

explanation of consciousness, or an elucidation of this phenomenon from a third-person 

viewpoint. In fact, I described how the emergence of consciousness and emotions is closely 

linked with core consciousness, a facet that allows the feeling of ‘being in the film’, and 
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witnessing the mime storytelling of conscious life. This was in turn explained in purely 

biological terms, or as an effect of the organism’s permanent mapping of itself (its 

homeodynamics), the environment and the interaction organism/environment, all of which 

produce representations and re-representations. For this reason, consciousness has a 

phenomenal side defined deictically and is embodied, pre-linguistic, and ever present in humans 

and other animals (unless an organism is asleep, in coma or neurological diseases have ravaged 

its brain). Additionally, I described a second side of consciousness, namely, extended 

consciousness, which is directly linked to experiential memory. A sense of time, conscious 

intelligent decision making and personal historical provenance are the effects of extended 

consciousness and its ability to illuminate the objects of memory. To illustrate the biological 

side of consciousness, its double nature and how it enhances the chances of survival, I 

described several neurological diseases, connecting them with the dynamic and integrated 

functioning of diverse parts of the brain. Finally, I closed the examination of the fifth chapter 

with the analysis of a twofold philosophical problem. On the one hand, I pondered whether 

mental content and the first-person viewpoint can be superseded by purely materialistic 

theories, as Eliminativism holds, and fleshed out some practical and ethical problems involved, 

in view of how doing away with introspection and qualia leads to the obliteration of central 

aspects of mental life. On the other hand, I explored what occurs with the interaction between 

the first-person viewpoint of consciousness and the third-person viewpoint, analysing the 

famous explanatory gap (Levine 1983), or the unbridgeable gulf between a reduction and an 

identification of consciousness in materialistic terms and the vividness of what it is like to have 

a mind (and qualia). My analysis concluded that the explanatory gap is a symptom of the 

irreducible character of consciousness and its being an emergent property that causally 

supervenes on the functioning of neuronal collective behaviour.  

 The final chapter described a new unexplored gap in the Philosophy of Mind, namely, 

the fundamental difference between simulating and replicating mental life. Despite the fact that 

it has been quite unexplored and overlooked, this problem has induced a series of 

misinterpretations with regard to the real accomplishments of Artificial Intelligence, which 

stem from the concept of simulation inherited from the Turing test. For this reason, I resumed 

analysing Turing’s method to settle the dispute over machine intelligence, and criticised how 

two of its advocates, Moor (1976 and 1987) and Copeland (2000), believe that, by virtue of the 
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inductive nature of this test, it is a scientific experiment. In particular, I argued that as most 

scientific experiments make people reach a general consensus, and since the Turing test offers 

inductive evidence for the claim ‘digital computers think’ based upon make-believe only, such 

flimsy evidence is clearly insufficient to establish that conclusion. As also examined in the third 

chapter, since simulation doesn’t require the duplication of the property F, claiming so involves 

committing the simulation fallacy, and this explains why the Turing test has deterred scientists 

from arriving at a consensus and, quite the contrary, has encouraged them to participate in a 

lengthy heated philosophical debate about the nature of the mental. The conclusion of my 

examination was, then, that the Turing test cannot count as an adequate scientific experiment 

and, moreover, that Turing’s method to assess intelligence hasn’t enhanced our understanding 

of the mind with its behaviourist approach, luring people into accepting a philosophical dogma 

(González, forthcoming). In view of the gulf between simulating and replicating mental life, I 

examined another discipline that engages in make-believe and complies with the principle of 

minimal departure to create verisimilar simulations: fiction. Then, I offered three different 

thought experiments which show in different respects why simulating a property, such as 

intelligence, doesn’t demonstrate its bona fide creation or replication. The Strad simulator, 

Jaspy the hyper rational psychiatrist and Jean Paul the bespoke tailor showed that, even if a 

programmed machine was able to pass the Turing test and make human judges believe that P, 

this would be insufficient to prove that a property like intelligence has authentically been 

duplicated. But, can Computer Science bridge this gap then? Examining whether a combination 

of biological stuff plus programs could overcome this gulf, I explored a new trend, DNA 

computing, in function of how consciousness importantly improves the chances of survival, and 

concluded that, if the relevant causal factors are not duplicated, consciousness just doesn’t 

emerge, which is crucial to grasp the real scope of DNA computing. Even if DNA computing 

caused ‘intelligent’ behaviour, a problem that might probably be solved by empirical means, it 

wouldn’t replicate consciousness and would engender philosophical zombies or zombots, but 

why? As DNA computing uses biological hardware but still functions by virtue of programs, 

consciousness would not emerge all the same, unless the right biological structures or their 

causal powers were duplicated. 

 But, what is then the moral learnt from all this long-standing heated philosophical 

debate about the alleged mental life of programmed machines? Is Artificial Intelligence doomed 
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to failure because intentional mental states, consciousness, insights, emotions and feelings do 

not emerge from the functioning of programs? This thesis has emphasised why the study of 

mental life and the nature of consciousness should not endorse Turing’s profoundly anti-

biological view, which considers that intelligence and the mind are reducible to the working of 

programs, and whose material realisation is irrelevant altogether. Embodiment matters and 

consciousness and qualia, pace Turing, Dawkins, Dennett and many others, undoubtedly 

enhance an animal’s chances of survival. In this regard, I have shown that common sense and 

abilities and practices, or the social context, presuppose a criterion for the attribution of mental 

states based upon quite specific reasons for action, which confirms again that programmed 

computers do something utterly different when following the steps of an algorithm and act as 

though they were truly intelligent. And, even though such machines are able to convince 

interrogators or judges that they are intelligent when they simulate intelligence efficiently, such 

a remarkable feat doesn’t mean such machines are, as a matter of fact, intelligent, for the make-

believe that emerges from simulation does not entail that programmed machines are intelligent. 

This is precisely why the Chinese Room thought experiment is so persuasive and why, despite 

the numerous traditional or new objections, it prevails and remains convincing. For the Chinese 

Room brings back into the discussion these two fundamental questions: why would the 

experience of having a mind, which boils down to a conscious experience, be nothing but a 

quite complex algorithm? And, likewise, why would all the aspects of mental life be ultimately 

reducible to the functioning of programs? 

 Given such issues, not only has the Chinese Room stirred up the waters of Artificial 

Intelligence and been subject to a myriad of objections, but has also brought up the importance 

of subjectivity and its conflict with any materialistic explanation of the mental that attempts to 

leave out the first-person viewpoint by exclusively focusing on the third-person viewpoint. 

What has been the next move, as a response to those who argue in favour of subjectivity and the 

first-person viewpoint as part and parcel of mental life? Since the Chinese Room has 

successfully stated that the burden of proof lies with those that assure mental life necessarily 

arises from the functioning of programs, and that accomplishing this feat is only an empirical 

matter, such philosophers have struck back by embracing segregationist intuitions that, again, 

leave out fundamental portions of mental life. To substantiate the claim that programmed 

computers are intelligent and think, segregationist philosophers have attacked subjectivity and 
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fostered the myth that the first-person viewpoint is not only irrelevant from the viewpoint of 

science and for survival, but also inexistent altogether.  

It is indeed suggestive that those who have attacked Searle of being a Cartesian in 

disguise have neglected how Descartes himself was the very first to consider that mind and 

body might not be connected in any sense and, moreover, that it remains quite conceivable to 

have a mental life without any embodiment whatever. Such possibilities, which are indeed 

regarded as quirky and quaint by most scientists, indicate that what has been supporting strong 

AI is a form of residual dualism, which metamorphoses into scepticism each time the claim that 

programmed computers think is disputed. But, why would one need to begin discussing the 

problem of other minds and scepticism to engage in the scientific study of the nature of mind? 

It would seem to me that some philosophers have not been intellectually honest and, again, that 

each time strong AI comes under philosophical pressure due to its neglect of intentionality, 

consciousness, emotions and other aspects of mental life that include a personal perspective, its 

partisans come up with all kind of odd imaginings to equate programmed computers and minds. 

Although I have fiercely criticised Dennett, he’s not the only philosopher who’s denied the 

obvious, embarking on a quixotic quest to make room for machine intelligence. Unlike them, I 

think denying the existence of qualia, phenomenal consciousness, introspection, and the first-

person viewpoint is one of the most outrageous, quaint and unjustifiable oddities philosophers 

have come up with to date. If we’re just zombies, and so are programmed computers, why is 

there an obvious difference between the quite mechanical algorithmic behaviour of a 

programmed machine and us? And, furthermore, why does considering the logical possibility of 

zombies sound over the top for neurologists and for those who acknowledge the survival value 

of consciousness?  

Being the exception among functionalists, Block has been one of the most intellectually 

honest philosophers of the present time. Unlike other partisans of computationalism, he has 

stated that even though the truth of Functionalism is to be decided by empirical means, the 

Chinese Room thought experiment grapples with a problem that anyone who’s engaged in 

understanding the mental will come across: phenomenal consciousness (Block 1995). Despite 

the segregationist intuitions of those who feed the myth that consciousness is an illusion, what it 

is like to have mental life involves a unique feeling, a perspective from which all mental events 

and processes are witnessed and assessed. And, as also pointed out by Block, there is no way to 
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define phenomenal consciousness, save for employing deixis, the most basic and concrete 

philosophical gesture. Does this mean friends of phenomenal consciousness are only mystics 

then? Not at all, and I myself would say that those who attack phenomenal consciousness fancy 

jettisoning their selves, in an attempt to reach the true self and the theoretical nirvana that 

confirms mental life is algorithmic and thus that programmed computers must think.  

Searle has insisted on several occasions that Turing’s anti-biological conception of the 

mental, which is fully embraced by SSH and computationalism, is a residual form of dualism. I 

would add that, if foes of a biological view of the mental do not provide additional arguments to 

sustain the claim that the mind is nothing but a programmed computer, this dualism risks being 

pure Platonism on the sly and a blunt reduction of the mental to pure calculation.  

 But, a problem that I still haven’t mentioned is this: does Artificial Intelligence need to 

espouse the strong commitments of computationalism and the purported disembodied non-

biological nature of mental life? Further, do we need to deny part of our own nature to make 

room for machine intelligence, and give a chance to an overambitious project that neglects or 

simply denies the subjective aspect of the mind?  

As I have explored, several people within the AI community itself regard Turing’s 

strong anti-biological commitments as irrelevant and even harmful to the project of Artificial 

Intelligence (Bringsjord 1995, Hayes and Ford 1995 and 1996). Moreover, they give a much 

weaker reading to such a project as the study and creation of intelligence by means of 

simulation, or according to the standard of successful make-believe. In so doing, they have 

partially agreed on constraining the scope of Artificial Intelligence and have devoted their time 

to constructing machines that look intelligent, behave intelligently and even seem conscious 

(Bringsjord and Noel 2002). Their criterion, as I have stated when comparing Artificial 

Intelligence to fiction, is the verisimilitude of intelligence simulation (González and Vergauwen 

2005), understood as credibility and the minimal departure from actual intelligence. Does this 

modest goal mean the surrender of Artificial Intelligence? 

Despite the sceptic stance of the segregationists, we human beings know more than 

anybody else in nature and yet are unable to completely unveil the mystery of our own 

subjectivity, the perspective from which everything, including our own life, makes sense. Will 

we be able to reveal the nature of mind in the long run?  
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Yes, but after we accept the irreducibility of consciousness, and bury the myth of its 

inexistence; only then will we be able to explain how consciousness emerges in nature in an 

integrationist manner, and such an accomplishment, be it partial or totally successful, will allow 

us to appreciate why we are not zombies or programmed machines and, equally, why we can 

neither segregate nor bluntly reduce parts of ourselves to understand what we are.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 311



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 

 312



 
 
 
 
 
 
 
Bibliography 
 

 

 

Adleman, L.M. (1994): “Molecular computation of solutions to combinatorial problems.” 
Science 266, 1021-24.  
 
Allport, A. (1988): “What concept of consciousness?” In: A.J. Marcel and E. Bisiach (eds.) 
Consciousness in Contemporary Science. Cambridge, Cambridge University Press, pp. 159-
182. 
 
Amos, M. and Owenson, G. (2004): “An introduction to cellular computing.” In: M. Amos (ed.) 
Cellular Computing: Genomics and Bioinformatics. New York, OUP, pp. 3-10.  
 
Andrews, K. (2005): “Chimpanzee theory of mind: Looking in all the wrong places?” Mind & 
Language Vol. 20, No. 5, 521-36. 
 
Arkin, A. and Ross, J. (1994): “Computational functions in biochemical reaction networks.” 
Biophys. J. 67, 560-78. 
 
Ayer, A.J. (1947): “Thinking and meaning.” Inaugural lecture by A.J. Ayer, Grote professor of 
the philosophy of mind and logic University College, London. London, H.K. Lewis & Co, pp. 
1-28. 
 
Balan, S., Leivobitz, A., Zila, S.O., Mishiev, R., Wechsler, C., W., Blumenfeld, Y., Biton, R., 
Goldstein, R., Neumann, E., Blagman, B., Habot, B. (2003): “The relation between the clinical 
subtypes of delirium and the urinary level of 6-SMT.” The Journal of Neuropsychiatry and 
Clinical Neurosciences 15, 363-66.    
 
Baudrillard, J. (1990): Fatal Strategies. New York, Semiotext(e). 
 
Bennett, C.H. (1982): “The thermodynamics of computation —a review.” Intl. J. Theor. Phys. 
21, 905-40.  
 
Blackmore, S. (2003): Consciousness: An Introduction. London, Hodden & Stoughton. 

 313



Block, N. (1978): “Troubles with Functionalism.” In: C. Wade Savage (ed.), Minnesota Studies 
in the Philosophy of Science, Volume 9. Minneapolis, University of Minnesota Press. Reprinted 
in: N. Block (ed.) Readings in the Philosophy of Psychology, Volume 1. Cambridge, Mass., 
Harvard University Press, pp. 268-305. 
 
_______ (1980): “What is Functionalism?” In: J. Heil (ed.) Philosophy of Mind: A Guide and 
Anthology. Oxford, OUP, pp. 183-99. 
 
_______ (1990): “The computer model of the mind.” In: D.N. Osherson and E.E. Smith (eds.) 
Thinking: An Invitation to Cognitive Science, Vol. 3. Cambridge, Mass., MIT Press, pp. 247-89. 
 
_______ (1992): “Begging the question against phenomenal consciousness.” Behavioral and 
Brain Sciences 15, 205-206. Reprinted in: N. Block, O. Flanagan and G. Güzeldere (eds.) The 
Nature of Consciousness: Philosophical Debates. Cambridge, Mass., MIT Press, pp. 175-79. 
 
_______ (1995): “The mind as software of the brain.” Extracted and edited in: J. Heil (ed.) 
Philosophy of Mind: a Guide and Anthology. Oxford, OUP, pp. 267-274. 
 
_______ (2002): “Concepts of consciousness.” In: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, pp. 206-18. 
 
Block, N. and Fodor, J.A. (1972): “What psychological predicates are not.” Philosophical 
Review 81, no. 2, 159-82. 
 
Boden, M. (1988): Computer Models of the Mind: Computational Approaches in  
Theoretical Psychology. Cambridge, Cambridge University Press.  
 
Boolos, G. and Jeffrey, R. (1980): Computability and Logic. Cambridge, Cambridge University 
Press. 
 
Bray, D. (1995): “Protein molecules as computational elements in living cells.” Nature 376, 
307-12. 
 
Brentano, F. (2002): “The distinction between mental and physical phenomena.” In: D.J. 
Chalmers (ed.) Philosophy of Mind: Classical and Contemporary Readings. Oxford, OUP, 479-
84. 
 
Bringsjord, S. (1995): “Could, how could we tell if and why should —Androids have inner 
lives?” In: K.M. Ford, C. Glymour and P.J. Hayes (eds.) Android Epistemology. Menlo Park, 
Calif., AAAI press, pp. 93-122. 
 
Bringsjord, S. and Noel, R. (2002): “Real robots and the missing thought-experiment in the 
Chinese Room dialectic.” In: J. Preston and M. Bishop (eds.) Views into the Chinese Room: 
New Essays on Searle and Artificial Intelligence. Oxford, OUP, pp. 144-166. 
 

 314



Brown, J.R. (2006): “Thought experiments.” In: E.N. Zalta (ed.) The Stanford Encyclopedia of 
Philosophy (Summer 2006 Edition), at: 
http://plato.stanford.edu/archives/sum2006/entries/thought-experiment/ 
 
Brunner, J. (1973): “On perceptual readiness.” In: J. Anglin (ed.) Beyond the Information Given. 
New York: W. W. Norton & CO, pp. 7-42. 
 
Cann, R. (1993): Formal Semantics: an Introduction. Cambridge, Cambridge University Press. 
 
Carnap, R. (1946): “Modalities and quantification.” Journal of Symbolic Logic 11, 33-64. 
 
_______ (1947): Meaning and Necessity: A Study in Semantics and Modal Logic. Chicago, 
University of Chicago Press. 
 
Cartwright, N. (1999): The Dappled World: A Study of the Boundaries of Science. Cambridge, 
Cambridge University Press.  
 
Chalmers, D.J. (1993): “Self-Ascription without qualia: A case study.” Behavioral and Brain 
Sciences 16, 1, 35-36. 
 
_______ (1996): The Conscious Mind. Oxford, OUP. 
 
Chierchia, G. and McConnell-Ginet, S. (1990): Meaning and Grammar: an Introduction to 
Semantics. Cambridge, Mass., MIT Press. 
 
Chisholm, R. (1957): “Intentional inexistence.” In: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, 484-91. 
 
Churchland, P.M. (1979): Scientific Realism and The Plasticity of Mind. Cambridge, Mass., MIT 
Press. 
 
_______ (1986): “Some reductive strategies in cognitive neurobiology.” Mind 95, no. 379, 279-
309. 
 
_______ (1989a): “Perceptual plasticity and theoretical neutrality: A reply to Jerry Fodor.” In: 
A Neurocomputational Perspective: the Nature of Mind and the Structure of Science. 
Cambridge, Mass., MIT Press, pp. 255-79.  
 
_______ (1989b): “Explanation: a PDP approach.” In: A Neurocomputational Perspective: The 
Nature of Mind and the Structure of Science. Cambridge, Mass., MIT Press, pp. 197-230.  
 
Churchland, P.S. (1983): “Consciousness: The transmutation of a concept.” Pacific 
Philosophical Quarterly 64, 80-95. 
 

 315



Churchland P.M. and Churchland P.S. (1982): “Functionalism, Qualia, and Intentionality.” In: 
J. Biro and R. Shahan (eds.) Mind, Brain and Function. Norman, University of Oklahoma 
Press, pp. 121-145. 
 
_______ (1990): “Could a machine think?” Scientific American January 1990, pp. 26-31.  
 
Clark, S. (1982): The Nature of the Beast. Oxford, OUP. 
 
Clarke, D.M. (2003): Descartes’s Theory of Mind. Oxford, Clarendon Press. 
 
Cleland, C. (1993): “Is the Church-Turing thesis true?” Minds and Machines 3, 283-312. 
 
Conrad, M. (1985): “On design principles for a molecular computer.” Commun. ACM, 28, 464-
80. 
 
Conrad, M. and Liberman, E.A. (1982): “Molecular computing as a link between  biological 
and physical theory.” J. Theor. Biol. 98, 239-52. 
 
Copeland, B.J. (1993): Artificial Intelligence: A Philosophical Introduction. Oxford, Blackwell. 
 
_______ (2000): “The Turing test.” In: J.H. Moor (ed.) The Turing test: The Elusive Standard 
of Artificial Intelligence. Dordrecht, Kluwer Academic Publishers, pp. 1-21. 
 
_______ (2002a): “The Chinese Room from a logical point of view.” In: J. Preston and M. 
Bishop (eds.) Views into the Chinese Room: New Essays on Searle and Artificial Intelligence. 
Oxford, OUP, pp. 109-22. 
 
_______ (2002b): “The Church-Turing Thesis.” At: http://plato.stanford.edu/entries/church-
turing/ 
 
_______ (2002c): “The genesis of possible world semantics.” Journal of Symbolic Logic 31, 
99-137. 
 
_______ (2003): “The curious case of the Chinese Gym.” Synthèse 95, 173-86. 
 
Crick, F. and Koch, C. (1990): “Towards a neurobiological theory of consciousness.” Seminars 
in the Neurosciences 2, 263-75. Reprinted in:  N. Block, O. Flanagan and G. Güzeldere (eds.) 
The Nature of Consciousness: Philosophical Debates. Cambridge, Mass., MIT Press, pp. 277-
92. 
 
Cummins, R. (1975): “Functional analysis.” Journal of Philosophy 72, 741-65.  
 
Damasio, A. (1994): Descartes’ Error: Emotions, Reason and the Human Brain. New York, 
Grossett/Putnam. 
 

 316



_______ (1999): The Feeling of What Happens: Body, Emotion and the Making of 
Consciousness. London, Vintage. 
 
Davidson, D. (1967): “Truth and meaning.” Synthèse 17, 304-23. Reprinted in: Inquiries into 
Truth and Interpretation. Oxford, Clarendon Press, pp. 17-36. 
 
_______ (1974): “Thought and talk.” In: S. Guttenplan (ed.) Mind and Language: Wolfson 
College Lectures 1974. Oxford, Clarendon Press. Reprinted in: J. Heil (ed.) Philosophy of 
Mind: A Guide and Anthology. Oxford, OUP, pp. 323-33. 
 
Davies, M. (1994): “The mental simulation debate.” In: C. Peacocke (ed.) Objectivity, 
Simulation and the Unity of Consciousness. Oxford, OUP, pp. 99-127.  
 
Davis, M. (2000): Engines of Logic: Mathematicians and the origin of the Computer. New 
York, W.W. Norton & Company.  
 
Dawkins, R. (1976): The Selfish Gene. Oxford, OUP.  
 
Dennett, D.C. (1971): “Intentional systems.” Journal of Philosophy 68, 87-106. 
 
_______ (1974): “Why the law of effect will not go away.” Journal of the Theory of Social 
Behavior 5, 169-87. 
 
________ (1980): “The milk of human intentionality.” Behavioral and Brain Sciences (1980) 3, 
428-30. 
  
_______ (1981): “True believers: the intentional stance and how it works.” In: A.F. Heath (ed.) 
Scientific Explanations. Oxford, OUP. Reprinted in: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, pp. 556-68. 
 
_______ (1985): “Can machines think?” In: M. Shafto (ed.) How We Know. San Francisco, 
Harper & Row. Reprinted in: Brainchildren. Cambridge, Mass., MIT Press, pp. 3-25. 
 
________ (1987): “Fast thinking.” In: The Intentional Stance. Cambridge, Mass., MIT Press, 
pp. 323-337. 
 
_______ (1988): “Quining qualia.” In: A. Marcel and E. Bisiach (eds.) Consciousness in 
Contemporary Science. Oxford, OUP. Reprinted in: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, pp. 226-246. 
 
_______ (1991): Consciousness Explained. Boston, Little, Brown, & Co. 
 
_______ (1994): “The practical requirements for making a conscious robot.” Philosophical 
Transactions of the Royal Society, A349, 133-146. Reprinted in: Brainchildren. Cambridge, 
Mass., MIT Press, pp. 153-70. 
 

 317



_______ (1995a): “Do animals have beliefs?” In: H. Roitblat and J.-A. Meyer (eds.) 
Comparative Approaches to Cognitive Science. Cambridge, Mass., MIT Press. Reprinted in: 
Brainchildren. Cambridge, Mass., MIT Press, pp. 323-31. 
 
_______ (1995b): “The unimagined preposterousness of zombies: commentary on Moody, 
Flanagan and Polger.” Journal of Consciousness Studies 2 (4) 322-26. Reprinted in: 
Brainchildren. Cambridge, Mass., MIT Press, pp. 171-77. 
 
_______ (1997): “The Cartesian Theatre and the ‘filling in’ the stream of consciousness.” In: N. 
Block, O. Flanagan and G. Güzeldere (eds.) The Nature of Consciousness: Philosophical 
Debates. Cambridge, Mass., MIT Press, pp. 83-88. 
 
Dennett D.C. and Kinsbourne, M. (1992): “Time and observer: The where and when of 
consciousness in the brain.” Behavioural and Brain Sciences 15, 183-247. Reprinted in: N. 
Block, O. Flanagan and G. Güzeldere (eds.) The Nature of Consciousness: Philosophical 
Debates. Cambridge, Mass., MIT Press, pp. 141-174. 
 
Descartes, R. (1991): “Principles of philosophy.” In: D.M. Rosenthal (ed.) The Nature of Mind. 
Oxford, OUP, pp. 30-2 
 
_______ (1998): “Passions of the soul.” In: R. Stoothoff and  
J. Cottingham (eds. and translators) Descartes, Selected Philosophical Writings. Cambridge, 
Cambridge University Press, 218-38. 
 
_______ (1999): Discourse on Method and Related Writings, trans. and ed. by D.M. Clarke. 
London, Penguin. 
 
_______ (2001): Meditations and Other Metaphysical Writings, trans. and ed. by D.M. Clarke. 
London, Penguin.  
 
Dretske, F. (1994): “A recipe for thought.” In: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, 491-99. 
 
_______ (1995): Naturalizing the Mind. Cambridge, Mass., MIT Press.  
 
Flanagan, O. (1992): Consciousness Reconsidered. Cambridge, Mass., MIT Press. 
 
_______ (1997): “The robust phenomenology of the stream of consciousness.” In: 
Consciousness Reconsidered. Cambridge, Mass., MIT Press. Reprinted in: N. Block, O. 
Flanagan and G. Güzeldere (eds.) The Nature of Consciousness: Philosophical Debates. 
Cambridge, Mass., MIT Press, pp. 89-93. 
 
Edelman, G.M. and Tononi, G. (2000): A Universe of Consciousness: How Matter becomes 
Imagination. New York, Basic Books. 
 

 318



Elowitz, M.B. and Leibler, S. (2000): “A synthetic oscillator network of transcriptional 
regulators.” Nature 403, 335-38. 
 
Feynman, R.P. (1961): “There’s plenty of room at the bottom.” In: D. Gilbert (ed.) 
Miniaturization. New York, Reinhold, pp. 282-296. 
 
Fodor, J.A. (1968): “The appeal to tacit knowledge in psychological explanation.” The Journal 
of Philosophy 65, 627-40. 
 
_______ (1975): The Language of Thought. Hassocks, Harvester Press. 
 
_______ (1983): The Modularity of Mind: An essay on Faculty Psychology. Cambridge, Mass., 
MIT Press. 
 
_______ (1984): “Observation Reconsidered.” Philosophy of Science 51, 23-43. 
 
_______ (1988): “A Reply to Churchland´s ‘Perceptual Plasticity and Theoretical Neutrality’.” 
Philosophy of Science 55, 188-198. 
 
_______ (1990): A Theory of Content and Other Essays. Cambridge, Mass., MIT Press. 
 
_______ (1991): “The dogma that didn’t bark (a fragment of Naturalized Epistemology).” Mind 
Vol. 100, 201-20. Reprinted in: H. Kornblith (ed.) Naturalizing Epistemology. Cambridge, 
Mass., MIT Press, pp. 192-216. 
 
_______ (1994): The Elm and the Expert: Mentalese and its Semantics. Cambridge, Mass., MIT 
press. 
 
_______ (1998): Concepts: Where Cognitive Science Went Wrong. Oxford, Clarendon Press.  
 
_______ (2002): The Mind doesn’t work that Way: The Scope and Limits of Computational 
Psychology. Cambridge, Mass., MIT Press. 
 
Frege, G. (1892): “On sense and meaning.” In: P.T. Geach and M. Black (eds. and transl.) 
Translations from the Philosophical Writings of Gottlob Frege. Oxford, Blackwell, 1980, pp. 
56-78. 
 
French, R. (2000): “The Turing test: The First Fifty Years.” Trends in Cognitive Science 4, 115-
22. 
 
Freud, A. (1937): The Ego and the Mechanisms of Defence. London, Hogarth Press and 
Institute of Psycho-Analysis. 
 
Gardner, T.S., Cantor, C.R., and Collins, J.J. (2000): “Construction of a genetic toggle switch in 
Escherichi coli.” Nature 403, 339-442.  
 

 319



Gendler, T.S. and Hawthorne, J. (2002): Conceivability and Possibility. Oxford, OUP. 
 
Goldman, A. (1976): “Discrimination and perceptual knowledge.” The Journal of Philosophy 
Vol. 73, N°20 (1976), pp. 771-791. 
 
González, R. (1997): La Modularidad de la Mente, Observación y Teorías. Publicaciones 
Especiales N° 67 (Ensayo). Serie Domumentos del Grupo Cognición y Praxis. Santiago, 
Departamento de Filosofía, Universidad de Chile.   
 
_______ (1999): Percepción - Teorías: Desde el Positivismo Lógico hacia la Ciencia 
Cognitiva. Thesis presented in partial fulfilment for the degree of Masters in Philosophy 
Universidad de Chile. Supervisor: Prof. Guido Vallejos O.  
 
_______ (2002): “Escepticismo y epistemología naturalizada.” Revista de Filosofía 
Universidad de Chile Vol. 58, 53-69. 
 
_______ (2004): “A Naturalized approach to the Turing test: Is DNA a way out of the Chinese 
Room?” In: J.C. Marek and M.E. Reicher (eds.) Papers of the 27th International Wittgenstein 
Symposium. Kirchberg am Wechsel, ALWS (Austrian Ludwig Wittgenstein Society), pp. 117-
19. 
 
_______ (2006): “Review of Mind: a Brief Introduction (John Searle).” In: Tijdschrift voor 
Filosofie 68, N°2, 403-5. 
 
González, R. and Vergauwen, R. (2005): “On the verisimilitude of Artificial Intelligence.” 
Logique et Analyse 189-192, 323-50. 
 
Gough, C. (2000): “Science and the Stradivarius.” In: Physics World, at: 
http://physicsweb.org/articles/world/13/4/8/1 
 
Grattan-Guiness, I. (2000): The Search for Mathematical Tools 1870-1940. Oxford, Princeton 
University Press.  
 
Gregory, R. (1970): The Intelligent Eye. New York, McGraw-Hill. 
 
_______ (1974): Concepts and Mechanisms of Perception. London, Duckworth. 
 
Güzeldere, G. (1997): “The many faces of consciousness: a field guide.” In: N. Block, O. 
Flanagan and G. Güzeldere (eds.) The Nature of Consciousness: Philosophical Debates. 
Cambridge, Mass., MIT Press, pp. 1-67. 
 
Hanson, N.R. (1961): Patterns of Discovery. Cambridge, Cambridge University Press. 
 
Harnad, S. (1991): “Other bodies, other minds: a machine incarnation of an old philosophical 
problem.” Minds and Machines 1, 43-54. 
 

 320



Hauser, L. (2002): “Nixin’ goes to China.” In: J. Preston and M. Bishop (eds.) Views into the 
Chinese Room: New Essays on Searle and Artificial Intelligence. Oxford, OUP, pp. 123-43. 
 
Hayes, P. and Ford, K. (1995): “The Turing test considered harmful.” In: C.S. Mellish (ed.) 
Proceedings of International Joint Conference on Artificial Intelligence (IJCAI-95), pp. 972-
977, Montreal. 
 
_______ (1996): “The Turing test is just as bad when inverted.” Psycoloquy, 7, #43 (7). Online 
version at: http://psycprints.ecs.soton.ac.uk/archive/00000535/#html 
 
Heal, J. (1986): “Duplication and Functionalism.” In: J. Butterfield (ed.) Language, Mind and 
Logic. Cambridge, Cambridge University Press, pp. 135-50.  
 
_______ (1993): “Simulation vs. Theory Theory: what is at issue?” In: C. Peacocke (ed.) 
Objectivity, Simulation and the Unity of Consciousness. Oxford, OUP, pp. 129-44.  
 
Heil, J. (2004): “Functionalism.” In: Philosophy of Mind: A Guide and Anthology. Oxford, 
OUP, pp. 139-49. 
 
Hempel, C. (1949): “The logical analysis of psychology.” In: H. Feigl and W. Sellars (eds.) 
Readings in Philosophical Analysis. New York, Appleton-Century-Crofts. 
 
_______ (1965): Aspects of Scientific Explanation and Other Essays in the Philosophy of 
Science. New York, Free Press. 
 
Hjelmfelt, A., Weinberger, E.D., and Ross, J. (1991): “Chemical implementation of neural 
networks and Turing machines.” Proc. Natl. Acad. Sci. USA 88, 10983-87. 
 
Hodges, A. (1992): Alan Turing: The Enigma. London, Vintage. 
 
Hofstadter, D. (1979): Gödel, Escher, Bach: An Eternal Golden Braid. London, Penguin. 
 
Hofstadter, D. and Dennett, D.C. (1981): The Mind’s I: Fantasies and reflections on mind and 
soul. New York, Basic Books. 
 
Horgan, T. and Tienson, J. (1996): Connectionism and the Philosophy of Psychology. 
Cambridge, Mass., MIT Press. 
 
_______ (2002): “The intentionality of phenomenology and the phenomenology of 
intentionality.” In: D.J. Chalmers (ed.) Philosophy of Mind: Classical and Contemporary 
Readings. Oxford, OUP, pp. 520-41. 
 
Hume, D. (1978): A Treatise of Human Nature. Edited by L.A. Selby-Bigge & P.H. Nidditch. 
New York, OUP. 
 

 321



_______ (2000): An Enquiry concerning Human Understanding. Critical edition by Tom L. 
Beauchamp. New York, OUP. 
 
Irvine, A.D. (1991): “Thought experiments in scientific reasoning.” In: T. Horowitz and G. 
Massey (eds.) Thought Experiments in Science and Philosophy. Maryland, Rowman and 
Littlefield Publications, pp.149-65. 
 
Jackson, F. (1986): “What Mary didn’t know.” The Journal of Philosophy 83 (5), 291-5. 
Reprinted in: T. O’Connor and D. Robb (eds.) Philosophy of Mind: Contemporary Readings. 
London, Routledge, pp. 458-63. 
 
James, W. (1971): “Does consciousness exist?” R.B. Perry (ed.) Essays in Radical Empiricism. 
New York, Dutton and co., pp. 3-22. 
 
_______ (1997): “The stream of consciousness.” In: Psychology, Chap XI, New York, Henry 
Holt and Co. Reprinted in: N. Block, O. Flanagan and G. Güzeldere (eds.) The Nature of 
Consciousness: Philosophical Debates. Cambridge, Mass., MIT Press, pp. 71-82. 
 
Janis, A. (1991): “Can thought experiments fail?” In: T. Horowitz and G. Massey (eds.) 
Thought Experiments in Science and Philosophy. Maryland, Rowman and Littlefield 
Publications. pp.113-17. 
 
Jaspers, K. (1963): General Psychopathology. Chicago: Chicago University Press. 
 
Kaminski, J., Call, J., and Fischer, J. (2004): “Word learning in a domestic dog: evidence for 
fast mapping.” Science 304, 1682-3. Also at: 
http://www.sciencemag.org/cgi/content/full/304/5677/1682 
 
Kim, J. (1979): “Causality, identity and supervenience in the Mind-Body problem.” Midwest 
Studies in Philosophy 4, 31-49. 
 
_______ (1982): “Psychophysical supervenience.” Philosophical Studies 41, 1, 51-70. 
 
_______ (1996): Philosophy of Mind. Boulder, Colorado, Westview Press. 
 
Kleene, S.C. (1952): Introduction to Metamathematics. Amsterdam, North-Holland. 
 
_______ (1967): Mathematical Logic. New York, Wiley. 
 
Kornblith, H. (2002): Knowledge and its Place in Nature. Oxford, Clarendon Press. 
 
Kripke, S. (1980): Naming and Necessity. Oxford, Blackwell. 
 
Kuhn, T.S. (1962): The Structure of Scientific Revolutions. Chicago, University of Chicago 
Press. 
 

 322



_______ (1964): “A function for thought experiments.” Reprinted in: The Essential Tension. 
Chicago, University of Chicago Press, pp. 240-65. 
 
Levine, J. (1983): “Materialism and qualia: the explanatory gap.” Pacific Philosophical 
Quarterly 64, 354-61. 
 
_______ (1993): “On leaving out what it’s like.” In: M. Davies and G. Humphreys (eds.) 
Consciousness. Oxford, Blackwell. Reprinted in: N. Block, O. Flanagan and G. Güzeldere 
(eds.) The Nature of Consciousness: Philosophical Debates. Cambridge, Mass., MIT Press, pp. 
543-555. 
 
Lewis, D. (1966): “An argument for the Identity Theory.” In: J. Heil (ed.) Philosophy of Mind: 
A Guide and Anthology. Oxford, OUP, pp. 150-57.  
 
_______ (1978): “Truth in fiction.” American Philosophical Quarterly 15, 37-46. 
 
_______ (1979): “Possible worlds.” In: M. J. Loux (ed.) The Possible and the Actual: Readings 
in the Metaphysics of Modality. Ithaca, Cornell University Press, pp. 182-89. 
 
_______ (1988): “What experience teaches.” In: Proceedings of the Russellian Society 
(University of Sydney) 1988. Reprinted in: D.J. Chalmers (ed.) Philosophy of Mind: Classical 
and Contemporary Readings. Oxford, OUP, pp. 281-94. 
 
Loar, B. (1990): “Phenomenal States.” Philosophical Perspectives 4, Action, Theory and the 
Philosophy of Mind 81-108. Reprinted in: D.J. Chalmers (ed.) Philosophy of Mind: Classical 
and Contemporary Readings. Oxford, OUP, pp. 295-311.  
 
Mach, E. (1960): The Science of Mechanics, trans. by J. McCormack, sixth edition, LaSalle 
Illinois, Open Court. 
 
Massey, G. (1991): “Backdoor analyticity.” In: T. Horowitz and G. Massey (eds.) Thought 
Experiments in Science and Philosophy. Maryland, Rowman and Littlefield Publications, pp. 
285-95.  
 
Maturana, H., Varela, F., and Beer, S. (1980): Autopoiesis and Cognition: the Realization of the 
Living. Dordrecht, Reidel. 
 
McCarthy, J. (1979): “Ascribing mental qualities to machines.” In: M. Ringle (ed.) 
Philosophical Perspectives in Artificial Intelligence. Hassocks, Harvester Press, pp. 161-95. 
 
_______ (1983): “The little thoughts of thinking machines.” At: http://www-
formal.stanford.edu/jmc/
 
McCulloch, W.S. and Pitts, W.H. (1943): “A logical calculus of the ideas immanent in nervous 
activity.” Bulletin of Mathematical Biophysics 5, 115-33.  
 

 323



McGinn, C. (1989): “Can we solve the mind body problem?” Mind 98, 349-66. Reprinted in: 
D.J. Chalmers (ed.) Philosophy of Mind: Classical and Contemporary Readings. Oxford, OUP, 
pp. 394-405. 
 
Mele, A. (1996): “Agency and mental action.” Philosophical Perspectives 11, 231-49. 
 
Miller, G. (1962): Psychology: The Science of Mental Life. New York, Harper and Row 
Publishers. 
 
Millikan, R.G. (1989): “Biosemantics.” Journal of Philosophy 86, 281-97. 
 
Monod, J. (1970): Chance and Necessity. London, Penguin. 
 
Moor, J.H. (1976): “An Analysis of the Turing test.” Philosophical Studies 30, 249-57. 
Reprinted in: S. Shieber (ed.) The Turing test: Verbal Behaviour as the Hallmark of 
Intelligence. Cambridge, Mass., MIT Press, pp. 297-306. 
 
_______ (1987): “Turing test.” In: S.C. Shapiro (ed.) Encyclopedia of Artificial Intelligence, 
Vol. 2. New York, Wiley, pp. 1126-30. 
 
Nagel, T. (1974): “What is it like to be a bat?” Philosophical Review 83, 435-50. Reprinted in: 
D.J. Chalmers (ed.) Philosophy of Mind: Classical and Contemporary Readings. Oxford, OUP, 
pp. 219-26. 
 
_______ (1986): The View from Nowhere. New York, OUP. 
 
Newell, A. and Simon, H. (1976): “Computer science as empirical enquiry.” Communications 
of the ACM 19, 113-26. 
 
Nida-Rümelin, M. (1996): “Pseudonormal vision: an actual case of qualia inversion?” 
Philosophical Studies 82, 145-57. Reprinted in: D.J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, pp. 99-105. 
 
Papert, S. (1988): “One AI or Many?” In: S. R. Graubard (ed.) The Artificial Intelligence 
Debate. Cambridge, Mass., MIT Press, pp. 1-14. 
 
Pears, D. (1971): Wittgenstein. London, Fontana Collins. 
 
Penrose, R. (1989): The Emperor’s New Mind. Oxford, OUP.  
 
_______ (1993): “Setting the scene: The claim and the issues.” In: D. Broadbent (ed.) The 
Simulation of Human Intelligence. Oxford, Blackwell, pp. 1-32.  
 
Piccard, R. (1996): “Does HAL cry digital tears.” In: D. Stork (ed.) HAL’s Legacy: 2001’s 
computer as Dream and Reality, at: http://mitpress.mit.edu/e-books/Hal/contents.html (Chapter 
13, pp. 1-9). 

 324



Popper, K. (1963): Conjectures and Refutations: the Growth of Scientific Knowledge. London, 
Routledge and Kegan Paul. 
 
Povinelli, D. and Eddy, T. (1996): “What young chimpanzees know about seeing.” 
Monographs of the Society for Research in Child Development 61, 1-152. 
 
Povinelli, D. and Vonk, J. (2003): “Chimpanzee minds: suspiciously human?” Trends in 
Cognitive Science 7, 157-60. 
 
_______ (2004): “We don’t need a microscope to explore the chimpanzee mind.” Mind & 
Language 19, 1-28. 
 
Preston, J. and Bishop, M. (2002): Views into the Chinese Room. Oxford, OUP.  
 
Putnam, H. (1967): “Psychological predicates.” In: J. Heil (ed.) Philosophy of Mind: A Guide 
and Anthology. Oxford, OUP, pp. 158-167. 
 
_______ (1968): “Brains and behaviour.” In: R. Buttler (ed.) Analytical Philosophy: Second 
Series. Oxford, Blackwell. Reprinted in: D. J. Chalmers (ed.) Philosophy of Mind: Classical 
and Contemporary Readings. Oxford, OUP, pp. 45-54. 
 
_______ (1975): “The Meaning of ‘Meaning’.” In: K. Gunderson (ed.) Language, Mind and 
Knowledge. Minnesota Studies in the Philosophy of Science, VII. Minneapolis (Minn.), 
University of Minnesota. Reprinted in: Mind, Language and Reality. Philosophical Papers, 
Volume 2. Cambridge, Cambridge University Press, pp. 215-71. 
 
_______ (1992): “The Project of Artificial Intelligence.” In: Renewing Philosophy. Cambridge, 
Mass., Harvard University Press, pp. 1-18. 
 
Quine, V.W. (1951): “Two dogmas of Empiricism.” The Philosophical Review 60, 20-43. 
Reprinted in: From a Logical Point of View. Cambridge, Mass., Harvard University Press, pp. 
20-46. 
 
_______ (1960): Word and Object. Cambridge, Mass., MIT Press. 
 
Rescher, N. (1979): “The ontology of the possible.” In: M. J. Loux (ed.) The Possible and the 
Actual: Readings in the Metaphysics of Modality. Ithaca, Cornell University Press, pp. 166-181. 
 
Rey, G. (1988): “A question about consciousness.” In: H. Otto and J. Tuedio (eds.) Perspectives 
on Mind. Dordrecht, Reidel, pp. 5-24. 
 
Rock, I. (1983): The Logic of Perception. Cambridge, Mass., MIT Press. 
 
Rojas, R. and Hashagen, U. (2000): The First Computers: History and Architectures. 
Cambridge, Mass., MIT Press. 
 

 325



Rucker, R. (1982): Software. New York, HarperCollins. 
 
Rudder Baker, L. (1987): “Cognitive suicide.” Reprinted in: J. Heil (ed.) Philosophy of Mind: A 
Guide and Anthology. Oxford, OUP, pp. 401-13. 
 
Rumelhart, D.E., Hinton, G.E. and Williams, R.J. (1986): “Learning internal representations by 
error propagation.” In: D.E. Rumelhart, J.L. McClelland, and the PDP Research group Parallel 
Distributed Processing: Explorations in the Microstructure of Cognition, Vol. 1. Cambridge, 
Mass., MIT Press, pp. 318-62. 
 
Russell, S., Norvig, P. and Canny, J. (2003): Artificial Intelligence: A Modern Approach. 
Englewood Cliffs (N.J.), Prentice Hall. 
 
Ryan, M. (1991): Possible Worlds, Artificial Intelligence and Narrative Theory. Bloomington, 
Ind., Indiana University Press. 
 
Ryle, G. (1949): The Concept of Mind. London, Hutchinson.  
 
Saygin, A.P., Cicekli, I. and Akman, V. (2000): “Turing test: 50 years later.” In: J.H. Moor 
(ed.) The Turing test: The Elusive Standard of Artificial Intelligence. Dordrecht, Kluwer 
Academic Publishers, pp. 23-78. 
 
Schank, R.C. and Abelson, R.P. (1977): Scripts, Plans, Goals, and Understanding. Hillsdale, 
N.J., Erlbaum. 
 
Schlick, M. (1932/1933): “Positivism and realism.” Erkenntnis III, 1932/33. Reprinted  in: R. 
Boyd et al. (eds.) The Philosophy of Science. Cambridge, Mass., MIT Press, pp. 37-55. 
 
Searle, J. (1980): “Minds, brains and programs.” Behavioral and Brain Sciences 3, 417-24. 
Reprinted in: M. Boden (ed.) The Philosophy of Artificial Intelligence. Oxford, OUP, pp. 67-88. 
 
_______ (1983a): Intentionality: An Essay in the Philosophy of Mind. Cambridge, Cambridge 
University Press. 
 
_______ (1983b): “Can computers think?” In: D. J. Chalmers (ed.) Philosophy of Mind: 
Classical and Contemporary Readings. Oxford, OUP, pp. 669-75.  
 
_______ (1984): “Intentionality and its place in nature.” Synthese 61/1, 3-16. Reprinted in: 
Consciousness and Language. Cambridge, Cambridge University Press, pp. 77-89. 
 
_______ (1989): “Individual intentionality and social phenomena in the theory of speech acts.” 
In: G. Deladalle (ed.) Semiotics and Pragmatics (Proceedings of the Perpignan Symposium). 
Amsterdam, John Benjamins Publishing Co. Reprinted in: Consciousness and Language. 
Cambridge, Cambridge University Press, pp. 142-55. 
 

 326



_______ (1990): “Is the brain’s mind a computer program?” Scientific American, January 1990, 
20-25. 
 
_______ (1992a): The Rediscovery of the Mind. Cambridge, Mass., MIT Press. 
 
_______ (1992b): “Conversation.” In: H. Parret and J. Verscheuren (eds.) (On) Searle on 
Conversation. Amsterdam, John Benjamins Publishing Co. Reprinted in: Consciousness and 
Language. Cambridge, Cambridge University Press , pp. 180-202.  
 
_______ (1994): “Animal minds.” Midwest Studies in Philosophy vol. XIX, 206-19. Reprinted 
in: Consciousness and Language. Cambridge, Cambridge University Press, pp. 61-89. 
 
_______ (1997): The Mystery of Consciousness. London, Granta. 
 
_______ (2002a): “The problem of consciousness.” In: Consciousness and Language. 
Cambridge, Cambridge University Press, pp. 7-17. 
 
_______ (2002b): “Intentionality and its place in nature.” In: Consciousness and Language. 
Cambridge, Cambridge University Press, pp. 77-89. 
 
_______ (2002c): “Twenty-one years in the Chinese Room.” In: J. Preston and M. Bishop 
(eds.) Views into the Chinese Room: New Essays on Searle and Artificial Intelligence. Oxford, 
OUP, pp. 51-69. 
 
_______ (2004): Mind: A Brief Introduction. New York, OUP. 
 
_______ (2007): Freedom and Neurobiology: Reflections on Free Will, Language, and 
Political Power (Columbia Themes in Philosophy). Chichester, West Sussex, Columbia 
University Press.
 
Shanahan, M.P. (2003): “The Frame Problem.” In: L. Nadel (ed.) The Macmillan Encyclopedia 
of Cognitive Science. London, Macmillan, pp. 144-150. 
 
Swade, D. (2000): The Difference Engine: Charles Babbage and the Quest to build the First 
Computer. London, Penguin. 
 
Tomasello, M. (2003a): Constructing a Language. Cambridge, Mass., Harvard University 
Press. 
 
_______ (2003b): “Chimpanzees versus humans: it’s not that simple.” Trends in Cognitive 
Science 7, 239-40. 
 
Tomasello, M., Call, J. and Hare, B. (2003): “Chimpanzees understand psychological states —
the question is which ones and to what extent.” Trends in Cognitive Science 7, 153-56. 
 

 327



Turing, A.M. (1936): “On computable numbers, with an application to the 
Entscheidungsproblem.” Proceedings of the London Mathematical Society, series 2, Vol. 42, 
231-65 (with corrections in Vol. 43: 544-6). Reprinted in: M. Davis (ed.) The Undecidable. 
New York, Raven Press. 
 
_______ (1948): “Intelligent machinery.” National Physical Laboratory Report. In: B. Meltzer 
and  D. Michie (eds.) Machine Intelligence 5. Edinburgh, Edinburgh University Press, pp. 3-23. 
 
_______ (1950): “Computing intelligence and machinery.” Mind LIX, no. 2236, (Oct. 1950), 
433-60. Reprinted in: M.A. Boden (ed.) The Philosophy of Artificial Intelligence. Oxford, OUP, 
pp. 40-66. 
 
_______ (1951): “Can digital computers think?” In: K. Furukawa et. al. (eds.) Machine 
Intelligence 15. Oxford, OUP, pp. 42-60. 
 
Van Gulick, R. (1992): “Time for more alternatives.” Behavioral and Brain Sciences 15, 228-
29. Reprinted in: N. Block, O. Flanagan and G. Güzeldere (eds.) The Nature of Consciousness: 
Philosophical Debates. Cambridge, Mass., MIT Press, pp. 181-3. 
 
Walton, K.L. (1990): Mimesis as Make-Believe. Cambridge, Mass., Harvard University Press.  
 
Watson, J.B. (1913): “Psychology as the behaviourist views it.” Psychological Review 20, 158-
77. 
 
Weizenbaum, J. (1984): Computer Power and Human Reason: From Judgement to Calculation. 
Harmondsworth, Pelican. 
 
Wilkes, K. (1984): “Is consciousness important?” British Journal of Philosophy of Science 35, 
223-43. 
 
Williamson, T. (2005): “Armchair philosophy, metaphysical modality and counterfactual 
thinking.” Presidential Address, Proceedings of the Aristotelian Society 105, 1-23. 
 
Winograd, T. (1973): “A procedural model of language understanding.” In: R.C. Schank and K. 
M. Colby (eds.) Computer Models of Thought and Language. San Francisco, W.H. Freeman, 
pp. 152-86. 
 
Wittgenstein, L. (1958): Philosophical Investigations. Oxford, Blackwell. 
 
_______ (1980): Remarks on the Philosophy of Psychology. Vol. 1. Oxford, Blackwell. 
 
Yablo, S. (2002): “Coulda, Woulda, Shoulda.” In: T. Szabo Gendler and J. Hawthorne (eds.) 
Conceivability and Possibility. Oxford, Oxford University Press, pp. 441-92. 
 
 
 

 328



 
 

 329


	Thesis_master copy INICIO_to print.doc
	Thesis_master copy_to print.doc

