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Macroscopic simulation of multiscale systems
within the equation-free framework

C. Vandekerckhove
Department of Computer Science, K.U.Leuven
Celestijnenlaan 200A, B-3001 Leuven, België

Abstract

For many problems in science and engineering, the best available model
is given on a microscopic level, while we would like to analyze the system
on a much coarser, macroscopic level. To bridge this gap between the scale
of the available model and the scale of interest, the so-called equation-free
framework was developed. This framework is built around the central idea
of a coarse time-stepper, which evolves the macroscopic variables in time,
based on short, appropriately initialized simulations with the microscopic
model. In this thesis, we study the numerical properties of several key
algorithms in the equation-free framework.

First, we study the accuracy and stability of the coarse time-stepper
when a lattice Boltzmann model is used as the microscopic simulator. As
these numerical properties depend not only on the lattice Boltzmann model
parameters but also on the specifics of the coarse time-stepper, the analysis
allows to determine the influence of various aspects involved in the con-
struction of the coarse time-stepper in a systematic way. Most importantly,
it is shown that an appropriate initialization of the microscopic simulations
is crucial to recover the correct macroscopic behavior.

Then, we focus on the class of constrained runs functional iterations
that was developed to appropriately initialize the microscopic simulations.
In certain cases, the constrained runs iterations fail to converge. The con-
ditions for convergence are determined and a Newton-Krylov variant of the
constrained runs scheme is developed to overcome the potential convergence
problems.

Finally, we investigate the accuracy and stability of several time integra-
tion acceleration methods. It is shown that, under certain conditions, these
methods can be used to accelerate a time integrator, irrespective of the ex-
act nature of the underlying model. The different methods are applied to
accelerate a lattice Boltzmann model, or, in the equation-free context, the
coarse time-stepper for a (noisy) lattice Boltzmann model.
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ε FHN reaction term parameter
ε small parameter
ε machine precision
η parameter in coarse grid correction preconditioner
θ – scaled local error constant of inner integrator
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λ – bifurcation parameter

– eigenvalue
– parameter in (stochastic) test equation
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µ – eigenvalue
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ξ – energy (scaled second-order velocity moment of fi)
– variable in characteristic polynomial

ξ∗ value of the energy on the slow manifold
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– eigenvalue of time-stepper
– parameter in (stochastic) test integrator
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φ momentum (first-order velocity moment of fi)
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ψ parameter in stochastic test equation
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∆m+1 (m+ 1)-st-order forward difference
∆t – LBM time step

– microscopic time step
– time step of the inner integrator

∆T – coarse (macroscopic) time step
– time step of acceleration method

∆x lattice spacing
Υ stability region of ODE time integration method
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Ω stability region of acceleration method
ΩN (m, k) stability region of the MSEM with parameters N , m and k
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a(x/ε) diffusion coefficient with small-scale fluctuations
a0, a1 FHN reaction term parameters
b right-hand side of linear system
c(m, i) backward extrapolation coefficient
d(N, i) forward extrapolation coefficient
e global error
ei matrix element i places above (or if i < 0, below) the diagonal
el l-th unit vector
est local error estimate
f right-hand side of ODE
fi particle distribution function
feq

i BGK local equilibrium distribution function

f
[·]
i smooth function in asymptotic expansion
g function of which the zeroes correspond to a fixed point

of the CR functional iteration
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h microscopic forward Euler time step
i index
j index
k – index
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Chapter 1

Introduction

1.1 Background

1.1.1 Macroscopic modeling

Many problems in science and engineering are multiscale in nature, in the
sense that they exhibit a wide range of time and space scales. Matter
is for instance built up with atoms or molecules, while even the smallest
visible objects are many orders of magnitude larger. In a similar manner,
the vibrations of chemical bounds occur at the scale of femtoseconds, while
reactions may take hours to complete. Phenomena observed at “human”
time and space scales are therefore often the direct consequence of what
takes place at shorter and smaller scales. The mechanical properties of a
metal, for example, such as the strength or hardness, are the direct result
of the microstructure (impurities, dislocations). The growth of a tumor is
caused by an unregulated growth of vast amounts of tiny cells; the abnormal
behavior of each cell itself is the result of DNA mutations at even smaller
scales.

Despite the fact that most biological, physical or chemical processes
span a wide range of time and space scales, scientist have been able to
describe many of these processes in a quantitatively accurate manner using
purely macroscopic modeling techniques. The resulting models ignore the
actual microscopic nature of the system, and typically consist of one or more
equations that describe the behavior of the physical system.

Historically, macroscopic models were often derived as conservation laws,
closed through empirical (observation-based or ad-hoc) constitutive rela-
tions. In chemical kinetics, for instance, reactions are typically modeled
by equations that are obtained by combining the conservation law of mass
with the law of mass action, which relates the chemical reaction rate with

1



2 Chapter 1. Introduction

the masses of the reacting substances. In thermal physics, the heat equa-
tion is used to describe the evolution of the temperature in an object. This
equation may be derived from the conservation law of energy and Fourier’s
law, which relates the heat flux to the temperature profile. Finally, in fluid
dynamics, the motion of an isothermal Newtonian fluid is governed by the
Navier-Stokes equations. These equations were originally derived by closing
the conservation laws of mass and momentum with Newton’s law of viscos-
ity, which expresses that the viscous stress in the fluid is a linear functional
of the velocity gradient perpendicular to the direction of shear.

1.1.2 Numerical methods

Many macroscopic models (and in fact, all models described in the previous
section) come in the form of ordinary or partial differential equations (ODEs
or PDEs). These equations describe the time-dependent evolution of mac-
roscopic variables such as density, velocity or temperature. Mathematically,
a system of ODEs or PDEs can be written as

dU(t)

dt
= F (U(t)) (1.1)

or

∂U(x, t)

∂t
= F

(
U(x, t),

∂U(x, t)

∂x
,
∂2U(x, t)

∂x2
, . . . ,

∂kU(x, t)

∂xk

)
, (1.2)

where U(t) and U(x, t) denote the N -dimensional macroscopic state as a
function of time t or time t and space x, d(·)/dt and ∂(·)/∂t denote the
derivatives of U with respect to time, and ∂(·)/∂x up to ∂k(·)/∂xk denote
the derivatives of U with respect to space. In general, F is a nonlinear
function.

Except for some special cases, equations of the form (1.1) or (1.2) can-
not be solved analytically. For this reason, a broad variety of numerical
methods has been developed since the 1950s. These methods allow one
to find approximate discrete solutions with the help of a computer. The
spatial derivatives in (1.2) can for instance be discretized using a finite dif-
ference, finite element, finite volume or spectral method. The PDE is then
reduced to a higher-dimensional system of ODEs (this is the “method of
lines” approach [175]). To compute the time-dependent solution of the re-
sulting system of ODEs, numerous time integration methods were developed
[92, 93]. Two widely used classes of methods are linear multistep methods
and Runge-Kutta methods. A state of the art ODE solver typically also
provides error estimates, and changes the time step and possibly also the
order of the method accordingly during the time integration process (many
other features such as discontinuity detection are also possible). In this
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thesis, one step of a time integrator (or time-stepper or simulator) will be
written symbolically as

Un+1 = Φ∆t(Un), (1.3)

with Un an approximation of the state U at time tn, Un+1 an approximation
of the state U at time tn+1 = tn +∆t and Φ∆t a discrete evolution operator.
Note that we here explicitly assume that Φ∆t only depends on Un, and not
on earlier states. In other words, we only consider self-starting methods.
If we for instance use the forward Euler method to solve (1.1), we obtain
Φ∆t(Un) = Un + ∆tF (Un). Given the initial condition U0 at time t = 0,
successive iteration of (1.3) yields a sequence of values {Ui}∆t with spacing
∆t, which approximate the exact solution values U(i∆t).

Besides the task of computing the time-dependent solution of (1.1) or
(1.2), one is often interested in finding the asymptotic behavior as t → ∞.
In the simplest case, the system may for example converge to a steady state
or to a periodic solution. Computing these asymptotic states via long-term
time integration is often computationally expensive. Moreover, only stable
steady state can then be found. Therefore, one typically computes the
asymptotic states by explicitly eliminating the time dependency in (1.1) or
(1.2). A stable or unstable steady state U∗ of (1.1) can for instance be
found by solving the (in general nonlinear) system

F (U) = 0.

The stability of U∗ is determined by the eigenvalues of the Jacobian matrix

∂F

∂U
(U∗) .

A similar technique can also be used to compute and analyze periodic solu-
tions.

For applications with one or more parameters, one often wants to com-
pute a whole branch of asymptotic states as a function of the parameter(s).
Consider the ODE system

dU(t)

dt
= F (U(t), λ), (1.4)

with parameter λ. Bifurcation theory offers a systematic approach to com-
pute the branches of asymptotic states of such a system efficiently through
continuation, and to study their stability by monitoring the eigenvalues of
the Jacobian matrix. A bifurcation occurs when the stability of the so-
lution changes along the branch. At these points, a small change of the
parameter value λ causes a sudden “qualitative” or “topological” change
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in the system’s long-term dynamical behavior. Moreover, other solution
branches often intersect in these bifurcation points, or branches of solutions
of a different type emerge or end.

For small systems, several software packages exist for continuation and
bifurcation problems [40, 42]. The methods in these packages directly com-
pute the Jacobian matrices. For larger systems, the computation of the
Jacobian matrices is no longer feasible. For these problems, “matrix-free”
or “Jacobian-free” methods have been developed [121, 78], which only use
certain numerically estimated matrix-vector products with the Jacobian ma-
trix. In some cases, these methods may also operate on top of existing sim-
ulation codes. For the time-stepper (1.3), a steady state U∗ may then for
instance be found by solving the (in general nonlinear) system

U = Φ∆t(U),

as a fixed point of (1.3) is typically also a fixed point of the underlying
continuous evolution equation. The action of the Jacobian matrix of the
time-stepper can be obtained by combining the results of several time in-
tegrations starting from nearby initial conditions. Examples of such “time-
stepper based” bifurcation codes are given in [134, 181, 174, 116].

Besides time integration and bifurcation analysis, additional tasks such
as optimization and control can also be performed based on equations of the
form (1.1), (1.2), (1.3) or (1.4). Hence, we may conclude that a whole arsenal
of numerical methods is available to simulate and analyze a physical system
whenever a macroscopic model is available. In practice, such numerical
computations often replace physical experiments. The recently developed
Airbus A380, for instance, was modeled entirely on a computer before it
was built, saving millions of dollars in research and development.

1.1.3 Microscopic modeling

Despite their tremendous success in many areas of science and engineering,
macroscopic models also have their limitations. For instance, if we want
to study specific microscopic aspects such as the behavior of individual
molecules, we should clearly use a model in which more of the microscopic
aspects of the system are incorporated. In other cases, the assumptions and
closures used in the derivation of the macroscopic model may be inaccurate,
or they may not have a solid foundation. Then also, it might be better
to turn to microscopic modeling techniques (which are typically based on
fundamental physical principles) to simulate and analyze the system.

One of the best-known examples in which the failure of the classical mac-
roscopic description becomes manifest arises in fluid dynamics. When the
mean free path of the molecules is comparable to the characteristic length
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Figure 1.1: Different models are required to describe the behavior of a fluid at
different time and space scales.

scale of the problem (in more technical terms: when the Knudsen num-
ber is not close to zero), the standard continuum theory that leads to the
Navier-Stokes equations is no longer valid and the Navier-Stokes equations
no longer accurately describe the physical behavior of the fluid. This situa-
tion occurs naturally at very small scales (microfluidics) or under extreme
conditions (e.g., the motion of a satellite through the exosphere). In those
cases, we should turn to more detailed, microscopic models. Depending on
the Knudsen number and the required level of detail, different models may
be used (see Figure 1.1). As an illustration, we will now briefly describe
each of these modeling techniques.

In kinetic theory [132], one studies systems with a large number of inter-
acting particles. Particles are assumed to be in free linear flight most of the
time; just occasionally their flight is interrupted by a collision with another
particle. The result of such an event, which may in general be treated as a
classical elastic collision, is a change in the velocities and directions of both
particles. This simplified view on the movement of particles has led to one
of the most important equations in kinetic theory, the Boltzmann equation,
which describes the evolution of the probability density function over state
space (typically consisting of time, position and velocity).

At a more microscopic level, the movement of each individual particle
may be computed (instead of only the probability density function). We
then enter the field of molecular dynamics [69], in which the interaction
between the molecules is described through a potential energy function (or
force field) and the time-dependent trajectories of the individual particles
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are computed by solving Newton’s equations of motion.
To understand the behavior of the systems at even smaller scales (such as

electron structures), quantum-mechanical effects have to be incorporated.
In quantum mechanics [179], models are based on the Schrödinger wave
equation, which describes how the wave function of a particular system
evolves over time.

Other types of microscopic models include cellular automata [29], (ki-
netic) Monte Carlo methods [79], Brownian dynamics [59], dissipative par-
ticle dynamics [88], smoothed particle hydrodynamics [145], and individual
based models [87]. Of special interest in the remainder of this thesis are
lattice Boltzmann models [30]. These models can be viewed as a special
discretization of the Boltzmann equation [94]. The continuous distribution
function is discretized in space and time, and only a discrete set of particle
velocities is considered. As in kinetic theory, the lattice Boltzmann model
then simply expresses that particles collide between periods of free flight.

1.1.4 Analytical and computational coarse graining

In the previous section, we illustrated that the same physical system may
be described by different models at different time and space scales. To
simulate or analyze the system, one should preferentially use a model that
acts directly on the scale of interest. We will further call this the macroscopic
scale and refer to the model as a macroscopic model. If the model comes in
the form of ODEs or PDEs, numerical techniques such as those described
in Section 1.1.2 can readily be applied.

An accurate macroscopic model may, however, not be available, for in-
stance because the constitutive relations required in the derivation of such
a model are not accurate enough or even completely unknown. In those
cases, we often have at our disposal an accurate model of the system at a
lower-level scale. We will further call this the microscopic scale and refer to
the model as a microscopic model. Conceptually, the macroscopic behav-
ior of the system could then be computed by extracting the macroscopic
quantities of interest during a microscopic simulation. Due to the presence
of fast time and short space scales and the large amount of microscopic
“units” (such as atoms or molecules) that are typically involved, however,
this is often only computationally feasible over a spatio-temporal domain
that is much smaller than the domain over which the macroscopic fields
evolve. A molecular dynamics simulation of the folding of a small protein
in water over one microsecond, for example, may take several months of
computation on a massively parallel supercomputer with many hundreds of
processors, while even the fastest proteins need 10 to 100 microseconds to
fully fold [45].

To bridge the gap between the microscopic scale of the available model
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and the macroscopic scale of interest, there are basically two options. The
first option (analytical coarse graining) is to put extra theoretical and/or
empirical effort in finding the correct macroscopic model anyway. If a mac-
roscopic model exists, it should in principle always be possible (but not
necessarily easy) to derive this model from the microscopic model (cf. the
derivation of the Navier-Stokes equations from kinetic theory). The second
option (computational coarse graining) is to use numerical multiscale meth-
ods. Macroscopic and microscopic models and techniques are then coupled
so that a computational method is obtained that allows one to compute the
macroscopic information to desired accuracy in a much more efficient way
than by just solving the microscopic model.

1.1.5 Numerical multiscale methods

Without aiming at being complete, we now give an overview of some recently
proposed numerical multiscale methods. Again, we want to emphasize that
the multiscale methods focussed on in this thesis are designed to resolve only
the macroscopic behavior of the system. Methods such as geometric and
algebraic multigrid methods [198], wavelet based multiresolution analysis
[105] or the fast multipole method [86], which are also often referred to as
numerical multiscale methods in the literature, are not considered here.

Below, we classify the numerical multiscale methods as either closure
methods or hybrid methods.

Closure methods. Closure methods are developed for multiscale prob-
lems for which a macroscopic model in terms of an appropriate set of macro-
scopic variables conceptually exists, but is not available in closed form. The
aim of these methods is to perform macroscopic tasks such as simulation,
bifurcation analysis or control without making explicit use of the unavail-
able macroscopic model. Instead, the necessary macroscopic information is
extracted directly from the microscopic model. The special properties of the
microscopic model (such as scale separation or self-similarity) that under-
pin the existence of the unavailable macroscopic model are then typically
exploited to render the closure method computationally efficient.

A typical example of a closure method is the quasi-continuum method
for the simulation of the macroscopic deformation of a material [143, 120,
180, 193]. Instead of using the traditional (empirically measured) energy
functional, the quasi-continuum method is based directly on the atomic
potential. The local energy that is estimated from a microscopic simulation
on a domain consisting of a small number of atoms is then considered as
the average energy over a much larger macroscopic unit cell (at this point,
the scale separation is exploited). These estimates are subsequently used as
input for a macroscopic finite element method.
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Other examples of closure methods are the so-called micro-macro ap-
proaches for (non-Newtonian) polymeric fluid flows [108, 107, 109, 117, 156].
Here, a macroscopic Navier-Stokes type PDE is coupled with a Monte Carlo
simulation to estimate the stress tensor. In the gas-kinetic scheme [224], the
macroscopic behavior of gases is computed by using hydrodynamic fluxes
that are estimated from simulations with kinetic models as input in a finite
volume method. Numerical homogenization techniques for static and dy-
namic problems were first proposed in [11, 53]. Other closely related meth-
ods are the multiscale finite element method [99, 100], the generalized finite
element method [190, 137, 176], wavelet-based numerical homogenization
[44, 54] or multigrid-based numerical homogenization [146, 150]. Finally,
we also want to mention the optimal prediction method [33, 31, 32] and
the related moment map approach [13, 83], in which the average solution
of problems that are too complicated for adequate resolution is computed
by taking additional information about the statistics of the solution into
account.

Hybrid methods. Hybrid methods are developed for multiscale problems
for which a macroscopic model is known but breaks down in a localized re-
gion in space and/or time (e.g., around a crack in a material or near the
boundary of the domain). In these regions, the microscopic model should
be used; further away the macroscopic model can still be applied. A crucial
component in these method is how information is passed from the micro-
scopic to the macroscopic domain (which may or may not overlap) and vice
versa, so that the physical continuity of the overall solution is guaranteed.
The computational efficiency of hybrid methods directly stems from the fact
that the expensive microscopic model is only used in localized regions rather
than in the whole computational domain.

A typical example of a hybrid method is the Adaptive Mesh and Algo-
rithm Refinement (AMAR) method for the simulation of fluid flow [70, 6, 7].
This method uses the Adaptive Mesh Refinement (AMR) framework [17, 16]
to refine the mesh that is used to solve the macroscopic model (the Navier-
Stokes equations). When the grid spacing approaches the mean free path
of the atoms or molecules, the macroscopic model is no longer valid (cf.
Section 1.1.3) and in these regions a microscopic model such as direct sim-
ulation Monte Carlo is used instead. For the technical details about how
the microscopic and macroscopic solutions are coupled, we refer to [70].

Many other hybrid methods have been developed in the context of fluid
flow problems [90, 91, 220, 221, 129, 130, 216, 66, 22, 125, 219, 154]. In
most of these methods, the continuum flow is described by a finite volume
discretization of the Navier-Stokes equations, while atomistic computations
are performed in the region of break-down. The atomistic and continuum
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descriptions are then typically combined using the alternating Schwarz prin-
ciple or through (time-explicit) flux matching. In the context of solid me-
chanics, hybrid methods were developed in [131, 218, 50, 166, 4].

1.1.6 Equation-free computing

Many of the closure or hybrid methods described in Section 1.1.5 have been
developed and used in very specific application areas. In [118], a more
general (but therefore also more abstract) “equation-free” framework was
proposed to tackle multiscale problems for which an accurate macroscopic
model is unavailable on part of or the whole computational domain. Given
a microscopic simulator, the equation-free techniques allow the modeler to
perform efficient macroscopic computations even when no macroscopic equa-
tions are available (hence the name “equation-free”). The framework is built
around the central idea of a coarse time-stepper, which evolves the macro-
scopic variables based on short, appropriately initialized simulations with
the microscopic model. Once available, the coarse time-stepper can be used
in conjunction with a number of time-stepper based numerical techniques
to obtain an efficient scheme to perform macroscopic tasks such as time
integration, bifurcation analysis, optimization or control.

Inspired by the equation-free framework, the heterogeneous multiscale
method was developed in [47, 48, 49]. In this method, it is assumed that the
general form of the macroscopic evolution law is known. The details (such as
certain coefficients of the macroscopic equation) are then computed on-the-
fly through microscopic simulations. In spite of this difference in starting
point, many of the underlying ideas are similar to those used in the equation-
free framework.

1.2 Aim and outline

In this thesis, we will study various aspects of the equation-free computing
framework. We focus on multiscale problems for which the macroscopic
model is unavailable on the whole computational domain. Therefore, the
resulting equation-free methods can be categorized as closure methods (see
[204] for an example of a hybrid equation-free method). On the basis of
a number of model problems, the numerical properties of several key algo-
rithms are investigated. Based on these results, various modifications to the
existing algorithms are proposed.

Chapter 2. Equation-free computing. Using a slow-fast system as a
model problem, analytical coarse graining and equation-free computing are
introduced. We illustrate how the equation-free framework is built around
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the central idea of a coarse time-stepper (CTS), which evolves the macro-
scopic variables based on short, appropriately initialized simulations with
the microscopic model. Special attention is paid to the task of lifting (ini-
tialization of the microscopic simulator), and in this context a class of con-
strained runs (CR) functional iterations is introduced. Finally, it is shown
that once an accurate CTS is available, it can be used in conjunction with
a number of numerical techniques to obtain an efficient overall scheme to
perform macroscopic tasks.

Chapter 3. Accuracy and stability of the CTS for a LBM. We fo-
cus on the numerical properties of the CTS when a lattice Boltzmann model
(LBM) for one-dimensional diffusion is used as the microscopic simulator.
Due to the simplicity of the LBM, we are able to derive analytical expres-
sions for the accuracy and stability of the CTS. These expressions depend
on the LBM parameters as well as on the specifics of the CTS. Therefore,
the analysis allows one to compare the influence of various aspects involved
in the construction of the CTS. Most importantly, it is shown that the use
of an accurate lifting procedure (e.g., based on the class of CR functional
iterations) is crucial to recover the correct macroscopic behavior.

Chapter 4. Convergence of the CR functional iteration. The CR
functional iteration is a powerful tool for implementing the lifting step in the
CTS. Unfortunately, the CR functional iteration does not always converge.
To gain more understanding of the convergence issues, we study the numer-
ical properties of the CR functional iteration in detail for a specific model
problem. We consider the general case where the macroscopic variables may
also evolve on a fast time scale. First, we show how the properties of the evo-
lution operator determine the accuracy and stability of the CR functional
iteration. Then, we illustrate that the potential stability problems can be
overcome by computing the fixed point of the CR functional iteration with
other numerical methods such as Newton’s method or Broyden’s method.

Chapter 5. A Newton-Krylov implementation of the CR scheme.
The approach of computing the fixed point of the CR functional iteration
with Newton’s method is extended so that it can efficiently be used in the
context of high-dimensional systems. Specifically, the linear systems that
arise in Newton’s method are solved with a preconditioned Krylov method.
The potential advantages of the resulting Newton-Krylov method are il-
lustrated using a LBM for a one-dimensional nonlinear reaction-diffusion
system as the microscopic simulator. Depending on the parameters of the
LBM, the CR functional iteration may converge slowly or even diverge.
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Both issues are largely resolved by using the Newton-Krylov method, espe-
cially when a coarse grid correction preconditioner is incorporated.

Chapter 6. Time integration acceleration methods. From this chap-
ter on, it is assumed that a stable and accurate CTS has been constructed
and that we want to use it to compute the macroscopic transient behav-
ior of the underlying system. For efficiency reasons, the CTS should be
combined with a time integration acceleration method. We consider three
related acceleration methods: the Projective Method (PM), the Multistep
State Extrapolation Method (MSEM) and the Teleprojective Method (TM).
After having introduced these methods in a unified manner, we explain how
the stability of these methods can be analyzed and summarize some specific
stability results for the PM and TM.

Chapter 7. Stability of the MSEM. A detailed stability analysis of the
MSEM is presented. It is shown that, whereas the PM can only be used to
accelerate time integrators with well-separated time scales, the MSEM can,
like the TM, also be used to accelerate time integrators with a continuum
of time scales. Moreover, we show that the MSEM may also be used to
accelerate time integrators of which the eigenvalues are not limited to a
small strip around the real axis or some localized clusters.

Chapter 8. Accuracy of the PM, MSEM and TM. We study the
accuracy of the PM, MSEM and TM. Expressions for the local and the global
error of the PM and MSEM are derived, and we compare with the accuracy
of the TM and a class of first-order accurate Chebyshev methods. Then,
the results are used to develop more accurate variants of the MSEM. It is
shown that, due to the inherent trade-off between accuracy and stability,
the accuracy cannot drastically be improved if we want to use the resulting
methods to accelerate time integrators with a continuum of time scales.
Our findings are confirmed by various numerical experiments, which also
illustrate the performance of the different acceleration methods.

Chapter 9. Acceleration of LBMs. The PM and the MSEM are used
to accelerate a LBM for the one-dimensional FitzHugh-Nagumo reaction-
diffusion system. After illustrating the stability and accuracy properties
that were derived in Chapters 6–8, it is shown that the error obtained
with the PM and MSEM is comparable and small compared to the spatio-
temporal discretization error of the LBM itself. Therefore, a considerable
speedup can be obtained without essential accuracy loss. We also illus-
trate that it is straightforward to combine the acceleration methods with
traditional numerical tools for adaptive step size control.
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Chapter 10. Acceleration of the CTS for a (noisy) LBM. Based on
the results from many of the previous chapters, it is first shown that, under
certain conditions, the CTS for a LBM for one-dimensional diffusion can
be accelerated in an unconditionally stable manner with the MSEM or the
TM. Then, we study the effect of having a stochastic microscopic simulator
by adding artificial noise to the LBM. We numerically demonstrate that, in
the presence of noise, the MSEM may be more accurate and more stable
than the TM. These observations are rationalized by a stochastic stability
analysis of both acceleration methods.

Chapter 11. Conclusions. We summarize the main conclusions of the
research presented in this thesis, highlight our contributions and provide
some guidelines for further research.



Chapter 2

Equation-free computing

2.1 Introduction

For an important class of multiscale problems, the available model is given
on a microscopic level, while we would like to analyze the system on a much
coarser, macroscopic level. For problems of this type, Kevrekidis, Gear et
al. proposed the equation-free computing framework, which is built around
the central idea of a coarse time-stepper (CTS). The CTS evolves the mac-
roscopic variables based on short, appropriately initialized simulations with
the microscopic model. Once available, the CTS can be used in conjunc-
tion with a number of time-stepper based numerical techniques to obtain
an efficient scheme to perform macroscopic tasks such as time integration,
bifurcation analysis, optimization or control.

In this chapter, we introduce the basic concepts of analytical coarse
graining and equation-free computing. As an illustrative example, we con-
sider the Michaelis-Menten-Henri (MMH) model, which describes the kinet-
ics of many fundamental reactions in chemistry and biology, and is consid-
ered here as the microscopic model. The reader who is already sufficiently
familiar with multiscale modeling and equation-free computing may skip
this chapter without loss of continuity.

This chapter is organized as follows. In Section 2.2, we introduce the
MMH model and show how a macroscopic model can be derived. (In prac-
tice, the equation-free methods should of course only be used when such
an analytical coarse graining procedure is not available). In Section 2.3,
we provide more details about the assumptions that underpin the equation-
free framework, and discuss how the CTS can be constructed both for the
MMH model problem and in general. Finally, in Section 2.4, we illustrate
that an efficient macroscopic scheme can be obtained by using the CTS in

13
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conjunction with a number of time-stepper based numerical algorithms.

2.2 The Michaelis-Menten-Henri model

2.2.1 Model description

As a microscopic model problem, we consider the MMH model, which
describes the kinetics of substrate-enzyme interaction [41, 52, 158, 155].
Specifically, the mechanism models the bimolecular reaction between the
substrate S and the enzyme E, which leads to the formation of the inter-
mediate substrate-enzyme complex C. This complex is further metabolized
into a product P and the original enzyme E according to the scheme

E + S
k1−−−−−⇀↽−−−−−
k2

C
k3−−−−→ P + E.

Applying the law of mass action (cf. Section 1.1.1) on the concentrations
[E], [S], [C] and [P ], we obtain the ODE system

d[E]/dT = −k1[E][S] + k2[C] + k3[C]

d[S]/dT = −k1[E][S] + k2[C]

d[C]/dT = k1[E][S] − k2[C] − k3[C]

d[P ]/dT = k3[C],

where d[.]/dT denotes the time derivative of concentration [.]. As the quan-
tities [E] + [C] ≡ Etot and [S] + [C] + [P ] ≡ Stot remain constant for all
times, the above system may be reduced to

d[S]/dT = −k1Etot[S] + (k1[S] + k2)[C]

d[C]/dT = k1Etot[S] − (k1[S] + k2 + k3)[C].

Rescaling the variables via t = T/(k1Etot), x = [S]/Stot and y = [C]/Etot,
and defining ε = Etot/Stot, λ = k3/(k1Stot) and κ = (k2 + k3)/(k1Stot), we
obtain

x′ = −x+ (x+ κ− λ) y

εy′ = x− (x+ κ) y,

where (·)′ ≡ d(·)/dt. For concreteness, we will further set κ = 1 and λ = 0.5
as in [72], so that our final system becomes

x′ = −x+ (x+ 1/2) y

εy′ = x− (x+ 1) y.
(2.1)
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If there is much less enzyme than substrate at time t = T = 0 (an
assumption that is very often justified), it holds that 0 < ε � 1. The
system (2.1) then exhibits two well separated time scales: the dynamics of
y may evolve much faster than the dynamics of x. Therefore, the system
(2.1) will further be called a slow-fast system. A system of the form (2.1)
is also called a singularly perturbed problem, as, in contrast to regularly
perturbed problems, setting ε = 0 does not allow one to find a solution that
satisfies any arbitrary initial condition (x, y) [60, 155].

In the remainder of this chapter, the system (2.1) will considered to be
the available microscopic model for the microscopic variables x and y. The
slow variable x will also be used as the macroscopic variable, in terms of
which we will describe the macroscopic behavior. We want to emphasize
that the MMH model is one of the simplest possible multiscale model prob-
lems, as there are only two well separated time scales, and the system is
in explicit slow-fast form. That is, x is a “pure slow” variable in the sense
that its value does not change substantially over short time intervals, even
if the value of y does.

2.2.2 Analytical coarse graining

For the MMH model problem, a macroscopic equation can analytically be
derived up to1 arbitrary order in the small parameter ε. In this section,
we will go through this derivation in detail, as the ideas presented in the
derivation will be of direct interest further on.

Since y equilibrates fast compared to the dynamics of x, a good approx-
imation of the long-term macroscopic behavior may be obtained by setting
εy′ ≈ 0 in (2.1). We then obtain

y ≈ x

x+ 1
. (2.2)

This illustrates that the variable y quickly becomes slaved to (a functional
of) the slow variable x. Equation (2.2) is therefore called a slaving relation.
Any arbitrary initial condition (x0, y0) is quickly attracted towards a mani-
fold on which (2.2) holds. We will further loosely speak about the manifold
(2.2), even though there is no equality sign in (2.2). Note that this mani-
fold is in general slightly different from the manifold y = x/(x + 1), which
is therefore called the approximate manifold. The time interval needed to
reach the manifold (2.2) will further be called the slaving time; the state
obtained after the slaving time will be called a slaved state. In the litera-
ture, one also uses the terms healing time and healed, mature or bred state
[118, 160]. Since x is a pure slow variable, the trajectories will approach

1Throughout this thesis, the word groups up to and up to and including are used
interchangeably.
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Figure 2.1: Left: the fast, nearly vertical trajectories of the MMH model (thin
lines) towards the slow manifold (thick line), starting from various initial condi-
tions (circle markers). Time ticks are shown every ε/10 = 0.001 time units (dots).
Right: |yMMH − ySR|, with yMMH the value of y computed by simulation of (2.1)
(after the slaving time, this is the “exact” solution) and ySR the value of y accord-
ing to the slaving relation (2.6) up to the zeroth-order (dotted line), first-order
(dash-dotted line), second-order (dashed line) or third-order (solid line) term.

the manifold (2.2) in a nearly vertically manner in phase space when the
horizontal axis corresponds to the x-axis and the vertical axis to the y-axis.
Once on the manifold (i.e., when the fast transients have died out), both x
and y evolve slowly compared to the initial fast modes. For this reason, the
manifold (2.2) will further also be called the slow manifold.

An illustration of the fast, nearly vertical trajectories towards the slow
manifold in phase space is shown in Figure 2.1 (left) for the MMH model
problem with ε = 0.01. Here, (2.1) is solved by a virtually exact time
integrator, which is based on the embedded Runge-Kutta (4, 5) method
proposed by Dormand and Prince [43] (the inner time step is so small that
the estimated error drops below machine precision).

By substituting y = x/(x+1) into the evolution equation for x (the first
equation in (2.1)), we obtain the approximate macroscopic equation

x′ = − x

2(x+ 1)
(2.3)

in terms of the macroscopic variable x only. This equation describes the
evolution of x on the approximate manifold.

The procedure outlined above is known in the literature as the quasi
steady state approximation [177]. More accurate results (especially when ε
is not very small) can be obtained by considering the asymptotic expansion

y = F0(x) + εF1(x) + ε2F2(x) + ε3F3(x) + . . . (2.4)
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Here, the functions Fi only depend on x and are assumed to be smooth.
Following the tradition of classical asymptotic analysis [111], we will stay
on a formal level in the sense that we do not prove the existence of the
asymptotic expansion (2.4). If we insert (2.4) into the second equation of
(2.1), we obtain

xF0 − x+ F0 +

(
xF1 +

∂F0

∂x
x′ + F1

)
ε

+

(
xF2 +

∂F1

∂x
x′ + F2

)
ε2 + . . . = 0.

(2.5)

Using the first equation of (2.1), this can be rewritten as

xF0 − x+ F0 +

(
xF1 +

∂F0

∂x

(
−x+

(
x+

1

2

)
F0

)
+ F1

)
ε

+

(
xF2 +

∂F1

∂x

(
−x+

(
x+

1

2

)
F0

)
+ F2 +

∂F0

∂x

(
x+

1

2

)
F1

)
ε2

+ . . . = 0.

This equation should hold for each order of ε separately. If we consider the
O(ε0) term2, we find that F0(x) = x/(x + 1). Hence, the result obtained
with the quasi steady state approximation corresponds to the zeroth-order
contribution in the asymptotic expansion (2.4). If we consider the O(ε)
term and take into account that F0(x) = x/(x+ 1), we find that

F1(x) =
x

2(x+ 1)4
.

In a similar manner, the O(ε2) term yields

F2(x) = − 5x2

4(x+ 1)7
.

Note that if x′ = 0, we obtain that F1 and F2 are zero, as can easily be
seen from equation (2.5). This illustrates that, for this model problem,
the higher-order contributions in the slaving relation are all zero at the
macroscopic steady state. The x-component of the steady state of (2.1) is
therefore also a fixed point of (2.3).

2Throughout this thesis, we will slightly abuse the mathematical notation f = O(g)
and the words f is of order g, in the sense that we not only use them to denote that
g is an asymptotic upper bound on f up to constant factor, but also to denote that g

is an asymptotic tight bound on f . The latter is traditionally also known as f = Θ(g).
The precise meaning should be clear from the context (e.g., do we use O(·) to denote all
higher-order contributions in an asymptotic expansion, or to denote one specific term in
this expansion?).
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Above, we computed the first few terms of the slaving relation

y =

∞∑

p=0

Fp(x)ε
p

=
x

x+ 1
+ ε

x

2(x+ 1)4
− ε2

5x2

4(x+ 1)7
+ ε3

x(41x2 − 4x− 1)

8(x+ 1)10
+ O(ε4).

(2.6)

By substituting this expression up to a certain order of ε into the evolution
equation for x (the first equation in (2.1)), we obtain a macroscopic equation
that is more accurate than (2.3).

The correctness of the slaving relation (2.6) is illustrated in Figure 2.1
(right). Here, the time evolution of |yMMH − ySR| is shown, with yMMH the
value of y computed by simulation of (2.1) starting from the initial condition
(x, y) = (2, 1) (after the slaving time, this is the “exact” solution) and with
ySR the value of y according to the slaving relation (2.6) up to the zeroth-,
first-, second- or third-order term (for the same x-values as obtained in the
simulation of (2.1)). The value of ySR clearly tends to yMMH as more terms
of (2.6) are incorporated.

We remark that, although no closed formula for the slaving relation
exists, we may use a truncated version of (2.6) to approximate the point
on the slow manifold corresponding to a given value of x to desired ac-
curacy. For x = 1 and ε = 0.01, for example, a truncated asymptotic
expansion including all terms up to the term of O(ε10) yields the value
y = 0.50031152780809838151. By comparing with the results from even
higher-order expansions, it is confirmed that all 20 digits reported here are
exact (i.e., the truncation error is smaller than 0.5 · 10−20).

Before closing this section, it is worth mentioning that the derivation
above is only valid when the exact solution of (2.1) is considered. If the
system (2.1) is solved numerically, we obtain a different slaving relation, of
which the lowest-order terms agree with (2.6). Let us illustrate this for the
forward Euler method with time step ∆t = γε (with γ typically of order
one for stability reasons). We then obtain the numerical scheme

xn+1 − xn

∆t
= −xn + (xn + 1/2)yn

ε
yn+1 − yn

∆t
= xn − (xn + 1) yn,

in which xn and yn are numerical approximations to the exact values of x
and y at time tn = n∆t.

If the numerical solution evolves smoothly, it is natural to consider an
expansion (2.4) as before. We now first expand xn+1 and yn+1 using a
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Taylor series expansion around tn. Then, we insert the expansion (2.4) into
these two equations and collect the terms in ε, taking into account that
γ = O(1) and hence that ε = O(∆t). The equations obtained should again
hold for each order separately. If we consider the O(ε0) term for the second
equation (the equation for y), we find that F0(x) = x/(x + 1), the same
result as obtained before. From the O(ε0) term in the first equation (the
equation in x), we then recover the macroscopic model (2.3). In a similar
manner, we can also equate the higher-order terms in ε in the equations for
y and x (in this order). We then obtain

yn =
∞∑

p=0

Fp(xn)εp =
xn

xn + 1
+ε

xn

2(xn + 1)4
−ε2 5x2

n − γ(x3
n + x2

n)

4(xn + 1)7
+O(ε3).

(2.7)

The influence of using the forward Euler method can clearly be seen in the
O(ε2) term. As was to be expected, (2.7) tends to (2.6) as γ → 0.

2.3 The CTS

2.3.1 Setting

In the previous section, it was shown that the time-scale separation is ex-
plicitly exploited in the process of analytical coarse graining. We illustrated
that in a microscopic simulation, all initial conditions are quickly attracted
towards the slow manifold, which may be parameterized by the macroscopic
variables and on which the macroscopic dynamics subsequently takes place.
In other words, the microscopic variables quickly become slaved to (func-
tionals of) the macroscopic variables, so that afterwards, the full microscopic
state can be accurately described in terms of these variables only.

In the MMH example, there was only one slow and one fast variable. In
general, there may be more variables and multiple time scales. As illustrated
in Figure 2.2, several manifolds can then be defined, on which the slow,
very slow, extremely slow. . . dynamics evolves. In principle, it should then
be possible to derive various corresponding models in terms of a decreasing
set of macroscopic variables. As we will see further on, the separation of
time scales that underpins the existence of these macroscopic models is also
exploited in the equation-free framework.

2.3.2 The CTS

The CTS maps a set of macroscopic variables at time tk to macroscopic
variables at time tk+1 = tk + ∆T , based on short, appropriately initialized
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Figure 2.2: Sketch of the typical microscopic evolution in a multiscale system. In
the situation depicted here, all initial conditions are first quickly attracted towards
a two-dimensional manifold. Afterwards, the trajectories on this manifold are
attracted to a one-dimensional manifold and finally also to an equilibrium.
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simulations with the microscopic model. In general, we first have to choose
an appropriate set of (possibly spatially distributed) macroscopic variables,
in terms of which we believe that a macroscopic description exists. For
the examples and model problems considered throughout this thesis, the
choice of the macroscopic variables will be rather simple. For the MMH
model problem, for instance, it is naturally to choose x as the macroscopic
variable (although other choices are also possible as will be shown further
on). For complex systems, choosing an appropriate set of macroscopic vari-
ables may be highly nontrivial. We refer to [148, 147, 56] for some recent
work concerning the automatic extraction of macroscopic variables, based
on simulations with the microscopic model.

Given the values of the macroscopic variables at time tk, one step of the
CTS is realized via the following three substeps (see also Figure 2.3):

1. Lifting: an appropriate (high-dimensional) microscopic state is con-
structed according to the macroscopic state at time tk.

2. Simulation: the microscopic state is evolved over time ∆T using the
microscopic simulator with time step ∆t.

3. Restriction: the detailed microscopic state is transformed back to a
macroscopic state at time tk+1.

In some cases, for instance when the microscopic simulator is stochastic
or chaotic, one may have to average over several microscopic realizations
and/or initial conditions [118]. As the microscopic realizations are indepen-
dent of each other, parallelization of the CTS is then trivial.

When carefully implemented, the CTS is an approximate time integrator
for the unknown macroscopic model. This will be shown in detail for a
specific model problem in Chapter 3. Its efficiency can then be increased by
using the CTS as input for time-stepper based numerical algorithms that
are designed to perform macroscopic tasks (see Figure 2.3).

In the following sections, we will successively focus on the lifting, simu-
lation and restriction step.

2.3.3 Lifting

A major challenge in constructing an accurate CTS lies in finding an ap-
propriate lifting procedure. Ideally, this procedure computes a microscopic
state that is consistent with the given macroscopic state and lies on (or
very close to) the slow manifold. If this is not the case, a substantial and
persistent macroscopic error may be introduced, especially when the macro-
scopic variables also change substantially during the fast evolution towards
the manifold (see Chapters 3 and 4 and [202, 210]).
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Figure 2.3: Illustration of the CTS and its use within time-stepper based numerical
algorithms, when a macroscopic model and time-stepper are not available.

In the following sections, we will describe three lifting procedures that
will be used further on. In Section 2.3.3.1, we consider arbitrary lifting.
In Section 2.3.3.2, the lifting is implemented using the slaving relation. In
Section 2.3.3.3, we study a purely numerical lifting procedure that is based
on the class of so-called constrained runs (CR) functional iterations.

2.3.3.1 Arbitrary lifting

In the arbitrary lifting scheme, the only restriction imposed is that the
macroscopic variables should agree with their prescribed values. All other
degrees of freedom (lifting is a one-to-many problem) are then filled in ar-
bitrarily (but not randomly). For the MMH model problem, the arbitrary
lifting operator may for instance map the given macroscopic variable x = x0

to (x0, 0), (x0, 1) or (x0, x0). As mentioned above (and will be confirmed
numerically in Section 2.3.6), such an arbitrary lifting procedure may, how-
ever, lead to an inaccurate CTS.

2.3.3.2 Lifting with the slaving relation

Based on the slaving relation, an arbitrary accurate lifting scheme can be
constructed. For the MMH model problem, we may for instance directly use
the first few terms of the slaving relation (2.6). Using the terms up to O(εp),
we obtain what will further be called the SR(p)-lifting scheme. According to
the results in Section 2.2.2, the lifting is expected to become more accurate
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as the value of p is increased. It should be clear, however, that the SR(p)-
lifting procedure is mainly of theoretical interest, as in practice the slaving
relation is unlikely to be known and difficult to derive (otherwise, we may
probably as well derive an accurate macroscopic model).

2.3.3.3 Lifting with the CR functional iteration

In practice, the slaving relation is typically unavailable, so that the pro-
cedure from Section 2.3.3.2 cannot be used. For this reason, we now also
study a lifting scheme that does not rely on the analytical slaving relation.
Instead, this scheme is based on the class of so-called CR functional itera-
tions [72]. In this section, we will introduce the CR functional iterations in
the specific context of the MMH model problem. Further details, analysis
and extensions will be provided in Chapters 3–5.

Let x0 be the given value of the macroscopic variable. The CR functional
iterations then iteratively search for the value of the remaining microscopic
variable y so that the full model state (x0, y) lies close to the slow manifold.
In essence, the m-th scheme in this class of schemes (with m = 0, 1, . . .) is
designed to locate the appropriate solution of the nonlinear system

(
dm+1y

dtm+1

)
(x0, y) = 0, (2.8)

which is referred to as the “(m + 1)-st time derivative condition”. The
intuitive reason why this condition (or, more generally, a condition asking
for the (m+ 1)-st derivative to be bounded) yields a state close to the slow
manifold is that time differentiation amplifies fast components more than
slow components, so demanding for a small value of the time derivatives
implies that the fast components are small and hence that we are close to
the slow manifold. The larger the value of m, the larger the amplification of
the fast components, and hence also the closer we get to the slow manifold.
In [72, 227], it was rigourously shown that, under certain conditions, the
resulting state (x0, y) is indeed an m-th-order approximation to the desired
point on the slow manifold. For the MMH model problem, it can for instance
be shown that the slaving relation (2.6) is then approximated correctly up
to O(εm).

It should be noted that the basic idea of setting derivatives to zero
(or keeping them bounded) is not new. To the best of our knowledge, it
can be traced back to the work of Kreiss and Lorenz [122, 23, 123, 133];
more recently similar ideas were also used in [36, 81]. In the equation-free
context, however, we intend to use these schemes when only a microscopic
simulator is available. In that case, the analytical time derivative in (2.8)
must be numerically approximated, for instance using forward differences.
In [76, 72], it was shown that a functional iteration can often be used to find
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the zero of the resulting “(m+ 1)-st-order forward difference condition”. If
the step size of the functional iteration and the forward difference formula
are equal to the time step ∆t of the microscopic simulator, the functional
iteration takes the following form:

0. Initialize y as well as possible, for instance based on problem-specific
knowledge. Then start the iteration 1–3.

1. Evolve the microscopic simulator over m + 1 time steps of size ∆t,
starting from (x0, y). This gives the values xk and yk at times t = k∆t
(k = 1, . . . ,m+ 1).

2. Use the values y and yk to compute δy = (−1)m∆m+1y, with ∆m+1y
the (m+ 1)-st-order forward difference of y at t = 0.

3. If ||δy|| is smaller than a certain tolerance: end the iteration.
Else: set y = y + δy and goto 1.

The above iterative scheme defines precisely what will further be called the
CR functional iteration or the CR(m)-lifting scheme.

Note that in a more general formulation of the algorithms, the step size
of the functional iteration and the forward difference formula may differ
from each other and/or from the microscopic time step ∆t. For the specific
choice made above, however, the scheme has the following mathematical
interpretation: in each iteration step, the value of y is updated using a
backward extrapolation in time based on a polynomial of degree m that
passes through the values yk (k = 1, . . . ,m + 1), while the macroscopic
variable x is reset to its original, given value x0. Therefore, there is a
strong connection between the scheme above and what was called reverse
or stationary projective integration in [75]. For m = 0, for instance, we have
y = y+∆y = y+(y1− y) = y1 (constant extrapolation); for m = 1 we have
y = y−∆2y = y−(y2−2y1+y) = 2y1−y2 (linear extrapolation); for m = 2
we have y = y+ ∆3y = y+ (y3 − 3y2 + 3y1 − y) = 3y1 − 3y2 + y3 (quadratic
extrapolation), and so on. A proof of the equivalence between the forward
difference condition and the backward extrapolation interpretation is given
in Appendix B. Finally, note also that a specific view of the scheme with
m = 0 is that the value of x is reset after each microscopic simulation step,
while the value of y remains untouched.

An illustration of the CR functional iteration with m = 0 and m = 1 is
given in Figure 2.4. We want to emphasize that the backward extrapolation
takes place in the ty-plane and not in the xy-plane, since the underlying
idea of the scheme is to make dm+1y/dtm+1(x, y) = 0. The two functional
iterations depicted in Figure 2.4 were deliberately drawn so that convergence
to a fixed point close to the slow manifold seems natural. However, as
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Figure 2.4: Sketch of the CR functional iteration with m = 0 (left) or m = 1
(right). In each iteration step, the value of y is updated using a backward extrap-
olation in time with a polynomial of degree m, while the macroscopic variable x
is reset to its original, given value x0.

will be shown further on (Chapters 4 and 5), convergence is not always
guaranteed as the functional iteration may be unstable. Other numerical
techniques should then be used to compute the fixed point of the unstable
CR functional iteration.

Similar to what was observed in Section 2.2.2 for the slaving relation of
the MMH model problem, the CR functional iteration with m = 0 finds the
exact point on the slow manifold when dx/dt (or its finite difference approx-
imation) is zero. This follows directly from the fact that in the solution of
the CR functional iteration, dy/dt (or its finite difference approximation)
is also zero. This property makes the CR functional iteration particularly
interesting in the context of computing the steady states of the system.

Finally, Figure 2.5 illustrates the CR functional iteration for the MMH
model problem with ε = 0.01. Again, we use the virtually exact time
integrator for (2.1) as the microscopic simulator. We set x0 = 1, ∆t =
ε = 0.01, and perform 30 iterations with the CR functional iteration with
m = 0, 1 and 2. Then, we compare to the exact value of y on the slow
manifold (this is the value of y given on page 18). In Figure 2.5, the error
(the absolute value of the difference between the exact value and the value
obtained after each CR functional iteration step) is shown as a function of
the iteration number. It is confirmed that all functional iterations converge
to a state close to the slow manifold, and that this state lies closer to the
manifold when the value of m is larger. Note also the resemblance with
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Figure 2.5: Error of the CR functional iteration as a function of the iteration
number, when m = 0, m = 1 and m = 2. The virtually exact time integrator
for the MMH model problem with ∆t = ε = 0.01 was used as the microscopic
simulator.

Figure 2.1 (right).

2.3.4 Simulation

In the simulation step, the microscopic initial condition determined by the
lifting procedure is evolved over the coarse time step ∆T using the micro-
scopic simulator. For complex (possibly stochastic or chaotic) microscopic
systems, the choice of simulation time interval ∆T may be highly nontrivial
(see for instance [135]). Even for a deterministic problem, several scenarios
are possible. If the initial condition lies on (or very close to) the slow man-
ifold, no fast microscopic modes are triggered and ∆T may be chosen very
small. If the initial condition lies further away from the slow manifold, ∆T
should be chosen large enough so that the fast modes have died out near the
end of the simulation step and the microscopic state is again close to the
slow manifold. Due to the separation of time scales, this value of ∆T will
be small compared to the dominant slow time scales in the system. Never-
theless, obtaining a slaved state at time ∆T is not always sufficient, as the
trajectory that is followed on the slow manifold afterwards may still be dif-
ferent from the correct macroscopic trajectory that would be obtained if we
had initialized directly on the slow manifold [202, 210], especially when the
macroscopic variable also changes substantially during the fast evolution to
the manifold. In certain situations, the effect of the inaccurate initialization
becomes less prominent if ∆T is chosen much larger than the time needed to
reach the slow manifold. Using such a large coarse time step ∆T , however,
will often be unacceptable in practice, as it may compromise the efficiency
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gain that can be obtained with the efficiency-increasing algorithms that will
be presented in Section 2.4.

2.3.5 Restriction

In the restriction step, the detailed microscopic solution obtained after the
simulation step is transformed back to a macroscopic state at time tk+1 =
tk + ∆T . Unlike the lifting operator, the restriction operator is often much
easier to implement (it is a many-to-one problem); it typically corresponds
to some kind of averaging operation. Ideally, lifting from a macroscopic to
a microscopic state and then restricting back to a macroscopic state should
have no effect, except roundoff [77]. For the MMH model problem, the
restriction simply corresponds to selecting the x variable.

2.3.6 Numerical illustration

In this section, we illustrate the effect of the lifting procedure on the ac-
curacy of the CTS, again using the virtually exact time integrator for the
MMH model (2.1) with ε = 0.01 as the microscopic simulator. Specifically,
we set up the following experiment. First, we integrate over the time inter-
val t ∈ [0, 1], starting from the initial condition (x, y) = (2.5, 1). At t = 1,
we reach the solution (x, y) ≈ (2.15, 0.68), which lies on the slow manifold
(according to the first ten terms of the theoretical expansion (2.6), all digits
obtained in double precision arithmetic agree with the exact value of y on
the slow manifold). Using this value as the new initial condition at t = 0,
we then integrate over the time interval [0, 12] with the following methods:

1. The virtually exact MMH simulator (solid).

2. The exact time integrator for the reduced macroscopic equation (2.3);
the analytical solution of (2.3) can easily be written in terms of the
Lambert-W function (solid with dot markers).

3. The CTS with coarse time step ∆T = 10ε = 0.1 and one of the
following lifting procedures:

3.1 Arbitrary lifting x→ (x, 1) (dash-dotted).

3.2 SR(0)-lifting (dashed).

3.3 SR(1)-lifting (dashed with circle markers).

3.4 CR(0)-lifting, with ∆t = ε = 0.01, initial guess y = 1 and using
10 functional iteration steps (dotted).

3.5 CR(1)-lifting, with ∆t = ε = 0.01, initial guess y = 1 and using
25 functional iteration steps (dotted with cross markers).
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Figure 2.6: Left: trajectories of the macroscopic variable x, computed with the
full microscopic MMH time-stepper, with an exact time-stepper for the reduced
macroscopic equation and with the CTS with ∆T = 0.1 and with various lifting
schemes (see text). The inset shows a close-up at t = 10. Right: time evolution
of the error of the different CTSs, when comparing to the microscopic trajectory.

We want to emphasize that the goal of this numerical experiment is
just to compare the errors introduced by periodically applying the lifting
and restriction operations. In practice, we would of coarse not use the
(unaccelerated) CTS to integrate over a long time interval, as this would
even be more expensive than running the full microscopic simulator.

The time-dependent trajectories and the corresponding errors of the
different methods are shown in Figure 2.6. The error of a particular method
is defined here as the absolute value of the difference between the x-value
obtained with that method and the x-value obtained with the virtually exact
MMH simulator.

The error of the reduced macroscopic equation (2.3) (method 2) is about
10−3 due to the fact that only the first term in the slaving relation (2.6)
was taken into account in the quasi steady state approximation.

As expected, the CTS based on the arbitrary lifting scheme (method
3.1) is rather inaccurate. If x were not a pure slow variable, the error would
probably even be much larger. The error decreases if the coarse time step
∆T is enlarged (not shown in Figure 2.6), but, as argued in Section 2.3.4,
this is not desirable for efficiency reasons. To fall below the error level of the
macroscopic equation (2.3), for instance, the coarse time step ∆T should
be larger than 5 (which is even a large macroscopic time step).

The CTSs based on the SR(0)- or the CR(0)-lifting schemes (methods
3.2 and 3.4) are clearly more accurate. The errors are even smaller than
the error of the reduced macroscopic equation. The reason for the latter
is that between two consecutive lifting steps the microscopic state further
evolves towards the slow manifold, so that, in the average, the microscopic
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trajectory lies more closely to the slow manifold than a trajectory on the
approximate manifold. In fact, the error of the CTS based on the SR(0)-
lifting scheme indeed converges to the error of the reduced macroscopic
equation as ∆T → 0.

The CTS based on the SR(1)- or the CR(1)-lifting scheme (methods 3.3
and 3.5) are even more accurate, as the O(ε) term in the slaving relation is
then also taken into account. As in Figures 2.1 and 2.5, about three orders
of magnitude are gained by including this extra term in the slaving relation.

2.4 Efficient macroscopic computations

In the previous sections, we have shown how an accurate CTS can be con-
structed. Up to this point, we have only added a computational wrapper
around the microscopic simulator. Therefore, the CTS is even more compu-
tationally demanding than the microscopic simulator itself. The CTS can
now, however, be used in conjunction with a number of techniques to obtain
an efficient overall macroscopic scheme.

By using the CTS as input for time-stepper bifurcation algorithms, an
efficient macroscopic bifurcation analysis can be performed [118, 194, 77,
202, 136, 135, 167]. If we want to compute the macroscopic transient be-
havior of the system, the separation of time and/or space scales can be
exploited to increase the efficiency [118, 73, 77, 164, 173, 171]. Other tasks
such as macroscopic optimization or control have also been explored, see for
instance [183, 184, 182].

2.4.1 Time-stepper based macroscopic bifurcation
analysis

Irrespective of the values of κ and λ, the state (x, y) = (0, 0) is the only
fixed point in the MMH model problem (2.1). Therefore, we now consider
the more illustrative example

x′ = α− y − exp(−2x)

εy′ = 2x− y,
(2.9)

with parameter α and ε = 0.01. This model is one of the simplest possible
multiscale systems exhibiting a macroscopic saddle node bifurcation (turn-
ing point) at α = 1. Using x as the bifurcation measure, the branch of
microscopic equilibria (x′ = y′ = 0) is the curve α = 2x+ exp(−2x); this is
the full (stable) and dotted (unstable) curve in Figure 2.7.

In Section 2.2.2, it was observed that when x′ = 0, the x-component of
the full microscopic system is also a fixed point of the macroscopic equation
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Figure 2.7: Bifurcation diagram showing the branch of stable (solid) and unstable
(dotted) equilibria of the microscopic model (2.9), and discrete sets of points on
the branch of (a) the macroscopic equation (2.10) (dot markers), (b) the virtually
exact time-stepper for (2.10) (circle markers), and (c) the CTS based on arbitrary
lifting (star markers) or (d) CR(0)-lifting (square markers).

obtained via the quasi steady state approximation. Therefore, the same
branch of equilibria is obtained for the macroscopic equation

x′ = α− 2x− exp(−2x). (2.10)

As an illustration, we computed a discrete set of points on the branch of
equilibria of (2.10) using both an equation based and a time-stepper based
bifurcation algorithm (dot markers and circle markers). For the latter, we
used the virtually exact time integrator with time step ∆t = 0.1. Both
results are shown in Figure 2.7. As the same continuation strategy was
used in both cases, both sets of points coincide.

Then, we also computed the branch of equilibria of the CTS with coarse
time step ∆T = 10ε = 0.1 and (a) the arbitrary lifting scheme x → (x, 1)
(star markers) or (b) the CR(0)-lifting scheme with ∆t = ε = 0.01, initial
guess y = 1 and 10 iteration steps (square markers). In the simulation step,
we again used the virtually exact simulator. As can be seen in Figure 2.7,
the branch according to the CTS with arbitrary lifting is very inaccurate,
while the branch according to the CTS with CR(0)-lifting falls precisely on
the solid and dotted line and the dot and circle markers. The latter should
not surprise us, as we argued in Section 2.3.3.3 that the CR(0)-scheme finds
the exact point on the slow manifold when x′ = 0. Obviously, the CTS with
SR(0)-lifting would also produce the same results.

In this example, the computational cost to compute the bifurcation dia-
gram is directly proportional to the cost of one step of the CTS, which is in
turn proportional to the total simulation time bridged by the microscopic
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simulator in both the lifting and the simulation steps. This illustrates the
importance of using an efficient lifting procedure and a short coarse time
step ∆T .

2.4.2 Exploiting the separation of time scales

If we want to compute the macroscopic transient behavior of a multiscale
system with the CTS, the separation of time scales (between the micro-
scopic and the macroscopic variables but potentially also in the space of
macroscopic variables itself) can be exploited to increase the efficiency. For
this purpose, several methods were developed to accelerate a time integra-
tor with a time step that is much smaller than the dominant slow time
scales in the dynamics of the system [73, 74, 209, 208]. In the context of
equation-free computing, these methods can directly be applied to the CTS.
In Chapter 6, we will study various acceleration methods in detail. In this
section, we will illustrate how the CTS for the MMH model problem from
Section 2.2 can be accelerated with one of the simplest possible acceleration
methods.

If a closed macroscopic equation like (2.3) is available, the evolution
of the macroscopic variable x can be computed with a traditional numer-
ical time integration method (cf. Section 1.1.2). Using the forward Euler
method, we for instance obtain

xn+1 = xn +HF (xn), (2.11)

with H the macroscopic forward Euler time step and F the right-hand side
of the macroscopic equation (the time derivative of the macroscopic variable
x).

If a closed macroscopic equation is not available, we cannot directly
evaluate F . Using the CTS, however, we can then estimate the value of F .
Depending on how the CTS is constructed, several scenarios are possible.

If we use the arbitrary lifting scheme in the lifting step of the CTS,
we first have to run the microscopic simulator for at least the slaving time
so that we have reached the slow manifold (see Figure 2.8). On the slow
manifold, we can then estimate the macroscopic time derivative F = x′, for
instance using the finite difference approximation x′(t) ≈ (x(t+h)−x(t))/h,
with h an appropriate small time step. Next, we can use this estimated time
derivative x′ to take a large macroscopic step forward in time, in the same
way as the traditional forward Euler method would do. If the macroscopic
step is much larger than the slaving time, the efficiency may be increased
substantially.

The method described above is called the Coarse Projective Forward
Euler (CPFE) method, and it belongs to the more general class of coarse
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Figure 2.8: Schematic illustration of the CPFE method, when arbitrary (off-
manifold) lifting is used in the CTS. Once the slow manifold is reached, the
macroscopic time derivative is estimated and used to take a large step forward in
time. The procedure is then repeated.

projective methods [118, 73]. The term “projective” should be associated
with projectile and not be confused with the mathematical term projection,
and the term “coarse” indicates that the projective step only takes place in
the subspace of the macroscopic variables. From Figure 2.8, it can also be
seen that an alternative view is that the PFE method linearly extrapolates
the macroscopic variables forward in time once the slow manifold has been
reached. This might suggest to call this method an “extrapolation method”
rather then “projective method”, but, as was pointed out in [73], the term
extrapolation method is already used for an unrelated class of methods [25].

If we use the CR(m)-lifting scheme (or any other accurate lifting scheme)
in the lifting step of the CTS, the macroscopic time derivative x′ can be
estimated directly after the lifting step (see Figure 2.9). In some sense, the
computational effort in running the microscopic simulator until we reach
the slow manifold has then been replaced by the computational work in the
lifting step. The main advantage of using the CR(m)-lifting scheme is that
the error made in the initial transient phase towards the slow manifold is
now avoided (cf. Section 2.3.3).

A scheme closely related to the CPFE method was presented in [46]. As
in the CPFE method, the macroscopic derivative F = x′ is estimated at the
end of the microscopic simulation step, but now this value is considered to be
a good approximation to the macroscopic time derivative at the beginning of
the simulation step (instead of at the end). Therefore, the large macroscopic
step is then taken starting from the point in time of the lifting. As will be
illustrated in the numerical example below and explained in Chapter 6, this
approach may also work well under certain conditions. The accuracy of
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Figure 2.9: Schematic illustration of the CPFE method, when CR(0)-lifting is
used in the CTS. The macroscopic time derivative can now be estimated directly
after the lifting step. This derivative is then again used to take a large step forward
in time, after which the procedure is repeated.

this variant may even be better, as the erroneous transient phase towards
the slow manifold is then ignored to a larger extent (its effect is then only
noticeable through the derivative estimate).

Let us now numerically illustrate the various variants of the CPFE
method described above. We use the same setup as in Section 2.3.6 (MMH
model problem (2.1) with ε = 0.01, on-manifold starting point (x, y) ≈
(2.15, 0.68), simulation with the virtually exact time integrator) and inte-
grate over the time interval [0, 12] with the following methods:

1. The virtually exact MMH simulator (solid).

2. The forward Euler method (2.11) for the reduced macroscopic equa-
tion (2.3) with H = 0.25 (solid with dot markers).

3. The following variants of the CPFE method with H = 0.25 (H is now
the time step between two consecutive extrapolated solutions):

3.1 Arbitrary lifting x → (x, 1), simulation over ∆T = 5ε, extrapo-
lation according to x(H) = x(∆T ) + 4(x(∆T )− x(0)), with x(t)
denoting the value of x at local simulation time t (dash-dotted).

3.2 Arbitrary lifting x → (x, 1), simulation over ∆T = 5ε, extrap-
olation according to x(H) = x(∆T ) + 80(x(∆T ) − x(0.95∆T ))
(dashed with cross markers).

3.3 Arbitrary lifting x → (x, 1), simulation over ∆T = 5ε, extrap-
olation according to x(H) = x(0) + 100(x(∆T ) − x(0.95∆T ))
(dashed with circle markers).
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Figure 2.10: Left: trajectories of x, computed with the full microscopic MMH
time-stepper, the forward Euler time-stepper for the reduced macroscopic equation
and several variants of the CPFE method based on the CTS (see text). The inset
shows a close-up at t = 3. Right: time evolution of the error of the different
methods, when comparing to the microscopic trajectory.

3.4 CR(0) lifting (∆t = ε, initial guess y = 1, 5 iterations), simula-
tion over ∆T = ε, extrapolation according to x(H) = x(∆T ) +
24(x(∆T ) − x(0)) (dotted).

3.5 CR(0) lifting (∆t = ε, initial guess y = 1, 5 iterations), simula-
tion over ∆T = ε, extrapolation according to x(H) = x(∆T ) +
480(x(∆T )− x(0.95∆T )) (dotted with cross markers).

3.6 CR(0) lifting (∆t = ε, initial guess y = 1, 5 iterations), simu-
lation over ∆T = ε, extrapolation according to x(H) = x(0) +
500(x(∆T )− x(0.95∆T )) (dotted with circle markers).

As the computational cost is dominated by the cost of the microscopic
simulator, the gain in efficiency is practically the same for all the variants
of the CPFE method described above. For the case ε = 0.01, the efficiency
is only increased by a factor of 5. For smaller values of ε (i.e., for problems
with a larger time scale separation), this gain may be much larger (0.05/ε
for the methods above).

For each of the methods, the time-dependent trajectory and the corre-
sponding error are shown in Figure 2.10. The error of a particular method
is again defined as the absolute value of the difference between the x-value
obtained that method and the x-value obtained with the virtually exact
MMH simulator.

The error of the forward Euler method for the macroscopic equation (2.3)
(method 2) is approximately 0.01, which is about one order of magnitude
larger than the error of the exact solution of the macroscopic equation (cf.
Figure 2.6). As was to be expected, the error of method 3.1 is larger since
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the error of the CTS itself is already substantially larger (cf. Figure 2.6).
Method 3.2 is clearly more accurate than method 3.1 as a result of the
enhanced derivative estimation. Method 3.3 performs performs even better;
it is even slightly more accurate than the forward Euler method for the
macroscopic equation. As already hinted at before, this is due to the fact
that the erroneous transient phase is now ignored even more than in the
case of method 3.2. Finally, the accuracy of all methods based on CR(0)-
lifting (methods 3.4, 3.5 and 3.6) is practically the same and comparable to
the accuracy of the forward Euler method applied to macroscopic equation.
This is due to the fact that the microscopic trajectory is now close to the
slow manifold during the whole simulation step.

2.4.3 Exploiting the separation of space scales

In the previous section, it was shown that a separation of time scales can
be exploited to increase the efficiency. In many cases, one may also take
advantage of a separation of space scales. To illustrate this, let us consider
the one-dimensional parabolic homogenization problem

∂uε(x, t)

∂t
= ∇ · (a(x, x/ε)∇uε(x, t)) (2.12)

with Dirichlet boundary conditions uε(0, t) = uε(1, t) = 0, 0 < ε� 1 a small
parameter, and a(x, x/ε) periodic in y = x/ε (this example is taken from
[173]). Models of this kind are used to describe important physical processes
such as heat conduction in a composite material [28, 144, 39, 63, 139] or
porous media [98, 9, 142, 165, 112]. The multiscale aspect in equation (2.12)
stems from the fact that a(x, x/ε) contains both an O(1) and an O(ε) spatial
scale. Therefore, the solution uε(x, t) also varies on an O(ε) scale, and a
very fine spatial grid is required to simulate the correct dynamics of the
system.

In many cases, one is only interested in the averaged macroscopic be-
havior rather than in the precise small scale fluctuations of the solution.
According to homogenization theory [15], the solution uε(x, t) may be ex-
panded as

uε(x, t) = U(x, t) + εu1(x, x/ε, t) + ε2u2(x, x/ε, t) + O(ε3),

where U(x, t) satisfies the homogenized equation

∂U(x, t)

∂t
= ∇ · (A(x)∇U(x, t)) (2.13)

with Dirichlet boundary conditions U(0, t) = U(1, t) = 0. The effective
coefficient A(x) is now the macroscopic counterpart of a(x, x/ε), in which
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the small scale is eliminated. Therefore, the solution of (2.13) can accurately
be represented on a spatial grid that is much coarser than the grid that is
required to solve (2.12). In many cases, also the time step can then be
enlarged.

In general, the coefficient A(x) can be found by solving the so-called
cell-problem [34]. For the one-dimensional model problem above, A(x) is
simply the harmonic average

A(x) =

(∫ 1

0

1

a(x, y)
dy

)−1

.

The use of the harmonic average (instead of the arithmetic average) can
intuitively be understood by realizing that the underlying mechanism is
very similar to that of determining the average velocity of a vehicle that
changes its velocity as a function of its position (instead of as a function of
time).

Let us for concreteness consider the case where

a(x, x/ε) = 1.1 + sin(2πx/ε) ⇒ A(x) =
√

21/10 ≈ 0.458. (2.14)

As in [171], we simulate the system (2.12) with ε = 0.01 on the spatial
domain [0, 1] and compare this with the simulation of (2.13). As initial
condition, we use

uε(x, 0) = U(x, 0) =

{
1 if x ∈ [0.45, 0.55]

0 if x ∈ (0, 0.45) ∪ (0.55, 1).
(2.15)

The spatial second derivatives in (2.12) and (2.13) are discretized using
second-order accurate finite differences on a uniform mesh with grid spac-
ing ∆x = 5 · 10−4. The resulting ODE systems are then solved with the
forward Euler method with time step ∆t = 5 ·10−8. The solutions of (2.12)
and (2.13) at time t = 0.001 are shown in Figure 2.11. Under the evolu-
tion law (2.12), the initial condition (2.15) has evolved to a Gaussian-like
solution on which small O(ε) scale oscillations are superimposed. A similar
Gaussian-like solution (now without the small oscillations) is obtained un-
der the homogenized evolution law (2.13) with A(x) =

√
21/10. This clearly

confirms the validity of the homogenized solution (2.13). If the arithmetic
mean is used instead of the harmonic mean (i.e., if A(x) = 1.1), a completely
different solution is found.

For one-dimensional multiscale problems as the one outlined above, the
gap-tooth scheme was proposed in [118, 173] and analyzed in [173, 171]. In
this method, a number of small lattice intervals (the so-called “teeth”) are
introduced, separated by large gaps. The teeth quantitatively correspond
to mesh points of a traditional macroscopic grid. Given the values of the
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Figure 2.11: Left and top-right: for ε = 0.01, the solution uε(x, t) of (2.12)-
(2.14) at t = 0 (dashed) or t = 0.001 (solid), and the solution U(x, t) of (2.13) at
t = 0.001 when A(x) =

√
21/10 (dotted) or A(x) = 1.1 (dash-dotted). Bottom-

right: |uε(x, t) − U(x, t)| at t = 0.001 when A(x) =
√

21/10.

macroscopic variables at time tk, one step of the gap-tooth scheme is then
realized via the following three substeps (compare to the CTS from Section
2.3.2):

1. Lifting: in each tooth, an appropriate (high-dimensional) microscopic
state is constructed according to the macroscopic state at time tk.

2. Simulation: in each tooth, the microscopic state is evolved over time
∆T using the microscopic simulator with time step ∆t and appropriate
microscopic boundary conditions.

3. Restriction: in each tooth, the detailed microscopic state is trans-
formed back to a macroscopic state at time tk+1.

For homogenization problems, the implementation of the lifting and re-
striction operators is straightforward as a PDE is used on both the micro-
scopic and the macroscopic scale. The most challenging part is to find appro-
priate boundary conditions for the microscopic simulator. These boundary
conditions should be chosen so that, in each tooth, the simulation mim-
ics the local evolution of the microscopic problem as if it were embedded
in a larger spatial domain (hence, the boundary conditions play a similar
role in space as the lifting procedure does in time). For the homogeniza-
tion problem (2.12), the average gradient of the microscopic solution should
for instance be equal to the macroscopic gradient at the boundaries of the
teeth [173]. Alternatively, arbitrary boundary conditions may be used in
combination with “buffer regions” [172].
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Unlike for the CTS defined in Section 2.3.2, the microscopic simulations
in the gap-tooth scheme are only performed in small portions of the spatial
domain (the teeth), which may lead to a substantial efficiency gain. The
gap-tooth scheme can obviously be combined with the ideas from Section
2.4.2 to increase the efficiency even further (in many cases, a larger time
step can be used when the spatial grid spacing is increased). In the result-
ing scheme, the microscopic simulations are then only performed in small
portions of the space-time domain [118, 103, 171, 2].

2.5 Conclusions

In this chapter, we have introduced the basic concepts of analytical coarse
graining and equation-free computing. It was shown that the equation-free
framework is built around the central idea of a CTS, which evolves the
macroscopic variables based on short, appropriately initialized simulations
with a microscopic model. Special attention was paid to the task of lifting
(initialization of the microscopic simulator), and in this context a class of CR
functional iterations was introduced. Once an accurate CTS is available, it
can be used in conjunction with a number of techniques to obtain an efficient
overall macroscopic scheme. By using the CTS as input for time-stepper
bifurcation algorithms, an efficient macroscopic bifurcation analysis can be
performed. If we want to compute the macroscopic transient behavior of
the system, the separation of time and/or space scales can be exploited to
increase the efficiency.



Chapter 3

Accuracy and stability of
the CTS for a LBM

3.1 Introduction

In the previous chapter, we have shown that the equation-free framework
is built around the central idea of a CTS, which evolves the macroscopic
variables based on short, appropriately initialized simulations with a mic-
roscopic model. In several papers [194, 77, 118, 202, 205], the equation-free
approach was studied using a LBM for a reaction-diffusion system as the
microscopic simulator. Such a LBM is a simplified kinetic model that in-
corporates the essential microscopic physics so that the macroscopic aver-
aged properties obey the desired macroscopic equations (therefore a LBM is
typically called a mesoscopic rather than a microscopic model). Although
LBMs were historically developed from lattice gas cellular automata [191],
a LBM can be seen as a special discretization (or minimal form) of the
Boltzmann kinetic equation (cf. Section 1.1.3). Therefore, a LBM describes
the time evolution of the discrete generalized particle distribution functions
fi(xj , tk), which are related to the probability that a particle at position xj

and time tk has velocity vi.

For a LBM, a macroscopic model can explicitly be derived. This provides
us, next to the solution of the LBM itself, with a reference solution that
can be used in the analysis of the equation-free techniques (which should in
practice of course only be used when the macroscopic model is not avail-
able). Also, while most microscopic models are stochastic in nature, the
LBM is fully deterministic as it involves distribution functions (ensemble
averages). Although the understanding of the influence of statistical noise
in the microscopic simulator is crucial for the further development of the

39
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equation-free framework, the absence of stochastic noise in the LBM allows
to study the numerical properties of the CTS, such as accuracy and stability,
in a more traditional way.

In [194, 77, 118, 202, 205], various aspects of the equation-free framework
were studied mainly numerically. In this chapter, we take a step back and
focus on the CTS itself when a LBM for one-dimensional diffusion is used as
the microscopic simulator. Although the results in this chapter could easily
be extended to systems including reactions, we have chosen not to do this as
this would not add any essential insight. Due to the simplicity of the LBM,
we are able to derive analytical expressions for the accuracy and stability of
the CTS. These expressions depend on the LBM parameters but also on the
specifics of the CTS. Hence, the analysis allows to compare the influence
of various aspects involved in the construction of the CTS in a systematic
way. The results obtained in this chapter also contribute substantially to the
understanding of the numerical results in [194, 77, 118, 202, 205], and they
may be useful for the further analysis and/or development of equation-free
methods.

This chapter is organized as follows. In Section 3.2, we present the LBM
and show its relation to the macroscopic equation and the corresponding
macroscopic time-stepper. In Section 3.3, we work out several alternative
implementations for the substeps in the CTS. The accuracy and stability of
the CTS, based on these different implementations, is studied in Section 3.4.
In Section 3.5, a numerical illustration of these results is provided in the
form of a coarse-grained bifurcation analysis of a one-dimensional nonlinear
reaction-diffusion system. Finally, we summarize our findings and draw
conclusions in Section 3.6.

3.2 The LBM and the corresponding macro-
scopic equation

In Section 3.2.1, we first formulate the LBM that will be used as a model
problem throughout this chapter. This LBM will also form the basis for the
slightly more involved LBMs that will be considered in Chapters 5 and 9.
In Section 3.2.2, we describe the relation between the LBM and the macro-
scopic equation, which can explicitly be derived through a Chapman-Enskog
multiscale expansion. Finally, in Section 3.2.3, we briefly summarize the ac-
curacy and stability properties of a typical time-stepper for the macroscopic
equation. The latter will guide the analysis of the CTS in Section 3.4.

We want to emphasize again that the use of a LBM to study the methods
developed in the equation-free framework is not new. Both our description
of the LBM (Sections 3.2.1) and the way we embed it into the equation-free
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framework (Sections 3.2.2 and 3.3) is therefore largely based on the work
reported in [77, 202, 205, 200].

3.2.1 A LBM for pure diffusion

A LBM [30] describes the evolution of discrete particle distribution functions
fi(xj , tk), which depend on space xj , time tk and velocity vi. For our purely
diffusive one-dimensional model problem, only three values are considered
for the velocity (D1Q3 model), namely

vi = i
∆x

∆t
, i ∈ {−1, 0, 1}.

Each distribution function fi(xj , tk) is discretized in space on the domain
[0, 1] using grid spacing ∆x = 1/N (N lattice intervals) and in time using
time step ∆t. In the interior of the spatial domain, the LBM evolution law
for the distributions fi(xj , tk) is then

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω (fi(xj , tk) − feq
i (xj , tk)) ,

(3.1)

with i ∈ {−1, 0, 1}. The parameter ω is called the relaxation coefficient,
and, for reasons that will become clear later on, its value is confined to the
interval (0, 2). Each time step of the LBM scheme naturally decouples into
two phases: first, the distribution functions fi(xj , tk) are updated (colli-
sion), and afterwards they propagate to a neighboring lattice site according
to their velocity direction (streaming). At the boundaries, we impose Dirich-
let boundary conditions ρ(0, tk) = ρ(1, tk) = 0 (with ρ(xj , tk) the particle
density field as defined in equation (3.3) below) by assigning the appropriate
values to the distribution functions that stream into the domain at x0 = 0
and xN = 1.

Diffusive collisions are modeled by the Bhatnagar-Gross-Krook (BGK)
collision term—the term −ω(fi(xj , tk)−feq

i (xj , tk)) in (3.1)—as a relaxation
to a local diffusive equilibrium [57, 162]

feq
i (xj , tk) =

1

3
ρ(xj , tk). (3.2)

The particle density field ρ(xj , tk) is defined as the zeroth-order velocity
moment of the distribution functions fi(xj , tk)

ρ(xj , tk) =

1∑

i=−1

fi(xj , tk) =

1∑

i=−1

feq
i (xj , tk), (3.3)

where the second equality expresses that the BGK diffusive collisions locally
conserve density. Similarly, we can also define the momentum φ and the
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Table 3.1: The values of e−1, e0 and e1, the elements on the subdiagonal, diagonal
and superdiagonal of the Jacobian matrix of the LBM.

S1,1 S1,2 S1,3 S2,1 S2,2 S2,3 S3,1 S3,2 S3,3

e−1
ω
3

1−ω
2 1 − ω ω

3
1−ω

2 1 − ω ω
6

1−ω
4

1−ω
2

e0 1 − 2ω
3 0 2(ω − 1) 0 0 0 0 0 0

e1
ω
3

ω−1
2 1 − ω −ω

3
1−ω

2 ω − 1 ω
6

ω−1
4

1−ω
2

energy ξ as (a rescaling of) the first- and the second-order (or in short: the
higher-order) velocity moments of fi(xj , tk)

φ(xj , tk) =

1∑

i=−1

ifi(xj , tk), ξ(xj , tk) =
1

2

1∑

i=−1

i2fi(xj , tk). (3.4)

Since there is a one-to-one relation between the particle distribution func-
tions f−1(xj , tk), f0(xj , tk), f1(xj , tk) and the velocity moments ρ(xj , tk),
φ(xj , tk), ξ(xj , tk), the LBM state is equally well described by each of these
variable sets. Further on, we will use the moment description, as this will
turn out to be a more natural choice in the context of equation-free comput-
ing. The LBM state can then be represented by the (3N + 3)-dimensional
vector [ρTφTξT]T, with ρ, φ and ξ the (N + 1)-dimensional vectors corre-
sponding to the spatially discretized velocity moments. By combining (3.1),
(3.2), (3.3) and (3.4), it follows that the action of one LBM step (from time
tk to tk+1 = tk + ∆t) can be described by the matrix-vector product



ρ

φ

ξ




k+1

= S ·



ρ

φ

ξ




k

=



S1,1 S1,2 S1,3

S2,1 S2,2 S2,3

S3,1 S3,2 S3,3


 ·



ρ

φ

ξ




k

. (3.5)

Away from the boundaries of the domain, the submatrices Si,j of the con-
stant Jacobian matrix have a tridiagonal structure. The values of the ele-
ments on the subdiagonal, diagonal and superdiagonal are given in Table
3.1 (a detailed derivation is given in [205]). Here, and also further on, ei

denotes a matrix element i places above (or, if i < 0, below) the diagonal
of the matrix.

3.2.2 The corresponding macroscopic equation

Through a Chapman-Enskog multiscale expansion [30], one can derive a
macroscopic equation from the LBM. In order not to overload this section,
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this derivation is deferred to Appendix B. Although slightly more technical,
the mathematical procedure used in Appendix B is very similar to the one
used in Section 2.2.2. Neglecting higher-order contributions, we obtain the
diffusion equation

∂ρ(x, t)

∂t
= D

∂2ρ(x, t)

∂x2
=

(
2 − ω

3ω

∆x2

∆t

)
∂2ρ(x, t)

∂x2
, ρ(0, t) = ρ(1, t) = 0,

(3.6)

with D the macroscopic diffusion coefficient.
Note that for any space-time grid, a value of ω ∈ (0, 2) exists that gives

rise to a given macroscopic diffusion coefficient D > 0. For ω ∈ (0, 2), it
can be shown (e.g., using a Fourier analysis) that the LBM (3.1) is linearly
stable [191]. Once a spatial grid has been chosen, the choice of the LBM time
step ∆t is therefore only subject to accuracy and efficiency considerations
[199, 222]. The fact that there is no strong stability restriction on ∆t, as
in for instance a standard explicit finite difference scheme for the diffusion
equation (3.6), is in some sense what we gain from using three unknowns
per spatial grid point [222].

The fact that the macroscopic behavior can be described in terms of
the density ρ only, implies that the higher-order moments φ and ξ become
functionals of (slaved to) the density ρ on a time scale that is very short
compared to the macroscopic time scales. As was shown in Chapter 2, this
separation of time scales is also exploited in the equation-free framework.
For our LBM, the slaving relations can be found as a by-product of the
Chapman-Enskog expansion (see Appendix B). Dropping the indices j and
k, we obtain

fi(x, t) =
1

3
ρ(x, t) − i

3ω

∂ρ(x, t)

∂x
∆x− (3i2 − 2)

ω − 2

18ω2

∂2ρ(x, t)

∂x2
∆x2

+ i
ω2 − 2ω + 2

18ω3

∂3ρ(x, t)

∂x3
∆x3 + O(∆x4)

(3.7)

in terms of the distribution functions, or

φ(x, t) =

∞∑

p=0

φp(x, t)∆x
p

= − 2

3ω

∂ρ(x, t)

∂x
∆x +

ω2 − 2ω + 2

9ω3

∂3ρ(x, t)

∂x3
∆x3 + O(∆x5)

(3.8)

ξ(x, t) =

∞∑

p=0

ξp(x, t)∆x
p

=
1

3
ρ(x, t) − ω − 2

18ω2

∂2ρ(x, t)

∂x2
∆x2 + O(∆x4)

(3.9)
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Figure 3.1: Left: fast attraction of the distribution functions f−1(0.15, t) (C),
f0(0.15, t) (M) and f1(0.15, t) (B) towards the slow manifold, after off-manifold
initialization with the equilibrium distributions. Right: typical time evolution
of the density ρ(0.15, t) after on-manifold initialization (M), or after off-manifold
initialization with the equilibrium distributions (�) or with the lifting scheme
(φ, ξ) = (ρ/10, ρ/3) (�).

in terms of the velocity moments. Note that the slaving relations now also
depend on the spatial derivatives of the macroscopic variable ρ.

The slaving relations (3.8)–(3.9) define the slow manifold in phase space
on which the macroscopic dynamics takes place. If the LBM is initial-
ized away from the slow manifold, the higher-order moments are attracted
quickly (due to the time scale separation) towards the manifold, after which
they evolve on the manifold on a macroscopic time scale. This is illus-
trated in Figure 3.1 (left). Here, we used the LBM from Section 3.2.1 with
∆x = 0.01, D = 1 and ω = 1.6 (hence, ∆t ≈ 8.3 · 10−6), and performed
a simulation starting from the discrete initial condition corresponding to
ρ(x, 0) = x(1 − x), φ(x, 0) = 0 and ξ(x, 0) = ρ(x, 0)/3 (note that this cor-
responds to initializing with the equilibrium distributions (3.2), which in
turn corresponds to initializing with the zeroth-order terms in the slaving
relations). We see that in the first few LBM steps, the distribution func-
tions equilibrate fast towards values that satisfy (3.7) (the latter can be
seen from the fact that ∂ρ/∂x(0.15, 0)∆x/(3ω) ≈ 0.00146). Afterwards, the
distribution functions evolve smoothly compared to the LBM time step ∆t.

Figure 3.1 (right) illustrates that, although the distribution functions
fi(xj , tk) equilibrate fast, a persistent macroscopic error may be introduced
after an off-manifold initialization (and here we have not even chosen com-
pletely arbitrary values for the higher-order moments). Such an error can
be avoided by initializing on (or very close to) the slow manifold, as the
evolution of the higher-order moments is then directly governed by the den-
sity field only. We may conclude that the appropriate initialization of the
LBM, close enough to the slow manifold, is crucial to recover the correct
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Figure 3.2: The eigenvectors corresponding to the three most dominant eigenval-
ues (first row) and a confirmation of the LBM slaving relations (second and third
row). The solid, dotted and dashed line correspond to the density ρ, momentum
φ and energy ξ components, respectively.

macroscopic behavior [202, 210]. This observation will be confirmed by our
analysis further on.

A more detailed numerical illustration of the slaving relations (3.8)–
(3.9) is shown in Figure 3.2. Here, we have chosen N = 1000, ω = 1.25 and
D = 1 (hence, ∆t = 2 ·10−7) and computed the eigenvalue decomposition of
the Jacobian matrix S. The eigenvectors corresponding to the three most
dominant eigenvalues λk ≈ 1 − k2π2∆t (k = 1, 2, 3) are shown in the first
row of Figure 3.2. To simplify the interpretation, we split and rescaled
the eigenvectors per velocity moment and mapped them onto the spatial
domain [0, 1]. For the density ρ, we clearly recognize the eigenvalues and the
corresponding sinusoidal eigenvectors that are typical for the pure diffusion
problem with homogeneous Dirichlet boundary conditions (see also Section
3.2.3). The difference between the parts of the eigenvectors corresponding
to the higher-order moments φ or ξ and the slaving relations (3.8) or (3.9)
up to first- or third-order terms in ∆x are shown in the second and third
row of Figure 3.2. Here, the derivatives were approximated with sufficiently
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accurate finite differences so that the finite differencing error is negligible.
The results are clearly in line with equations (3.8) and (3.9).

3.2.3 A time-stepper for the macroscopic equation

The macroscopic equation (3.6) can be solved analytically using the method
of separation of variables. We obtain

ρ(x, t) =

∞∑

k=1

Ak exp(−Dk2π2t) sin(kπx), Ak = 2

∫ 1

0

ρ(x, 0) sin(kπx) dx .

(3.10)

The parameter k is called the wave number. Alternatively, one may approx-
imate the solution numerically. We then obtain a discrete time-stepper for
the density field. Using the standard second-order accurate central finite
difference formula in space, with grid spacing ∆x, and the forward Euler
method in time, with time step ∆t, we obtain

ρn+1
j = ρn

j +D
∆t

∆x2

(
ρn

j+1 − 2ρn
j + ρn

j−1

)
, (3.11)

where ρn
j is the approximation of the exact solution at time tn and grid

point xj in the interior of the domain. As equation (3.11) is linear in ρ,
the discretized system can be written in matrix form ρn+1 = A · ρn, with
ρn a vector consisting of the elements ρn

j (j = 1, . . . , N − 1). The Dirichlet
boundary conditions are then explicitly eliminated and A is a tridiagonal
matrix.

The truncation error T (x, t) of the finite difference scheme (3.11) is de-
fined as its residual divided by the time step ∆t, when the exact solution
ρ(xj , tn) is substituted into the scheme. In this manner, the truncation er-
ror scales like the global error; when T (x, t) = O(∆xr +∆ts), the method is
said to be of order r in space and s in time. For the finite difference scheme
(3.11), a Taylor series expansion can be used to show that the principal part
of T (x, t) is

T (x, t) =
∂ρ

∂t
−D∂2ρ

∂x2
+

1

2

∂2ρ

∂t2
∆t− 1

12
D
∂4ρ

∂x4
∆x2 =

1

2

∂2ρ

∂t2
∆t− 1

12
D
∂4ρ

∂x4
∆x2.

(3.12)

Similar to the Fourier series of the analytical solution (3.10) of the mac-
roscopic equation (3.6), we can write the numerical solution of the finite
difference scheme as a discrete Fourier series of the form

ρn
j =

N−1∑

k=1

Ak(λk)n sin(kπxj), λk = 1 − 2D
∆t

∆x2
(1 − cos(kπ∆x)) .
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Table 3.2: The three most dominant eigenvalues λ1,2,3 of the PDE solution, the
finite difference (FD) scheme and the LBM.

λ1 λ2 λ3

PDE 0.9999980260811 0.9999921043477 0.9999822348699

FD 0.9999980260807 0.9999921043425 0.9999822348436

LBM 0.9999980260805 0.9999921043383 0.9999822348225

The discrete Fourier modes sin(kπxj) are now grid functions defined on the
grid {xj}N−1

j=1 and correspond to the eigenvectors of the matrix A. The
finite difference scheme is stable if all eigenvalues λk lie within the unit
circle. Hence, the scheme is stable if ∆t ∈ [0,∆x2/(2D)). For values of ∆t
outside of this interval and large values of N , the modes corresponding to
the highest wave numbers always grow unboundedly. At low wave numbers,
the eigenvalues approximate the analytical eigenvalues

exp(−Dk2π2∆t)−λk =

(
1

2
∆t2 − 1

12
D∆t∆x2

)
π4k4 +O(k6), k → 0.

This clearly provides an alternative means to investigate the accuracy of
the finite difference scheme (compare to equation (3.12)).

As an illustration, the three most dominant eigenvalues of the PDE
solution (3.10), the finite difference scheme (3.11) and the LBM from Section
3.2.1 are given in Table 3.2. Here, we used the same parameters that were
also used to construct Figure 3.2. The dominant eigenvalues of the three
models clearly correspond very well, indicating that (at least the long-term)
behavior is very similar. Of course, this is not the case for the less dominant
eigenvalues, since those depend largely on the numerical discretization and
are therefore not necessarily a good approximation of the eigenvalues of the
exact solution. Note for instance that the eigenvalues of the PDE solution
and the finite difference scheme are all real, while many of the eigenvalues
of the LBM are complex. (An illustration of a typical eigenvalue spectrum
of a LBM for a reaction-diffusion system can be found in Chapter 9 or in
[202, 210].)

In the remainder of this chapter, we will perform a similar accuracy and
stability analysis of the CTS for the LBM. As the primary goal of the CTS
is to be an approximate time-stepper for the (in practice unknown) macro-
scopic model, we expect to observe numerical properties that are similar to
those of the finite difference scheme (3.11).
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3.3 The CTS for the LBM

In this section, we construct several variants of the CTS for the LBM.
Without loss of generality, we set D = 1 from now on, which corresponds
to a rescaling of time.

For the LBM from Section 3.2.1, the macroscopic behavior is accurately
described by the PDE (3.10) for the density field ρ(x, t), and also the slow
manifold can be parameterized in terms of this variable, see (3.8)–(3.9).
Therefore, it is natural to construct a CTS for the LBM in terms of only
the density field (such as the finite difference scheme in Section 3.2.3).

Remember from Chapter 2 that one step of the CTS consists of (1)
lifting, (2) simulation with the microscopic simulator and (3) restriction. In
the following sections, we will formulate these three substeps in the specific
context of the LBM. As each of these operations is linear, we are able to
represent them using a constant Jacobian matrix. The CTS itself is then
also linear, and its Jacobian matrix is obtained by multiplying the Jacobian
matrices of the individual substeps. In Section 3.4, this Jacobian matrix
will be the starting point for the analysis of the accuracy and stability of
the CTS.

3.3.1 Lifting

The main challenge in constructing the CTS for the LBM is to find an
appropriate lifting procedure. For our model problem, the momentum φ
and the energy ξ should be initialized according to the given density ρ.
Ideally, (ρ, φ, ξ) should correspond to the point in the LBM state space
that lies on (or very close to) the slow manifold. This suggests that we
can use the slaving relations (3.8)–(3.9) to implement the lifting procedure.
As was already mentioned in Section 2.3.3, such a procedure is, however,
mainly of theoretical interest, as we aim to use the equation-free methods
when the slaving relations are unknown and difficult to derive (otherwise,
we may probably as well derive a macroscopic equation such as (3.6)). As
in Chapter 2, we therefore also study the use of the class of CR functional
iterations, which do not make explicit use of the slaving relations.

3.3.1.1 Lifting with the slaving relations

By using the slaving relations (3.8)–(3.9) up to O(∆xp), and approximating
the derivatives numerically, we obtain what will further be called the SR(p)-
lifting scheme.

The corresponding Jacobian matrix Lsr,p is a rectangular matrix of size
(3N + 3)× (N + 1), reflecting the one-to-many nature of the operation.
As the density is given, the square upper submatrix is the identity matrix.



3.3. The CTS for the LBM 49

Table 3.3: The elements near the diagonal of the two square lower submatrices
of the Jacobian matrix Lsr,p, corresponding to the numerical discretization of the
slaving relations (3.8)–(3.9) up to O(∆xp).

φ0 φ1∆x φ1∆x+ φ3∆x
3 ξ0 ξ0 + ξ2∆x

2

e−2 0 0 −ω2−ω+1
9ω3 0 0

e−1 0 1
3ω

5ω2−2ω+2
9ω3 0 2−ω

18ω2

e0 0 0 0 1
3

(1+ω)(3ω−2)
9ω2

e1 0 − 1
3ω − 5ω2−2ω+2

9ω3 0 2−ω
18ω2

e2 0 0 ω2−ω+1
9ω3 0 0

The matrix elements for the two square lower submatrices correspond to an
appropriate discretization of the truncated slaving relations. The important
thing here is that the error introduced by the numerical approximation
of the derivatives should be of O(∆xp+1). In our experiments, we have
chosen to approximate these derivatives using symmetric and antisymmetric
central differences in the interior of the domain; near the boundaries, the
use of one-sided differences is inevitable. Specifically, we approximated the
first spatial derivative using the second-order accurate antisymmetric central
difference stencil of size 2∆x when p = 1 or p = 2, or using the fourth-
order accurate antisymmetric central difference stencil of size 4∆x when
p = 3. The second spatial derivative was approximated using the second-
order accurate symmetric central difference stencil of size 2∆x when p = 2
or p = 3. Finally, the third spatial derivative was approximated using
the second-order accurate antisymmetric central difference stencil of size
4∆x when p = 3. These discretizations give rise to the Jacobian matrix
elements shown in Table 3.3. As we used symmetric and antisymmetric
central differences, the square submatrices corresponding to the energy ξ
and the momentum φ are symmetric and skew-symmetric, respectively, if
we disregard the matrix elements near the boundaries.

3.3.1.2 Lifting with the CR functional iteration

If the slaving relations are unavailable, the procedure from Section 3.3.1.1
cannot be used. As an alternative, one can then use the CR functional
iteration as described in Section 2.3.3.3. Specifically for our LBM, the
CR(m)-lifting scheme takes the following form:

0. Initialize φ and ξ (e.g., φ = 0 and ξ = ρ/3, corresponding to the BGK
equilibrium distributions feq

i (3.2)). Then start the iteration 1–3.
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1. Evolve the LBM over m+1 time steps, starting from ρ, φ and ξ. This
gives the values ρk, φk and ξk at times t = k∆t (k = 1, . . . ,m+ 1).

2. Use the values φ, ξ, φk and ξk to compute δφ = (−1)m∆m+1φ and
δξ = (−1)m∆m+1ξ.

3. If ||δφ|| and ||δξ|| are smaller than a certain tolerance: end the itera-
tion.
Else: set φ = φ+ δφ, ξ = ξ + δξ and goto 1.

As in section 2.3.3.3, we note that in each iteration step, the values of the
higher-order moments φ and ξ are updated using a backward extrapolation
with a polynomial of degree m that passes through the values φk and ξk
(k = 1, . . . ,m+ 1), while the density ρ is reset to its original, given value.

In step 0 of the CR(m)-lifting scheme, the (N + 1)-dimensional density
vector ρ is expanded to a (3N + 3)-dimensional LBM state. Each iteration
step of the scheme that is performed afterwards is linear and therefore cor-
responds to a multiplication with a constant Jacobian matrix Lcr,m. When
m = 0, this Jacobian matrix corresponds to the matrix S from (3.5) in
which S1,1 is replaced by the identity matrix and S1,2 and S1,3 are replaced
by zero matrices. From Lcr,0, we can derive to what values the initial values
φj and ξj (the momentum and energy at grid position xj) have evolved after
K functional iteration steps of the CR(0)-lifting scheme. For values at the
interior of the domain, we obtain

φK
j =

K∑

l=1

ω

3
(1 − ω)l−1 (ρj−l − ρj+l) +

(1 − ω)K

2
(φj−K + φj+K)

+ (1 − ω)K (ξj−K − ξj+K) ,

(3.13)

ξK
j =

K∑

l=1

ω

6
(1 − ω)

l−1
(ρj−l + ρj+l) +

(1 − ω)K

4
(φj−K − φj+K)

+
(1 − ω)K

2
(ξj−K + ξj+K) .

(3.14)

If we expand both equations using a Taylor series about xj and drop the
subscript j, we find

φK = (1 − ω)Kφ− 2

∂ρ

∂x
− (1 − ω)K

(
(Kω + 1)

∂ρ

∂x
− 3Kω

∂ξ

∂x

)

3ω
∆x

+
K2(1 − ω)K

2

∂2ρ

∂x2
∆x2 + O(∆x3),

(3.15)

ξK =
ρ

3
+(1−ω)K

(
ξ − ρ

3

)
−K (1 − ω)K

2

∂φ

∂x
∆x+O(∆x2). (3.16)
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For K → ∞, we obtain

φ∞ = − 2

3ω

∂ρ

∂x
∆x− 1

9ω3
(ω2 − 6ω + 6)

∂3ρ

∂x3
∆x3 + O(∆x5), (3.17)

ξ∞ =
ρ

3
− ω − 2

6ω2

∂2ρ

∂x2
∆x2 + O(∆x4). (3.18)

From (3.13)-(3.14), it follows that the CR(0)-lifting scheme is stable for
all values of ω ∈ (0, 2). From (3.15)–(3.18), we see that the CR(0)-lifting
scheme converges with an asymptotic convergence rate |1 − ω| towards a
state that corresponds up to O(∆x) to the slaving relations (3.8)–(3.9).
The same conclusions were found in [205], where a more detailed analysis
was given for a class of LBMs for reaction-diffusion systems. From the
slaving relations (3.8)–(3.9) and the formulae above, it follows that for our
LBM, the CR errors eφ and eξ in the momentum and energy (the differences
between φ∞ or ξ∞ and the exact slaved momentum or energy) are

eφ ≈ −2ω2 + 8ω − 8

9ω3

∂3ρ

∂x3
∆x3, eξ ≈ 2 − ω

9ω2

∂2ρ

∂x2
∆x2. (3.19)

It turns out to be very difficult to repeat the derivation above to deter-
mine the error of the CR(m)-lifting scheme when m > 0. In Appendix C,
we provide an alternative type of derivation, which can also easily be ap-
plied when m > 0. The analysis in Appendix C shows that, if the functional
iteration is stable, the CR(1)-lifting scheme converges towards a state that
corresponds up to O(∆x3) to the slaving relations (3.8)–(3.9). Specifically,
it is shown that the CR error eφ in the momentum (the difference between
φ∞ and the exact slaved momentum) is

eφ ≈ −13ω4 − 30ω3 + 350ω2 − 720ω+ 440

540ω5

∂5ρ

∂x5
∆x5

− −13ω4 + 50ω3 − 90ω2 + 80ω − 40

540ω5

∂5ρ

∂x5
∆x5

=
−4ω3 + 22ω2 − 40ω + 24

27ω5

∂5ρ

∂x5
∆x5,

(3.20)

while the CR error eξ in the energy (the difference between ξ∞ and the
exact slaved energy) is

eξ ≈ 3ω3 − 26ω2 + 68ω − 56

216ω4

∂4ρ

∂x4
∆x4 − ω3 − 6ω2 + 12ω − 8

72ω4

∂4ρ

∂x4
∆x4

=
−ω2 + 4ω − 4

27ω4

∂4ρ

∂x4
∆x4.

(3.21)
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The fact that two orders of ∆x are gained by increasing m from 0 to 1
is not totally unexpected, as ∆t = O(∆x2) for a fixed value of ω, and the
underlying idea of the CR functional iteration is to make the time derivative
of the higher-order moments zero. Unfortunately, stability is no longer
guaranteed for all values of ω when m > 0. As will be shown in Chapter 5,
the CR(1)-scheme is for instance only stable if ω ∈ (0.690, 1.291) [206]. For
values of ω outside of this interval, however, the unstable fixed point of the
CR functional iteration can still be computed, as will be shown in Chapters
4 and 5.

3.3.2 Simulation

In the simulation step, the initial condition determined by the lifting pro-
cedure is evolved over a time interval ∆T using the LBM. For simplicity,
we assume that ∆T is an integer multiple of ∆t. A simulation over time
∆T = M∆t then corresponds to a multiplication with the matrix SM .

As in the case of the MMH model problem in Chapter 2, the accuracy
of the lifting operation influences the choice of ∆T . If the LBM initial
condition lies on (or very close to) the slow manifold, ∆T may be chosen
very small (e.g., M ≈ 1). If the initial condition lies further away from the
slow manifold, we should at least run the LBM until the fast modes have
died out and the LBM state is again close enough to the slow manifold. Due
to the separation of time scales, the time required to approach the manifold
will only be a small multiple of the LBM time step ∆t (e.g., M ≈ 10—
see Figure 3.1). Nevertheless, obtaining a slaved state at time ∆T is not
always sufficient, as the trajectory that is followed on the slow manifold
afterwards may still be different from the correct macroscopic trajectory
that would be obtained if we had initialized directly on the slow manifold.
In certain situations, the effect of the inaccurate initialization becomes less
prominent if ∆T is chosen very large (e.g., M > 1000), for instance in the
case where all trajectories are ultimately attracted towards the same steady
state [202]—we will come back to this in Section 3.4.2.1. However, using
such a large time step ∆T will often be unacceptable in practice, especially
when using the corresponding CTS in conjunction with efficiency-increasing
algorithms such as the coarse projective methods or when using the CTS
as a building block in a time-stepper based bifurcation analysis (cf. Section
2.4). In both cases, the attainable efficiency gain then drops substantially,
and computing (near) unstable solutions may become impossible.

3.3.3 Restriction

Finally, in the restriction step, we should go back from the space of LBM
variables (as we are using the moment description, these are ρ, φ and ξ) to
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Table 3.4: The elements near the diagonal of the Jacobian matrix of the CTS,
when M = 1 (∆T = ∆t) and using SR(p)-lifting.

p = 0 p = 1 p = 2 p = 3

e0
1
3

2ω−1
3ω

3ω2−4ω+2
3ω2

11ω3−16ω2+10ω−2
9ω3

e±1
1
3

1
3

ω2+6ω−4
9ω2

ω3+14ω2−10ω+1
18ω3

e±2 0 1−ω
6ω

1−ω2

9ω2

(1−ω)(2ω2+1)
9ω3

e±3 0 0 0 (1−ω)(−ω2+ω−1)
18ω3

the space of macroscopic variables (here, ρ). This is a trivial operation and
the corresponding Jacobian matrix R is a (N+1)×(3N+3) matrix (reflecting
its many-to-one nature), with the square left submatrix the identity matrix
and the square right submatrices zero matrices.

3.4 Accuracy and stability of the CTS

In this section, we study the accuracy and stability of the CTS. The main
idea is that we will explicitly construct the Jacobian matrices of several vari-
ants of the CTS, using the components described in the previous sections.
Similar to the analysis of the finite difference scheme in Section 3.2.3, we
then use the Jacobian matrix elements to derive the truncation error and
the stability interval for the different variants of the CTS. In Section 3.4.1,
we consider the CTS in the special case where M = 1 (∆T = ∆t). The
influence of using a larger value of M is explored in Section 3.4.2.

3.4.1 The CTS with M = 1

We make a further distinction between the CTS that uses SR(p)-lifting and
the CTS that is based on CR(m)-lifting.

3.4.1.1 Using SR(p)-lifting

In this case, the Jacobian matrix of the CTS is RSLsr,p. For each value
of p, its elements can be computed using the results from Section 3.3. A
summary is given in Table 3.4. Since we opted to use only (anti-)symmetric
central differences, the Jacobian matrix is now symmetric if we disregard
the matrix elements near the boundaries. Slightly remarkable (at least at
first sight) is the fact that when ω = 1, the CTS corresponds to the finite
difference scheme (3.11) irrespective of the value of p, while the SR(p)-lifting
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Table 3.5: The principal part of the truncation error T (x, t) and the stability
interval (ωmin, ωmax) for the CTS, when M = 1 (∆T = ∆t) and using SR(p)-
lifting.

Principal part of the truncation error T (x, t) Stab. interval

p = 0 ∂ρ
∂t − ∆x2

3∆t
∂2ρ
∂x2 (0, 2)

p = 1 1
2

∂2ρ
∂t2 ∆t− 1

3
∂4ρ
∂x4 ∆x2 + 1

12
∂4ρ
∂x4

∆x4

∆t (0.349, 2)

p = 2
(

1
2

∂2ρ
∂t2 − 1

4
∂4ρ
∂x4

)
∆t− 1

4
∂4ρ
∂x4 ∆x2 + 1

12
∂4ρ
∂x4

∆x4

∆t (0.606, 2)

p = 3 3
4

∂4ρ
∂x4

∆t2

∆x2 + O(∆t2,∆x4,∆x2∆t,∆x6/∆t) (0.606, 2)

schemes are different for each value of p (cf. Table 3.3). The reason is of
course that after the diffusive collisions, the three distribution functions in
the LBM coincide (fi = feq

i = ρ/3), and then there is no difference in using
the LBM or the finite difference scheme.

We now use the matrix elements from Table 3.4 to compute the prin-
cipal part of the truncation error for the different CTSs (compared to the
macroscopic solution (3.10)). The results are shown in Table 3.5. We see
that when p = 0 (this corresponds to initializing with the BGK equilibrium
distributions (3.2)), the CTS does not recover the correct macroscopic be-
havior unless ω = 1. When p = 0 and ω 6= 1, the solution computed with the
CTS can be interpreted as an approximation to the solution of the diffusion
equation with a modified diffusion coefficient D′ = ∆x2/(3∆t) = ω/(2−ω)
instead of D = 1.

When p = 1, 2 or 3 and assuming that ∆t = O(∆x2) (which is the most
natural choice for a diffusion LBM, but was not assumed in the derivation
of the expressions in Table 3.5), the CTS is first-order accurate in time and
second-order accurate in space for all values of ω. If ∆t decreases faster
than O(∆x4), the truncation error grows unboundedly in the cases p = 1
or p = 2 and the CTS is no longer consistent. Similarly, the truncation
error grows unboundedly if ∆t decreases slower than O(∆x) or faster than
O(∆x6) when p = 3. If the value of ∆x is kept constant, the CTS with
p = 3 behaves second-order accurate in time when ∆t > O(∆x8/3), while
the error increases as 1/∆t when ∆t < O(∆x8/3). Note that the LBM itself
is also second-order accurate in time for a fixed lattice spacing, and first-
order accurate in time and second-order accurate in space when ω is kept
constant [96, 210]. This suggests that for ∆t > O(∆x8/3), the SR(3)-lifting
scheme is so accurate that the error of the CTS is dominated by the error
of the LBM itself (compared to the macroscopic equation (3.6)). In Section
3.4.1.2, this claim will be confirmed.
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Similar to the Fourier series of the analytical solution of the PDE (3.6),
we can decompose the numerical solution of the CTS in terms of the or-
thogonal eigenvectors of the corresponding Jacobian matrix. As one-sided
finite differences are used near the boundaries of the spatial domain, it is no
longer guaranteed that, after elimination of the boundary conditions, these
eigenvectors are sin(kπxj), k = 1, . . . , N − 1 (although sinusoidal eigenvec-
tors can be obtained by using the appropriate one-sided differences at the
boundaries). A common practice in numerical analysis is therefore to re-
sort to a local Fourier analysis, which ignores the effects of the boundaries.
Then, it can be shown that sin(kπxj) is indeed an eigenvector, and that the
corresponding eigenvalue is

λk =
∞∑

i=−∞

ei cos(kπi∆x) = e0 +
∞∑

i=1

2ei cos(kπi∆x), (3.22)

where ei are the elements from Table 3.4. At low wave numbers, the eigen-
values approximate the analytical eigenvalues from equation (3.10), and the
principal part of the Taylor series of exp(−k2π2∆t) − λk (for k → 0) cor-
responds to T (x, t)∆t if we substitute ∂2iρ/∂x2i and ∂ρi/∂ti by k2iπ2i in
the latter. The CTS is stable if all eigenvalues λk lie within the unit circle.
Using equation (3.22), we can hence derive the stability intervals for the
different CTSs (i.e., the intervals of ω for which the CTSs are stable). The
results are shown in Table 3.5. If p = 0, the eigenvalues lie between -1/3
and 1 and the CTS is unconditionally stable (i.e., it is stable for all values of
ω ∈ (0, 2)). If p = 1, the eigenmodes corresponding to the intermediate wave
numbers become unstable when ω < 0.349. If p = 2, the eigenmodes cor-
responding to the highest wave numbers become unstable when ω < 0.606.
Finally, if p = 3, the eigenmodes corresponding to both the intermediate
and the highest wave numbers become unstable when ω < 0.606.

3.4.1.2 Using CR(m)-lifting

When K CR functional iteration steps are used starting from the BGK
equilibrium distributions (3.2) as initial guess, the Jacobian matrix of the
CTS is RSLK

cr,mLsr,0. For simplicity, we first consider the case m = 0.
The number of nonzero elements in each row and column of the Jacobian
matrix (away from the boundaries) is then 2K+3. If K = 0, we obtain the
SR(0)-lifting scheme from the previous section. If K ≥ 1, the elements of
the symmetric Jacobian matrix are

e0 = 1 − 2

3
ω, e±i =

1

3
ω2(1 − ω)i−1 (i = 1, . . . ,K − 1),

e±K =
1

3
(2ω − 1)(1 − ω)K−1, e±(K+1) =

1

3
(1 − ω)K .

(3.23)
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From these elements, we can derive the truncation error of the corre-
sponding CTS. After some calculations, we obtain

T (x, t) =
∂ρ

∂t
−
(
ω − 2 + 2(1 − ω)K+1

ω − 2

)
∂2ρ

∂x2
. (3.24)

For small values of K, the CTS does not recover the correct macroscopic
behavior, unless ω = 1. If ω = 1, the CTS corresponds to the CTS based
on the SR(0)-lifting scheme without additional CR steps, and hence also to
the finite difference scheme (3.11). If ω 6= 1, the solution computed with
the CTS can again be interpreted as an approximation to the solution of
the diffusion equation with a modified diffusion coefficient D′ (the factor
between large brackets in (3.24)) instead of D = 1. It is clear that D′

differs more from the correct value D = 1 as ω deviates more from one. As
K grows, D′ converges fast to one (linearly, and with the same convergence
rate |1 − ω| as the CR(0)-lifting scheme itself). The fact that the CTS
reproduces the correct macroscopic behavior if K → ∞ should not surprise
us, as we have shown in Section 3.3.1.2 that the order of accuracy of the
CR(0)-lifting scheme is the same as the order of accuracy of the SR(1)-
lifting scheme, and we have shown in Section 3.4.1.1 that the CTS based on
the SR(1)-lifting scheme reproduces the correct macroscopic behavior. Of
course, the truncation error is different. If K → ∞, the right-hand side of
equation (3.24) becomes zero and the principal part of the truncation error
is then

T (x, t) =
1

2

∂2ρ

∂t2
∆t+

(
1

6
∆x2 − 27

12

∆t2

∆x2

)
∂4ρ

∂x4
.

If ∆t = O(∆x2), the CTS is again first-order accurate in time and second-
order accurate in space for all values of ω. If ∆t decreases slower than
O(∆x), the truncation error grows unboundedly and the CTS is no longer
consistent.

After elimination of the boundary conditions, the eigenvectors of the Ja-
cobian matrix of the CTS are again the discrete Fourier modes sin(kπxj).
Hence, the corresponding eigenvalues λk are given by (3.22), now with ei

the elements from (3.23). As before, the eigenvalues at low wave numbers
approximate the analytical eigenvalues from equation (3.10), and the dif-
ference between both is related to the accuracy. From the eigenvalues we
compute the stability intervals of the CTS for different values of K. An
overview is given in Table 3.6. The stability intervals clearly evolve from
(1/2, 5/4) if K = 1 towards the limiting interval (0, 6/5) if K → ∞. So,
although the CR(0)-lifting scheme is stable and finds a LBM state close to
the slow manifold as K → ∞, the CTS itself is unstable for a large range
of ω-values. Note that the CTS now becomes unstable if ∆t becomes too
small for a certain value of ∆x.
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Table 3.6: The boundaries of the stability interval (ωmin, ωmax) of the CTS, when
M = 1 (∆T = ∆t) and using a lifting that consists of K CR(0) iteration steps,
starting from the BGK equilibrium distributions.

K=0 K=1 K=2 K=4 K=8 K=25 K=100 K=∞
ωmin 0.000 0.500 0.388 0.305 0.217 0.107 0.038 0.000

ωmax 2.000 1.250 1.207 1.200 1.200 1.200 1.200 1.200

For m > 0, the accuracy and stability can be analyzed in a similar
manner. As a full analysis of the case m > 0 is out of the scope of this
thesis, we only mention that when ∆t = O(∆x2), the principal part of the
truncation error of the CTS based on the infinitely iterated CR(1)-lifting
scheme is the same as that of the CTS based on SR(3)-lifting. This confirms
our finding in the last paragraph of Section 3.3.1.2. Moreover, it indicates
that both lifting schemes are so accurate that the error of the CTS is now
dominated by the error of the LBM itself (the difference between the LBM
and the macroscopic equation (3.6)), as was already suggested in Section
3.4.1.1. This is also confirmed by numerical experiments that show that the
error of the CTS is virtually the same as the error of the LBM, when the
latter is only initialized once at the beginning of the simulation interval.
We emphasize that this is the best one can hope for; the fact that the
expressions for the truncation error in Table 3.5 do not further tend towards
zero is because we are comparing to the macroscopic solution rather than
to the full LBM solution. If we compare to the solution of the full LBM (by
also incorporating higher-order terms in the Chapman-Enskog multiscale
expansion), we find that the truncation errors are the expressions from
Table 3.5 minus (3∆t2/(4∆x2))∂4ρ/∂x4. This shows that the truncation
error does decrease as p increases, and that for p = 3 the truncation error
is indeed dominated by the error of the LBM. Of course, the stability of
the CTS based on infinitely iterated CR(1)-lifting and the CTS based on
SR(3)-lifting is different. While the stability interval was (0.606, 2) in the
case of SR(3)-lifting, it is only (0.690, 1.101) in the case of CR(1)-lifting.
Note that the latter is in line with the stability of the CR(1)-lifting scheme
itself, cf. Section 3.3.1.2.

3.4.2 The CTS with M > 1

In the previous section, we showed that, depending on the lifting procedure,
the accuracy and/or the stability of the CTS may be unsatisfactory if only
one LBM time step is used in the simulation step, i.e., if M = 1 (∆T = ∆t).
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In this section, we argue that both shortcomings may, at least partially, be
resolved by using a larger value of M .

3.4.2.1 Improving the accuracy of the CTS

Let us reconsider the CTS based on SR(0)-lifting. When M LBM steps are
used in the simulation step, the Jacobian matrix of the CTS is RSMLsr,0.
The number of nonzero elements in each row and column of the Jacobian
matrix (away from the boundaries) is then 2M + 1. The analysis for the
case M = 1 was given in Section 3.4.1.1. Also when M > 1, the elements of
the Jacobian matrix can explicitly be computed. Although these elements
themselves are quite complicated (and therefore omitted here), the principal
part of the truncation error simplifies to

T (x, t) =
∂ρ

∂t
−
(

1 +
2

M

ω − 1

ω(ω − 2)

(
−1 + (1 − ω)M

)) ∂2ρ

∂x2
. (3.25)

Note that the truncation error of the CTS is now the residual divided by
∆T = M∆t, when the exact solution is substituted into the scheme. As
could be expected, the CTS does not recover the correct macroscopic be-
havior for finite values of M , unless ω = 1. If ω 6= 1, the solution computed
with the CTS can again be interpreted as an approximation to the solution
of the diffusion equation with a modified diffusion coefficient D′ = 1 + ∆D
(the factor between large brackets in (3.24)) instead of D = 1. It is clear
that ∆D differs more from zero as ω deviates more from one. As M grows
towards infinity, ∆D converges to zero. This basically tells us that the CTS
becomes more accurate (or rather, less inaccurate) when the value of M is
increased. The underlying reason is that the “bad” SR(0)-lifting then occurs
less frequently when integrating over a certain fixed time interval with the
CTS. Unfortunately, equation (3.25) also shows that ∆D only converges
slowly (sublinearly, O(1/M)) towards zero—compare with the fast linear
convergence in the case of CR(0)-lifting (Section 3.4.1.2). Hence, unless ω
lies extremely close to one, M will have to be chosen very large in order
to obtain accurate results. To get the modified diffusion coefficient D′ for
instance within 0.1% of the correct value D = 1, it is required that M > 533
if ω = 1.25, M > 1333 if ω = 1.5 and M > 3428 if ω = 1.75. As already
mentioned in Section 3.3.2, using such large values of M will in practice
often be unacceptable.

After elimination of the boundary conditions, the eigenvectors of the
Jacobian matrix of the CTS are again the discrete Fourier modes sin(kπxj),
and the corresponding eigenvalues λk are given by (3.22). As before, the
eigenvalues at low wave numbers approximate the analytical eigenvalues
from equation (3.10), and the difference between both is related to the
accuracy. If M is increased, the eigenvalues shift towards zero and, as
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Table 3.7: First row: the lower bound of the stability interval (ωmin, 2) as a
function of M , when the CTS is based on the SR(1)-lifting scheme. Second row:
the upper bound of the stability interval (0, ωmax) as a function of M , when the
CTS is based on the infinitely iterated CR(0)-lifting scheme.

M=1 M=2 M=3 M=4 M=5 M=6 M=7 M=8

ωmin 0.349 0.310 0.311 0.268 0.231 0.227 0.213 0.198

ωmax 1.200 1.500 1.500 1.500 1.858 1.583 1.653 1.708

could be expected, the CTS remains unconditionally stable. If we started
a simulation from the (scaled) k-th Fourier mode as initial condition, the
relative error made due to the fact that ∆D 6= 0 would approximately be
1−exp(−(∆D)k2π2t). Taking into account that ∆D = O(1/M) asM → ∞,
and using t = ∆T = M∆t, we thus obtain that the relative error made in
each step of the CTS is approximately independent of the value of M . This
confirms that using larger values of M (and hence lifting less frequently) is
indeed beneficial for the accuracy of the CTS.

3.4.2.2 Improving the stability of the CTS

Finally, we also consider the CTS based on SR(1)-lifting and on infinitely
iterated CR(0)-lifting (the initial guess is then irrelevant) when using M
LBM steps in the simulation step. After elimination of the boundary con-
ditions, the eigenvectors of the Jacobian matrices are in both cases again
the discrete Fourier modes sin(kπxj), and the corresponding eigenvalues λk

are given by (3.22). From these eigenvalues, we can deduce the different
stability intervals. An overview is given in Table 3.7. We clearly recognize
the limited stability intervals in the case M = 1 (cf. Sections 3.4.1.1 and
3.4.1.2), and observe that for both lifting schemes, the stability interval in-
deed grows (although not monotonically) when the value of M is increased.

3.5 Numerical illustration: coarse-grained

bifurcation analysis

All results presented in Sections 3.2, 3.3 and 3.4 (such as the expressions for
the truncation errors and the stability intervals) were verified extensively by
various numerical experiments. Due to page limitations, these experiments
will not be reported here. Instead, we illustrate some of the main results
on the basis of a coarse-grained numerical bifurcation analysis.
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Specifically, we consider the LBM for the reaction-diffusion system de-
scribed in Section 5.2. For now, the specific details of this model are not
important; it suffices to know that this LBM is basically the LBM from
Section 3.2.1 to which a nonlinear, parameter λ dependent reaction term
was added in such a way that most of the results presented in this chapter
carry over to the reaction-diffusion case.

Figure 3.3 shows three different views on the same bifurcation diagram
with parameter λ and bifurcation measure

∑
j ρ(xj). In this diagram, the

branches of equilibria of the LBM, the spatially discretized macroscopic
equation (derived through a Chapman-Enskog multiscale expansion) and
various variants of the CTS are shown (see the caption of Figure 3.3). In
all cases, the same spatial grid spacing ∆x = 0.01 was used on the interval
[0, 1]. For the LBM, we used ω = 1.15 so that no unphysical instabilities
appear in the resulting CTS (cf. Section 3.4).

Irrespective of the value of λ, the trivial solution ρ = 0 is an equilibrium
of all models. The nonzero equilibria of the models, however, differ in most
cases. The branch of nonzero equilibria of the LBM intersects with the
branch of equilibria ρ = 0 at the transcritical bifurcation point λ ≈ π2. This
is in line with the fact that the continuous macroscopic equation derived
through a Chapman-Enskog multiscale expansion exhibits a transcritical
bifurcation at λ = π2. As expected, the nontrivial branches of the spatially
discretized macroscopic equation and the CTS with SR(1)-lifting lie very
close to the corresponding branch of the LBM. Note that, unlike for the
MMH model problem from Chapter 2, the nontrivial equilibria of the CTS
with SR(1)-lifting differ slightly from the equilibria of the LBM due to
the fact that the higher-order contributions in the slaving relations now do
not vanish at the macroscopic steady state. The branch of the CTS with
CR(0)-lifting lies exactly on the branch of the LBM. The reason for this
is again that the CR(0)-lifting finds the exact point on the slow manifold,
as dρ/dt = 0 at the macroscopic steady state and dφ/dt = dξ/dt = 0 at
the CR fixed point (cf. Section 2.3.3.3). According to Section 3.4.1.1, the
nontrivial branch of the CTS with SR(0)-lifting andM = 1 lies very far from
the corresponding branch of the LBM. By increasing the value of M from
one to ten, the difference becomes smaller (but certainly not small). Finally,
the branches of the spatially discretized macroscopic equation with modified
diffusion coefficient D′ given by (3.25) with M = 1 or M = 10 fall precisely
on top of the branches of the corresponding CTSs with SR(0)-lifting (up to
discretization error). This illustrates the correctness of equation (3.25).
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Figure 3.3: Bifurcation diagram showing the stable and unstable branches of
equilibria of (a) the LBM (solid and dotted line), (b) the spatially discretized
macroscopic equation (dot markers), (c) the CTS with SR(0)-lifting and M = 1
(plus markers) or M = 10 (cross markers), (d) the spatially discretized macro-
scopic equation with modified diffusion coefficient D′ given by (3.25) with M = 1
(square markers) or M = 10 (circle markers), and (e) the CTS with SR(1)-lifting
and M = 1 (triangle markers 4) or CR(0)-lifting and M = 1 (reverse triangle
markers). Not all branches are shown in all subfigures.
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3.6 Conclusions

The equation-free framework for multiscale computing is built around the
central idea of a CTS. In this chapter, we studied the numerical proper-
ties of the CTS when a LBM for one-dimensional diffusion is used as the
microscopic simulator.

For this model problem, we derived analytical expressions for the ac-
curacy and stability of the CTS. These expressions depend on the LBM
parameters but also on the specifics of the CTS. It was shown that an ac-
curate lifting procedure (using the theoretical slaving relations, or purely
numerically, using the class of CR functional iterations) is crucial to recover
the correct macroscopic behavior. If the lifting is inaccurate, the CTS ap-
proximates a different macroscopic equation, and an erroneous macroscopic
trajectory is computed. If the lifting is very accurate, its influence is negligi-
ble, and the accuracy of the CTS is similar to that of the LBM. Concerning
the stability of the CTS, we showed that in many cases there exist values
of the LBM relaxation coefficient for which the CTS is unstable. Increasing
the coarse time step ∆T may help to resolve both the accuracy and stability
issues. However, increasing the time step too much is often unacceptable
in practice, especially when the CTS is used in conjunction with efficiency-
increasing algorithms such as the coarse projective methods or when the
CTS is used as a building block in a time-stepper based bifurcation analysis
(cf. Section 2.4).

The analysis presented in this chapter contributes substantially to the
understanding of the numerical results in [194, 77, 118, 202, 205], in which
various aspects of the equation-free approach were studied using a LBM as
the microscopic simulator. Moreover, the results may also be useful for the
further analysis and/or development of the equation-free methodology and
its application to more complex microscopic models, for which the analysis
may be much more complicated.



Chapter 4

Convergence of the CR
functional iteration

4.1 Introduction

In the previous chapter, we mentioned that for certain values of the LBM
relaxation coefficient ω the CR functional iteration does not converge. To
gain more understanding of what causes convergence problems, we will now
study the accuracy and stability of the CR functional iteration in detail for
a specific model problem.

The CR functional iteration was already (partially) analyzed in sev-
eral articles. In [205], the accuracy and stability of the specific variant
described in Section 2.3.3.3 with m = 0 was analyzed for a class of LBMs
for reaction-diffusion systems. In the previous chapter, we extended this
analysis to the case m = 1. In [76, 72, 227], the more general class of CR
functional iterations (in which the step size of the functional iteration and
the forward difference formula are not necessarily equal to the time step
of the microscopic simulator) was analyzed for slow-fast systems. Remem-
ber from Section 2.2.1 that in a slow-fast system the macroscopic variables
(the variables in terms of which we seek a closed macroscopic description)
do not change substantially in a short time interval, even if the remaining
microscopic variables do.

In this chapter, we study the properties of the CR functional iteration in
the more general case where the macroscopic variables may also evolve on
a fast time scale. In this context, one often uses the terms “reduced model”
and “observables” rather than “macroscopic model” and “macroscopic vari-
ables”. In this thesis, however, we will stick to the latter terms. As before,
the main assumption is that there exists a slow manifold in phase space,
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Slow manifold

(1)

(2)

Figure 4.1: For a slow-fast system (1), the microscopic trajectories are nearly
perpendicular to the subspace of the macroscopic variables, so that the macro-
scopic variables do not change substantially during the fast transient towards the
slow manifold (the dashed line represents a line of constant macroscopic variable
values). For a general system (2), this is not necessarily the case. As a result, the
trajectory followed on the slow manifold afterwards may be very different.

which can be parameterized in terms of the macroscopic variables (that may
now no longer be pure slow) and to which all trajectories are quickly at-
tracted. Unlike the slow-fast case, the microscopic trajectories towards the
slow manifold are then not necessarily nearly perpendicular to the subspace
of the macroscopic variables. As a result, the microscopic trajectories may
end up far from the given macroscopic variable values (see Figure 4.1) and
the task of lifting (finding a point close to the slow manifold corresponding
to the given macroscopic variable values) becomes even more important.

This chapter is organized as follows. In Section 4.2, we study the numer-
ical properties of the CR functional iteration when applied to a time-stepper
for a two-dimensional linear stiff ODE system, and show how the eigenstruc-
ture of the evolution operator determines the accuracy and the stability of
the CR functional iteration. In Section 4.3, the analysis is confirmed using
the virtually exact time-stepper for the (variable-transformed) MMH model
from Chapter 2 as the microscopic simulator. We also show that the poten-
tial stability issues can be overcome by computing the fixed point of the CR
functional iteration with Newton’s method or Broyden’s method instead of
with the functional iteration. In Section 4.4, we present a number of ideas
and techniques related to the CR functional iteration that may also prove
useful in the context of initializing on a slow manifold. Finally, conclusions
are given in Section 4.5.
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4.2 Accuracy and stability of the CR func-
tional iteration

4.2.1 Model problem

As a microscopic model problem, we consider the two-dimensional linear
stiff ODE system

[
u

v

]′
= A

[
u

v

]
=

[
cos(α) cos(β)

sin(α) sin(β)

] [
λ1 0

0 λ2

][
cos(α) cos(β)

sin(α) sin(β)

]−1 [
u

v

]
.

(4.1)

The variables u and v are considered to be the macroscopic and the remain-
ing microscopic variable, respectively. Without loss of generality, we further
confine the values of α and β to the interval [−π/2, π/2]. Values of α and β
outside of this interval can always be mapped to a value inside by adding or
subtracting the appropriate multiple of π. Note that we should also exclude
the case α = β, as the matrix to be inverted in the right-hand side of (4.1) is
then singular. We assume that both eigenvalues λ1 and λ2 are real, and that
there is a large (relative) gap between them (|λ1/λ2| ≈ 0). As the slow man-
ifold is assumed to be attracting, λ2 should be strictly negative (while λ1

may be negative or positive). The eigenvector (cos(α), sin(α)) correspond-
ing to λ1 dictates the direction of the slow manifold. As the origin is the
(stable or unstable) fixed point of (4.1), the slow manifold is v = tan(α)u.
Note that the assumption that the slow manifold can be parameterized by
the macroscopic variable variable u excludes the case α = ±π/2. The eigen-
vector (cos(β), sin(β)) corresponding to λ2 dictates the direction of the fast
transients towards the slow manifold. Loosely speaking, each microscopic
state (u, v) first rapidly evolves along the direction of the fast transients
until the trajectory hits the slow manifold, on which it then slowly evolves
afterwards, towards (λ1 < 0) or away from (λ1 > 0) the origin.

When β = ±π/2 (vertical fast transients) the value of the macroscopic
variable u does not change substantially during the evolution towards the
slow manifold. In that case, u is a “pure” slow variable and (4.1) is a slow-
fast system. Moreover, the evolution of u then does not depend on v, so that
the lifting error will have completely disappeared after the slaving time.

The exact evolution of (4.1) over time ∆t can be expressed as

[
u

v

]

n+1

= L

[
u

v

]

n

, (4.2)
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with

L =

[
cos(α) cos(β)

sin(α) sin(β)

][
ρ1 0

0 ρ2

][
cos(α) cos(β)

sin(α) sin(β)

]−1

=

[
cos(α) sin(β)ρ1 − sin(α) cos(β)ρ2 − cos(α) cos(β)(ρ1 − ρ2)

sin(α) sin(β)(ρ1 − ρ2) − sin(α) cos(β)ρ1 + cos(α) sin(β)ρ2

]

cos(α) sin(β) − cos(β) sin(α)

(4.3)

and ρi = exp(λi∆t). Note that the eigenvectors of L are the same as the
eigenvectors of A. Many explicit numerical time integration methods can
also be written in the form (4.2)–(4.3); the eigenvalues ρi are then approxi-
mations to the exponentials exp(λi∆t). For the forward Euler method with
a fixed time step h = ∆t/M (M ∈ N∗), for instance, the eigenvalues in
(4.3) are ρi = (1 + λih)

M . In the remainder of this chapter, we will make
abstraction of the exact nature of the underlying integrator and use ρ1 and
ρ2 without further specifying how these values depend on λ1 and λ2. We
only assume that the time-stepper (4.2)–(4.3) is at least first-order accurate.

To mimic the multiscale problems that we ultimately want to tackle, we
assume that it is only computationally feasible to use a value of ∆t that is
very small compared to the dominant time scale of the microscopic model
(i.e., ∆t � |1/λ1|). Note that such a time step restriction also turns up
naturally when (4.1) is solved with an explicit numerical time integration
method.

4.2.2 The CR functional iteration

In this section, we consider the CR functional iteration as described in
Section 2.3.3.3. For the model problem from the previous section, one step
of the CR functional iteration can be written symbolically as

vk+1 = C(u0; vk). (4.4)

Here, C is a map from R2 to R, u0 is the given value of the macroscopic
variable (although u also varies during the microscopic simulation, we are
not solving for u) and vk is the k-th iterate of the unknown v.

According to Appendix A,

vk+1 =

m+1∑

i=1

c(m, i)vk,i, c(m, i) =
(−1)i+1(m+ 1)!

i!(m+ 1 − i)!
, (4.5)

with vk,i the value of v after the i-th microscopic simulation step (starting
from (u0, vk)) in the k-th functional iteration step.
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For the linear two-dimensional time-stepper (4.2)–(4.3), the (stable or
unstable) fixed point of the CR functional iteration is the solution of

g(u0; v) := v − [Cu Cv] ·
[
u0

v

]
= 0 ⇔ (1 − Cv) v = Cuu0, (4.6)

with Cu = ∂C/∂u ∈ R and Cv = ∂C/∂v ∈ R. According to (4.5), Cu and
Cv are the bottom-left and bottom-right elements of

M =

m+1∑

i=1

c(m, i)Li = 1 − (1 − L)m+1, (4.7)

with L the Jacobian matrix (4.3). For m = 0, 1 or 2, for example, these are
the bottom-left and bottom-right elements of L, 2L−L2 and 3L−3L2 +L3

(cf. the corresponding expressions on page 24).

4.2.3 Accuracy and stability analysis

In this section, we study the accuracy and the stability of the CR functional
iteration when applied to the model problem from Section 4.2.1. The first-
order accuracy of the time-stepper (4.2)–(4.3), the time step restriction
∆t� |1/λ1| and the scale separation |λ1/λ2| ≈ 0 imply that

1 − ρ1

1 − ρ2
=

1 − (1 + ∆tλ1 + O((∆tλ1)
2)

1 − ρ2
≈ −∆tλ1

1 − ρ2
≈ 0. (4.8)

Further on, we will often make explicit use of the fact that ρ1 ≈ 1. Depend-
ing on the value of ∆t, the value of ρ2 may be quite different. For simplicity,
we will further assume that ρ2 ∈ [0, 1) (note that this for instance excludes
the case of using an odd number of forward Euler steps with h > −1/λ2).
The two extremes are then ρ2 ≈ 1 (∆t is so small that we barely move
towards the slow manifold) and ρ2 ≈ 0 (∆t is so large that we more or less
reach the slow manifold).

At this point, we would like to emphasize that, due to the linearity of the
model problem, the initial guess v of the functional iteration is irrelevant to
the accuracy and stability of the CR functional iteration.

4.2.3.1 Accuracy

From (4.6), it follows that the (stable or unstable) fixed point of the CR
functional iteration is

ṽ =
Cu

(1 − Cv)
u0.
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Specifically for (4.2)–(4.3), this results in

ṽ =
sin(α) sin(β)

(
(1 − ρ1)

m+1 − (1 − ρ2)
m+1

)

sin(α) cos(β)(1 − ρ1)m+1 − cos(α) sin(β)(1 − ρ2)m+1
u0.

The error is then

e = tan(α)u0 − ṽ =

(1 − ρ1)
m+1(sin(α) cos(β) − cos(α) sin(β))

(1 − ρ1)m+1 sin(α) cos(β) − (1 − ρ2)m+1 cos(α) sin(β)
tan(α)u0.

(4.9)

It is instructive to consider some special cases. If u0 = 0, α = 0 or
ρ1 = 1, we obtain the exact solution ṽ = tan(α)u0 (e = 0). If β = 0, we
obtain ṽ = 0 (e = tan(α)u0). If β = ±π/2 (slow-fast system), the error
simplifies to

e = tan(α)u0 − ṽ =

(
1 − ρ1

1 − ρ2

)m+1

tan(α)u0. (4.10)

This clearly shows how the error depends on the time scale separation. If
∆t is very small so that ρ1 ≈ 1 and ρ2 ≈ 1 (remember that ρi ≈ 1 + ∆tλi),
we obtain e ∼ (λ1/λ2)

m+1. If ∆t is larger so that ρ1 ≈ 1 and ρ2 ≈ 0,
we obtain e ∼ (−∆tλ1)

m+1. Equation (4.10) also shows that the CR ap-
proximations linearly converge towards the exact solution as m is increased,
with convergence rate (4.8). For a more general system (with β 6= ±π/2),
we can derive a similar expression for the error. Taking (4.8) into account
and using ρ1 ≈ 1, we obtain

e ≈
(

1 − ρ1

1 − ρ2

)m+1(
1 − sin(α) cos(β)

cos(α) sin(β)

)
tan(α)u0

as long as α 6≈ ±π/2 and β 6≈ 0.
Equation (4.9) also indicates that if ∆t is large compared to the slow

time scales in (4.1) (ρ1 6≈ 1), we cannot expect to obtain very accurate
results. Using a small value of ∆t is hence not only desirable for efficiency
reasons, it is also essential for accuracy reasons.

4.2.3.2 Stability

A linear map is stable only if the eigenvalues of its Jacobian matrix lie
within the unit circle. The CR functional iteration (4.4) applied to the
linear two-dimensional model problem from Section 4.2.1 is thus stable if
Cv = ∂C/∂v ∈ (−1, 1). From (4.3) and (4.7), it follows that

Cv =

sin(α) cos(β)
m+1∑

i=1

c(m, i)(ρ1)
i − cos(α) sin(β)

m+1∑

i=1

c(m, i)(ρ2)
i

sin(α) cos(β) − sin(β) cos(α)
,
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which, as before, can be simplified to

Cv =
sin(α) cos(β)(1 − (1 − ρ1)

m+1) − cos(α) sin(β)(1 − (1 − ρ2)
m+1)

sin(α) cos(β) − sin(β) cos(α)
.

(4.11)

Let us again consider some special cases. If α = 0 or β = ±π/2, we
obtain Cv = 1− (1−ρ2)

m+1. As we assumed that ρ2 ∈ [0, 1), the functional
iteration is then always stable. Note that in the case α = 0, the slow
manifold is parallel to the u-axis. The stability then follows directly from the
fact that the microscopic simulation always brings us closer to the attracting
slow manifold, while resetting u afterwards does not change the distance to
the slow manifold. In the case β = ±π/2, the stability directly follows from
the fact that the microscopic trajectories are nearly perpendicular to the
u-axis, so that resetting u afterwards has no considerable effect.

If β = 0, we have Cv = 1 − (1 − ρ1)
m+1. If ρ1 ∈ [0, 1), the functional

iteration is then stable. If ρ1 = 1, it is at the boundary of stability (Cv = 1).
If ρ1 > 1, the functional iteration can be stable or unstable, depending on
the value of ρ1 and the parity of m. At ρ1 = 1, the first m derivatives of
Cv with respect to ρ1 are all zero, and the (m + 1)-st derivative of Cv is
(−1)m(m+1)!. Therefore, the functional iteration is unstable if ρ1 > 1 and
m is even. If m is odd, the functional iteration is stable if ρ1 ∈ (1, 2] (Cv = 0
when ρ1 = 2). Only for values of ρ1 larger than 1+21/(m+1) (where we take
the positive real root) the iteration also becomes unstable. For m = 0, the
case β = 0 can be understood by realizing that resetting the value of u in
each CR functional iteration step “undoes” the fast movement towards the
slow manifold. Therefore, the slow movement (towards (ρ1 < 1) or away
from (ρ1 > 1) the origin) determines the stability of the functional iteration.

If α → β, the denominator of Cv becomes zero. Unless (a) α, β → 0,
(b) α, β → ±π/2 or (c) ρ1 = 2− ρ2 with m odd, the nominator of Cv tends
to a nonzero value (since ρ1 6= ρ2). Except in those special cases, |Cv| → ∞
and the functional iteration becomes unstable. This instability is simply
a consequence of the fact that the microscopic trajectories are then nearly
parallel to the slow manifold: the fast transients take us very far from the
previous iterate, and resetting u afterwards causes the next iterate to be
much further from the fixed point than the previous one.

The stability boundaries in the αβ-plane are found by solving Cv = ±1.
We obtain

β1 = atan

(
2 − (1 − ρ1)

m+1

2 − (1 − ρ2)m+1
tan(α)

)
,

β2 = atan

((
1 − ρ1

1 − ρ2

)m+1

tan(α)

)
.

(4.12)
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Figure 4.2: Stability regions of the CR functional iteration with m = 0, for various
values of ρ1 and ρ2. The white zones correspond to stable functional iterations,
the gray zones to unstable functional iterations.

Figure 4.2 shows the stability regions of the CR functional iteration with
m = 0, for various values of ρ1 and ρ2. Here, only the results are shown
for α, β ∈ [−π/2, π/2], but, as mentioned earlier, any arbitrary value of α
or β can be mapped to a value inside the interval [−π/2, π/2] by adding
or subtracting the appropriate multiple of π. A functional iteration corre-
sponding to a point (α, β) in the gray zones is unstable (remember that the
iteration is unstable for α = β), while a functional iteration corresponding
to a point (α, β) in the white zones is stable. The stability regions shown
in Figure 4.2 are clearly symmetric about the origin. This is due to the fact
that if we reflect the phase-portrait of an iterative process of the functional
iteration corresponding to α and β (as in Figure 4.3 further on) about an
arbitrary horizontal axis, we obtain the phase-portrait that corresponds to
an iterative process of the functional iteration corresponding to −α and −β,
which then necessarily has the same stability. Figure 4.2 also confirms that,
except for some special points, the functional iterations are always stable if
α = 0 or β = ±π/2, while if β = 0 the functional iterations are stable if
ρ1 ∈ [0, 1) and unstable if ρ1 > 1 (m = 0 is even!).

Figure 4.2 (top-left) shows the stability regions for the case where ∆t
is very small (ρ1 ≈ 1 and ρ2 ≈ 1). In the limiting case, the boundaries of
stability are the straight lines β1 = α and β2 = 0 (this follows directly from
(4.12)). In this case, 75% of all possible αβ-configurations correspond to a
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Figure 4.3: Sketch of the phase-portraits of two functional iteration steps corre-
sponding to the four crosses in Figure 4.2, when ρ1 = 1 and ρ2 = 0. The somewhat
thicker line represents the slow manifold, and the thin lines and arrows are the
microscopic simulation trajectories and the resetting of the macroscopic variable.

stable functional iteration.

Figure 4.2 (bottom-left) shows the stability regions for the case where
∆t is large enough so that the microscopic trajectory has reached the slow
manifold, but small enough so that ∆t is still very small compared to the
dominant time scale (ρ1 ≈ 1 and ρ2 ≈ 0). In this case, the boundaries
of stability are β1 ≈ atan(2 tan(α)) and β2 ≈ 0. Note that the configura-
tions with |β| slightly larger than |α| are now also unstable. As a result,
only about 68% of all possible αβ-configurations correspond to a stable
functional iteration. When ρ1 ≈ 1 and ρ2 ≈ 0, four qualitatively distinct
scenarios are possible. A sketch of the phase-portrait of two steps of a func-
tional iteration corresponding to each scenario is shown in Figure 4.3. Here,
we used α = −π/6 and various values of β (the precise values of β are indi-
cated with the cross markers in Figure 4.2). Only the functional iterations
depicted in the first and the fourth sketch are stable. The third sketch shows
a typical example of a functional iteration that could have been stable if
∆t were smaller. Note that the expressions for β1 and β2 can also easily
be deduced in a geometrical manner from the sketches in Figure 4.3. The
curved boundary β1 for instance corresponds to the scenario in between the
third and fourth sketch, for which each starting point in the phase-plane
is revisited after two CR functional iteration steps. A back-of-the-envelope
calculation then immediately leads to the condition tan(β1) = 2 tan(α).

Finally, the other subfigures in Figure 4.2 illustrate what happens when
∆t becomes comparable to the dominant time scale of the microscopic model
(ρ1 6≈ 1 and ρ2 = 0, both when ρ1 < 1 or ρ1 > 1). Remember that
using such a large value of ∆t is undesirable from the point of view of both
efficiency and accuracy; the results shown here are therefore probably more
of academic than of practical interest. For ρ1 < 1 (middle subfigures), both
β1 and β2 tend to the line α = β when ρ1 → 0. In that case, all functional
iterations ultimately get stabilized by increasing the value of ∆t (remember
that the case α = β is excluded anyway). Of course, this is merely due to
the fact that all trajectories are then attracted towards the origin. For even
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values of m and ρ1 > 1 (right subfigures), β1 increases and β2 decreases if
α > 0 (and the other way around if α < 0) when ρ1 increases. The region
corresponding to unstable functional iterations then thus enlarges when ρ1

is increased, until all functional iterations ultimately become unstable for
large enough values of ∆t. If m would have been odd, β1 would initially
have decreased and β2 would initially have increased if α > 0 (and the
other way around if α < 0) by increasing ρ1. The region corresponding to
unstable functional iterations would then thus first have shrunk, until all
functional iterations are stable when ρ1 = 2−ρ2 (in that case, β1 = β2 = α).
This also follows directly from (4.11), which can in that case be simplified
to Cv = 1 − (1 − ρ2)

m+1. For ρ1 > 2 − ρ2, the region corresponding to
unstable functional iterations would then again have enlarged when ρ1 is
further increased, until all functional iterations ultimately become unstable
for large enough values of ∆t. Note that the behavior of β1 and β2 as a
function of ρ1 described above is fully in line with our earlier stability results
for the case β = 0.

4.3 Numerical illustration

4.3.1 Setup

In this section, we illustrate some of our findings from Section 4.2 using the
virtually exact time integrator for the (variable-transformed) MMH model
from Chapter 2 as the microscopic simulator. We first apply the class of
CR functional iterations to the explicit fast–slow system (2.1). Specifically,
we set ∆t = ε = 0.01 and again also use this value for the step size of
the functional iteration and the step size of the forward difference equa-
tion. We construct the sequence of approximations ym (m = 0, 1, . . . , 5,
with m the order of the CR functional iteration) to the exact solution
y = y∗ = 0.50031152780809838151 on the slow manifold at x = x∗ = 1
(cf. Section 2.2.2).

To unravel the implications of using a general system that is not in
slow-fast form, we also apply the class of CR functional iterations to two
variable-transformed versions of (2.1). As a second set of variables, we
consider

(u, v) =
(
x+

y

2
,
x

2
+
y

2

)
. (4.13)

Note that the variables u and v now both evolve on the fast timescale. As the
notation suggests, we take u as the new macroscopic variable (Figure 4.4 fur-
ther on confirms that the slow manifold is parameterizable by this variable)
and seek an approximation to the point on the slow manifold (u∗, v∗) cor-
responding to (x∗, y∗) under the transformation (4.13). Using the approxi-
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mate value for y∗ reported earlier, we obtain u∗ = 1.250155763904049190755
and v∗ = 0.750155763904049190755.

As third set of variables, we consider

(ū, v̄) =
(x

2
+ y ,

x

2
+
y

2

)
. (4.14)

In this case also, the variable ū is taken to be the macroscopic variable, and
the point (x∗, y∗) maps to (ū∗, v̄∗) under the transformation (4.14), where
ū∗ = 1.00031152780809838151 and v̄∗ = 0.750155763904049190755.

In the results reported below, the same initial guess is used in all three
coordinate systems, namely, y(0) = v(0) = v̄(0) = 0.625. This value was
chosen because it has approximately the same initial absolute error in each
coordinate system (recall that y∗ ≈ 0.5 and v∗ = v̄∗ ≈ 0.75). We iterate
until the nonlinear residual becomes smaller than the absolute tolerance
tol. Throughout our experiments, tol is taken to be 10−14, because we
are only interested in the accuracy of the fixed point of the (m+1)-st-order
forward difference condition and thus wish to avoid premature termination.
In practice, larger values of tol may be used, depending also on the value
of m. Hence, the efficiency measures given below should be understood as
mere upper bounds.

4.3.2 Application of the CR functional iteration

Table 4.1 summarizes the accuracy and efficiency results for the functional
iteration in the different coordinate systems. The errors shown are |ym−y∗|,
|vm − v∗| and |v̄m − v̄∗|, and the work is the number of evaluations of C (see
equation (4.4)) that are needed before the tolerance is reached (in this case,
this number is equal to the number of functional iteration steps). Note that
the evaluation of C itself becomes more costly as m increases, as m + 1
microscopic simulation steps are required per evaluation of C.

In the original variables (x, y), the functional iteration is stable for all
values of m, and the absolute error decreases exponentially with m (as
expected from Sections 4.2.3.1 and 4.2.3.2). Since the convergence factor Cv

of the functional iteration in this case increases with m, the work increases
with m.

In terms of the variables (u, v), the functional iteration is also stable
for all values of m, and the absolute error again decreases exponentially
with m. In this case, though, the convergence factor Cv decreases when m
increases, and therefore the work decreases when m increases. Especially
when m = 0, the work is very large.

In terms of the variables (ū, v̄), the functional iteration is locally unstable
near the fixed point (ū∗, v̄∗) for all values of m. When m = 0, the iterates
grow unboundedly (we declare divergence at step n when the n-th iterate
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Table 4.1: Accuracy and efficiency of the functional iteration schemes in the (x, y),
(u, v) and (ū, v̄) coordinate systems.

(x, y)−system (u, v)−system (ū, v̄)−system

Error Work Error Work Error Work

m = 0 7.22e-04 17 8.09e-04 407 ∞ ∞
m = 1 1.04e-06 23 7.05e-07 77 5.04e-01 3071+

m = 2 1.55e-09 30 1.68e-09 39 4.69e-01 40

m = 3 2.82e-11 38 4.23e-12 24 6.32e-01 118

m = 4 1.95e-13 46 5.44e-15 13 5.30e-01 164

m = 5 4.96e-14 56 6.66e-15 13 4.89e-01 477

exceeds 104). When m = 1, we do not reach the required tolerance either,
since round-off errors cause the iteration to get stuck in a period-2 cycle
after 3071 iterations, with the nonlinear residual approximately equal to
10−13 > tol. If m > 1, the residual does reach the tolerance after a
certain number of iteration steps. Form ≥ 1, the functional iteration clearly
converges to a point that lies close to a root of the (m+1)-st-order forward
difference condition. However, this root is non-physical, in the sense that it
differs by an O(1) amount from v̄∗ (due to the nonlinearity of the problem,
there are several zeroes of the (m+1)-st-order forward difference condition,
with only one of them being asymptotically close to the desired point on
the slow manifold).

The accuracy and stability results of the functional iteration in the dif-
ferent coordinate systems are in line with the theory in Section 4.2. In the
(x, y) coordinate system, the angle formed by the slow manifold and the
x-axis at (x∗, y∗) is, to leading order, α = atan(1/4) ≈ 0.245 (this directly
follows from equation (2.2)). Meanwhile, the fast transients approach the
manifold in an approximately vertical manner ((2.1) is a slow-fast system),
so that β = π/2, to leading order. The corresponding values in the (u, v)
and (ū, v̄) coordinate systems are α = atan(5/9) ≈ 0.507, β = π/4 and
α = atan(5/6) ≈ 0.695, β = atan(1/2) ≈ 0.467, respectively (see Figure
4.4). From the eigenvalues λ1 and λ2 of the Jacobian matrix of the ODE
system (2.1) near (x∗, y∗) and the time step ∆t = ε = 0.01, it follows that
ρ1 ≈ 0.99875 and ρ2 ≈ 0.135; these values are coordinate independent. Us-
ing the data above, it can be checked that the error values given for the (x, y)
and (u, v) system in Table 4.1 correspond very well to the values obtained
from equation (4.9), after linearization of the MMH time-stepper. The sta-
bility of the CR functional iterations in the different coordinate systems
follows directly from (4.11) or (4.12).
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Figure 4.4: Phase-portrait of trajectories (thin lines) towards the slow manifold
(thick line) in the three different coordinate systems (x, y), (u, v) and (ū, v̄). The
dots mark the starting points of the trajectories, the circle marks the stable steady
state (0, 0), and the square marks the points (x∗, y∗), (u∗, v∗) and (ū∗, v̄∗).

4.3.3 Alternative computation of the CR fixed point

In the previous sections, it was shown that the CR functional iteration may
be unstable. In this section, we illustrate that, by using alternative numeri-
cal techniques, we can compute the fixed point of the unstable CR functional
iteration anyway. Specifically, we will replace the functional iteration with
Newton’s method or Broyden’s method. In terms of the variables x and
y of the MMH model problem, we then directly compute the value of the
remaining microscopic variable y so that

g(x∗; y) := y − C(x∗; y) = 0, (4.15)

given the value of the macroscopic variable x∗. Note that this corresponds
to directly solving the discretized version of (2.8).

In the numerical experiments reported below, we again use the initial
guess y(0) = v(0) = v̄(0) = 0.625 and iterate until the nonlinear residual
becomes smaller than the absolute tolerance tol = 10−14; the efficiency
measures should therefore again be understood as mere upper bounds.

4.3.3.1 Application of Newton’s method

The fixed point of (4.15) can be found with Newton’s method. For our
two-dimensional model problem, Newton’s iteration becomes

yn+1 = yn −
(
∂g

∂y
(x∗; yn)

)−1

g(x∗; yn).

The derivative ∂g/∂y(x∗; yn) can be estimated numerically, for instance
using the finite difference formula

∂g

∂y
(x∗; yn) ≈ g(x∗; yn + τ) − g(x∗; yn)

τ
,
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Table 4.2: Accuracy and efficiency of Newton’s method with numerically approx-
imated derivative, in the (x, y), (u, v) and (ū, v̄) coordinate systems.

(x, y)−system (u, v)−system (ū, v̄)−system

Error Work Error Work Error Work

m = 0 7.22e-04 8 8.09e-04 10 1.21e-03 8

m = 1 1.04e-06 8 7.05e-07 10 1.06e-06 10

m = 2 1.55e-09 8 1.68e-09 10 2.53e-09 12

m = 3 2.82e-11 8 4.24e-12 10 6.36e-12 14

m = 4 1.80e-13 8 1.55e-15 10 3.33e-15 14

m = 5 4.44e-14 8 2.78e-15 12 2.62e-14 16

with τ a small number (in our experiments, we set τ equal to the square root
of the machine precision in order to balance truncation error and round-off
error). Note that only two evaluations of g are required per Newton iteration
step, as the value g(x∗; yn) can be reused.

Our results regarding Newton’s method are summarized in Table 4.2
(compare with Table 4.1). The errors shown are again |ym − y∗|, |vm − v∗|
and |v̄m−v̄∗|, and the work is the number of evaluations of g (and hence of C)
before the tolerance is reached. As explained above, this is twice the number
of Newton steps. In all cases, the method converges to the appropriate fixed
point, even when the functional iteration did not. Moreover, when both
the functional iteration and Newton’s method converge, the latter typically
converges much faster.

For a higher-dimensional system with Ny remaining microscopic vari-
ables, the construction of the Jacobian matrix requires Ny + 1 evaluations
of C. In addition, a linear system of size Ny × Ny must be solved at each
Newton step. For large values of Ny, these tasks may become prohibitively
expensive. In that case, one should resort to a more efficient methods,
such as Broyden’s method (next section) or a Newton-Krylov method (next
chapter).

4.3.3.2 Application of Broyden’s method

The fixed point of (4.15) can also be found with Broyden’s method. In
general, Broyden’s method may be characterized as a least change secant
update (or quasi-Newton) method [115]. For our two-dimensional model
problem, Broyden’s method reduces to the classical secant method

yn+1 = yn −
(
g(x∗; yn) − g(x∗; yn−1)

yn − yn−1

)−1

g(x∗; yn).
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Table 4.3: Accuracy and efficiency of Broyden’s method, in the (x, y), (u, v) and
(ū, v̄) coordinate systems.

(x, y)−system (u, v)−system (ū, v̄)−system

Error Work Error Work Error Work

m = 0 7.22e-04 5 8.09e-04 6 1.21e-03 6

m = 1 1.04e-06 5 7.05e-07 7 1.06e-06 7

m = 2 1.55e-09 5 1.68e-09 7 2.53e-09 8

m = 3 2.82e-11 5 4.24e-12 7 6.36e-12 8

m = 4 1.80e-13 5 4.44e-16 7 1.63e-14 9

m = 5 4.15e-14 5 3.55e-15 8 3.06e-14 9

Except for the first step, each iteration step requires only one evaluation
of g (and hence of C). Although the convergence order ps ≈ 1.618 of the
secant method is smaller than the convergence order pn = 2 of Newton’s
method, this makes the secant method computationally more efficient, as
p2

s = 2.618 > pn. In other words: the secant method needs 44% more
iterations, but the iterations are only half as expensive. This may be seen
in Table 4.3, reporting the results of Broyden’s method. The errors shown
are again |ym − y∗|, |vm − v∗| and |v̄m − v̄∗|, and the work is the number
of evaluations of g (and hence of C) before the tolerance is reached. As
explained above, this is the number of Broyden iterations plus one.

For a higher-dimensional system with Ny remaining microscopic vari-
ables, only one evaluation of C is required per Broyden step. Furthermore,
efficient techniques (such as the Sherman-Morrison formula [115]) exist to
update the inverse of the approximate Jacobian, so that it is no longer
required to explicitly solve a linear system in each iteration step.

4.4 Related ideas and techniques

Before concluding, we would like to describe a number of related ideas and
techniques that may also prove useful in the context of initializing on a slow
manifold, and therefore deserve further investigation.

The first technique is intended to be used when the CR functional iter-
ation fails to determine a point sufficiently close to the slow manifold, for
instance because the iteration is unstable when m exceeds a certain value.
The basic idea is to use, in each iteration step, a backward extrapolation
based on the points obtained after an initial microscopic simulation phase
has brought us onto the slow manifold. As in the original CR functional
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iteration, we then extrapolate backward in time until the point in time of
the initial condition of the microscopic simulation in the current iteration
step. As the variables on the slow manifold evolve in a smooth manner,
a polynomial of relatively high degree may be used for the backward ex-
trapolation. For a LBM model problem, we numerically verified that the
additional initial microscopic simulation phase may stabilize the iteration.
Even if the iteration is unstable, it may still be useful in practice, as a
small number of iterations may already improve the accuracy of the result
of the most accurate stable CR functional iteration substantially before the
instabilities show up.

In the method described in the previous paragraph, we extrapolated
backward in time until the point in time of the initial condition of the mic-
roscopic simulation in the current iteration step. We believe that it may also
be useful to use an extrapolation until the point in time for which some mea-
sure of the difference between the values of the given macroscopic variables
(for which we seek the corresponding remaining microscopic variable values)
and the values of the backward extrapolated macroscopic variables (which
then also have to be computed) is minimized (in general, the difference
cannot be made equal to zero). If we again incorporate an initial micro-
scopic simulation phase, an alternative way of looking at this procedure is
that it first brings us down to the slow manifold, then locally approximates
a trajectory on the manifold with an interpolating polynomial and finally
takes the point on this approximate trajectory for which the macroscopic
variable values are closest to the given macroscopic variable values as the
new approximation. Especially when the macroscopic variables are not pure
slow, this method may perform substantially better than the CR functional
iteration. Our first numerical tests with this procedure show promising
results.

Finally, also the following (less related) method may prove useful in the
context of initializing on a slow manifold. As we have seen before, any
microscopic trajectory starting from the given macroscopic variable values
and arbitrary remaining microscopic variable values quickly approaches the
slow manifold, but the end point does not necessarily lie close to the given
macroscopic variable value (especially not if the macroscopic variables are
not pure slow; cf. Figure 4.1). We could, however, try to find values for the
macroscopic variables so that, after a microscopic simulation starting from
those values for the macroscopic variables and arbitrary (but fixed) values
for the remaining microscopic variables, we precisely end up at a point at
which the macroscopic variable values correspond to the given macroscopic
variable values. If the microscopic simulation time is at least equal to the
slaving time, we then have found the point on the slow manifold correspond-
ing to the given macroscopic variable values. Mathematically, the condition
above can be formulated as a (nonlinear) system, which can for instance be
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solved using efficient matrix-free techniques (see Chapter 5). Unlike the sys-
tem (4.15) for the CR fixed point, the dimension of this system is now equal
to the dimension of the subspace of the macroscopic variables rather than
to the dimension of the subspace of the remaining microscopic variables
(which may be an advantage). For this method also, our first numerical
tests show promising results, which makes it certainly worth exploring the
method further.

4.5 Conclusions

In this chapter, we first studied the numerical properties of the CR func-
tional iteration when applied to a time-stepper for a two-dimensional lin-
ear stiff ODE system that is not in slow-fast form. We showed how the
eigenvalues of the evolution operator as well as the orientation of its eigen-
vectors compared to the subspace of macroscopic variables determine the
accuracy and the stability of the CR functional iteration. Specifically, we
derived formulae that relate the accuracy and stability to the quantities α,
β, (1 − ρ1)

m+1 and (1 − ρ2)
m+1.

Then, we illustrated the linear analysis using the nonlinear (variable-
transformed) MMH model from Chapter 2 as the microscopic time-stepper.
It was also shown that the potential stability issues can be overcome by
computing the fixed point of the CR functional iteration with Newton’s
method or Broyden’s method instead of with the functional iteration. In the
following chapter, we will extend the approach based on Newton’s method
so that it can be applied efficiently to higher-dimensional systems as well.

Finally, we presented a number of related ideas and techniques that may
also prove useful in the context of initializing on a slow manifold.
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Chapter 5

A Newton-Krylov
implementation of the CR
scheme

5.1 Introduction

In the previous chapter, we have shown that the CR functional iteration may
be unstable and that the potential stability issues can be overcome using
Newton’s or Broyden’s method. In this chapter, we extend the approach
based on Newton’s method so that it can also be applied efficiently to higher-
dimensional systems. Specifically, we will solve the linear systems that arise
in Newton’s method with a (preconditioned) Krylov method. The resulting
method will further be called a CR Newton-Krylov method.

The potential advantage of the Newton-Krylov method over the func-
tional iteration will be illustrated using a LBM for a one-dimensional nonlin-
ear reaction-diffusion system as the microscopic simulator. There are several
reasons why we have chosen a LBM as the model problem in this chapter.
First, the LBM exhibits many features that are also found in the more chal-
lenging multiscale problems that we want to tackle with the equation-free
framework, while it is still simple enough to be analyzed in detail. Second,
the LBM example was also used as a model problem in [205, 211], in which
several theoretical properties of the CR functional iteration were derived.
Some of these results will be of direct use in this chapter. Third, the fully
discretized state space of the LBM contains more than just a few scalar
variables, providing a good case study for the numerical properties of the
iterative linear algebra techniques that will be used further on. Finally,

81
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the Newton-Krylov method developed in this chapter may then also be of
direct use outside the context of equation-free computing, as the problem
of accurate and efficient initialization of LBMs is a topic of current interest
in the LBM community [140, 26, 203].

Depending on the parameters of the LBM, the CR functional itera-
tion may converge slowly or even diverge. We show that both issues are
largely resolved when using the CR Newton-Krylov method, especially when
a coarse grid correction preconditioner is incorporated.

This chapter is organized as follows. Section 5.2 introduces the LBM
that will be used as the microscopic simulator. In Section 5.3, we numeri-
cally illustrate the performance of the CR functional iteration when applied
to the LBM. In Section 5.4, we develop the CR Newton-Krylov method,
and discuss several numerical aspects, such as preconditioning, in detail.
An extensive comparison between the functional iteration and the Newton-
Krylov approach is provided in Section 5.5 for a large range of parameter
values of the LBM model problem. A brief discussion of the accuracy of the
CR scheme is given in Section 5.6, after which we conclude in Section 5.7.

5.2 A LBM for a reaction-diffusion system

In this section, we present a LBM for the one-dimensional reaction-diffusion
system that will serve as a model problem throughout this chapter. This
LBM is basically the LBM from Section 3.2.1 to which a nonlinear reaction
term is added.

Remember that the LBM describes the evolution of discrete particle dis-
tribution functions fi(xj , tk), which depend on space xj , time tk and velocity
vi. For our one-dimensional model problem, the distribution functions fi

are discretized in space on the domain [0, 1] using grid spacing ∆x = 1/N
(N lattice intervals) and in time using time step ∆t. Only three values are
considered for the velocity (vi = i∆x/∆t, with i ∈ {−1, 0, 1}). The LBM
evolution law for the distributions fi(xj , tk) in the interior of the domain is
then

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω (fi(xj , tk) − feq
i (xj , tk))

+
∆t

3
F (ρ(xj , tk)),

(5.1)

with i ∈ {−1, 0, 1}. Compared to the LBM equation (3.1), we added the
reaction term ∆tF (ρ(xj , tk))/3, which only depends on the density field
ρ(xj , tk) [162, 38]. In this chapter, we set

F (ρ(xj , tk)) = λρ(xj , tk) (1 − ρ(xj , tk)) . (5.2)
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Nonlinear reaction terms of this form arise naturally in the fields of heat
and mass transfer [37] or in ecology [97]. The parameter λ ≥ 0 determines
the strength of the reaction “force” F . At the boundaries, we impose the
Dirichlet boundary conditions ρ(0, tk) = ρ(1, tk) = 0 by assigning the ap-
propriate values to the distribution functions that stream into the domain
at x0 = 0 and xN = 1. Many other reaction-diffusion LBMs can be found
in literature, see for instance [38, 152, 162, 222, 225, 226].

As in Chapter 3, a Chapman-Enskog multiscale expansion can be used
to derive an accurate macroscopic model for the long-term behavior of the
density ρ (which plays the role of the macroscopic variable). This derivation
is provided in Appendix B. We obtain the macroscopic model

∂ρ(x, t)

∂t
= D

∂2ρ(x, t)

∂x2
+ F (ρ) =

(
2 − ω

3ω

∆x2

∆t

)
∂2ρ(x, t)

∂x2
+ F (ρ) (5.3)

with Dirichlet boundary conditions ρ(0, t) = ρ(1, t) = 0. When the reaction
term is (5.2), this reaction-diffusion PDE is known as the Fisher equation
[64].

As in the case of the LBM for pure diffusion, the higher-order moments
φ and ξ become functionals of (slaved to) ρ on a time scale that is very short
compared to the dominant macroscopic time scales. In Appendix B, it is
shown that the terms in the slaving relations up to O(∆x2) are the same
as in the purely diffusive case (equation (3.7) in terms of the distribution
functions or equations (3.8) and (3.9) in terms of the velocity moments).
However, note that the O(∆x2) term (implicitly) depends on F , as can for
instance clearly be seen from equation (B.9). The reason that the expres-
sions from Chapter 3 are still valid is that the influence of F in the O(∆x2)
term can be fully incorporated in the spatial derivatives.

For simplicity, we will further set D = 1. Throughout our numerical
experiments, the parameters ∆x (or N), ω ∈ (0, 2) and λ will be varied to
illustrate different aspects of our computational approach. The correspond-
ing value of ∆t then follows immediately from (5.3).

5.3 Application of the class of CR functional
iterations to the LBM

Let us now apply the class of CR functional iterations as described in Section
3.3.1.2 to the LBM model problem (5.1). Remember that u0 = ρ0 is now
the Nu = (N + 1)-dimensional given macroscopic variable value, and that
we want to find the Nv = (2N + 2)-dimensional variable value v = (φ, ξ)
so that the full microscopic state (u0, v) lies close to the slow manifold. In
[205], it was shown that for the LBM from Section 5.2 and m = 0, the
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Table 5.1: The parameter ranges (ωmin, ωmax) for which the CR functional itera-
tion is stable when using the LBM with λ = 0, N = 100, and various values of m.

m 0 1 2 3 4

ωmin 0.000 0.690 0.865 0.929 0.959

ωmax 2.000 1.291 1.133 1.072 1.043

CR functional iteration is stable for all values of λ ≥ 0 and ω ∈ (0, 2),
and that we indeed find a good approximation to the point (u0, v) on the
slow manifold (the approximation is correct up to O(∆x) in the Chapman-
Enskog multiscale expansion). In Section 3.3.1.2, we extended this analysis
for the purely diffusive case and showed that for m = 1, the approximation
is even better (the approximation is correct up to O(∆x3) in the Chapman-
Enskog multiscale expansion). In this section, we numerically investigate
the accuracy and stability of the CR functional iteration for values of m up
to m = 4.

As was already mentioned in Section 3.3.1.2, the functional iteration is
no longer stable for all values of ω when m > 0. This is illustrated in Table
5.1, which shows, for various values of m, the parameter ranges of ω for
which the functional iteration is stable when λ = 0 (pure diffusion) and
N = 100. When the value of m grows, these ranges clearly become much
smaller. Hence, using a higher-order forward difference condition imposes a
more stringent stability condition. Note that the functional iteration is also
unstable when ω → 2 (i.e., when ∆t → 0 for a given value of ∆x). Even if
the functional iteration is stable, it may be computationally very expensive
to converge to the CR fixed point when ω is close to ωmin or ωmax.

Concerning the accuracy of the CR functional iteration, we now numer-
ically verify that the solutions are indeed increasingly good approximations
of the exact slaved state when m increases. To this end, we set up the
following experiment. First, we perform an initial simulation of 1000 LBM
steps, starting from the (discretized version of the) arbitrarily chosen ini-
tial condition (ρ0, φ, ξ) = (x(1 − x), 0, 0) and choosing λ = 0, ω = 0.75
and N = 100. We consider the state at the 1000-th step as the “exact”
slaved state (ρ∗, φ∗, ξ∗), as the LBM simulation steps have brought us onto
the slow manifold corresponding to (3.8)–(3.9). Then, we reconstruct the
higher-order moments corresponding to ρ∗ (not ρ0) using the CR Newton-
Krylov method from Section 5.4 for various values of m (according to Table
5.1, we cannot use the CR functional iteration when m = 2, 3 or 4). Figure
5.1 shows the two-norm of the error, with the error defined as the differ-
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Figure 5.1: Two-norm of the error in the higher-order moments (φ, ξ) obtained
with the CR Newton-Krylov method with different values of m.

ence between the CR approximations of the higher-order moments and the
“exact” higher-order moments (φ∗, ξ∗). Increasingly good approximations
to the exact slaved state are indeed obtained as m increases, until we reach
the level of machine precision. Moreover, the linear convergence is in line
with the theoretical results in Chapters 4 and [72, 211].

5.4 The class of CR Newton-Krylov methods

In the previous section, it was shown that the CR functional iteration may
converge slowly or even diverge, depending on the relaxation coefficient ω
of the LBM. In this section, we develop a method in which the fixed point
of the CR functional iteration is computed with a Newton-Krylov solver
rather than with a functional iteration. As will be shown further on, this
may largely resolve the slow convergence issues and the stability problems.

5.4.1 Fixed point formulation

As in Section 4.3.3, we write one step of the CR functional iteration as

vk+1 = C(u0; vk),

where C is now a map from RNu+Nv to RNv , u0 is anNu-dimensional param-
eter and vk is the k-th iterate of the Nv-dimensional unknown v. Although
the functional iteration may encounter difficulties in finding the fixed point
(slow convergence or divergence), the fixed point problem

g (u0; v) := v − C(u0; v) = 0 (5.4)

is well defined (it has isolated solutions, see [72]).
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In the following sections, it will be shown how the (in general) nonlinear
system (5.4) can be solved with a Newton-Krylov method. Note that if
λ = 0 or m = 0 (the reaction force only depends on u = ρ), the system
(5.4) is linear and may be written as (4.6), with Cu = ∂C/∂u ∈ R

Nv×Nu

and Cv = ∂C/∂v ∈ RNv×Nv the appropriate submatrices of I − (I − L)m+1

(where L is the Jacobian matrix of the LBM).

5.4.2 Solving the nonlinear system with Newton’s
method

The system (5.4) can be solved using Newton’s method

vk+1 = vk + δvk,

where the correction δvk made in the k-th Newton iteration step is found
by solving the linear system

A(u0; vk) ·δvk =
∂g

∂v
(u0; vk) ·δvk =

(
I − ∂C

∂v
(u0; vk)

)
·δvk = −g(u0; vk),

(5.5)

with A = ∂g/∂v the linearization (Jacobian matrix) of g and ∂C/∂v the
linearization of C. We emphasize again that these matrices have dimension
Nv ×Nv.

In many cases, the linearization of C is not explicitly available, as mic-
roscopic simulations are involved. The action of the Jacobian matrix can
then be estimated numerically using the finite difference formula

(
I − ∂C

∂v
(u0; vk)

)
· v ≈ v − C(u0; vk + εv) − C(u0; vk)

ε
, (5.6)

in which ε can for instance be chosen as




ε =
√
ε||vk||/||δvk|| if δvk 6= 0, vk 6= 0

ε =
√
ε/||δvk|| if δvk 6= 0, vk = 0

ε = 1 if δvk = 0

(5.7)

with ε denoting the machine precision. The error of the finite difference
approximation of the directional derivative is then approximately minimized
and proportional to O(

√
ε) [115]. If the linear system solver returns a

solution of which the relative residual is also proportional to O(
√
ε), the

progress of the Newton iteration will in many cases be indistinguishable from
that of Newtons method based on the exact Jacobian matrix and an exact
linear solver. It is, however, conceivable that the linear systems in the early
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Figure 5.2: Left: evolution of the two-norm of the nonlinear residual (full lines)
and the error (dotted lines) during the Newton process, when m = 3 and for
λ = 0 (dot markers) and λ = 1000 (circle markers). In the nonlinear case, a very
irregular initial guess is used. Right: evolution of the error for different values of
m, when λ = 1000. A zero initial guess is used.

Newton steps are then solved to a precision far beyond what is needed to
correct the nonlinear iteration. Therefore, it might be better to incorporate
a strategy for choosing a sequence of increasingly strict tolerances for the
linear solver [115].

The linear system (5.5) can be solved efficiently using a Krylov subspace
method; this will be the topic of the next section. In the remainder of this
section, we make abstraction of the linear solver (we assume that it is exact)
and show how the Newton iteration converges for the LBM model problem.
As in the example of Section 5.4.1, we determine the “exact” slaved state
by a preliminary LBM run. Again, we use N = 100 but now we choose
ω = 1.25. The higher-order moments are then reconstructed by solving the
nonlinear system (5.4) as explained above.

Figure 5.2 (left) shows the evolution of the two-norm of the nonlinear
residual and the two-norm of the error (for the latter, we compare to the “ex-
act” slaved state) during the Newton iteration, when m = 3 and for λ = 0
(linear LBM) and λ = 1000 (nonlinear LBM). For the linear LBM, two New-
ton steps are required since (5.6)–(5.7) only approximates the matrix-vector
product up to about eight digits (

√
ε ≈ 10−8). For the nonlinear LBM, we

used a very irregular initial guess to illustrate the quadratic behavior of the
Newton process. When a smooth initial guess is used (e.g., a zero initial
guess), the convergence is typically so fast that we cannot draw conclusions
on the order of convergence.

Figure 5.2 (right) shows the evolution of the two-norm of the error during
the Newton iteration, also for λ = 1000 but now for various values of m. In
this case, we used a zero initial guess. Each of the fixed point problems is
now solved in just two or three iteration steps. We again observe that the
successive CR approximations converge linearly towards the “exact” slaved
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state.

5.4.3 Solving the linear systems with GMRES

In this section, we focus on solving the linear system (5.5). A simple but
naive solution strategy would be to explicitly construct (numerically es-
timate) the matrix A = ∂g/∂v and the right-hand side b = −g, and to
solve the system through Gaussian elimination. For our one-dimensional
LBM model problem, a sparse solver of linear CPU/memory complexity
could then be used, since reordering the unknowns per spatial grid point
results in a sparse banded Jacobian matrix A with a limited bandwidth
of 7 + 4m. However, without making any assumptions or changes to the
existing LBM code (an assumption which certainly makes sense for more
complex microscopic models), this would require 2N + 3 evaluations of C.
As the evaluation of C involves running the expensive microscopic simulator,
this may in practice lead to an unacceptably large computational cost. By
using a Krylov subspace method, a sufficiently accurate solution can often
be found using significantly less evaluations of C. In this section, we explore
the use of GMRES [170]. We first study how unpreconditioned GMRES
behaves, and we then show that the efficiency can even further be increased
by incorporating an appropriate preconditioner.

5.4.3.1 GMRES

A linear system of the form Ax = b can be solved with GMRES [170].
At this point, we do not consider special variants of the standard GMRES
algorithm such as restarted or truncated GMRES. Let x0 be the initial ap-
proximation to the exact solution x∗ = A−1b, r0 = b−Ax0 the correspond-
ing initial residual and Kn = span{r0, Ar0, . . . , An−1r0} the n-th Krylov
subspace generated by A and r0. At the n-th step, GMRES computes an
approximation xn ∈ x0 + Kn so that ||rn||2 = ||b − Axn||2 is minimized.
In this sense, GMRES makes optimal use of the matrix-vector products
(at least within the class of Krylov subspace methods), which makes the
method particularly attractive as the matrix-vector products are assumed
to be very expensive.

A theoretical upper bound for the convergence rate of GMRES can
be found from its interpretation as a polynomial approximation problem.
Loosely speaking, the standard way is to look for a set of polynomials pn(z)
of increasing degree n, which satisfy pn(0) = 1 and of which the size on the
eigenvalue spectrum Λ of A quickly decreases with n. It can then be shown
that

||rn||2 ≤ Kmin
pn

max
z∈Λ

|pn(z)|,
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Figure 5.3: The GMRES convergence history for the LBM with λ = 0, N = 128
and various values of ω, when m = 0 (left) or m = 1 (right). For the case m = 0
the theoretical convergence upper bounds are also depicted (the short lines).

with K a constant depending on A and r0 [197]. In the remainder of this
section, we use this theorem to explain the GMRES convergence rate when
the microscopic simulator is the LBM from Section 5.2.

The case m = 0 for the LBM. In [205], it was shown that for m = 0,
the eigenvalues of the Jacobian matrix ∂C/∂v lie on a circle with radius
|1 − ω|, centered at the origin. Therefore, the eigenvalues of A = ∂g/∂v lie
on a circle with radius |1−ω| and center point 1 (see also Figure 5.4 further
on). An upper bound for the GMRES convergence rate is now easily found
by using the polynomials pn = (1 − z)n; we obtain

||rn||2 ≤ K|1 − ω|n. (5.8)

Hence, for the LBM model problem, GMRES will converge faster whenever
ω is closer to one, and the asymptotic rate of convergence is at least as large
as the rate of convergence of the corresponding CR functional iteration.

The worst-case estimate (5.8) is confirmed in Figure 5.3 (left) for various
values of ω. Here, we used m = 0, λ = 0, N = 128, ρ0 = x(1 − x) and a
uniformly distributed random initial guess. By using such an initial guess,
the GMRES convergence rate agrees very well with the worst-case estimate
(5.8). In the context of Newton’s method, it is natural to use a zero initial
guess; the convergence is then typically much faster. In Figure 5.3, we
iterated until the two-norm of the residual has reached the level of machine
precision ε. In practice, the iteration will of course be ended earlier, near
the level of the overall error (that is, including the approximation error of
the CR procedure itself). The use of a different initial guess or a stopping
criterion based on an overall error estimate will be studied in Section 5.5.
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The case m > 0 for the LBM. When m > 0, the eigenvalues of the
Jacobian matrix ∂C/∂v no longer lie on circles, and they may be larger than
one in magnitude (cf. Figure 5.6). The latter is the reason why the functional
iteration only converges for certain intervals of ω ∈ (0, 2) (cf. Table 5.1). For
values of ω outside of these intervals, A may no longer be positive definite
and the eigenvalues of A may even lie in a region “surrounding the origin”,
causing very slow GMRES convergence. This is clearly illustrated in Figure
5.3 (right), where we used the same setup as before except that m = 1.
Note that for ω = 0.25, GMRES only converges faster near the end of the
iteration due to the fact that GMRES has to find an exact solution after
2N + 2 = 258 iteration steps.

5.4.3.2 Preconditioned GMRES

The convergence of GMRES can be accelerated by incorporating an ade-
quate matrix-free (we do not have A in equation (5.5) available!) precon-
ditioner. The idea is that after applying the preconditioner, the spectral
properties should be more favorable (e.g., the eigenvalues should be more
clustered and lie further away from the origin). GMRES then converges
faster and an overall efficiency gain is obtained.

The construction of a good preconditioner is problem-specific. There-
fore, we will directly focus on the case where the microscopic simulator is the
LBM from Section 5.2. Rather than constructing an optimal preconditioner
for this model problem, however, we will use the more generally applicable
two-level coarse grid correction preconditioning approach from [157]. The
reader who is less interested in the details of this preconditioner may skip
the remainder of this section without substantial loss of continuity.

The coarse grid correction preconditioner. We first briefly review
the coarse grid correction preconditioner as described in [157]. This pre-
conditioner uses properly chosen projection matrices to correct the low-
frequency components in the eigenvalue spectrum. Next to the original fine
LBM grid ΩN with grid spacing ∆x = 1/N , a coarse grid ΩN/r with grid

spacing r∆x is introduced. A restriction operator R
N/r
N maps the solution

from the fine grid ΩN to the coarse grid ΩN/r, while a prolongation operator
PN

N/r implements the reverse mapping from ΩN/r to ΩN . In the numerical
experiments reported further on, we use injection and linear interpolation
for both operations [198]; choosing other operations such as full weighting or
higher-order interpolation has only a minor effect on the results. As both

the restriction and the prolongation operators are then linear, R
N/r
N and

PN
N/r will further also represent the Jacobian matrices of these operations.

On the coarse grid, a coarse system Acx = b can be solved, with Ac the
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coarser discretized counterpart of A; we further refer to this operation as
the “coarse system solve”. As the LBM time step ∆t and the spatial grid
spacing ∆x are coupled through the relaxation coefficient ω (5.3), it is cru-
cial that we also increase the time step ∆t when ∆x is increased, in order
to keep the value of ω fixed. In terms of the operations above, the coarse
grid correction preconditioner M−1 is defined as

M−1 = PN
N/rA

−1
c R

N/r
N + ηI. (5.9)

Here, I is the identity matrix and η is a parameter of which the value
should differ from zero (if η = 0, M−1 is singular). A detailed analysis
of this preconditioner in the case of symmetric positive definite matrices is
given in [157].

It can be noted that coarse grid correction preconditioning is closely
related to deflation preconditioning, in which a certain deflation subspace
is projected out of the residual [153]. While the deflation preconditioner
sets the eigenvalues corresponding to the low-frequency components to zero
(at least in the ideal case where the deflation subspace is spanned by the
corresponding low-frequency eigenmodes), the coarse grid correction pre-
conditioner moves them in the direction of the other eigenvalues. In both
cases, applying the preconditioner may lead to a substantial improvement
of the GMRES convergence rate when the shifted/deflated eigenvalues are
the ones causing the slow convergence, for instance because they are lying
close to the origin.

One of the main advantages of the coarse grid correction preconditioner
over the deflation preconditioner is that the coarse system may be solved
inexactly, which may lead to a substantial efficiency gain when the com-
putation on the coarse grid is expensive (as in our case when r is small).
The analysis in [157] even shows that in some cases, not solving the coarse
system at all (Ac = I) may also lead to good results(!).

A disadvantage of the coarse grid correction preconditioner (5.9) is that,
in general, it is not clear how to choose the optimal value of the parameter
η. In this chapter, we estimate the optimal value of η in a preprocessing step
(which we will further refer to as “η-estimator”) by solving the linear system
for a large number of η-values, and then selecting the value for which the
total amount of work (in both the iterative solver and the preconditioner)
is minimized. Although we use this brute force approach to solve what is
basically a one-dimensional optimization problem, this extra computational
effort will in practice often be negligible compared to the efficiency gain
obtained by the preconditioner, at least if the same value of η can be used to
solve many linear systems. The latter is for instance the case in the context
of coarse projective integration. Along the time integration process, we can
then periodically monitor whether the current value of η is still optimal (by
continuity, this is not very expensive), and change its value if required.
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Figure 5.4: Left: two-norm of the residual as a function of the outer GMRES
iteration number, when using the preconditioning variants P1 (no preconditioner;
full), P2 (the preconditioner with exact coarse system solve; dotted), P3 (the
preconditioner with partial coarse system solve; dash-dotted) or P4 (the precon-
ditioner without coarse system solve; dashed). Right: eigenvalues of A (crosses),
M (circles) and M−1A (dots), when the preconditioner P2 is applied.

In the following sections, we will study how the coarse grid correction
preconditioner (5.9) increases the overall efficiency when m = 0 or m = 1.
We explore the use of different coarse grids and determine the effect of
solving the system on the coarse grid up to only a certain accuracy, for
instance by using a small number of “inner” (unpreconditioned) GMRES
steps on the coarse level. The coarse grid correction preconditioner then
varies at the “outer” GMRES iteration steps, and therefore we use flexible
GMRES [168] (a variant of the right-preconditioned standard GMRES al-
gorithm that allows changes in the preconditioning) at the outer level. As
flexible GMRES is based on a modified Arnoldi relation, the residual is (in
general) no longer minimized over a standard Krylov subspace. Technically,
this implies that one additional vector must be saved in each iteration step.
In all further numerical experiments, we will use flexible GMRES as the
outer solver. Therefore, we will drop the word “flexible” from now on.

The case m = 0. The result of our first numerical experiment is shown in
Figure 5.4 (left). Here, the two-norm of the residual is shown as a function
of the outer GMRES iteration number, when the following four precondi-
tioning variants are used: (P1) no preconditioner, (P2) the preconditioner
(5.9) in which the coarse system is solved exactly with unpreconditioned
GMRES, (P3) the preconditioner (5.9) in which the coarse system is solved
only very roughly with two unpreconditioned GMRES steps, or (P4) the
preconditioner (5.9) in which the coarse system is not solved at all (i.e.,
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Table 5.2: The number of work units required to lower the two-norm of the residual
towards machine precision, when different variants of the coarse grid correction
preconditioner are used.

P1 P2 P3 P4

r = 2 259 2662.2 152.7 133

r = 8 259 523.4 129.0 89

Ac = I). For the inner GMRES procedure, we use R
N/r
N b as the initial

guess. Furthermore, we choose N = 128, ω = 0.1, ρ0 = x(1 − x), r = 2,
η = 0.1 (the η-estimator suggests that this choice is close to optimal), and
we again use a uniformly distributed random initial guess to illustrate the
worst case behavior. Figure 5.4 (left) shows that the smallest number of
outer GMRES iteration steps is needed when the coarse system is solved
exactly. Solving the coarse system only partially results in just a slight in-
crease of the number of outer iteration steps. Even if the coarse system is
not solved at all, the total number of outer iteration steps is still only half
of the amount that is needed when no preconditioner is used.

Figure 5.4 (right) shows the eigenvalue spectra of A, M and M−1A,
when the preconditioner P2 is used. A large part of the eigenvalues of
M are equal to 1/η = 10 and are therefore not visible in the figure. We
clearly observe that some of the left-most eigenvalues µi of A are well ap-
proximated by some of the eigenvalues of M . A computation reveals that
for ω < 1, these left-most eigenvalues of A near µ = ω correspond to the
low-frequency eigenmodes, while for ω > 1, the right-most eigenvalues of
A near µ = 2 − ω correspond to the low-frequency eigenmodes. As the
coarse grid correction preconditioner shifts the eigenvalues corresponding
to the low-frequency eigenmodes in the direction of the other eigenvalues,
the spectrum will contain fewer eigenvalues very close to the origin after
preconditioning if ω < 1. Together with the observation that the spectrum
is also “compacted” in one small and one medium-size cluster, this ratio-
nalizes the improved GMRES convergence rate observed in Figure 5.4 (and
it also already indicates that the preconditioner may fail when ω > 1).

It is crucial to note that, although solving the coarse system exactly
results in the smallest number of outer GMRES iteration steps, it does not
lead to the most efficient preconditioner in practice, as it is also the most
computationally expensive preconditioner. This is illustrated in Table 5.2.
Here, the number of “LBM work units” is shown for the four preconditioning
variants and for r = 2 and r = 8. One such work unit is defined as the
amount of work corresponding to one time step of the LBM on the finest
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Figure 5.5: Number of outer GMRES iteration steps as a function of ω in the
unpreconditioned case (cross markers) or when using the preconditioner P4 (dot
markers). A theoretical estimate of the number of iterations in the unprecondi-
tioned case is also shown (circle markers).

grid. We choose the number of work units rather than the total number of
matrix-vector products as the cost of one matrix-vector product is different
on the original and on the coarse grid. In the unpreconditioned case (P1),
2(N + 1) + 1 = 259 work units are required. Both for r = 2 or r = 8,
the number of work units increases by applying preconditioner P2, while it
decreases when preconditioners P3 or P4 are used. The best preconditioner
is clearly P4; it reduces the number of work units to about half (r = 2) or
one third (r = 8) of the number of work units in the unpreconditioned case.

Figure 5.5 illustrates the performance of the coarse grid correction pre-
conditioner as a function of ω. Here, we used ρ0 = x(1 − x), N = 512 and
η = ω, and computed, as a function of ω, the number of outer GMRES
iteration steps that is needed to lower the two-norm of the residual towards
machine precision, both in the unpreconditioned (P1) and in a precondi-
tioned (P4, r = 8, η = ω) case and again starting from a random initial
guess. As we saw before, GMRES converges fast when ω is close to one. For
ω ∈ (0.6, 1.4), the residual decreases by at least eight orders of magnitude
within 20 iteration steps, even without preconditioning. Outside of this
interval, the number of iteration steps increases drastically in the unpre-
conditioned case. In the range ω ∈ (0, 0.6), the coarse grid preconditioner
prevents a too drastic increase of the number of iteration steps, while it has
no beneficial effect in the range ω ∈ (1.4, 2). As already hinted at before,
the latter is related to the fact that the eigenvalues near 0 then correspond
to the high-frequency eigenmodes. Finally, we also estimated the number of
outer iteration steps in the unpreconditioned case by combining the theoret-
ical convergence rate (5.8) with the fact that we let the residual decrease by
about 13 orders of magnitude, and taking into account that GMRES finds



5.4. The class of CR Newton-Krylov methods 95

0 500 1000 1500 2000 2500 3000

10
−10

10
−5

10
0

||r
es

id
ua

l||
2

Outer GMRES iteration number
0 1 2 3

−2

−1

0

1

2

Re(µ)

Im
(µ

)

Figure 5.6: Left: two-norm of the residual as a function of the outer GMRES
iteration number, when using full GMRES or GMRES(20) (the circle markers
indicate the restart points). In both cases, we use the preconditioning variants
P1 (no preconditioner; full), P2 (the preconditioner with exact coarse system
solve; dotted) or P4 (the preconditioner without coarse system solve; dashed).
For P2 and P4, the convergence histories of GMRES and GMRES(20) are nearly
indistinguishable. Right: subset of the eigenvalues of A (crosses), M (circles) and
M−1A (dots), when the preconditioner P2 is applied.

an exact solution in at most 2N + 2 iteration steps. Figure 5.5 shows that
this estimate is very accurate, reconfirming the validity of equation (5.8).

The case m = 1. The coarse grid correction preconditioner (5.9) is even
more efficient when m = 1. To illustrate this, we choose ω = 0.25, well
outside of the interval of ω-values for which the CR functional iteration is
stable (cf. Table 5.1). We again start from a random initial guess and use
r = 2, ρ0 = x(1 − x) and N = 2048.

Figure 5.6 (left) shows the two-norm of the residual as a function of the
outer GMRES iteration number, now for the preconditioning variants P1,
P2 (with η = 0.1) and P4 (with η = 0.01). Remarkably, we observe that the
number of outer GMRES iteration steps is now smallest when the cheapest
preconditioner P4 is used (no additional matrix-vector products are then
required); in this case the number of iteration steps is reduced by a factor
of about 20. The CPU-time is even reduced much more. This indicates that
the overall cost is dominated by the quadratically increasing work and stor-
age requirements of the Arnoldi orthogonalization when the Krylov basis
grows, rather than by the number of LBM calls through the matrix-vector
products. By restarting or truncating the Arnoldi orthogonalization [169],
the computational complexity can be lowered substantially. Figure 5.6 (left)
also shows the convergence histories when using GMRES(20), which restarts
after each 20 outer iteration steps (the results are not very sensitive to the
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restarting value). Although restarting results in a (slight) increase of the
number of outer iteration steps, the CPU-time is decreased substantially,
especially in the unpreconditioned case. For GMRES(20), the effect of the
preconditioner on the CPU-time is now directly proportional to the reduc-
tion in the number of outer iteration steps.

Finally, Figure 5.6 (right) shows the eigenvalue spectra of A, M and
M−1A, when the preconditioner P2 is used. To avoid a heavily overloaded
figure (N is large now), only a representative subset of all eigenvalues is
actually shown. Again, some of the left-most eigenvalues µi of A are well
approximated by some of the eigenvalues of M . These eigenvalues, which
are now lying very close to the origin, are again shifted to the right by the
preconditioner. Together with the fact that the spectrum is also clustered
more tightly and now fully lies in the right half-plane, this rationalizes the
improved GMRES convergence rate.

5.5 Comparison between the functional iter-

ation and the Newton-Krylov method

In this section, we extensively compare the CR functional iteration to the
CR Newton-Krylov method. For this purpose, we use both methods for the
lifting that is required after each step of the CPFE method when computing
the transient macroscopic behavior of the LBM from Section 5.2. As we are
at the moment only interested in the numerical issues in the lifting step, we
use the simplest possible setup. Specifically, we use the LBM with N = 128
and λ = 100, and start at t = 0 from the density field ρ0 = x(1 − x) and
zero momentum and energy. First, we run the LBM model until t = 70∆t.
Then, we extract the density field at t = 60∆t and t = 70∆t and use a linear
extrapolation forward in time to predict the density field at t = 100∆t (this
can be seen as one step with the CPFE method). After this extrapolation
step, the LBM needs to be reinitialized so that the LBM state is consistent
with the extrapolated density field and lies close to the slow manifold; to this
end we use both the functional iteration and the Newton-Krylov method.

As in the previous section, we restrict ourselves to the case m = 0 or
m = 1. Both the functional iteration and the Newton iteration are used
until the two-norm of the nonlinear residual has become smaller than the
tolerance tol = 10−8. The linear systems are solved with GMRES until
the two-norm of the relative residual becomes smaller than tol. If we use
a less strict tolerance for GMRES, the number of Newton iteration steps
and the overall amount of work (i.e., the total number of LBM steps) tend
to increase. For GMRES, we use a zero initial guess in all cases. Both
the functional iteration and the Newton method itself also start from a zero
initial guess, except for the method in the second column in Table 5.3, where



5.5. Comparison between functional iteration and Newton-Krylov 97

we use a uniformly distributed random initial guess. As in the previous
sections, we added these results to illustrate the worst-case convergence
scenario.

Unlike in the previous sections, we do not have the “exact” higher-order
moments available to compare our results to. Therefore, we will approxi-
mate the exact slaved state by the solution obtained with the CR Newton-
Krylov method with m = 4, which is believed to be more accurate.

5.5.1 The case m = 0

The results for the case m = 0 are shown in Table 5.3. We computed, for
various values of ω and for the functional iteration, the unpreconditioned
Newton-Krylov method and the preconditioned Newton-Krylov method, the
accuracy (the two-norm of the difference of the vector (φ, ξ) and the “exact”
solution) and the computational cost (the total number of LBM calls—here
equal to the number of GMRES iteration steps).

Due to the linearity of the problem (λ = 100 but m = 0), only one New-
ton iteration step is required to lower the residual of the fixed point problem
(5.4) by about eight orders of magnitude. We see that the overall error is in
all cases significantly larger than tol (it includes the approximation error
of the CR procedure itself) and hence effectively the same for the differ-
ent methods for each value of ω. This implies that we are oversolving the
problem, and that it certainly makes no sense to perform a second Newton
step. For our example, the number of LBM calls could, for small values of
ω, even be lowered to about a quarter of its current value by ending the
GMRES iteration prematurely when the overall error no longer decreases.
Of course, the overall error is not known in practice, and should therefore
be estimated. At least for our LBM example, such an error estimator can
be based on the relative change of φ and ξ compared to the change of ρ
during the LBM steps in each of the matrix-vector products, see [205].

Another important observation is that the error decreases as ω is in-
creased. Intuitively, this can be explained by the fact that for a constant
grid spacing ∆x, increasing ω corresponds to decreasing ∆t, which is benefi-
cial for the accuracy of the forward difference approximation of the (m+1)-st
time derivative condition. A more rigorous argument follows from the con-
vergence analysis of the CR functional iteration with m = 0 in the context
of LBMs (see Section 3.3.1.2 or [205]). From equation (3.19), it follows that
the error in the energy ξ is of O(∆x2), while the error in the momentum φ
is of O(∆x3). Hence, the overall error e is dominated by the error in the
energy, so that

e ≈ 2 − ω

9ω2

∂2ρ

∂x2
∆x2 ∼ 2 − ω

ω2
.
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Table 5.3: Accuracy and computational cost (the latter shown in parentheses) of
the CR functional iteration (FI), the CR Newton-Krylov method (NK) starting
from both a random and a zero initial guess, and the preconditioned CR Newton-
Krylov method (PNK), when m = 0 and as a function of ω.

ω FI NK (random) NK PNK

0.1 4.3e-2 (171) 4.3e-2 (157) 4.3e-2 (124) 4.3e-2 (45)

0.2 6.3e-2 (83) 6.3e-2 (79) 6.3e-2 (63) 6.3e-2 (34)

0.3 2.6e-2 (53) 2.6e-2 (53) 2.6e-2 (35) 2.6e-2 (27)

0.4 1.3e-2 (37) 1.3e-2 (38) 1.3e-2 (23) 1.3e-2 (22)

0.5 7.3e-3 (28) 7.3e-3 (30) 7.3e-3 (16) 7.3e-3 (18)

0.6 4.5e-3 (21) 4.5e-3 (23) 4.5e-3 (12) 4.5e-3 (15)

0.7 3.0e-3 (17) 3.0e-3 (19) 3.0e-3 (9) 3.0e-3 (13)

0.8 2.1e-3 (13) 2.1e-3 (15) 2.1e-3 (7) 2.1e-3 (10)

0.9 1.5e-3 (9) 1.5e-3 (11) 1.5e-3 (7) 1.5e-3 (8)

1.0 1.1e-3 (2) 1.1e-3 (4) 1.1e-3 (4) 1.1e-3 (5)

1.1 7.7e-4 (9) 7.7e-4 (11) 7.7e-4 (7) 7.7e-4 (8)

1.2 5.7e-4 (13) 5.7e-4 (15) 5.7e-4 (7) 5.7e-4 (9)

1.3 4.2e-4 (17) 4.2e-4 (18) 4.2e-4 (7) 4.2e-4 (10)

1.4 3.1e-4 (22) 3.1e-4 (22) 3.1e-4 (8) 3.1e-4 (12)

1.5 2.2e-4 (29) 2.2e-4 (28) 2.2e-4 (8) 2.2e-4 (13)

1.6 1.5e-4 (39) 1.5e-4 (36) 1.5e-4 (9) 1.5e-4 (15)

1.7 1.0e-4 (56) 1.0e-4 (49) 1.0e-4 (9) 1.0e-4 (17)

1.8 6.0e-5 (88) 6.0e-5 (74) 6.0e-5 (10) 6.0e-5 (22)

1.9 2.7e-5 (185) 2.7e-5 (140) 2.7e-5 (23) 2.7e-5 (35)
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This is indeed the dependency on ω seen in Table 5.3. The minor discrep-
ancy that is still present is due to the fact that t = 100∆t (and therefore
∂2ρ/∂x2 at that time) is slightly different for the different values of ω.

We also observe that the number of LBM calls needed for the functional
iteration and the unpreconditioned Newton-Krylov method is roughly the
same when a random initial guess is used, as expected from the worst case
estimate (5.8). The unpreconditioned Newton-Krylov solver is clearly more
efficient when a zero initial guess is used. Also, the efficiency gain is larger
for larger values of ω. The reason for this is that, after the initial evolution
phase of 70 LBM steps, the fastest damping high-frequency modes in the
density profile have died out. When a zero initial guess is used (but clearly
not when a random initial guess is used), the residual then also mainly con-
sists of the low-frequency modes. As a consequence, GMRES will converge
faster than predicted by the worst-case convergence estimate (5.8) as the
“effective” eigenvalue spectrum is considerably smaller than the “full” spec-
trum. We typically observe faster convergence in the first few iteration steps,
after which the convergence slows down towards the rate (5.8). Remember
that the eigenvalues of the Jacobian matrix A lie on a circle with center
point 1 and radius |1−ω|, and that only for ω > 1 the left-most eigenvalues
near µ = ω correspond to the high-frequency modes. If ω > 1, the effective
spectrum therefore lies considerably further away from the origin, explaining
the even faster convergence in that case. In some cases, the CPFE method
may damp the high-frequency eigenmodes even more and more as the time
integration process proceeds, yielding increasingly fast GMRES convergence
rates in the lifting steps arising along the trajectory. This can for instance
clearly be observed for a LBM for pure diffusion. It is also important to
note that the fast damping of the high-frequency modes does not have any
influence on the efficiency of the functional iteration. This makes clear that
an additional advantage may arise because of the fact that the convergence
rate of the functional iteration and the Krylov method depend in a different
way on the eigenvalue spectrum of the Jacobian matrix A.

As in Section 5.4.3.2, we observe that for ω → 0, the preconditioner (P4
with Ac = I, r = 8 and η determined by the η-estimator) prevents a too
drastic increase of the number of LBM calls. We again observe that the
preconditioner should not be used if ω > 1, as the number of LBM calls
then even slightly augments. Fortunately, the preconditioner is not really
required in this case when a zero initial guess is used.

When comparing the results of the functional iteration to those of the
preconditioned Newton-Krylov method, we see a clear advantage in using
the latter approach.
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5.5.2 The case m = 1

The results for the case m = 1 are shown in Table 5.4. Again, we computed
the accuracy and the computational cost of the same methods as before,
but now we always started from a zero initial guess. Note that two LBM
calls are now required per GMRES iteration step.

When comparing Table 5.4 to Table 5.3, we see that the error has de-
creased at the expense of an increased computational cost. For stability
reasons, the functional iteration can only be used for a limited range of ω-
values (cf. Table 5.1). In most cases, the error is again larger than tol, so
here also a second Newton iteration step is of little use. Only for ω ≈ 2 the
error could be decreased slightly further by adding an second Newton step
(in which the linear system should of course not be solved with the same
stringent tolerance as before).

Most of the other observations made in Section 5.5.1 also hold for the
case m = 1: the error decreases as ω is increased, the Newton-Krylov
method is more efficient than the functional iteration due to the damping
of the high-frequency eigenmodes in the residual, and only for values of
ω < 1 the preconditioner (now with Ac = I and r = 2) prevents a too
drastic increase of the number of LBM calls. The beneficial effect of the
preconditioner is now observed for all values of ω < 1, which was clearly
not the case when m = 0. Moreover, the efficiency gain is now also larger
(and for larger values of N , it would even have been much larger, as was
shown in Figure 5.6).

Even more than in the case m = 0, we may conclude that there is a
clear advantage in using the Newton-Krylov approach over the functional
iteration, as it can be used for a much broader range of ω-values and is more
efficient in practically all cases where both methods are applicable.

5.6 On the accuracy of the CR fixed point

In Figure 5.1, the error decreased down to machine precision when m was
increased, as predicted by the theoretical results in [72, 211]. In this case, we
estimated the error by comparing the values φm and ξm (computed with the
CR Newton-Krylov method with a certain value of m) to the “exact” slaved
values that came from a long LBM simulation of 1000 steps (remember that
we computed the higher-order moments corresponding to ρ∗ instead of to
ρ0 = x(1 − x)). If we use the method from Section 5.5 to estimate the
error in φm and ξm corresponding to ρ∗ (compare the values φm and ξm to
φM and ξM , with M > m), the results are virtually the same as in Figure
5.1. Note that the error estimation approach from Section 5.5 can also be
used to estimate the error in the higher-order moments corresponding to
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Table 5.4: Accuracy and computational cost (the latter shown in parentheses) of
the CR functional iteration (FI), the CR Newton-Krylov method (NK) and the
preconditioned CR Newton-Krylov method (PNK), when m = 1 and as a function
of ω. The infinity symbol ∞ is used when the method is unstable.

ω FI NK PNK

0.1 ∞ (∞) 1.7e-2 (518) 1.7e-2 (268)

0.2 ∞ (∞) 1.3e-3 (492) 1.3e-3 (120)

0.3 ∞ (∞) 1.3e-4 (472) 1.3e-4 (64)

0.4 ∞ (∞) 5.8e-5 (310) 5.8e-5 (40)

0.5 ∞ (∞) 2.6e-5 (134) 2.6e-5 (30)

0.6 ∞ (∞) 1.2e-5 (64) 1.2e-5 (24)

0.7 5.8e-6 (56) 5.8e-6 (36) 5.8e-6 (18)

0.8 3.0e-6 (38) 3.0e-6 (20) 3.0e-6 (16)

0.9 1.6e-6 (24) 1.6e-6 (14) 1.6e-6 (14)

1.0 8.9e-7 (4) 8.9e-7 (8) 8.9e-7 (10)

1.1 5.0e-7 (26) 5.0e-7 (14) 5.0e-7 (16)

1.2 2.8e-7 (50) 2.8e-7 (16) 2.8e-7 (20)

1.3 ∞ (∞) 1.6e-7 (16) 4.0e-7 (42)

1.4 ∞ (∞) 9.0e-8 (24) 1.1e-7 (84)

1.5 ∞ (∞) 9.7e-8 (200) 1.3e-7 (218)

1.6 ∞ (∞) 7.5e-8 (202) 1.1e-7 (270)

1.7 ∞ (∞) 3.6e-8 (242) 1.1e-7 (278)

1.8 ∞ (∞) 5.0e-8 (236) 1.5e-7 (280)

1.9 ∞ (∞) 2.8e-7 (466) 3.1e-7 (468)
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ρ0 = x(1 − x). Without the initial simulation phase of 1000 LBM steps,
however, the error estimates do not decrease when m increases.

Extensive numerical experiments led to the following explanation. With-
out the initial LBM simulation phase, the density field ρ = ρ0 contains fast
damping high-frequency modes, which evolve at time scales that are compa-
rable to the fast time scales of the slaving process. After initializing with ρ0

and any higher-order moments φ and ξ, the LBM variables therefore always
evolve in a rather “erratic” (and if ω > 1 oscillatory) manner during the first
few LBM steps. As a consequence, the CR solution (φm, ξm) also contains
fast damping high-frequency modes. As these high-frequency components
dominate the overall error, the error estimate does not decrease when m is
increased. Note that this is not in contradiction with the theoretical results
in [205, 211], as sufficient smoothness is assumed in the derivation of these
results, for instance to justify the Taylor expansions. In other words, the
theoretical estimates in [205, 211] only apply to the low-frequency error com-
ponents of the error. A consequence hereof is that, although the errors are
initially of the same magnitude for different values of m, running the LBM
afterwards causes a trajectory that started from ρ0, φm and ξm to become
(much) more accurate after all when m is larger, as the high-frequency error
components that initially dominated the error get damped relatively fast as
time evolves. Remarkably, even if we started from a smooth ρ that only
consists of low-frequency components, running the LBM afterwards (now
for a much shorter time of the order of the slaving time) may be beneficial
for the accuracy of the trajectory.

Although we estimated the error as (φm, ξm)−(φ4, ξ4) in Section 5.5, the
error did decrease substantially by increasing m from 0 to 1. The obvious
reason is that the fastest components of the density were already far more
damped by the earlier part of the time integration process than they were
amplified by the extrapolation forward in time.

The fact that high-frequency components of ρ evolve at time scales com-
parable with the fast time scales of the slaving process may suggest a scheme
where the macroscopic variable is not the complete spatially discretized den-
sity ρ but only its low-frequency components. The remaining microscopic
variables then involve φ and ξ as well as the high-frequency components of
ρ, which are not computed in a physically correct manner anyway.

5.7 Conclusions

In this chapter, we developed an efficient Newton-Krylov implementation
of the CR scheme [76, 72] for initializing on a slow manifold. Originally,
the CR scheme was formulated as a functional iteration [76, 72]. In this
chapter, we replaced the functional iteration by a (preconditioned) Newton-
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Krylov solver. Alternatively, other methods such as the Recursive Projec-
tion Method [181] could also be used to stabilize the functional iteration, as
was outlined in [227].

The potential advantage of the Newton-Krylov method over the func-
tional iteration was illustrated using a LBM for a nonlinear one-dimensional
reaction-diffusion system as the microscopic simulator. Depending on the
LBM parameters, the CR functional iteration may converge slowly or even
diverge. We showed that both issues are largely resolved by using the CR
Newton-Krylov method, especially when a coarse grid correction precondi-
tioner is incorporated. This preconditioner was studied extensively for the
LBM model problem, but the approach is sufficiently general to be useful
also in the context of other problems.

We want to emphasize again that the results presented in this chapter
may also be of direct use outside the context of equation-free computing,
as the problem of accurate and efficient initialization of LBMs is a topic of
current interest in the LBM community [140, 26, 203]

The work in this chapter can be extended in several directions. A first
interesting research direction is to compare our Newton-Krylov approach
to the Recursive Projection Method. At least for our LBM model prob-
lem, we do not expect the Recursive Projection Method to outperform the
CR Newton-Krylov method. Another idea is to optimize the current imple-
mentation of the CR functional iteration or CR Newton-Krylov method by
reusing the results of previous computations (e.g., when computing macro-
scopic transients or in a continuation context). As there is often a strong
correlation between successive states, the efficiency may for instance be
improved substantially by providing a good initial guess based on the re-
sults found in previous lifting steps. We may then simply use the values
of the higher-order moments from the previous step or an appropriate lin-
ear combination of the higher-order moments from several previous lifting
steps. A related idea in the context of the CR Newton-Krylov method is to
“recycle” subspace information from linear systems [159] in previous New-
ton iteration steps or even from previous lifting steps. Finally, when the
CR Newton-Krylov method is applied to a stochastic microscopic simula-
tor, it is certainly interesting to consider inexact Krylov subspace methods
[21, 185, 186, 212]. In these methods, the (stochastic) error in the matrix-
vector multiplications may grow as the Krylov iteration progresses, without
apparent degradation of the convergence of the iterative method.
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Chapter 6

Time integration
acceleration methods

6.1 Introduction

In the previous chapters, we mainly focussed on the numerical properties
of the CTS and its components. From now on, we will assume that a
stable and accurate CTS has been constructed, and that we want to use it
to compute the macroscopic transient behavior of the underlying system.
As was explained in Chapter 2, it is in practice often impossible to bridge
a large (macroscopic) time interval with the CTS, as this would be even
more demanding than performing a full microscopic simulation. Instead,
the CTS should be combined with numerical algorithms that are designed
to accelerate its time integration process. In this and the following chapters,
we will study the numerical properties of several of these time integration
acceleration methods.

In Section 2.4.2, we already introduced the Coarse Projective Forward
Euler (CPFE) method as one of the simplest possible acceleration meth-
ods that exploit the smoothness in time of the macroscopic dynamics. The
CPFE method linearly extrapolates (“projects”) the macroscopic variables
forward in time, based on their values obtained after restriction of a short
microscopic simulation. The microscopic state corresponding to the extrap-
olated macroscopic state is then reconstructed in the lifting step, after which
a new microscopic simulation starts and the procedure is repeated.

The idea of extrapolating variables forward in time has also been applied
in the context of stiff ODEs of which the eigenvalues lie in two well-separated
clusters regions along the real axis [73]. A typical example of such a system is
the MMH model (2.1). No lifting and restriction operators are then involved,

105
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and all ODE variables are extrapolated based on the results of a short
simulation with an explicit time integration method. The analogue of the
CPFE method is called the Projective Forward Euler (PFE) method, and
this method is the simplest possible instance of the more general Projective
Method (PM).

From the viewpoint of solving stiff ODEs, the PM may be regarded as
just another method that efficiently handles a specific class of stiff ODEs.
Whereas most traditional methods make explicit use of the continuous ODE
equations, however, the PM relies on iterations of a time-stepper. Therefore,
the PM can be used to accelerate any time-stepper of which the feasible
time step ∆t is small compared to the dominant slow time scales in the
dynamics of the system, irrespective of the underlying model or equations.
In the context of equation-free computing, the PM can for instance directly
be applied to accelerate the CTS, for which no (macroscopic) evolution
equations are even available. Furthermore, the PM may also prove useful in
the context of accelerating non-conventional time-steppers such as LBMs, or
“legacy codes” that represent many man-years of development and cannot
easily be altered.

Inspired by the PM, two other time integration acceleration methods
were developed. In [209, 208], we proposed and analyzed the Multistep
State Extrapolation Method (MSEM), which also uses states from the past
to predict a future state through extrapolation. We showed that very large
accelerations can be achieved with the MSEM, not only if the eigenvalues
lie in two well-separated clusters but also if they lie in a narrow strip near
the real axis. In [74], the so-called Telescopic Projective Method or Telepro-
jective Method (TM) was developed, which is a recursive variant of the PM
that can also be used if the eigenvalues lie in a narrow strip near the real
axis.

This chapter is organized as follows. In Section 6.2, we describe the
PM, MSEM and TM in a unified manner. In Section 6.3, we show how
the stability of acceleration methods can be analyzed and summarize some
specific stability results that were obtained for the PM and TM in [73] and
[74]. In Chapter 7, we then analyze the stability of the MSEM in detail.
The accuracy of the PM, MSEM and TM will be studied in Chapter 8.

6.2 Description of the PM, MSEM and TM

6.2.1 Setting

We will consider a general time-stepper of the form

yn+1 = Φ∆t(yn), (6.1)
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with Φ∆t a continuous and differentiable map, yn the (vector-valued) state
at time tn and yn+1 the (vector-valued) state at time tn+1 = tn + ∆t. The
time-stepper (6.1) generates a sequence of points {yi}∆t along a trajectory
of a—not necessarily known—time-continuous evolution equation. The time
step ∆t is assumed to be small compared to the dominant slow time scales
in the dynamics of the system. Therefore, iterating on (6.1) to compute the
sequence {yi}∆t is not very efficient as the trajectory could also be described
sufficiently accurately by another sequence {yj}∆T of which the time step
between the successive states is ∆T � ∆t. The PM, MSEM and TM that
will be described in the following sections are three different methods to
efficiently compute such a new sequence {yj}∆T , based only on iterations
of the time-stepper (6.1) and an extrapolation method.

6.2.2 The PM

In [73], the PM was introduced as an efficient explicit method for the time
integration of ODEs with a large gap between their fast and slow time
scales. The basic idea is remarkably simple: a stable explicit time-stepper
(also called the “inner integrator”) of the form (6.1) is used to integrate the
system forward in time over a number of small time steps (a “sequence of
inner steps”), and then a polynomial extrapolation based on the last points
of this sequence of inner steps is used to compute an approximation to the
solution far ahead. The small steps serve to damp the fast components in
the solution and to provide new data to the extrapolation routine. In [73],
it was shown that the PM can indeed be constructed so that it is stable if
the eigenvalues of the (Jacobian matrix of the) inner integrator fall within
two well-separated clusters along the real axis, one cluster corresponding to
the slow components and another to the fast components. The somewhat
surprising result is that the length of the time interval over which one is
able to extrapolate only depends on the slow components in the solution.

A sketch of the PFE method (the PM based on linear extrapolation) is
shown in Figure 6.1. Here, we first integrate over k = 3 time steps of size
∆t in each sequence of inner steps (in this thesis, the meaning of k differs
slightly from the meaning of k used in [73, 74]). Then, a linear interpolant
through the last two points of each sequence of inner steps is constructed
and used to extrapolate over a distance corresponding to m = 4 time steps
of size ∆t (in general, m does not have to be an integer). In this manner,
the interval ∆T = (k + m)∆t = 7∆t is bridged using only k = 3 (instead
of k + m = 7) steps of the inner integrator. If the overhead due to the
extrapolation is negligible, the corresponding speedup is

S :=
m+ k

k
= 1 +

m

k
. (6.2)
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m = 4
k = 3

∆T

∆t
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Figure 6.1: Sketch of the PM with linear extrapolation (N = 1), k = 3 and m = 4.

A straightforward generalization is to extrapolate forward in time using a
polynomial of degree N . Suppose that we have already computed the value
yn at time Tn. The value of yn+1 at time Tn+1 = Tn+(m+k)∆t = Tn+∆T
can then be computed as follows:

1. Starting from yn, integrate over k steps with the inner integrator (6.1)
to obtain k intermediate points y∗n+1,p at times Tn+p∆t (p = 1, . . . , k).

2. Use a component-wise polynomial extrapolation to obtain yn+1. The
extrapolation is based on the interpolating polynomial of degree N
(with N < k) through the states y∗n+1,k−N , y

∗
n+1,k−N+1, . . . , y

∗
n+1,k.

Mathematically, the PM can be written compactly as

yj+1 =

N∑

s=0

ls ·y∗j+1,k−s =

N∑

s=0

ls ·Φk−s
∆t (yj), ls =

m(m+ 1) · · · (m+N)

s!(N − s)!(−1)s(m+ s)
,

(6.3)

as is shown in Appendix A. When N = 1 (linear extrapolation), we obtain
the PFE method

yj+1 = (m+ 1)Φk
∆t(yj) −mΦk−1

∆t (yj). (6.4)

When N = 2 (quadratic extrapolation), we obtain

yj+1 =
(m+ 1)(m+ 2)

2
Φk

∆t(yj)−m(m+2)Φk−1
∆t (yj)+

m(m+ 1)

2
Φk−2

∆t (yj).

(6.5)

The PM is related to the class of stabilized explicit (Chebyshev) meth-
ods [215]. Another closely related technique is the heterogeneous multiscale
method approach for stiff ODEs [46, 55]. In this approach, however, the
small steps only serve to estimate the time derivative and not to damp the
fast components (cf. Section 2.4.2). Therefore, this method should only
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be used when the time-stepper (6.1) contains only slow components. An
example of such a time-stepper is a CTS in which all the fast microscopic
components have been removed by the restriction operator. The stabiliza-
tion technique in [58] also shares important features with the PM. In [73],
implicit variants of the explicit PM were developed. In [164, 127], projective
versions of the classical Adams-Bashforth and Runge-Kutta methods were
constructed. In [77], the extrapolation points of the PM are chosen further
apart, but all of them still belong to the last sequence of inner steps. The
MSEM presented in the next section can be seen as a further extension of
this idea, where we now use points from different sequences of inner steps.

6.2.3 The MSEM

The main difference between the PM and the MSEM is that whereas the
PM uses a polynomial of degree N that passes through the last N+1 points
of the last sequence of inner steps, the MSEM uses a polynomial of degree
N that passes through the last point of the last N + 1 sequences of inner
steps. Therefore, the MSEM is a multistep method (hence the name of the
method). As will be shown in Chapter 7, the MSEM can be constructed so
that it is stable not only if the eigenvalues of the inner integrator (6.1) lie
in two clusters along the real axis, but also if its eigenvalues lie in a narrow
strip along the real axis (time-steppers with such an eigenvalue distribution
will further be called “parabolic” time-steppers, as they typically arise in the
context of explicitly discretized parabolic PDEs) or if there are many com-
plex eigenvalues that are widely spread over the unit circle. In Chapter 10,
it will be illustrated that the MSEM may also be well suited to accelerate
inner integrators that are stochastic in nature. In Chapters 7 and 8, we
will show that the enhanced stability comes at the price of a lower accuracy
when applied to a deterministic inner integrator of which the eigenvalues lie
in two clusters along the real axis.

A sketch of the MSEM with linear extrapolation is shown in Figure 6.2.
Here, we first extrapolate over a distance corresponding to m = 4 time
steps of size ∆t (again, m does not have to be an integer), after which we
integrate over k = 3 time steps to complete the step of the MSEM. Due
to its inherent multistep character, the MSEM is not self-starting. A one-
step method (such as the PM) or the unaccelerated inner integrator should
therefore be used to bridge the initial time interval of size N∆T .

Suppose that we have already computed the states {y0, y1, . . . , yn} at
times T0, T1, . . . , Tn. The value of yn+1 at time Tn+1 = Tn + (m+ k)∆t =
Tn + ∆T can then be computed as follows:

1. Use a component-wise polynomial extrapolation to obtain the interme-
diate point y∗n+1 at time Tn +m∆t = Tn +µ∆T . The extrapolation is
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Figure 6.2: Sketch of the MSEM with linear extrapolation (N = 1), k = 3 and
m = 4.

based on the interpolating polynomial of degree N through the states
yn−N , yn−N+1, . . . , yn.

2. Starting from y∗n+1, integrate over k steps with the inner integrator
(6.1) to obtain yn+1.

Taking into account that ∆T = (m+ k)∆t, it follows that

µ =
m

m+ k
(6.6)

is the fraction of the interval ∆T that is bridged in the extrapolation step.
The value of µ always lies in the interval [0, 1), and the larger the value of
µ, the larger the speedup

S :=
m+ k

k
= 1 +

m

k
=

1

1 − µ
.

Mathematically, the MSEM can be written compactly as

yj+1 = Φk
∆t(y

∗
j+1) = Φk

∆t

(
N∑

s=0

ls · yj−s

)
, ls =

µ(µ+ 1) · · · (µ+N)

s!(N − s)!(−1)s(µ+ s)
,

(6.7)

as is shown in Appendix A. When N = 1 (linear extrapolation) or N = 2
(quadratic extrapolation), the method becomes

yj+1 = Φk
∆t((µ+ 1)yj − µyj−1) (6.8)

or

yj+1 = Φk
∆t

(
(µ+ 1)(µ+ 2)

2
yj − µ(µ+ 2)yj−1 +

µ(µ+ 1)

2
yj−2

)
. (6.9)
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It should be noted that the MSEM is a generalization of the scheme
proposed by Sommeijer in the context of overcoming the time step restric-
tion for parabolic PDEs [187]. In this article, explicit time integration rules
(such as Runge-Kutta methods) were combined with the idea of state ex-
trapolation to obtain new schemes that allow for considerably larger time
steps (in other words: the real stability boundary of the explicit methods is
increased). In [187], only the case k = 1 was considered. As will be shown in
Chapter 7, using larger values of k may substantially improve the stability
of the method.

6.2.4 The TM

An advantage of the MSEM over the PM is that it can also be used to
accelerate parabolic time-steppers. Another method with this property is
the so-called TM [74]. In this method, the PM is applied recursively: a time-
stepper accelerated with the PM is viewed as just another time-stepper,
which is then further accelerated with the PM, and so on.

Consider for instance the PFE method with k = 3 and m = 4 as depicted
in Figure 6.1. In the first step, we start from y0 at time T0 and find y1 at
time T1 by (a) integrating over 3 time steps using the inner integrator and
(b) extrapolating over 4 time steps along the line through y∗1,2 and y∗1,3. In a
similar way, y2 is obtained from y1 and y3 is obtained from y2. The resulting
speedup is S = (m+k)/k = 7/3. Each step of the PM can now be viewed as
a step of a new time-stepper with time step ∆T = (k+m)∆t (which directly
generates the sequence y0, y1, y2, y3, . . .). If we then apply the PFE method
as depicted in Figure 6.1 to this new time-stepper, we (a) integrate over 3
time steps to obtain y1, y2 and y3 from y0, and (b) extrapolate over 4 time
steps (now of size ∆T ) along the line through y2 and y3. In this manner,
an approximate solution is found at time (m+ k)∆T = (m+ k)2∆t = 49∆t
by only taking k2 = 9 steps with the given time-stepper with time step ∆t.
Hence, the resulting speedup is (m+ k)2/k2 = S2 = 49/9. After l levels of
recursion (with l = 1 corresponding to the PFE method (6.4)), the “outer”
step size ∆Tl of the TM is

∆Tl = (m+ k)l∆t,

while the total number of inner integration steps Wl is

Wl = kl.

Hence, the resulting speedup Sl is

Sl =
∆Tl

Wl∆t
=

(m+ k)l

kl
=

(
m+ k

k

)l

= Sl
1,
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with S1 the speedup of the PFE method.
In [74], it was shown that the TM with optimal efficiency is the one

with k = m = 2. In that case, the size of the outer step is ∆Tl = W 2
l ∆t.

In this respect, the TM with k = m = 2 is very comparable to the class
of Chebyshev methods, for which the largest possible time step increases
quadratically with the number of stages—see section 8.2.4 and [215]. In
[127], the TM was combined with projective versions of the second-order
Runge-Kutta and Adams-Bashforth methods to obtain second-order accu-
rate TMs.

6.2.5 Summary

In the previous sections, we have described the PM, MSEM and TM. As
a guide throughout the remainder of this and the following chapters, Fig-
ure 6.3 provides a schematic summary of these different time integration
acceleration methods.

6.3 Stability of the PM and the TM

6.3.1 Analyzing the stability of acceleration methods

An important feature of the PM, MSEM and TM is that these methods are
constructed so that they can be wrapped around any time-stepper of the
form (6.1), irrespective of the underlying model or equations. In the same
spirit, we will now analyze the stability of these methods independent of
the exact nature of the inner integrator. In the analysis, we only assume
that the inner integrator is stable and at least first-order accurate.

In the context of ODEs, the stability of a numerical method with fixed
time step ∆t is traditionally analyzed by applying this method to the scalar
linear test equation

dy

dt
= λy, λ ∈ C. (6.10)

The exact solution of this equation is y(t) = y(0) exp(λt); it tends to zero
as t → ∞ if Re(λ) < 0. If this property is preserved by the solution of the
numerical method when applied to the test equation (6.10) (the approxi-
mations yi at times i∆t tend to zero as i → ∞), the numerical method is
said to be (numerically) stable. The (absolute) stability region Υ of the
numerical method in the complex ∆tλ-plane is then typically defined as the
set Υ := {∆tλ ∈ C|yi → 0 as i → ∞}. For a given value of λ and ∆t, the
numerical method is only stable if ∆tλ ∈ Υ, which in practice often leads
to a restriction on the value of ∆t. The above scalar analysis can also be
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(a)

(c)

(b)

(d)

m = 4k = 3

∆t ∆T

Figure 6.3: Schematic summary of (a) unaccelerated time-stepping and acceler-
ating the time-stepper using the (b) PM, (c) MSEM or (d) TM. All methods are
based on linear extrapolation (N = 1). For the PM and the MSEM we used k = 3
and m = 4. For the TM we chose k = m = 2 and we added one extra level of
recursion (l = 2).
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applied to linear systems of ODEs of the form dy/dt = Ly; the numerical
method is then only stable if ∆tλ ∈ Υ for each eigenvalue λ of L.

To study the stability of a time integration acceleration method with
certain parameter values, we apply the acceleration method to the scalar
linear time-stepper [73]

yi+1 = ρyi, ρ ∈ C. (6.11)

The exact solution of this equation is yi = y0ρ
i; it tends to zero as i → ∞

if |ρ| < 1. If this property is preserved by the solution of the acceler-
ation method when applied to the time-stepper (6.11) (the approxima-
tions yj at times j∆T tend to zero as j → ∞), the acceleration method
is said to be (numerically) stable. The (absolute) stability region Ω of
the acceleration method in the complex ρ-plane is now defined as the set
Ω := {ρ ∈ C|yj → 0 as j → ∞}. For a given value of ρ and certain pa-
rameters of the acceleration method, the acceleration method is then only
stable if ρ ∈ Ω. As will be shown further on, this may in practice lead to a
restriction on the parameters of the acceleration method (such as m or l).
Again, the above scalar analysis can also be applied to higher-dimensional
linear time-steppers of the form yi+1 = Ryi; the numerical method is then
only stable if ρ ∈ Ω for each eigenvalue ρ of R.

We want to emphasize that a linear stability analysis is in general not
sufficient to show stability for nonlinear problems. In many cases, however,
the conclusions drawn from the linear analysis provide a good indication of
the stability in the nonlinear case.

6.3.2 Stability of the PM

By applying the PFE method (6.4) to the scalar linear test integrator (6.11),
we obtain [73]

yj+1 = (m+1)ρkyj−mρk−1yj =
((

(m+1)ρ−m
)
ρk−1

)
yj = σ(ρ)yj . (6.12)

Hence, the method is stable if |σ(ρ)| < 1, and the boundary of the stability
region in the complex ρ-plane is the locus where |σ(ρ)| = 1.

Some typical stability regions of the PFE method are shown in Figure
6.4 (left). As the PFE method is always stable when ρ = 0, these are
the regions within the depicted boundaries. The stability regions clearly
lie within the unit circle, and they shrink as m is increased. When m
exceeds a certain critical value, the stability region breaks into two disjunct
parts. In [73] it was shown that this happens when m ≈ 3.6(k − 1) (this
is actually an asymptotic result for k → ∞, but it also holds quite well for
moderate values of k). Furthermore, it was shown that for large values of
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Figure 6.4: Stability regions of the PM, using k = 3, linear (N = 1) or quadratic
(N = 2) extrapolation, and various values of m (in order of decreasing stability
region size: 3, 5, 7, 9 and 50 if N = 1, and 2, 3, 4, 5 and 9 if N = 2). The dashed
line corresponds to the case m = 5 in both cases. The thick line represents the
unit circle.

m, the stability region approaches two disks, one centered at the origin with
radius (1/m)1/(k−1), and another centered at 1− 1/m with radius 1/m (see
Figure 6.4 (left)). From this, it follows that by increasing the value of k, the
size of the stability region near zero increases substantially. Therefore, the
parameters in the PFE method can always be chosen so that the method is
stable if the eigenvalues of the time-stepper are clustered in two regions, one
corresponding to components that are slowly damped (eigenvalues near 1)
and another corresponding to components that are damped fast (eigenvalues
near 0, or at least well bounded away from the unit circle).

Note that the disk containing the origin reflects the fact that the fast
components in the solution are damped by the initial time integration steps
(at least if k > N); such a disk is therefore not part of the stability region of
the related method described in [46]. As the radius of the disk near 1 shrinks
as 1/m, this disk is asymptotically the same as the stability region of the
traditional forward Euler method (after transformation into the ρ-plane).
Hence, if k is chosen large enough, the largest attainable extrapolation time
step is asymptotically the same as the time step that could be taken with
the forward Euler method if the fast components were not present. The effi-
ciency of the PFE method then depends on the scale separation between the
fast and slow components, and on the degree of scattering of the eigenvalues
corresponding to the fast components.

The PMs based on higher-order extrapolations exhibit similar stability
properties as the PFE method. This is illustrated in Figure 6.4 (right) for
N = 2, k = 3 and various values of m. The stability region is now only
connected if m < 2.3(k − 1) (this is again an asymptotic result). Further-



116 Chapter 6. Time integration acceleration methods

Table 6.1: The error e of the PFE method as a function of m, when k = 10
and using a forward Euler time-stepper for the MMH model (2.1) as the inner
integrator. The numerically observed and the theoretically expected error ratios
are given in the middle and last column.

m e ratio R(m)

1 5.26e-9

2 1.45e-8 2.75 2.75

4 4.13e-8 2.86 2.86

8 1.16e-7 2.80 2.80

16 3.03e-7 2.61 2.62

32 7.27e-7 2.40 2.40

m e ratio R(m)

64 1.62e-6 2.23 2.24

128 3.45e-6 2.12 2.13

256 7.10e-6 2.06 2.07

512 1.43e-5 2.02 2.03

1024 2.84e-5 1.98 2.02

2048 ∞ ∞ 2.01

more, as m → ∞, the stability region approaches a disk centered at the
origin with radius (2/m2)1/(k−2) and an oval centered at 1 − 1/m that in-
tersects with the real axis at ρ = 1 and ρ = 1 − 2/m. Compared to the
PFE method, the disk around 0 shrinks substantially faster when the value
of m is increased. The oval region near 1 is now asymptotically the same
as the stability region of the traditional second-order Taylor method (after
transformation into the ρ-plane).

6.3.3 Numerical illustration

To illustrate the numerical properties of the PM, we perform the following
experiment. As the inner integrator, we use the forward Euler method with
time step ∆t = ε/2, applied to the MMH system (2.1) with ε = 10−4.
To obtain a reference solution, the unaccelerated inner integrator is first
used to bridge the interval t ∈ [0, 20], starting from the initial condition
(x, y) = (3/2, 1). As was illustrated in Figure 2.1, the solution slowly evolves
towards the origin. Then, we use the PFE method with k = 10 and various
values of m to bridge the interval t ∈ [0, 20], and compute for each of the
m-values the absolute value of the difference between the x-component of
the solution of the unaccelerated inner integrator and the x-component of
the solution of the PFE method, both at t = 20 (we further call this the
error e). As 20 is not necessarily an integer multiple of the time step ∆T of
the PFE method, a piecewise cubic spline interpolation is used to find the
value of x at t = 20.

An overview of the resulting errors e is given in Table 6.1. For m = 0,
we have e = 0. As m increases, e also increases. As expected, the PFE
method is first-order accurate for large m. In Chapter 9 (equation (9.5)), it
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will be shown that the error (as defined above) roughly satisfies

e ∼ m

2

m+ 1

m+ k

d2y

dt2
∆t, (6.13)

where the “∼” symbol stands for “scales like”. From this, it follows that
R(m), the theoretically expected ratio of successive errors (when the relative
extrapolation step size is doubled from m/2 to m), is

R(m) = 2
(m+ 1)(m+ 2k)

(m+ 2)(m+ k)
.

The R(m)-values for k = 10 are given in the last column of Table 6.1. The
correspondence with the numerically determined error ratios is clearly very
good, especially when m is not too large.

Table 6.1 also suggests that the PFE method becomes unstable for a
value of m between 1024 and 2048. More detailed experiments indicate
that the value of m at which the method becomes unstable is m ≈ 1025.
We will now illustrate that this is fully in line with the stability theory
presented in Section 6.3.2. The Jacobian matrix of the nonlinear MMH
forward Euler time-stepper is

[
1 + (y − 1)∆t (x + 1/2)∆t

−(y − 1)∆t/ε 1 − (x+ 1)∆t/ε

]
.

At t = 0 (x = 3/2 and y = 1), the eigenvalues of the Jacobian matrix are
ρ1 = 1 and ρ2 = −1/4. At the steady state (x = y = 0), the eigenvalues
are approximately ρ1 ≈ 0.999975 and ρ2 ≈ 0.499975. Along the solution
trajectory, ρ1 shifts monotonically from 1 to about 0.999975 and ρ2 shifts
monotonically from −1/4 to about 1/2 (ρ2 = 0 at t ≈ 1.8). For large values
of m the stability region of the PFE method approximately corresponds to
two disks. For our example, however, the value of m is not large enough to
draw conclusions concerning the stability of the method from the asymptotic
formulae for the radii of these disks. Therefore, we will rely directly on
equation (6.12). From (6.12), it can easily be seen that for the values of
m considered here, ρ1 is always included within the stability region near 1.
Therefore, the PFE method is stable if ρ2 falls within the stability region
near 0. As the stability region shrinks if the value of m is increased and we
have nearly reached the steady state at t = 20, the PFE method becomes
unstable when

σ(1/2) =
(
(m+ 1)/2 −m

)(1

2

)10−1

≈ −1.

This results in m ≈ 1025, exactly the value that was observed numerically.
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Figure 6.5: Stability regions of the TM that is obtained by recursively applying the
PFE method with parameters k = m = 2 and l = 1, 2 and 5 (left) or k = m = 3
and l = 1, 2 and 8 (right). The thick line represents the unit circle.

6.3.4 Stability of the TM

In Section 6.3.2, it was noted that the stability region of the PFE method
breaks into two separate pieces if m becomes larger than about 3.6(k − 1).
If m is smaller than this value, the interval [0, 1) is contained within the
stability region, irrespective of the value of k. (It can even be shown that the
interval (−1/(3 + 2

√
2), 1) ≈ (−0.17, 1) is then always contained within the

stability region.) In [74], a method of which the stability region includes
the interval [0, 1) was called a [0,1]-stable method. It is clear that [0,1]-
stable methods are potentially useful to accelerate parabolic time-steppers
of which the eigenvalues lie in a narrow strip near the interval [0, 1]. The
PFE method is only [0,1]-stable for small values of the speedup (S . 4.6).
As we will now illustrate, [0,1]-stable TMs can be constructed of which the
speedup is much larger.

Consider the TM that is obtained from recursively applying the PFE
method. If we apply this TM to the scalar linear test integrator (6.11), we
find that the TM is stable if [74]

|σl| < 1, with σl =
(
(m+ 1)σl−1 −m

)
σk−1

l−1 and σ0 = ρ. (6.14)

Again, the boundary of the stability region in the complex ρ-plane is the
locus where |σ(ρ)| = 1. From (6.14), it follows that the stability regions
of the TM shrink as the value of l is increased. If l → ∞, the stability
boundary formally becomes a fractal set.

Some typical stability regions of the TM are shown in Figure 6.5. Here,
we used k = m = 2 or k = m = 3, and various values of l. The interval
[0, 1) is clearly always contained within the stability regions, and for large
values of l the fractal structure of the boundary becomes apparent.
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In [74], it was shown that for any integer value of k ≥ 2 and N ≥ 1,
there exist values of m for which the TM is [0,1]-stable, irrespective of the
number of recursion levels l (and hence also irrespective of the speedup S).
In [208], we called acceleration methods that are [0,1]-stable for all values
of the speedup overall [0,1]-stable. Note that the concept of overall [0,1]-
stability applies to the combination of (a) the acceleration method and (b)
the specific parameter adaption scheme that is used to alter the speedup.
For the TM, this is for instance by changing the value of l while the values
of k and m are kept constant. An overall [0,1]-stable method can be used
to accelerate a time-stepper with only real eigenvalues on the interval [0, 1)
in an unconditionally stable manner. The speedup is then only subject to
accuracy considerations.

For completeness, we would like to mention that the TMs can also be
constructed so that they can be used to accelerate time-steppers of which
the eigenvalues lie in several, well-separated clusters in the complex plane,
not necessarily along the real axis [74].

6.4 Conclusions

In this chapter, we described the PM, MSEM and TM in a unified manner,
and summarized how the stability of the PM and TM was analyzed in the
literature. It was shown that the PM can be constructed so that it can be
used to accelerate time-steppers of which the eigenvalues lie in two clusters
along the real axis, one cluster corresponding to the slow components and
another to the fast components. The extrapolation step size can then be
chosen commensurate to the slow components only. In a similar way, the
MSEM and TM can be constructed so that they can be used to accelerate
parabolic time-steppers of which the eigenvalues lie in a narrow strip near
the interval [0,1] in a stable manner.

In the following chapter, we will study the stability of the MSEM in de-
tail. The accuracy of the PM, MSEM and TM will be analyzed in Chapter 8.
In Chapters 9 and 10, the different acceleration methods will be applied to
accelerate a LBM or the CTS for a (noisy) LBM.
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Chapter 7

Stability of the MSEM

7.1 Introduction

In this chapter, we analyze the stability of the MSEM. The plan of the chap-
ter is as follows. In Section 7.2, we analyze the linear stability properties
of the MSEM, independent of the exact nature of the inner integrator (cf.
Section 6.3.1). We mainly focus on the case of linear and quadratic extrapo-
lation, but also show that important stability issues arise when higher-order
extrapolations are used. In Section 7.3, our theoretical results are illustrated
using a time-stepper for a convection-diffusion problem as the inner inte-
grator. A summary is given in Section 7.4.

7.2 Stability of the MSEM

As in Section 6.3.1, we start from the scalar linear test integrator

yi+1 = Φ∆t(yi) = ρyi, ρ ∈ C.

If |ρ| < 1, then limi→∞ yi = 0, and we want this property to be preserved
by the accelerated scheme. When applying the MSEM (6.7) to this test
integrator, we obtain

yj+1 = Φk
∆t(y

∗
j+1) = ρky∗j+1 = ρk

N∑

s=0

ls · yj−s,

with ls given by equation (6.7). This sequence tends to zero as j goes to
infinity for any set of starting values y−N , . . . , y0 and given values of ρ, k,

121
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µ = m/(m+ k) and N if all zeroes of the characteristic polynomial

P (ξ, ρ, k, µ,N) ≡ ξN+1 − ρk
N∑

s=0

ls · ξN−s = 0 (7.1)

lie inside the unit circle. The (absolute) stability region ΩN (k,m) is then

ΩN (k,m) = {ρ ∈ C|P (ξ, ρ, k, µ,N) = 0 ⇒ |ξ| < 1},

i.e., the set of all values of ρ for which all zeroes of P (ξ, ρ, k, µ,N) lie inside
the unit circle.

Property 7.1. ΩN (k,m) is Dk-symmetric, with Dk the symmetry group
of the regular k-gon with vertices ei2πl/k (l = 0, 1, . . . , k − 1).

Proof. It is sufficient to prove that ΩN (k,m) is invariant under reflection
about the real axis and rotation over an angle 2π/k, since these transfor-
mations generate the symmetry group [84]. The invariance under reflection
holds since the zeroes of P (ξ, ρ, k, µ,N) = 0 are the complex conjugates
of the zeroes of P (ξ, ρ, k, µ,N) = 0. The rotational invariance holds since
P (ξ, ρei2π/k, k, µ,N) = P (ξ, ρ, k, µ,N).

Because of these symmetries, it is sufficient to study the stability region
in the sector

R = {z ∈ C|0 ≤ arg z ≤ π

k
}

of the complex plane. The remainder of the stability region can then be
obtained by reflections and rotations. We will now study the stability region
for linear extrapolation (N = 1) and quadratic extrapolation (N = 2) in
more detail.

7.2.1 The MSEM with linear extrapolation

In this case, the stability polynomial (7.1) reduces to

P (ξ, ρ, k, µ, 1) = ξ2 − (1 + µ)ρkξ + µρk = 0, (7.2)

as can also directly be seen from (6.8). Hence, the stability region is bounded
by the curve ρ(θ) implicitly defined by

P (eiθ, ρ(θ), k, µ, 1) = 0. (7.3)

From (7.2) and (7.3) we get

ρ(θ, k, µ) = k

√
ei2θ

(1 + µ)eiθ − µ
, (7.4)
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Figure 7.1: The curves (7.3) for various values of k and m (thin lines). The unit
circle (thick line) and the circle with center point 0 and radius k

√
1/3 (dotted line)

are also shown.

where we still need to choose arg ρ if k > 1. It is possible to show that
Im(ρ(θ, 1, µ)) > 0 if θ ∈ (0, π), and for symmetry reasons, Im(ρ(θ, 1, µ)) < 0
if θ ∈ (−π, 0). Moreover, ρ(θ, 1, µ) is a continuous function of θ. Therefore,
the choice

arg ρ ∈ [(2l − 1)π/k, (2l+ 1)π/k) if θ ∈ [(2l− 1)π, (2l + 1)π) (7.5)

in (7.4) results in a continuous explicit parametrization. The curves (7.3)
are shown in Figure 7.1 for various values of k and m .

Note that (7.4)-(7.5) is a periodic function of θ with period 2πk. Fur-
thermore,

ρ(2πl, k, µ) = ei2πl/k, (7.6)

ρ(π + 2πl, k, µ) =
ei(2l+1)π/k

k
√

1 + 2µ
. (7.7)

The rotational and reflectional symmetries imply that

ρ(θ + 2πl) = ei2πl/kρ(θ), (7.8)

ρ(θ) = ρ(−θ) (7.9)

and thus

ρ(θ + lπ) = ei2πl/kρ(lπ − θ).
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Property 7.2. On [0, π], |ρ(θ, k, µ)| is a decreasing function of θ and
arg ρ(θ, k, µ) is an increasing function of θ. On (0, π), |ρ(θ, k, µ)| is a strictly
decreasing function of θ and arg ρ(θ, k, µ) is a strictly increasing function
of θ.

Proof. This can be shown by analyzing the derivatives of |ρ(θ, k, µ)| and
arg ρ(θ, k, µ), or equivalently, of |ρk(θ, k, µ)| and arg ρk(θ, k, µ). Note also
that ρk(θ, k, µ) = ρ(θ, 1, µ). The computations can easily be done with a
computer algebra system.

Corollary 7.1. The curve (7.3) is a closed curve, which does not self-
intersect.

Proof. The first part follows from the continuity of ρ for θ ∈ [0, π], (7.6),
(7.7) and the symmetry properties, or by noting that (7.4)-(7.5) is a contin-
uous explicit parametrization in θ with period 2πk. The second part follows
from property 7.2 and the symmetry of the curve.

Corollary 7.2. |ρ| has k maxima, reached at ei2πl/k (l = 0, 1, . . . , k − 1),
vertices of a regular k-gon. Hence, the curve lies inside the unit circle. |ρ|
has k minima, reached at ei(2l+1)π/k/ k

√
1 + 2µ (l = 0, . . . , k−1), also vertices

of a regular k-gon. Hence, the open disc inside the circle C(0, 1/ k
√

1 + 2µ)
with center point 0 and radius 1/ k

√
1 + 2µ is contained within the curve

(7.3).

Proof. This follows immediately from (7.6), (7.7) and property 7.2.

Corollary 7.3. The stability region Ω1(k,m) is the area inside the curve
(7.3).

Proof. Note that 0 ∈ Ω1(k,m) since the zeroes of P (ξ, 0, k, µ, 1) are both
zero. This point lies inside the curve. The point k

√
2 6∈ Ω1(k,m), since the

zeroes of P (ξ, k
√

2, k, µ, 1) are 1 + µ±
√

1 + µ2. This point lies outside the
curve.

For all values of µ ∈ [0, 1), the open disk inside the circle C(0, k

√
1/3)

is contained within the stability region Ω1(k,m); see Figure 7.1. Even for
moderate values of k, a large part of the unit circle will thus always lie
within the stability region. Note that this is very different from what was
observed for the PM (remember that for the PM, the part of stability region
near zero always shrinks towards zero as m goes to infinity). This is what
makes the MSEM potentially interesting in the context of time-steppers
with many complex eigenvalues that are widely spread over the unit circle.

For any value of k, the line segment [0, 1) is contained within Ω1(k,m).
Hence, the MSEM is overall [0,1]-stable, irrespective of the parameter adap-
tation scheme (i.e., the MSEM is [0,1]-stable for all values of k and m). This
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makes the method potentially interesting in the context of parabolic time-
steppers. Note that if k is even, also the line segment (−1, 0] is contained
within Ω1(k,m). This implies that for even values of k, the MSEM is able
to accelerate any stable time-stepper with only real eigenvalues in an un-
conditionally stable manner.

Quite often, the time-stepper Φ∆t has eigenvalues near 1 with small
imaginary parts. Therefore it is interesting to study the shape of Ω1(k,m)
near 1 in some more detail. In particular, we will look at |ρ| as a function
of arg ρ.

For further study, we reparametrize the curve with parameter α, i.e.,

ρ(α, k, µ) = ρ(θ(α, k, µ), k, µ), (7.10)

so that

arg ρ(α, k, µ) = arg ρ(θ(α, k, µ), k, µ) = α.

Property 7.3. Assume that 0 ≤ µ < 1, and that k and µ are fixed. Near
ρ = 1 (α ≈ 0),

|ρ(α, k, µ)| = 1 − 1

2

µ(µ+ 1)k

(µ− 1)2
α2 + O(α4). (7.11)

Proof. We will first prove that |ρ(α, k, µ)| is analytic in the variable α at
θ = 0. Near θ = 0, the explicit parametrization (7.4) can be written as






|ρ(θ, k, µ)| = 2k

√
1

(1 + γ1) − γ1 cos(θ)

arg ρ(θ, k, µ) =

2θ − atan

(
γ1 sin(θ)

γ1 cos(θ) − 2µ2

)

k

where γ1 = 2µ(1 + µ). Both expressions are analytic in α at θ = 0. Now

∂|ρ(α, k, µ)|
∂α

=
∂|ρ(θ, k, µ)|

∂θ

∂θ(α, k, µ)

∂α
.

Since θ(α, k, µ) is defined by arg ρ(θ(α, k, µ), k, µ) = α, we have

∂ arg ρ(θ, k, µ)

∂θ

∂θ(α, k, µ)

∂α
= 1,

and thus

∂|ρ(α, k, µ)|
∂α

=
∂|ρ(θ, k, µ)|/∂θ
∂ arg ρ(θ, k, µ)/∂θ

. (7.12)
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Similarly,

∂n|ρ(α, k, µ)|
∂αn

=
∂

∂θ

(
∂n−1|ρ(α, k, µ)|

∂αn−1

)/
∂ arg ρ(θ, k, µ)

∂θ
. (7.13)

Since ∂ arg ρ(θ, k, µ)/∂θ = (1− µ)/k at θ = 0, |ρ(α, k, µ)| is also analytic in
α at θ = 0 for 0 ≤ µ < 1.

Because of the reflectional symmetry, |ρ(α, k, µ)| is an even function of
α and all odd derivatives must be 0. Using (7.12) and (7.13), it is then
straightforward to compute the Taylor series of |ρ(α, k, µ)| in α.

For µ = 1, the tangent vector at θ = 0 cannot be determined from the
representation in polar coordinates since both the quantities ∂|ρ(θ, k, 1)|/∂θ
and ∂(arg ρ(θ, k, 1))/∂θ are zero. However, after transformation to Carte-
sian coordinates x = Re(ρ(θ, k, µ)) and y = Im(ρ(θ, k, µ)), we obtain

lim
θ→0+

dx/dθ√(
dx
dθ

)2
+
(

dy
dθ

)2 = −1, lim
θ→0−

dx/dθ√(
dx
dθ

)2
+
(

dy
dθ

)2 = +1

and

lim
θ→0

dy/dθ√(
dx
dθ

)2
+
(

dy
dθ

)2 = 0.

Therefore, the curve has a cusp-shaped singularity at 1 when µ = 1. By
continuity, the stability region exhibits a “tip” for values of µ that are
somewhat smaller than 1.

The shape of the tip is shown in Figure 7.2 for k = 5 and various values of
m. As µ increases towards 1, the tip becomes more narrow and approaches
the singular limit case for µ = 1. The shape of the tip is to some extent
determined by the magnitude of the coefficient in the O(α2) term in (7.11),
which is in turn related to the accuracy of the method. Remember that
such a tip was not observed in the stability region of the PM with linear
extrapolation, but instead the stability region split into 2 disjunct pieces
when m ≈ 3.6(k − 1).

Figure 7.2 also suggests that the stability regions shrink asm is increased
while k is kept constant.

Property 7.4. Ω1(k,m1) ⊂ Ω1(k,m2) ⇔ m1 > m2

Proof. We first look at how |ρ(α, k, µ)| changes as µ is increased. For α = 0,
|ρ| = 1 irrespective of the value of µ. For arg ρ = π/k,

|ρ| = k

√
1

1 + 2µ
.
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Figure 7.2: Tip formation as the value of m increases. The thick line represents
the unit circle. The thin lines are the stability region boundaries for a fixed value
of k (5) and various values of m (5, 10, 25, 50, 100 and 200). The dotted line is
the limiting stability region boundary for µ = 1.

This is a strictly decreasing function of µ for 0 ≤ µ ≤ 1. For arg ρ ∈ (0, π/k),
we consider again the parametrization (7.10). Now

∂|ρ(α, k, µ)|
∂µ

=
∂|ρ(θ, k, µ)|

∂θ

∂θ(α, k, µ)

∂µ
+
∂|ρ(θ, k, µ)|

∂µ
.

Since θ(α, k, µ) is defined by arg ρ(θ, k, µ) = α, we have

∂ arg ρ(θ, k, µ)

∂θ

∂θ

∂µ
+
∂ arg ρ(θ, k, µ)

∂µ
= 0,

and hence

∂|ρ(α, k, µ)|
∂µ

= −∂|ρ(θ, k, µ)|
∂θ

∂ arg ρ(θ, k, µ)

∂µ
∂ arg ρ(θ, k, µ)

∂θ

+
∂|ρ(θ, k, µ)|

∂µ
. (7.14)

For θ ∈ (0, π), the explicit parametrization (7.4) can be written as





|ρ(θ, k, µ)| = 2k

√
1

(1 + γ1) − γ1 cos(θ)

arg ρ(θ, k, µ) =

2θ − arccot

(
γ1 cos(θ) − 2µ2

γ1 sin(θ)

)

k

(7.15)
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where γ1 = 2µ(1 + µ). Substituting (7.15) in (7.14), it can be shown that
(7.14) is negative for all values of α ∈ (0, π/k) and for all k ∈ N∗. This
proves the property.

7.2.2 The MSEM with quadratic extrapolation

In this case, the stability polynomial (7.1) reduces to

P (ξ, ρ, k, µ, 2) = ξ3− (µ+ 1)(µ+ 2)

2
ρkξ2+µ(µ+2)ρkξ−µ(µ+ 1)

2
ρk, (7.16)

as can also directly be seen from (6.9). The boundary of the stability region
lies on the curve

P (eiθ, ρ(θ), k, µ, 2) = 0, (7.17)

and an explicit parametrization for this curve is

ρ(θ, k, µ) = k

√
ei3θ

(µ+1)(µ+2)
2 ei2θ − µ(µ+ 2)eiθ + µ(µ+1)

2

= k

√
ρ(θ, 1, µ), (7.18)

where we take the root so that

arg ρ ∈
(
(2l− 1)

π

k
, (2l + 1)

π

k

]
if θ ∈ ((2l− 1)π, (2l + 1)π] . (7.19)

The rotational and reflectional symmetries again imply equations (7.8) and
(7.9).

Figure 7.3 shows the curves (7.17) for various values of k and m. The
reason why we have drawn the curves for the case m = 5.5k will become
clear further on.

Note that ρ(θ, k, µ) is a periodic function of θ with period 2πk. Further-
more,

ρ(2πl, k, µ) = ei2πl/k (7.20)

ρ(π + 2πl, k, µ) =
ei(2l+1)π/k

k

√
2µ2 + 4µ+ 1

. (7.21)

Unlike in the previous section, it is more difficult to prove that the
parametrization (7.18)-(7.19) is continuous in its parameter θ. It is neces-
sary to show that ρ(θ, 1, µ) does not intersect with the negative real axis if
θ ∈ (−π, π) for if ρ(θ, 1, µ) would intersect, (7.19) would result in a jump
±2π of arg ρ(θ, 1, µ) at every intersection, and a corresponding jump of
±2π/k of arg ρ(θ, k, µ).
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Figure 7.3: The curves (7.17) for various values of k and m (thin lines). The unit
circle (thick line) and the circle with center point 0 and radius k

√
1/7 (dotted line)

are also shown.

Property 7.5. The curve ρ(θ, 1, µ) with θ ∈ (0, π) does not intersect the
negative real axis. It has two intersections with the positive real axis if

γ < µ ≤ 1, with γ = −2/3+1/3
3

√
19 − 3

√
33+1/3

3

√
19 + 3

√
33 ≈ 0.839 . . .,

and no intersections if 0 ≤ µ < γ. If µ = γ, the curve ρ(θ, 1, µ) is tangent
to the positive real axis.

Proof. Since the denominator of ρ(θ, 1, µ) cannot be 0, ρ(θ, 1, µ) is a continu-
ous function of θ. To study the intersections of the curve ρ(θ, 1, µ), θ ∈ (0, π)
with the real axis, one can multiply the numerator and denominator of
ρ(θ, 1, µ) with the complex conjugate of the denominator to make the de-
nominator real, and then look for all zeroes of the imaginary part of the
numerator. This is a lengthy calculation, but the above result can be ob-
tained with the help of a computer algebra system. The same value of γ
was derived in [187] using the Routh-Hurwitz criterion.

Note that the condition µ = γ corresponds to m ≈ 5.22k. Therefore,
the curve (7.17) with k = 1 and m = 5.5 in Figure 7.3 has two intersections
with the positive real axis.

Now ρ(θ, 1, µ) is a continuous function of θ on [−π, π]. Moreover, for a
small enough positive value of ε, we have Im(ρ(θ, 1, µ)) > 0 for θ ∈ (π−ε, π)
and Im(ρ(θ, 1, µ)) < 0 for θ ∈ (−π,−π + ε). Together with property 7.5,
this implies that (7.18)-(7.19) is a continuous function of θ.
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Property 7.5 also implies that, unlike in the linear extrapolation case,
arg ρ(θ, k, µ) will not be strictly decreasing in θ for all values of k and µ.

Property 7.6. |ρ(θ, k, µ)| is a decreasing function of θ on [0, π]. On (0, π),
|ρ(θ, k, µ)| is a strictly decreasing function of θ.

Proof. This can be shown by analyzing the derivative of |ρ(θ, k, µ)|.

Corollary 7.4. The curve (7.17) is a closed curve that does not self-
intersect if µ < γ, while it does self-intersect if µ > γ. In the latter case,
there are exactly 2k intersection points, namely 2 points along each half line
Lj = {ρ| argρ = 2πj/k, |ρ| ≥ 0} with j = 0, 1, . . . , k − 1.

Proof. The curve (7.17) is closed since it can be described by (7.18)-(7.19),
an explicit and continuous parametrization with period 2πk. The second
part of the corollary follows by combining property 7.5 and property 7.6
with the symmetry properties.

Corollary 7.5. |ρ| has k maxima, reached at ei2πl/k (l = 0, 1, . . . , k − 1),
vertices of a regular k-gon. Hence, the curve lies inside the unit circle. |ρ|
has k minima, reached at ei(2l+1)π/k/ k

√
2µ2 + 4µ+ 1 (l = 0, 1, . . . , k − 1),

also vertices of a regular k-gon. Hence, the open disc inside the circle
C(0, 1/ k

√
2µ2 + 4µ+ 1) is contained within the curve (7.17).

Proof. This follows immediately from (7.20), (7.21) and property 7.6.

Corollary 7.6. If µ < γ, the stability region Ω2(k,m) is the area inside
the curve (7.17). If µ ≥ γ, the stability region Ω2(k,m) consists of k + 1
disjunct regions: the large region containing 0, and k smaller regions near
ei2πl/k (l = 0, 1, . . . , k − 1).

Proof. Due to the symmetry properties and corollary 7.4, it suffices to study
the intersection of the stability region with the interval [0, 1). The coeffi-
cients of the stability polynomial (7.16) are then real. After the substitution
ξ = (1+χ)/(1−χ) (to transform the unit disk to the left half plane), we can
apply the Routh-Hurwitz criterion to determine the real stability interval.
If µ < γ, this interval is [0, 1). If µ ≥ γ, this interval is [0, x1)∪ (x2, 1) with
x1 and x2 the two intersection points of (7.17) with the real positive axis
on (0, 1).

For all values of µ ∈ [0, 1), the open disk inside the circle C(0, k

√
1/7) is

contained within the stability region Ω2(k,m); see Figure 7.3. Again, it is
interesting to look at the shape of the stability region near 1.
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Property 7.7. Assume that 0 ≤ µ < 1, and that k and µ are fixed. Near
ρ = 1 (α ≈ 0),

|ρ(α, k, µ)| = 1 − µ(µ+ 1)2(µ+ 2)k3

8(µ− 1)4
α4 + O(α6). (7.22)

Proof. As in the linear extrapolation case, we will first show that |ρ(α, k, µ)|
is analytic in the variable α at θ = 0. Near θ = 0, the explicit parametriza-
tion (7.18) can be written as






|ρ(θ, k, µ)| = 2k

√
1

(1 + γ2) − 2γ2 cos(θ) + γ2 cos(θ)2

arg ρ(θ, k, µ) =

3θ − atan

(
γ2

µ sin(2θ) − 2 γ2

µ+1 sin(θ)
γ2

µ cos(2θ) − 2 γ2

µ+1 cos(θ) + γ2

µ+2

)

k

where γ2 = µ(µ+ 1)2(µ+ 2).
Both expressions are analytic in α at θ = 0. Using equations (7.12)

and (7.13), and the fact that ∂ arg ρ(θ, k, µ)/∂θ = (1 − µ)/k at θ = 0, this
implies that |ρ(α, k, µ)| is also analytic in α at θ = 0 for 0 ≤ µ < 1.

Because of the reflectional symmetry, |ρ(α, k, µ)| is an even function of
α and all odd derivatives must be 0. Using (7.12) and (7.13), it is then
straightforward to compute the Taylor series of |ρ(α, k, µ)| in α.

Note that (7.22) has no second-order term in α; this is related to the fact
that the extrapolation step is now second-order accurate. For values of µ not
too close to 1, this explains why the stability region boundaries approximate
the unit circle so well near the points ei2πl/k (l = 0, 1, . . . , k−1). For µ = 1,
the tangent vector at θ = 0 can again not be determined from the representa-
tion in polar coordinates since both ∂|ρ(θ, k, 1)|/∂θ and ∂(arg ρ(θ, k, 1))/∂θ
are zero. However, one can verify that after transformation to Cartesian
coordinates x = Re(ρ(θ, k, µ)) and y = Im(ρ(θ, k, µ)),

lim
θ→0

dx/dθ√(
dx
dθ

)2
+
(

dy
dθ

)2 = 0 and lim
θ→0

dy/dθ√(
dx
dθ

)2
+
(

dy
dθ

)2 = −1,

so that the curve will be tangent to the unit circle at 1 even if µ = 1.
A close-up near 1 of the stability regions Ω2(k,m) for k = 5 and various

values of m is shown in Figure 7.4. We see that, contrary to the MSEM with
linear extrapolation, no tip is formed and the stability regions approximate
the unit circle very well near 1. In many cases, however, the method with
quadratic extrapolation will only be useful when µ < γ, especially because
the k small pieces of the stability region near ei2πl/k(l = 0, 1, . . . , k − 1)
shrink fast when µ grows.
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Figure 7.4: Stability region splitting as the value of m increases. The thick line
represents the unit circle. The thin lines are the stability region boundaries for a
fixed value of k (5) and various values of m (10, 15, 20, 25, 30, 40 and 75). Note
that no tip is formed and that the stability region shrinks fast.

Property 7.8. Suppose that µ > γ. For µ → 1, the intersection of the
stability region Ω2(k,m) and the positive real axis is approximately

[
0,

k

√
1

2

(
1−2(µ− 1)

k
+O((µ−1)2)

)) ⋃
(

1− 3

2k
(µ−1)2+O((µ−1)3), 1

)
.

Proof. In the proof of property 7.5 we mentioned that it is possible to obtain
an analytical expression for the intersection points of the curve (7.18) with
the real axis. The result above is obtained by computing the Taylor series
expansions of these expressions about µ = 1.

Remember that the stability region of the PM with quadratic extrap-
olation splits into 2 disjunct regions when m ≈ 2.3(k − 1), or in terms of
µ, when µ ≈ 0.7. As m → ∞, the diameter of the part near 1 then only
shrinks linearly in m.

Property 7.9. Ω2(k,m1) ⊂ Ω2(k,m2) ⇔ m1 > m2

Proof. Again, we shall restrict ourselves to the study of the stability region
in the sector R. For arg ρ = 0, |ρ| = 1 irrespective of the value of µ. For
arg ρ = π/k,

|ρ| = k

√
1

2µ2 + 4µ+ 1
.
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It is easily verified that this is a strictly decreasing function of µ for µ ∈ [0, 1].
For arg ρ ∈ (0, π/k), equation (7.14) cannot be reused since ∂ arg ρ/∂θ

is 0 for certain values of k ∈ N∗, µ ∈ [0, 1) and θ ∈ (0, π). Therefore we
reparametrize ρ(θ, k, µ) with parameter β, i.e., ρ(β, k, µ) = ρ(θ(β, k, µ), k, µ)
so that Re(ρ(β, k, µ)) = Re(ρ(θ(β, k, µ), k, µ)) = β. We can then derive, in
an analogue way as in the proof of property 7.4, that

∂ Im(ρ(β, k, µ))

∂µ
= −∂ Im(ρ(θ, k, µ))

∂θ

∂ Re(ρ(θ, k, µ))

∂µ
∂ Re(ρ(θ, k, µ))

∂θ

+
∂ Im(ρ(θ, k, µ))

∂µ
.

(7.23)

It can now be shown that ∂Re(ρ(θ, k, µ))/∂θ 6= 0 for θ ∈ (0, π), and that
(7.23) is negative for all values of θ ∈ (0, π). This proves the property.

7.2.3 The MSEM based on higher-order extrapolation

In this section, we will not give a detailed stability analysis of the MSEM
with N > 2, but show that there are important differences compared to the
case where N = 1 or N = 2, which make methods based on higher-order
extrapolations less attractive.

As explained in the previous sections, the curve ρ(θ), implicitly defined
by P (eiθ, ρ(θ), k, µ,N) = 0, plays a crucial role when determining the sta-

bility region boundary of the method. Since
∑N

j=0 lj = 1, it is clear from
equation (7.1) that 1 will always lie on this curve. Furthermore, it can
be shown that this curve will always be tangent to the unit circle at 1 if
0 ≤ µ < 1 for all N ∈ N∗. For N = 1 and N = 2, we also showed that this
curve is contained within the unit circle. For higher values of N , it turns
out that this is no longer the case. For N = 3, for instance, this can be seen
from the Taylor series expansion of |ρ(α, k, µ)| about α = 0,

|ρ(α, k, µ)| = 1 +
µ(µ+ 1)(µ+ 2)(µ+ 3)k3

24(µ− 1)4
α4 + O(α6),

which has a positive coefficient in the second term of the Taylor series.
This implies that, for small values of m, an unstable time-stepper may
be stabilized by the acceleration method, as can also be seen in Figure
7.5. At a certain value of µ the stability region splits, as in the case with
N = 2. Applying the Routh-Hurwitz conditions reveals that this happens
when µ ≈ 0.63, which corresponds to a speedup of 2.7. Figure 7.5 also
shows that if the value of µ is further increased, the small parts of the
stability region near the points ei2πl/k (l = 0, 1, . . . , k − 1) shrink until
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Figure 7.5: The curve P (eiθ, ρ(θ), 5, m/(m + 5), 3) = 0 for various values of m. In
each column, subsequent close-ups of the same curve are shown. The parts of the
stability region that are still visible are indicated by the letter S. The dotted line
represents the unit circle.

they disappear at µ ≈ 0.73. This means that the slow components of a
time-stepper (those corresponding to eigenvalues near 1) can no longer be
accelerated in a stable manner (the method is no longer zero-stable), which
makes the method useless for most purposes. Both critical values of µ were
also reported in [187].

For larger values of N , similar problems arise at even smaller values of µ.
For this reason, we shall restrict our numerical experiments to values of N
up to 3.

7.3 Numerical illustration

In this section, we study the stability properties of the MSEM for a lin-
ear convection-diffusion PDE time-stepper. Though acceleration of explicit
methods for PDEs is not the main target application for the method, this
problem provides a good case-study to illustrate some of the theoretical re-
sults from Section 7.2. The numerical experiments will also give a rough idea
about the accuracy and the performance of the method. A more detailed
study of the accuracy will be provided in Chapter 8.



7.3. Numerical illustration 135

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

x

u*
(x

,t)

−1 0 1
−1

−0.5

0

0.5

1

Figure 7.6: Left: snapshots of the time-dependent reference solution u∗(x, t) of
the convection-diffusion problem at t = 0, 0.1, 0.2, . . . , 0.5. The initial condition
is the scaled and shifted box function in the middle of the interval. Right: the
eigenvalues of the time-stepper within the unit circle.

7.3.1 A convection-diffusion PDE time-stepper

Let us first describe the time-stepper used in our experiments. The one-
dimensional linear convection-diffusion PDE

∂u

∂t
= C

∂u

∂x
+D

∂2u

∂x2
(7.24)

with periodic boundary conditions has been spatially discretized on the
interval [0, 1] using first-order accurate upwind differences for the convection
term and second-order accurate central differences for the diffusion term. A
spatial grid spacing ∆x = 10−3 is used in order to get an acceptable spatial
discretization error. The resulting system of ODEs is then solved using the
forward Euler method with time step ∆t = 4 · 10−5.

In our experiments, we set C = 2, D = 0.01 and use a scaled and shifted
box function as initial condition (see Figure 7.6 (left)). Figure 7.6 (left)
also shows a number of snapshots of the numerical solution u∗(x, t) at later
moments in time (t = 0.1, 0.2, . . . , 0.5). The eigenvalue spectrum of the
time-stepper is shown in Figure 7.6 (right). It is clear that the time step ∆t
was chosen close to the stability boundary of the forward Euler method.

For the convection-diffusion PDE time-stepper, we numerically verified,
using a much finer spatial and temporal mesh, that the finite difference
discretization error, measured in the infinity norm, is about 0.02 at t = 0.5.
Further on, we will compare the errors introduced by the MSEM with this
discretization error.
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7.3.2 Acceleration of the convection-diffusion PDE
time-stepper

To study the accuracy and stability of the MSEM, we define the error e at
time t = 0.5 as

e = u∗(x, 0.5) − u(x, 0.5),

where u∗(x, 0.5) represents the solution obtained with the unaccelerated
convection-diffusion PDE time-stepper at t = 0.5 (after 12500 time steps)
and u(x, 0.5) represents the solution obtained with the MSEM. Since the
MSEM does not necessarily compute a solution at t = 0.5, an interpolation
method is used to determine u(x, 0.5).

In Tables 7.1–7.3, the infinity-norm of the error e is given for various
values of k, m and N (to obtain more compact tables, we actually show
E := − log10(||e||∞)). If ||e||∞ > 1 (E < 0) we have put a star symbol. If
for certain parameter values the MSEM is unstable, i.e., if not all eigenvalues
ρ of the convection-diffusion PDE time-stepper lie within the stability region
of the MSEM, the corresponding table entry is underlined. Note that in the
last three columns of each of the tables, the ratiom/k (and thus the speedup
S) is constant per column.

Several observations are noteworthy. As expected, the accuracy de-
creases as m increases for a fixed value of k. Each method ultimately
becomes unstable for large values of m (cf. properties 7.4 and 7.9). For
a fixed value of m, the accuracy increases as k increases. We also see that
choosing k = 1 is not very useful here, since then only very small extrap-
olation steps can be taken due to the fact that the stability region is not
large enough to enclose all eigenvalues. This illustrates the usefulness of
choosing k > 1 (one of our extensions to the scheme developed in [187]).
For a constant speedup (and thus a constant ratio m/k), the method be-
comes less accurate as k and m increase. The results for even values of k are
better due to the symmetry properties of the stability regions. Higher-order
extrapolations lead to methods that are more accurate for the same values
of k and m, but turn out to be less stable (cf. section 7.2.3).

It is also clear that for this model problem, the MSEM based on linear
extrapolation is not very useful, since ||e||∞ is large compared to the finite
difference discretization error. The method based on cubic extrapolation
yields very accurate results, but suffers from severe stability restrictions.
Moreover, the high accuracy of this method is of no benefit in this example,
since the overall error is still affected by the finite difference discretization
error. The method based on quadratic extrapolation is clearly a good com-
promise between stability and accuracy, and admits a speedup S = 3.5
without substantial loss of the overall accuracy.



7.3. Numerical illustration 137

Table 7.1: E := − log10(||e||∞) as a function of k and m, when the MSEM based
on linear extrapolation (N = 1) is used. The star symbols indicate that E < 0
(||e||∞ > 1) and the entries are underlined when the MSEM is unstable.

k\m 1 2 3 4 5 6 7 8 9 10 k 2k 3k

1 ? ? ? ? ? ? ? ? ? ? ? ? ?

2 2.5 2.0 1.7 1.4 1.2 1.1 0.9 0.8 0.6 0.5 2.0 1.4 1.1

3 2.5 2.1 1.8 1.6 1.4 1.2 ? ? ? ? 1.8 1.2 ?

4 2.6 2.1 1.9 1.7 1.5 1.3 1.2 1.1 1.0 0.9 1.7 1.1 0.7

5 2.6 2.2 1.9 1.7 1.6 1.4 1.3 1.2 1.1 1.0 1.6 1.0 0.5

6 2.6 2.2 2.0 1.8 1.6 1.5 1.4 1.2 1.1 1.0 1.5 0.9 0.5

7 2.6 2.3 2.0 1.8 1.7 1.5 1.4 1.3 1.2 1.1 1.4 0.8 0.2

8 2.7 2.3 2.0 1.8 1.7 1.6 1.4 1.3 1.2 1.2 1.3 0.7 ?

9 2.7 2.3 2.1 1.9 1.7 1.6 1.5 1.4 1.3 1.2 1.3 0.6 ?

10 2.7 2.3 2.1 1.9 1.7 1.6 1.5 1.4 1.3 1.2 1.2 0.6 ?

Table 7.2: E := − log
10

(||e||∞) as a function of k and m, when the MSEM based
on quadratic extrapolation (N = 2) is used. The star symbols indicate that E < 0
(||e||∞ > 1) and the entries are underlined when the MSEM is unstable.

k\m 1 2 3 4 5 6 7 8 9 10 k 2k 3k

1 ? ? ? ? ? ? ? ? ? ? ? ? ?

2 5.1 4.5 4.1 3.8 3.5 3.3 ? ? ? ? 4.5 3.8 3.3

3 5.1 ? ? ? ? ? ? ? ? ? ? ? ?

4 5.1 4.5 4.2 3.9 3.7 3.5 3.3 3.2 3.0 2.9 3.9 3.2 ?

5 5.0 4.5 4.2 3.9 3.7 3.5 3.4 ? ? ? 3.7 ? ?

6 5.0 4.5 4.2 3.9 3.7 3.5 3.4 3.3 3.1 3.0 3.5 2.8 ?

7 4.9 4.5 4.2 3.9 3.7 3.6 3.4 3.3 3.2 3.0 3.4 2.7 ?

8 4.9 4.5 4.2 3.9 3.7 3.6 3.4 3.3 3.2 3.1 3.3 2.6 ?

9 4.9 4.4 4.1 3.9 3.7 3.6 3.4 3.3 3.2 3.1 3.2 2.5 ?

10 4.8 4.4 4.1 3.9 3.7 3.6 3.4 3.3 3.2 3.1 3.1 1.7 ?
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Table 7.3: E := − log10(||e||∞) as a function of k and m, when the MSEM based
on cubic extrapolation (N = 3) is used. The star symbols indicate that E < 0
(||e||∞ > 1) and the entries are underlined when the MSEM is unstable.

k\m 1 2 3 4 5 6 7 8 9 10 k 2k 3k

1 ? ? ? ? ? ? ? ? ? ? ? ? ?

2 7.6 6.8 ? ? ? ? ? ? ? ? 6.8 ? ?

3 ? ? ? ? ? ? ? ? ? ? ? ? ?

4 7.3 6.7 6.3 5.9 5.6 ? ? ? ? ? 5.9 ? ?

5 7.2 6.6 ? ? ? ? ? ? ? ? ? ? ?

6 7.1 6.6 6.2 5.9 5.6 5.4 5.2 ? ? ? 5.4 ? ?

7 7.0 6.5 6.1 5.8 5.6 5.4 5.2 5.0 ? ? 5.2 ? ?

8 6.9 6.4 6.1 5.8 5.6 5.4 5.2 5.0 4.0 ? 5.0 ? ?

9 6.8 6.4 6.0 5.8 5.5 5.3 5.2 5.0 4.9 2.6 4.9 ? ?

10 6.8 6.3 6.0 5.7 5.5 5.3 5.1 5.0 4.9 4.7 4.7 ? ?

Figure 7.7 shows the eigenvalue spectrum of the convection-diffusion
PDE time-stepper, together with the stability regions Ω2(2, 8) and Ω2(5, 7).
This figure illustrates that even if the stability regions are connected (i.e.,
when µ < 0.839), stability might be lost due to the complex eigenvalues near
1 or due to the eigenvalues with smallest real part. The complex eigenvalues
near 1—due to convective character of equation (7.24)—are most restrictive,
as k can easily be chosen so that the stability region encloses the eigenvalues
with smallest real part for any value of m (cf. corollaries 7.2 and 7.5).

If we set C = 0 in (7.24) and use the MSEM with N = 1 and k = 2,
the attainable speedup is solely determined by accuracy requirements (cf.
corollaries 7.1 and 7.2). If we are for example satisfied with an acceleration
related error of the size of the finite difference discretization error (that is,
||e||∞ ≈ 0.02), a speedup up to S = 23 can be attained.

A detailed numerical comparison between the MSEM and the PM (and
an improved variant thereof) in the context of the convection-diffusion PDE
time-stepper described in Section 7.3.1 is given in [209]. There, we illus-
trated that for this model problem, the MSEM practically always performs
better than the (variant of the) PM.

7.4 Conclusions

In this chapter, we have analyzed the linear stability of the MSEM. We
focused on the methods based on linear and quadratic extrapolation, and
briefly showed that important stability issues arise when higher-order ex-
trapolations are used. Our theoretical results were illustrated using a time-
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Figure 7.7: The eigenvalues of the convection-diffusion PDE time-stepper (dotted)
and the boundaries of the stability regions Ω2(2, 8) and Ω2(5, 7) within the unit
circle (solid). Stability is lost due to the complex eigenvalues near 1, or due to
the real eigenvalues with smallest real part.

stepper for a convection-diffusion problem.
Contrary to the PM, the MSEM based on linear extrapolation has a

connected stability region. Moreover, the MSEM is overall [0,1]-stable, irre-
spective of the parameter adaption scheme. This makes the method suitable
to accelerate parabolic time-steppers. The MSEM based on quadratic ex-
trapolation is not overall [0,1]-stable as the stability region splits into several
unconnected regions if the speedup exceeds a certain value. Compared to the
PM, the stability region of the MSEM remains connected for a larger range
of speedups. For large speedups, however, the outer unconnected parts of
the stability region shrink more rapidly when the speedup increases. The
MSEMs based on higher-order extrapolation are less attractive, as these
methods are only zero-stable for small speedups.

As the stability regions of the MSEM typically include a large part of
the unit circle, the method can also be used to accelerate time-steppers
of which the eigenvalues are not limited to a small strip around the real
axis or some localized clusters. In Chapter 9, we will show that a LBM is a
typical example of such a time-stepper, and that it can indeed be accelerated
substantially with the MSEM.
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Chapter 8

Accuracy of the PM,
MSEM and TM

8.1 Introduction

In Chapters 6 and 7, we described the PM, MSEM and TM, and studied
their stability properties. In this chapter, we focus on the accuracy of these
acceleration methods and use the results to develop more accurate variants
of the MSEM.

The outline of this chapter is as follows. In Section 8.2, we derive expres-
sions for the local and global error of the PM and the MSEM, and compare
with the accuracy of the TM and a class of Chebyshev methods. In Sec-
tions 8.3 and 8.4, we study the accuracy and stability of two variants of the
MSEM. The first variant exploits the extra degrees of freedom that arise
from using more states than strictly necessary to obtain an extrapolation of
a certain order of accuracy, whereas the second variant combines the MSEM
with the PM. In Section 8.5, our theoretical results are confirmed by various
numerical experiments, which also illustrate the performance of the differ-
ent methods. Finally, in Section 8.6, we summarize the main conclusions of
this chapter.

8.2 Accuracy analysis

In Sections 8.2.1 and 8.2.2, we study the local and global error of the PM
and the MSEM, respectively. We show that although the local error of both
schemes is comparable, the multistep character of the MSEM may cause the
global error of the MSEM to be much larger than the global error of the PM.

141
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In Sections 8.2.3 and 8.2.4, we compare the accuracy of these methods to the
accuracy of the TMs and a class of Chebyshev methods. For simplicity, we
shall restrict ourselves to the case where the acceleration method is based
on linear extrapolation and the time-stepper is the forward Euler method
applied to the ODE y′(t) = f(t, y).

8.2.1 The local error of the PM and the MSEM

The local error at time step n is the error made by stepping from time Tn−1

to Tn. That is, it is the difference Ln := y(Tn) − yn between the exact
solution and the result given by the acceleration method, assuming that no
error was made in earlier steps. The dominant term of the local error can
easily be found by assuming that y′′(t) = a, with a constant. Under this
assumption, the local error is independent of n (we will therefore drop the
subscript n) and it is simply the sum of the local errors of the scheme’s
substeps. As one step of the PM consists of (k − 1) forward Euler steps of
size ∆t and one forward Euler step of size (m+ 1)∆t, the local error is

LPM =
a

2
((m+ 1)∆t)2 + (k − 1)

a

2
∆t2 =

a

2
(m2 + 2m+ k)∆t2. (8.1)

As one step of the MSEM consists of an extrapolation step of size µ∆T =
m∆t and k forward Euler steps of size ∆t, the local error is

LMSEM = (µ+ µ2)
a

2
∆T 2 + k

a

2
∆t2 =

a

2
(2m2 +mk + k)∆t2. (8.2)

If y′′(t) is not constant over time, the dominant term of the local error
is LPM or LMSEM with a = d2y/dt2 = df/dt = ∂f/∂t+ f∂f/∂y. Note that
we do not have to specify the point at which d2y/dt2 is evaluated, since any
change within the range of the time step ∆T introduces only third-order
terms.

We would like to remind the reader to the fact that the PM and the
MSEM are intended to be used to accelerate time-steppers with a given
time step ∆t. Therefore, we are mainly interested in how the error depends
on m, rather than on ∆t. Expressions (8.1) and (8.2) indicate that for large
speedups, the local error of the MSEM is approximately twice as large as
the local error of the PM.

8.2.2 The global error of the PM and the MSEM

The global error en := y(Tn) − yn at time step n is the total error made
compared to the exact solution. It is affected by the local error at step n
as well as by the propagation of previous local errors. Below, we obtain
an estimate of the global error for the PM and the MSEM through an
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asymptotic expansion [92]. We further restrict ourselves to the PM with
k = 2 and to the MSEM with k = 1. These assumptions simplify the
calculations below substantially, but they are by no means critical to the
derivation.

The PM can be written as

yn+1 = yn + ∆tf(Tn, yn) + (m+ 1)∆tf(Tn + ∆t, yn + ∆tf(Tn, yn)),

while the exact solution y satisfies

y(Tn + (m+ 2)∆t) = y(Tn) + ∆tf(Tn, y(Tn))

+ (m+ 1)∆tf(Tn + ∆t, y(Tn)

+ ∆tf(Tn, y(Tn))) + LPM + O(∆t3).

Using the mean value theorem and assuming that ∂f/∂y is constant, we
obtain

en+1 = en +∆t
∂f

∂y
en +(m+1)∆t

∂f

∂y

(
en + ∆t

∂f

∂y
en

)
+LPM +O(∆t3).

We now define ẽn := en/∆t and introduce the local error constant CPM so
that LPM = CPMy

′′∆t2. We then obtain

ẽn+1 = ẽn + ∆t

(
∂f

∂y
ẽn + (m+ 1)

∂f

∂y
ẽn + CPMy

′′

)
+ O(∆t2),

or

ẽn+1 = ẽn + ∆t(m+ 2)

(
∂f

∂y
ẽn +

CPMy
′′

m+ 2

)
+ O(∆t2).

This formula can be interpreted as the forward Euler method applied to

ẽ′(t) =
∂f

∂y
ẽ(t) +

CPMy
′′

m+ 2
. (8.3)

Similarly, the MSEM can be written as

yn+1 = (1 +µ)yn −µyn−1 + ∆tf(Tn +µ(m+ 1)∆t, (1 +µ)yn −µyn−1),

and the exact solution satisfies

y(Tn + (m+ 1)∆t) = (1 + µ)y(Tn) − µy(Tn − (m+ 1)∆t)

+ ∆tf(Tn + µ(m+ 1)∆t, (1 + µ)y(Tn) − µy(Tn − (m+ 1)∆t))

+ LMSEM + O(∆t3).
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By introducing CMSEM so that LMSEM = CMSEMy
′′∆t2, we obtain

ẽn+1 = (1 + µ)ẽn − µẽn−1

+ ∆t

(
(1 + µ)

∂f

∂y
ẽn − µ

∂f

∂y
ẽn−1 + CMSEMy

′′

)
+ O(∆t2),

which can in turn be interpreted as the MSEM itself applied to

ẽ′(t) =
∂f

∂y
ẽ(t) + CMSEMy

′′. (8.4)

From (8.3) and (8.4) it follows that EPM := CPM/(m+2) and EMSEM :=
CMSEM are a natural measure for the global error of the PM and the MSEM.
Note that these values correspond to the local error constant of the method
divided by the sum of the coefficients in front of ∆tf in the numerical scheme
(assuming that the coefficient in front of yn+1 is one).

Using (8.1) and (8.2), EPM and EMSEM simplify to

EPM =
m2 + 2m+ 2

2(m+ 2)
(8.5)

and

EMSEM =
2m2 +m+ 1

2
. (8.6)

Solving (8.3) or (8.4) for a particular problem yields an accurate explicit
estimate for the global error (remember that ∆t is very small compared to
the dominant slow time scales of the system). If y′′ is for instance constant
(implying that ∂f/∂y = 0) and we set e(0) = 0, the global error estimate is

e(t) = ẽ(t)∆t = Eiy
′′t∆t.

Similarly, in the case of the linear test equation y′ = λy with y(0) = η, the
global error estimate becomes

e(t) = ẽ(t)∆t = ηEiλ
2 exp(λt)t∆t. (8.7)

From equations (8.5) and (8.6), we see that for large m and ∆t → 0,
the error increases linearly in m for the PM and quadratically in m for
the MSEM. Loosely speaking, the extra power of m in the case of the
MSEM arises from the fact that the slope of the line used for the extrap-
olation becomes less accurate as m is increased (which is not the case for
the PM). A similar derivation can be done for other values of k, yielding
e = O(m) = O(kS) for the PM and e = O(m2/k) = O(kS2) for the MSEM
when S becomes large and ∆t → 0 (remember that S := m/(m+ k)).
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Table 8.1: The absolute value of the global error of the PM, MSEM and TM at
t = 2, when the inner integrator is the forward Euler time-stepper for the ODE
y′ = −y, y(0) = 2. Various parameter values were used. The parameter l is
a measure for the speedup of the method: for the PM and the MSEM we used
m = 2l, and for the TM we used l levels of recursion. As l increases, the error
increases by the ratios shown between brackets.

Method l = 2 l = 3 l = 4 l = 5 l = 6 l = 7

PM 1.17e-6 2.22e-6 4.36e-6 8.68e-6 1.73e-5 3.47e-5

(k=2) (×1.89) (×1.96) (×1.99) (×2.00) (×2.00)

PM 1.04e-6 2.04e-6 4.15e-6 8.44e-6 1.71e-5 3.44e-5

(k=3) (×1.96) (×2.03) (×2.04) (×2.02) (×2.01)

MSEM 1.00e-5 3.71e-5 1.43e-4 5.64e-4 2.24e-3 8.98e-3

(k=1) (×3.70) (×3.86) (×3.94) (×3.97) (×4.01)

MSEM 5.68e-6 1.98e-5 7.39e-5 2.86e-4 1.13e-3 4.49e-3

(k=2) (×3.48) (×3.74) (×3.87) (×3.94) (×3.98)

TM 2.30e-6 8.80e-6 3.48e-5 1.39e-4 5.55e-4 2.22e-3

(k=m=2) (×3.82) (×3.95) (×3.99) (×4.00) (×4.01)

TM 4.06e-6 2.35e-5 1.41e-4 8.43e-4 5.10e-3 3.21e-2

(k=m=3) (×5.80) (×5.97) (×6.00) (×6.04) (×6.29)

Let us now illustrate these relationships numerically by accelerating the
forward Euler method with ∆t = 10−6 applied to the ODE y′ = −y. We
start from the initial condition y(0) = 2 and integrate until t = 2. When
required, a cubic spline interpolation algorithm is used to determine the
solution at t = 2. For the MSEM, the starting values are determined using
the analytical solution. The absolute value of the global error of a number
of different methods is shown in Table 8.1 (here, we compared to the exact
solution of the ODE). The expected linear and quadratic behavior is clearly
visible as S becomes larger. Furthermore, the precise dependency of the
error on m (i.e., the ratios shown in the Table 8.1) or the ratio of the error
of the PM and the error of the MSEM can accurately be explained (also
for moderate values of S) using equation (8.5), (8.6) or their analogues for
other values of k. Finally, the global error values in Table 8.1 are also in
perfect agreement with (8.7).

In the following sections we compare the MSEM to the TM and to a
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class of Chebyshev methods, which are both also applicable in the context
of parabolic problems (unlike the PM).

8.2.3 Asymptotic global error of the TM

The recursive character of the TM makes it rather difficult to derive precise
accuracy estimates. Therefore, we only give a hand waving argument that
shows that in this case the global error also increases at least quadratically
in S. For a more detailed analysis, we refer to [127].

In Section 6.2.4, we already mentioned that the most efficient TM is
the one with k = m = 2. For these parameter values, the number of
inner integrator calls within one telescopic step with l levels or recursion
is Wl = 2l and the outer telescopic time step is ∆Tl = 4l∆t. Hence, the
speedup is Sl = ∆Tl/(Wl∆t) = 2l = Wl and ∆Tl = S2

l ∆t = W 2
l ∆t. As the

extrapolation step at recursion level l is of size ∆Tl/2, it is therefore not
unreasonable to expect that the global error will behave as e = O(S2) for
large S and ∆t → 0. In this respect, the TM with k = m = 2 behaves very
similar to the MSEM.

The above reasoning no longer holds when k > 2. Let us illustrate this
for the case k = 3. For this value of k, it was shown that the largest value
of m leading to an overall [0,1]-stable method is also 3 [74]. The number of
inner integrator calls within one telescopic step is thenWl = 3l and the outer
telescopic step size is ∆Tl = 6l∆t. Hence, we obtain Sl = ∆Tl/(Wl∆t) =
2l = W 0.63

l and ∆Tl = S2.58
l ∆t = W 1.63

l ∆t. The extrapolation step size at
recursion level l is again of size ∆T/2, and therefore we expect the error to
behave as e = O(S2.58) for large S and ∆t→ 0.

The asymptotic formulae for k = 2 and k = 3 are confirmed numerically
in Table 8.1. Doubling S results in an error that is four times larger if k = 2,
while the error is 22.58 ≈ 6.0 times larger if k = 3.

8.2.4 Asymptotic global error of Chebyshev methods

We already mentioned that the TM bears strong resemblance to the class
of Chebyshev methods, which addresses the issue of extending the stability
region along the negative real axis [126, 215]. These methods were developed
to solve (mildly) stiff ODEs, typically coming from the spatial discretization
of parabolic PDEs. One of the simplest first-order accurate Chebyshev
schemes is the so-called factorized method [8, 215]. Although this simple
scheme is not recommended for practical use as it suffers from severe internal
instability issues [215], it is suitable to demonstrate the general properties
of this class of methods. In this method, a numerical approximation yn+1

to the solution of y′(t) = f(t, y) at time Tn+1 = Tn + ∆T is computed from
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the solution yn at time Tn using the following s stages

X0 = yn

Xj = Xj−1 + τjf

(
Tn +

j−1∑

m=1

τm, Xj−1

)
, 1 ≤ j ≤ s

yn+1 = Xs.

This method is stable if |∏s
j=1(1 + τjλi)| < 1 for all eigenvalues λi of the

Jacobian matrix ∂f/∂y. Using the optimality properties of the Chebyshev
polynomials of the first kind, it can be shown that for ODEs with only real
eigenvalues, ∆T =

∑s
j=1 τj is maximized if

τj =
2/λmax

1 − cos

(
2j − 1

s

π

2

) ,

with λmax = max |λi| (∀i) [8, 215]. In this case, ∆T = (2/λmax)s
2, and the

speedup is S = s. As this scheme is first-order accurate in ∆T , we therefore
obtain e = O(s2) = O(S2) for large S and ∆T → 0.

Summarizing, we can say that although the causes are quite different,
the global error of the MSEM, the optimal TM and the first-order accurate
Chebyshev methods all behave as O(S2) for large S and ∆t or ∆T → 0.
This seems to be the price to pay for accelerating parabolic time-steppers
with explicit, first-order accurate methods.

8.3 MSEM variant 1: using extra points

In the previous section, we studied the accuracy of the simplest instance
of the MSEM, namely the method (6.8) with k = 1. The extrapolation
step was first-order accurate since we used a linear interpolant based on
two points. When the interpolant is a polynomial of degree N based on
N + 1 points, the extrapolation step is N -th-order accurate. In Chapter 7,
we showed that the MSEM is not overall [0,1]-stable if N > 1, and hence
no longer applicable to parabolic time-steppers except for limited speedups.
In this section, we investigate whether the extra degrees of freedom that
arise from using extra points can be used to improve the method’s accuracy
without losing the overall [0,1]-stability property.

Section 8.3.1 deals with methods based on a first-order accurate extrap-
olation, and in Section 8.3.2 we study methods based on a second-order
accurate extrapolation. Without loss of generality, we set k = 1 in this
section (k time steps of size ∆t can be interpreted as one integration step
of another time-stepper with step size k∆t).
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8.3.1 Methods based on first-order accurate extrapo-
lation

We initially focus on a variant of the MSEM that computes the point y∗j+1

using a first-order accurate extrapolation based on three points. Using a
Taylor series expansion (see equation (8.10) below), it can easily be shown
that such a method is of the form

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t(A(µ)yj +B(µ)yj−1 + C(µ)yj−2), (8.8)

with

A(µ) +B(µ) + C(µ) = 1, B(µ) + 2C(µ) = −µ. (8.9)

The operator Φ∆t now represents a first-order accurate time integration step
in which a local error θ∆t2y′′/2 +O(∆t3) is made. Hence, θ is the (scaled)
local error constant of the time-stepper.

8.3.1.1 Accuracy and stability analysis

The local truncation error of the method (8.8) consists of a contribution from
the extrapolation step (Lextr) and a contribution from the time-stepper Φ∆t

(Lts). Assuming that no previous errors were made, we can expand both
local errors through a Taylor expansion as

Lextr = (1 −A−B − C)y + (µ+B + 2C)y′∆T

+

(
µ2

2
− B

2
− 2C

)
y′′∆T 2 + O(∆T 3)

(8.10)

Lts =
1

2
(µ− 1)2θy′′∆T 2 + O(∆T 3).

Taking (8.9) into account, we obtain

L = Lextr+Lts =

((
µ2

2
+
µ

2
− C

)
+

(
1

2
(µ− 1)2θ

))

︸ ︷︷ ︸
K

y′′∆T 2+O(∆T 3).

(8.11)

As indicated above, we will further denote the factor between the large
brackets (the local error constant of the method) by K. Assuming that θ
is constant, we thus obtain a family of acceleration methods with a single
parameter C.



8.3. MSEM variant 1: using extra points 149

0 0.2 0.4 0.6 0.8 1
−1.5

−1

−0.5

0

0.5

1

1.5

0.1

0.1

0.1

0.10.5

0.5

0.5

0.5

1

1

1

1

1.5

1.5

2

µ

C

0 0.2 0.4 0.6 0.8 1
−1.5

−1

−0.5

0

0.5

1

1.5

0.1
0.1

0.1
0.1

0.5

0.5

0.5

0.5

1

1

1

1.5

1.5

2

µ

C

Figure 8.1: Diagrams showing the boundaries of [0,1]-stability (thick solid lines)
and the contour lines of K if θ = 0 (left) or θ = 1 (right). The thick dashed,
dotted and dash-dotted line correspond to different acceleration methods based
on a first-order extrapolation step using three points (see text for details).

We now determine the set of C and µ values for which the method is
[0,1]-stable. The condition to be [0,1]-stable is that the three zeroes ξi of
the characteristic polynomial

ξ3 = ρ(Aξ2 +Bξ + C) = ρ((1 + µ+ C)ξ2 − (µ+ 2C)ξ + C) (8.12)

are smaller than one in magnitude for all time-stepper eigenvalues ρ ∈ [0, 1).
Although we could use the Routh-Hurwitz criterion (as ρ ∈ R), we resort
to a numerical approach, since this approach can equally easy be applied to
methods involving more than three points (for which the analytical formu-
lations may become extremely difficult or even impossible). Our numerical
code uses a discretization of ρ on [0, 1). For any value of µ, we compute
the values of C that lie on the boundary of [0,1]-stable methods (i.e., the
value of C for which one or more zeroes of (8.12) become equal to one in
magnitude for any of the discrete values of ρ, while the magnitude of the
other zeroes (at this and the other discrete values of ρ) is smaller than one).
The zeroes of (8.12) as well as the values of C at the [0,1]-stability bound-
ary can easily be found using a root finding algorithm. The accuracy of the
procedure can be increased by refining the discretization of ρ on [0, 1).

The result is shown in Figure 8.1. The thick solid lines represent the
boundary that separates [0,1]-stable methods from [0,1]-unstable ones. Only
the region between both lines corresponds to [0,1]-stable methods. In the
left subfigure we added the contour lines of K with θ = 0 (i.e., using a
second-order accurate time-stepper). In the right subfigure we added the
contour lines of K with θ = 1 (e.g., when using the forward Euler method).
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As expected, the contour lines of K for both values of θ differ the most if
µ ≈ 0, while they almost coincide if µ ≈ 1.

The thick dotted horizontal line along C = 0 corresponds to the method
(6.8). For this method, Lextr = 0 at µ = 0, reflecting the fact that if no ex-
trapolation is used, the original trajectory of the time-stepper is reproduced
(see Figure 8.1 (left)). Since this time-stepper only computes an approxi-
mation to the exact solution, L = Lextr +Lts is in general not equal to zero
at µ = 0 (see Figure 8.1 (right)). As µ → 1, the value of K correspond-
ing to the method (6.8) increases towards 1, independent of θ. Figure 8.1
also confirms that the method (6.8) is overall [0,1]-stable. The thick dash-
dotted line, for which Lextr = 0 up to the second-order term, corresponds
to method (6.9). This method is clearly no longer [0,1]-stable if µ > 0.839,
as was shown in the previous chapter and in [187, 209].

Figure 8.1 also shows that for values of µ close to 1, corresponding to
large values of the speedup S, the highest accuracy is obtained if C ≈ 0.5.
An overall [0,1]-stable method that is “optimal” for large speedups can now
easily be constructed. One example is

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t

((
1 +

3

2
µ

)
yj − 2µyj−1 +

1

2
µyj−2

)
. (8.13)

The thick dashed line in Figure 8.1 corresponds to this method. It is worth
noting that this method has the following mathematical interpretation:
it corresponds to the variant of the MSEM that uses a linear extrapola-
tion in time, based on the second-order accurate time derivative estimate
dy(Tj)/dT ≈ 3yj/2− 2yj−1 + yj−2/2. Many other methods can be derived
in a similar manner, but none of them will be more accurate near µ = 1
without losing the [0,1]-stability property.

The method with “optimal” accuracy for all values of µ ∈ [0, 1) cor-
responds to the method (6.9) if µ ≤ 0.839, and to the method (8.8)–(8.9)
with C(µ) chosen so that it stays slightly below the upper [0,1]-stability
boundary if µ > 0.839. An appropriate expression for C(µ) is for instance
the polynomial

C(µ) = −65.02µ3 + 172.75µ2 + −153.87µ+ 46.64 . (8.14)

The thin solid line with dot markers in Figure 8.1 shows this polynomial
C(µ) for µ > 0.839.

Finally, Figure 8.2 shows the stability regions of five different accelera-
tion methods of the form (8.8)–(8.9). The value of µ was kept fixed to 0.8,
but different values of C were used (the crosses along the fine dotted line
in Figure 8.1 represent the points (0.8, C) in the µC-plane). According to
Figure 8.1, only the methods with C = −1 and C = 1 are not [0,1]-stable.
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Figure 8.2: The stability regions of five different methods based on first-order
accurate extrapolation using three points. The value of µ is kept fixed to 0.8, but
different values of C are used. At the solid line, at least one of the zeroes of the
characteristic polynomial is one in modulus, while the shaded regions correspond
to the stability regions. The dashed line represents the unit circle. Note that the
vertical axis is the same for all subfigures, while the horizontal axes differ.

8.3.1.2 Reducing the O(m2) behavior of the global error

Using the technique described in Section 8.2.2 and taking into account that
µ = m/(m + 1), we can derive from (8.11) that the global error of the
method (8.8)–(8.9) satisfies

e = O
((

(1 − C)m2 +

(
1

2
− 2C

)
m− C +

1

2
θ

)
∆t

)
.

Again, we observe that the global error increases quadratically in m for
large m and ∆t → 0. In the previous section we used the extra degree
of freedom that arose from using one extra point to improve the method’s
accuracy without losing overall [0,1]-stability. We can also use this degree
of freedom to reduce the O(m2) behavior of the global error. Suppose for a
moment that C(µ) = c0 + c1µ+ c2µ

2. Then

e = O
((

(1 − c0 − c1 − c2)m
2 +

(
1

2
− 2c0 − c1

)
m− c0 +

1

2
θ

)
∆t

)
.

(8.15)

If c0+c1+c2 = 1, then e = O(m∆t) for largem and ∆t→ 0. If additionally
c0 = (1 − 2c1)/4, then e = O(∆t) under the same conditions. If also
c0 = 0, we obtain the method (6.9) and the error is θ∆t/2 + O(∆t2) (i.e.,
the error is essentially the same as the error of the given time-stepper).
Let us numerically illustrate the relations above by accelerating the forward
Euler method with time step ∆t = 10−6 applied to the ODE

(
y1

y2

)′

=

(
−500001 499999

500000 −500000

)(
y1

y2

)
.
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Table 8.2: The two-norm of the global error e as a function of m, for a problem
with a gap in the eigenvalue spectrum (see text). We used three different variants
of the MSEM, which gives rise to a quadratic, linear or constant increase of e as
m is increased.

m ||e||2 ratio

1 3.8e-7

2 9.6e-7 2.5

4 3.3e-6 3.4

8 1.2e-5 3.8

16 4.9e-5 4.0

32 2.0e-4 4.0

||e||2 ratio

1.3e-7

3.2e-7 2.5

7.0e-7 2.2

1.5e-6 2.1

3.0e-6 2.0

6.1e-6 2.0

||e||2 ratio

1.9e-7

1.9e-7 1.0

1.9e-7 1.0

1.9e-7 1.0

1.9e-7 0.99

1.8e-7 0.94

We use the method (8.8)–(8.9) with C(µ) = µ/2, C(µ) = (µ2 + µ+ 1)/3 or
C(µ) = (µ2+µ)/2. For each of these acceleration methods, we start from the
initial condition (y1, y2) ≈ (3,−1) and integrate until t = 2. When required,
we again use a cubic spline interpolation algorithm to determine the solution
at t = 2. The starting values are determined using the analytical solution.
At t = 2, we compute the two-norm of the global error e (compared to the
exact solution of the ODE system). The results are shown in Table 8.2; they
clearly reflect the expected quadratic, linear and constant behavior of the
global error asm grows. Moreover, the dependency of the error as a function
of m (the ratios shown in the table) is perfectly in line with equation (8.15).
Only if m becomes too large, higher-order terms in the expansion of the
global error destroy the expected asymptotic behavior as ∆t has a nonzero
value.

It should be clear, however, that none of the acceleration methods above
will be overall [0,1]-stable if the global error increases less than quadrati-
cally in m. Indeed, the condition c0 + c1 + c2 = 1 implies that C(1) = 1,
which corresponds to a method that is not [0,1]-stable (see Figure 8.1). The
fact that we do not observe any instabilities in Table 8.2 is only due to the
presence of a large gap in the eigenvalue spectrum of the particular problem
used above (the ODE eigenvalues are −1 and −106, so that one eigenvalue
of the time-stepper is 0 and the other close to 1). Therefore, even if the
acceleration method is no longer [0,1]-stable, instabilities do not occur be-
cause both eigenvalues still fall within the (disjunct pieces of the) stability
region.

We will now generalize the observations made above to acceleration
methods that use an arbitrary number of points for the extrapolation. The-
orem 8.1 is a generalization of the fact that in the example above, the order



8.3. MSEM variant 1: using extra points 153

reduction O(m2) → O(m) implies that, at µ = 1, we obtain the method
(6.9) for which the extrapolation is second-order accurate. In the next sec-
tion we then prove that no overall [0,1]-stable methods can be constructed
for which the extrapolation is second-order accurate.

Theorem 8.1. Consider an acceleration method of the form

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t(A(µ)yj +B(µ)yj−1 +C(µ)yj−2 + . . .), (8.16)

with A(µ), B(µ), C(µ), . . . polynomials in µ of degree at most d. Let us
assume that the extrapolation step is first-order accurate and that Φ∆t rep-
resents a first-order accurate time step in which a local error θ∆t2y′′/2 +
O(∆t3) is made. For such a method, the global error grows less then quadrat-
ically in m (for large m and ∆t→ 0) only if the extrapolation step is second-
order accurate at µ = 1.

Proof. If the extrapolation step is not second-order accurate, the global
error behaves like

e = O
((

µ2/2 − 1
2B(µ) − 2C(µ) − . . .

(µ− 1)2
+
θ

2

)
∆t

)
.

Using µ = m/(m+ 1), this can be rewritten as

e = O




(
1
2 − B(1)

2 − 2C(1) − . . .
)
mmax(2,d) + O(mmax(2,d)−1)

(m+ 1)max(2,d)−2
∆t




when m → ∞ (µ → 1). The proof then directly follows from the fact that
the coefficient in front of mmax(2,d) in the numerator is zero if and only if
the extrapolation step is second-order accurate at µ = 1 (see for instance
(8.10) for the case with only three points).

Theorem 8.1 still holds when A(µ), B(µ), C(µ), . . . are more general
functions of µ (instead of polynomials); the proof is similar to the proof
given above.

8.3.2 Methods based on second-order accurate extrap-
olation

In this section, we initially consider a variant of the MSEM that computes
the point y∗j+1 using a second-order accurate extrapolation based on four
points. Using a Taylor series expansion, it can easily be shown that such a
method is of the form

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t(A(µ)yj+B(µ)yj−1+C(µ)yj−2+D(µ)yj−3) (8.17)



154 Chapter 8. Accuracy of the PM, MSEM and TM

0 0.2 0.4 0.6 0.8 1
−1

−0.5

0

0.5

1

µ

D

0.1

0.1

0.1

0.1

0.5

0.5

0.5

0.5

1

1

1

1.5

0 0.2 0.4 0.6 0.8 1
−1

−0.5

0

0.5

1

µ
D

0.1

0.1

0.1

0.1

0.5

0.5

0.5

0.5

1

1

1

1.5

Figure 8.3: Diagrams showing the boundaries of [0,1]-stability (thick solid lines)
and the contour lines of K if θ = 0 (left) or θ = 2 (right). The thick dotted and
dash-dotted line correspond to different acceleration methods based on a second-
order accurate extrapolation step using four points (see text for details).

with

A+B+C+D = 1, B+2C+3D = −µ, B+4C+9D = µ2. (8.18)

The operator Φ∆t now represents a second-order accurate time integration
step in which a local error θ∆t3y′′′/6 + O(∆t4) is made. Hence, θ is again
the (scaled) local error constant of the time-stepper. As in the previous
subsection, one can derive that the local truncation error of this method is

L = Lextr + Lts

=

((
µ3

6
+
µ2

3
+
µ

2
+D

)
+

(
1

6
(µ− 1)3θ

))

︸ ︷︷ ︸
K

y′′′∆T 3 + O(∆T 4).

We again denote the local error constant by K. If θ is constant, we obtain
a family of acceleration methods with a single parameter D.

A diagram similar to Figure 8.1 is shown in Figure 8.3. In this case, only
the region inside the thick solid line corresponds to [0,1]-stable methods.
We see that no methods of the form (8.17)–(8.18) can be found that are
overall [0,1]-stable. In the left subfigure we added the contour lines of K
with θ = 0 (i.e., using a third-order accurate time-stepper). In the right
subfigure we added the contour lines of K with θ = 2 (e.g., when using the
midpoint rule). The thick dotted horizontal line along D = 0 corresponds
to method (6.9). If µ → 1, K increases towards 1, independent of θ. The
diagram in Figure 8.3 confirms that method (6.9) is [0,1]-stable if and only
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if µ < 0.839. Moreover, the method (6.9) is very close to the method that
is [0,1]-stable for the largest set of µ-values. The thick dash-dotted line, for
which Lextr = 0 up to the third-order term, corresponds to the method based
on a third-order accurate extrapolation step using four points. This method
is clearly no longer [0,1]-stable if µ > 0.63, as was shown in Chapter 7 and
in [187, 209].

The observation that no overall [0,1]-stable method exists that uses four
points and a second-order accurate extrapolation step, can be generalized
as follows.

Theorem 8.2. Consider an acceleration method of the form

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t(A(µ)yj +B(µ)yj−1 + C(µ)yj−2 + . . .),

with A(µ), B(µ), C(µ), . . . n arbitrary functions of µ (with n ≥ 3). If the
extrapolation step is second-order accurate, the acceleration method is not
overall [0,1]-stable.

Proof. We prove that for µ = 1, there always exists an interval [1 + ∆ρ, 1]
(with ∆ρ < 0) that lies outside the stability region of an acceleration method
based on a second-order accurate extrapolation step.

Let us define A := A(1), B := B(1), C := C(1), . . . The general form of
the characteristic polynomial at µ = 1 is then

P (ξ, ρ) = ξn−ρ(Aξn−1+Bξn−2+Cξn−3+. . .+Xξ2+Y ξ+Z) = 0. (8.19)

If the extrapolation step is second-order accurate, ξ = 1 is a threefold zero
of (8.19) at ρ = 1. This indeed follows from the fact that

P (1, 1) = 1 −A−B − C − . . .−X − Y − Z = 0,

(n− 1)P (1, 1)− ∂P

∂ξ
(1, 1) =

1 +B + 2C + . . .+ (n− 3)X + (n− 2)Y + (n− 1)Z = 0,

(n− 1)2P (1, 1) + (3 − 2n)
∂P

∂ξ
(1, 1) +

∂2P

∂ξ2
(1, 1) =

− 1 +B + 4C + . . .+ (n− 3)2X + (n− 2)2Y + (n− 1)2Z = 0.

Therefore the characteristic polynomial (8.19) can be written as

P (ξ, ρ) = ξn − 3ρξn−1 + 3ρξn−2 − ρξn−3 + ρ(ξ − 1)3Q(ξ) = 0,

with n ≥ 3. If n = 3, Q(ξ) = 0, and if n > 3, Q(ξ) is a polynomial of degree
(at most) n− 4.
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Since P (ξ, ρ) is an algebraic curve, we can expand it near (ξ, ρ) = (1, 1)
as

P (1 + ∆ξ, 1 + ∆ρ) ≈ −∆ρ+ (1 +Q(1))∆ξ3 + h.o.t. = 0,

where “h.o.t.” stands for “higher-order terms”. Locally, we can express ∆ξ
in terms of ∆ρ:

∆ξ ≈ 3

√
1

1 +Q(1)
∆ρ.

The three complex roots of this equation correspond to three branches of
the curve defined by P (ξ, ρ) = 0 in the neighborhood of (ξ, ρ) = (1, 1). If
∆ρ < 0, we can make a distinction between the following three cases:

1. Q(1) < −1. There is one positive real root ∆ξ, and two complex roots
with arg(∆ξ) = ±2π/3. The branch corresponding to the positive real
root leaves the unit circle.

2. Q(1) > −1. There is one negative real root ∆ξ, and two complex root
with arg(∆ξ) = ±π/3. Both branches corresponding to the complex
conjugated roots leave the unit circle.

3. Q(1) = −1. Since

P (ξ, 1) = ξn−3(ξ−1)3 +(ξ−1)3Q(ξ) = (ξ−1)3(ξn−3 +Q(ξ)) = 0,

ξ = 1 is now a fourfold zero of the characteristic polynomial, and the
extrapolation step is third-order accurate. The expansion of P (ξ, ρ)
about (ξ, ρ) = (1, 1) is

P (1 + ∆ξ, 1 + ∆ρ) ≈ −∆ρ+

(
n+

dQ

dξ
(1)

)
∆ξ4 + h.o.t. = 0,

leading to

∆ξ ≈ 4

√
1

n+ dQ
dξ (1)

∆ρ .

If the denominator in the right-hand side is not zero, there are now 4
branches, and, independent of the sign of n+ dQ/dξ(1), at least one
branch will leave the unit circle. A similar reasoning also holds for
methods that are based on a fourth- or higher-order accurate extrap-
olation step (when dQ/dξ(1) = −n).



8.4. MSEM variant 2: combination with the PM 157

For the three cases above, at least one branch of the curve defined by
P (ξ, ρ) = 0 near (ξ, ρ) = (1, 1) is leaving the unit circle. Therefore, we
have shown that for µ = 1, there always exists an interval [1 + ∆ρ, 1] (with
∆ρ < 0) that lies outside the stability region of the acceleration method.
By continuity, it then follows that the acceleration methods will not be
[0,1]-stable for values of µ that are smaller than, but close enough to 1.

It is interesting to note where the reasoning in the proof above fails if the
extrapolation step is first-order but not higher-order accurate. In that case
we can derive that ∆ξ ≈

√
1/(1 +Q′(1))∆ρ (with Q′ the analogue of Q in

the derivation above). Hence, there are two branches near (ξ, ρ) = (1, 1). If
Q′(1) < −1 and ∆ρ < 0, the roots of this equation are real and one branch
leaves the unit circle. If Q′(1) > −1 and ∆ρ < 0, the roots are imaginary
and both branches are tangent to the unit circle. It then depends on the
curvature of the branches whether they stay inside or if they leave the unit
circle.

The main conclusion of this section is that if we are interested in overall
[0,1]-stable methods of the form (8.16), we should only consider methods
that are based on a first-order but not higher-order accurate extrapolation
step. For these methods, the global error will increase quadratically in m
when m is large and ∆t→ 0. Therefore, for large speedups, the accuracy of
these methods can only be improved by lowering the factor in front of the
m2 term. In Section 8.3.1.1, we showed that by using three points instead of
only two, this factor may decrease from 1 to 1/2. By using more than three
points, we can lower this factor even further. A numerical computation
reveals that for µ = 1, the most accurate [0,1]-stable method using four
points lowers the factor to about 0.38 (e.g. the method (8.17) that satisfies
the first two conditions of (8.18) and with parameter values C = 1.443 and
D = −0.275).

8.4 MSEM variant 2: combination with the
PM

Loosely speaking, the MSEM is more stable than the PM (cf. Chapters 6
and 7), but the PM is more accurate than the MSEM (cf. Section 8.2).
In this section, we investigate if a combination scheme can be constructed
that combines the benefits of both methods. That is, we are looking for
a scheme that is more stable than the PM—overall [0,1]-stable, or at least
[0,1]-stable for a larger set of µ-values—and more accurate than the MSEM.
More specifically, we study the scheme

yn+1 = Φk
∆t(yn + (αFPM + (1 − α)FMSEM)m∆t), (8.20)
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Figure 8.4: Left: regions in the αµ-plane that correspond to [0,1]-stable and [0,1]-
unstable combination schemes, for various values of k. Right: stability regions of
the combination scheme with k = 3 and µ = 0.95, for various values of α. The
thick line represents the unit circle.

with k ≥ 2, α ∈ [0, 1] and

FPM =
yn − Φ−1

∆t(yn)

∆t
, FMSEM =

yn − yn−1

(m+ k)∆t
. (8.21)

Note that when α = 0 the combination scheme reduces to the MSEM (6.8),
while the PM (6.4) is obtained when α = 1.

Let us again assume that Φ∆t represents a first-order accurate time
integration step in which a local error θ∆t2y′′/2+O(∆t3) is made. Through
a Taylor expansion about Tj, we find that the local error of the combination
scheme is

L := y(Tj+1)−yj+1 =
(2 − α)m2 + (k − α(k − 1))m+ θk

2
y′′∆t2+O(∆t3).

For α = 0 and θ = 1, we retrieve equation (8.2). For α = 1 and θ = 1, we
find a slightly modified version of equation (8.1), since we now changed the
order of the inner integrator steps and the extrapolation step. Using the
technique described in Section 8.2.2, we obtain

e = O
(

(2 − α)m2 + (k − α(k − 1))m+ θk

2(αm+ k)
∆t

)
. (8.22)

The stability of (8.20)–(8.21) is determined through the characteristic
polynomial

ξ2 = ρk

(
ξ +

(
α(1 − 1/ρ)kξ

1 − µ
+ (1 − α)(ξ − 1)

)
µ

)
. (8.23)
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Only for values of α for which both roots of (8.23) are smaller than one
in magnitude for all ρ ∈ [0, 1), the combination scheme (8.20)–(8.21) is
[0,1]-stable. Figure 8.4 (left) shows, for various values of k, the numerically
computed regions in the αµ-plane that correspond to [0,1]-stable and [0,1]-
unstable combination schemes. From this figure, it is clear that, in the
αµ-plane, the boundaries of [0,1]-stability can be approximated quite well
by lines of the form

α = Ck(1 − µ). (8.24)

An approximation to the most accurate, overall [0,1]-stable combination
scheme is then obtained by choosing Ck as large as possible, subject to
the constraint that the line (8.24) lies completely below the corresponding
boundary of [0,1]-stability. In other words, the combination scheme should
resemble the PM as much as possible in order to be as accurate as possible,
while it should still resemble the MSEM enough to remain overall [0,1]-
stable. The values of Ck can be determined numerically. It turns out
that C2 = 3, C3 ≈ 3.65, C4 ≈ 3.96 and C5 ≈ 4.11. In the remainder of this
chapter, we will refer to the scheme (8.20)–(8.21) with α given by (8.24) and
the numerical values of Ck above as the “optimal PM-MSEM combination
scheme”. As an illustration, Figure 8.4 (right) shows, for various values of
α, the stability region of the combination scheme (8.20)–(8.21) with k = 3
and µ = 0.95. For α = 0 and α = 1 we obtain the stability regions of the
MSEM and the PM, and the scheme with α = C3(1 − µ) ≈ 0.18 indeed
corresponds to a scheme near the limit of [0,1]-stability.

Using (8.24), the global error (8.22) becomes

e = O
(

2m3 + (3 − Ck)km2 + ((1 − Ck)k2 + (Ck + θ)k)m+ θk2

2k((1 + Ck)m+ k)
∆t

)
,

which can be approximated by

e = O
(

1

(1 + Ck)k
m2

)
= O

(
k

1 + Ck
S2

)
(8.25)

for large m and ∆t → 0. Remember that we obtained e = O(kS2) for the
MSEM. Hence, we have found an overall [0,1]-stable combination scheme
that is more accurate than the MSEM.

8.5 Numerical illustration

In this section, we use the different first-order accurate methods consid-
ered in this chapter to accelerate an explicit time-stepper for the diffusion
equation, for the Fisher equation and for a model of a pendulum problem
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derived through a regularization of the Euler-Lagrange differential algebraic
equations (DAEs). The experiments confirm many of the theoretical results
derived in Sections 8.2–8.4.

8.5.1 Example 1: the diffusion equation

For the first example, we consider the diffusion equation

∂u(x, t)

∂t
=
∂2u(x, t)

∂x2

with Dirichlet boundary conditions u(0, t) = u(1, t) = 0. We construct a
time-stepper by discretizing the spatial derivatives using standard second-
order accurate central finite differences with grid spacing ∆x = 0.001 and
solving the resulting ODE system for the 999 unknowns (representing the
values at the internal points) with the forward Euler method with time step
∆t = 2 · 10−7. To provide the multistep methods with the required initial
data, we first use this time-stepper for 512 time steps, starting from the
initial condition u(x, t) = |20x(x− 1/4)(x− 3/4)(x− 1)|. The last solution
of the preprocessing step is then chosen as initial condition at t = 0. Next,
we apply the different acceleration methods to compute the solution at
tend = 0.1 = 500000∆t (and again, a cubic spline interpolation algorithm
is used to obtain the solution at tend in the cases where tend is not an
integer multiple of the time step of the acceleration method). For each of
the acceleration methods, we estimate the infinity-norm of the global error
at tend by comparing with the solution of the unaccelerated time-stepper
(it turns out that the maximal error is reached at x = 0.5; there we have
u(0.5, 0.1) ≈ 0.0845). The resulting error measures are summarized in Table
8.3.

The top-left table shows the infinity-norm of the error of the MSEM (6.8)
for different values of k and S. We again observe that the error behaves
as e = O(m2/k) = O(kS2). The top-right table shows the infinity-norm
of the error of the TM. When k = m = 2, the error behaves worse than
theoretically expected. This behavior is caused by the fact that the stability
region of the TM touches the real axis several times on the interval [0, 1) (cf.
Figure 6.5 (left)). Therefore, some of the components that should rapidly
be damped only damp very slowly. By choosing a somewhat smaller value
of m, e.g. m = 1.96, the stability region widens a little bit in the direction
of the imaginary axis, resolving the problem. A similar damping strategy
is also used in the context of Chebyshev methods [215]. The results using
this modified TM are shown in the last row of the top-right table (indicated
with 2∗)—note that for this method the value of S is slightly smaller than as
indicated in the table header. We now observe that the error approximately
grows as O(S2). When k = m = 3, the stability region of the TM does not



8.5. Numerical illustration 161

Table 8.3: Infinity-norm of the global error at tend = 0.1 for various acceleration
methods, when the inner integrator is the explicitly discretized diffusion equation.

MSEM

k S = 16 S = 32 S = 64

1 3.84e-5 1.61e-4 6.63e-4

2 7.69e-5 3.23e-4 1.33e-3

3 1.15e-4 4.85e-4 2.00e-3

TM

k S = 16 S = 32 S = 64

2 1.05e-5 4.25e-5 2.66e-4

3 4.28e-5 2.58e-4 1.58e-3

2∗ 1.00e-5 3.98e-5 1.58e-4

Variants of MSEM (with k = 1)

Meth. S = 16 S = 32 S = 64

(8.13) 1.86e-5 7.94e-5 3.28e-4

(8.14) 1.12e-5 6.20e-5 2.90e-4

Optimal PM-MSEM combi-scheme

k S = 16 S = 32 S = 64

2 1.83e-5 7.88e-5 3.27e-4

3 2.31e-5 1.01e-4 4.20e-4

touch the real axis on the interval [0, 1) (cf. Figure 6.5 (right)), and we di-
rectly observe e = O(S2.58). The bottom-left table shows the infinity-norm
of the error of the more accurate variants of the MSEM from Section 8.3.1,
based on more than two points and using k = 1. The first row corresponds
to the method (8.13) using three points. It is confirmed that the error grows
like S2, and that the error is only half as large as when the original MSEM
is used. The second row corresponds to the method based on (8.14) using
three points. Asymptotically for large m, the error of both methods is the
same. By construction, however, the error is smaller for moderate values
of m. Finally, the bottom-right table shows the infinity-norm of the error
of the optimal PM-MSEM combination scheme from Section 8.4. It is con-
firmed that for k = 2, the error is nearly the same as the error of Variant 1
with k = 1, and that the error growth is as expected from equation (8.25)
as k and S increase.

Although the new methods in the two bottom tables have a better ac-
curacy than the original MSEM, the error of the TM with k = 2 is still
about two times smaller than the error of the variants of the MSEM for
large speedups (when damping is used).

8.5.2 Example 2: the Fisher equation

For the second example, we consider the Fisher equation

∂u(x, t)

∂t
=
∂2u(x, t)

∂x2
+ λu(x, t)(1 − u(x, t)), (8.26)
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Table 8.4: Infinity-norm of the global error at tend = 0.1 for various acceleration
methods, when the inner integrator is the explicitly discretized Fisher equation.

MSEM

k S = 16 S = 32 S = 64

1 1.47e-5 6.12e-5 2.39e-4

2 2.94e-5 1.21e-4 4.41e-4

3 4.39e-5 1.78e-4 5.99e-4

TM

k S = 16 S = 32 S = 64

2 4.01e-6 1.64e-5 1.49e-4

3 1.64e-5 9.60e-5 4.83e-4

2∗ 3.85e-6 1.52e-5 5.94e-5

Variants of MSEM (with k = 1)

Meth. S = 16 S = 32 S = 64

(8.13) 7.14e-6 3.03e-5 1.22e-4

(8.14) 4.31e-6 2.37e-5 1.09e-4

Optimal PM-MSEM combi-scheme

k S = 16 S = 32 S = 64

2 7.02e-6 3.01e-5 1.22e-4

3 8.86e-6 3.84e-5 1.55e-4

which was treated in exactly the same way as in Example 1. In our experi-
ments, we use λ = 100. For λ > π2, the solution of (8.26) evolves towards
a nonzero equilibrium solution (cf. Figure 3.3). The results are reported in
Table 8.4. The properties of the acceleration methods that were clearly rec-
ognizable in Table 8.3 are now somewhat obfuscated, but the same trends
can still be observed. Again, the error of the TM with k = 2 is about two
times smaller than the error of the variants of the MSEM for large speedups
(when damping is used).

8.5.3 Example 3: the pendulum problem

Our final example is taken from [73]. A pendulum with unit length and
unit mass is described by the ODE system

x′ = u, y′ = v

u′ = −2λx, v′ = −1 − 2λy (8.27)

λ =
(x2 + y2) − 1 + 4ε(xu+ yv)

4ε2(x2 + y2)
,

which is derived through a regularization of the Euler-Lagrange DAEs.
Here, (x, y) and (u, v) represent the position and velocity of the pendulum.
In our experiments, we start from the initial condition (x, y) = (0,−1),
(u, v) = (2.5, 0), and use the forward Euler time-stepper with time step
∆t = ε = 10−7 (two eigenvalues of the time-stepper then lie close to zero).
As in the previous examples, we include a preprocessing step to provide the
multistep methods with the required initial data. We apply several variants
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Figure 8.5: The error at tend = 0.5 for the pendulum problem. The solid lines
are TMs: with k = m = 2 (square markers), with k = 2 and m = 1.96 (circle
markers), with k = 4 and m = 6.6 (star markers) and with k = 6 and m = 12.2
(triangle markers). The dash-dotted line is the MSEM scheme (6.8) with k = 1
and the dashed line is the scheme (8.14) with k = 1. The dotted line is the TM
with k = m = 2 applied to the time-stepper Φ2

∆t.

of the TM and the MSEM to compute the solution at tend = 0.5 = 5 ·106∆t,
and we again use a cubic spline interpolation algorithm to obtain a solution
at tend. For each of the acceleration methods, we then compute the error,
which we now define as the absolute value of the difference between the x-
component of the solution computed with the acceleration method and the
x-component of the solution obtained with the unaccelerated time-stepper,
both at time tend.

Figure 8.5 shows, for the different acceleration methods, how the error
depends on S. Quite surprisingly, the TM with k = 2 performs much worse
than theoretically expected, also when damping is used. A detailed expla-
nation of this phenomenon can be found in [71]. The main issue is that
after each extrapolation step, the constraint of the DAE is no longer sat-
isfied. As the constraining force in the equation for the velocity derivative
in (8.27) then becomes very large, the values of variables u and v change
substantially in the first following forward Euler time step. In the second
time step, not only u and v but also x and y change substantially. Because
of the specific choice of ε and ∆t, the constraint is almost perfectly satis-
fied after this second time step, and therefore x, y, u and v again behave
smoothly afterwards. From this reasoning it is clear why the TM (or any
scheme based on the PM) with k = 2 will be quite inaccurate and possibly
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unstable: the extrapolation is done based on the fast correction towards the
manifold of the constraint instead of on the expected movement along the
smooth trajectory. Figure 8.5 also shows that methods based on the MSEM
do not suffer from this problem. Using a TM with a larger value of k also
remedies this problem, but, as we have shown before, the error will then no
longer behave as O(S2). Another idea is to let the TM with k = m = 2
act not on the original time-stepper Φ∆t, but on Φ2

∆t (i.e., on a new time-
stepper of which each time step consists of two time steps with the original
time-stepper). In that case the error will again behave as O(S2), and for
large speedups its value will be approximately the same as the error of the
variants of the MSEM, since Examples 1 and 2 showed that the TM with
k = 2 is about twice as accurate when applied to the same time-stepper.
This is indeed confirmed in Figure 8.5.

8.6 Conclusions

In this chapter, we studied the accuracy of the PM, MSEM and TM. We de-
rived local and global error formulae for these methods, and showed that the
global error of the MSEM is comparable to the global error of the TM and
the global error of first-order Chebyshev methods. For large speedups, the
MSEM is less accurate than the PM, but for stability reasons the PM can-
not be used to accelerate parabolic time-steppers. Furthermore, we studied
the accuracy and stability of two variants of the MSEM. In both cases, more
accurate overall [0,1]-stable methods were found. However, we also showed
that overall [0,1]-stable methods should always be based on a first-order
but not higher-order extrapolation step, and that asymptotically the global
error then always increases quadratically in the speedup. Therefore, there
is not much room for a further substantial improvement of these methods’
accuracy. The theoretical results were confirmed using one linear and two
nonlinear numerical examples. These experiments also show that, for large
speedups, the global error of the more accurate variants of the MSEM is still
slightly larger than the global error of the most optimal TM (the damped
version with k = m = 2), except in specific cases (as in Example 3).

The theoretical results in this and the previous chapter may also guide
the development of adaptive acceleration methods. In the numerical ex-
amples above, the parameters m and k were kept fixed during the time
integration process. In practice, these parameters should be chosen by the
acceleration method itself, depending on the problem and the user-specified
requirements. In Section 9.5.4, we will illustrate how the values of m and
k can be determined automatically so that an adequate norm of the local
error estimate (per step or per unit step) is kept below a specified (relative
and/or absolute) tolerance, while the speedup is maximized.



Chapter 9

Acceleration of LBMs

9.1 Introduction

In the previous chapters, we described and analyzed several methods that
can be used to accelerate a time integrator with a time step that is small
compared to the dominant slow time scales in the dynamics of the sys-
tem. In this chapter, we use the PM and the MSEM to accelerate a LBM
with BGK collisions for the one-dimensional FitzHugh-Nagumo reaction-
diffusion system.

Over the last few years, several LBM-specific acceleration techniques
have been proposed in literature. For time-dependent problems, the LBM
computations may be very expensive when the time step is restricted for
stability reasons. In that case, it may be useful to recast the explicit LBM
into an implicit scheme with enhanced stability properties. Examples of
this approach are given in [18, 5, 10, 27, 128]. As the larger time step
does not necessarily compensate for the extra work involved in solving the
resulting linear systems, these implicit methods do not always outperform
the efficiency of the standard explicit LBM (see for instance the examples
in [18, 5]). In the context of grid refinement methods and non-uniform
grids, several techniques were presented to accelerate the time-dependent
computations, for instance by restricting the number of time steps on the
refined grid [61, 62].

For time-independent problems, it may be computationally advantageous
to start directly from a fixed point formulation. The corresponding (in
general nonlinear) system can then be solved using a variety of numerical
methods, such as (preconditioned) Newton-GMRES [18, 19] or BiCG [214,
196]. The use of Newton-multigrid and nonlinear multigrid was explored
in [138, 195]. Next to the class of methods that are based on the fixed
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point formulation, several strategies have also been developed to modify
the transient behavior of the system so that there is faster convergence
towards a steady state of the original problem. In [89], this is for instance
achieved by adapting the LBM equilibrium distribution function. In [104],
a local time step method was used on a non-uniform grid. For fluid flow
problems, a technique was developed in [113, 114] to artificially modify the
body forces acting on the flow during the simulation.

We want to emphasize that the acceleration methods used in this chap-
ter (the PM and MSEM) are intended for the computation of the time-
dependent behavior of the system, and that no modifications to the LBM
are required.

This chapter is organized as follows. In Section 9.2, we present the
reaction-diffusion LBM that will serve as a model problem. In Section 9.3,
accuracy estimates are derived for the PM and the MSEM for the case where
the solution of the LBM is considered to be exact. In Section 9.4, we study
the eigenvalues of the LBM model problem, which determine the stability of
the (accelerated) LBM. In Section 9.5, we describe several numerical exper-
iments. We confirm the theoretical accuracy and stability properties, and
show that—due to the interplay between accuracy and stability—the error
obtained with the PM and MSEM is comparable and small compared to the
spatio-temporal discretization error of the LBM itself. Therefore, a substan-
tial speedup can be obtained without essential accuracy loss. Furthermore,
we show that the accuracy obtained with these acceleration methods is bet-
ter than the accuracy of the LBM with a larger time step. Finally, we
illustrate that it is straightforward to combine the acceleration methods
with traditional numerical tools for adaptive step size control. Conclusions
are provided in Section 9.6.

9.2 A LBM for the FitzHugh-Nagumo

reaction-diffusion system

In Section 5.2, we described how a one-dimensional reaction-diffusion sys-
tem can be modeled by a LBM with BGK collisions. In this section, we
implement a LBM for the FitzHugh-Nagumo (FHN) reaction-diffusion sys-
tem [65, 149, 201]. Unlike the models considered before, the FHN model
describes the evolution of two species, an activator and an inhibitor, which
will further be denoted by the superscript s ∈ {ac, in}. The LBM then
describes the evolution of the particle distribution functions fac

i (xj , tk) and
f in

i (xj , tk), which depend on space xj , time tk and velocity vi. If we use a
space-time lattice with grid spacing ∆x and time step ∆t, the LBM evolu-
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tion law becomes

fs
i (xj+i, tk+1) = fs

i (xj + i∆x, tk + ∆t)

= fs
i (xj , tk) − ωs (fs

i (xj , tk) − fs,eq
i (xj , tk))

+
∆t

3
F s(ρac(xj , tk), ρin(xj , tk))

(9.1)

with

fs,eq
i (xj , tk) =

1

3
ρs(xj , tk) =

1

3

1∑

i=−1

fs
i (xj , tk)

for s ∈ {ac, in} and i ∈ {−1, 0, 1}. The BGK relaxation coefficients ωs are
related to the macroscopic diffusion coefficients Ds through

ωs =
2

1 + 3Ds∆t/∆x2
. (9.2)

The activator and inhibitor are coupled only through the reaction force
terms F s, which depend on the densities ρs of both species [162, 38]. For
the FHN LBM, the reaction terms are defined as

F ac(ρac, ρin) = ρac(xj , tk) − (ρac(xj , tk))3 − ρin(xj , tk),

F in(ρac, ρin) = ε
(
ρac(xj , tk) − a1ρ

in(xj , tk) − a0

)
.

Reaction terms of this type are typically used to model nerve-impulse prop-
agation or the electrical waves of the heart [65, 149]. Nevertheless, we
will stick to our previously introduced terminology of particle distribution
function, density and diffusion coefficient (although the “density” may for
instance become negative in the FHN model).

For any space-time lattice, a value of ωs ∈ (0, 2) exists that corresponds
to a given macroscopic diffusion coefficient Ds > 0. In Chapter 3 we already
mentioned that in the case of pure diffusion (F s = 0), the LBM (9.1) is lin-
early stable for all values of ωs ∈ (0, 2) [191]. In that case, the choice of the
LBM time step ∆t is only subject to accuracy and efficiency considerations
once a grid spacing ∆x has been chosen [199, 222]. Further on, we will
numerically verify that the latter also holds for the FHN LBM.

In the experiments below, we discretize the one-dimensional spatial do-
main [0, 20] with 200 lattice intervals (∆x = 0.1) and impose no-flux bound-
ary conditions at x = 0 and x = 20, which are implemented using the
halfway bounce-back scheme [80]. This puts the 200 lattice points at the
midpoints of the lattice intervals. As in [202], we use a LBM time step
∆t = 0.001, unless explicitly stated otherwise.

For the diffusion coefficients in (9.2), we use Dac = 1 and Din = 4;
the corresponding values of ωs are ωac ≈ 1.54 and ωin ≈ 0.91. For the
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reaction parameters, we use ε = 0.003, a0 = −0.03 and a1 = 2. For these
values, a stable periodic solution exists with period P ≈ 255, see for instance
Figure 9.2 (left). In the numerical experiments throughout this chapter, the
simulations will always start from a point on this periodic orbit.

In Figure 3.1, we already observed that the distribution functions fs
i

evolve smoothly in time compared to the LBM time step ∆t (at least after
a few LBM time steps). This smoothness will be exploited to accelerate the
LBM time integration process.

9.3 Acceleration with the PM and the MSEM

In Chapter 6, we explained that the PM and the MSEM can be used to
accelerate a time integrator of the form (6.1) when the time step ∆t is
small compared to the dominant slow time scales in the dynamics of the
system. For the LBM, the state yn in equation (6.1) corresponds to the
1200-dimensional state yn = [fac

−1 f
ac
0 fac

1 f in
−1 f

in
0 f in

1 ], in which each entry
fs

i itself represents the 200-dimensional state consisting of the corresponding
distribution function values at the 200 lattice points at time tn.

The stability of the PM and the MSEM was studied in Chapters 6 and 7.
Expressions for the local and global error were derived in Chapter 8. In
Section 8.2.2, the global error was defined as the difference between the
solution obtained with the acceleration method and the exact solution of
the underlying continuous evolution equation. For the LBM, it is more
difficult to compare with the underlying continuous evolution equation, as
the continuous velocity has been discretized in a rather special manner.
Therefore, we now consider the solution of the given LBM to be exact.
As we will see in the following sections, this change of viewpoint leads to
slightly modified expressions for the local and global error of the PM and
the MSEM. Together with the stability properties, these expressions will
be the key to understand the numerical results of the accelerated LBM in
Section 9.5.

9.3.1 Accuracy of the PM

If we consider the solution of the LBM to be exact, the local error of the PM
based on linear (N = 1) or quadratic (N = 2) extrapolation (cf. equations
(6.4) and (6.5)) is

LPM,1 =
1

2
(m2 +m)

d2y

dt2
∆t2 + O(∆t3) (9.3)

or

LPM,2 =
1

6
(m3 + 3m2 + 2m)

d3y

dt3
∆t3 + O(∆t4). (9.4)
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Using (6.2) and a similar derivation as in Section 8.2.2, we then find that
the global error is proportional to

EPM,1 =
1

2

kS2 − (2k − 1)S + k − 1

S

d2y

dt2
∆t (9.5)

(this is an alternative writing of equation (6.13)) or

EPM,2 =
1

6

k2S3 − 3(k2 − k)S2 + (3k2 − 6k + 2)S − (k2 − 3k + 2)

S

d3y

dt3
∆t2.

(9.6)

As the solution of the LBM is considered to be exact, the local and global
error are both 0 when m = 0.

9.3.2 Accuracy of the MSEM

In the same way, the local error of the MSEM based on linear (N = 1) and
quadratic (N = 2) extrapolation (cf. equations (6.8) and (6.9)) is

LMSEM,1 =
1

2
(2m2 + km)

d2y

dt2
∆t2 + O(∆t3)

or

LMSEM,2 =
1

6
(6m3 + 7km2 + 2k2m)

d3y

dt3
∆t3 + O(∆t4),

and the global error is proportional to

EMSEM,1 =
1

2
(2kS2 − 3kS + k)

d2y

dt2
∆t (9.7)

or

EMSEM,2 =
1

6
(6k2S3 − 11k2S2 + 6k2S − k2)

d3y

dt3
∆t2. (9.8)

9.3.3 Comparison between the PM and the MSEM

From the previous sections, it can be seen that although the local errors
of the PM and the MSEM are comparable, the global error of the MSEM
may be substantially larger than the global error of the PM. For N = 1 and
S → ∞, the local error for instance differs by a factor of 2, while the global
error differs by a factor of 2S.

It would, however, be wrong to conclude at this point that a more accu-
rate result is always obtained with the PM. The reason lies in the interplay
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between stability and accuracy. In Chapters 6 and 7, it was shown that
the stability regions of the MSEM are substantially larger than the stability
regions of the PM. For the PM, a much larger value of k should therefore
be used in order to obtain a large enough stability region that includes all
the eigenvalues of the linearization of the LBM. Equations (9.5)–(9.6) and
(9.7)–(9.8) indicate that a larger value of k has a negative effect on the
accuracy. Hence, it is not straightforward to see which acceleration method
will be most efficient for moderate values of S.

9.4 Eigenvalues of the LBM

The eigenvalues of the linearization of the LBM (9.1) are crucial in the
analysis of the stability of the accelerated LBM. Note that these eigenvalues
also determine the stability of the LBM itself, see for instance [124, 189, 192,
12, 191]. In our case, the Jacobian matrix A = ∂Φ∆t/∂y of the LBM time
integrator Φ∆t at state yn can be constructed analytically. Alternatively, it
can be approximated numerically. Column l ofA is the directional derivative
of Φ∆t in the direction of the l-th unit vector el, which can for instance be
approximated by

Ael =
Φ∆t(yn + εel) − Φ∆t(yn)

ε
,

with ε a small number (ε is typically chosen equal to the square root of
the machine precision in order to balance truncation error and round-off
error). In the following sections, we will compute the eigenvalue spectra
of A for different values of the LBM time step ∆t. Furthermore, we show
that although (9.1) is a nonlinear map, the eigenvalues of A are nearly
independent of the state yn. This property will allow us to draw conclusions
about the stability of the accelerated LBM simulation based on only a single
eigenvalue spectrum at an arbitrary state in the broad neighborhood of the
trajectory of interest.

9.4.1 Dependency of the eigenvalue spectrum on the
LBM time step

Figure 9.1 shows the eigenvalue spectra of the Jacobian matrix of the FHN
LBM for various values of ∆t. All these Jacobian matrices are evaluated
at the same arbitrary state along the periodic solution. The eigenvalues
are widely spread, mostly within the unit circle, and their values change
drastically when the value of ∆t is changed.

It should be noted that the most dominant eigenvalues in Figure 9.1
(those near 1) are strongly related, since the long-term behavior of the differ-
ent LBMs is very similar (they all approximate the same reaction-diffusion
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Figure 9.1: The eigenvalues of the Jacobian matrix of the FHN LBM for various
values of ∆t. The dashed line represents the unit circle.

Table 9.1: The three most dominant eigenvalues λ1,2,3 of Φ1.6e-2, Φ
4
4.0e-3, Φ

16
1.0e-3

and Φ64
2.5e-4, with Φ∆t denoting a LBM step over a time interval ∆t.

λ1,2 λ3

Φ1.6e-2 1.0000559± i3.826e-4 0.9983777

Φ4
4.0e-3 0.9999990± i4.035e-4 0.9983947

Φ16
1.0e-3 1.0000020± i4.026e-4 0.9983951

Φ64
2.5e-4 1.0000016± i4.027e-4 0.9983952

system). Specifically, the dominant eigenvalues of Φ1.6e-2, Φ4
4.0e-3,Φ

16
1.0e-3

and Φ64
2.5e-4 are roughly the same (a time step of Φk

∆t corresponds to k time
steps of Φ∆t). This should not surprise us, as if λi is an eigenvalue of the
Jacobian matrix A of a linear time integrator Φ, λk

i is an eigenvalue of the
Jacobian matrix Ak of the time integrator Φk. Table 9.1 shows the excellent
correspondence between the three most dominant eigenvalues.

The less dominant eigenvalues do not necessarily have to agree well un-
der the transformation above, since those depend largely on the numerical
discretization. This is indeed observed in Figure 9.1. Loosely speaking, the
eigenvalues get more clustered near the origin as ∆t increases from 2.5e-4
to 1.0e-3. For larger values of ∆t, the eigenvalues again lie closer to the
unit circle. Similar observations were made in [199, 222], where it was also
shown that this behavior of the eigenvalues causes a deterioration of the ac-
curacy as ωs → 0 (see also Section 9.5.3). Note that Figure 9.1 also shows
that for the LBM time step ∆t = 1.0e-3 chosen in Section 9.2, the complex
eigenvalues are well bounded away from the unit circle (except or course for
the most dominant ones near 1).



172 Chapter 9. Acceleration of LBMs

0 100 200 300 400 500

−1

−0.5

0

0.5

1

t

ρs (9
.9

5,
t)

0 200 400 600 800 1000 1200
10

−16

10
−12

10
−8

10
−4

Eigenvalue number

M
ax

im
al

 p
er

tu
rb

at
io

n

Figure 9.2: Left: time evolution of the densities ρac(9.95, t) (solid) and ρin(9.95, t)
(dotted) along the attracting limit cycle of the FHN LBM. Right: numerical
estimate of the maximal perturbation of the 1200 eigenvalues of the Jacobian
matrix along the periodic solution.

9.4.2 Dependency of the eigenvalue spectrum on the
LBM state

Due to the nonlinearity of the FHN LBM, the eigenvalues of the Jacobian
matrix change along the periodic solution depicted in Figure 9.2 (left). It
turns out, however, that the eigenvalues are rather insensitive to the state
yn. Consequently, there is little change in the eigenvalue spectrum along
the periodic orbit. The intuitive reason for this is that the nonlinearity only
appears in the Jacobian matrix through the reaction terms F ac(ρac, ρin)
and F in(ρac, ρin), which are multiplied by ∆t � 1 in the LBM evolution
law (9.1). From the norm-based Bauer-Fike theorem [14], it then follows
that the corresponding eigenvalues are also perturbed by a value that is
proportional to ∆t, at least for limited perturbations of the state yn. Several
upper bounds can be found from (refinements of) Gerschgorin’s theorem
[213], but unfortunately these tend to be over-estimates.

More insight can be gained from a numerical experiment. We computed
the eigenvalues of the Jacobian matrix of the FHN LBM with ∆t = 1.0e-3,
evaluated in the states yn at tn = 0, 1, 2, . . . , P along the stable periodic
solution with period P . We then determined for each of the 1200 eigen-
values in the eigenvalue spectrum at tn = 0, the set of P distances to the
closest eigenvalue in the spectra at tn = 1, 2, . . . , P . The maximal value in
each of these sets is then an estimate of the maximal perturbation for each
eigenvalue in the eigenvalue spectrum along the periodic solution. These
perturbation estimates are shown in Figure 9.2 (right). It is clear that most
eigenvalues are only perturbed very little, and that the maximal perturba-
tion is only 1e-4.
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9.5 Acceleration of the LBM

In Sections 9.5.1 and 9.5.2, we will numerically illustrate the stability and
accuracy properties of the PM and the MSEM, and compare their efficiency.
In Section 9.5.3, it will be shown that the trajectories obtained with the
acceleration methods are more accurate than the trajectories of the LBM
with a larger time step. Finally, in Section 9.5.4, we will illustrate that
it is straightforward to combine the acceleration methods with traditional
numerical tools for adaptive step size control.

9.5.1 Numerical confirmation of the stability

Figure 9.3 illustrates the stability condition of the PM with linear extrapo-
lation on the basis of the acceleration of the FHN LBM along the periodic
solution. Similar results are obtained for the MSEM. If the eigenvalues lie
within the stability region (left panels), the time integration is stable and
accurate (compare to Figure 9.2 (left)).

There are basically two ways of losing stability, depending on the value of
k. First, as the area of the stability region of the PM shrinks towards zero as
m is increased for a fixed value of k, some of the complex eigenvalues in the
LBM spectrum may fall outside the stability region if m is too large (middle
panels). In this case, the accelerated solution starts to oscillate vigorously
after a relatively short time (note the scale of the t-axis). If m < 3.6(k−1),
i.e., if S < 4.6, one can always choose the values of k and m large enough
to prevent this scenario from happening (for large enough values of k and
m, any point ρ inside the unit circle will fall inside the stability region, as
can be seen from (6.12)). Second, as the stability region of the PM consists
of two unconnected regions if m > 3.6(k − 1), i.e., if S > 4.6, some of the
eigenvalues near the interval [0, 1] may fall outside the stability region if m
is too large (right panels). In this case, the accelerated solution initially
behaves well (here, until t ≈ 100), but for larger t a different trajectory
is computed until the solution ultimately diverges. Note that this second
scenario of losing stability is more significant than the first one, as it is
inevitable when S > 4.6.

9.5.2 Numerical confirmation of the accuracy

In this section, we study the error that is added to the FHN LBM solu-
tion due to the application of the acceleration methods along one period
of the periodic solution. Specifically, we will look at the difference between
the activator density computed with (a) the accelerated LBM and (b) the
original, unaccelerated LBM. Hereafter, we will refer to this difference as
the acceleration error of the activator density. In the case of the acceler-
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Figure 9.3: The top panels show the eigenvalues of the FHN LBM (dots) and the
stability region of the PM for different values of k and m (thin line) within the
unit circle (thick line). The bottom panels show, for the same values of k and
m as above, the accelerated LBM solution, starting from a point on the stable
periodic solution. Only if the eigenvalues lie within the stability region, the PM
time integration is stable and accurate.
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Table 9.2: The infinity-norm of the acceleration error of the activator density after
integration along one period of the stable periodic orbit, when using the MSEM
or the PM with the optimal values for k (shown between brackets). No table entry
is given when the time integration process is unstable.

Method S = 2 S = 3 S = 4 S = 5 S = 6 S = 7 S = 8

MSEM 1.9e-3 6.3e-3 1.3e-2 2.3e-2 3.5e-2 4.9e-2 6.6e-2

(N=1) (3) (3) (3) (3) (3) (3) (3)

PM 1.2e-3 3.8e-3 7.3e-3

(N=1) (10) (13) (15)

MSEM 1.3e-6 6.8e-6 2.0e-5 4.3e-5 3.2e-4

(N=2) (3) (3) (3) (3) (6)

PM 2.3e-6 2.2e-5

(N=2) (23) (29)

ated LBM, we first used the unaccelerated LBM until t = 1 to provide the
MSEM with the necessary initial data. Furthermore, we again used an in-
terpolation algorithm to determine the solution at t = P , as the size of the
remaining time interval P − 1 will in general not be an integer multiple of
the time step ∆T of the acceleration method.

Table 9.2 shows, for the different acceleration methods and for various
values of the speedup S, the infinity-norm of the acceleration error of the
activator density after one period along the stable periodic orbit, when using
the indicated “optimal” values of k. These optimal values are defined as
the values of k for which the infinity-norm of the error shown in Table 9.2
is minimized. Since the error increases as k increases (cf. (9.5)–(9.6) and
(9.7)–(9.8)), these values roughly correspond to the minimal values of k
for which the method is stable. Note that the latter actually provides an
alternative means to estimate the optimal values of k.

As expected from Section 9.3, the optimal values of k for the MSEM
are quite small (the LBM eigenvalues fit easily into the stability regions
with k = 3 shown in Figure 7.1), while they are substantially larger for the
PM. Moreover, the MSEM can also be used for a larger range of speedups
(the stability regions are connected for a larger range of speedups). Table
9.2 also shows that the acceleration errors obtained with the MSEM and
the PM are comparable; the PM is somewhat more accurate when N = 1
(linear extrapolation), while the opposite is true when N = 2 (quadratic
extrapolation). As explained in Section 9.3.3, this is due to the interplay
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between the stability and accuracy of the MSEM and the PM.
The acceleration error behavior shown in Table 9.2 also nicely con-

firms the theoretical accuracy estimates given in Section 9.3.1 and Section
9.3.2. Consider the acceleration methods based on linear extrapolation.
The infinity-norm of the acceleration error obtained with the MSEM with
S = 2 is 1.9e-3. From the optimal values of k in Table 9.2 and equation
(9.7), we can now theoretically estimate the infinity-norm of the accelera-
tion errors that would be obtained when using the MSEM for other values
of the speedup S. Then, we can also use equations (9.5) and (9.7) to obtain
an estimate of the infinity-norm of the acceleration error when using the
PM for the same range of speedups S. It turns out that these theoretical
estimates correspond to the values given in Table 2 up to two digits. If
we would know in advance the optimal values of k (from for instance the
eigenvalue spectrum of the LBM and the stability regions of the acceleration
methods), the above reasoning could also be used to predict whether it is
better to use the PM or the MSEM for a given speedup. For the optimal
values of k shown in Table 9.2, we could then for example foresee that the
acceleration error obtained with the PM with N = 1 and S = 3 will be
roughly 5/3 times smaller than the error obtained with the MSEM with
N = 1 and S = 3 (as is confirmed in Table 9.2).

Finally, we want to mention that the factor by which the measured CPU-
time is decreased is slightly smaller than the speedup S. The reason for this
is that the cost associated with the extrapolation was neglected in equation
(6.2).

9.5.3 Comparison to the LBM with a larger time step

In Section 9.2, we mentioned that even for the nonlinear FHN LBM, the
choice of the time step is in practice less restricted by stability than by
accuracy. The computational effort could therefore also be decreased by
increasing the LBM time step. In this section, we compare the accuracy of
the LBM with a time step larger than ∆t = 1e-3 to the accuracy obtained
when using the acceleration methods, and show that there is a clear benefit
in using the latter strategy. Note that, unlike for the LBM in this chapter,
most time integrators (including LBMs) are subject to a stability condition.
The time step can then not endlessly be increased to exchange accuracy
for computational efficiency. For these problems, it might be even more
interesting to use the acceleration methods.

In the remainder of this section, we will consider the overall error of
the activator density, which also includes the spatio-temporal discretization
error of the LBM itself. We define this overall error as the difference be-
tween the activator density computed with (a) the (accelerated) LBM with
∆x = 0.1 and a given value of ∆t and (b) the LBM with a very fine space-
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Figure 9.4: The infinity-norm of the overall error of the activator density after
time integration along one period of the stable periodic orbit, when using the
unaccelerated LBM (solid line with dot markers), or the LBM that was accelerated
with the MSEM with N = 2, S = 2, 4 or 6, and the optimal values of k (non-solid
lines; see legend).

time mesh and the same BGK relaxation coefficients as in Section 9.2 (in
the computations below, we used ∆t = 2.5e-6 and ∆x = 5e-3). In a prac-
tical application, we are indeed often more interested in the overall error
including all truncation effects, rather than only in the acceleration error.

To determine the influence of the time step ∆t on the accuracy of the
LBM, we computed the infinity-norm of the overall error of the activator
density after time integration along one period of the stable periodic solution
for a large set of ∆t-values. The result is shown in Figure 9.4 (the solid line
with dot markers). In this case, the mean time step, denoted by <∆t>,
simply corresponds to the LBM time step ∆t. We observe that the overall
error levels off near ∆t ≈ 2e-3 (i.e., when ∆t ≈ ∆x8/3—cf. Section 3.4.1.1).
For smaller values of ∆t, the error does not decrease anymore—it even tends
to increase slightly. For larger values of ∆t, the error increases fast (second-
order accuracy in time, as was shown in Section 3.4.1.1). Note that these
results again confirm that our earlier choice of the FHN LBM time step
∆t = 1e-3 was appropriate.

We also computed, for a large set of ∆t-values, the infinity-norm of the
overall error of the activator density after time integration along one period
of the stable periodic orbit when using the LBM that was accelerated with
the MSEM with N = 2 and S = 2, 4 or 6. (Similar results are obtained for
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the PM.) As in the previous section, we used the optimal value of k in each
case. The results are shown in Figure 9.4 (the non-solid lines). Note that the
mean time step is now <∆t> = S∆t. The main observation is that the non-
solid lines are roughly a translation of the solid line with dot markers. The
reason is that the acceleration error is much smaller than the overall error,
which implies that the overall error is dominated by the spatio-temporal
discretization error of the LBM itself. For ∆t = 1.0e-3, the corresponding
entries in Table 9.2 are indeed at least one order of magnitude smaller than
the overall error shown in Figure 9.4. Due to the fast increase of the overall
error as ∆t increases beyond <∆t> ≈ 2e-3, using the accelerated LBM is
substantially more accurate than using the LBM with a larger time step
∆t. For <∆t> ≈ 1e-2 and S = 6, for instance, the error is approximately
10 times smaller.

9.5.4 Adaptive extrapolation step size control

Motivated by the theoretical study of the accuracy and stability, the ac-
celeration methods in the experiments above used constant values for k
and m. In practice, these parameters should be chosen by the acceleration
method itself, depending on the problem at hand and the user-specified
requirements. The resulting speedup S is then a by-product of the time
integration process, rather than a requirement of the user. In this section,
we illustrate that the traditional step size control tools that were developed
for solving ODEs can also be applied in the context of the acceleration
methods.

In the example below, we show how the relative extrapolation time step
m of the PM may be chosen adaptively. A local error estimate est for each
linear extrapolation step can be found by comparing with the result of a
higher-order method. If ŷ denotes the value obtained after linear extrapo-
lation, and ỹ is the value obtained after quadratic extrapolation, it follows
from (9.3)–(9.4) that

est := ỹ − ŷ =
1

2
(m2 +m)

d2y

dt2
∆t2 + O(∆t3). (9.9)

If m∆t is small, one can alternatively use the equation above to estimate the
local error, for instance by approximating d2y/dt2 with finite differences.
In both cases, the computational effort to obtain the local error estimate is
small, as no extra LBM steps are required.

After each extrapolation step, our step size selection algorithm adapts
the value of m so that the norm of the local error estimate is kept roughly
equal to the tolerance tol (note that both the norm and the tolerance
should be specified by the user). From ||est|| ≈ tol and (9.9), we obtain,
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Figure 9.5: Left: time evolution of m during the simulation along the stable
periodic orbit. The dotted line is drawn at the mean of m, measured over one
period. Right: ten snapshots of the activator density profile, equidistant in time
between t = 0 (the left-most solution) and t = P/2, half a period later (the
right-most solution).

for large m, that

mnew = mprev ·
√

tol

||est|| , (9.10)

with mnew∆t the new and mprev∆t the previous extrapolation time step
value. To obtain a robust algorithm, one typically prevents m from increas-
ing or decreasing too fast. Therefore, we alter m according to

mnew = mprev · min

(
γinc,max

(
γdec,

√
tol

||est||

))
,

with γinc and γdec the maximal fractional time step increase and decrease.
Although (9.9) provides a local error estimate of the method based on linear
extrapolation, it is often better to integrate forward in time with the result
of the method based on quadratic extrapolation, as this is expected to be
more accurate (this is known as “local extrapolation” [92]).

Figure 9.5 (left) shows the time evolution of m during the simulation
along the periodic solution when using the FHN LBM from Section 9.2,
k = 30 (as we are using the PM with N = 2, a large value of k has to be
used—cf. Table 9.2), tol = 2.5e-5, γinc = 2, γdec = 0.5, and the standard
two-norm to measure the local error. As expected, m also varies periodically,
with the same period P = 255 as the solution itself. Figure 9.5 (right) shows
10 snapshots of the activator density profile, equidistant in time between
t = 0 and t = P/2, half a period later. As the solution itself evolves in
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a nearly symmetric way within one period, m has two local minima (or
maxima) in each period. Figure 9.5 (left) shows that the maximal value
of the relative extrapolation time step is m ≈ 77. This result agrees with
equation (9.9), as it can be verified numerically that ||d2y/dt2|| is then
minimal and roughly equal to 8.3e-3. Similarly, the minimal value of the
relative extrapolation time step is m ≈ 43.4, when ||d2y/dt2|| is maximal
and roughly equal to 2.6e-2. For reasons of stability, the value of m cannot
be larger than 66.5 ≈ 2.3(k−1) for a large number of time steps (remember
that we are using the quadratic extrapolation scheme to integrate forward
in time). This is the reason for the sharp peaks in Figure 9.5 (left): if
m becomes larger than 66.5, instability causes the solution to become less
regular, so that our adaptive step size selection algorithm based on (9.10)
decides to reduce the value of m (the value of m at the “plateaus” after the
peaks is exactly 66.5).

For our specific model problem, there is only a small gain in using an
adaptive algorithm as the one outlined above. This is due to the fact that
the eigenvalue spectrum as well as the second time derivative only change
modestly along the time integration trajectory. If this were not the case, the
value of m would vary more along the time integration process, resulting in
a larger efficiency gain.

In practice, the overall goal is to maximize the speedup S rather than the
relative extrapolation time step m for a certain value of k. Therefore, the
parameter k should also be chosen adaptively so that m/k rather than m is
maximized. A simple strategy is to periodically monitor how the speedup
S changes as k is changed, and then adapting the value of k accordingly.
The study of more sophisticated adaptive schemes that alter the values of
both k and m, and their application to the other acceleration methods such
as the MSEM, is a topic of future research.

9.6 Conclusions

In this chapter, we used the PM and the MSEM to accelerate the time in-
tegration process of a LBM for the one-dimensional FHN reaction-diffusion
system. We verified the earlier derived theoretical accuracy and stability
properties, and showed that the acceleration related error obtained with
both methods is comparable and small compared to the spatio-temporal
discretization error of the LBM itself. Therefore, a substantial speedup
could be obtained without essential accuracy loss. Furthermore, we showed
that the accuracy obtained with these acceleration methods is better than
the accuracy of the LBM with a larger time step. Finally, we illustrated
that the acceleration methods can easily be combined with traditional time
integration tools for adaptive step size control.



Chapter 10

Acceleration of the CTS
for a (noisy) LBM

10.1 Introduction

In Chapter 2, it was shown that the equation-free framework is built around
the central idea of a CTS, which evolves the macroscopic variables based
on short, appropriately initialized simulations with a microscopic model. In
Chapter 3, we studied the accuracy and stability of the CTS using a LBM
for one-dimensional diffusion as the microscopic simulator. In Chapters 6,
7 and 8, we studied the stability and accuracy of the PM, MSEM and TM,
three methods that can be used to accelerate a time-stepper with a time step
that is much smaller than the dominant slow time scales in the dynamics
of the system.

In this chapter, we first rely on results from each of these chapters to
show that, under certain conditions, the CTS for a LBM for one-dimensional
diffusion can be accelerated in an unconditionally stable manner with the
MSEM or the TM (Section 10.2). Then, we study the effect of having a
stochastic microscopic simulator by adding artificial noise to the LBM (Sec-
tion 10.3). We numerically demonstrate that in the presence of noise, the
MSEM may be more accurate and more stable than the TM. These observa-
tions are rationalized by a stochastic stability analysis of both acceleration
methods.

181
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10.2 Acceleration of the CTS for a LBM

10.2.1 The CTS for a diffusive LBM

We reconsider the LBM for one-dimensional diffusion described in Chapter
3, again with D = 1. As was shown before, an accurate CTS can be
constructed in terms of ρ =

∑1
i=−1 fi only. In Section 3.3, we considered

various variants of the CTS. Here, we will focus on the variant based on
SR(1)-lifting. For a given value of ρ, the higher-order moments φ and ξ
are then initialized according to the spatially discretized slaving relations
(3.8)–(3.9) up to O(∆x). Starting from the initial condition (ρ, φ, ξ), the
LBM is subsequently evolved over time ∆T = ∆t (M = 1). Finally, the
density ρ is extracted from the distribution functions at time tk+1 in the
restriction step.

The accuracy and stability of the CTS were studied in Section 3.4. We
showed that the principal part of the truncation error is

T (x, t) =
1

2

∂2ρ

∂t2
∆t− 1

3

∂4ρ

∂x4
∆x2 +

1

12

∂4ρ

∂x4

∆x4

∆t
,

which confirms that the CTS is an accurate time integrator for the mac-
roscopic variable ρ. In other words, the CTS may be seen as a special
discretization of the diffusion equation (3.6). Furthermore, we showed that,
besides the two zero eigenvalues due to the Dirichlet boundary conditions,
the eigenvalues of the Jacobian matrix of the CTS are

λk = 1 − 2

3ω
+

2

3
cos(kπ∆x) +

2

3ω
(1 − ω) cos(kπ∆x)2, (10.1)

with k = 1, 2, . . . , (1 − ∆x)/∆x (at least if the one-sided differences used
near the boundaries of the domain are chosen so that the eigenvalues of
the Jacobian matrix are the same as the eigenvalues obtained from a local
Fourier analysis; cf. Section 3.3.1.1). From equation (10.1), we concluded
that the CTS is only stable if ω ∈ (0.349, 2). We can also derive that the
eigenvalues lie in the interval (−1/3, 1) if ω ∈ (2/3, 2). This is confirmed
in Figure 10.1, which shows the eigenvalues of the Jacobian matrices of the
LBM and the CTS for the case ∆x = 0.01 and ω = 0.75. Note that all
the eigenvalues of the Jacobian matrix of the CTS are purely real; it is
as if the eigenmodes corresponding to the complex eigenvalues have been
“filtered” out of the LBM eigenspace. Of course, this should not totally
surprise us, as the eigenvalues of the classical finite difference scheme (3.11)
for the diffusion equation (3.6) are also purely real.
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Figure 10.1: The eigenvalue spectra of the Jacobian matrices of the LBM (left) and
the CTS (right), for ∆x = 0.01 and ω = 0.75. The dots represent the eigenvalues.
The thick solid line is the unit circle. The thin dashed and solid lines in the right
subfigure correspond to the boundaries of the stability regions of the MSEM and
the TM, respectively, when S ≈ 32 and with the other parameters as described in
Section 10.2.2.

10.2.2 Acceleration of the CTS

In Chapters 6 and 7, it was shown that a time-stepper can be accelerated if
its eigenvalues fall within the stability region of the acceleration method. In
Chapter 9, we illustrated that a LBM can be accelerated with the PM or the
MSEM. We will now use the MSEM and the TM to accelerate the CTS for
the diffusive LBM described in Section 10.2.1. The PM is not considered,
as there is no clear spectral gap in the eigenvalue spectrum of the CTS (see
Figure 10.1 (right)).

Based on our experience gained in Chapter 8, we use the MSEM with
N = 1 and k = 1, and the TM based on the PFE method with k = 2 and
m = 1.96 (the latter for damping reasons). Using the stability results from
Chapters 6 and 7, we can derive that the stability regions of both methods
contain the real interval (−1/3, 1) in the complex plane, irrespective of the
speedup S (i.e., irrespective of the value ofm for the MSEM or l for the TM).
For the CTS with ω ∈ (2/3, 2), the attainable speedup S is therefore solely
determined by accuracy requirements, and not by stability arguments (as
it should be!). The stability regions of the MSEM and the TM with S ≈ 32
are shown in Figure 10.1 (due to the damping, the speedup is slightly less
than 32 in the case of the TM). The eigenvalues of the CTS indeed fall
within both stability regions.

To study the accuracy more closely, we set up a computational experi-
ment similar to the one carried out in Section 8.5.1. The only difference is
that we now use the CTS described in Section 10.2.1 as the inner integrator,
instead of the finite difference scheme (3.11) for the diffusion equation (3.6).
As in Section 8.5.1, we use ∆x = 0.001, ∆t = 2 ·10−7 (hence, ω = 1.25) and
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Table 10.1: Infinity-norm of the global error at tend = 0.1 for the MSEM and the
TM, when the inner integrator is the CTS for the diffusive LBM.

S ≈ 16 S ≈ 32 S ≈ 64

MSEM 3.86e-5 1.62e-4 6.63e-4

TM 1.02e-5 3.99e-5 1.58e-4

the initial condition ρ(x, 0) ≈ |20x(x− 1/4)(x− 3/4)(x− 1)|, and use the
accelerated CTS to compute the solution at time t = tend = 0.1 = 500000∆t.
Also as in Section 8.5.1, we then estimate the infinity-norm of the global er-
ror e at tend, by comparing with the solution of the finite difference scheme
(3.11) that uses the same values of ∆x and ∆t as the CTS and the LBM.
The results for S ≈ 16, S ≈ 32 and S ≈ 64 are shown in Table 10.1. Note
that the table entries are very similar to those in Table 8.3; only the dig-
its that are underlined are different. The obvious reason is that the CTS
mimics the FD scheme so well that the global error is dominated by the
acceleration related error (||e||∞ ≤ ||eacc||∞ + ||ects||∞, with e the global
error, eacc the acceleration related error that is added to the CTS solution
and ects the difference between the solution of the unaccelerated CTS and
the solution of the finite difference scheme). Numerical tests indeed indicate
that ||ects||∞ ≈ 1.376 · 10−7, which is, up to 4 significant digits, exactly the
difference between the error values shown in Tables 8.3 and 10.1.

10.3 Acceleration of the CTS for a noisy LBM

In the previous section, we numerically illustrated that, under certain condi-
tions, the CTS for a LBM for one-dimensional diffusion can be accelerated in
an unconditionally stable manner with the MSEM or the TM, and that the
TM is slightly more accurate than the MSEM. In this section, we study the
accuracy and stability of the MSEM and the TM when applied to the CTS
for a diffusive LBM to which artificial noise is added (to mimic a stochastic
microscopic simulator).

10.3.1 The noisy diffusive LBM

As the microscopic simulator, we consider the LBM from Section 3.2, in
which, at each point in space and time, the value of ω is now drawn from
the normal distribution N(1.25, υ2) with mean 1.25 and variance υ2. In the
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interior of the domain, the noisy LBM evolution law is then

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω(xj , tk) (fi(xj , tk) − feq
i (xj , tk)) ,

with ω(xj , tk) ∼ N(1.25, υ2) and i ∈ {−1, 0, 1}. Although ω(xj , tk) depends
on space xj and time tk, it does not depend on velocity vi. Therefore, the
BGK diffusive collisions locally still conserve density (cf. (3.3)). From (3.7),
it follows that

fi(xj , tk) − feq
i (xj , tk) = fi(xj , tk) − 1

3
ρ(xj , tk) ≈ − i

3ω

∂ρ(x, t)

∂x
∆x.

This explains why the sample standard deviation of fi(xj , tk) is numerically
observed to scale with ∂ρ(x, t)/∂x (and similar for the velocity moments ρ,
φ and ξ).

10.3.2 Acceleration of the CTS

We repeat the computational experiment from Section 10.2.2, now with the
noisy diffusive LBM as the microscopic simulator in the CTS. When υ 6= 0,
the CTS generates a stochastic trajectory. Therefore, we compute, for a
number of different values of υ and for the different acceleration methods
and speedups, the sample mean and standard deviation of the infinity-norm
of the global error at tend = 0.1 over 1000 realizations. For each realization,
the global error is again obtained by comparing with the solution of the
finite difference scheme (3.11) that uses the same values of ∆x and ∆t as
the CTS and the LBM (even though we have not shown that the solution
of the finite difference scheme (3.11) is now a good approximation to the
mean solution of the unaccelerated CTS).

The results are summarized in Tables 10.2 and 10.3. Note that even
ω ∼ N(1.25, 0.12) practically always lies within the interval (0, 2) (the prob-
ability of falling outside of the interval (0, 2) is about 3·10−14). For both the
MSEM and TM, the results from Table 10.1 are recovered when υ = 0. For
the MSEM, the sample mean lies close to the deterministic value for a broad
range of nonzero υ-values. Furthermore, the sample standard deviation is
relatively small in most cases, so that each of the individual solution trajec-
tories (and not only the mean) lies close to the deterministic trajectory. For
the TM, the sample mean deviates much more rapidly from the determinis-
tic value, and the sample standard deviation is about two to three orders of
magnitude larger. Moreover, the TM becomes unstable when υ = 0.1 and
S ≈ 32 or S ≈ 64. Hence, we may conclude that the MSEM is more robust
to noise in the inner integrator than the TM.
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Table 10.2: Sample mean and standard deviation of the infinity-norm of the global
error at tend = 0.1 over 1000 realizations, when the MSEM is used to accelerate
the CTS for the noisy diffusive LBM.

S = 16 S = 32 S = 64

υ mean std mean std mean std

0 3.86e-5 0 1.62e-4 0 6.63e-4 0

0.0001 3.86e-5 5.22e-9 1.62e-4 7.87e-9 6.63e-4 1.12e-8

0.001 3.86e-5 5.32e-8 1.62e-4 7.69e-8 6.63e-4 1.15e-7

0.01 3.99e-5 6.73e-7 1.62e-4 7.32e-7 6.64e-4 1.10e-6

0.1 1.25e-4 1.49e-5 2.14e-4 1.48e-5 6.82e-4 1.19e-5

Table 10.3: Sample mean and standard deviation of the infinity-norm of the global
error at tend = 0.1 over 1000 realizations, when the TM is used to accelerate the
CTS for the noisy diffusive LBM.

S ≈ 16 S ≈ 32 S ≈ 64

υ mean std mean std mean std

0 1.02e-5 0 3.99e-5 0 1.58e-4 0

0.0001 1.13e-5 3.41e-7 4.35e-5 9.89e-7 1.73e-4 3.48e-6

0.001 5.49e-5 6.68e-6 1.87e-4 2.29e-5 6.94e-4 8.53e-5

0.01 5.45e-4 7.07e-5 1.87e-3 2.66e-4 7.55e-3 1.15e-3

0.1 9.81e-3 2.59e-3 7.41e75 9.10e76 6.67e99 3.09e100
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10.3.3 Stochastic stability of the TM and the MSEM

In this section, we study the linear stochastic stability of the MSEM and the
TM. The analysis will rationalize why the MSEM is more robust to noise
in the inner integrator than the TM, as was observed in Section 10.3.2.

10.3.3.1 Analyzing the stochastic stability of acceleration
methods

In the context of stochastic differential equations (SDEs), the stability of a
numerical method with fixed time step ∆t is often studied by applying this
method to the stochastic scalar linear test equation

dY (t) = λY (t)dt+ ψY (t)dW (t), λ, ψ ∈ C, (10.2)

with W (t) a standard scalar Wiener process [95, 161, 119]. The exact solu-
tion of (10.2) is Y (t) = Y (0) exp((λ−ψ2/2)t+ψW (t)). In the deterministic
case (ψ = 0) the concept of stability was based on the asymptotic behavior
of the solution of (10.2) or the solution of the numerical scheme (cf. Sec-
tion 6.3.1). In the stochastic case, several notions of stability are possible.
In this chapter, we will consider the two most common measures of stabil-
ity: asymptotic stability and mean-square stability. An SDE is said to be
asymptotically stable if its solution Y (t) satisfies

lim
t→∞

|Y (t)| = 0 with probability 1. (10.3)

An SDE is said to be mean-square stable if its solution Y (t) satisfies

lim
t→∞

E
(
Y (t)2

)
= 0, (10.4)

where E(·) denotes the expected value over W (t). For the stochastic test
equation (10.2), it can easily be checked that these stability conditions result
in Re(λ − ψ2/2) < 0 and Re(λ) + |ψ|2/2 < 0. In both cases, we obtain the
deterministic result Re(λ) < 0 when ψ = 0. Note that if (10.2) is mean-
square stable, it is also asymptotically stable, but not vice versa [95].

If the conditions (10.3) or (10.4) are preserved by the solution of a nu-
merical method when applied to the stochastic test equation (10.2), the
numerical method is said to be asymptotically or mean-square stable. Un-
like in the deterministic case, it is often much more difficult to find analytical
expressions for the (asymptotic or mean-square) stochastic stability regions
in terms of λ, ψ and the parameters of the numerical method.

As our aim is to study the stochastic stability of MSEM and TM, we will
apply these acceleration methods to the stochastic scalar linear time-stepper

Yi+1 = ρYi + νNYi, ρ, ν ∈ C, (10.5)
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with N ∼ N(0, 1). Note that this is completely analogous to what we did in
Section 6.3.1 in the context of deterministic systems. According to (10.3) or
(10.4), analytical expressions for the asymptotic and mean-square stability
regions can then (at least conceptually) be derived in terms of ρ, ν and the
parameters of the acceleration method.

10.3.3.2 Stochastic stability of the TM

In this section, we compute the asymptotic and the mean-square stability
region of the TM with N = 1, k = 2, m = 1.96 and l = 6 (S ≈ 64). We
will restrict ourselves to the case ρ, ν ∈ R. As in Chapters 6 and 7, the
stability regions can then be depicted in a two-dimensional figure (with the
horizontal and vertical axes now corresponding to ρ and ν instead of to
Re(ρ) and Im(ρ)).

Numerical approach. The asymptotic stability region of the TM can
numerically be approximated as follows. First, we discretize part of the
ρν-plane using Nρ equidistant grid points along the ρ-direction and Nν

equidistant grid points along the ν-direction. For each pair of ρ and ν values,
we then apply the TM to the stochastic test integrator (10.5) over NAS � 1
outer time steps, starting from the initial condition Y0 = 1. Only if, for a
certain value of ρ and ν, the absolute value of the end state is smaller than
one, we conclude that the point (ρ, ν) lies within the asymptotic stability
region. According to (10.3), an increasingly good approximation of the
asymptotic stability region is obtained as Nρ, Nν , NAS → ∞. Figure 10.2
shows a resulting approximation of the asymptotic stability region when
Nρ = 400, Nν = 200 and NAS = 50000. At ν = 0, we clearly recover
the deterministic real stability interval, which is approximately equal to
(−1/3, 1).

The mean-square stability region of the TM can numerically be ap-
proximated as follows. First, we discretize part of the ρν-plane using Nρ

equidistant grid points along the ρ-direction and Nν equidistant grid points
along the ν-direction. For each pair of ρ and ν values, we then apply a single
outer step of the TM to NMS � 1 different realizations of the stochastic
test integrator (10.5), starting from the initial condition Y0 = 1. Only
if, for a certain value of ρ and ν, the sample mean of the NMS squared
end state values is smaller than one, we conclude that the point (ρ, ν) lies
within the mean-square stability region. According to (10.4), an increas-
ingly good approximation of the mean-square stability region is obtained
as Nρ, Nν , NMS → ∞. Figure 10.2 shows a resulting approximation of the
mean-square stability region when Nρ = 400, Nν = 200 and NMS = 50000.
At ν = 0, we again recover the deterministic real stability interval.
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Figure 10.2: Numerical approximation of the asymptotic (light gray) and the
mean-square (dark gray) stability region of the TM that is based on the PFE
method with k = 2 and m = 1.96, and uses l = 6 levels of recursion (S ≈ 64).
The black line represents the theoretical boundary of the mean-square stability
region.

Analytical confirmation. To gain more confidence in the numerical ap-
proximation of the stability regions shown in Figure 10.2, we derive an
analytical expression for the boundary of the mean-square stability region
of the TM. Let us first recall a number of statistical properties for the mean
E(·) and the variance Var(·). If X and Y represent random variables and
a, b ∈ R, it holds that

E(aX + bY ) = aE(X) + bE(Y ) (10.6)

E(XY ) = E(X)E(Y ) + Cov(X,Y ) (10.7)

Var(aX + bY ) = a2Var(X) + b2Var(Y ) + 2abCov(X,Y ), (10.8)

with Cov(X,Y ) the covariance between X and Y [223]. If X and Y are
independent (Cov(X,Y ) = 0), it also holds that [85]

Var(XY ) = E(X)2Var(Y ) + E(Y )2Var(X) + Var(X)Var(Y ). (10.9)

Let us initially consider the PM with N = 1 and k = 2. If we start from
the random initial guess Y0 and use (10.5) as the inner integrator, one PM
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step consists of the following substeps

Y1 = (ρ+ νN )Y0

Y2 = (ρ+ νN )Y1

Y3 = Y2 +m(Y2 − Y1) = (1 +m)Y2 −mY1.

From (10.6) and (10.7), we find that

E(Y1) = ρE(Y0)

E(Y2) = ρE(Y1) = ρ2E(Y0)

E(Y3) = (1 +m)E(Y2) −mE(Y1) =
(
(1 +m)ρ2 −mρ

)
E(Y0),

in which we recognize the deterministic stability condition (6.12). From
(10.8) and (10.9), we obtain

Var(Y1) = (ρ2 + ν2)Var(Y0) + ν2E(Y0)
2

Var(Y2) = (ρ2 + ν2)Var(Y1) + ν2E(Y1)
2

= (ρ2 + ν2)
(
(ρ2 + ν2)Var(Y0) + ν2E(Y0)

2
)

+ ν2 (ρE(Y0))
2

Var(Y3) = (1 +m)2Var(Y2) +m2Var(Y1) − 2m(1 +m)Cov(Y1, Y2).

As Y1 and Y2 are not independent, Cov(Y1, Y2) 6= 0. From (10.7), we find
that

Cov(Y1, Y2) = E(Y1Y2) − E(Y1)E(Y2)

= E((ρ+ νN )Y 2
1 ) − E(Y1)E(Y2)

= ρE(Y 2
1 ) + νE(NY 2

1 ) − E(Y1)E(Y2)

= ρE(Y1)
2 + ρCov(Y 1, Y 1) − E(Y1)E(Y2)

= ρE(Y1)
2 + ρVar(Y 1) − E(Y1)E(Y2).

Hence, we can also express Var(Y3) as a function of E(Y0) and Var(Y0).
From (10.7), it then follows that

E(Y 2
3 ) = E(Y3)

2 + Var(Y3)

=
(
E(Y0)

2 + Var(Y0)
) (
ν2 + ρ2

)

×
((
ν2 + ρ2 + 1 − 2ρ

)
m2 +

(
2ν2 + 2ρ2 − 2ρ

)
m+ ν2 + ρ2

)
,

so that the boundary of the mean-square stability region is given by

∣∣∣
(
ν2 + ρ2

) ((
ν2 + ρ2 + 1 − 2ρ

)
m2 +

(
2ν2 − 2ρ+ 2ρ2

)
m+ ν2 + ρ2

) ∣∣∣ = 1.

(10.10)
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To determine the boundary of the mean-square stability region of the
TM with l = 6 levels of recursion, we cannot simply recursively apply the
formulae above as in Section 6.3.4. The reason is that the covariances be-
tween the points used for the extrapolation depend on the recursion level l.
Expressions for these covariances can, however, be derived in a similar man-
ner as before. After going through all the substeps of the TM (there are now
127 instead of 3 substeps), we obtain a huge implicit equation for the bound-
ary of the mean-square stability region (the analogue of equation (10.10)).
As this equation consists of many terms with large coefficients and pow-
ers of ρ and ν up to ρ128 and ν128, an arbitrary precision package should
be used to evaluate the left-hand side of this equation accurately for all
values of ρ and ν (numerical garbage is obtained when using double preci-
sion). The resulting boundary of the mean-square stability region is shown
in Figure 10.2. The correspondence with the earlier determined numerical
approximation is clearly very good.

10.3.3.3 Stochastic stability of the MSEM

We now also compute the asymptotic and the mean-square stability region
of the MSEM with N = 1, k = 1 and m = 63 (S = 64). Again, we restrict
ourselves to the case ρ, ν ∈ R.

Numerical approach. The asymptotic stability region of the MSEM can
numerically be approximated using the same approach that was used for the
TM, except that we now set Y0 = Y1 = 1 (two initial condition values are
required due to the multistep character of the MSEM). Figure 10.3 shows a
resulting approximation of the asymptotic stability region when Nρ = 400,
Nν = 200 and NAS = 50000. At ν = 0, we again recover the deterministic
real stability interval, which is approximately equal to (−1/3, 1). Compared
to the TM, the asymptotic stability region is now much wider in the ν direc-
tion, which rationalizes the better stochastic stability properties observed
in Section 10.3.2. Note that Figure 10.3 also indicates that the noise in the
inner integrator may even stabilize the MSEM when ρ < −1/3.

The mean-square stability region of the MSEM can numerically be ap-
proximated using the same approach that was used for the TM, except that
we now apply NMS,1 � 1 outer time steps of the MSEM to NMS,2 � 1
different realizations of the stochastic test integrator (10.5), starting from
the initial condition Y0 = Y1 = 1 (a large number of outer steps has to be
taken due to the multistep character of the MSEM). Unfortunately, it turns
out that, especially for large values of NMS,1, the value of NMS,2 has to be
extremely large to ensure that the sample mean is a good approximation of
the true mean. We therefore restricted ourselves to the case with Nρ = 400,
Nν = 200, NMS,1 = 32 and NMS,2 = 2.5 · 106 (these computations already
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Figure 10.3: Numerical approximation of the asymptotic (light gray) and the
mean-square (dark gray) stability region of the MSEM with N = 1, k = 1 and
m = 63 (S = 64). The three cross markers lie on the theoretical boundary of the
mean-square stability region.

took more than a week of CPU time on a 2.4GHz desktop computer). A
resulting approximation of the mean-square stability region is shown in Fig-
ure 10.3. As the value of NMS,1 is rather small, we expect this region to be
only a rough approximation to the exact mean-square stability region.

Analytical confirmation. The multistep character of the MSEM makes
it very difficult to derive an analytical expression for the boundary of the
mean-square stability region [24]. Therefore, we now only focus on the
special cases where ν = 0 or ρ = 0.

From Chapter 7, we know that both (ρ, ν) ≈ (−1/3, 0) and (ρ, ν) = (1, 0)
lie on the boundary of the mean-square and the asymptotic stability region.

When ρ = 0, one step of the MSEM can be written as

Y2 = (Y1 + µ(Y1 − Y0))νN = ((1 + µ)Y1 − µY0)νN .

From (10.6) and (10.7) it then follows that E(Yi) = 0 if i ≥ 2 and that
Cov(Yi, Yj) = 0 if i, j ≥ 2 and i 6= j. Without loss of generality, we may
therefore assume that Y0 and Y1 are uncorrelated random numbers, each
drawn from a distribution with zero mean. From (10.8) and (10.9) it then
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follows that

Var(Y2) = ν2
(
(1 + µ)2Var(Y1) + µ2Var(Y0)

)
.

Since E(Y 2
2 ) = E(Y2)

2 + Var(Y2) (cf. (10.7)), the MSEM is therefore mean-
square stable if both roots of the characteristic polynomial

ξ2 = ν2
(
(1 + µ)2ξ + µ2

)

are smaller than one in magnitude. For µ = 63/64 (k = 1 and m = 63), this
results in the mean-square stability condition ν <

√
20098/10049 ≈ 0.451.

The point (ρ, ν) ≈ (0, 0.451) therefore lies on the boundary of the mean-
square stability region.

The points (ρ, ν) ≈ (−1/3, 0), (ρ, ν) = (1, 0) and (ρ, ν) ≈ (0, 0.451) are
indicated in Figure 10.3 by the cross markers. It is confirmed that the
numerically computed dark gray region is indeed a rough approximation to
the theoretical mean-square stability region.

10.4 Conclusions

In this chapter, we illustrated that, under certain conditions, the CTS for
the diffusive LBM (with SR(1)-lifting and M = 1) can be accelerated in an
unconditionally stable manner with the MSEM or the TM. As the CTS is
very accurate, the accuracy of the accelerated CTS is nearly the same as the
accuracy of the accelerated finite difference scheme (3.11) for the diffusion
equation (3.6).

We also studied the effect of having a stochastic microscopic simulator by
adding artificial noise to the LBM. We numerically demonstrated that in the
presence of noise, the MSEM may be more accurate and more stable than
the TM. In an attempt to explain these results, we studied the stochastic
stability of both acceleration methods. It was shown that the (asymptotic
and mean-square) stochastic stability regions of the MSEM are much larger
than the corresponding regions of the TM. This rationalizes why the MSEM
is more robust to noise in the inner integrator.

The results reported in Section 10.3 are clearly only a first step towards a
full analysis of the acceleration methods in the context of stochastic systems;
further research in this direction (e.g., on the accuracy) is certainly required.
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Chapter 11

Conclusions

In this final chapter, we summarize the main conclusions of the research
presented in this thesis. We highlight our contributions and give some
guidelines for further research.

11.1 Main conclusions

We have studied various aspects of the equation-free framework for multi-
scale computing. On the basis of a number of model problems, the numer-
ical properties of several key algorithms were investigated. Based on these
results, various modifications to the existing algorithms were proposed.

First, we studied the numerical properties of the coarse time-stepper
(CTS) when a lattice Boltzmann model (LBM) for one-dimensional diffusion
is used as the microscopic simulator. We derived analytical expressions for
the accuracy and stability of the CTS. As these expressions depend on the
LBM parameters as well as on the specifics of the CTS, the analysis allowed
to determine the influence of various aspects involved in the construction
of the CTS in a systematic way. Most importantly, it was shown that an
appropriate initialization of the microscopic simulations (lifting) is crucial
to recover the correct macroscopic behavior.

Then, we focussed on the class of constrained runs (CR) functional it-
erations that was developed to implement the lifting step in the CTS. We
showed that the functional iteration may fail to converge. To gain more
understanding of what causes convergence issues, we studied the numerical
properties of the CR functional iteration in detail for a two-dimensional lin-
ear stiff ODE system. We considered the general case where the macroscopic
variable may also evolve on a fast time scale. It was shown how the eigen-
structure of the evolution operator determines the accuracy and the stability

195
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of the CR functional iteration. Next, we illustrated that the potential sta-
bility problems can be overcome by computing the fixed point of the CR
functional iteration with numerical methods such as Newton’s method or
Broyden’s method, instead of with the functional iteration. For large-scale
systems, we developed the more efficient CR Newton-Krylov method. The
potential advantage of this method was illustrated for a reaction-diffusion
LBM.

Next, we investigated the numerical properties of a number of time in-
tegration acceleration methods. Specifically, we considered the Projective
Method (PM), the Multistep State Extrapolation Method (MSEM) and the
Teleprojective Method (TM). The stability of the PM and the TM was al-
ready studied in [73, 74]. We first used a similar analysis to examine the
stability of the MSEM. It was shown that, like the TM, the MSEM can be
used to accelerate time integrators with a continuum of time scales, whereas
the PM can only be used to accelerate time integrators with well-separated
time scales. Then, we examined the accuracy of the PM, MSEM and TM.
We showed that the PM may be much more accurate than the MSEM, and
that the accuracy of the MSEM, the (optimal) TM and first-order accurate
Chebyshev methods is comparable. The accuracy results were also used
to develop variants of the MSEM that are more accurate than the original
MSEM. It was shown that, if we still want to use the resulting methods to
accelerate time integrators with a continuum of time scales, the accuracy
can only slightly be improved.

Finally, we applied the acceleration methods to a reaction-diffusion LBM
and to the CTS for a (noisy) diffusive LBM. For the reaction-diffusion LBM,
we showed that, due to the interplay between accuracy and stability, the er-
ror obtained with the PM and the MSEM is comparable and small compared
to the spatio-temporal discretization error of the LBM itself. Therefore, a
considerable speedup can be obtained without essential accuracy loss. For
the CTS for the diffusive LBM, we showed that, under certain conditions,
the CTS can be accelerated in an unconditionally stable manner with the
MSEM or the TM. When the lifting procedure is very accurate, the accuracy
of the accelerated CTS is nearly the same as the accuracy of the accelerated
finite difference scheme for the diffusion equation. Finally, we demonstrated
that the MSEM is more robust to noise in the inner integrator than the TM.

11.2 Contributions and acknowledgements

In Chapter 2, we introduced the basic concepts of analytical coarse graining
and equation-free computing on the basis of an illustrative model problem
(the Michaelis-Menten-Henri (MMH) model). Although most ideas and
algorithms were taken from the literature, the systematic comparison and
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numerical results obtained with the MMH model are new and due to the
author. These results are unpublished.

In Chapter 3, we studied the numerical properties of the CTS when a
LBM for one-dimensional diffusion is used as the microscopic simulator. In
several articles [194, 77, 118, 202, 205], a LBM was already used to study
different aspects of the equation-free computing framework. As a result,
Chapter 3 was largely based on the work reported in these articles. The
main difference is that we studied the accuracy and stability of the CTS
in an analytical manner. This allowed to compare the influence of various
aspects involved in the construction of the CTS in a more systematic way.
Our theoretical results contributed substantially to the understanding of the
numerical results in the articles mentioned above. I would specifically like
to thank P. Van Leemput (K.U.Leuven) for introducing me into the field of
LBM modeling, and for the countless discussions we had on this fascinating
topic. The research described in Chapter 3 has been published as [211].

In Chapter 4, we studied the convergence of the CR functional iteration.
The CR functional iteration was originally proposed in [76]. In [205], the
accuracy and stability of the specific variant of the CR functional iteration
with m = 0 described in Section 2.3.3.3 was analyzed for a class of LBMs
for reaction-diffusion systems. In Section 3.3.1.2, we extended this analysis
to the case m = 1. In [76, 72, 227], the more general class of CR functional
iterations was analyzed in the context of slow-fast systems. In Chapter 4,
we considered the CR functional iteration when applied to a time-stepper in
which the macroscopic variables may also evolve on a fast time scale. The
research presented in this chapter is the result of joint work with A. Zagaris
(CWI), T. Kaper (Boston University), C. W. Gear (Princeton University)
and Y. Kevrekidis (Princeton University), and is submitted as the more
detailed article [228].

In Chapter 5, we developed the CR Newton-Krylov method. The idea
of using matrix-free methods instead of the functional iteration was already
mentioned in [76]; the results in the context of the LBM are new. The re-
search described in Chapter 5 has benefited much from numerous discussions
with Y. Kevrekidis. I would also like to thank J. Tang (Delft University of
Technology) and H. A. van der Vorst (University of Utrecht) for their help-
ful input concerning GMRES and the coarse grid correction preconditioner.
The research presented in Chapter 5 was submitted for publication as [206].

In Chapter 7, we analyzed the stability of the MSEM. The MSEM ex-
tends the scheme developed by Sommeijer in [187], and uses similar ideas
as the PM [73]. The analysis shares important features with the analysis
presented in [73, 74]. The research described in Chapter 7 is the result of
collaboration with K. Lust (University of Groningen). I also want to thank
B. P. Sommeijer (CWI) for the interesting and encouraging discussions on
the MSEM and other closely related methods. The research presented in
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Chapter 7 was published as [209].
In Chapter 8, we studied the accuracy of the PM, MSEM and TM,

and developed more accurate variants of the MSEM. Special thanks goes to
C. W. Gear for many interesting discussions on this topic, and for his com-
ments on an early draft of the resulting publication. The research presented
in Chapter 8 was published as [208].

In Chapter 9, we used the PM and the MSEM to accelerate a LBM
with BGK collisions for the one-dimensional FitzHugh-Nagumo reaction-
diffusion system. Many LBM-specific acceleration techniques have been
proposed in the literature over the last few years. Contrary to these tech-
niques, our acceleration methods can simply be wrapped around the LBM,
so that no modifications to the LBM are required. The idea of using the
acceleration methods to accelerate a LBM was suggested by K. Lust. The
numerical results were obtained in collaboration with P. Van Leemput. The
research presented in Chapter 9 was accepted for publication as [210].

In Chapter 10, we used the MSEM and the TM to accelerate the CTS
for a diffusive (noisy) LBM. In this chapter, we combined the ideas from
Chapters 2, 3, 6, 7 and 8. The numerical approach used to compute the
stochastic stability regions was largely inspired by the excellent exposition
in [95]. The results in Chapter 10 have led to publication [207].

The author has also enjoyed collaboration with P. Van Leemput and
W. Vanroose (University of Antwerp) on the accuracy of hybrid lattice
Boltzmann/finite difference schemes for reaction-diffusion systems [204],
and with Y. Frederix (K.U.Leuven) and G. Samaey (K.U.Leuven) on the
application of the equation-free approach to molecular dynamics [67, 68].
Together with Y. Kevrekidis and A. Makeev, we are currently studying a
new class of methods to compute the macroscopic steady states of multiscale
systems.

11.3 Directions for future research

Throughout this thesis, we have already suggested many directions for fu-
ture research. In this section, we give a summary of these and other topics
that are worth exploring in the future.

The CR functional iteration and the CR Newton-Krylov method

In the context of the CR functional iteration, we mentioned that the ini-
tialization methods described in Section 4.4 deserve further investigation.
We also suggested to compare the CR Newton-Krylov method to the re-
lated method described in [227], which is based on the Recursive Projection
Method [181]. At least for our LBM model problem, we do not expect
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the Recursive Projection Method to outperform the CR Newton-Krylov
method. Another research direction is to optimize the current implementa-
tion of the CR functional iteration or CR Newton-Krylov method by using
an initial guess that is based on previous computations (e.g., when com-
puting macroscopic transients or in a continuation context). A related idea
applicable to the CR Newton-Krylov method is to “recycle” subspace infor-
mation from linear systems in previous Newton iterations or from previous
lifting steps [159]. Finally, when the CR Newton-Krylov method is applied
to a stochastic microscopic simulator, it is certainly interesting to consider
inexact Krylov subspace methods [21, 185, 186, 212].

Time integration acceleration methods

In the context of the time integration acceleration methods, it would be
useful to study higher-order methods. In Chapter 8, it was shown that (the
variants of) the MSEM cannot be second-order accurate and overall [0,1]-
stable at the same time. Using a similar strategy as in [127], an N -th-order
accurate method can, however, be constructed by using the first-order ac-
curate MSEM or TM as an inner integrator within the projective counter-
part of an N -th-order accurate Runge-Kutta or Adams-Bashforth method.
A slight technicality in case of the MSEM arises from the fact that this
method is not self-starting, but this can be solved in various ways. Our first
tests with these higher-order methods show promising results.

Once the higher-order methods based on the MSEM or the TM have been
developed into state-of-the-art numerical codes (that for instance include
adaptive time step and order selection), it would certainly be worth to
compare them to more traditional methods such as implicit methods or
stabilized explicit (Chebyshev) methods like RKC [188] or ROCK [3, 1]. A
detailed study of the accuracy and the absolute and internal stability would
be of direct interest.

It is interesting to note that, compared to the first-order accurate Cheby-
shev methods (which have the longest possible real stability boundary of all
explicit consistent Runge-Kutta methods [102]), we do not expect the TM
with a conventional explicit one-step method as the inner integrator to per-
form better on “simple” (e.g., linear) model problems. In fact, Figure 6.5
shows that the real stability boundary of the TM is indeed suboptimal.
Therefore, it may be worth to explore a slightly modified version of the
TM, of which the real stability boundary is also optimal. For the case k = 3
depicted in Figure 6.1, for example, this modified version of the TM uses
m = 6 and a linear extrapolation through the points y∗n+1,1 and y∗n+1,3. As
in the case of the TM with k = m = 2, it then also holds that ∆Tl = W 2

l ∆t.
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Acceleration of LBMs

Another interesting topic of future research is the application of the ac-
celeration methods (the PM, TM and MSEM) to more general LBMs. A
first obvious extension is to apply these methods to LBMs for two- and
three-dimensional reaction-diffusion systems. As the acceleration meth-
ods only use the output of the LBM, the approach presented in Chapter 9
can be applied in unaltered form, and we expect to obtain similar results
as in the one-dimensional case. It will be more challenging, however, to
apply the acceleration methods to LBMs for other applications, such as
convection-diffusion problems or (multiphase/multicomponent) fluid flow
problems. Two conditions are crucial. First, the LBM time step should be
small compared to the dominant slow time scales in the dynamics of the
system. Second, the eigenvalues of the LBM should lie in such a manner
that they can easily be included into the stability regions of the acceleration
methods. Furthermore, there might be additional issues. The slaving rela-
tions may for instance no longer be linear in the macroscopic variables and
their derivatives. In that case, each extrapolation step will kick the LBM
state off the slow manifold, triggering fast modes in the solution. Note that
for our reaction-diffusion example, this scenario did not occur. This is due
to the fact that the same linear-in-yn polynomial extrapolation rule was
used for the whole state vector yn, and the fact that the slaving relations
(3.7) are linear in ρs and its derivatives. These properties guarantee that if
the points used in the extrapolation rules lie on the slow manifold (that is,
if (3.7) is satisfied for those points), the extrapolated point will also lie on
the slow manifold.

Towards stochastic systems

In this thesis, we mainly considered deterministic model problems. This
allowed us to thoroughly analyze the numerical properties of certain key
algorithms within the equation-free framework. Although a deterministic
analysis is an essential and instructive first step, we believe that there is an
urgent need to analyze the equation-free methods in the context of stochas-
tic systems. Some first steps in this direction are given in [82, 51] and in
Chapter 10. An important algorithmic issue will be how to deal with the
stochastic noise in an efficient manner. In this context, the advanced vari-
ance reduction techniques presented in [151, 217, 20, 106, 141] may be of
direct interest. An enhanced understanding of the influence of stochastic
noise would certainly contribute to the interpretation of the numerical re-
sults reported in a multitude of papers (see for example [83, 101, 35, 57, 178,
163, 136]), and it would also provide a solid starting point for the further
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development of the equation-free methodology and its application to more
challenging multiscale problems.
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Appendix A

Polynomial interpolation

In this appendix, we briefly summarize some general theory on polynomial
interpolation, and apply it in the context of the CR functional iteration and
in the context of time integration acceleration methods.

A.1 General theory

Given a set of p + 1 data points (t0, y0), (t1, y1), . . . , (tp, yp), where no two
t-values are the same, the interpolation polynomial L(t) of degree p is the
linear combination

L(t) :=

p∑

i=0

yili(t)

of (Lagrange) basis polynomials

li(t) =

p∏

j=0
j 6=i

(
t− tj
ti − tj

)

=

(
t− t0
ti − t0

)
. . .

(
t− ti−1

ti − ti−1

)(
t− ti+1

ti − ti+1

)
. . .

(
t− tp
ti − tp

)
.

It is indeed easily verified that L(t) is a polynomial of degree (at most) p,
with L(ti) = yi.

If the p + 1 data points are equidistantly spaced in t, it follows that
ti = t0 + ih, with h = t1 − t0 the distance between two successive data
points. Via the transformation

t =
t− t0
h

,
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the basis polynomials become

li(t) =

p∏

j=0
j 6=i

(
t− j

i− j

)
=
t(t− 1) . . . (t− i+ 1)(t− i− 1) . . . (t− p)

i(i− 1) . . . (1)(−1) . . . (i− p)
.

The above results can now directly be applied (component-wise) in the
context of the CR functional iteration or in the context of the time integra-
tion acceleration methods.

A.2 Application: the CR functional iteration

In the context of the CR functional iteration, the polynomial of degree m
that is used for the backward extrapolation is

LCR(t) =

m∑

i=0

yi+1li(t),

with yi+1 the value of the remaining microscopic variable y after i+1 steps
with the microscopic simulator, starting from y = y0. The new value of y
(ynew) obtained after the backward extrapolation is then

ynew = LCR(−1) =

m+1∑

i=1

c(m, i)yi,

with

c(m, i) = li−1(−1) =

m∏

j=0
j 6=i−1

( −1 − j

i− 1 − j

)
= (−1)m

m+1∏

j=1
j 6=i

(
j

i− j

)
.

The coefficients c(m, i) can further be rewritten as

c(m, i) = (−1)m (1)(2) . . . (i− 1)(i+ 1) . . . (m+ 1)

(i− 1)(i− 2) . . . (1)(−1) . . . (i−m− 1)

= (−1)m (m+ 1)!

i

1

(i− 1)!

(−1)m+1−i

(m+ 1 − i)!

= (−1)1+i (m+ 1)!

i!(m+ 1 − i)!
.

The equivalence of the backward extrapolation interpretation of the CR
functional iteration (used above) and the (m+1)-st-order forward difference
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condition (used in Section 2.3.3.3) then immediately follows from the fact
that

δy = (−1)m∆m+1y = (−1)m
m+1∑

i=0

(
m+ 1

i

)
(−1)m+1−iyi

=

m+1∑

i=0

(m+ 1)!

i!(m+ 1 − i)!
(−1)1+iyi = −y0 +

m+1∑

i=1

(−1)1+i (m+ 1)!

i!(m+ 1 − i)!
yi.

A.3 Application: time integration accelera-
tion methods

In the context of the PM, the polynomial of degree N that is used for the
forward extrapolation is

LPM(t) =

N∑

i=0

yili(t),

with yi the value of the state y after k−N+i steps with the inner integrator,
starting from y = y0. The new value of y (ynew) obtained after the forward
extrapolation is then

ynew = LPM(N +m) =

N∑

i=0

d(N, i)yi,

with

d(N, i) = li(N +m) =

N∏

j=0
j 6=i

(
N +m− j

i− j

)
=

(N +m)(N +m− 1) . . . (N +m− i+ 1)(N +m− i− 1) . . . (m)

i(i− 1) . . . (1)(−1) . . . (i−N)
.

Setting s = N − i, one step of the PM can then be written compactly as

ynew =
N∑

s=0

ls · Φk−s
∆t (y0), ls =

m(m+ 1) · · · (m+N)

s!(N − s)!(−1)s(m+ s)
.

The coefficients ls for the MSEM (given in equation (6.7)) then directly
follow by replacing m by µ in the coefficients ls of the PM.
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Appendix B

Analytical coarse graining
of a LBM

In this appendix, we show that the long-term macroscopic behavior of the
reaction-diffusion LBM

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω (fi(xj , tk) − feq
i (xj , tk))

+
∆t

3
F (ρ(xj , tk)),

(B.1)

with i ∈ {−1, 0, 1}, can accurately be described by a reaction-diffusion PDE
of the form

∂ρ(x, t)

∂t
= D

∂2ρ(x, t)

∂x2
+ F (ρ(x, t)). (B.2)

As a by-product, we will obtain explicit expressions for the slaving rela-
tions, which relate the higher-order moments φ and ξ to the macroscopic
variable ρ.

B.1 Derivation up to O(∆x
2)

As in Section 2.2.2, we consider a regular asymptotic expansion (a Chap-
man-Enskog multiscale expansion) of the form

fi = f
[0]
i + f

[1]
i ∆x+ f

[2]
i ∆x2 + f

[3]
i ∆x3 + . . . , (B.3)
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with f
[.]
i being smooth functions. Through a Taylor series expansion, we

can rewrite the left-hand side of equation (B.1) as

fi(xj + i∆x, tk + ∆t) = fi(x, t) +
∂fi

∂x
i∆x+

∂2fi

∂x2

i2∆x2

2

+
∂fi

∂t
∆t+

∂2fi

∂t2
∆t2

2
+
∂2fi

∂x∂t
i∆x∆t+ . . .

(B.4)

If we now insert this and the asymptotic expansion (B.3) into equation
(B.1), and assume diffusive scaling (∆t = O(∆x2)—see for instance [110],
Section 3), we obtain, up to O(∆x2),

∂f
[0]
i

∂x
i∆x+

∂f
[1]
i

∂x
i∆x2 +

∂2f
[0]
i

∂x2

i2∆x2

2
+
∂f

[0]
i

∂t
∆t =

− ω(f
[0]
i + f

[1]
i ∆x+ f

[2]
i ∆x2 − feq

i ) +
∆t

3
F (ρ).

(B.5)

Equation (B.5) should hold for each order of ∆x separately. Equating the
zeroth-order terms leads to

−ω(f
[0]
i − feq

i ) = 0 ⇔ f
[0]
i = feq

i = ρ/3. (B.6)

Equating the first-order terms gives

∂f
[0]
i

∂x
i∆x = −ωf [1]

i ∆x ⇔ f
[1]
i = − i

3ω

∂ρ

∂x
. (B.7)

Finally, equating also the second-order terms yields

∂f
[1]
i

∂x
i∆x2 +

∂2f
[0]
i

∂x2

i2∆x2

2
+
∂f

[0]
i

∂t
∆t = −ωf [2]

i ∆x2 +
∆t

3
F (ρ). (B.8)

If we substitute (B.6) and (B.7) into (B.8), we obtain

(
− i2

3ω
+
i2

6

)
∆x2 ∂

2ρ(x, t)

∂x2
+

∆t

3

(
∂ρ(x, t)

∂t
− F (ρ)

)
= −ωf [2]

i ∆x2,

from which we find that

f
[2]
i =

(
i2

3ω2
− i2

6ω

)
∂2ρ(x, t)

∂x2
− ∆t

3ω∆x2

(
∂ρ(x, t)

∂t
− F (ρ)

)
. (B.9)

If we sum f
[2]
i over all velocities and take into account that

∑
i f

[2]
i = 0, we

obtain

∂ρ(x, t)

∂t
=

2 − ω

3ω

∆x2

∆t

∂2ρ(x, t)

∂x2
+ F (ρ). (B.10)
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This shows that the long-term macroscopic behavior of the LBM (B.1) is
accurately described by the reaction-diffusion PDE (B.10). If we compare
to (B.2), it follows that

D =
2 − ω

3ω

∆x2

∆t
⇔ ω =

2

1 + 3D∆t/∆x2 .

Hence, the macroscopic diffusion coefficient depends on both the relaxation
coefficient ω and the spatio-temporal mesh parameters. Using (B.10), we
can rewrite (B.9) as

f
[2]
i =

∆t

6ω∆x2
(3i2−2)

(
∂ρ(x, t)

∂t
− F (ρ)

)
=

2 − ω

18ω2
(3i2−2)

∂2ρ(x, t)

∂x2
. (B.11)

Note that the influence of the reaction force term can fully be incorporated
in the spatial derivatives.

Equations (B.6), (B.7) and (B.11) express the distribution functions in
terms of ρ and its derivatives. Using the definitions of the higher-order
velocity moments

φ =

1∑

i=−1

ifi and ξ =
1

2

1∑

i=−1

i2fi,

the slaving relations can be rewritten as

φ(x, t) =

∞∑

p=0

φp(x, t)∆x
p = − 2

3ω

∂ρ(x, t)

∂x
∆x + O(∆x3), (B.12)

ξ(x, t) =

∞∑

p=0

ξp(x, t)∆x
p =

1

3
ρ(x, t)+

2 − ω

18ω2

∂2ρ(x, t)

∂x2
∆x2+O(∆x4). (B.13)

B.2 Derivation up to O(∆x
5)

By taking higher-order terms in the regular asymptotic expansion (B.3)
and the Taylor series (B.4) into account, higher-order contributions to the
macroscopic equation and the slaving relations can be obtained. To find the
O(∆x3) contribution, we for instance have to add the terms

∂f
[2]
i

∂x
i∆x3,

∂2f
[1]
i

∂x2

i2∆x3

2
,

∂3f
[0]
i

∂x3

i3∆x3

6
,

∂f
[1]
i

∂t
∆x∆t,

∂2f
[0]
i

∂x∂t
i∆x∆t

to the left-hand side of (B.5) (these terms come from the Taylor expansion

(B.4)) and the term −ωf [3]
i ∆x3 to the right-hand side of (B.5) (this term
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comes from the regular asymptotic expansion (B.3)). Equating the O(∆x3)
terms and using (B.6), (B.7) and (B.11), we obtain (after some calculations)

f
[3]
i = i

−i2ω2 + (6i2 − 2)ω − 6i2 + 4

18ω3

∂3ρ(x, t)

∂x3
+

∆t

∆x2

i(1 − ω)

3ω2

∂2ρ(x, t)

∂x∂t
.

(B.14)

As summing equation (B.14) over all velocities yields the trivial equality
“0=0”, we may conclude that there is no contribution to the macroscopic
equation due to the O(∆x3) term in the asymptotic expansion (in the same
way that no contribution to the macroscopic equation was found from the
O(∆x) term in the asymptotic expansion). Using (B.10), the time derivative
in equation (B.14) can be eliminated. In terms of the velocity moments, the
O(∆x3) contribution to the slaving relations can then be written as

φ3(x, t) =
ω2 − 2ω + 2

9ω3

∂3ρ(x, t)

∂x3
+

2(ω − 1)(ω − 2)

9Dω3

∂F

∂x
(B.15)

and

ξ3(x, t) = 0. (B.16)

The reaction force term now gives rise to an additional term in φ3(x, t).
Similar calculations can also be performed for higher-order contribu-

tions. In the purely diffusive case (F = 0), we for instance obtain

φ4(x, t) = 0, ξ4(x, t) =
ω3 − 6ω2 + 12ω − 8

72ω4

∂4ρ(x, t)

∂x4
(B.17)

and

φ5(x, t) = −13ω4 − 50ω3 + 90ω2 − 80ω + 40

540ω5

∂5ρ(x, t)

∂x5
, ξ5(x, t) = 0.

(B.18)

If we now, still for the purely diffusive case, sum f
[4]
i over all velocities,

and take into account that
∑

i f
[4]
i = 0, we obtain the macroscopic PDE

∂ρ

∂t
= D

∂2ρ

∂x2
+ ∆x2

(ω − 2)

(
2ω
∂2ρ

∂t2
+ (2 − 3ω)D2 ∂

4ρ

∂x4

)

12Dω2
. (B.19)

By taking the O(∆x4) term in the asymptotic expansion into account, a
term of O(∆x2) is thus added to the PDE (B.10). As before, there is no
contribution to the macroscopic equation (B.19) due to the O(∆x5) term
in the asymptotic expansion.
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All formulae derived in this appendix were double-checked numerically
using a procedure similar to the one used to compute Figure 3.2. In these
numerical experiments, we approximated the spatial derivatives with suf-
ficiently accurate finite differences to ensure that the spatial discretization
error was negligible compared to the error due to the truncation of the slav-
ing relations (note that this is also very similar to what was done in Section
3.3.1).
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Appendix C

Accuracy of the
CR(m)-lifting scheme
when applied to a LBM

In Section 3.3.1.2, we determined the accuracy of the CR(0)-lifting scheme
when applied to a LBM for one-dimensional diffusion. Specifically, we de-
rived formulae for the error of the fixed point of the CR(0)-lifting scheme by
first deriving expressions for φK

j and ξK
j (the values of φ and ξ at position

xj after K iterations of the scheme) and then taking the limit as K → ∞.
In principle, it should also be possible to use this approach to derive error
formulae for the fixed point of the CR(m)-lifting scheme when m > 0. Un-
fortunately, this turns out to be very difficult, as all the coefficients in the
expressions for φK

j and ξK
j then explicitly depend on K. Therefore, we now

provide an alternative type of derivation, which can also easily be applied
when m > 0.

C.1 The case m = 0

At the fixed point of the CR(0)-lifting scheme, it holds that

φj =
ω

3
(ρj−1 − ρj+1)+

(1 − ω)

2
(φj−1 + φj+1)+(1−ω) (ξj−1 − ξj+1) (C.1)

ξj =
ω

6
(ρj−1 + ρj+1)+

(1 − ω)

4
(φj−1 − φj+1)+

(1 − ω)

2
(ξj−1 + ξj+1) ,

(C.2)
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with φj and ξj again denoting the momentum and energy at position xj in
the interior of the domain. Inserting the expansions

φ = φ[0] + φ[1]∆x+ φ[2]∆x2 + φ[3]∆x3 + . . .

ξ = ξ[0] + ξ[1]∆x+ ξ[2]∆x2 + ξ[3]∆x3 + . . .

into (C.1) and (C.2), expanding these expressions as a Taylor series about
xj and collecting terms in ∆x yields

ωφ[0]+

(
ωφ[1] +

2ω

3

∂ρ

∂x
+ 2(1 − ω)

∂ξ[0]

∂x

)
∆x

+

(
ωφ[2] + 2(1 − ω)

∂ξ[1]

∂x
− 1

2
(1 − ω)

∂2φ[0]

∂x2

)
∆x2 + . . . = 0 ,

ωξ[0] − ω

3
ρ+

(
ωξ[1] +

1

2
(1 − ω)

∂φ[0]

∂x

)
∆x

+

(
ωξ[2] +

1

2
(1 − ω)

∂φ[1]

∂x
− 1

2
(1 − ω)

∂2ξ[0]

∂x2
− ω

6

∂2ρ

∂x2

)
∆x2 + . . . = 0 .

These equations should hold for each order of ∆x separately. Equating the
zeroth-order terms gives

φ[0] = 0, ξ[0] =
1

3
ρ. (C.3)

Equating the first-order terms leads to

φ[1] = − 2

3ω

∂ρ

∂x
, ξ[1] = 0. (C.4)

Equating the second-order terms yields

φ[2] = 0, ξ[2] =
(2 − ω)

6ω2

∂2ρ

∂x2
.

Finally, equating the third-order terms gives

φ[3] = − (ω2 − 6ω + 6)

9ω3

∂3ρ

∂x3
, ξ[3] = 0.

The above results confirm the correctness of equations (3.17), (3.18) and
(3.19).
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C.2 The case m = 1

The derivation from Section C.1 can easily be repeated when m > 0. Let us
illustrate this for the case m = 1. Unlike the case m = 0, equations (C.1)
and (C.2) now also involve terms corresponding to the grid points xj−2 and
xj+2 (remember that two LBM time steps are now used within each step
of the CR functional iteration). After applying the procedure from Section
C.1, we obtain the expressions (C.3) and (C.4) from equating the zeroth-
and first-order terms. Equating the second-order terms results in

φ[2] = 0, ξ[2] =
(2 − ω)

18ω2

∂2ρ

∂x2
. (C.5)

Equating the third-order terms gives

φ[3] =
(ω2 − 2ω + 2)

9ω3

∂3ρ

∂x3
, ξ[3] = 0. (C.6)

Equating the fourth-order terms yields

φ[4] = 0, ξ[4] =
3ω3 − 26ω2 + 68ω − 56

216ω4

∂4ρ

∂x4
∆x4. (C.7)

Finally, equating the fifth-order terms leads to

φ[5] =
−13ω4 − 30ω3 + 350ω2 − 720ω + 440

540ω5

∂5ρ

∂x5
∆x5, ξ[5] = 0. (C.8)

By comparing equations (C.5)–(C.8) to equations (B.12)–(B.13) and
(B.15)–(B.18) (with F = 0), we obtain the error estimates (3.20)–(3.21).
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technique for the micro-macro simulations of polymeric fluids. Journal
of Non-Newtonian Fluid Mechanics, 122:91–106, 2004.

[107] B. Jourdain, C. Le Bris, T. Lelièvre, and F. Otto. Long-time asymp-
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Macroscopische simulatie van meerschalige
systemen binnen het vergelijkingsvrije
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Christophe Vandekerckhove
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Celestijnenlaan 200A, B-3001 Leuven, België

Samenvatting

Heel wat fysische, chemische of biologische processen kunnen nauwkeurig
worden gemodelleerd op een microscopisch niveau, terwijl we in de prak-
tijk vaak gëınteresseerd zijn in de macroscopische eigenschappen van het
systeem. Om de kloof tussen de schaal van het beschikbare model en de
schaal van interesse te overbruggen, werd het vergelijkingsvrije raamwerk
ontwikkeld. De centrale component in dit raamwerk is de macroscopische
tijdstapper, die, op basis van korte, goed gëınitialiseerde microscopische si-
mulaties, de evolutie van een set macroscopische variabelen berekent. In
dit proefschrift bestuderen we de numerieke eigenschappen van een aantal
belangrijke algoritmes binnen het vergelijkingsvrije raamwerk.

Eerst analyseren we de nauwkeurigheid en stabiliteit van de macrosco-
pische tijdstapper, wanneer de microscopische simulator een rooster Boltz-
mann model is. Omdat de numerieke eigenschappen niet enkel afhangen
van de parameters van het rooster Boltzmann model maar ook van de spe-
cifieke kenmerken van de macroscopische tijdstapper, laat de analyse toe
om de verschillende deelaspecten van de constructie van de macroscopische
tijdstapper op systematische wijze te onderzoeken. Een belangrijke conclu-
sie is dat de gepaste initialisatie van de microscopische simulaties cruciaal
is om het correcte macroscopische gedrag te bekomen.

Daarna concentreren we ons op de klasse van constrained runs functio-
naaliteraties die werd ontwikkeld om de microscopische simulaties op ge-
paste wijze te initialiseren. In sommige gevallen convergeert de functionaal-
iteratie niet. We bepalen de voorwaarden voor convergentie en ontwikkelen
een Newton-Krylov variant van het constrained runs schema om het vaste
punt van de functionaaliteratie te berekenen.

Tot slot onderzoeken we in detail de nauwkeurigheid en stabiliteit van
een aantal tijdsintegratie-versnellingsmethodes. We tonen aan dat, onder
zekere voorwaarden, deze methodes kunnen worden gebruikt om een tijds-
integrator te versnellen, ongeacht de aard van het onderliggende model.
Als eerste toepassing gebruiken we de methodes om een rooster Boltzmann
model te versnellen. Daarna passen we de methodes toe om, in de verge-
lijkingsvrije context, de macroscopische tijdstapper voor het rooster Boltz-
mann model te versnellen.
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1 Inleiding

Heel wat fysische, chemische of biologische processen zijn meerschalig van
aard, in de zin dat ze een brede waaier aan tijd- en ruimteschalen bevatten.
Alle materie is bijvoorbeeld opgebouwd uit atomen of moleculen, terwijl
zelfs de kleinste zichtbare deeltjes heel wat grootte-ordes groter zijn. Op ge-
lijkaardige wijze is de tijdschaal waarop elementaire deeltjes trillen typisch
van de orde van femtoseconden, terwijl het vaak uren duurt vooraleer een
chemische reactie volledig is afgelopen. Voor de mens observeerbare fenome-
nen zijn met andere woorden vaak het onmiddellijke gevolg van processen op
veel kortere tijd- en kleinere ruimteschalen. De mechanische eigenschappen
van een metaal bijvoorbeeld, zoals de hardheid of sterkte, zijn het recht-
streekse resultaat van de microstructuur (roosterdefecten, onzuiverheden)
van het materiaal.

Niettegenstaande heel wat processen een brede waaier aan tijd- en ruim-
teschalen bevatten, kunnen veel van die processen nauwkeurig worden be-
schreven aan de hand van macroscopische modellen. Voorbeelden zijn de
warmtevergelijking die de temperatuursvariatie in een gegeven object in de
tijd beschrijft of de Navier-Stokes vergelijkingen die de stroming van flüıda
beschrijven. Macroscopische modellen negeren de feitelijke microscopische
structuur van het onderliggende proces, en bestaan typisch uit één of meer-
dere gewone of partiële differentiaalvergelijkingen. Slechts voor een beperk-
te klasse van deze differentiaalvergelijkingen kan een analytische oplossing
worden gevonden. Om die reden werden in de loop der jaren numerieke
methodes ontwikkeld om dergelijke vergelijkingen benaderend op te lossen
en te analyseren met behulp van een computer.

Ondanks het grote succes van macroscopische modellen in een groot
aantal wetenschappelijke disciplines hebben deze modellen ook hun beper-
kingen. Als we bijvoorbeeld specifieke microscopische aspecten van het pro-
bleem willen bestuderen, dan moeten we wel een meer microscopisch model
gebruiken. Ook wanneer de aannames die gemaakt werden om tot een ma-
croscopisch model te komen eigenlijk niet helemaal gegrond of zelfs incorrect
zijn, kan het nodig zijn om over te schakelen op microscopische modellen.
Typische voorbeelden van zo’n microscopische modellen zijn moleculaire
dynamica modellen [69], Monte Carlo methodes [79] en rooster Boltzmann
modellen [30].

De voornaamste beperking bij het gebruik van microscopische modellen
is dat ze, omwille van de korte tijd- en kleine ruimteschalen, slechts gebruikt
kunnen worden om simulaties uit te voeren over heel kleine gebieden en heel
korte tijdspannen. Om de kloof tussen de schaal van het beschikbare model
en de schaal van interesse te overbruggen moeten we dan (i) ofwel trach-
ten een nauwkeurig macroscopisch model af te leiden, eventueel uitgaande
van de microscopische beschrijving, (ii) ofwel numerieke meerschalige me-
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thodes gebruiken, die op basis van het beschikbare microscopische model
het macroscopische gedrag berekenen. In de loop der jaren werden voor
heel wat specifieke toepassingen efficiënte numerieke meerschalige methodes
ontwikkeld. Voorbeelden zijn de quasi-continuum methode [143], numerie-
ke homogenisatietechnieken [11] of adaptieve rooster- en algoritmeverfijning
[70]. Meer recent werd het meer algemene (maar daarom ook meer abstrac-
te) “vergelijkingsvrije” raamwerk ontwikkeld [118]. De doelstelling van de
methodes binnen dit raamwerk is om processen te simuleren en te ana-
lyseren waarvoor geen (nauwkeurig) macroscopisch model voorhanden is.
De centrale component in het vergelijkingsvrije raamwerk is de zogenaamde
macroscopische tijdstapper, die, op basis van korte, goed gëınitialiseerde mi-
croscopische simulaties, de evolutie van een set macroscopische variabelen
berekent. De macroscopische tijdstapper kan vervolgens worden ingepast in
tijdstapper-gebaseerde algoritmes om zo efficiënte macroscopische schema’s
(voor bijvoorbeeld tijdsintegratie of bifurcatieanalyse) te bekomen.

In dit proefschrift bestuderen we de numerieke eigenschappen van een
aantal belangrijke algoritmes binnen het vergelijkingsvrije raamwerk.

2 Het vergelijkingsvrije raamwerk

2.1 Inleiding

In dit hoofdstuk geven we een overzicht van de voornaamste componenten
van het vergelijkingsvrije raamwerk. Eerst focussen we op de macroscopi-
sche tijdstapper; daarna beschrijven we hoe de macroscopische tijdstapper
kan worden ingepast in tijdstapper-gebaseerde algoritmes om zo efficiënte
macroscopische schema’s te bekomen.

2.2 De macroscopische tijdstapper

Een belangrijk uitgangspunt in het vergelijkingsvrije raamwerk is dat, alhoe-
wel we niet over een macroscopisch model beschikken, zo’n model concep-
tueel toch bestaat. In dat geval kunnen we een macroscopische tijdstapper
opstellen die, uitgaande van de waarden van de macroscopische variabelen
op tijdstip tk, de waarden van de macroscopische variabelen op tijdstip tk+1

berekent op basis van korte, goed gëınitialiseerde microscopische simulaties.
Concreet wordt één stap van de macroscopische tijdstapper als volgt gere-
aliseerd (zie Figuur 2.31):

1. Lifting: een gepaste microscopische toestand wordt gereconstrueerd
overeenkomstig de macroscopische toestand op tijdstip tk.

1In deze samenvatting verwijzen we naar figuren en tabellen uit de Engelstalige tekst.
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2. Simulatie: een microscopische simulatie wordt uitgevoerd over tijd
∆T , startend van de microscopische toestand bekomen in de lifting-
stap.

3. Restrictie: de microscopische toestand op tijdstip tk+1 = tk + ∆T
wordt teruggetransformeerd naar een macroscopische toestand.

In bepaalde gevallen, bijvoorbeeld wanneer de microscopische simulator sto-
chastisch of chaotisch is, kan het noodzakelijk zijn om uit te middelen over
meerdere microscopische realisaties en/of over meerdere beginvoorwaarden
[118].

De liftingstap

De grootste uitdaging in de constructie van de macroscopische tijdstap-
per ligt typisch in het opstellen van de liftingoperator. Omdat we ervan
uitgaan dat een model in termen van de macroscopische variabelen concep-
tueel bestaat, moeten de resterende microscopische variabelen noodzakelij-
kerwijze functionalen worden van de macroscopische variabelen op een erg
korte tijdschaal. Die functionalen worden slaafrelaties genoemd, en ze de-
finiëren een trage meervoudigheid in de microscopische faseruimte waarop
de macroscopische dynamica plaatsvindt (zie Figuur 2.2). Idealiter vindt
de liftingprocedure een microscopische toestand die (i) consistent is met de
gegeven macroscopische toestand op tijdstip tk en (ii) op of dicht bij de
trage meervoudigheid ligt.

Wanneer de slaafrelaties gekend zijn, kunnen we deze gebruiken om de
microscopische simulator nauwkeurig te initialiseren in de liftingstap. In
de praktijk zijn de slaafrelaties echter meestal niet gekend. Een numerie-
ke procedure op basis van de klasse van constrained runs (simulatie met
beperkingen) functionaaliteraties kan dan worden gebruikt om de micro-
scopische simulator nauwkeurig te initialiseren. Het m-de schema in deze
klasse van schema’s berekent de waarden van de resterende microscopische
variabelen y horende bij macroscopische variabelen x0 zodat voldaan is aan
de “(m+ 1)-ste tijdsafgeleide voorwaarde”

(
dm+1y

dtm+1

)
(x0, y) = 0. (1)

De intüıtieve verklaring waarom deze voorwaarde een microscopische toe-
stand (x0, y) oplevert die dicht bij de trage meervoudigheid ligt, is dat aflei-
den naar de tijd de snelle modes meer versterkt dan de trage modes. Eisen
dat de tijdsafgeleide klein is, impliceert daarom ook dat het aandeel van de
snelle modes klein is. Hoe groter de waarde van m, hoe groter de versterking
van de snelle modes, en dus ook hoe dichter de microscopische toestand bij
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de trage meervoudigheid ligt. In [72, 227] werd rigoureus aangetoond dat,
onder bepaalde voorwaarden, de resulterende toestand (x0, y) eenm-de orde
benadering is van het gewenste punt op de trage meervoudigheid. Wanneer
we de analytische afgeleiden in vergelijking (1) benaderen door voorwaartse
differenties, kunnen we, onder bepaalde voorwaarden, het vaste punt van
(1) bepalen met behulp van de volgende functionaaliteratie:

0. Initialiseer y zo goed mogelijk, bijvoorbeeld aan de hand van probleem-
specifieke kennis. Start de iteratie 1–3.

1. Evolueer de microscopische simulator over het interval (m + 1)∆t,
startend van de toestand (x0, y). Zo bekomen we de waarden xk en
yk op tijdstippen t = k∆t (k = 1, . . . ,m+ 1).

2. Gebruik de waarden y en yk om δy = (−1)m∆m+1y te berekenen, met
∆m+1y de (m+ 1)-ste orde voorwaartse differentie van y op t = 0.

3. Als ||δy|| kleiner is dan een bepaalde tolerantie: beëindig de iteratie.
Anders: stel y = y + δy en ga naar 1.

Bovenstaand iteratief schema definieert wat we verder het constrained runs
lifting schema zullen noemen; een illustratie van het schema is te zien in
Figuur 2.4.

De simulatiestap

Na de liftingstap volgt de simulatiestap. In de praktijk is de keuze van het
tijdsinterval ∆T waarover gesimuleerd wordt vaak niet eenvoudig. Enerzijds
moet ∆T groot genoeg zijn om de snelle microscopische modes volledig te
doen uitdempen, maar anderzijds mag ze ook niet te groot zijn omdat de
efficiëntie van het bekomen macroscopische schema anders in het gedrang
komt.

De restrictiestap

Na de simulatiestap volgt de restrictiestap, waarbij de gedetailleerde micro-
scopische toestand op tijdstip tk+1 = tk + ∆T wordt teruggetransformeerd
naar een macroscopische toestand. In tegenstelling tot de liftingoperator is
de implementatie van de restrictieoperator vaak vrij eenvoudig; ze corres-
pondeert typisch met het uitmiddelen van de microscopische toestand.

2.3 Efficiënte macroscopische berekeningen

Tot nu toe hebben we beschreven hoe de macroscopische tijdstapper kan
worden opgesteld. Met de macroscopische tijdstapper alleen kan echter geen
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winst in rekentijd worden bekomen omdat de microscopische simulaties nog
steeds over het ganse tijdsinterval gebeuren. De macroscopische tijdstap-
per kan echter als bouwsteen worden gebruikt in een aantal tijdstapper-
gebaseerde algoritmes, om zo efficiënte macroscopische schema’s te beko-
men. Zo kan de macroscopische tijdstapper bijvoorbeeld worden gebruikt
als invoer voor een tijdstapper-gebaseerde bifurcatieanalyse. Het macrosco-
pische tijdsintegratieproces kan worden versneld door de scheiding van tijd-
en ruimteschalen uit te buiten. In een van de eenvoudigste tijdsintegratie-
versnellingsmethodes wordt dan bijvoorbeeld een grote macroscopische tijd-
stap gezet op basis van een macroscopische tijdsafgeleide die wordt geschat
via de macroscopische tijdstapper (zie Figuren 2.8 en 2.9).

3 Nauwkeurigheid en stabiliteit van de macroscopische
tijdstapper voor een rooster Boltzmann model

3.1 Inleiding

De centrale component in het vergelijkingsvrije raamwerk is de macroscopi-
sche tijdstapper, die, op basis van korte, goed gëınitialiseerde microscopische
simulaties, berekent hoe de macroscopische variabelen evolueren in de tijd.
In een aantal artikels werden verschillende aspecten van de vergelijkingsvrije
aanpak bestudeerd, gebruik makend van een rooster Boltzmann model als
de microscopische simulator [194, 77, 118, 202, 205]. In die artikels werden
voornamelijk conclusies getrokken op basis van numerieke experimenten.
In dit hoofdstuk bestuderen we op analytische wijze de eigenschappen van
de macroscopische tijdstapper wanneer een rooster Boltzmann model voor
diffusie wordt gebruikt als de microscopische simulator.

3.2 Het rooster Boltzmann model

Een rooster Boltzmann model [30] beschrijft de evolutie van discrete verde-
lingsfuncties fi(xj , tk), die afhangen van de ruimte xj , de tijd tk en de snel-
heid vi. Voor een ééndimensionaal diffusieprobleem beschouwen we slechts
drie waarden voor de snelheid, met name

vi = i
∆x

∆t
, i ∈ {−1, 0, 1}.

Hierbij stellen ∆t de tijdstap en ∆x de ruimtelijke roosterafstand voor.
Kiezen we als ruimtelijk domein het eenheidsinterval [0, 1], dan betekent dit
dat er in totaal N = 1/∆x roosterintervallen zijn. Op het inwendige van
het domein kan de rooster Boltzmann evolutiewet voor de verdelingsfuncties
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geschreven worden als

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω (fi(xj , tk) − feq
i (xj , tk)) ,

(2)

met i ∈ {−1, 0, 1}. De parameter ω wordt de relaxatiecoëfficiënt genoemd.
Om redenen die verder duidelijk zullen worden, ligt de waarde van ω steeds
in het interval (0, 2). Aan de randen van het ruimtelijk domein leggen we
de Dirichlet randvoorwaarden ρ(0, tk) = ρ(1, tk) = 0 op, met ρ(xj , tk) de
dichtheid zoals verder gedefinieerd in vergelijking (3). Deze randvoorwaar-
den worden gëımplementeerd door aan de verdelingsfuncties die het domein
binnenkomen in de roosterpunten x0 = 0 en xN = 1 de gepaste waarden
toe te kennen.

Diffusieve botsingen worden gemodelleerd door de Bhatnagar-Gross-
Krook (BGK) botsingsterm—de term −ω(fi(xj , tk)−feq

i (xj , tk)) in (2)—als
een relaxatie naar het lokaal diffusief evenwicht [57, 162]

feq
i (xj , tk) =

1

3
ρ(xj , tk).

De dichtheid ρ(xj , tk) is gedefinieerd als het “nulde” orde snelheidsmoment
van de verdelingsfunctie fi(xj , tk)

ρ(xj , tk) =

1∑

i=−1

fi(xj , tk) =

1∑

i=−1

feq
i (xj , tk), (3)

waarbij de tweede gelijkheid aangeeft dat de dichtheid lokaal wordt bewaard
door de BGK botsingen. Op gelijkaardige wijze zijn ook de impuls φ en de
energie ξ gedefinieerd als (een herschaling van) de eerste en de tweede orde
(kortweg: de hogere orde) snelheidsmomenten van fi(xj , tk)

φ(xj , tk) =

1∑

i=−1

ifi(xj , tk), ξ(xj , tk) =
1

2

1∑

i=−1

i2fi(xj , tk).

Omdat er een één-op-één relatie bestaat tussen de verdelingsfuncties f−1, f0
en f1, en de snelheidsmomenten ρ, φ en ξ, wordt de toestand van het rooster
Boltzmann model even goed beschreven door elk van deze sets variabelen.
In de rest van de tekst werken we verder met de momentenbeschrijving.
De toestand van het rooster Boltzmann model komt dan overeen met de
(3N + 3)-dimensionale vector [ρTφTξT]T, waarbij ρ, φ en ξ de (N + 1)-
dimensionale vectoren voorstellen overeenkomstig de ruimtelijk gediscreti-
seerde snelheidsmomenten.

Aan de hand van een Chapman-Enskog ontwikkeling kan een macrosco-
pisch model worden afgeleid uit het rooster Boltzmann model [30]. Indien
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we de hogere orde bijdragen verwaarlozen, bekomen we de diffusievergelij-
king

∂ρ(x, t)

∂t
= D

∂2ρ(x, t)

∂x2
=

(
2 − ω

3ω

∆x2

∆t

)
∂2ρ(x, t)

∂x2

met Dirichlet randvoorwaarden ρ(0, t) = ρ(1, t) = 0 en D de macroscopische
diffusiecoëfficiënt.

Het feit dat het macroscopische gedrag kan worden beschreven in ter-
men van enkel de dichtheid ρ impliceert dat, tijdens een rooster Boltzmann
simulatie, de hogere orde momenten φ en ξ snel functionalen worden van
de dichtheid ρ. Deze functionalen (de slaafrelaties) vinden we als bijpro-
duct van de Chapman-Enskog ontwikkeling. Laten we de indices j en k
achterwege, dan bekomen we

fi(x, t) =
1

3
ρ(x, t) − i

3ω

∂ρ(x, t)

∂x
∆x− (3i2 − 2)

ω − 2

18ω2

∂2ρ(x, t)

∂x2
∆x2

+ i
ω2 − 2ω + 2

18ω3

∂3ρ(x, t)

∂x3
∆x3 + O(∆x4)

in termen van de verdelingsfuncties, of

φ(x, t) =

∞∑

p=0

φp(x, t)∆x
p

= − 2

3ω

∂ρ(x, t)

∂x
∆x+

ω2 − 2ω + 2

9ω3

∂3ρ(x, t)

∂x3
∆x3 + O(∆x5)

(4)

ξ(x, t) =

∞∑

p=0

ξp(x, t)∆x
p

=
1

3
ρ(x, t) − ω − 2

18ω2

∂2ρ(x, t)

∂x2
∆x2 + O(∆x4)

(5)

in termen van de snelheidsmomenten.
De snelle evolutie naar de trage meervoudigheid en de correctheid van

de slaafrelaties worden gëıllustreerd in Figuren 3.1 en 3.2.

3.3 De macroscopische tijdstapper voor het rooster Boltzmann
model

In deze sectie beschrijven we verschillende varianten van de macroscopische
tijdstapper voor het rooster Boltzmann model. Uit de vorige sectie weten
we dat het macroscopische gedrag kan worden beschreven in termen van
de dichtheid ρ; de macroscopische tijdstapper zal dan ook een benaderende
tijdsintegrator voor de dichtheid zijn.
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In de liftingstap moeten we de impuls φ en de energie ξ vinden die
horen bij een bepaalde dichtheid ρ0 zodat de rooster Boltzmann toestand
(ρ0, φ, ξ) dicht bij de trage meervoudigheid ligt. Hiertoe kunnen we ofwel
de slaafrelaties gebruiken, ofwel de constrained runs functionaaliteratie. Als
we de slaafrelaties gebruiken, dan moeten de ruimtelijke afgeleiden in de—
tot op O(∆xp) afgebroken—slaafrelaties (4)–(5) op gepaste wijze worden
benaderd, bijvoorbeeld met behulp van eindige differenties. Als we de cons-
trained runs functionaaliteratie gebruiken, dan passen we het algoritme toe
zoals beschreven in Sectie 2.2, waarbij x0 = ρ0 en y = (φ, ξ). In [205, 211]
werd aangetoond dat, voor m = 0, de functionaaliteratie onvoorwaarde-
lijk convergeert naar een toestand die tot orde O(∆x) overeenkomt met
de theoretische slaafrelaties (4)–(5), en dat de convergentiesnelheid van de
functionaaliteratie gelijk is aan |1−ω|. Voor m = 1 convergeert de functio-
naaliteratie slechts voor waarden van ω binnen het interval (0.690, 1.291),
maar in dat geval convergeert de functionaaliteratie wel naar een toestand
die tot orde O(∆x3) overeenkomt met de theoretische slaafrelaties (4)–(5).

In de simulatiestap integreren we over een tijdsinterval M∆t, met ∆t de
rooster Boltzmann tijdstap en M het aantal rooster Boltzmann stappen in
elke simulatiestap.

In de restrictiestap extraheren we tenslotte de dichtheid uit de rooster
Boltzmann toestand die bekomen werd na de simulatiestap.

3.4 Nauwkeurigheid en stabiliteit van de macroscopische tijd-
stapper

De nauwkeurigheid en stabiliteit van de macroscopische tijdstapper voor het
rooster Boltzmann model kunnen analytisch worden bepaald. De werkwijze
is als volgt. Eerst construeren we de Jacobiaanmatrices van de mogelijke
varianten van de liftingstap, alsook die van de simulatie- en de restrictie-
stap. De Jacobiaanmatrix van de macroscopische tijdstapper is dan het
product van de Jacobiaanmatrices van de deelstappen; de elementen in de-
ze matrix leiden rechtstreeks tot uitspraken betreffende de nauwkeurigheid
en stabiliteit van de macroscopische tijdstapper.

De resultaten van de analyse worden samengevat in Tabellen 3.4 tot 3.7.
We zien dat een onnauwkeurige lifting, zoals die gebaseerd op de slaafrela-
ties met p = 0 of op een beperkt aantal stappen van de constrained runs
functionaaliteratie, leidt tot een onnauwkeurige macroscopische tijdstapper
waarvan de berekende trajecten overeenkomen met die van de diffusiever-
gelijking met een foutieve diffusiecoëfficiënt. Door de onnauwkeurige lifting
krijgen we met andere woorden een vertekend beeld van de snelheid van het
diffusieproces.

Een nauwkeurige lifting, zoals die gebaseerd op de slaafrelaties met p ≥ 1
of op een voldoende groot aantal stappen van de constrained runs functio-
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naaliteratie, leidt tot een nauwkeurige macroscopische tijdstapper. Meer
bepaald kan worden aangetoond dat de nauwkeurigheid van de macroscopi-
sche tijdstapper vergelijkbaar is met de nauwkeurigheid van een standaard
expliciet eindig differentieschema voor de “ongekende” macroscopische diffu-
sievergelijking (we bekomen eerste orde nauwkeurigheid in de tijd en twee-
de orde nauwkeurigheid in de ruimte). Voorts volgt uit de analyse dat,
zelfs wanneer de liftingoperator nauwkeurig en stabiel is, de macroscopische
tijdstapper toch onstabiel kan zijn. Het vergroten van het aantal rooster
Boltzmann stappen M∆t in de simulatiestap kan de nauwkeurigheid en de
stabiliteit van de macroscopische tijdstapper dan ten goede komen, maar
vaak moet de waarde van M dan zó groot zijn dat de efficiëntie in het
gedrang komt.

De conclusies betreffende de nauwkeurigheid van de macroscopische tijd-
stapper worden gëıllustreerd in Figuur 3.3 aan de hand van een macro-
scopische bifurcatieanalyse van een rooster Boltzmann model voor een één-
dimensionaal reactie-diffusie probleem.

4 Convergentie van de constrained runs functionaal-
iteratie

4.1 Inleiding

In Hoofdstuk 3 vermeldden we reeds dat, voor bepaalde waarden van de
relaxatiecoëfficiënt ω, de constrained runs functionaaliteratie niet conver-
geert. Om meer inzicht te bekomen in de numerieke eigenschappen van de
constrained runs functionaaliteratie bestuderen we nu in detail de nauw-
keurigheid en stabiliteit van het schema voor een specifiek modelprobleem.
Bij dit modelprobleem laten we toe dat de macroscopische variabele sterk
kan wijzigen na een initialisatie ver weg van de trage meervoudigheid (zie
Figuur 4.1). Voor de gevallen waarbij de functionaaliteratie traag conver-
geert of onstabiel is, stellen we een alternatieve aanpak voor, waarbij de
functionaaliteratie wordt vervangen door de methode van Newton of die
van Broyden.

4.2 Het modelprobleem

Als modelprobleem kiezen we het tweedimensionale stijve stelsel lineaire
differentiaalvergelijkingen

[
u

v

]′
= A

[
u

v

]
=

[
cos(α) cos(β)

sin(α) sin(β)

] [
λ1 0

0 λ2

][
cos(α) cos(β)

sin(α) sin(β)

]−1 [
u

v

]
.

(6)
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Als macroscopische variabele kiezen we u; v is dan de resterende microsco-
pische variabele. We veronderstellen verder dat de eigenwaarden λ1 en λ2

beide reëel zijn, en dat ze (relatief) sterk gescheiden zijn (|λ1/λ2| ≈ 0). De
hoeken α en β geven de oriëntatie van respectievelijk de trage meervoudig-
heid en de snelle transiënten weer. Hieruit volgt dat het punt op de trage
meervoudigheid horende bij u = u0 gelijk is aan (u0, v), met v = tan(α)u0.

Een exacte of benaderende tijdsintegrator voor (6) kan vaak geschreven
worden als

[
u

v

]

n+1

= L

[
u

v

]

n

,

met

L =

[
cos(α) cos(β)

sin(α) sin(β)

][
ρ1 0

0 ρ2

][
cos(α) cos(β)

sin(α) sin(β)

]−1

=

[
cos(α) sin(β)ρ1 − sin(α) cos(β)ρ2 − cos(α) cos(β)(ρ1 − ρ2)

sin(α) sin(β)(ρ1 − ρ2) − sin(α) cos(β)ρ1 + cos(α) sin(β)ρ2

]

cos(α) sin(β) − cos(β) sin(α)
.

Voor een exacte tijdsintegrator geldt bijvoorbeeld dat ρi = exp(λi∆t);
voor heel wat numerieke tijdsintegratieschema’s is ρi een benadering van
exp(λi∆t).

4.3 Nauwkeurigheid en stabiliteit van de constrained runs func-
tionaaliteratie voor het modelprobleem

Voor het modelprobleem beschreven in de vorige sectie vinden we na enig
rekenwerk dat de fout op ṽ, het vaste punt van de constrained runs functio-
naaliteratie, gelijk is aan

e = tan(α)u0 − ṽ =

(1 − ρ1)
m+1(sin(α) cos(β) − cos(α) sin(β))

(1 − ρ1)m+1 sin(α) cos(β) − (1 − ρ2)m+1 cos(α) sin(β)
tan(α)u0.

Als ρ1 ≈ 1 (als de microscopische tijdstap erg klein is in vergelijking met de
trage macroscopische tijdschaal) dan vinden we dat

e ≈
(

1 − ρ1

1 − ρ2

)m+1(
1 − sin(α) cos(β)

cos(α) sin(β)

)
tan(α)u0.

Deze vergelijking toont aan dat het vaste punt van de constrained runs
functionaaliteratie inderdaad nauwkeuriger wordt als m stijgt, en dat we
lineaire convergentie in m mogen verwachten.
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Er kan ook worden aangetoond dat de constrained runs functionaal-
iteratie toegepast op het modelprobleem beschreven in Sectie 4.2 stabiel is
als en slechts als

Cv =
sin(α) cos(β)(1 − (1 − ρ1)

m+1) − cos(α) sin(β)(1 − (1 − ρ2)
m+1)

sin(α) cos(β) − sin(β) cos(α)

in het interval (−1, 1) ligt. Figuur 4.2 illustreert dat, afhankelijk van de
hoeken α en β, d.w.z afhankelijk van de oriëntatie van de trage meervoudig-
heid en de snelle transiënten, de functionaaliteratie stabiel of onstabiel kan
zijn. Het fase-portret van twee stappen van een typische functionaaliteratie
overeenkomstig elk van de kruisjes in Figuur 4.2 is te zien in Figuur 4.3. Bij
de eerste en de vierde schets is de functionaaliteratie stabiel, in de andere
gevallen is ze onstabiel.

4.4 Alternatieve berekening van het vaste punt van de con-
strained runs functionaaliteratie

Wanneer de constrained runs functionaaliteratie onstabiel is, kan de metho-
de niet worden gebruikt om een toestand dicht bij de trage meervoudigheid
te vinden. Door gebruik te maken van alternatieve numerieke technieken
kunnen we het vaste punt van de functionaaliteratie echter vaak wel bere-
kenen.

Voor een tweedimensionaal probleem met u de macroscopische variabele
en v resterende microscopische variabele kan één stap van de functionaal-
iteratie symbolisch worden geschreven als

vk+1 = C(u0; vk). (7)

Hierbij is C een (in het algemene geval niet-lineaire) afbeelding van R2 naar
R, u0 de gegeven waarde van de macroscopische variabele en vk de k-de
benadering van de onbekende v. Het vaste punt van (7) kan rechtstreeks
worden berekend door toepassing van de methode van Newton op de verge-
lijking

g(u0; v) := v − C(u0; v) = 0.

Bemerk dat dit neerkomt op het vinden van het vaste punt van de gedis-
cretiseerde versie van (1). Voor een tweedimensionaal probleem wordt de
methode van Newton

vn+1 = vn −
(
∂g

∂v
(u0; vn)

)−1

g(u0; vn).

De afgeleide ∂g/∂y(u0; vn) moet dan numeriek worden benaderd, bijvoor-
beeld met behulp van de eindige differentieformule

∂g

∂v
(u0; vn) ≈ g(u0; vn + ε) − g(u0; vn)

ε
,
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waarbij ε een goed gekozen klein getal is (vaak kiest men voor ε de vierkants-
wortel van de machineprecisie). Merk op dat er per Newton iteratiestap
slechts twee evaluaties van g (en dus van C) vereist zijn.

Naast de methode van Newton kunnen ook andere methodes, zoals de
methode van Broyden, worden aangewend. De numerieke resultaten in Ta-
bellen 4.1–4.3 illustreren voor een specifiek modelprobleem dat de metho-
des van Newton of Broyden tot een nauwkeurige oplossing leiden, ook in
de gevallen waarvoor de functionaaliteratie onstabiel is. Bovendien ligt de
rekenkost van die methodes een stuk lager dan de rekenkost van de functio-
naaliteratie.

5 Newton-Krylov implementatie van het constrained
runs schema

5.1 Inleiding

In de vorige hoofdstukken werd duidelijk dat de constrained runs functio-
naaliteratie in bepaalde gevallen traag of zelfs helemaal niet convergeert.
We stelden ook vast dat deze convergentieproblemen kunnen worden opge-
lost door de functionaaliteratie te vervangen door bijvoorbeeld de methode
van Newton. In dit hoofdstuk ontwikkelen we een efficiënte Newton-Krylov
implementatie van het constrained runs schema. Ter illustratie passen we
deze methode toe op een rooster Boltzmann model voor een reactie-diffusie
systeem.

5.2 Het rooster Boltzmann model

Het rooster Boltzmann model dat we in dit hoofdstuk beschouwen is in
wezen het model uit Sectie 3.2 waar een niet-lineaire reactieterm aan werd
toegevoegd. Zoals eerder worden de verdelingsfuncties fi gediscretiseerd
in de ruimte met roosterafstand ∆x = 1/N (N roosterintervallen op het
interval [0, 1]) en in de tijd met tijdstap ∆t. Voor de snelheden beschouwen
we opnieuw slechts drie waarden (vi = i∆x/∆t, met i ∈ {−1, 0, 1}). In het
inwendige van het domein wordt de rooster Boltzmann evolutiewet dan

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω (fi(xj , tk) − feq
i (xj , tk))

+
∆t

3
F (ρ(xj , tk)),

met i ∈ {−1, 0, 1}. Bemerk dat de reactieterm ∆tF (ρ(xj , tk))/3 enkel af-
hangt van de dichtheid ρ(xj , tk) [162, 38]. Verder kiezen we

F (ρ(xj , tk)) = λρ(xj , tk) (1 − ρ(xj , tk)) . (8)
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Reactietermen van deze vorm komen voor in onder andere de warmteleer [37]
of in de ecologie [97]. De parameter λ ≥ 0 bepaalt het relatieve belang van de
reacties ten opzichte van het diffusieproces. Aan de randen van het domein
leggen we opnieuw de Dirichlet randvoorwaarden ρ(0, tk) = ρ(1, tk) = 0 op.

Aan de hand van een Chapman-Enskog ontwikkeling kan een macro-
scopisch model worden afleiden uit het rooster Boltzmann model [30]. In-
dien we de hogere orde bijdragen verwaarlozen, bekomen we de reactie-
diffusievergelijking

∂ρ(x, t)

∂t
= D

∂2ρ(x, t)

∂x2
+ F (ρ) =

(
2 − ω

3ω

∆x2

∆t

)
∂2ρ(x, t)

∂x2
+ F (ρ)

met Dirichlet randvoorwaarden ρ(0, t) = ρ(1, t) = 0. Wanneer de reactie-
term F van de vorm (8) is, noemt men deze partiële differentiaalvergelijking
de Fishervergelijking [64].

Voor de eenvoud stellen we verder D = 1. De parameters ∆x (of N),
ω ∈ (0, 2) en λ zullen dan worden gevarieerd om verschillende aspecten van
de Newton-Krylov aanpak te illustreren.

5.3 Toepassing van de constrained runs functionaaliteratie

Eerst passen we de constrained runs functionaaliteratie toe op het rooster
Boltzmann probleem beschreven in Sectie 5.2, waarbij we voor de eenvoud
λ = 0 stellen.

In Tabel 5.1 zien we de intervallen (ωmin, ωmax) van ω waarvoor de func-
tionaaliteratie stabiel is. We zien dat voor m = 0 de iteratie stabiel is
voor alle fysisch relevante waarden van ω [205]. Naarmate m groter wordt,
worden de stabiliteitsintervallen van ω steeds kleiner, waardoor de functio-
naaliteratie in de praktijk al gauw onbruikbaar wordt.

Figuur 5.1 illustreert dat de nauwkeurigheid van het vaste punt van de
functionaaliteratie wel steeds dichter bij de trage meervoudigheid ligt naar-
mate m groter wordt. Zoals verwacht observeren we lineaire convergentie
in m. In dit voorbeeld kozen we ω = 0.75. Daardoor konden we het vaste
punt hier onmogelijk met de functionaaliteratie berekenen wanneer m > 1
(cf. Tabel 5.1). Voor waarden van m groter dan 1 gebruikten we dan ook
de Newton-Krylov methode zoals beschreven in de volgende sectie.

5.4 De klasse van constrained runs Newton-Krylov methodes

Zoals in Sectie 4.4 berekenen we rechtstreeks het vaste punt van de (stabiele
of onstabiele) functionaaliteratie

vk+1 = C(u0; vk).
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Hierbij is C nu de (hoogdimensionale) afbeelding van RNu+Nv naar RNv die
overeenkomt met één stap van de constrained runs functionaaliteratie. Met
de methode van Newton lossen we

g (u0; v) := v − C(u0; v) = 0

op met behulp van de iteratie

vk+1 = vk + δvk,

waarbij δvk de correctie is in de k-de Newton iteratiestap. Deze correctie
wordt gevonden als oplossing van het lineaire stelsel

A(u0; vk)·δvk =
∂g

∂v
(u0; vk)·δvk =

(
I − ∂C

∂v
(u0; vk)

)
·δvk = −g(u0; vk), (9)

met A = ∂g/∂v de linearisatie (de Jacobiaanmatrix) van g en ∂C/∂v de
linearisatie van C. De dimensie van deze matrices is nu Nv ×Nv.

In de praktijk is de linearisatie van C vaak niet beschikbaar. Het product
van een willekeurige vector v met de Jacobiaanmatrix A(u0; vk) kan echter
op numerieke wijze worden geschat via de eindige differentieformule

A(u0; vk)v =

(
I − ∂C

∂v
(u0; vk)

)
· v ≈ v − C(u0; vk + εv) − C(u0; vk)

ε
,

met ε een goed gekozen klein getal. De stelsels (9) kunnen dan efficiënt
worden opgelost met behulp van een Krylov deelruimte methode.

Als Krylovmethode gebruiken we in dit hoofdstuk GMRES . Als we
het lineaire stelsel voor de eenvoud herschrijven als Ax = b, dan berekent
GMRES een benadering xn voor de exacte oplossing x∗ = A−1b in de ruimte
x0 + Kn, waarbij Kn = span{r0, Ar0, . . . , An−1r0} de Krylov deelruimte
is gegenereerd door A en r0 = b − Ax0. Men kan aantonen dat in elke
stap ||rn||2 = ||b − Axn||2 wordt geminimaliseerd, waardoor we kunnen
stellen dat, binnen de klasse van Krylov deelruimtemethodes, GMRES in
zekere zin optimaal gebruik maakt van de dure matrix-vector producten.
Specifiek voor de lineaire stelsels die opduiken tijdens het toepassen van
de constrained runs Newton-Krylov methode met m = 0 op het rooster
Boltzmann model uit Sectie 5.2, kan bewezen worden dat het residu voldoet
aan

||rn||2 ≤ K|1 − ω|n, (10)

met K een constante die afhangt van A en r0. De convergentiesnelheid van
GMRES is met andere woorden minstens zo groot als die van de functio-
naaliteratie. Door gebruik te maken van een matrix-vrije preconditioner
(de matrix A is niet expliciet beschikbaar!) kan de convergentie vaak nog
verder worden versneld. In de thesis gebruiken we de grofrooster-correctie
preconditioner zoals voorgesteld in [157].
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5.5 Numerieke resultaten

Figuur 5.2 illustreert de convergentie van de Newtoniteratie, wanneer de
lineaire stelsels exact worden opgelost. In een beperkt aantal stappen be-
reikt het niet-lineaire residu het niveau van de machineprecisie. Opnieuw
observeren we dat de fout (ten opzichte van het exacte punt op de trage
meervoudigheid) daalt naarmate m stijgt.

Figuur 5.4 illustreert de convergentie van (niet gepreconditioneerde)
GMRES voor het geval waarbij we een erg onregelmatige startwaarde kiezen
(om zo de slechtst mogelijke convergentiesnelheid te bepalen). Voor m = 0
zien we dat de convergentiesnelheid gelijk is aan |1 − ω|, wat duidelijk in
overeenstemming is met (10). Wanneer we een gladde startwaarde kiezen,
zoals de nulvector, dan is de numeriek waargenomen convergentiesnelheid
typisch een stuk beter. Voor m = 1 observeren we dat GMRES erg traag
convergeert voor ω 6≈ 1. Figuur 5.6 illustreert dat de grofrooster-correctie
preconditioner het convergentiegedrag dan drastisch kan verbeteren. Ook
voor andere waarden van m, zoals m = 0, kan deze preconditioner het
rekenwerk verlichten (zie Figuren 5.4 en 5.5, en Tabel 5.2).

In Tabellen 5.3 en 5.4 worden de nauwkeurigheid en de rekenkost van
de functionaaliteratie en de Newton-Krylov methode samengevat, wanneer
deze methodes worden gebruikt voor de initialisatie van het rooster Boltz-
mann model tijdens het proces van macroscopische projectieve integratie
[118, 73]. Uit deze gedetailleerde experimenten leren we verschillende za-
ken. Vooreerst zien we dat voor zowel m = 0 als m = 1 de nauwkeurigheid
van de bekomen oplossing beter is naarmate ω groter is. De intüıtieve ver-
klaring hiervoor is dat, voor een vast ruimtelijk rooster, het vergroten van
de waarde van ω impliceert dat de rooster Boltzmann tijdstap ∆t kleiner
wordt, waardoor de eindige differentiebenadering van de (m+1)-ste tijdsaf-
geleide nauwkeuriger wordt (cf. vergelijking (1)). Ook zien we dat, wanneer
we een onregelmatige startwaarde gebruiken, de resultaten van de Newton-
Krylov methode erg vergelijkbaar zijn met die van de functionaaliteratie,
zoals te verwachten was op basis van (10). Kiezen we echter een gladde
startwaarde, zoals de nulvector, dan ligt de efficiëntie een stuk hoger, zeker
voor waarden van ω groter dan 1. De reden hiervoor is dat dan niet alle
eigenmodes in even sterke mate in het initiële residu aanwezig zijn. Voor
waarden van ω kleiner dan 1 helpt de grofrooster-correctie preconditioner
de rekenkost duidelijk te drukken.

Gedetailleerde verklaringen voor bovenstaande observaties staan be-
schreven in Sectie 5.5 van de thesis.
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6 Tijdsintegratie-versnellingsmethodes

6.1 Inleiding

In de vorige hoofdstukken hebben we ons voornamelijk geconcentreerd op
de numerieke eigenschappen van (deelaspecten van) de macroscopische tijd-
stapper. Vanaf nu zullen we ervan uitgaan dat we over een stabiele en
nauwkeurige macroscopische tijdstapper beschikken en dat we deze willen
gebruiken om het transiënte macroscopische gedrag van het onderliggen-
de systeem te berekenen. Zoals reeds werd aangehaald in Sectie 2.3 kan
de macroscopische tijdstapper als bouwsteen worden gebruikt in numerie-
ke algoritmes voor het berekenen van macroscopische transiënten. In deze
algoritmes wordt de scheiding van tijdschalen (tussen de microscopische en
de macroscopische variabelen maar eventueel ook in de ruimte van de ma-
croscopische variabelen zelf) uitgebuit. In dit hoofdstuk beschrijven we een
aantal van deze tijdsintegratie-versnellingsmethodes.

6.2 Overzicht van de tijdsintegratie-versnellingsmethodes

Stel dat een tijdsintegrator

yn+1 = Φ∆t(yn) (11)

gegeven is, waarbij Φ∆t een continue en afleidbare afbeelding voorstelt, yn

de toestand op tijdstip tn en yn+1 de toestand op tijdstip tn+1 = tn+∆t. De
tijdsintegrator (11) genereert een reeks toestanden {yi}∆t langs een traject
van een—niet noodzakelijk gekende—tijdscontinue evolutiewet. We ver-
onderstellen dat de tijdstap ∆t klein is in vergelijking met de dominante
trage tijdschalen aanwezig in de dynamica van het systeem. Het herhaal-
delijk toepassen van (11) is dan een erg inefficiënte manier om het traject
te bepalen, omdat het traject ook voldoende nauwkeurig kan worden be-
paald door de reeks toestanden {yj}∆T , waarbij de tijdstap tussen de op-
eenvolgende toestanden gelijk is aan ∆T � ∆t. De projectieve methode
(PM), de meerstaps-toestands-extrapolatie methode (zoals in de Engelsta-
lige tekst zullen we de afkorting MSEM gebruiken) en de teleprojectieve
methode (TM) zijn drie verschillende methodes die op efficiënte wijze zo’n
reeks {yj}∆T berekenen, gebaseerd op iteraties met de tijdsintegrator (11)
en een extrapolatiemethode.

Een schematisch overzicht van de PM, de MSEM en de TM is weerge-
geven in Figuur 6.3. Figuur (a) stelt de reeks {yi}∆t voor, zoals berekend
met de gegeven tijdsintegrator met tijdstap ∆t. Figuur (b) illustreert de
PM. In elke stap van de PM worden eerst k stappen gezet met de gegeven
tijdsintegrator (die we vanaf nu ook de inwendige integrator zullen noe-
men), waarna we op basis van een interpolerende veelterm van graad N ,
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gaande door de laatste N + 1 toestanden, extrapoleren over het interval
m∆t. De versnelling van de PM is S := (m + k)/k. Figuur (c) illustreert
de MSEM. In elke stap van de MSEM wordt eerst op basis van een interpo-
lerende veelterm van graad N , gaande door de laatste toestand van elk van
de N + 1 vorige groepjes van toestanden, geëxtrapoleerd over het interval
m∆t. Daarna wordt de MSEM stap vervolledigd door het volgende groepje
van k toestanden te berekenen met de inwendige integrator. Ook nu is de
versnelling S := (m+k)/k. Figuur (d) illustreert de TM. In elke stap van de
TM wordt de PM recursief toegepast. In het getekende voorbeeld worden
bijvoorbeeld eerst twee stappen gezet met de PM met k = m = 2. Elk
van deze twee stappen wordt dan beschouwd als één stap van een nieuwe
tijdsintegrator. De PM kan vervolgens opnieuw worden toegepast op de-
ze nieuwe tijdsintegrator, zodat we een nog veel grotere extrapolatiestap
kunnen zetten. Eventueel kan deze procedure nog verder recursief worden
herhaald. We stellen het aantal recursieniveaus voor door het symbool l.
Het geval l = 1 komt overeen met de “gewone” PM. De versnelling van de
TM met l recursieniveaus is Sl = Sl

1 = (m+ k)l/kl.

7 Stabiliteit van de versnellingsmethodes

7.1 Inleiding

Gewoonlijk wordt de stabiliteit van een numerieke methode voor het oplos-
sen van gewone differentiaalvergelijkingen bestudeerd door de methode toe
te passen op de testvergelijking

dy

dt
= λy, λ ∈ C. (12)

De exacte oplossing van deze vergelijking is y(t) = y(0) exp(λt); asymp-
totisch voor grote t gaat de oplossing naar nul als Re(λ) < 0. Als deze
eigenschap ook geldt voor de oplossing van de numerieke methode wanneer
deze wordt toegepast op de testvergelijking (12) (de benaderingen yi op
tijdstip i∆t gaan naar nul als i → ∞), dan zeggen we dat de numerieke
methode stabiel is.

Om de stabiliteit van de tijdsintegratie-versnellingsmethodes te bestu-
deren passen we nu de versnellingsmethode toe op de testintegrator

yi+1 = ρyi, ρ ∈ C. (13)

De exacte oplossing van deze vergelijking is yi = y0ρ
i; asymptotisch voor

grote t gaat de oplossing naar nul als |ρ| < 1. Als deze eigenschap ook geldt
voor de oplossing van de versnellingsmethode wanneer deze wordt toegepast
op de testintegrator (13) (de benaderingen yj op tijdstippen j∆T gaan naar
nul als j → ∞), dan zeggen we dat de versnellingsmethode stabiel is.
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Uit de analyse op basis van de testintegrator kunnen de stabiliteitsgebie-
den van de versnellingsmethodes in het complexe ρ-vlak worden berekend.
Zo’n stabiliteitsgebied is gedefiniëerd als Ω := {ρ ∈ C |yj → 0 als j → ∞}.
Voor een gegeven waarde van ρ en welbepaalde parameterwaarden is de
versnellingsmethode stabiel als en slechts als ρ ∈ Ω. In de praktijk leidt dit
vaak tot een beperking op de parameters van de versnellingsmethode.

7.2 Stabiliteit van de PM

Wanneer we de PM met N = 1 (lineaire extrapolatie) toepassen op de
testintegrator (13), dan bekomen we [73]

yj+1 = (m+ 1)ρkyj −mρk−1yj =
((

(m+ 1)ρ−m
)
ρk−1

)
yj = σ(ρ)yj .

De PM is stabiel als |σ(ρ)| < 1, en de rand van het stabiliteitsgebied in het
complexe vlak komt overeen met de set van punten waarvoor |σ(ρ)| = 1. De
randen van een aantal typische stabiliteitsgebieden van de PM zijn weergege-
ven in Figuur 6.4. Omdat het punt ρ = 0 steeds in het stabiliteitsgebied ligt,
zijn de stabiliteitsgebieden de gebieden binnen de getekende randen. We
zien dat, wanneer de relatieve extrapolatiestapgroottem een bepaalde waar-
de overschrijdt, het stabiliteitsgebied splitst in disjuncte deelgebieden. In
[73] werd aangetoond dat deze opsplitsing gebeurt wanneer m ≈ 3.6(k− 1).
Voor grote waarden van m benadert het gebied in de buurt van 1 een schijf
met straal 1/m, terwijl het gebied in de buurt van 0 een schijf met straal
(1/m)1/(k−1) benadert. Dit impliceert dat, voor een systeem met enerzijds
erg snel gedempte modes (overeenkomstig eigenwaarden rond 0) en ander-
zijds erg traag gedempte modes (overeenkomstig eigenwaarden rond 1), de
versnellingsmethode stabiel kan zijn, zelfs wanneer de extrapolatiestap erg
groot is. Bovendien kunnen we dan altijd een voldoende grote waarde van k
kiezen zodat de maximale extrapolatiestap ongeveer even groot is als de stap
die we hadden kunnen nemen met de klassieke voorwaartse Euler methode
wanneer er geen snelle modes aanwezig waren [73].

7.3 Stabiliteit van de TM

Wanneer we de TM met N = 1 (lineaire extrapolatie) toepassen op de test
integrator (13), dan vinden we dat de TM stabiel is als [74]

|σl| < 1, met σl =
(
(m+ 1)σl−1 −m

)
σk−1

l−1 en σ0 = ρ.

De rand van het stabiliteitsgebied komt opnieuw overeen met de set van
punten waarvoor |σ(ρ)| = 1. De randen van een aantal typische stabili-
teitsgebieden van de TM zijn weergegeven in Figuur 6.5. Ook hier zijn de
stabiliteitsgebieden de gebieden binnen de getekende randen. We zien dat de
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stabiliteitsgebieden krimpen wanneer l (en dus de versnelling S) toeneemt,
en dat de randen in de limiet voor l → ∞ een fractale structuur krijgen.
Opmerkelijk is dat het interval [0, 1) steeds binnen het stabiliteitsgebied ligt;
we zeggen dat de versnellingsmethode [0,1]-stabiel is [74]. De PM is enkel
[0,1]-stabiel wanneer m < 3.6(k− 1), terwijl in [74] werd aangetoond dat er
voor elke waarde van k een minimale waarde van m bestaat waarvoor de
resulterende TM [0,1]-stabiel is, ongeacht de waarde van l. Dit geeft aan
dat, bij grotere versnellingen, en in tegenstelling tot de PM, de TM ook kan
worden gebruikt om tijdsintegratoren te versnellen waarvan de eigenwaar-
den in de buurt van het interval [0, 1) liggen. Dergelijke tijdsintegratoren
zullen we verder parabolische tijdsintegratoren noemen.

7.4 Stabiliteit van de MSEM

Wanneer we de MSEM met N = 1 (lineaire extrapolatie) toepassen op de
test integrator (13), dan bekomen we

yj+1 = ρk((µ+ 1)yj − µyj−1),

waarbij µ = m/(m + k) de fractie van de MSEM tijdstap ∆T is die wordt
overbrugd in de extrapolatiestap. Door het inherente meerstapskarakter
van de MSEM is de analyse van de stabiliteit ietwat complexer dan in het
geval van de PM of de TM. De stabiliteit van de versnellingsmethode wordt
nu bepaald door de wortels van de stabiliteitsveelterm

P (ξ, ρ, k, µ, 1) = ξ2 − (1 + µ)ρkξ + µρk = 0.

Voor gegeven waarden van k en µ (of equivalent, van k en m) is de MSEM
stabiel als en slechts als de twee wortels van de stabiliteitsveelterm P binnen
de eenheidscirkel vallen. De rand van het stabiliteitsgebied in het complexe
vlak komt overeen met de set van punten waarvoor één van de wortels in
absolute waarde gelijk is aan 1, terwijl de andere wortel in absolute waarde
kleiner of gelijk is aan 1. De randen van een aantal typische stabiliteitsgebie-
den van de MSEM met N = 1 zijn weergegeven in Figuur 7.1. Opnieuw zijn
de stabiliteitsgebieden de gebieden binnen de getekende randen. Net zoals
bij de TM, maar in tegenstelling tot de PM, ligt het interval [0, 1) steeds
binnen het stabiliteitsgebied, ook voor grotere waarden van de versnelling
S. De MSEM met N = 1 is met andere woorden ook bruikbaar voor het
versnellen van parabolische tijdsintegratoren. Daarnaast zien we ook dat,
zeker voor grotere waarden van k, een substantieel deel van de eenheidsschijf
binnen het stabiliteitsgebied ligt. Dit geeft aan dat de MSEM ook nuttig
kan worden aangewend voor het versnellen van tijdsintegratoren waarvan
de eigenwaarden wijd verspreid liggen binnen de eenheidscirkel. Figuur 7.2
toont echter ook aan dat het stabiliteitsgebied van de MSEM bij grotere
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versnellingen een scherpe piek vertoont in de buurt van de raakpunten met
de eenheidscirkel. Voor sommige problemen kan dit de maximale waarde
van de versnelling sterk beperken.

Andere eigenschappen van de stabiliteitsgebieden van de MSEM met
N = 1, alsook de eigenschappen van de stabiliteitsgebieden van de MSEM
met N = 2 of N = 3 worden in detail beschreven in Hoofdstuk 7 van de
thesis. Zo tonen we bijvoorbeeld nog aan dat de stabiliteitsgebieden van de
MSEM met N = 2 ook splitsen in meerdere disjuncte deelgebieden wanneer
de relatieve extrapolatiestapgrootte m een bepaalde waarde overschrijdt
(namelijk wanneer m > 5.22k of µ > 0.839).

8 Nauwkeurigheid van de versnellingsmethodes

8.1 Inleiding

In Hoofdstuk 7 hebben we de stabiliteit van de PM, de TM en de MSEM
bestudeerd. In dit hoofdstuk analyseren we de nauwkeurigheid van deze
methodes, we vergelijken met de klasse van Chebyshev methodes die werd
ontwikkeld in de context van stijve stelsels differentiaalvergelijkingen, en we
gebruiken de resultaten uit dit en het vorige hoofdstuk om meer nauwkeurige
varianten van de MSEM op te stellen.

8.2 Analyse van de nauwkeurigheid

Lokale fout

We bekijken eerst de lokale fout van de PM en de MSEM, beide met N = 1
(lineaire extrapolatie). De lokale fout op tijdstip Tn is de fout die gemaakt
wordt door van tijdstip Tn−1 naar Tn te stappen. Het is met andere woorden
het verschil Ln := y(Tn) − yn tussen de exacte oplossing en het resultaat
van de versnellingsmethode, indien we aannemen dat geen fouten werden
gemaakt in vorige stappen. De dominante term van de lokale fout kan
eenvoudig worden bepaald door te veronderstellen dat y′′(t) = a, met a een
constante. Onder deze aanname hangt de lokale fout niet af van n (daarom
zullen we het subscript n verder laten vallen) en is de lokale fout de som
van de lokale fouten van de deelstappen van de versnellingsmethode. Laat
ons voor de eenvoud even veronderstellen dat de inwendige integrator (de
tijdsintegrator die we willen versnellen) de voorwaartse Euler methode is,
toegepast op de differentiaalvergelijking y′ = f(t, y). Elke stap van de PM
bestaat dan uit (k − 1) voorwaartse Euler stappen over een afstand ∆t
en één voorwaartse Euler stap over een afstand (m + 1)∆t. Hieruit volgt
onmiddellijk dat de lokale fout van de PM gelijk is aan

LPM =
a

2
((m+ 1)∆t)2 + (k − 1)

a

2
∆t2 =

a

2
(m2 + 2m+ k)∆t2. (14)
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Elke stap van de MSEM bestaat uit een extrapolatiestap over een afstand
µ∆T = m∆t en k voorwaartse Euler stappen over een afstand ∆t. Daarom
is de lokale fout gelijk aan

LMSEM = (µ+ µ2)
a

2
∆T 2 + k

a

2
∆t2 =

a

2
(2m2 +mk + k)∆t2. (15)

Wanneer y′′(t) niet constant is, is de dominante term van de lokale fout
LPM of LMSEM, met a = d2y/dt2 = df/dt = ∂f/∂t+ f∂f/∂y. Bemerk dat
het tijdstip waarop d2y/dt2 wordt geëvalueerd niet moet worden gespecifi-
ceerd omdat elke verandering binnen het bereik van de tijdstap ∆T slechts
een invloed heeft op de derde orde termen in de lokale fout.

Omdat onze primaire doelstelling is om de PM of de MSEM te gebruiken
om tijdsintegratoren met een vaste (of niet vrij te kiezen) tijdstap te ver-
snellen, zijn we vooral gëınteresseerd in hoe de fout afhangt van m, eerder
dan van ∆t. Vergelijkingen (14) en (15) geven aan dat, voor grote versnel-
lingen, de lokale fout van de MSEM ongeveer twee keer zo groot is als de
lokale fout van de PM.

Globale fout

We bekijken vervolgens de globale fout van de PM en de MSEM, beide met
N = 1 (lineaire extrapolatie). De globale fout en := y(Tn) − yn op tijdstip
Tn is de totale fout ten opzichte van de exacte oplossing. De globale fout
hangt met andere woorden niet alleen af van de lokale fout op tijdstip Tn,
maar ook van de propagatie van de eerder gemaakte lokale fouten. In deze
sectie leiden we een uitdrukking af voor de globale fout van de PM en de
MSEM via een asymptotische ontwikkeling [92].

Voor de eenvoud beperken we ons eerst tot de PM met k = 2 en tot de
MSEM met k = 1. Na heel wat rekenwerk kunnen we een differentiaalverge-
lijking opstellen waar de herschaalde globale fout op tijd t, ẽ(t) := e(t)/∆t,
aan voldoet. Voor de PM bekomen we

ẽ′(t) =
∂f

∂y
ẽ(t) +

m2 + 2m+ 2

2(m+ 2)
y′′,

terwijl we voor de MSEM

ẽ′(t) =
∂f

∂y
ẽ(t) +

2m2 +m+ 1

2
y′′

verkrijgen. Hieruit volgt onmiddellijk dat

EPM =
m2 + 2m+ 2

2(m+ 2)
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en

EMSEM =
2m2 +m+ 1

2

een natuurlijke maat zijn voor de globale fout van de PM en de MSEM.
Voor willekeurige waarden van k bekomen we dat, voor grote waarden

van de versnelling S en ∆t→ 0, de globale fout schaalt als O(m) = O(kS) in
het geval van de PM en als O(m2/k) = O(kS2) in het geval van de MSEM.
In Tabel 8.1 worden de lineaire en kwadratische groei van de fout van de
PM en de MSEM bevestigd aan de hand van een concreet modelprobleem.

Vergelijking met de TM en Chebyshev methodes

In [74] werd aangetoond dat er voor elke waarde van k ≥ 2 een minimale
waarde vanm bestaat waarvoor de resulterende TM [0,1]-stabiel is, ongeacht
het aantal recursieniveaus l. Voor k = 2 en k = 3 zijn deze minimale
waarden van m bijvoorbeeld m = 2 en m = 3. In Sectie 8.2.3 van de
thesis wordt aangetoond dat, voor grote waarden van de versnelling S en
∆t → 0, de globale fout van de TM met k = m = 2 schaalt als e = O(S2).
Voor andere waarden van k stijgt de fout zelfs sneller. Voor k = m = 3,
bijvoorbeeld, schaalt de fout als e = O(S2.58). De TM met k = m = 2 kan
bijgevolg terecht de “optimale” TM genoemd worden. De asymptotische
formules voor de fout in het geval k = m = 2 of k = m = 3 worden
bevestigd door de numerieke resultaten weergegeven in Tabel 8.1.

Er zijn sterke overeenkomsten tussen de TM en de zogenaamde Che-
byshev methodes die ontwikkeld werden voor het oplossen van stijve stel-
sels differentiaalvergelijkingen afkomstig van de ruimtelijke discretisatie van
parabolische partiële differentiaalvergelijkingen [126, 215]. Eén van de een-
voudigste eerste orde nauwkeurige Chebyshev schema’s is de zogenaamde
gefactoriseerde methode [8, 215]. Voor deze methode kan worden aange-
toond dat de fout ook schaalt als e = O(S2) voor grote S en ∆t→ 0.

Besluit

Samenvattend kunnen we stellen dat de globale fouten van de MSEM, de
TM en de gefactoriseerde methode allen schalen als e = O(S2) voor grote
S en ∆t → 0. Dit blijkt de te betalen prijs te zijn voor het versnellen van
parabolische tijdsintegratoren.

8.3 Meer nauwkeurige varianten van de MSEM

Op basis van de eerder bekomen stabiliteits- en nauwkeurigheidsresultaten
kunnen we meer nauwkeurige varianten van de MSEM trachten op te stellen.
We beschouwen twee varianten. De eerste variant maakt gebruik van meer
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toestanden uit het verleden dan strikt noodzakelijk voor het bekomen van
een extrapolatieschema van een bepaalde orde, terwijl de tweede variant in
feite een combinatieschema is van de PM en de MSEM. In Secties 8.3 en 8.4
van de thesis worden de stabiliteit en nauwkeurigheid van beide varianten
in detail geanalyseerd. We vatten de voornaamste besluiten hier beknopt
samen.

De nauwkeurigheid van de MSEM kan substantieel worden verbeterd, in
de zin dat het O(S2) gedrag van de globale fout kan worden teruggebracht
tot een O(S) of zelfs een O(1) gedrag (in Tabel 8.2 wordt dit numeriek
gëıllustreerd). Helaas blijkt ook dat wanneer de fout niet schaalt als O(S2),
de versnellingsmethode enkel [0,1]-stabiel is voor een beperkte set van ver-
snellingswaarden. Dit volgt uit de volgende twee stellingen, die we hier
poneren zonder bewijs.

Stelling 1. Beschouw een versnellingsmethode van de vorm

yj+1 = Φ∆t(y
∗
j+1) = Φ∆t(A(µ)yj +B(µ)yj−1 +C(µ)yj−2 + . . .), (16)

met A(µ), B(µ), C(µ), . . . veeltermen in µ van graad d of lager. Stel dat
de extrapolatiestap eerste orde nauwkeurig is en dat Φ∆t een eerste orde
nauwkeurige tijdstap voorstelt waarbij een lokale fout θ∆t2y′′/2 + O(∆t3)
wordt gemaakt. Dan groeit de globale fout van de versnellingsmethode sub-
kwadratisch in m (voor grote m en ∆t → 0) enkel als de extrapolatiestap
tweede orde nauwkeurig is voor µ = 1.

Stelling 2. Beschouw een versnellingsmethode van de vorm (16), met A(µ),
B(µ), C(µ), . . . n willekeurige functies van µ (n ≥ 3). Als de extrapolatie-
stap tweede orde nauwkeurig is, dan bestaan er waarden van de versnelling
waarvoor de versnellingsmethode niet [0,1]-stabiel is.

Als we met andere woorden een variant van de MSEM willen bekomen
die [0,1]-stabiel is voor alle waarden van de versnelling S, dan kunnen we
enkel versnellingsmethodes beschouwen gebaseerd op een eerste orde nauw-
keurige extrapolatiestap. Voor die methodes schaalt de fout dan als O(S2);
de fout kan enkel kleiner worden gemaakt door de foutenconstante te ver-
lagen (bijvoorbeeld door meerdere toestanden uit het verleden in rekening
te brengen).

9 Versnelling van een rooster Boltzmann model

9.1 Inleiding

In dit hoofdstuk illustreren we dat de versnellingsmethodes beschreven in
Hoofdstuk 6 rechtstreeks kunnen worden toegepast om het tijdsintegratie-
proces van een rooster Boltzmann model voor een reactie-diffusie systeem
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te versnellen. Concreet gebruiken we de PM en de MSEM om een rooster
Boltzmann model voor de propagatie van zenuwimpulsen te versnellen. De
specifieke details van dit rooster Boltzmann model laten we hier achterwege;
het volstaat te weten dat er in dit model niet één maar twee types verde-
lingsfuncties zijn, die op niet-lineaire wijze met elkaar gekoppeld zijn via
een reactieterm. Voor de door ons gekozen waarden van de parameters in
het model bestaat er een periodieke oplossing met periode P ≈ 255. In alle
numerieke experimenten gebruiken we een startwaarde op deze periodieke
oplossing.

9.2 Versnelling van een rooster Boltzmann model

Uit Hoofdstuk 8 weten we dat de globale fout van de PM schaalt als O(S),
terwijl de globale fout van de MSEM schaalt als O(S2). Het is echter fout
om hieruit te besluiten dat de resultaten van de PM steeds nauwkeuriger
zullen zijn dan die van de MSEM, en dit omwille van de wisselwerking tussen
nauwkeurigheid en stabiliteit. In deze sectie gaan we hier dieper op in.

We weten dat de stabiliteit van het (versnelde) rooster Boltzmann model
afhangt van de eigenwaarden van het model. Een aantal typische eigenwaar-
despectra voor verschillende waarden van de rooster Boltzmann tijdstap ∆t
zijn weergegeven in Figuur 9.1. We zien dat de vorm van het spectrum sterk
afhankelijk is van de gekozen tijdstap ∆t. De dominante eigenwaarden zijn
echter aan elkaar gerelateerd omdat de verschillende modellen uiteindelijk
hetzelfde fysische systeem beschrijven (zie Tabel 9.1). Ondanks de niet-
lineariteit in de reactieterm van het rooster Boltzmann model blijken de
eigenwaardespectra erg ongevoelig te zijn voor perturbaties op de rooster
Boltzmann toestand (zie Figuur 9.2). Daarom kunnen we op basis van de
spectra weergegeven in Figuur 9.1 besluiten trekken omtrent de stabiliteit
van de versnellingsmethodes langsheen de ganse periodieke oplossing.

Figuur 9.3 illustreert dat als de eigenwaarden van het rooster Boltz-
mann model buiten het stabiliteitsgebied vallen, de simulatie onstabiel is,
waardoor de bekomen oplossingstrajecten onbruikbaar zijn. Omdat de sta-
biliteitsgebieden van de MSEM heel wat groter zijn dan die van de PM
(cf. Hoofdstuk 7) zal de minimale waarde van k waarvoor alle eigenwaar-
den binnen het stabiliteitsgebied van de PM vallen een stuk groter zijn dan
de minimale waarde van k waarvoor alle eigenwaarden binnen het stabi-
liteitsgebied van de MSEM vallen. Omdat voor eenzelfde versnelling de
extrapolatiestap dan ook veel groter is, heeft dit een nadelig effect op de
nauwkeurigheid van de methode. Dit verklaart waarom de PM in de prak-
tijk niet noodzakelijk altijd tot betere resultaten leidt dan de MSEM. Dit
wordt bevestigd in Tabel 9.2. We zien dat de minimale waarde van k voor de
MSEM in bijna alle gevallen gelijk is aan 3, terwijl de minimale waarde van
k voor de PM ergens tussen 10 en 29 ligt. De globale fouten van de PM en
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MSEM na tijdsintegratie over één periode van de periodieke oplossing zijn
daardoor erg aan elkaar gewaagd; voor N = 1 is de PM iets nauwkeuriger,
terwijl het omgekeerde waar is voor N = 2. Bovendien observeren we dat
de MSEM ook kan worden gebruikt voor grotere waarden van de versnelling
S, omdat de stabiliteitsgebieden langer aaneengesloten blijven.

9.3 Vergelijking met het rooster Boltzmann model met een gro-
tere tijdstap

Voor een reactie-diffusie rooster Boltzmann model kan de rekenkost van het
tijdsintegratieproces worden verlaagd door een grotere rooster Boltzmann
tijdstap ∆t te kiezen. In tegenstelling tot bij klassieke expliciete schema’s
voor het oplossen van partiële differentiaalvergelijkingen is er nu geen stabi-
liteitsbeperking op ∆t vanwege de diffusie-operator. Figuur 9.4 toont echter
dat wanneer we de rekenkost verlagen door de rooster Boltzmann tijdstap te
verhogen, de bekomen nauwkeurigheid een stuk lager ligt dan wanneer we
de versnellingsmethodes gebruiken. Wanneer de rooster Boltzmann tijdstap
bijvoorbeeld ∆t = 0.01 is, is de fout ongeveer 10 keer groter dan wanneer we
het rooster Boltzmann model met tijdstap ∆t = 0.01/6 ≈ 0.00166 versnellen
met de MSEM met S = 6.

10 Versnelling van de macroscopische tijdstapper voor
een rooster Boltzmann model (met of zonder ruis)

10.1 Inleiding

In dit hoofdstuk illustreren we dat de versnellingsmethodes beschreven in
Hoofdstuk 6 ook rechtstreeks kunnen worden toegepast om het tijdsinte-
gratieproces van de macroscopische tijdstapper voor een diffusief rooster
Boltzmann model te versnellen. Eerst tonen we aan dat, onder bepaalde
voorwaarden, de macroscopische tijdstapper op een onvoorwaardelijk sta-
biele manier kan worden versneld met de MSEM of de TM. Daarna gaan
we na wat de invloed is van (artificiële) ruis in de microscopische simulator,
in casu het rooster Boltzmann model. We illustreren dat de MSEM ro-
buuster is voor ruis in de inwendige integrator dan de TM. Deze bevinding
wordt deels verklaard door een stochastische stabiliteitsanalyse van beide
versnellingsschema’s.
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10.2 Versnelling van de macroscopische tijdstapper voor een
rooster Boltzmann model (zonder ruis)

De macroscopische tijdstapper

Zoals in Hoofdstuk 3 beschouwen we opnieuw de macroscopische tijdstap-
per voor een ééndimensionaal diffusieproces met diffusiecoëfficiënt D = 1.
Meer bepaald bekijken we de variant waarbij we in de liftingstap gebruik
maken van de ruimtelijk gediscretiseerde slaafrelaties tot op O(∆x). In
de simulatiestap zetten we vervolgens 1 rooster Boltzmann stap (M = 1 en
∆T = ∆t). In de restrictiestap wordt tenslotte de dichtheidscomponent van
de rooster Boltzmann toestand teruggegeven. In Hoofdstuk 3 toonden we
reeds aan dat de dominante term van de lokale fout van deze macroscopische
tijdstapper gelijk is aan

T (x, t) =
1

2

∂2ρ

∂t2
∆t− 1

3

∂4ρ

∂x4
∆x2 +

1

12

∂4ρ

∂x4

∆x4

∆t
,

wat bevestigt dat de macroscopische tijdstapper het macroscopische gedrag
nauwkeurig berekent. We toonden ook aan dat, naast de dubbele eigen-
waarde 0 vanwege de Dirichlet randvoorwaarden, de eigenwaarden van de
Jacobiaanmatrix van de macroscopische tijdstapper gelijk zijn aan

λk = 1 − 2

3ω
+

2

3
cos(kπ∆x) +

2

3ω
(1 − ω) cos(kπ∆x)2, (17)

met k = 1, 2, . . . , (1−∆x)/∆x. Uit vergelijking (17) concludeerden we eer-
der dat de macroscopische tijdstapper enkel stabiel is voor ω ∈ (0.349, 2).
We kunnen ook gemakkelijk aantonen dat de eigenwaarden in het interval
(−1/3, 1) liggen als ω ∈ (2/3, 2). Dit wordt bevestigd in Figuur 10.1, die de
eigenwaarden van de Jacobiaanmatrices van het rooster Boltzmann model
en de macroscopische tijdstapper weergeeft voor het specifieke geval waarbij
∆x = 0.01 en ω = 0.75. Bemerk dat de eigenwaarden van de Jacobiaanma-
trix van de macroscopische tijdstapper reëel zijn, terwijl de eigenwaarden
van de Jacobiaanmatrix van het rooster Boltzmann model deels complex
waren.

Versnelling van de macroscopische tijdstapper

Het eigenwaardespectrum in Figuur 10.1 (rechts) geeft aan dat de macro-
scopische tijdstapper kan worden versneld met de MSEM of de TM. We
gebruiken hier de MSEM met N = 1 en k = 1, en de TM met N = 1, k = 2
en m = 1.96. Voor beide methodes kan worden aangetoond dat het interval
(−1/3, 1) steeds binnen het stabiliteitsgebied van de MSEM of de TM ligt,
ongeacht de waarde van de versnelling S. Een illustratie hiervan is gegeven
in Figuur 10.1 (rechts). Indien ω ∈ (2/3, 2) volgt daaruit dat de mogelijke
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versnelling enkel afhangt van de gewenste nauwkeurigheid, en niet van de
stabiliteit (zoals het in feite hoort te zijn).

Om de nauwkeurigheid van de versnelde macroscopische tijdstapper te
kwantificeren, hebben we een simulatie uitgevoerd over het equivalent van
een half miljoen rooster Boltzmann tijdstappen. We vergeleken de eindtoe-
stand bekomen met de versnelde macroscopische tijdstapper met de eind-
toestand bekomen met een klassiek expliciet eindig differentieschema voor
de diffusievergelijking. De oneindignorm van de resulterende fout wordt,
voor de MSEM en de TM en verschillende waarden van de versnelling S,
samengevat in Tabel 10.1. De fout is duidelijk erg klein, zelfs bij grote ver-
snellingen. Bovendien wordt de fout zo goed als volledig gedomineerd door
de fout vanwege de versnellingsmethode; de fout vanwege de macroscopische
tijdstapper is slechts van grootte-orde 10−7.

10.3 Versnelling van de macroscopische tijdstapper voor een
rooster Boltzmann model (met ruis)

Het rooster Boltzmann model met ruis

Om de invloed van ruis in de microscopische simulator te bestuderen, be-
schouwen we het rooster Boltzmann model uit Hoofdstuk 3, waarbij de
waarde van de relaxatiecoëfficiënt ω nu wordt getrokken uit een normaal-
verdeling met gemiddelde 1.25 en variantie υ2. Concreet wordt de rooster
Boltzmann evolutiewet op het inwendige van het domein dan

fi(xj+i, tk+1) = fi(xj + i∆x, tk + ∆t)

= fi(xj , tk) − ω(xj , tk) (fi(xj , tk) − feq
i (xj , tk)) ,

met ω(xj , tk) ∼ N(1.25, υ2) en i ∈ {−1, 0, 1}. De waarde van ω(xj , tk) hangt
af van de ruimte xj en de tijd tk, maar niet van de snelheid vi. Daarom
wordt de dichtheid nog steeds bewaard door de diffusieve BGK botsingen.

Versnelling van de macroscopische tijdstapper

Om een eerste idee te krijgen van de numerieke eigenschappen van de MSEM
en de TM wanneer deze methodes worden toegepast op een stochastische
inwendige integrator, herhalen we het experiment beschreven in de laatste
paragraaf van Sectie 10.2 voor verschillende waarden van υ. Als υ 6= 0
genereert de macroscopische tijdstapper een stochastisch traject. Daarom
berekenen we nu, voor de verschillende waarden van υ en de verschillende
methodes en versnellingen, het steekproefgemiddelde en de steekproefstan-
daarddeviatie van de oneindignorm van de fout op de eindtoestand over 1000
realisaties. De resultaten worden weergegeven in Tabellen 10.2 en 10.3. Het
voornaamste besluit is dat de MSEM robuuster blijkt te zijn voor ruis in
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de inwendige simulator dan de TM. Voor υ = 0.1 en S ≈ 32 of S ≈ 64 is
de TM bijvoorbeeld onstabiel, terwijl dat duidelijk niet het geval is voor de
MSEM.

Stochastische stabiliteit

Het feit dat de MSEM robuuster is voor ruis in de inwendige integrator dan
de TM, kan deels worden verklaard op basis van de stochastische stabiliteit
van de methodes. Om de stochastische stabiliteit van de MSEM en de TM
te bestuderen passen we de versnellingsmethodes toe op de stochastische
testintegrator

Yi+1 = ρYi + νNYi, ρ, ν ∈ C,

waarbij N ∼ N(0, 1). In Hoofdstuk 10.3.3 van de thesis wordt de ana-
lyse van de stochastische stabiliteit deels numeriek en deels analytisch
uitgewerkt. Als resultaat bekomen we de asymptotische en gemiddeld-
kwadratische stabiliteitsgebieden van de MSEM en de TM. Een versnellings-
methode is asymptotisch stabiel wanneer voor het oplossingstraject {Y j}∆T

geldt dat

lim
j→∞

|Yj | = 0 met waarschijnlijkheid 1.

Een versnellingsmethode is gemiddeld-kwadratisch stabiel wanneer voor het
oplossingstraject {Y j}∆T geldt dat

lim
j→∞

E
(
Y 2

j

)
= 0,

met E(·) de verwachte waarde.
De asymptotische en gemiddeld-kwadratische stochastische stabiliteits-

gebieden van de in Sectie 10.2 beschreven versies van TM en de MSEM
met S ≈ 64 zijn afgebeeld in Figuren 10.2 en 10.3 voor het geval ρ, ν ∈ R.
We zien dat de gemiddeld-kwadratische stabiliteitsgebieden steeds binnen
de asymptotische stabiliteitsgebieden liggen (zoals het hoort) en dat we
voor ν = 0 het deterministische stabiliteitsinterval, hier ongeveer gelijk aan
(−1/3, 1), terugvinden. Belangrijker is echter het bereik van de ν-schaal.
Voor de TM loopt de ν-schaal van 0 tot ongeveer 0.04, terwijl dat voor de
MSEM van 0 tot ongeveer 0.85 is. Dit toont aan dat de MSEM inderdaad
heel wat robuuster is voor ruis in de inwendige integrator.

11 Besluit

In dit proefschrift hebben we verschillende aspecten van het vergelijkings-
vrije raamwerk bestudeerd. Aan de hand van een aantal modelproblemen
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hebben we de numerieke eigenschappen van enkele belangrijke algoritmes
onderzocht. Op basis van de resultaten werden verscheidene aanpassingen
aan de bestaande algoritmes voorgesteld.

Eerst hebben we de nauwkeurigheid en stabiliteit van de macroscopische
tijdstapper geanalyseerd voor het geval dat de microscopische simulator
een rooster Boltzmann model is. Omdat deze numerieke eigenschappen
niet enkel afhangen van de parameters van het rooster Boltzmann model
maar ook van de specifieke kenmerken van de macroscopische tijdstapper,
liet de analyse toe om de verschillende deelaspecten van de constructie van
de macroscopische tijdstapper op systematische wijze te onderzoeken. Een
belangrijke conclusie was dat de gepaste initialisatie van de microscopische
simulaties cruciaal is om het correcte macroscopische gedrag te bekomen.

Daarna hebben we ons toegespitst op de klasse van constrained runs
functionaaliteraties die werd ontwikkeld om de microscopische simulaties
op gepaste wijze te initialiseren. We illustreerden dat de functionaaliteratie
in sommige gevallen niet convergeert. Om meer inzicht te verwerven hebben
we de numerieke eigenschappen van de constrained runs functionaaliteratie
in detail bestudeerd voor een twee-dimensionaal lineair stijf stelsel differen-
tiaalvergelijkingen. We toonden ook aan dat de mogelijke convergentiepro-
blemen kunnen worden overwonnen door andere numerieke methodes, zoals
de methode van Newton of de methode van Broyden, te gebruiken. Voor
grootschalige problemen werd een efficiënte Newton-Krylov implementatie
voorgesteld.

Tot slot onderzochten we in detail de nauwkeurigheid en stabiliteit van
een aantal tijdsintegratie-versnellingsmethodes. We toonden aan dat, onder
zekere voorwaarden, deze methodes kunnen worden gebruikt om een tijds-
integrator te versnellen, ongeacht de aard van het onderliggende model. Als
eerste toepassing gebruikten we de methodes om een rooster Boltzmann
model te versnellen. Daarna pasten we de methodes toe om, in de verge-
lijkingsvrije context, de macroscopische tijdstapper voor het (al dan niet
stochastische) rooster Boltzmann model te versnellen.




