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Abstract

Middleware has traditionally been used to simplify the development of large-scale,
distributed applications. However, the scope and complexity of distributed ap-
plications and of the underlying middleware platform has increased considerably.
Furthermore, the growing popularity of new paradigms like service-oriented com-
puting and business process management requires the customization of reusable
services to match application-specific requirements. There is a need to extend the
traditional middleware architecture with an extra layer that (further) hides com-
plexity whenever possible and enables simplified application creation, customiza-
tion and deployment.

This research presents a policy-based approach for supporting the high-level
configuration of services, integrated into the middleware platform. Policies are
high-level, declarative statements governing choices in the behavior of a system.
Our “policy-driven middleware” extends the traditional middleware architecture
with an extra layer that hides complexity when possible and enables simplified ap-
plication development and maintenance by offering the means to express, validate
and enforce policies.

Our main contributions are related to three dimensions that are essential in the
search for practical solutions: (1) an expressive policy language that can be used in
different areas and application domains; (2) the integration of policy enforcement
in the middleware using different strategies and techniques; and (3) the support
for policy reasoning capabilities using a hybrid reasoner.

A final contribution to simplify the development of distributed applications
is related to the area of business process management. Current business process
languages suffer from poor support for separation of concerns, making them hard to
understand, update, manage and reuse. Aspect-oriented software development is a
well-known technique to improve modularization by allowing crosscutting concerns
to be specified in separate modules called aspects. Padus is an aspect-oriented
extension to WS-BPEL – a popular workflow language in the context of (web)
service composition – that supports the separation of additional concerns from the
main process functionality using aspects. These aspects can be applied to specific
business processes using the static Padus weaver. This technology can also be used
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in our policy-driven middleware as a powerful candidate for integrating policies
with business processes.

Contributions have been validated in real-world applications in the domain of
a telecom service delivery platform and a cross-enterprise healthcare informatics
platform.
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Chapter 1

Introduction

1.1 Context

Developing and maintaining large-scale, distributed applications is a complex task.
Middleware has traditionally been used to simplify application development by
hiding low-level details and by offering generic services that can be reused and
configured by application developers.

However, middleware technology has not kept up with the growing demands
that emerge in the digital society:

• The scale of distributed applications is rapidly increasing. Therefore, non-
functional requirements like scalability, security, performance, reusability,
etc. are becoming more and more important. In fact, middleware solutions
have been integrating additional services – that need to be configured by
the application developer – to cover these various requirements. Moreover,
applications are no longer always developed within the boundaries of one
company but can cross organizational boundaries. The heterogeneity seen
in distributed applications has become larger than ever seen before. As a
result, the complexity of most middleware platforms has become considerable
– if not unacceptable.

• The range of users that compose and configure applications has expanded
significantly. A broad range of users with limited technological expertise,
including business experts or even end users, must be able to fine-tune ap-
plications according to their preferences.

• The increased scope of distributed applications has also resulted in more
advanced application composition scenarios. Applications are no longer cre-
ated as huge isolated silos, but attempt to reuse existing services as much
as possibly. Service-oriented middleware and Business Process Management

1



2 Introduction

(BPM) technology extend the traditional component-based middleware with
support to create new business applications by composing coarse-grained,
reusable services. These large-scale, distributed applications are typically
decomposed into several layers of functionality that are loosely coupled, in-
cluding a business process layer (for describing the overall business process),
a service layer (for exposing reusable pieces of functionality) and an appli-
cation component layer (for implementing the service functionality). In this
context, configuration of services to match the application-specific require-
ments has become even more important.

This thesis presents a policy-based approach for supporting the high-level con-
figuration of services, integrated into the middleware platform. Policies are high-
level, declarative statements governing choices in the behavior of a system. Our
“policy-driven middleware” extends the traditional middleware architecture with
an extra layer that hides complexity when possible and enables simplified applica-
tion development and maintenance by offering the means to express, validate and
enforce policies.

1.2 Approach

The research presented in this thesis is based on work that was performed in mul-
tiple projects – in close collaboration with industrial partners – to solve concrete,
real-world problems. There is an increasing need for advanced, highly config-
urable, distributed applications with a limited time-to-market and the capability
to quickly respond to changing requirements.

The industry is turning to new paradigms – like service-oriented architectures
and business process management – and advanced technologies to solve (a part of)
their problems. However, the different technologies and products supporting these
new paradigms are still emerging and the market is evolving rapidly. Keeping up
with the latest trends and state-of-the-art research in this area has therefore been
a challenging task on its own.

The research presented here has been applied and validated in multiple real-life
contexts. The prototypes that were created are more than simple proof-of-concept
implementations, but show how state-of-the-art research can be combined with
existing systems and products. This required detailed knowledge of the problem
domain and the underlying technologies that were used within that context. We’ve
had the opportunity to apply our research on quite a number of different platforms
and approaches. This also explains the rather broad scope of this thesis, includ-
ing topics like policy- and rule-based management, service composition, workflow
and business process management, service-oriented architectures and web services,
aspect-oriented software development, ontologies, domain-specific languages, etc.

However, the fact that this research has been applied in different contexts
also means that our solutions exhibits the necessary degree of generality to make
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it applicable for a wide range of problems and application domains. This general
applicability, combined with powerful prototype implementations, makes us believe
that it is possible to use (some of) the ideas presented here to solve real-world
problems in a few years time.

The text of this thesis is a combination of the research papers that were pub-
lished during the course of my doctoral program. They are preceded by a chapter
that synthesizes our research, summarizing our main contributions, describing
their importance and presenting future challenges.

1.3 Main contributions

Policy-driven middleware is defined in this thesis as an extension of the traditional
middleware architecture with an extra layer that enables high-level configuration
of services based on policies. Support for the specification, validation and en-
forcement of these policies is integrated into the middleware platform. This thesis
also describes a new approach for improving the modularization of business pro-
cesses by applying aspect-oriented principles in the context of business processes.
This technique can then be used in our policy-driven middleware as a powerful
alternative for integrating policies with business processes.

Policy-driven middleware

Policy-driven middleware enables high-level, user-friendly configuration of services
in different areas and domains using policies. These policies are automatically
enforced in the underlying middleware layers. Our main contributions in this
relatively new area include:

• Policies can be used for the configuration of services in different areas, like
for example security, quality-of-service, etc. We have therefore defined a
generic policy language that can be targeted to different areas and appli-
cation domains (e.g. telecom, healthcare). Our policy language allows not
only developers but also non-experts to fine-tune applications according to
their preferences using high-level, user-friendly policy statements.

• Different strategies could be used to enforce policies in the underlying middle-
ware. We give an overview of different enforcement strategies and techniques,
and describe a possible approach for integrating policies in service-oriented
middleware and business processes in detail.

• Because our policy language allows different actors (e.g. application devel-
opers, system administrators, end users, etc.) to configure services according
to their own preferences, there is a need to validate these (possibly large)
policy sets to detect and avoid problems and inconsistencies. Based on our
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policy ontology, we have created a novel policy reasoning approach, capable
of detecting various inconsistencies across specific policy languages using a
hybrid reasoning engine.

Modularization of business processes

Current workflow languages suffer from poor support for separation of concerns.
It is practically impossible to separate the main functionality of a process from a
large number of additional concerns that are also important but tend to crosscut
the main control flow, like for example security, quality-of-service, billing, etc. As
a result, business processes usually contain a mixture of different concerns, making
them hard to understand, update and manage.

Aspect-oriented software development is a well-known technique to improve
modularization by allowing crosscutting concerns to be specified in separate mod-
ules called aspects, so that adding, modifying or removing these concerns does not
require changes to the rest of the system. Although aspect-oriented research has
mostly concentrated on applying its principles to the object-oriented programming
paradigm, it can be applied in other contexts as well, like for example business
processes.

Padus is an aspect-oriented extension to WS-BPEL, a popular workflow lan-
guage in the context of (web) service composition, that improves on existing ap-
proaches by allowing more powerful, higher-level integration between aspects and
their main process, by providing explicit deployment constructs for combining as-
pects and processes and by remaining compatible with the existing WS-BPEL
infrastructure.

1.4 Overview of this thesis

The text of this thesis is a combination of the research papers that were pub-
lished during the course of my doctoral program. These papers are preceded by
a synthesis in Chapter 2 that summarizes our main contributions in the area of
policy-driven middleware over the last few years. It introduces the context in
which (most of) the research in this thesis has been performed, describes major
challenges, discusses our experience and achievements in this area and presents
future challenges. It contains an elaborate overview of our main contributions
related to policy specification, policy enforcement and policy reasoning and refers
to the individual papers for a more detailed explanation.

The remaining chapters are (unedited) copies of the different research papers
that were presented at international conferences:

• Chapter 3 describes our policy ontology, which acts as a generic policy lan-
guage that can be targeted to different areas and domains. The paper de-
scribes how policies can be defined as condition-action rules and combined
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into policy sets. User-friendly policy editors can easily be created on top of
the XML-based syntax. The paper also describes how these policies could be
enforced by intercepting messages and redirecting them to a policy engine.

• Chapter 4 presents our policy reasoning approach, capable of detecting prob-
lems and inconsistencies, for single policies but more importantly for large
policy sets as well. It is based on the idea that complex relationships between
policies can be derived by first detecting simple relationships between the
conditions and actions of those policies and then use these simple relation-
ships to derive more complex relationships between policies by combining
some of these simple relationships. It uses a hybrid reasoner – i.e. ontology
reasoning extended with powerful rules – to derive these relationships.

• Chapter 5 describes Padus, an aspect-oriented extension to WS-BPEL. It
allows defining specific concerns (like billing and security) as separate as-
pects that can then be applied to a business process. This keeps the main
process flow much cleaner and greatly improves reusability. The paper con-
tains a detailed description of the different dimensions of the Padus lan-
guage (i.e. the joinpoint model, pointcut language, advice language, aspect
modules and the deployment language) and its implementations. It also pro-
vides detailed examples in the context of a telecom service delivery platform,
where next-generation telecom services can be created by combining existing
core telecom services like for example a telephone service, messaging, video
streaming, etc.

• Chapter 6 presents Arriclides, an architecture integrating clinical decision
support models. Clinical decision support systems aid care providers in
optimally diagnosing and treating patients by describing guidelines that need
to followed. While most of the research in this thesis focusses on policies for
the configuration of services, Arriclides goes one step further by not only
supporting policies for specifying clinical guidelines, but by providing an
environment where different more advanced domain-specific languages can
be integrated. It shows how – in the context of a clinical decision support
system – policies, clinical workflow processes, clinical pathways and other
existing clinical knowledge models can be integrated. Therefore, it could
be considered a first step towards domain-specific extensions of the policy-
driven approach for other process languages as well.

Chapter 7 validates and evaluates our approach in two real-world applications.
Our conclusions and future work are presented in Chapter 8.
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Abstract

Due to the increasing scope and complexity of distributed applications, there is a
need to extend the traditional middleware architecture with an extra layer that
(further) hides complexity whenever possible and enables simplified application
creation, customization and deployment. In this work, an extended middleware
architecture that supports simplified application creation and deployment on the
basis of a policy language will be called policy-driven middleware. We use the term
policy-driven middleware, as the extra layer would offer the means to express, val-
idate and enforce high-level policies. These policies are used to configure services
and hide the complexity that next-generation middleware is faced with. We have
defined a model for such policy-driven middleware and have explored three dimen-
sions that are essential in the search for practical solutions: policy languages, the
integration of policy enforcement in the middleware and the support for policy
management through policy reasoning capabilities. This paper summarizes our
experience and findings and sketches key challenges for further research.

1 Introduction

The hybrid role of middleware is a typical combination of easing application de-
velopment as well as offering a run-time environment for complex distributed ap-
plications [SS01]. Middleware must therefore:

• hide lower-level system details for the program developer,

• extend the programming environment with API’s that simplify program de-
velopment,

• support interoperability between heterogeneous systems,

• offer a deployment and execution environment for distributed applications,

• include reusable services that can be customized by the application devel-
oper.

Traditional component-based middleware platforms such as Java EE [Jav] and
.NET [.NE] offer such facilities as an extension of mainstream programming lan-
guages like Java and C#. Service-oriented middleware platforms extend this ap-
proach by supporting loosely-coupled services and service composition [Pap03].

Contemporary dynamics of software development have shown the limitations
of the type of middleware sketched above, for a number of reasons:

• The size and complexity of such platforms has become considerable – if not
unacceptable, and the expected “ease” of application development is hin-
dered by the steep learning curve that comes with such a middleware plat-
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form. This is caused by the fact that middleware solutions have been inte-
grating additional frameworks to cover various requirements of distributed
applications, from persistence, over security, quality-of-service and event
handling to transaction management, etc. The scope and heterogeneity of
distributed platforms and applications has become more complex than ever
seen before.

• The range of users that have to manage and configure applications has ex-
panded significantly. More simplified application development should be
enabled whenever possible. A broad range of users, including business ex-
perts or even end users must be able to fine-tune applications according
to their preferences. The configuration mechanisms offered by the various
middleware services are usually low-level (e.g. XML configuration files, an-
notations, code) and closely tied to a specific middleware solution. This
makes them hard to understand and maintain. High-level customization of
applications is required, and adaptation of underpinning middleware should
be supported. In addition, support for dynamically adapting the configura-
tion of an existing application is required to be able to quickly respond to
changes in the business strategy or the environment.

• Application composition and adaptation scenarios tend to become more com-
plex as well. Again, this challenges middleware technology. Enterprises tend
to interoperate with customers, partners and suppliers using sophisticated
distributed applications that cross organizational boundaries. Applications
are no longer created as huge isolated silos within one enterprise. Instead,
there is an increasing trend to leverage existing investments and reduce man-
agement costs and time to market by reusing existing services as much
as possibly, both within and outside organizational boundaries. Service-
oriented middleware [Pap03] and Business Process Management (BPM) tech-
nology [vdAtHW03] extend the traditional component-oriented middleware
with support to create new business applications by composing existing,
more generic, coarse-grained services. Large-scale, distributed applications
are typically decomposed into several layers of functionality that are loosely
coupled, including a business process layer (for describing the overall business
process), a service layer (for exposing reusable pieces of functionality) and
a application component layer (for implementing the service functionality).
In this context, configuration of reusable services to match the application-
specific requirements has become even more important.

One approach to deal with the complexity sketched above is to extend the
middleware architecture with an extra layer that hides this complexity when pos-
sible and enables simplified application creation, customization and deployment
(see Figure 2.1). We call such middleware policy-driven middleware, as the extra
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Figure 2.1: Integration of policies in the middleware architecture.

layer would offer the means to express, validate and enforce policies. These poli-
cies are used to configure services and hide the complexity that next-generation
middleware is faced with.

The creation of policy-driven middleware poses a number of challenging prob-
lems, including:

• The need for expressive languages that support the expression of realistic
policies. The approach sketched above actually requires an expressive policy
language that can be used in different areas (e.g. security, quality-of-service,
user preferences) and application domains (e.g. telecom, healthcare).

• The need to reason about policies that are injected into the middleware.
Policies can be defined by many different actors (e.g. developers, system
administrators, end users) and at different stages of the application’s life
cycle. Policy reasoning is needed to check the consistency of this potentially
large set of policies.

• The actual enforcement of the policies: various mechanisms have to be inte-
grated at the different layers in the middleware. For instance, some policies
might be handled best at the communication layer, while other policies might
have to be integrated within the business process layer.

In recent work, we have addressed a number of these problems, and we synthe-
size our experience in this research domain by highlighting major advances that



12 Policy-driven Middleware: Achievements and Challenges

have been achieved in the last two years. We compare our own contributions with
related work and we analyze remaining key challenges.

The rest of the paper is organized as follows: Section 2 introduces the concept
of policy-driven middleware in more detail, accompanied by two sample appli-
cation descriptions in Section 3 that further illustrate the need for policy-driven
customization in a specific application domain. Sections 4, 5 and 6 represent the
three cornerstones of our policy-driven middleware: they respectively describe how
to define policies in different areas and domains using our policy ontology, how to
enforce these policies in the middleware platform and how to detect policy incon-
sistencies in large policy sets using a hybrid policy reasoner. Section 7 summarizes
our results and analyzes future challenges, and we state our conclusions in Section
8.

2 Next-generation middleware

To motivate the need for an additional middleware layer supporting high-level
configuration of services, we first introduce the concepts ’middleware’ and ’policy’
in more detail. Policy-driven middleware is then proposed as an approach for
allowing this high-level customization. A motivating example further exemplifies
the need for this new middleware layer.

2.1 The role of middleware

Middleware is computer software that connects otherwise separate applications.
It is a layer in the middle and serves as the glue between applications. In dis-
tributed systems, these applications can reside in a heterogenous environment:
different operating systems and hardware, heterogeneous network and communi-
cations protocols and disparate data models. A middleware platform is designed
to mask (some of) this heterogeneity for application programmers by providing
higher-level programming abstractions. Also, in acting as an intermediary, a mid-
dleware framework is in the perfect position to provide a set of common services
to applications. These services could include transformation and routing of data,
security, transactions, load balancing and more. As a result, programmers do not
have to include these functions in their applications and can focus on encoding
their core functionality.

A typical component-oriented middleware consists of different layers [SS01],
building a bridge between the underlying operating system and the applications.
The host infrastructure layer’s main responsibility is to create a network envi-
ronment for higher-level layers to communicate (e.g. Java VM, .NET platform).
The distribution middleware defines higher-level distributed programming models
whose reusable APIs and components automate and extend the native OS net-
work programming capabilities (e.g. CORBA, RMI, DCOM). Common middle-
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ware services augment distribution middleware by defining domain-independent,
reusable services that have proven necessary in most distributed application con-
texts (e.g. concurrency and transaction handling, security, event distribution).
Finally, domain-specific middleware services are tailored to the requirements of a
particular vertical market or application domain, like telecom or healthcare.

The scope of the common services offered by a middleware platform is increas-
ing. Due to the increasing scale of the distributed applications, non-functional
requirements like security, performance, reusability, reliability, etc. are becoming
more and more important. Many middleware solutions have been integrating ad-
ditional frameworks to cover these various requirements. The heterogeneity of the
environment in these large-scale distributed applications is growing as well, for
example by crossing organizational boundaries or including mobile devices.

Service-oriented middleware and business process management platforms (see
sidebar) extend component-based middleware with additional support for service-
oriented computing and business processes. These approaches support application
development by composing existing pieces of functionality (services). Large-scale,
distributed applications in this context are typically decomposed into several layers
of functionality that are loosely coupled, including a business process layer (for
describing the overall business process), a service layer (for exposing reusable pieces
of functionality) and an application component layer (for implementing the service
functionality). Support is needed to fine-tune the characteristics of services to the
needs of a specific application.

Application programmers are expecting advanced support from the middle-
ware platform for solving their problems, and want to be able to configure these
middleware services to best suit their needs. However, middleware platforms are
usually only offering low-level configuration mechanisms at the various middleware
layers, like XML configuration files, annotations or custom code. These configu-
ration mechanisms are probably also tightly coupled to one specific middleware
layer or solution. This makes it hard to understand, maintain and reuse configura-
tions. There is a need for a higher-level configuration mechanism to configure the
capabilities offered by the various middleware layers. The increased heterogeneity
in large-scale, distributed applications has only increased this need. This paper
presents our approach for using policies for the high-level configuration of services,
integrated into the middleware platform.

2.2 The role of policies

Policies are “rules governing choices in the behavior of a system” [M. Sloman,
Policy Workshop 1999]. They contain the logic for guiding decisions during the
execution of the system. Policies allow changing the behavior of a system without
changing low-level code, creating more adaptable systems whose behavior can be
altered dynamically.

Some of the most important advantages of policies include:
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Service-oriented middleware

Service-oriented computing [Pap03] is a popular paradigm, where a software com-
ponent provides its functionality as a service that can be leveraged by other compo-
nents, possibly across the boundaries of a company. It is utilizing loosely coupled
services to support the rapid development of flexible, distributed applications in
heterogeneous environments. Web Services have emerged as the most popular
approach in this context. The W3C has created standards for defining a web ser-
vice (WSDL), a protocol for exchanging XML-based messages between services
(SOAP), and a protocol for discovering services (UDDI).
Service composition provides a means to combine existing services according to
some composition pattern in order to solve a complex problem, for instance, to
achieve a business goal. Different technologies can be used for composing ser-
vices, like BPM languages or EJB-based composition. The Service Component
Architecture (SCA) [Ope07] is a model that aims to encompass a wide range of
technologies for service composition. Many service-oriented applications use an
Enterprise Service Bus (ESB) [Cha04] to manage the communication between the
services, supporting different communication protocols, message mediation, ser-
vice management, etc. Most ESBs also support the configuration of non-functional
properties like security and quality-of-service.

Business Process Management (BPM)

BPM [vdAtHW03] includes methods, techniques and tools to support the design,
enactment, management and analysis of operational business processes. A busi-
ness process describes the operations that should be performed by people and/or
software systems to achieve a business goal. Business processes are modeled us-
ing high-level, graphical visualizations like flow charts, decision trees, etc. BPM
solutions have emerged as the next-generation workflow systems, as a combina-
tion of workflow technology with Enterprise Application Integration (EAI) and
supporting Business-to-Business (B2B) collaboration.
A BPM middleware offers services to manage business processes: a language to
model business processes, a process engine for orchestrating processes, etc. Nowa-
days, the most popular business process language in the context of (web) ser-
vice composition is WS-BPEL [ACD+03]. It is an XML-based language that
offers constructs for defining the behavior of a business process by combining var-
ious activities in a structured graph. The Business Process Modeling Notation
(BPMN) [Obj06] supports the graphical modeling of business processes that are
readily understandable by all business users.
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• the explicit specification of business logic in a declarative manner (i.e. what,
not how),

• externalizing business logic and configuration improves reusability and in-
creases responsiveness to changing business requirements (adaptability),

• simplified and transparent application development and maintenance,

• defined at a higher level of abstraction and thus more concise, easier to
understand and simpler to change than code,

• supported in the entire software engineering cycle, from requirements to
implementation,

• allows the configuration of large sets of services at the same time,

• improved extensibility (allows adding additional behavior that may not have
been considered when developing the application).

Policies can be used in different areas and domains. For example, policies
have been used for access control, network and quality-of-service management,
user preferences, operational policies, storage management, system configuration,
self-management, multi-agent systems, etc. [OAS05, DDLS01, WTM+04, AZG06,
W3C02, WJ07, KCES07, BUJ+03]. The policy community has been researching
topics like policy specification, management, enforcement, reasoning, negotiation,
refinement, discovery and many others.

Policies can be expressed at different levels, referred to as a policy hierarchy,
ranging from high-level abstract policies over specification-level policies to low-
level configuration policies [MK05]. This research focusses on specification-level
policies, which are more concrete than abstract policies (in that they specify con-
crete actions for responding to specific circumstances) but are still implementation-
independent. More abstract, higher-level policies expressing goals or constraints
can be transformed into specification-level policies using policy refinement tech-
niques.

2.3 Policy-driven middleware

We believe policies could be the ideal candidate for providing high-level configura-
tion of services which is needed in large-scale distributed applications due to the
growing complexity and heterogeneity of the underlying middleware. We therefore
define a policy-driven middleware as a middleware that introduces an additional
abstraction layer that allows the configuration of applications, and the underlying
(middleware) services, based on a high-level policy language. These configurations
(i.e. policies) are then automatically enforced by the policy-driven middleware at
different locations in the underlying middleware layers.



16 Policy-driven Middleware: Achievements and Challenges

This relatively new sub-domain has been studied before, usually in a restricted
context. Major related work includes:

• Tripathi et al. [TAKJ02] presented a policy-based middleware to simplify
building and managing large, distributed applications. Their focus is how-
ever on security policies for access control only.

• Erradi et al. [EMT06, EM05] have shown how policies can be used in the
context of service composition for the dynamic adaptation of business pro-
cesses.

• Many researchers have turned to policies for simplifying the configuration of
middleware: Kumar et al. [KCES07] explore the use of policies for self-
management of enterprise middleware. Wun et al. [WJ07] use policies
for content-based publish/subscribe middleware. GlueQoS [WTM+04] and
AMPol-Q [AZG06] allow quality-of-service configuration using policies, etc.

• Existing policy frameworks are usually stand-alone and targeted towards one
specific area: e.g. XACML [OAS05] for access control, WS-Policy [IBM+06]
for configuring web service interactions, Ponder [DDLS01] for authorization
and management policies, etc.

However, most of this related work exhibits limitations that prevent the appli-
cation of policy-driven middleware in a broad context:

• All of the related work presented above is limited to only one specific area.
Policy languages targeted to one specific area do not support the policy-
based configuration of services in other areas as well. Incorporating different
frameworks to support configuration in different areas would only make the
middleware more complex.

• While these projects use policies for declaratively specifying the expected
behavior of services, they rarely offer a high-level, user-friendly policy au-
thoring environment that can be used by non-experts or end users directly.

• While most of these policy-based research projects have created a prototype
that allows the evaluation of policies, this prototype is usually implemented
as a separate, stand-alone framework that needs to be integrated into the
application by the application developer himself. The focus also seems to
be on pure reactive policy evaluation (as a response to a specific event),
while other strategies like for example prospective or retrospective analysis
(respectively before or after the actual execution of the application) are not
supported. The complexity of having to integrate a policy framework into
applications yourself seems to be one of that factors that is hindering policy
adoption.
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A true policy-driven middleware should allow the specification of policies in
different areas and the enforcement of these policies integrated at the different
layers of the middleware. The next sections describe our main contributions in
these areas:

• Section 4 describes our policy ontology, which acts as a generic policy lan-
guage that can be targeted to different areas (e.g. security, quality-of-service)
and application domains (e.g. telecom, healthcare). It also describes how
to create high-level, user-friendly policy editors on top of this core language,
allowing non-experts to use policies for specifying their preferences as well.

• Different policy enforcement strategies are described in Section 5, followed by
a detailed description of two possible strategies: one for integrating policies
into a service-oriented middleware and one combining policies with business
processes.

• Because our policy language allows different actors (e.g. application develop-
ers, system administrators, end users, etc.) to configure services according to
their own preferences, there is a need to reason about these (possibly large)
policy sets to detect and avoid problems and inconsistencies, etc. Section
6 describes a novel policy reasoning approach, capable of detecting various
inconsistencies using a hybrid reasoning engine.

Before presenting our main contributions in the next sections, we first illustrate
these requirements a little further by describing a motivating sample scenario.

2.4 Motivating example: implementing a tourist informa-
tion service for mobile users

Consider a scenario where a tourist information center wants to offer a new service
to mobile users that provides information about their current location on their
mobile, using one of the available mobile messaging systems like SMS, MMS,
mobile email, etc. Some of the most important requirements in this scenario
include:

• The tourist information center already owns a stand-alone tourist informa-
tion service that can provide information for any given location. To offer
this service to mobile users, they would like to integrate it with a telecom
platform and reuse existing services for sending SMS/MMS, determining the
location of mobile users, etc.

• It should be possible to customize each of the services – i.e. the tourist
information service and all the communication services – in different areas
like security (e.g. who is allowed to access the service), quality-of-service,
user preferences, etc. This configuration should be user-friendly, so that
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not only the developers but also non-experts like the users of the service
can specify their preferences. This means that the configuration should be
declarative (what instead of how), high-level and cleanly separated from the
implementation.

• To be able to quickly respond to changes in the business strategy or environ-
ment, it should be relatively easy to change the configuration of the services
without having to change their implementation, preferably even dynamically.
It should also be possible to have different configurations depending on the
current context and/or user.

• Because different parties (e.g. the service provider, system administrators
and end users) each specify their own preferences and constraints, the system
should validate these policies and make sure there are no inconsistencies
between them.

While state-of-the-art service composition languages allow the functional compo-
sition of services by combining services from heterogeneous environments, there
is limited support for configuration of individual or composite services. A policy-
driven middleware – supporting policy specification in different areas and enforce-
ment of these policies in the different layers of the application – allows different
actors, including non-experts, to configure the mobile tourist information service
in different areas:

• Developers of the tourist information service can use existing BPM and
J2EE/EJB-like technologies to implement the core functionality of the
tourist information service. This implementation can then complemented
with additional policies in areas like:

– Security: Authorization policies specify who is allowed to access which
resources. For example, only registered customers are allowed to access
the tourist information service. Privacy policies can be used to make
sure that communication with certain services (like a banking service)
is always encrypted.

– Quality-of-service policies specify how requests are handled by the net-
work and guarantee a certain level of performance. For example, when
using the tourist information service, the response time should never
be greater than 30 seconds, and less than 5 seconds for gold users.

– Operational policies can be used to specify part of the business logic
of the service itself, making it more configurable. For example, the
billing strategy used for the tourist information service can be specified
using policies, where the company can choose between different billing
alternatives like requiring a subscription fee, a fixed fee per usage, a
variable fee based on the amount of information sent, etc.
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• System administrators of the telecom platform use policies to define who
is allowed access to the new tourist information service and to define the
quality-of-service for this service. Note that it is necessary to verify whether
these security and quality-of-service policies do not conflict with the policies
specified by the service developers.

• End users that want to use the tourist information service on their mobile
can also specify their own preferences – like preferred content type (text,
images, movies), communication channel preferences (SMS, MMS, email),
etc. – using policies.

Using a policy-based approach, business and end users can update their policies
dynamically (to respond to changing business needs or preferences) without having
to change the implementation of the services. When specifying policies, a policy
reasoner must validate the policies, both in isolation and with respect to policies
defined by other actors. Once the policies have been defined, they are automati-
cally enforced in the application by integrating them in the different layers of the
middleware (e.g. both the service and BPM layer).

3 The big picture: two sample applications

This section describes two applications, from our industrial collaborators, that
further illustrate the need for policy-driven middleware in a broader context. The
first one is a telecom service delivery platform (SDP), the next-generation tele-
com platform for service composition in a telecom context. The second one is a
cross-enterprise healthcare informatics platform for sharing patient data between
hospitals and other clinical institutions.

3.1 Telecom Service Delivery Platform

The telecom market is confronted with an increasing demand for advanced, inte-
grated and highly-customizable telecom services, like triple play services integrat-
ing the internet, television and telephony. For example, users might like to see
on their television screen who is calling on the telephone while they are watch-
ing their favorite program, and then have the choice of redirecting or taking the
call. Likewise, they might like to communicate with their friends through their
television, sharing photos and videos.

In order to respond to these new requirements, telecom providers like Alcatel-
Lucent, one of our industry partners, have introduced the concept of a telecom
Service Delivery Platform (SDP) [MM06], a platform that allows the development,
deployment and execution of services. To reduce the development effort and the
time to market of new services, services are composed by integrating and reusing
existing (core) services. It is based on a user-centric, service-oriented architecture
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(SOA) that uses an Enterprise Service Bus (ESB) to manage the communication
between all actors and to orchestrate the composed services.

To allow maximal reuse of functionality, it should be possible to configure the
behavior of the services and the platform itself – including both functional and
non-functional properties – according to the context the services are used in. For
example, a service might behave differently based on the identity or location of
the customer, the time of day, etc.

Manually managing the configuration of these services is a complex and time-
consuming operation, because services might offer different configuration mech-
anisms and configurations are spread out across the entire platform. We have
therefore applied a policy-driven middleware approach in this context, where ser-
vice providers, platform administrators and even end users can specify their pref-
erences using a high-level policy language. The telecom platform is responsible for
automatically enforcing these policies during service execution.

3.2 Cross-enterprise healthcare informatics platform

To make healthcare more efficient, affordable, and accessible, healthcare institu-
tions are experiencing a move from a provider-centric to a more patient-centric
model for care delivery. By putting the focus on the patient, a more efficient, inte-
grated and proactive healthcare system can be created. One of the requirements
for enabling a true patient-centric approach is the ability to share patient data
across the boundaries of a single institution.

Nowadays, patient data is usually stored in huge isolated silos at each of the
different care settings. However, being able to share patient data across different
healthcare institutions has numerous advantages: it ensures care providers access
to the right patient data at the right time (regardless of where the information is
stored), prevents errors by providing access to all relevant patient data and reduces
costs by avoiding duplicate or unnecessary tests.

Agfa Healthcare, one of our industry partners, is developing a patient-centric,
community-wide healthcare informatics platform supporting secure and reliable
access to patient data at the point of care by authorized users, anytime and any-
where. By integrating the huge amount of patient data stored in isolated silos, it
acts as an integrated regional IT infrastructure in which care providers (hospitals,
general practitioners, specialists, health centers, imaging centers, etc.) collaborate
to offer optimal care to all citizens.

In this context, protecting the privacy of the patients (and all the other actors
involved) is extremely important. But deciding who is allowed to access which
data can only be done by combining information from different sources:

• In most countries, laws have been defined to protect patients’ medical records
and other health information, like for example the Health Insurance Porta-
bility and Accountability Act (HIPAA). It is obvious that any platform for
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sharing patient data should conform to all regulations that are applicable in
that region, and that these regulations can never be overridden.

• Healthcare institutions that are using the platform to share data between
different care providers must agree on a set of rules that define how patient
data can be shared between the different participants.

• A healthcare institution or care provider always keeps complete control of
its patient data and can define additional restrictions on the accessibility of
that data.

• The patient itself might have the right to access its personal information, or
even specify who is (or is not) allowed to view (a subset of) that information.

These rules could be different in various regional instantiations of the platform
and are likely to change during the lifetime of the platform. Therefore, they
should never be hard-coded into the application. Policies allow us to externalize
the decision logic so that the behavior of the platform can easily be tailored to a
specific context and configured at runtime whenever necessary. These policies are
then automatically enforced in the underlying system.

4 Policy language

Policies are used to declaratively specify the expected behavior of services. While
security policies for access control are probably the best known example, policies
are used in other areas as well, like quality-of-service and network management,
user preferences, operational policies and self-management. In the last decade, sev-
eral policy description languages have been developed, mostly designed for specific
purposes, including:

• Ponder [DDLS01] is a policy language for specifying authorization and obli-
gation policies in the context of distributed networks and systems.

• The eXtensible Access Control Markup Language (XACML) [OAS05] stan-
dard includes an XML-based policy language for specifying authorization
policies.

• KAoS [UBJ+03] and Rei [KFJ03] are semantic policy languages for express-
ing authorization and obligation policies. They both allow the inclusion of
external ontologies, defining the semantics of domain-specific concepts.

• The Web Service Policy framework (WS-Policy) [IBM+06] provides an ex-
tensible grammar for expressing non-functional requirements for interacting
with a web service.
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• GlueQoS [WTM+04] is an extension of WS-Policy for specifying quality-of-
service (QoS) features of web services.

However, having to learn a different policy language for each of the different areas
and integrating these into your application is practically impossible. There is a
need for a common general-purpose policy language that allows us to configure
services in these different areas using the same core language. Initial research in
this area includes:

• The Internet Engineering Task Force (IETF) and the Distributed Manage-
ment Task Force (DMTF) have defined the Policy Core Information Model
(PCIM) [Int01], a generic object-oriented information model for representing
policy information. Specific policy models, based on the PCIM, are defined
for specific areas like quality-of-service (QPIM), security (ISPS), etc. How-
ever, this core policy model lacks detail in several places and does not support
more advanced action and policy combination.

• Recently, the DMTF Policy working group have proposed the Common Infor-
mation Model Simplified Policy Language (CIM-SPL) [LCAL07], a standard
for specifying if-condition-then-action policy rules to manage computing re-
sources using constructs defined by the CIM.

Targeting a policy language to a specific application domain usually makes the
policies easier to understand and simplifies their specification. Domain-specific
languages, designed and optimized to solve problems in a particular domain, allow
policy authors to use high-level concepts closely related to the problem at hand.
Consequently, not only programmers but also domain experts and end users can
understand, validate, modify and define domain-specific policies.

We present a policy ontology [VDWJ07b] that can be used to specify policies
in different areas and domains. It is a step towards bridging the gap between a
general-purpose policy language and domain-specific policy languages. Our main
contributions are:

• A generic, expressive policy language where policies are expressed as
condition-action rules. Specific policy languages are created as simple ex-
tensions of this core policy language.

• We attempt to bridge the gap between a general-purpose (policy) language
and domain-specific languages by explicitly modeling and incorporating the
application domain (e.g. telecom, healthcare) in which the policies are used.

• Policy specification is simplified by using high-level concepts and providing
user-friendly editors, so that non-developers are (also) capable of expressing
their preferences using policies.
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Figure 2.2: Ontology for expressing policies.

Section 4.1 introduces our generic policy ontology and explains how a domain-
specific policy language can be created as an extension of this generic ontology.
Section 4.2 shows examples of how policies can be specified, using XML or more
user-friendly policy editors.

4.1 Policy ontology

In this section, we present our policy ontology as shown in Figure 2.2. It is
used to represent different types of policies based on the same core language, but
nevertheless allows us to target policies to a specific area and domain as well. The
term ontology is used here as a definition of the concepts within a domain and the
relationships that can exist between these concepts. Our policy ontology can be
partitioned as a set of related and complementary sub-ontologies:

1. One can identify an expressive generic policy ontology that defines the
concepts that are common to all types of policies, describing for instance how
to express policies as condition-action rules and how to combine policies in
policy sets.

2. Then one can consider specific policy language extensions of this generic
policy ontology, introducing concepts relevant in one specific area.

3. Finally one can model the application domain, as the policies will be
applied to (and refer to) application domain specific concepts. Furthermore,
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the explicit mapping of application domain elements to policy concepts
must be supported so that domain concepts can be used in policies directly.

These three sub-ontologies are now described in detail in the remainder of this
section.

Generic policy ontology

The generic policy ontology defines concepts that are common to all types of poli-
cies. It defines the general structure of policies, how they can be combined into
policy sets and how to refer to external events from inside policies. It builds
on existing research by combining concepts found in existing state-of-the-art pol-
icy languages (like XACML [OAS05] and Ponder [DDLS01]) with concepts from
general-purpose rule languages (like JBoss Drools [JBo] and ILOG JRules [JRu]).
It acts as an expressive, general-purpose policy language that can be used in dif-
ferent areas and domains. It is targeted to specification-level policies, i.e. policies
that specify concrete actions for responding to a specific situation.

• Policies are expressed as condition-action rules 1 (see Figure 2.3) 2, where
the action describes what should happen, and the conditions describe under
which circumstances. A policy is a combination of zero or more conditions
and exactly one action. Conditions are boolean expressions that express
when the policy is applicable (combined using a logical AND, i.e. all condi-
tions of a policy must be satisfied for a policy to be applicable). Expressions
can be quite complex and support the use of explicit values, variables, func-
tions, nesting, etc. The action can be a basic or composite action. Composite
actions combine two or more actions and also specify the order in which the
actions should be executed, whether they should be executed in sequence or
parallel, what to do if one of the actions cannot be executed, etc.

• Multiple policies can be combined into policy sets (see Figure 2.4). Be-
cause different actors can define policies, policy sets must take into account
that more than one policy in a policy set may be applicable and that the
actions suggested by these policies may be conflicting. Therefore, a policy
set must specify how the individual policies should be combined to reach a
single result. A policy set is therefore associated with a PolicyCombiningAl-
gorithm that defines how the policy elements in the policy set should be
combined. Examples of possible PolicyCombiningAlgorithms are priorities
(all policies are given a priority number and the policy with the highest

1Note that this is more generic than the well-known Event-Condition-Action (ECA) for-
mat [Ker99] as we try to represent policies at a higher level and do not require the explicit
specification of triggering events.

2Images are created using the Jambalaya ontology viewer and show the most important con-
cepts and the relationships between them.
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Figure 2.3: Generic policy ontology.

Figure 2.4: Policy set ontology.

priority is executed first), recency (policies that where defined or activated
more recently have precedence), etc. An example of a more advanced Pol-
icyCombiningAlgorithm is a policy flow, where the order in which policies
should be evaluated is specified as a flow diagram. Other advanced policy
composition examples can be found in [BLW05].

• Because policies can be used to describe the behavior of a service in response
to certain events, our generic policy ontology also defines an event model
(see Figure 2.5). An event might for example be invoking an operation of a
service or sending a message. Events can be linked to a subject, operation
and/or resource. The subject represents the entity responsible for the event,
e.g. the requester of the operation. It can contain attributes like its name and
other identification information. The resource is the target of the event. The
type of event is specified by the operation and has attributes that represent
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Figure 2.5: Event ontology.

possible parameters and results. The event itself can also have additional
attributes like a priority indication, etc.

The generic policy ontology, defining the core structure of policies, policy sets
and events, can now be used as the basis for creating different specific policy
languages.

Specific policy languages

Specific policy languages are used to define policies in one specific area, like for
example a security policy language for specifying authorization constraints (who
is allowed to access which resources), but policies can be used in other areas like
quality-of-service and network management, user preferences, operational policies,
self-management, etc. as well. While the generic policy model already defines the
generic concepts for specifying policies, it does not specify which concepts can be
used in each area. Therefore, specific policy languages need to extend the core
language with concepts needed for policy specification in that specific area.

For example, our authorization policy language allows the definition of pos-
itive (allow) and negative (deny) authorization statements, in combination with
obligations which specify additional work items (e.g. logging or sending a noti-
fication) that must be executed before granting or denying access. It is defined
as an extension of the generic policy model by introducing concepts like allow
and deny actions, security-related attributes (e.g. roles, signatures) for subjects,
operations and resources, custom functions and policy combining algorithms, etc.
These concepts are all defined in our ontology as specializations (subclasses) of
existing generic policy concepts:

• Additional security-related attributes are defined for subject, operation and
resource:

– A new subject attribute roles defines the role(s) a subject has. This
allows role-based access control. By linking roles to a subject, policies
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can be defined for all subjects having the same role instead of for each
individual separately, increasing the scalability and manageability of
the access control policies.

– A new operation attribute can be used to specify that a certain opera-
tion is a read or write operation. This allows giving users read and/or
write access to certain resources.

– Resources are extended with an attribute signer that specifies the au-
thority that verified the implementation of the service. This allows
subjects to specify that they only want to execute services that were
signed by a trusted verifier.

• Each specific policy language must define the set of policy actions that can
be used during policy specification, as extensions of the basic action concept:

– An allow and deny action are used to specify positive and negative au-
thorization statements respectively. Both can be combined with obli-
gations (e.g. logging or sending a notification), which must be executed
before granting or denying access.

– A filter action allows the request but filters the result before returning
it. Different filters can be specified (and parameterized) to support
different filtering techniques.

• Two policy combining algorithms, specific for security policies, are defined
as well:

– Deny-overrides: If one of the policies in the policy set denies access,
access to the resource is denied, even if other policies in the policy set
allow access.

– Allow-overrides: If one of the policies in the policy set allows access,
access to the resource is allowed, even if other policies in the policy set
deny access.

Figure 2.6 shows an example of how these concepts can now be used to specify
an authorization policy that states that ‘̀everyone is allowed to access ServiceX”.
This policy contains one condition, which checks whether the resource id is equal
to ‘‘ServiceX’’. The action of the policy is a simple allow action.

Because our generic policy model already defines the generic structure for spec-
ifying policies, creating a policy language for one specific area is as simple as defin-
ing the concepts you want to use in your policy language by extending the generic
policy concepts. For example, a quality-of-service policy language could be defined
by introducing policy actions like guarantee or restrict the number of requests per
time unit, guarantee a response time or transaction volume, etc. This allows us to
create policy languages for different areas, based on the same core policy model.
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Figure 2.6: Policy example: Allow everyone access to ServiceX.

The next section explains how policy specification can be simplified by targeting
a policy language to a specific application domain.

Targeting to an application domain

The policy models presented so far are not directly targeted to a specific appli-
cation domain. Each of the policy languages can be used in different application
domains, like telecom or healthcare. However, policy specification and manage-
ment is much easier if domain-specific concepts can be used directly inside policies.
A policy language could be created for one specific application domain (e.g. AP-
PEL [TRMB+06] is a policy language for call control only) or the policy language
could offer the means to model the application domain the policies are applied to.
For example, in the context of authorization policies, [VPDWJ06] uses an access
interface to describe a view on the application from the perspective of the policy
author. We allow targeting a policy language to a particular domain by explicitly
representing the high-level concepts of the application domain and by mapping
these to concepts in our policy ontology.

For example, for applying policies in the context of a healthcare platform, a
specification of the relevant concepts in the healthcare domain is required, com-
bined with a mapping of these concepts to concepts defined in the policy model.
The healthcare domain model introduces concepts like patient, patient document,
general practitioner, physician, document repository, etc. By linking these con-
cepts to policy concepts defined in the generic or one of the specific policy lan-
guages, these concepts can be used directly inside policies.

For example, our healthcare application as defined in Section 3.2 allows general
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practitioners (GPs) and hospital physicians to request patient information from
document repositories. Therefore, both GP and physician are defined as potential
subjects (subclasses). This allows policy authors to use these concepts (and their
attributes) during policy specification. Similarly, document repository is defined
as an extension of resource, providing read and write operations for manipulating
patient documents.

Separating the domain model specification from the policy model itself allows
the reuse of the specific policy languages in different application domains. For most
application domains, a domain model already exists in some form (e.g. constructed
during the domain analysis phase of the software development cycle). In this case,
only the selection of the concepts relevant during policy specification and their
mapping is required. A common domain model allows using one policy language
or even the policies themselves across different platforms and implementations.

4.2 Policy editors

The different domain-specific policy languages can be used to configure the be-
havior of certain services in specific circumstances. A policy editor tool assists the
user in this process and stores the created policies in a policy repository. We will
first explain how XML can be used as the base language for expressing policies.
However, specifying policies in XML directly is not straightforward. We therefore
show some examples of user-friendly policy editors, which can even be used by
non-experts.

XML is chosen as base language for expressing our policies due to the ease with
which its syntax can be extended, because it allows the definition of a system-
independent and vendor-independent language and because a large set of tools
to parse, generate, transform, validate and manipulate XML already exists. We
defined an XML Schema Definition (XSD), based on the policy ontology, to define
the syntax. Listing 2.1 shows how the example authorization policy of Figure 2.6 –
that states that everyone is allowed to access ServiceX – can be expressed in XML.
The policy contains one condition, which checks whether the resource id (lines 5-9)
is equal to (line 3) ‘‘ServiceX’’ (lines 12-14). The action of the policy (lines
18-20) is an allow action.

But writing policies in XML can be very cumbersome and complex. Poli-
cies should allow non-experts to configure services according to their preferences.
Therefore, more user-friendly editors should be created on top of this XML format.
Policy editors should use representations that are easy to use and that non-experts
are more familiar with. The policy authors can then use these user-friendly tools
to specify their policies, and the policy editor tool is responsible for transforming
the user input to the standardized XML format.

As an example, we briefly illustrate the use of two more user-friendly policy
editors that offer a graphical interface to the policy author.
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1 <security-policy name="Allow everyone access to ServiceX">
2 <condition>
3 <function function-id="equals">
4 <target>
5 <function function-id="getResourceId">
6 <target>
7 <variable variable-id="resource"/>
8 </target>
9 </function>

10 </target>
11 <parameter parameter-id="object">
12 <explicit-value type="java.lang.String">
13 <value>ServiceX</value>
14 </explicit-value>
15 </parameter>
16 </function>
17 </condition>
18 <action>
19 <allow/>
20 </action>
21 </security-policy>

Listing 2.1: Example security policy rule

• Figure 2.7 shows an editor that uses natural language statements and drop-
downs to simplify the syntax and to assist the policy author. By using
natural language statements, the complexity of the policy language is hid-
den for the end user. Drop-downs assist the author in selecting the right
statements. It is constructed using the ILOG JRules [JRu] graphical rule
editor. It uses a template-based approach where you have to specify how each
(parameterizable) natural language statement can be translated to XML.

• Figure 2.8 shows how decision tables can be used to represent a set of policies
using a tabular format. For each type of condition or action allowed inside
the policies, a separate column is present in the decision table. Each line
represents one policy. By entering the appropriate values in each of the
columns (no value in a specific column means true by default), a policy can
specify its conditions and actions. Policies are evaluated in the order they
are specified, from top to bottom. It is constructed using JBoss Drools [JBo]
decision tables.

These editors are merely two examples of more user-friendly editors that can
be created on top of our policy ontology. Another well-known example of policy
specification by end users is probably the P3P preference tab in internet browsers.
P3P, the Platform for Privacy Preferences [W3C02], allows web sites to express
their privacy practices in a standard format that can be retrieved automatically
and interpreted easily by user agents. Internet browsers allow users to specify their
privacy preferences using simple forms containing checkboxes, sliders, etc. Other
related work includes research on natural language processing (NLP) [Kuh07],
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Figure 2.7: A more graphical policy editor allowing the creation of policies using
natural language statements and drop-downs.

Figure 2.8: A decision table for expressing security policies.

which attempts to convert human language sentences into machine-interpretable
statements. An overview of various other visualization techniques (including class
diagrams and decision trees) can be found in [WAT+04]. New editors can easily
be supported as long as they transform their representation into the standardized
XML format.

5 Integration into the middleware layers

Policies describe the expected behavior of various services in specific circumstances.
However, one must still make sure that these policies are actually applied. Policy
enforcement is the process of making sure that the policies are adhered to at all
times.

Policies can be used in a lot of different ways, ranging from simple documen-
tation to actual verification of the policies at runtime. Depending on the selected
strategy, different techniques can be used to integrate the policies with the applica-
tion. We introduce a taxonomy in Section 5.1 that can be used to classify different
strategies and enforcement techniques. Two possible strategies are illustrated in
detail in Sections 5.2 and 5.3.

5.1 Survey of enforcement strategies

While policies could simply be used to declaratively specify the behavior of ser-
vices, they are of course much more effective if they can be enforced automatically.



32 Policy-driven Middleware: Achievements and Challenges

However, policies could be used in different ways in your application. We distin-
guish five different strategies:

1. Documentation: Policies could be used to merely serve as documenta-
tion of the expected behavior and never to be enforced automatically. The
documentation can be presented to the different actors (programmers, ad-
ministrators, end users), but they are responsible for reading the policies
themselves and making sure that they are not violated. Laws and contracts
are a typical example of policies that are not enforced automatically. They
usually specify some kind of penalty that is applied when the law or con-
tract is disregarded. This approach could also be used in situations where
automatic verification of the policies is too expensive or complex.

2. Prospective policy enforcement involves static analysis of an application
to make sure that the system is designed in such a way that all policies are
always adhered to at runtime. This could for example be based on static
source code analysis, inspection of the deployment and configuration of vari-
ous devices, etc. A system is analyzed with respect to a certain set of policies
to check whether any of these policies could be violated at runtime. This
way, policies can be used in the software development cycle to declaratively
specify requirements.

3. Proactive: Policies could be used proactively – i.e. at runtime but in ad-
vance of specific requests or events. For example, the user interface of an
application could be customized at runtime to the specific context. This in-
cludes automatically hiding (or disabling) actions that a user is not allowed
to perform, presenting additional hints to the user, etc. This can be consid-
ered an advanced strategy as it requires a complex integration of policies in
the application.

4. Reactive: This strategy evaluates policies at runtime in response to a spe-
cific request or event. This can for example be a user trying to perform a
specific operation, or simply a change in the state of the application. The re-
sult of this evaluation is then enforced immediately. For example, every time
the user tries to execute a service, an authorization engine verifies whether he
is authorized to do so. This is probably one of the most popular approaches,
as it is powerful and can be quite easily integrated in most applications.

5. Retrospective: When using retrospective policy enforcement, the policies
are not enforced at runtime, but all (relevant) activities that are performed
in the system are logged. This means that the user is still capable of violating
a policy, but that all his actions will be logged. The log can then be analyzed
afterwards to verify whether any of the policies were violated. This approach
avoids the runtime overhead of continuously verifying policies, but instead
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makes sure that violations can be detected afterwards (usually only if misuse
is suspected). For example, a patient data service could grant all physicians
– that were successfully authenticated – access to patient data. Patients can
always verify who accessed their information and file a complaint in case of
unauthorized access.

Note that you are not forced to select just one of these enforcement strategies for
all your policies. Different strategies can easily be combined.

Once you have decided which strategy you would like to use, different technolo-
gies could be used to actually integrate the policies into your application:

a. Hard-coding: When implementing a service, the developer can manually in-
sert pieces of code into the application to make sure that policies are always
followed. However, this approach has serious disadvantages: it puts the re-
sponsibility of how/where policies should be enforced on the developer of the
service, it does not cleanly separate policies from the rest of the application
(but hides their implementation deep into the application code) and it makes it
very hard to add, update or remove policies. This approach is only useful if a
small number of static policies should be enforced, as it becomes unmanageable
if the number of policies in the system increases.

b. Injection: Instead of depending on the developer to manually insert pieces
of code, these fragments could also be injected automatically at the relevant
locations in the application code. This requires that it must be possible to auto-
matically (1) translate policies into code fragments (e.g. Java or SQL code) that
can then be injected and to (2) derive all locations where this code should be
inserted. Aspect-oriented techniques [KLM+97] could be used to cleanly mod-
ularize policies as separate modules and automatically weave that code into the
application. This could be done statically (e.g. using a pre-compilation step) or
dynamically, allowing runtime modification of the application by dynamically
injecting code fragments.

c. Interception: Instead of embedding the policies directly into the application,
interception points can be used to interrupt the normal control flow and redirect
to a policy engine. There could be one centralized or multiple decentralized pol-
icy engines. The policy engine determines the appropriate action that should
be executed by interpreting the set of applicable policies. Other relevant infor-
mation (like the intercepted message, the runtime application state or history)
could be used by the policy engine if necessary. The interception points are
responsible for providing the necessary information to the policy engine and for
enforcing the result returned by the policy engine. Different techniques could
be used to add interception points to an application:

• Interception code that is hard-coded by the developers
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• Interception code that is injected into the application (using aspect-
oriented techniques)

• (Re)use generic interception points: Various layers in the middleware stack
offer generic interception points that can be reused by your application.
For example, enterprise application platforms like Java EE [Jav] offer
high-level interception mechanisms using annotations (@Interceptors,
@AroundInvoke). The network layer allows low-level interception of mes-
sages between different actors. At the system level, the Java Virtual Ma-
chine could be modified to monitor system calls. The architecture might
also enforce interception points at various locations, e.g. by using a firewall
or and Enterprise Service Bus [Cha04].

Note that this approach introduces a small runtime overhead for intercepting
and redirecting messages to a policy engine.

d. Analysis: A system can be analyzed with respect to a set of policies to detect
possible policy violations. Typically, this is either done statically, based on
the code of the application, or retrospectively, based on data that is gathered
during the execution of the application. Note that the power of this approach is
usually dependent on the availability of different types of runtime data during
analysis.

e. Translation: High-level policies can in some cases be (partially) translated
into another format that can be interpreted (and thus enforced) by another
components or middleware services. For example, if your application includes
one or more firewalls, it might be possible to automatically alter the config-
uration of firewall based on a set of security policies. Role-based authoriza-
tion policies could be translated into EJB3 annotations (@SecurityDomain,
@RolesAllowed, @PermitAll), which are automatically enforced by the appli-
cation container, or to access control lists on an LDAP server (that are used
to protect resources on a shared directory). The useability of this approach is
of course heavily dependent on the availability of other components capable of
enforcing certain constraints.

Each of the enforcement strategies can be implemented using different tech-
nologies. Note that not all techniques are useful for each of the different strategies.
These technologies each have certain properties that make them more appropri-
ate to be used in specific circumstances. Table 2.1 gives on overview of which
technologies could be used to implement each of the enforcement strategies. Doc-
umentation is not included in this overview as there is no actual enforcement
in this case. Note that, for retrospective policy enforcement, techniques marked
with an asterisk (∗) are not used for implementing the actual enforcement but are
rather used to log additional runtime information that might be necessary during
retrospective analysis.
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Prospective Proactive Reactive Retrospective
Hard-coded

√ √ √∗

Injection
√ √ √∗

Interception
√ √ √∗

Analysis
√ √

Translation
√ √ √ √

Table 2.1: Overview of the policy enforcement strategies and technologies.

This overview of different policy enforcement strategies and technologies can
be used as a taxonomy to classify different policy enforcement implementations,
by specifying which strategies they support and technologies that are used for
enforcing the policies.

We now illustrate two possible strategies in more detail. Section 5.2 shows a
reactive system that intercepts messages and redirects them to a policy engine
– implemented on top of a rules engine. Section 5.3 explains how policies can
be applied in the context of business processes by injecting the policies into the
business processes (both proactively or reactively).

5.2 Integration using a policy engine

A commonly used approach 3 – in the context of service-oriented applications – for
dynamically enforcing policies is based on a policy engine that evaluates policies
against decision requests. As shown in Figure 2.9, it uses policy enforcement
points (PEPs), which are integrated into the application and contact the policy
decision point (PDP, i.e. the policy engine) whenever policies need to be evaluated
(e.g. when a user is trying to access a resource). The PDP has access to all the
policies stored in the policy administration point (PAP) and can request additional
information it might need during policy evaluation from the policy information
point (PIP). The PDP returns the results of the policy evaluation to the PEP
and the PEP is then responsible for enforcing this result (e.g. denying access to a
resource). We have created a prototype implementation that illustrates:

• how a policy engine supporting our different policy languages can be effi-
ciently implemented on top of a rules engine,

• how policy enforcement points can be cleanly integrated into an application
by using (existing) middleware interception mechanisms.

3As defined by the IETF RFC-3198 and extended in the XACML specification.
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Figure 2.9: Dynamic policy enforcement using interception and redirection to a
policy engine

How to implement a policy engine

Policies are evaluated using a policy engine. Such a policy engine can be imple-
mented in a number of ways:

• As an interpreter that understands the policies defined in XML directly and
can evaluate them consequently.

• By translating policies to another programming language and use the fea-
tures of that language to support policy enforcement:

– Translate to a functional programming language like Java or C(++)
directly.

– Translate to a logic programming language like Prolog.

– Translate to a (production) rule programming language like JBoss
Drools or ILOG JRules.

• By translating the policies to another policy language that supports enforce-
ment (e.g. XACML [OAS05]).

However, creating a custom interpreter can be a very complex task and when
translating to another policy language, the expressiveness of that language can
be a limiting factor. Rules engines on the other hand are specifically built for
efficiently evaluating large sets of constraints. And since the structure of our high-
level policies closely resembles the if-condition-then-action format of production
rules, using a rules engine as the basis to evaluate policies seems to be the most
logical choice. We have used both JBoss Drools, an open-source rules engine
in Java, and ILOG JRules, a commercial Java rules engine, to implement our
prototype.
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1 package my.policy.package
2 import policy.model.*
3
4 rule "Deny UserU access to ServiceX"
5 when
6 request: Request()
7 Subject(id == "UserU") from request.getSubject()
8 Resource(id == "ServiceX") from request.getResource()
9 then

10 request.setResponse(new DenyAction(
11 "UserU is not allowed to access ServiceX"));
12 update(request);
13 end

Listing 2.2: Example security policy rule in Drools

In order to be able to use a rules engine for policy enforcement, high-level
policies – specified using XML – need to be translated into executable rules, so
they can be evaluated by the rules engine. The following mapping relationships
are needed to automate the translation of policies to executable rules:

• Mapping of abstract concepts in the policy ontology to a concrete implemen-
tation:

– Functions used inside condition expressions must be mapped to corre-
sponding Java methods implementing those functions.

– For each of the policy actions, an action handler must be implemented
that is capable of executing those actions, i.e. enforcing the policy
decision. For example, a deny action could be implemented by throwing
a java.lang.IllegalAccessException.

– Policy combining algorithms need to be mapped to techniques for man-
aging the execution order of rules, like conflict resolutions strategies
(priorities, complexity, load order, etc.), ruleflow, etc.

• The XML-based policy syntax must be translated to the (custom) rule lan-
guage of the selected rules engine. For this purpose we use a template-based
approach, where the structure of the rule is already provided beforehand,
and a visitor on the policy structure is used to fill in the missing parts.

For example, Listing 2.2 shows the result of translating the “Deny UserU access
to ServiceX” policy to the Drools rule language. Whenever a request is found from
‘‘UserU’’ (line 7) for performing an operation on resource ‘‘ServiceX’’ (line
8), this rule will generate a ‘‘Deny’’ response (line 10).

The biggest advantage of using a production rule system for evaluating policies
is that it is optimized for constraint evaluation and its performance (using the
Rete algorithm [For82]) is independent of the number of rules in the system. Tests
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with both rules engines have shown that the performance of our policy engine is
acceptable: it takes about 15ms to evaluate a request.

Middleware solution for integrating enforcement points

When using a policy engine to dynamically enforce policies, policy enforcement
points (PEPs) need to be integrated into the application for intercepting events
and redirecting them to the policy engine. Ideally, adding PEPs to an application
should not require radical changes to the existing application code and should be
cleanly modularized as a separate concern, to achieve maximal reusability.

As described in Section 5.1, different technologies could be used to add these
interception points to the application, like aspect-oriented injection or simply hard-
coding. We briefly describe how our policy engine can be integrated in a service-
oriented environment, looking at the two application case studies as described in
section 3. In both cases, we take advantage of middleware interception mechanisms
that can be configured by the application itself:

• The telecom service delivery platform uses an Enterprise Service Bus
(ESB) [Cha04] to manage the communication between all actors. The ESB
acts as a distributed communication bus and is responsible for routing mes-
sages from the sender to the receiver(s). It supports different communication
formats and allows late binding of services but also offers functionality for
manipulating, and if necessary redirecting, messages between the different
actors. Different stakeholders can add their own logic for deciding how mes-
sages should be routed. For example, all messages sent to a specific services
or all messages coming from an external location must first be redirected to
a policy engine. Therefore, it is an ideal candidate for adding interception
points in a service-oriented environment. This approach is described in more
detail in [GWJ07].

• In our healthcare informatics platform, there is no ESB managing the com-
munication between all actors. Rather, data repositories are exposed as web
services and the communication between the actors is handled in a peer-
to-peer fashion using the web service protocol stack (WSDL, SOAP over
HTTP, REST, etc.). WS-Security is used for confidentiality (encryption)
and authentication (using a standardized SAML token, uniquely identifying
the person performing the request). The WS-Security protocol allows regis-
tering custom security handlers. These handlers can be used to process or
redirect messages before actually executing the service. We used this tech-
nique to integrate policy enforcement points into data repositories without
having to modify the application code. By registering a custom security
handler, queries are first redirected to the policy engine to check whether
the user is authorized to perform that query.



5 Integration into the middleware layers 39

5.3 Integration with BPM

In the context of business processes, policies can be used to configure the behavior
of a business process at various points during its execution. For example, policies
could be used to specify how (and when) end users should be charged for using a
business service, to define the security characteristics of the service (access control,
confidentiality), etc.

Using a reactive policy engine (as described in the previous section) to dynam-
ically enforce policies in this context might be insufficient. In those situations, a
closer integration between policies and business processes might be required. This
section explains when such a tight integration between policies and business pro-
cesses might be needed and how aspect-oriented weaving can be used to overcome
these problems by injecting the policies into the processes.

Using policies in the context of BPM

Nowadays, different approaches are used to integrate policies in the context of
business processes. A first solution incorporates policies into business processes
by explicitly invoking the policy engine from inside the business process. However,
hard-coding the invocation of the policy engine into the business process could lead
to a large number of policy invocations scattered around the process and usually
results in a bad separation of concerns. For example, adding security checks to
your business process to make sure that only authorized users are allowed to invoke
particular services could make the structure of your business process a lot more
complex by adding numerous invocations of the authorization engine whenever
one of those services is invoked.

Another solution, as explained in Section 5.2, enforces policies by automatically
intercepting messages between different actors and redirecting them to a policy
engine. However, enforcing policies by only intercepting messages between the
different actors can be insufficient:

• By only looking at the messages exchanged between the different actors, it is
practically impossible to derive the context in which messages are sent (like
the process instance or process responsible for sending this message). This
makes it very hard to apply policies to only one specific process (or a limited
set of processes), or even target specific process instances.

• Access to the data inside the process instance (e.g. process variables or the
current execution state) is not possible from outside the process engine.

• The internal behavior of a business process cannot be altered by only looking
at external messages.

• For certain processes (like for example the real-time telecom processes in the
context of the telecom SDP as described in section 3.1), performance could
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be extremely important. In these cases, constantly redirecting messages to a
policy engine and deducing the context could lead to unacceptable runtime
overhead.

For example, a policy that gives gold customers of our tourist information service
a discount of 5%, needs to be applied to (only) our online store process, needs
access to the internal state of the process instance (e.g. the price of the items and
whether the customer is a gold customer or not), and needs to change the internal
logic of our process for determining the price of the shopping cart.

To overcome the limitations of previous approaches, we present a new approach
that integrates policy enforcement more closely with the business process itself.

Weaving policies into processes

In order to combine business processes with policies, we apply aspect-oriented tech-
niques that allow us to weave the policies into the business processes. This means
that policies are injected directly into the business processes, allowing process-
specific customizations, access to internal state, etc.

Aspect-oriented software development [KLM+97] allows programmers to spec-
ify crosscutting concerns as separate modules called aspects. Aspects tradition-
ally consists of two parts: the advice contains the behavior of the module and
the pointcut specifies where this behavior should be inserted. An aspect weaver
is responsible for making sure that aspects are correctly integrated into the ap-
plication. While most aspect-oriented research has focussed on applying aspects
on mainstream programming languages like Java or C(++), recent research shows
how these concepts can be applied to business process languages like WS-BPEL
as well:

• AO4BPEL [CM07] is an aspect-oriented extension to WS-BPEL that al-
lows you to add new behavior before or after specific activities in a WS-
BPEL process. Courbis and Finkelstein [CF05] also present an aspect-
oriented language extension very similar to AO4BPEL. Both approaches use
XPath [W3C99a] expressions to specify how the aspect should be integrated
in the WS-BPEL process and require a specialized WS-BPEL engine during
execution.

• In [BVJ+06] we present Padus, an aspect-oriented extension to WS-BPEL
that improves on previous state-of-the-art by offering a more expressive and
higher-level pointcut language for integrating aspects into WS-BPEL pro-
cesses. It also offers an explicit deployment construct that allows specifying
which aspects should be applied to which WS-BPEL processes. The Padus
weaver combines processes with aspects by generating a new WS-BPEL pro-
cess that is the result of combining the original process with the functionality
of the aspects that are applied to it. Therefore, our approach does not require
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a specialized execution engine but is compatible with existing WS-BPEL en-
gines and does not introduce additional runtime overhead when executing
business processes.

By using aspects in the context of business processes, specific concerns (e.g.
security, quality-of-service or billing) can be separated from the main functionality
of the business process. For example, Huang [Hua05] shows how AO4BPEL could
be used to implement security concerns in the context of business processes. By
cleanly separating specific concerns (e.g. billing) from the main functionality of
the business process, the main process can be kept simple. And because these
concerns are now specified as separate modules, they can more easily be reused.
If we are able to translate our high-level policies into lower-level Padus aspects,
those policies could automatically be enforced in all relevant business processes by
weaving the policies into the processes using the Padus weaver.

For example, let’s reconsider our service that provides tourist information
about the current location of the mobile user. Policies could be used for spec-
ifying billing strategies for this service, e.g. a monthly subscription fee, a fixed
fee every time the service is used, a fee based on the amount of data sent during
the execution of the service, etc. Listing 2.3 shows how a policy that charges the
mobile user a fixed fee whenever a text message (SMS) is sent during the execution
of the process could be represented as a Padus aspect. Note that the syntax of the
Padus language is an extension of the WS-BPEL syntax. Lines 3–5 use standard
WS-BPEL code to define a new partner in the process, i.e. the billing service. The
Padus aspect itself makes sure that the billing service is invoked (lines 8–17 are
standard WS-BPEL code for creating a new billing message and sending it to the
billing service) every time the SMS service has been invoked (line 7). A parameter-
ized version of this aspect could be created to allows process-specific customization
of when the fixed fee should be charged and the actual amount, making it reusable
in a wide range of processes. This can be achieved by replacing the pointcut and
the price (the underlined sections in Listing 2.3) by parameters, which can then be
specified when applying the aspect to a particular process. Similar aspects could
be defined for other kinds of billing, resulting in a library of billing aspects that
users can choose from when configuring their services.

Because policies (declarative programming) and business processes are based
on different programming paradigms, providing a fully automated translation from
high-level policies into Padus aspects would be a complex task. We therefore use
a template-based approach, where policy templates are first manually mapped
to their corresponding Padus template. Users should simply select the policy
template they want to use and fill in the required parameters. Their policies can
then be automatically translated to Padus aspects (by filling in these parameters
in the corresponding Padus templates) and enforced by weaving the aspects in the
relevant business processes.

This approach allows us to create a library of reusable policy templates, allow-
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1 <aspect name="FixedFeeBilling">
2 <using>
3 <namespace name="xmlns:bill" uri="my.billing.uri" />
4 <partnerLink name="billing" partnerLinkType="bill:billingLT" />
5 <variable name="billingMsg" type="bill:billingMsg" />
6 </using>
7 <after pointcut="invoking(‘SMSService’)">

8 <sequence>
9 <assign>

10 <copy>
11 <from>1.0 EUR</from>
12 <to variable="billingMsg" part="price" />
13 </copy>
14 </assign>
15 <invoke partnerLink="billing" portType="bill:billingPT"
16 operation="billService" inputVariable="billingMsg" />
17 </sequence>
18 </after>
19 </aspect>

Listing 2.3: Padus aspect defining a policy for fixed fee charging.

ing policy-based configuration of business processes in areas like billing, security,
quality-of-service, etc.

6 Policy reasoning

Nowadays, distributed applications can no longer be managed by a single admin-
istrator but require the collaboration of many different actors, including system
administrators, service providers and consumers, and even end users. Because each
of these actors might define their own set of policies, the number of policies in an
application can become quite large. Moreover, these policies must be combined,
leading to possible conflicts, inconsistencies, etc. To avoid these problems, policy
reasoning is necessary to detect such anomalies.

When reasoning about policies, there are quite a lot of relationships between
policies that may be worth looking, ranging from basic to more advanced. Note
that more complex relationships may be based on more simple ones.

• Policy equivalence: policy A is equivalent to policy B

• Policy inclusion or policy containment: if x meets policy A then it also meets
policy B

• Policy incompatibility: if x meets policy A then it cannot meet policy B
(condition only)

• Policy conflict: policies A and B are in conflict if they cannot be satisfied
simultaneously in a certain circumstance (i.e. compatible policies with con-
flicting actions in a specific situation)
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• Policy incoherence: nothing can meet policy A

• Dominance checking: policy A is dominated by policy set S if the addition
of policy A does not alter the behavior of the system, i.e. a redundant policy

• Policy optimization: removal of redundant conditions, changing the evalua-
tion order of conditions, etc.

• Coverage checking: check whether a policy is defined for a certain circum-
stance, i.e. completeness checks

• Policy combination: replace two or more policies by one policy having the
same behavior

• Policy deduction: check whether a certain policy can be derived from a set
of policies

Policy reasoning, and in particular policy conflict detection, has always been
an important research topic in the context of policy-based management. Lupu
and Morris [LS99] describe different types of conflict in the context of authoriza-
tion and obligation policies and suggest a strategy for detecting and resolving
such conflicts using domain nesting. Other techniques for detecting authorization
conflicts include using deontic logic – using rights, prohibitions, obligations and
dispensations – (Rei) [KFJ03], event calculus (Ponder) [BLR03] and description
logic (WS-Policy) [KPKH05].

While all these techniques already offer some sort of policy reasoning function-
ality, they usually focus on authorization / obligation conflicts only and must be
used with the specific policy language they were designed for. We present a new
approach [VDWJ07a] to policy reasoning that:

• provides reasoning support for policy sets defined by multiple actors using
different specific policy languages,

• supports not only the detection of policy conflict but of a wider range of
relationships between policies,

• takes advantage of the power of ontologies and (re)uses the semantic knowl-
edge that is embedded in various domain ontologies.

Our strategy, as illustrated in Section 6.1, is based on the idea that complex
relationships between policies can be derived by first detecting simple relationships
between the conditions and actions of those policies. Section 6.2 explains the
need for a hybrid reasoner – extending ontology reasoning with powerful rules –
to derive the complex policy relationships. Section 6.3 describes the prototype
implementation.
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Figure 2.10: Example of policy conflict detection

6.1 Strategy for detecting inconsistencies

To detect inconsistencies between policies, we first try to detect simple relation-
ships between the sub-elements of these policies (e.g. condition expressions and
actions), and then use these simple relationships to derive more complex relation-
ships between policies by combining some of these simple relationships.

Figure 2.10 shows an example where two policies are used to restrict access
to an online casino service. While the first one denies access to everyone under
the age of 18, the second one allows access under 21 if the stake is less then
100 dollar. When reasoning about these policies, simple rules can be used to
detect simple relations between the conditions and actions of these policies. For
example, a person younger than 18 is automatically younger than 21 as well, and
allowing and denying access to a service are conflicting actions. Based on these
simple relationships, more advanced rules are then used to derive more complex
relationships. In this case, we are able to determine that both policies are actually
in conflict if a person younger than 18 is betting an amount under 100 dollar. This
problem could be solved by changing the second policy so it can only be applied
if the person is at least 18 years old, or give the first policy a higher priority than
the second one.

To be able to derive these relationships, we need to define:

• The different relationships that can be detected, both the simple and the
more complex ones, like for example the ’sameAs’, ’includes’ and ’excludes’
relationships between constraints and the ’conflict’ relationship between poli-
cies. These relationships could be defined as reflexive (e.g. sameAs), sym-
metric (e.g. excludes) and/or transitive (e.g. includes).

• The equivalence of elements, like for example ’x ≥ y’ is equal to ’y ≤ x’.
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This can be used to transform policies into a canonical representation.

• Basic rules that can be used to detect simple relationships between elements.
For example, ’x > a’ includes ’x > b’ if ’a ≤ b’, or allowing and denying access
are two conflicting actions.

• Complex logic that is used to derive more complex relationships between
policies by looking at the simple relationships between the sub-elements of
those policies.

The next section illustrates how OWL, extended with powerful rules, can be used
to define this logic.

6.2 A hybrid reasoning approach: combining ontologies and
rules

Because ontologies formally define the semantics of the concepts they describe,
reasoning about objects within that domain becomes possible. Our policy ontol-
ogy, as described in Section 4, already defines the various concepts that are needed
during policy specification. To support policy reasoning, we need to extend this
ontology with additional knowledge that allows us to derive inconsistencies be-
tween policies.

The World Wide Web Consortium (W3C) defines a set of semantic technologies
to work with ontologies:

• OWL [W3C04b], the Web Ontology Language, is a standard for defining
ontologies in a computer-interpretable format. OWL provides the vocabulary
for defining the ontology along with formal semantics.

• SPARQL [W3C07] is a query language that allows searching large knowledge
bases for specific data.

• SWRL [W3C04a], the Semantic Web Rule Language, allows Horn-like rules
to be added to an OWL knowledge base. These rules can be used to derive
new relationships between concepts.

OWL, in combination with SWRL and SPARQL, already provides some basic
reasoning support. OWL can be used to define the various relationships (and
their properties) and SWRL is expressive enough to detect most of the simple
relationships. But we believe this reasoning support to be insufficient [VDWJ07a]
for detecting the various complex policy relationships. We therefore use a hybrid
approach, where we combine the reasoning power of a standard OWL engine with
a more expressive general-purpose rule language.

JBoss Drools [JBo] is an open-source rules engine whose rule syntax supports
more advanced rule constructs like arbitrary functions, collection management,
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1 rule "Not Inclusion of Policy"
2 when
3 p1: Policy( )
4 p2: Policy( )
5 not NotIncludes( object1 == p1, object2 == p2 )
6 e2: Expression( ) from p2.getConditionList()
7 not (
8 e1: Expression( ) from p1.getConditionList() &&
9 Includes ( object2 == e2, object1 == e1 )

10 )
11 then
12 insert( new NotIncludes(p1, p2) );
13 end

Listing 2.4: Rule defining the inclusion between two policies

checking for the (not) existence of information, etc. By extending the Drools
engine with support for reasoning about OWL ontologies, we created a hybrid
reasoning engine combining the reasoning power of OWL with advanced rules
that are capable of detecting complex relationships between concepts.

Listing 2.4 shows a sample rule that defines that [after transforming policies to
their canonical representation] policy p1 does not include policy p2 if there exists
a condition from policy p2 that is not included by a condition of policy p14. A
similar rule is used to specify that p1 does not include p2 if the action of p2 is not
included by p1.

6.3 Prototype implementation of our policy reasoning en-
gine

Using the hybrid reasoning engine, we created a prototype implementation of
the policy reasoning engine that supports detecting policy equivalence, inclusion,
incompatibility and conflict relationships between policies. It supports equality
functions and comparison of basic data types. It also takes advantage of any
additional semantic knowledge about the (domain-specific) concepts used inside
policies.

In order to be able to reason about policies, the policies that must be analyzed
first need to be imported into the reasoning engine. This must be done by trans-
lating the policies to OWL instances, for example by translating them from their
XML representation to OWL instances using XSLT [W3C99b]. Note that this ap-
proach allows us to import all policies that can be translated to our generic policy
format (as presented in Section 4.1), regardless of the specific policy language they
are defined in. Once all policies have been loaded, SPARQL can be used to query
the knowledge base for specific relationships between policies, like for example the

4Note the usage of ’not’, ’from’ for iterating over collections and custom functions, features
that are not supported by SWRL.
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existence of policy conflicts. Note that the user is never confronted with the com-
plexity of the rules or the reasoning itself. To apply reasoning to a set of policies,
the user only has to load all relevant policies and query for inconsistencies. This
could for example be achieved by letting the user select a set of policies and indi-
cate which relationship he is interested in. Policy reasoning capabilities could also
be integrated into the policy editor itself, so they can be executed automatically
when specifying policies.

The occurrence of one of the many types of relationships listed earlier does not
necessarily indicate the occurrence of a problem. It is up to the deployment man-
ager or administrator (the user from our perspective) to decide on how to respond
to the generated information. For example, redundant or equivalent policies could
be removed but they do not have to. In the case of policy conflict, related re-
search [DIR03, LS99, BUJ+03] has described both static and dynamic techniques
to resolve policy conflict, e.g. using meta-policies to specify policy precedence or
rewriting policies to prevent overlap.

While our prototype does not yet support the entire range of policy relation-
ships and policy languages, we believe our approach can easily be extended by
adding more rules to our knowledge base:

• To support more functions (e.g. comparing dates and time), which can be
used in policy conditions, new rules should be defined that detect possible
equality, inclusion and exclusion relationships for these functions.

• Detection of additional relationships between policies (or policy elements),
like for example optimization relationships for a set of policies, requires
adding (possibly complex) rules for deriving these relationships based on
simple relationships between sub-elements of those policies.

• Our approach does not only support policies defined using one of the specific
policy languages as defined in Section 4.1, but can be extended to support
other policy languages as well. Other policy language that can be defined
as an extension of or mapped to our generic policy model (as presented in
Section 4.1), like for example XACML [OAS05], could be supported as well.
This would allow policy reasoning across different policy languages.

7 Challenges and future work

In the course of our research, we have worked towards:

• middleware that enables the use of policies to configure the behavior of ser-
vices in different areas and domains,

• and not only by programmers but also by non-experts and end users, by
offering high-level, domain-specific concepts and user-friendly editors,
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• middleware that simplifies adoption by integrating policy enforcement into
the middleware infrastructure,

• and that supports validation and consistency checking over large sets of
policies, typically generated by multiple actors or stakeholders.

Our contributions are but a first step towards the development of a new gen-
eration of middleware platforms, in which application assembly, configuration and
adaptation is predominantly expressed and enforced on the basis of domain-specific
policy languages. We articulate four major challenges that need to be further ad-
dressed.

Towards principled configuration of middleware Policies have been used
to influence the behavior of a service and can be defined by different actors. In an
ecosystem of multiple stakeholders and various organizations, middleware should
be restrictive in the application of policies on services that are owned or exploited
by another stakeholder. For example, a service should not allow any policy from
an end user that would try to bypass the billing service. In particular, the more
advanced policy enforcement strategies can use aspect-oriented techniques to weave
in the behavior of the policies: such an approach allows significant impact on the
original behavior of a service. In certain business environments it might be useful
if a service could control (i.e. define and/or restrict) the (type of) policies that
can be applied to it. This could for example be achieved by introducing some
kind of service interface, describing the type of policies that can be applied to the
service and the different integration points that are available. This is necessary to
allow cost-effective service engineering through mass customization and dynamic
adaptation, where stakeholders might offer generic services that can be reused and
customized by other organizations. Needless to state that this still is a major
challenge.

Studying policy enforcement strategies As shown in Section 5.1, various
different strategies and techniques can be used to actually enforce policies, each
one having its own characteristics. Sections 5.2 and 5.3 respectively show how
policies can be integrated in a service-oriented or a BPM environment. While other
enforcement techniques have also been studied in the past, this has only resulted
in a few isolated prototypes. However, a policy-based middleware that supports
a wide spectrum of different enforcement strategies and techniques might enable
application developers to select the most appropriate enforcement technique (or a
combination of different ones). It could even allow the adaptation of enforcement
strategy if necessary. A framework that supports and unifies different enforcement
techniques could be used as an experimental testing environment for evaluating the
advantages and disadvantages of different approaches, or to identify and validate
new ones.
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Towards meta-level policies While policies can be used to configure (existing)
services, they can – in principle – also be used to configure the behavior of policies
themselves. Meta-policies, i.e. policies about policies, could for example be used to
specify who is allowed to change, update or deploy policies, how policies should be
combined, etc. While there are quite some examples on how to use meta-policies
in simple situations like access control on policies themselves, we believe that the
full potential of meta-policies has not been addressed yet. For example, in the
context of policy enforcement, meta-policies could be used to automatically select
the most appropriate enforcement mechanism (or a combination of), based on the
type and location of necessary information, the location of necessary enforcement
points, the architecture of the application, available services in the application,
performance impact, complexity, etc.

Towards full life cycle support for middleware policies When creating
an application on top of a policy-based middleware, policies should not only be
taken into account when designing or developing the application, but should be
supported during the entire software development cycle, from requirements to
evaluation. This should include support on how to represent policies at the re-
quirements and analysis level, automated testing of policies, evaluation of the
effectiveness of policies, etc. This becomes even more important in the context of
a service-oriented architectures, where services of possibly different organizations
are combined and where reusing existing assets becomes more and more impor-
tant. To the best of our knowledge, little to no work has been performed to study
the integration of policies into the entire development life cycle.

8 Conclusion

Middleware technology, albeit increasingly sophisticated, has not kept up with
the growing demands that emerge in the digital society. (1) Applications span
a broader and broader range of platforms and organizations. (2) An expanding
stack of reusable and configurable services needs to be offered in a middleware
platform, especially to guarantee productivity of the application developers. (3)
Users possessing limited technological expertise wish to configure applications and
the underpinning services.

We have presented an approach to bridge the gap between state-of-the-art mid-
dleware and the emerging needs listed above: policy-driven middleware includes an
extra layer that interprets high-level policies describing application composition,
configuration and adaptation, user preferences as well as specific non-functional
requirements such as security and quality-of-service. In addition, policy enforce-
ment facilities can ensure that high-level policies are monitored and controlled by
the middleware. Also, reasoning capabilities support the management of policies
that emerge from different stakeholders, typically addressing different concerns.
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Our approach is based on experience with realistic applications. We have shown
the feasibility of the proposed approach, though a lot of research remains to be
performed.
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Abstract

Policies can be used for the configuration and management of existing services,
possibly at runtime, without having to change their implementation. They declar-
atively specify the behavior of these services in certain circumstances and can
be used in areas like security or quality of service. In order to make the policy
specification as effective as possible, specific policy languages have been defined
for many different areas. We present a policy ontology where specific policy lan-
guages are created as simple extensions of a generic policy model. In addition,
by explicitly representing (and mapping) the domain the policies are applied to,
domain concepts can be used directly inside policies. As a result, policies can be
more targeted towards different areas and domains.

1 Introduction

Policies are increasingly used in modern information platforms for configuring com-
plex systems and controlling the interaction between different actors and entities.
Policies allow changing the behavior of a system without changing its implemen-
tation, creating adaptable systems whose behavior can be altered dynamically.

Security policies for access control are probably the best known example,
declaratively specifying who is allowed to access which services. But policies are
used in other areas as well, like quality of service (QoS) management and user
preferences. There is a need for a common (general-purpose) policy language that
allows us to configure services in these different areas using the same core language.

But, in order to make policy specification as effective as possible, policies should
be targeted to specific areas and application domains. Domain-specific languages
allow policy authors to use higher-level concepts closely related to the problem at
hand and to the domain policies are applied to, making them easier to understand
and simplifying their specification.

There is an apparent tension between using a general-purpose (policy) language
(GPL), which covers a broad domain but is usually harder to specify, and domain-
specific policy languages (DSLs), which are easier to specify but can only be used
in a limited setting and are harder to enforce. A solution in this context should
address the following requirements:

• Common policy language: There is a need for a common policy language
that can be used for expressing policies in different areas (like security, QoS,
etc.) and in various application domains (like telecom, healthcare, etc.).

• Ease of use: Different types of users, ranging from system administrators
to end users, must be capable of specifying their preferences using these
policies. Therefore, a policy solution should simplify policy specification by



58 Towards Simplified Specification of Policies in Different Domains

offering (1) concepts at a higher level of abstraction, closely related to the
problem domain and (2) user-friendly formats for specifying policies.

• Extensibility: It should be straightforward to extend existing policy lan-
guages with new concepts, add new domain concepts, create new policy
languages, add new policy representation formats, etc.

Our contribution is a step towards bridging this gap between a general-purpose
policy language and domain-specific policy languages. In this paper, we present a
policy ontology that contains a generic policy model, allowing us to express differ-
ent types of policies using the same core language. Specific policy languages, like
for example a security and a QoS policy language, are defined as simple exten-
sions of this core language, introducing concepts related to that specific area. In
addition, by explicitly representing the domain model policies are applied to, and
mapping it to concepts defined in our policy ontology, policy authors can directly
use high-level domain concepts in their policies. As a result, all our policies are
based on the same core language but are nevertheless targeted to a particular area
and domain.

We further simplify policy specification by using specialized, user-friendly pol-
icy editors, defined on top of this policy ontology. Policy editors can be generic,
allowing the specification of different types of policies, or targeted to a specific
area and/or domain. As a result, both system administrators and non-experts can
use policies to define their preferences, expanding the area where policies can be
applied.

The main focus of this paper is on representing policies in different areas and
application domains using the same core language. We did however implement
a prototype capable of enforcing these policies as well. The impact of our ap-
proach on the enforcement architecture is therefore discussed when evaluating our
prototype.

This paper is structured as follows: In section 2 we present our case study, a
telecom platform, where policies are used in five different areas. Section 3 presents
the policy ontology and explains how policies can be targeted to a particular area
and domain by explicitly representing the application domain concepts and ex-
tending the core policy model. Section 4 describes how policy editors can ease the
specification of policies even further by using user-friendly (graphical) notations.
In section 5 we evaluate our approach and related work is discussed in section 6.
We state our conclusions in section 7.

2 Policies in telecom

To show how different types of policies could be used to configure services in a
particular domain, we apply policies in the context of a telecom Service Enabling
Platform (SEP) [MM06]. The telecom market is confronted with an increasing
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demand for advanced, integrated and highly-customizable telecom services, like
triple play services integrating the internet, video and telephony. In order to
respond to these new requirements, telecom providers have introduced the concept
of a SEP, a platform that allows the creation, configuration and execution of new
telecom services, by assembling existing functionality in the form of capabilities
and/or other services. It is a service-oriented architecture (SOA) that uses an
Enterprise Service Bus (ESB) to manage the communication between all actors
and to orchestrate the composed services [MM06].

To allow maximal reuse of functionality, most capabilities and services and
the platform itself can be configured to behave differently based on the specific
circumstances the capability or service is used in. For example, based on the
identity of the requester of some service or the time of day, the service might
be required to behave differently. Manually managing the configuration of these
services is a complex and time-consuming operation, because different services
offer different configuration mechanisms and configurations are spread out across
the entire platform.

The best known examples of policies are probably authorisation policies, which
describe whether a subject (= the requester) is allowed to perform a certain oper-
ation on a resource. But policies in a broader sense can be used in other areas as
well. In this paper we describe five types of policies we were confronted with when
investigating the configuration of the SEP. Each type is defined in more detail
below and example policies are shown for each policy type. Note that our solution
can easily be extended to support further types of policies if necessary.

• Security: Can be used to specify whether a subject is allowed to perform
an operation on a resource. Other security-related issues like confidentiality
and verification can be supported as well.

– Allow service provider A access to method M on service X between 9am
and 5pm.

– All invocations to the banking service should be secure.

• SLA/SLO: Service level agreements (SLAs) and service level objectives
(SLOs) specify QoS preferences (like guaranteed or preferred number of re-
quests per second or number of simultaneous sessions) between end users,
service providers and/or the network operator.

– Guarantee that service provider A can send 100 requests per second.

– Restrict service X to receive 1000 events per minute.

• User privacy: Allows a user to specify who is allowed to see or even change
his/her personal information. This information is not only limited to (quasi-
)static information like address and phone number, but also dynamic infor-
mation like location and presence status.
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– Do not allow end user U to see my presence status.

– Ask me for confirmation before sending out my location status.

• User preferences: Allow end users to specify their preferences when using
services. A typical example is redirection (of phone calls, SMS or mail),
where the end user should specify under which circumstances redirection
should occur and where to.

– During office hours, redirect home phone to office.

– When out of office, receive e-mail as SMS/MMS.

• Operational policies: To make services more evolvable, a service provider
could introduce business logic inside a configurable service by specifying it
using policies. Policies are easier to adapt and manage, thus allowing service
providers to change the business logic without having to re-implement the
service.

– If recharge amount ≥ 50EUR, activate promotion X.

A policy language for the configuration of (services in) the SEP should allow
end users, service providers and system administrators to express their preferences
in each of these different areas.

3 Policy ontology

In this section, we present our policy ontology, which is used to represent different
types of policies based on the same core language, but nevertheless allows us to
target policies to a specific area and domain as well. An ontology is a definition of
the concepts and the relationships that can exist between these concepts. Figure
3.1 gives an high-level overview of our approach. Our ontology can be divided into
three main parts:

• The generic policy model defines the common structure of policies and
how they can be combined into policy sets. It contains generic concepts that
are common to different types of policy languages.

• In order to target policies to a specific area, like security or QoS, specific
policy language extensions are created on top of the generic policy model.
They extend this model by introducing concepts that are important in that
specific area. For example, the security policy language defines security
related properties like roles and signatures.

• By explicitly representing the domain model, policies can be targeted to a
specific domain as well. If the domain model concepts, in our case the telecom
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domain, are mapped to concepts in the generic policy models, authors can
use these high-level concepts when specifying policies. For example, policies
can refer to concepts like telecom operator, service provider and end user
(and their properties).

This ontology allows us to bridge the gap between a general-purpose language
and domain-specific languages. A domain-specific language (DSL) [vDKV00] is a
language designed to solve problems in a particular domain and is not intended
to be able to solve problems outside of it. The following advantages have been
observed when using a DSL in contrast to a general-purpose programming language
(GPL) [DSL]:

• DSLs allow solutions to be expressed in the idiom and at the level of abstrac-
tion of the problem domain. Consequently, domain experts can understand,
validate, modify, and develop DSL specifications.

• DSLs create self-documenting code, enhance quality, productivity, reliability,
maintainability, portability, etc.

• DSLs allow validation at the domain level. As long as the language constructs
are safe any sentence written with them can be considered safe.

Our generic policy model can be considered as a general-purpose policy lan-
guage that can be used to express policies in different areas and domains. We
create domain-specific policy languages by (1) creating specific policy languages,
targeted to a specific area and (2) target policies to a particular domain by map-
ping concepts in this domain to concepts in our policy ontology, so they can be
used when expressing policies.

One of the most important disadvantages of using a DSL is the cost of design-
ing, implementing, and maintaining it. But our ontology allows the definition of
specific policy languages as simple extensions of our core language, requiring only
the definition of the concepts that are specific to that particular area. As a result,
new specific policy languages can more easily be specified.

The different models are described next: The generic policy model is first
presented in section 3.1. Section 3.2 explains how the generic policy model is
extended to support different types of policy. How to target policy languages to
a particular domain is shown in section 3.3. Section 3.4 applies this approach in
the context of a telecom SEP.

3.1 Generic policy model

Although policies can be used in a lot of different areas, some core concepts are
reused across all these types of policies and policies themselves share a similar
structure. We believe that a significant part of the policy language can be reused
for all policy types, while extensions are needed to introduce concepts that are
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Figure 3.1: Extending the generic policy model for different types of policies.

application-specific. The generic policy model describes the concepts common to
all types of policies and can be divided into three parts:

• the information that can be used inside policies

• the structure of the policies

• how policies can be combined into policy sets

All models are represented as UML diagrams. The semantics is only described
informally in the text. However, since the semantics of generic concepts might
be dependent on the application domain and the environment policies are applied
to, it can only be fully defined in a specific application context. For example,
several policy languages might define the semantics of an event differently (e.g.
instantaneous vs. durable).

The generic models are based on a combination of concepts found in existing
policy languages (XACML [OAS05], PCIM [Int01] and Ponder [DDLS01]) and the
rules format of ILOG JRules [JRu], a general-purpose rule language. The general
structure of policies and policy sets is similar to the Policy Core Information Model
(PCIM) [Int01], but extends this model by specifying in more detail how policy
conditions are structured. By increasing the level of detail in the generic policy
model, specific policy language extensions can be kept simple. We also support
advanced action and policy combination, simplifying the specification of complex
policies. Each of these models are now described in more detail.

Information

Before describing our policy language, we first define the information that can be
referred to when defining policies. Policies are used to configure the behavior of
services in specific circumstances. This usually implies describing how a service
should respond to specific events. An event might for example be the invocation
of an operation in the system or a notification of a state change. This generic
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Figure 3.2: The policy information model.

information model defines the structure of an invocation event, as shown in Figure
3.2. An event has associated attributes describing the properties of that event.
Note that this model does not define the full semantics of an event, as its meaning
might be dependent on the context it is used in (e.g. instantaneous vs. durable).
The semantics should be extended when applying these concepts it in a specific
environment.

If an event describes an invocation in the system, three subsets of properties can
be distinguished: those related to either the subject (invoker), resource (target)
and operation of the invocation.

• The subject represents the entity responsible for the event, e.g. the re-
quester of the operation. It can contain attributes like its name and other
identification information.

• The resource is the target of the invocation. Resources could be categorized
into different types.

• The operation that is invoked has attributes that represent the parameters
and possibly the result of the invocation.

• Information that is relevant during policy evaluation but not directly linked
to the invocation can be defined as environment information. Typical
examples are the current time and date.

• The event itself can have additional attributes as well, like for example a
priority indication.

The attributes defined here are generic, meaning that they might be useful in
different types of policies. Specific policy languages can extend this model by
defining additional attributes, as explained in section 3.2. For example, a security
policy language might define additional security-related attributes that can then
be used when specifying security policies as well.
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Figure 3.3: The policy model.

Policy

Policies are used to configure the behavior of services. Policies are described in
a declarative way, specifying what should happen in certain well-defined circum-
stances, but not how it should be done. Policies can also be useful at different
levels of detail. For example, service level objectives (SLOs) are typically high-
level, implementation-independent and only refer to well-known domain model
concepts. Operational policies configuring one specific service usually are lower-
level and refer to concepts specific for that service.

All types of policies can be described as condition-action rules, where the
action describes what should happen, and the conditions describe under which
circumstances. For example, if user U specifies he wants to redirect his home
phone to the office during office hours, two conditions are used to specify that this
policy is only applicable when (1) someone tries to phone this user at home and (2)
during office hours. The action specifies that the phone call should be redirected
to the office.

Figure 3.3 gives an overview of the policy model. A policy has zero or more
conditions. Conditions are boolean expressions that express when the policy is
applicable. Expressions can be quite complex and support the following features:

• Expressions can refer to (input) variables that represent information relevant
to the policy. Their value differs at runtime and their value can be evaluated.
Each specific policy language must define their set of allowed variables. For
example, policies describing how to react to specific invocations can use a
predefined invocation variable that refers to the actual invocation (includ-
ing the subject, operation and resource of that invocation).
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• The policy author can specify an explicit value inside an expression. This
could for example be a number, a certain date, etc. This is often used to
specify values to which the value of some property of a variable should be
compared.

• Arithmetic expressions allow the use of (unary or binary) arithmetic opera-
tors and brackets.

• Functions can be used in expressions. Examples are getters that retrieve
an attribute of an element, comparison functions, helper methods that can
be used to deduce or manipulate information, etc. A function can have a
target, which is the object on which the function is invoked and parameters.
A parameter has a name and the value of the parameter is specified by
using another expression. This means that a parameter could either be
an explicit value, (the result of) a function, a variable or an arithmetic
expression. Functions can be nested, meaning that the result of one method
call can be used as target of another method. Functions are defined using a
FunctionDefinition, which specifies the name, parameters and result type
of the function. A lot of predefined functions can be used to compare and
manipulate basic data types.

The action of a policy specifies what should happen when the conditions of the
policy are satisfied. A policy can only have one action. There are two types of
actions: elementary and composite actions:

• An elementary action represents one decision that should be enforced when
the policy is applied. Since the set of elementary actions that are allowed is
different for each of the specific policy languages, the generic policy model
does not define any actions itself, but specifies that each specific policy lan-
guage must define their own set of allowed actions. Section 3.2 explains how
to this can be achieved and what actions are defined for each of the pol-
icy languages. Elementary actions can use work items to represent atomic
units of work that could possibly be executed when enforcing the action.
These work items are policy-independent and are an abstract representation
of some service that could be used when enforcing an action. Typical ex-
amples are logging some message, sending an email, etc. They declaratively
specify what should be done and they are used to abstract away from imple-
mentation details of how it should be done. Work items can use parameters
to customize their behavior.

• A composite action combines two or more actions, specifying the order in
which they should be executed, whether they should be executed in sequence
or parallel, what to do if one of the actions cannot be executed, etc.
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Figure 3.4: The policy set model.

Policy sets

Multiple policies can be combined using policy sets. Because different actors can
define policies, policy sets must take into account that more than one policy in
a policy set may be applicable simultaneously, and that the actions suggested by
these policies may be conflicting. Therefore, a policy set must specify how the
individual policies should be combined to reach a single result.

Figure 3.4 gives an overview of the policy set model. Policies can be combined
to form policy sets. A policy set is a combination of policy elements, where a
policy element is either a policy or another policy set. Each policy set uses a
policy combination algorithm that describes how the (possibly conflicting) policies
should be combined.

A policy combination algorithm’s primary goal is to prevent or solve possible
conflicts within one policy set, which can be achieved by specifying which of the
different policies has precedence. However, more advanced algorithms can also be
used to describe the order in which policies should be evaluated, possibly allowing
parallelism, etc. Examples of possible policy combination algorithms are priorities
(all policies are given a priority number and the policy with the highest priority is
executed first), recency (policies that where defined or activated more recently have
precedence), etc. An example of a more advanced policy combination algorithm is
a policy flow, where the order in which policies should be evaluated is specified as
a flow diagram. New types of policy combination algorithms can easily be added.
For example, section 3.4 shows how custom combination algorithms can be used
to combine the results of several security policies.

3.2 Specific policy languages

Our generic policy model already contains most of the ingredients for specifying
policies, but does not specify what concepts can be used in each area, like security
or QoS. To accomplish this, specific policy languages can be constructed, extending
the core language with concepts targeted to one specific area. The different policy
languages can be seen as domain-specific languages (DSLs) enabling policy authors
to specify their preferences in one specific area using constructs closely related to
the problem at hand. By using high-level constructs and limiting the concepts
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used to only those that are relevant to that specific area, even non-programmers
can use these specific policy languages themselves.

Because the generic policy model already defines the structure of the policies
(and policy sets), specific policy language extensions only have to define additional
concepts related to that specific area. For example, security policies typically refer
to security-related properties of the subject and the resource, like credentials,
electronic signatures, etc. This can be achieved by extending the generic policy
model in a few, predefined ways:

• The information model describing the information that can be referred to
inside policies can be extended with additional elements and/or attributes
of existing concepts like subject, operation, resource and environment (e.g.
using subclassing).

• Conditions in the generic policy model can be extended to include new vari-
ables, functions, etc. by creating the appropriate Variable- and Function-
Definitions.

• Each specific policy language should define the (elementary) actions that can
be used as part of the policy. This extension is usually necessary since the
set of allowed actions is almost always area-specific. An action is defined by
its unique id and its parameters.

• Policy sets can be extended with new policy combination algorithms.

Our approach tries to minimize the effort required for creating a specific policy
language. Because the core policy model defines the policy structure in detail, the
extensions required are limited. We present two sample specific policy languages
– a security and a QoS policy language – in section 3.4.

3.3 Mapping the domain model

The policy models presented so far are not directly targeted to a specific application
domain. Each of the policy languages can be used in different application domains,
like telecom or healthcare. However, policy specification and management is much
easier if domain-specific concepts can be used directly inside policies. We allow
targeting policies to a particular domain by explicitly representing the high-level
concepts in the application domain and by mapping these to concepts in our policy
ontology.

Separating the domain model specification from the policy model itself allows
the reuse of the policy languages in different application domains. For most appli-
cation domains, a domain model already exists in some form. In this case, only the
selection of the concepts relevant during policy specification and their mapping is
required. Using a standardized domain model allows the use of one policy language
or even policies themselves across different platforms and implementations.
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Figure 3.5: The telecom domain model.

For example, for applying policies in the context of a telecom Service Enabling
Platform (SEP), a specification of the relevant concepts in the SEP is required,
combined with a mapping of these concepts to concepts defined in the policy
model. Figure 3.5 shows a simplified version of the telecom domain model used
in the context of the SEP. A telecom provider is the owner of the SEP, offering
a wide spectrum of services to its clients, called the end users. Services can be
provided by the telecom provider itself, but external 3rd party service providers
could also plug in custom services.

If we explicitly map these concepts to related policy concepts, we can start
using these concepts directly inside policies, making them easier to understand.
This mapping should relate concepts in the domain model with corresponding
elements in the policy model. For example, the information model in section 3.1
defines that an invocation event is linked to its subject, operation and resource.
A subject in this situation can either be an end user or a service provider whose
service is reusing another service. A service corresponds to the resource being
invoked and the methods that can be invoked on a service are the operations of
that service. These mappings are currently created by linking related concepts,
as conceptually shown in Figure 3.5, but these mappings could be extended to
take the properties of these concepts into account as well. A merged model can be
generated by combining the properties of related concepts [PB03]. Similarly, the
same policy languages can easily be targeted to other domains as well, for example
in a healthcare context by defining and mapping concepts like patient, physician,
medical record, etc.

This mapping of domain concepts to our policy ontology also enables basic
domain-level validation. For example, whenever the policy author refers to a sub-
ject, we know this subject must be a valid end user or service provider. Similarly,
all information about which operations are allowed on a specific service can be
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looked up by retrieving all methods provided by that service.

3.4 Specific telecom policy languages

In section 2 we specified how policies could be used in the context of a SEP to
configure services, and we identified five different types of policies, each one used
for the configuration of one specific aspect of the platform (like security or QoS).
A specific policy language can be defined for each of these areas, by extending the
generic policy model, as explained in section 3.2. We now describe how the secu-
rity policy language and the SLA/SLO policy language can be defined, providing
examples of how to extend the generic policy model to allow the specification of
security and QoS policies respectively.

Security policies

Security policies are used to define the behavior of services related to security. The
best known security policies are authorization statements that describe whether a
subject is allowed to perform an operation on a resource, but other features like
confidentiality could be included too.

The security policy language allows the definition of positive (allow) and nega-
tive (deny) authorization statements, in combination with obligations which spec-
ify additional work items (e.g. logging or sending a notification) that must be
executed before granting or denying access.

The model that describes the security policy language extends the generic pol-
icy model, meaning that all generic concepts (and their attributes), as defined in
the policy model and telecom domain model, can be used during policy specifica-
tion. The following security-related attributes and concept refinements are added
as well:

• Information: Additional attributes are defined for subject, operation, re-
source and environment:

– A new subject attribute roles defines the role(s) a subject has. This
allows role based access control (RBAC). By linking roles to subject,
the scalability and manageability of the solution is greatly improved.

– A new operation attribute can be used to specify that a certain opera-
tion is a read or write operation. This allows giving users read and/or
write access to certain resources.

– Resources are extended with an attribute signer that specifies the au-
thority that verified the implementation of the service. This would
allow subjects to specify that they only want to execute services that
were signed by a trusted verifier.
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• Policy actions:

– An allow and deny action are used to specify positive and negative au-
thorization statements respectively. Both can be combined with obli-
gations (e.g. logging or sending a notification), which are specified as
work items that must be executed before granting or denying access.

– Actions like secure or make verifiable offer support for confidentiality
and non-repudiation.

– A filter action allows the request but filters the result before returning
it. Different filters can be specified (and parameterized) to support
different filtering techniques.

• Two policy combination algorithms specific for security policies are defined
as well:

– Deny-overrides: If one of the policies in the policy set denies access,
access to the resource is denied, even if other policies in the policy set
allow access.

– Allow-overrides: If one of the policies in the policy set allows access,
access to the resource is allowed, even if other policies in the policy set
deny access.

SLA/SLO policies

A Service Level Agreement (SLA) is a contract between a provider and a consumer
that guarantees certain QoS at a pre-determined cost. Operationally, guarantees
in a SLA are defined as a set of Service Level Objectives (SLO). A SLO is a com-
bination of component measurements to which constraints are applied. SLAs also
contain a description of the associated penalties if the targets are not consistently
achieved.

SLOs describe the requested QoS in terms of certain key performance indicators
that can be measured. Examples of such properties are:

• Performance: requests or sessions per time unit

• Availability: response time, transaction volume

• Security: number of failed logins or violations

• Business metrics: number of transactions per time unit

SLAs and SLOs are used to limit, guarantee or request a certain level of QoS.
This can be either resource- or user-centered. To allow the specification of these
policies, the SLA/SLO policy language extends the generic policy model with the
following actions:
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• Performance:

– Restrict / guarantee the number of requests or sessions per time unit.
– Route certain requests to specific locations (like high-performance ser-

vices).
– Prioritize certain requests.

• Availability:

– Guarantee a response time or transaction volume.

• Security:

– Restrict the number of allowed failed logins or violations per time unit.

• Business Metrics:

– Restrict the number of transactions per time unit.
– Guarantee a number of transactions per time unit.

In theory, all these extensions could be defined in a single, implementation-
independent mapping. In our prototype (see section 5), however, this is currently
achieved using a combination of three different specifications:

• Additional attributes for information classes must be defined by subclassing
the information classes in Java.

• Actions are defined in an XML Schema file that describes the syntax of a
specific policy language. Listing 3.2 in the next section gives an example of
such a file.

• Functions, variables and combination algorithms are defined by instantiating
and registering a corresponding Definition object.

4 Policy editors

Service providers and end users can use specific policy languages to configure the
behavior of certain services. A policy editor tool assists the user in this process and
stores the created policies in a policy repository. A policy enforcement component
can then later retrieve these policies from the policy repository.

The next section explains how XML is used as the base language for expressing
policies and how an XML Schema Definition (XSD) is used to define the concrete
syntax. But specifying policies in XML directly is not straightforward. We believe
that policy authors should use more graphical, user-friendly tools to specify their
preferences, which are then automatically transformed to the corresponding XML
policies.
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1 <security-policy name="Allow everyone access to ServiceX">
2 <condition>
3 <function function-id="equals">
4 <target>
5 <function function-id="getResourceId">
6 <target>
7 <variable variable-id="resource"/>
8 </target>
9 </function>

10 </target>
11 <parameter parameter-id="object">
12 <explicit-value type="java.lang.String">
13 <value>ServiceX</value>
14 </explicit-value>
15 </parameter>
16 </function>
17 </condition>
18 <action>
19 <allow/>
20 </action>
21 </security-policy>

Listing 3.1: Example security policy rule

Specifying policies using XML

XML was chosen as base language for expressing our policies due to the ease with
which its syntax and semantics can be extended, because it allows the definition
of a system-independent and vendor-independent language and a large set of tools
to parse, generate, transform, validate and manipulate XML already exists.

Listing 3.1 shows an example security policy that states that everyone is allowed
to access ServiceX. This policy contains one condition, which checks whether the
resource id (lines 5-9) is equal to (line 3) "ServiceX" (lines 12-14). The action
of the policy (lines 18-20) is an allow action. Listing 3.2 shows two excerpts from
the XML Schema Definition (XSD) that formally defines the syntax of the policy
languages.

The first type defines that a policy is a combination of zero or more conditions
and one action (and that a policy also has a name and an id). Conditions are de-
fined as expression. For each of the types of policies, this generic XSD is extended
to include the concepts that were introduced for that specific type of policy. For
example, the second type defines the set of allowed actions for the security policy
language as allow or deny by restricting the range of allowed values for the generic
action type.

User-friendly, graphical policy editors

XML is not suited to be edited directly by policy authors. They prefer to use
representations they are more familiar with (like for example a more graphical
notation), and that do not require them to know the exact syntax of the policies
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1 <xsd:complexType name="T-policy">
2 <xsd:sequence>
3 <xsd:element name="condition" type="T-expression"
4 minOccurs="0" maxOccurs="unbounded"/>
5 <xsd:element name="action" type="T-action"/>
6 </xsd:sequence>
7 <xsd:attribute name="name" type="xsd:string" use="required"/>
8 <xsd:attribute name="id" type="xsd:string" use="required"/>
9 </xsd:complexType>

10 <xsd:complexType name="T-security-action">
11 <xsd:complexContent>
12 <xsd:restriction base="T-action">
13 <xsd:sequence>
14 <xsd:choice>
15 <xsd:element name="allow" type="T-allow"/>
16 <xsd:element name="deny" type="T-deny"/>
17 </xsd:choice>
18 </xsd:sequence>
19 </xsd:restriction>
20 </xsd:complexContent>
21 </xsd:complexType>

Listing 3.2: XML Schema Definition for policies

but guides them more during policy specification. Because the domain the policies
are applied to is explicitly represented, this information can be used by an editor
to do more advanced domain-level validation. It even allows the creation of editors
that make sure that users can only select valid values during policy specification,
making the life of the policy author a lot simpler and almost eliminating the need
for validation since the user cannot create invalid policies.

In this paper we illustrate the use of two more user-friendly policy editors that
offer a graphical interface to the policy author. These editors transform policies –
defined using their graphical format – to XML policies once the user has finished
editing his policies.

• Figure 3.6 shows an editor that allows the policy author to create policies
using natural language statements for specifying conditions and actions by
selecting elements from drop-downs. The figure shows an example SLA/SLO
policy that guarantees a certain number of requests per second from service
provider A to resource X. Users cannot create invalid policies since condi-
tions and actions must be constructed using specialized drop-down menus
that allow the policy author to only choose between valid values at any time
during policy specification. By using natural language statements, the com-
plexity of the policy language is hidden for the end user. It is constructed
using the ILOG JRules [JRu] graphical rule editor. It uses a template-based
approach where you have to specify how each (parameterizable) natural lan-
guage statement can be translated to XML.

• Decision tables allow the specification of several policies at once using a tabu-
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Figure 3.6: A more graphical policy editor allowing the creation of policies using
natural language statements and drop-downs.

Figure 3.7: A decision table for expressing security policies.

lar format. Figure 3.7 shows a decision table for expressing security policies.
It is constructed using Drools (also known as JBoss Rules) [JBo] decision
tables. For each type of condition or action allowed inside the policies, a
separate column is present in the decision table. Each line represents one
policy. By entering the appropriate values in each of the columns, a policy
can specify its conditions and actions. For example, the first line specifies
that service provider A is allowed to access method M on service X. The
policies are executed in sequence (top-down) until a matching one is found.
Although decision tables offer a user-friendly way of specifying policies that
most users are already familiar with, it can only be used to specify rather
simple policies. Complex policies would result in an explosion of columns.

These two policy editors are only two examples of different types of editors
that could be designed, and how they offer support to service providers and end
users during policy specification. Because graphical policy editors generate XML
policies in a standardized format, new editors can easily be included since all
policies are represented using our core policy model.

5 Evaluation

To validate our approach, we applied it in the context of the telecom Service
Enabling Platform (SEP) and created a prototype that allows the specification
and enforcement of the five types of policies identified in section 2.
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We now evaluate our approach based on the requirements as defined in section
1:

• Common policy language: We are capable of expressing policies of the SEP in
the different areas specified in section 2 by creating specific policy languages
as extensions of our core policy language. Our policy language also simplifies
the specification of complex policies by using an elaborate expression model
and allowing advanced action and policy combination.

• Ease of use: Not only system administrators but also service providers and
end users can use policies to define their preferences themselves. (1) Specific
policy languages allow the use of high-level domain concepts directly when
specifying policies. (2) Using one of the more user-friendly policy editors,
policies do not have to be defined using XML directly, but can take advantage
of advanced visualizations like drop-downs (assisting users when specifying
policies by showing allowed values) and decision tables (providing a table-like
overview of a policy set).

• Extensibility: Since the generic policy language already defines most of the
underlying concept needed for policy specification, creating a new specific
policy language (or extending an existing one) is as simple as defining the
necessary concepts and mapping these to policy concepts. New user-friendly
policy editors can also be added as long as they can translate their custom
format into the standardized XML.

The prototype allows us to actually enforce policies specified using any of the
specific policy languages automatically. To allow enforcement of the policies, is
must be possible to automatically execute the actions and evaluate the condi-
tions specified in those policies. Therefore, a handler must be defined for each of
the different actions capable of automatically executing those actions (command
pattern). Similarly, functions and combining algorithms must be linked to their
actual implementation. Variables must also be bound to actual objects at runtime
before evaluation, based on the context the policies are evaluated in. Finally, a
Policy Information Point (PIP) capable of retrieving the values of the (possibly
high-level) properties of specific elements must be implemented.

Our policy enforcement architecture – described in more detail in [GWJ07] –
is used to intercept all communication between the actors and makes sure that
policies related to this communication are enforced. Because the SEP uses an En-
terprise Service Bus (ESB) to manage the communication between different actors,
messages can easily be intercepted and redirected to a policy engine, responsible
for actually enforcing the policies, as shown in figure 3.8.

The policy engine itself is based on a rules engine where the policies defined in
XML are translated to rules and used in the rules engine to evaluate the requests.
A rules engine is a good candidate for implementing a policy engine since it uses
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Figure 3.8: Enforcing policies by intercepting requests and redirecting them to a
rules engine.

declarative rules which makes the translation of the policies straightforward and
since rules engines are especially designed to efficiently evaluate conditions, even
when numerous rules are present. We used both Drools (also known as JBoss
Rules) [JBo], an open-source rules engine in Java, and ILOG JRules [JRu], a
commercial rules engine, to implement our prototype. Tests show that the perfor-
mance of our policy engine is acceptable (for both engines): it takes about 15ms to
evaluate a request, dependent on the number of conditions that must be evaluated
but not directly dependent of the number of policies in the system.

However, our approach and prototype still exhibit some limitations. Firstly, the
current ontology focusses on event-driven policies. Further evaluation, preferably
in another domain using a different enforcement architecture, should determine
whether it can be applied to other types of policies, such as state-based policies.
Secondly, explicit representation (and refinement) of the semantics of concepts is
necessary to avoid misinterpretation of concepts. Thirdly, this paper does not
address the problem of policy refinement, where higher-level policy concepts are
mapped to implementation-specific classes. Although our policy ontology can be
used to translate high-level concepts to domain concepts, the translation of these
domain concepts to implementation classes is currently hidden in the implemen-
tation of our policy engine (e.g. services and their operations are defined using
a WSDL interface). Finally, the prototype exhibits some limitations as well: the
different ontologies and mappings as presented in this paper are currently specified
using an implementation- or tool-dependent format (Java and JRules). It might
be better to specify them in an independent format (e.g. OWL) and explicitly
import them into the tools.
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6 Related work

A lot of research has already been performed in the area of policy specification.
We briefly compare our approach with other policy languages and model mapping
approaches.

In the last decade, several policy description languages have been developed
already. They range from policy languages that can only used in one specific
area and/or domain to generic languages capable of expressing different types of
policies.

• Most policy languages have been developed for configuring services in one
specific area, like security or QoS. For example, XACML [OAS05] is an
XML-based language for expressing access control policies. Verma [VBJ01]
describes a QoS language using a tabular format.

• A policy language can focus on one specific application domain, like for ex-
ample telecom: The ACCENT project developed a policy language called
APPEL [RMTB05] that can be used to specify preferences for call control.
Lago [Lag02] describes a high-level policy language for personalizing com-
munication.

• More generic policy languages allow the specification of policies in more
than one area: Ponder [DDLS01] does not only offer support for access
control policies but for other management policies as well. The Flexible
Authorization Framework (FAF) [JSSS01] allows the specification of different
types of access control policies based on different authorization models.

Our approach extends these approaches by allowing the specification of several
types of policies based on one core policy model in broad spectrum of different
areas. The Internet Engineering Task Force (IETF) and the Distributed Manage-
ment Task Force (DMTF) have also created a generic policy model that allows
the specification of any type of policies. The Policy Core Information Model
(PCIM) [Int01] is a generic object-oriented information model for representing
policy information. Specific policy models, based on the PCIM, are defined for
specific areas like QoS (QPIM), security (ISPS), etc. We extend this model by
specifying in more detail how policy conditions are structured, simplifying specific
policy language extensions. We also support more advanced action and policy
combination.

Other policy languages like KAoS [UBJ+03] and Rei(n) [Kag02] also embrace
the use of ontologies and enrich their language specification with explicit seman-
tics. We believe that semantic technologies are promising candidates for defining
the different ontologies and their semantics explicitly, and for describing more ad-
vanced mappings. They might even be used for policy reasoning (like consistency
checking and conflict detection). Therefore, they are subject to future research.
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Domain-specific or model-driven language frameworks like openArchitecture-
Ware’s xText tool also offer support for generating a DSL (and a corresponding
editor). They could be considered as alternative to the JRules DSL framework
as a basis for implementing the editors and translators. Other model-driven ap-
proaches support the definition of high-level domain concepts and map these to
their actual implementation. This information could be used for implementing
the PIP, which must be capable of retrieving the actual values of the properties of
high-level domain concepts.

7 Conclusion

When using policies for the configuration of existing services, one is confronted
with the choice between a general-purpose policy language allowing the specifica-
tion of policies in a broad domain, and domain-specific policy languages which are
targeted to one particular area and/or domain and therefor are easier to specify.

We have taken a significant step towards bridging this gap by using (1) an
expressive core policy model as the basis for specific policy languages targeted
to one specific area and (2) allowing the use of domain-level concepts in policies
directly. In addition, custom policy editors simplify policy specification by offering
a user-friendly format users are more familiar with.

By applying this approach in the context of a telecom platform, service provi-
ders and even end users can now use policies to configure services in different areas
like security, QoS and user preferences.
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Abstract

Policies enable configuring services by declaratively specifying the (desired) behav-
ior of these services in various, specific circumstances. Different policy languages
allow the specification of policies in specific areas such as security, quality of ser-
vice, functional user preferences, etc. Semantic Web technologies can be used to
express the semantics of these policies and the domain they are applied to.

In a large, distributed environment, the number of actual policies can quickly
become substantial. Moreover, different stakeholders can each describe a set of
policies. Such a set may interact with the policies of other actors. Therefore,
reasoning about policies has become a necessity, for instance for detecting possible
conflicts, inclusion, etc. Semantic Web technologies offer support for reasoning
- but this support is insufficient. This paper presents an approach to support
enhanced reasoning capabilities by combining the best of two worlds: a solution
based on Semantic Web technologies on the one hand, and a general-purpose rule
language on the other hand. We illustrate how such a hybrid reasoning system
can improve policy management in complex distributed service platforms.

1 Introduction

Policies are increasingly used in modern information management and in service
platforms to configure complex systems and to control the interaction between
different actors and entities. Security policies for access control are a well known
example, but policies are increasingly used in other areas as well, for instance to
express quality of service management and user preferences.

Semantic languages, like OWL [OWL] combined with a rule language like
SWRL [SWR], can be used to describe the semantics of concepts and the rela-
tionships that can exist between these concepts. Figure 4.1 shows how the policy
language semantics can be partitioned as a set of related and complementary on-
tologies [VDWJ07]:

1. One can identify a generic, expressive policy ontology that defines concepts
which are common to all types of policies, describing for instance how to
express policies as condition-action rules and how to combine policies in
policy sets. PCIM [PCI] is an example of such a generic policy model.

2. Then one can consider specific policy models that extend this generic policy
language by introducing concepts relevant in one specific area (like secu-
rity, quality of service and user preferences). For example, QoS-PCIM is an
extension to PCIM for quality of service.

3. Finally one can model the application domain, as the policies will be applied
to (and refer to) application domain specific concepts. Furthermore, the
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Figure 4.1: Ontologies for expressing policies.

explicit mapping of application domain elements to policy concepts must be
supported as well so that domain concepts can be used in policies directly.

Nowadays, distributed applications can no longer be managed by a single ad-
ministrator but require the collaboration of many different actors. Because each
of these actors might define their own set of policies, the number of policies in one
application can become quite large. Moreover, these policies must be combined,
leading to possible conflicts, inconsistencies, etc. To avoid these problems, policy
reasoning is necessary to detect such anomalies.

It is obvious that policy reasoning could largely benefit from interpreting se-
mantic knowledge about the policy concepts and the domain concepts that are
used in those policies. It is, however, practically impossible to detect all sorts of
anomalies by only using essential Semantic Web technologies like OWL, SWRL
and SPARQL [SPA]. We therefore need to complement these technologies. In
this paper, we propose the use of a hybrid approach where we extend the rea-
soning power of Semantic Web technologies by integrating support for a more
general-purpose rule language. This approach allows us to reason about policies
by combining the knowledge stored in the different ontologies with more sophisti-
cated rules that describe how to detect the various kinds of problems that need to
be addressed by policy reasoning.

The remainder of this paper is structured as follows: section 2 gives an overview
of different types of policy reasoning. Section 3 describes how we can increase
the expressive power of Semantic Web technologies by combining OWL with a
general-purpose rule language. Section 4 illustrates our approach in more detail
by exploring one specific kind of reasoning, namely policy inclusion. We present
the current status of our work in section 5 and discuss the lessons learned so far.
Related work is presented in section 6. We conclude in section 7.
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2 Policy reasoning

The purpose of policy reasoning is to support policy authors and system adminis-
trators as much as possible in detecting problems that could occur in the deploy-
ment of large sets of policies. When reasoning about policies, there are quite a lot
of relationships between policies that may be worth looking for (sorted from basic
to more advanced) [KPKH05]:

• Policy equivalence: policy A is equivalent to policy B

• Policy inclusion or policy containment: if x meets policy A then it also meets
policy B

• Policy incompatibility: if x meets policy A then it cannot meet policy B

• Policy conflict: policies A and B are in conflict if they cannot be satisfied
simultaneously in a certain circumstance

• Policy incoherence: nothing can meet policy A

• Dominance checking: policy A is dominated by policy set S if the addition
of policy A does not alter the behavior of the system, i.e. find redundant
policy rules

• Policy optimization: removal of redundant conditions, changing the evalua-
tion order of conditions, etc.

• Coverage checking: check whether a policy is defined for a certain circum-
stance, i.e. completeness checks

• Policy combination: replace two or more policies by one policy having the
same behavior

• Policy deduction: check whether a certain policy can be derived from a set
of policies

Notice that the occurrence of one of the many types of relationships listed
above does not necessarily indicate the occurrence of a problem. It is up to the
deployment manager or administrator (the user from our perspective) to decide on
how to respond to generated information. For example, redundant or equivalent
policies could be removed but they do not have to. Policy conflict or incoherence
on the other hand usually indicates a more severe problem that should be solved.
The next section describes how to derive this kind of information using a hybrid
reasoning engine as suggested in the introduction.
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Figure 4.2: The policy model.

3 Reasoning using OWL and rules

Ontologies containing the semantics of the relevant policy and domain concepts
can be defined using OWL and SWRL. This allows us to (re)use the power of
OWL for representing the semantics of various concepts and for reasoning about
these concepts. All relevant concepts are modeled as OWL classes.

Our policy ontology (as described in [VDWJ07] and shown in Figure 4.2) de-
fines all relevant policy concepts. Policies are expressed as condition-action rules,
where conditions are boolean expression. Expressions can use variables, explicit
values, arithmetic expressions and functions. The generic policy model already
defines commonly used functions (e.g. for comparing and transforming basic data
types) but custom (possibly domain-specific) functions can be defined as well.

The policies themselves are represented as OWL instances. For example, List-
ing 4.1 shows a simple XACML [XAC] authorization policy that states that UserU
(lines 5-10) is not allowed (line 2) to access ResourceX (lines 13-18). This policy
can be represented as a combination of OWL instances as graphically shown in
Figure 4.3. It consists of a policy element which is linked to two conditions and one
action. The first condition checks whether the id of the subject equals UserU, the
second one that the id of the resource equals ResourceX. The action specifies that
access should be denied under these circumstances. The translation of policies
from their original format into OWL (instances) can be automated, for example
by using an XSLT transformation for XML-based policy languages.

This knowledge base, containing the policy instances and their semantics, can
be used by a policy reasoning engine to detect potential problems. OWL in com-
bination with SWRL already provides some basic reasoning support. An OWL
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1 <Policy>
2 <Rule Effect="Deny">
3 <Target>
4 <Subjects>
5 <Subject>
6 <SubjectMatch MatchId="string-equal">
7 <AttributeValue>UserU</AttributeValue>
8 <SubjectAttributeDesignator AttributeId="subject-id"/>
9 </SubjectMatch>

10 </Subject>
11 </Subjects>
12 <Resources>
13 <Resource>
14 <ResourceMatch MatchId="string-equal">
15 <AttributeValue>ResourceX</AttributeValue>
16 <ResourceAttributeDesignator AttributeId="resource-id"/>
17 </ResourceMatch>
18 </Resource>
19 </Resources>
20 </Target>
21 </Rule>
22 </Policy>

Listing 4.1: XACML authorization policy

Figure 4.3: Graphical visualization of example policy in OWL.
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reasoning engine can be used to infer new properties of OWL classes or instances,
based on existing information like restrictions on certain properties of a class (car-
dinality, allowed values, etc.), characteristics of those properties (symmetry, tran-
sitivity, etc.), ranges, equivalence, etc. OWL ontologies can also be checked for
inconsistencies and a query language like SPARQL allows searching ontologies for
relevant patterns. Additionally, SWRL rules can be used to derive new properties
of concepts.

But we believe this reasoning support to be insufficient for detecting the various
policy relationships as listed in section 2. OWL restrictions on properties of a
class do not support the use of arbitrary constraints, only equality, value from and
cardinality constraints. SPARQL queries quickly become overly complex when
searching for complex patterns. And SWRL does not support more advanced rule
constructs like the use of arbitrary functions, checking constraints on all elements
of a collection, checking for the (not) existence of certain information, creating
new instances (for example to represent a ternary relationship), etc. This makes
it practically impossible to reason about policies by only using core Semantic Web
technologies. We therefore introduce a hybrid approach where we extend our
reasoning capabilities with an advanced, general-purpose rule language.

The next section describes our approach for one specific type of relationship,
namely policy inclusion. Similar rules could be used to detect the other policy
relationships as defined in section 2 as well.

4 Reasoning example: policy inclusion

Whether a policy A is included by policy B can be derived by looking at the
conditions and action of both policies. We therefor define:

• An includes and excludes relationship between conditions that can be used to
indicate that the source condition includes or excludes the target condition.
These relationship are defined as a transitive. Note that these relationships
do not have to be specified manually but are automatically deduced by the
reasoning engine (see further).

• Rules that describe the equivalence of different conditions (like for example
’A ≥ B’ is equal to ’B ≤ A’). These rules can be used to decompose
conditions and transform them to a canonical representation.

• For each of the functions, rules must be defined that describe when a condi-
tion using this function is included or excluded by another condition. These
rules are thus responsible for automatically creating includes and excludes
relationship whenever appropriate. These rules should not only be used to
compare functions of the same type (like ’x > a’ includes ’x > b’ if ’a ≤ b’),
but also other, similar functions (like comparing ’≥’ with ’≤’).
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1 rule "Not Inclusion of Policy"
2 when
3 p1: Policy( )
4 p2: Policy( )
5 eval( p1 != p2 )
6 not NotIncludes( object1 == p1, object2 == p2 )
7 e2: Expression( ) from p2.getConditionList()
8 not Includes ( object2 == e2, e1: object1
9 -> ( expressionFromPolicy((Expression) e1, p1)) )

10 then
11 assert( new NotIncludes(p1, p2) );
12 end

Listing 4.2: Rule defining the inclusion between two policies

• Generic rules can then derive whether one policy is included by another pol-
icy based on the includes and excludes relationships between the conditions
of both policies. Listing 4.2 shows a rule that is used to define that [after
transforming policies to their canonical representation] policy p1 does not
include policy p2 if there exists a condition from policy p2 that is not in-
cluded by a condition of policy p1. A similar rule is used to specify that p1
does not include p2 if the action of p2 is not included by p1.

Almost all rules as presented above are generic and can be used for any policy
language that is based on the generic policy ontology. However, when using custom
functions, rules describing the semantics of those functions must be defined (by
the policy language author) as well. Otherwise, the reasoning engine will not be
able to reason about policies that rely on those functions. Policy authors are never
confronted directly with these (possibly complex) rules. They can just query the
reasoning engine for the occurrence of certain relationships between policies.

5 Status of work and discussion

Drools (aka JBoss Rules) [Dro] is an open-source rules engine whose rule syntax
supports more advanced rule constructs. We have extended the Drools engine with
support for importing OWL for reasoning about these ontologies. This hybrid
reasoning engine allows the combination of powerful OWL with advanced rules
that are capable of detecting the policy relationships that are relevant for policy
reasoning. Our policy ontology uses OWL-DL to describe the semantics of the
policy concepts, but the reasoning engine does support OWL-Full for defining
additional domain-specific concepts.

Our current prototype implementation allows detecting policy equivalence, in-
clusion, incompatibility and conflict relationships between policies. It supports
equality functions and comparison of basic data types. It also takes advantage
of any additional semantic knowledge about the (domain-specific) concepts used
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inside policies. In order to extend the reasoning capabilities of the policy reason-
ing engine, new (generic) rules should be defined capable of detecting additional
relationships between policies (or policy elements).

The reasoning approach explained in section 4 can be used to detect prob-
lems that could theoretically occur. However, it is possible that the theoretical
conditions that cause problems to arise can never occur in one specific applica-
tion domain. If (the key concepts of) our application domain are represented as
OWL (instances), then we can use this information to derive which of the detected
anomalies (at the general level) can actually generate problems in that specific ap-
plication. For example, policies are only considered to be causing conflict in a
specific application when there actually exist elements in that application domain
that match the conditions for the conflict between the two policies. This allows
giving much more useful feedback and optimizing policy evaluation substantially
by removing redundant conditions.

For example, a user could specify two policies, stating that (1) only people on
his friends list are allowed to see his personal information and (2) anyone under
the age of 12 is denied access to the same information. These policies theoretically
could be in conflict, but if we can verify that none of user U’s friends are under
the age of 12, this potential conflict can be ignored.

Also note that our approach does not assume that all policy authors use one
standardized policy language for expressing their preferences. All policy languages
that can be described as or mapped to condition-action-rules can be included when
reasoning about policies.

6 Related work

We summarize related work, (1) in the area of using ontologies to support reasoning
about policies and (2) related to the use of hybrid reasoning engines.

Semantic policy languages like KAoS [UBJ+03] and Rei [Kag02] also use ontolo-
gies for defining the semantics of policies and related concepts. For the evaluation
of requests, Rei includes a Prolog-based engine that uses the information specified
in OWL. Rein [KBL05] (Rei + N3) evaluates requests using cwm (an N3 reason-
ing engine). The main focus is on representing the semantics of policies and using
this information to evaluate requests. These systems actually offer only limited
reasoning support.

Kolovski et al. [KPKH05] have described how to map policies expressed in WS-
Policy to OWL and provide some basic reasoning capabilities. They use the reason-
ing power of OWL to offer conflict detection and incoherence checking. However,
WS-Policy only allows equality constraints in policies. Their approach does not
support more advanced (custom) functions and domain-specific reasoning. Ban-
darra et al. [BLR03] transform both policy and system behavior specifications into
a formal notation that is based on Event Calculus to detect policy inconsistencies
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and conflicts.
Hybrid reasoning engines that combine ontologies with other (existing) reason-

ing engines have been described before [Mal05]. For example, the Jess rules engine
has been extended to support OWL reasoning in combination with Jess rules. We
have chosen the Drools engine because it is open-source and it has a syntax that
favors readability (and hence useability). The Jena2 inference subsystem is even
designed to allow a range of inference engines or reasoning engines to be plugged
into the Jena Semantic Web framework [Jen].

7 Conclusion

In the context of policy management, semantic technologies can be used to define
the semantics of policies and related concepts, improving interoperability between
different users, application domains, policy languages, etc. When reasoning about
policies, this knowledge base could be used as a starting point for detecting incon-
sistencies and possible conflicts between policies.

We have argued that the reasoning support of these core technologies is insuffi-
cient at this point for detecting complex policy relationships. Although extending
these core technologies with more advanced reasoning support might solve some
of the problems encountered, a hybrid approach where a basic reasoning engine
is extended with support for other more advanced types of reasoning seems more
viable. Reasoning engines can then cooperate in deriving information based on
this common knowledge pool. This would allow the development of even more
advanced reasoning engines in the future. We have experimented with this con-
cept by extending a rule-based language (Drools) with support for reasoning about
OWL ontologies. We have illustrated this approach with an example in the space
of policy inclusion. This shows that the approach is promising.
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Abstract

Current workflow languages for web services suffer from poor support for separa-
tion of concerns. Aspect-oriented software development is a well-known approach
to improve this. In this paper, we present an aspect-oriented extension for the
WS-BPEL language that improves on current state-of-the-art by introducing an
explicit deployment construct, a richer joinpoint model, and a higher-level point-
cut language. In addition, the supporting technology is compatible with existing
WS-BPEL engines.

1 Introduction

Over the last years, web services [ACKM04] have been gaining a lot of popularity
as a means of integrating existing software in new environments. By composing a
number of basic web services, new web services can be created that provide more
advanced functionality. These compound web services can then be reused in even
other web services, which further facilitates software reuse.

Originally, the only way to compose web services was by manually writing the
necessary glue-code in programming languages such as C and Java. It quickly be-
came clear, however, that a composition of web services is more naturally captured
by dedicated workflow languages [DE97] than by general-purpose programming
languages.

Today, the most popular workflow language with regard to the composition of
web services is the Business Process Execution Language (WS-BPEL) [ACD+03].
WS-BPEL builds on the foundations of WSFL [Ley01] and XLANG [Tha01], and
can be used to specify both executable business processes and abstract business
processes. Executable processes model the behavior of one participant in a compo-
sition (i.e. orchestration), while abstract business processes specify the externally
visible behavior of a composition (i.e. choreography). WS-BPEL processes are
platform- and transport-independent, and are expressed using XML.

1.1 Separation of Concerns

In this paper we improve the modularization capability of WS-BPEL in order
to provide a better separation of concerns [Par72] in the workflow specification.
In WS-BPEL (and other workflow languages, for that matter) a large number of
concerns (such as authorization and billing) cannot be cleanly separated from the
main functionality of the workflow specification. WS-BPEL processes suffer from
a problem that is named the “tyranny of the dominant decomposition” [OT99].
A WS-BPEL process can only be decomposed according to the control flow of
the process, and concerns that do not align with this decomposition end up scat-
tered across the process specification and tangled with one another. For example,
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billing requires invoking some billing service each time before and after a certain
functionality in the process is provided. This makes it difficult to add, modify, or
remove such concerns. Also, because WS-BPEL processes must be specified in a
single XML file, complex processes give rise to large XML files which can become
difficult to understand, maintain and evolve.

To solve the above problem, we propose to apply aspect-oriented decompo-
sition and composition mechanisms to WS-BPEL. Aspect-oriented software de-
velopment (AOSD) [KLM+97] has been gaining a lot of popularity as a means
of improving separation of crosscutting concerns in software. Examples of such
crosscutting concerns are security concerns such as access control and confidential-
ity [DJP05], debugging concerns such as logging [KHH+01] and timing contract
validation [VSJ03], and business rules such as billing [DJ04]. The goal of AOSD
is to achieve a better separation of concerns, by allowing crosscutting concerns
to be specified in separate modules called aspects, so that adding, modifying or
removing these concerns does not require changes to the rest of the system.

Traditional aspects consist of two main parts: pointcut definitions and advices.
Points in the program execution where an aspect can be applied (e.g. method
invocations in object-oriented programming) are called joinpoints. Pointcuts select
sets of joinpoints where aspects should be applied; these pointcuts can be expressed
using declarative pointcut languages. An advice specifies the concrete behavior
that should be executed at certain joinpoints — typically before, after or around
the original behavior of the joinpoints. Inserting the behavior defined by aspects
at the correct locations in the main program is called weaving.

Initial research on AOSD has concentrated on applying its principles to the
object-oriented programming paradigm. However, as motivated by Arsanjani et
al. [AHMT03] and others [CM04, CE05, VVJ06], AOSD has a lot of potential in
a web services context, too.

1.2 Web Service Composition in Telecom

The research described in this paper is part of a larger research project, which
is named WIT-CASE and is performed in collaboration with Alcatel, and which
addresses composition of web services on a telecom service delivery platform. We
will therefore illustrate the motivation for our approach by providing examples
from within this context. Typical use cases for a telecom service delivery platform
include setting up and executing a multi-party conference call. Such use cases
mostly have the same general characteristics. For example, the platform needs
to check whether the user is allowed to access the functionality he has requested
before providing this functionality (authorization), and the user needs to be billed
for his usage according to some billing scheme (billing).

Both the authorization and billing concerns are typically crosscutting. There-
fore, an aspect-oriented approach can improve the modularization of web service
compositions on a telecom service delivery platform. Without support for AOSD,
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nearly every WS-BPEL process on our platform would start with some authoriza-
tion code before executing its main functionality, and would perform some billing
functionality before and/or after certain resources are used. This means that,
when some part of the authorization or billing policies changes, all these processes
need to be modified. The presence of more than one authorization or billing policy
would even further complicate this situation.

If, on the other hand, support for AOSD is available, crosscutting concerns
such as authorization and billing can be expressed separate from the processes’
main functionality in dedicated aspects. If authorization or billing policies would
change, this would only require changes to the corresponding aspects, and not to
the main processes. If one would like to support more than one authorization or
billing policy (e.g. fixed fee billing as well as duration billing), it is sufficient to
simply implement an additional aspect.

In this paper, we propose an aspect-oriented programming extension for WS-
BPEL, named Padus, in order to provide a better separation of concerns. The
characteristics of the telecom service delivery platform and the goals of the WIT-
CASE project have had a profound impact on the design and implementation of
Padus. First of all, the overall workflow specification language should be suffi-
ciently expressive and should support creation of higher-level composition primi-
tives. Moreover, adding AOP support to WS-BPEL should be as less disruptive
as possible to the existing tool chain and should introduce as less run-time per-
formance overhead as possible. For these reasons we have chosen to follow an
approach in which the design of Padus is based on a logic-based programming
language (in order to increase expressive power and ability to construct higher-
level composition primitives) and the implementation of Padus is based on a static
transformation approach (in order to be compatible with existing tool chain and
minimize run-time performance overhead).

The paper is structured as follows. Section 2 describes our AOP language for
WS-BPEL, while section 3 describes how this language is implemented. A brief
case study is provided in section 4. We present related work in section 5 and state
our conclusions in section 6.

2 The Padus Language

We present Padus, an aspect-oriented extension to WS-BPEL, which aims to over-
come its lack of support for modularization of crosscutting concerns. It allows
introducing crosscutting behavior to an existing WS-BPEL process in a modular-
ized way. Developers can augment WS-BPEL processes with additional behavior
at specific points during their execution. These points can be selected using a logic
pointcut language, and the Padus weaver can be used to combine the behavior of
the core process with the behavior specified in the aspects. Using Padus, the com-
plexity of the core process can be controlled by specifying crosscutting concerns
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Behavioral joinpoints Structural joinpoints
invoking replying sequencing switching
receiving assigning looping (“while”) picking
throwing terminating flowing scoping
compensating doingNothing (“empty”)

Table 5.1: Types of joinpoints available in Padus

like security and billing in separate aspects.
In this section, we describe the design of the Padus language. We follow the

template for describing AOP languages proposed in AOSD-Europe’s survey on
aspect-oriented programming languages [BH05]. We describe the language along
five dimensions: the joinpoint model (section 2.1), the pointcut and advice lan-
guages (sections 2.2 and 2.3), the aspect modules (section 2.4), and the aspect
deployment language (section 2.5).

2.1 Joinpoint Model

Joinpoints are well-defined points during the execution of a WS-BPEL process
where extra functionality could be inserted. They are related to the activities
that are provided in WS-BPEL. Table 5.1 lists the kinds of joinpoints that are
available. Each type is related to a specific WS-BPEL activity, which can be
easily deduced from the type’s name. The joinpoint model does not only allow
behavioral joinpoints but also includes structural joinpoints related to structural
WS-BPEL activities (which contain one or more activities themselves).

Joinpoints are associated with properties relevant to that particular joinpoint.
Some of these properties are related to the attributes and elements of the corre-
sponding WS-BPEL activity. For example, table 5.2 provides the attributes of
“invoking” joinpoints. Additional properties specify, among others, in which WS-
BPEL process or structural activity a joinpoint occurs. Dynamic properties, like
in which process instance a joinpoint occurs and the value of certain variables,
are defined too. Using these properties, one can more precisely select interesting
joinpoints.

2.2 Pointcut Language

A pointcut selects a specific set of joinpoints. Pointcuts can be used to specify the
joinpoints where additional behavior should be inserted. The pointcut language of
Padus is based on logic meta-programming [DV98a, DV98b]. A pointcut can be
seen as a collection of constraints on the type and properties of allowed joinpoints.
In addition, a pointcut is able to expose certain information (e.g. argument values)
so that the advice can exploit this.
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Attribute Type Description
name String An optional name for the WS-BPEL activity
partnerLink String The partner link used by the invoke
portType String The port type used by the invoke
operation String The operation of the port type that is invoked
inputVariable String The message that should be sent
outputVariable String The variable that should contain the reply message

Table 5.2: Attributes of “invoking” joinpoints

Predicate binding Description
invoking(Joinpoint, Name, PartnerLink, PortType, All allowed attributes

Operation, InputVariable, OutputVariable)
invoking(Joinpoint, Name, PartnerLink, Input & output variable

PortType, Operation) names not bound
invoking(Joinpoint, PartnerLink, PortType, Partnerlink, PortType

Operation) and Operation bound

Table 5.3: Bindings for the “invoking” predicates

The pointcut language defines a predicate for each type of joinpoint. The
attributes of the predicate refer to the attributes of that specific type of joinpoint.
Table 5.3 shows the exposed bindings of the invoking predicate. Only the version
with the most variables is really required. The others can be written in function of
the larger one. The predicates with less variables simply offer extra convenience.

By constraining the attributes of a joinpoint predicate, certain joinpoints can
be selected. Pointcuts can combine these predicates with standard predicates
that are available in Prolog [DEDC96], for comparing basic data types, searching
lists, etc. Pointcuts can include negations, and predicates can be combined with
conjunctions or disjunctions. The small example in listing 5.1 denotes a pointcut
that covers all “invoking” joinpoints of operations on the smsServicePT port type
of the smsService partner link of which the name of the operation starts with
“send”.

The pointcut language also offers predicates for constraining or exposing addi-
tional (possibly runtime) properties of joinpoints, like for instance the process or

invoking(Joinpoint, ‘smsService’, ‘smsServicePT’, Operation),
startsWith(Operation, ‘send’).

Listing 5.1: Simple pointcut that captures “invoking” joinpoints that invoke an
operation of which the name starts with “send”
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Predicate Description
inProcess(Joinpoint, Process) Links a joinpoint with the

process it is defined in.
inProcessInstance(Joinpoint, ProcessInstance) Links a joinpoint with the

process process instance it
occurs in.

variableValue(ProcessInstance, Name, Value) Links the name of a variable
to its value in a specific
process instance.

Table 5.4: Predicates for constraining additional properties of joinpoints

process instance a joinpoint occurs in, etc. Table 5.4 gives an overview of some of
these predicates.

Using a logic pointcut language offers significant advantages over more tra-
ditional approaches. The pointcuts can use the full power of unification on logic
variables (by backtracking). Furthermore, since pointcuts are logic rules that cover
joinpoints, new user-defined pointcuts can be reused in the definition of similar
pointcuts. The logic engine supporting our pointcut language also allows writ-
ing recursive pointcut definitions. The base predicates available in the pointcut
language have well chosen names, which can clearly express the intension of the
pointcuts and improve readability.

2.3 Advice Language

The advice language is used to specify how the behavior at certain joinpoints
defined by a pointcut should be altered. Similar to traditional aspect-oriented
systems, advices can either be added to the original behavior, or can replace the
original behavior. New behavior can be introduced by inserting it before or after
certain joinpoints defined by the pointcut. An around advice must be used if
existing behavior might need to be replaced.

In advices can be used to add behavior inside some activity, like for example
add an extra concurrent activity to a flow activity. This cannot be simulated
by before or after advices. In some cases, an around advice could be used as a
workaround, but this would result in significant code duplication. The in advice
can not only be used to add new activities in structural WS-BPEL activities,
but also to customize the behavior of certain WS-BPEL activities, like for exam-
ple adding variables to a scope, or adding flow links to any WS-BPEL activity.
Table 5.5 gives an overview of all the situations where an in advice could be used.

Advice code is defined in an XML element that specifies the type of the advice.
A pointcut describes the points in the original process to which the advice applies.
The extra behavior that should be inserted is specified using standard WS-BPEL
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Joinpoint Element Description
all types source Add the activity as source of a flow link.

target Add the activity as target of a flow link.
flowing activity Add a new parallel activity to a flow.

links Add a new link to a flow.
switching case Add a new case to a switch.

otherwise Add the otherwise element to a switch.
picking onMessage Add a new message trigger to a pick.

onAlarm Add a new timeout trigger to a pick.
scoping variable Add a variable to a scope.

correlationSet Add a correlation set to a scope.
faultHandler Add a fault handler to a scope.
compensationHandler Add a compensation handler to a scope.
eventHandler Add an event handler to a scope.

assigning copy Add a copy to an assign.
invoking correlation Add a correlation element to an invoke.

catch Add a specific catcher to an invoke.
catchAll Add a generic catcher to an invoke.
compensationHandler Add a compensation handler.

receiving correlation Add a correlation element to a receive.
replying correlation Add a correlation element to a reply.

Table 5.5: Pointcuts where an in advice could be used
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<before joinpoint="Jp" pointcut="invoking(Jp, ‘smsService’, ‘smsServicePT’, Operation)">
<sequence>

<assign>
<copy>

<from>Logging invocation of operation $Operation</from>
<to variable="logMsg" part="msg" />

</copy>
</assign>
<invoke partnerLink="logging" portType="log:loggingPT"

operation="logMessage" inputVariable="logMsg" />
</sequence>

</before>

Listing 5.2: An advice that logs all invocations of the SMS service

elements. For before, after and around advices, this is a WS-BPEL activity. In
advices can be used to insert other WS-BPEL elements too, as specified in ta-
ble 5.5. For around advices, the <proceed> activity could be used to include the
original behavior specified by the joinpoint. The pointcut’s attributes are exposed
to the advice; these can be accessed in the advice by prefixing their name with the
‘$’ character. Listing 5.2 shows an example of a before advice that logs all invo-
cations of the smsServicePT web service. The extra behavior that is inserted is a
sequence of two activities: first, the log message containing the invoked operation
is created; then, this message is sent to the logging service.

2.4 Aspect Modules

An aspect represents one crosscutting concern. As such, aspects can contain sev-
eral before, after, in and around advices. Listing 5.3 shows an example aspect
that logs the start and end of all invocations of the smsServicePT web service.
The main sections of an aspect are the using declarations (lines 2–6), the point-
cut (lines 8–9) and advice definitions (lines 11–22), and the actual advices (lines 24–
30). To allow reuse of pointcuts and advices, aspects can include other aspect files.

Adding new behavior usually requires extending the information defined at
process-level, too. For example, adding a new invocation to a process usually
requires adding a partner link that specifies the interface of the new service, and
a new variable that will contain the message that should be sent to that service.
The <using> tag (lines 2–6) allows the definition of such information global to
the process. It may include variables, partner links, partners, fault handlers,
compensation handlers, event handlers and namespaces.

Pointcut expressions can be reused (lines 8–9) by giving them a name and spec-
ifying the parameters, which can either be further constrained when reusing the
expression, or be referred to from inside an advice reusing the pointcut. Defining
a pointcut expression like this generates a higher-level pointcut predicate that can
then be used in other pointcut expressions.
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1 <aspect name="logSMSInvocations">
2 <using>
3 <namespace name="xmlns:log" uri="logging.example.com" />
4 <partnerLink name="logging" partnerLinkType="log:loggingLT" />
5 <variable name="logMsg" type="log:logMsg" />
6 </using>
7

8 <pointcut name="smsInvocation(Jp, Operation)"
9 pointcut="invoking(Jp, ‘smsService’, ‘smsServicePT’, Operation)" />

10

11 <advice name="logMessage(Message)">
12 <sequence>
13 <assign>
14 <copy>
15 <from>$Message</from>
16 <to variable="logMsg" part="msg" />
17 </copy>
18 </assign>
19 <invoke partnerLink="logging" portType="log:loggingPT"
20 operation="logMessage" inputVariable="logMsg" />
21 </sequence>
22 </advice>
23

24 <before joinpoint="Jp" pointcut="smsInvocation(Jp, Operation)">
25 <advice name="logMessage(‘Invoking $Operation’)" />
26 </before>
27

28 <after joinpoint="Jp" pointcut="smsInvocation(Jp, Operation)">
29 <advice name="logMessage(‘Invoked $Operation’)" />
30 </after>
31 </aspect>

Listing 5.3: An example aspect logging the start and end of all SMS service invo-
cations
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<deployment>
<!-- the following aspects need to be deployed for the selected processes -->
<aspect name="..." process="..." id="..." />
<aspect name="..." process="..." id="..." />
...
<!-- the following precedence declarations are valid for the selected process

or for all processes if no process is specified -->
<precedence [process="..."] />

<aspect id="..." [advice="before|after|around|in"] />
<aspect id="..." [advice="before|after|around|in"] />

</precedence>
...

</deployment>

Listing 5.4: Aspect deployment specification

The extra behavior that should be inserted in before, after, around and in
advices can be reused too (lines 11–22). The advice behavior is given a name and
can be parametrized. These parameters can be referred to from inside the advice
code with their name (using the ‘$’ prefix). The named advice behavior can be
called from within advice code using the <advice> element (line 25 and line 29).

2.5 Aspect Deployment Language

A Padus aspect deployment specifies how aspects should be applied to the base
processes and consists of two main parts: aspect instantiation and aspect compo-
sition. Aspect instantiation is responsible for instantiating and applying an aspect
type to a concrete process. Processes are referenced using their name. It is also
possible to select processes in a pattern-based manner using a logic language very
similar to our pointcut language. As such, it is for instance possible to select only
those processes that invoke a particular service or to select processes whose name
starts with a given identifier. Listing 5.4 illustrates aspect deployment in Padus.

The second part of an aspect deployment, namely the aspect composition, is
responsible for specifying the aspect precedence in case multiple aspects apply to
the same joinpoint. In case no precedence is specified, the advice is executed in the
order in which their corresponding aspects are specified. A precedence declaration
overrides this default and is able to specify precedence on a per-advice-type basis.
Aspect precedence for a before advice can thus be different than precedence for an
after advice. The precedence is also able to vary over several deployments of the
same aspect type, as it is bound to the aspect instance’s ID and not to its type.
Furthermore, the precedence specification can be limited to certain processes only,
allowing a custom precedence specification for each process or group of processes if
necessary. Similar to aspect instantiation, the process selection can be name-based
or pattern-based.
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3 The Padus Implementation

3.1 General Architecture

In existing literature on aspect-oriented execution models, two main approaches
can be identified:

• Static Weaving: In a statically woven approach, the aspect and base-code
are woven (i.e. merged) before run-time on either source or byte-code level.
At runtime the aspects, like the base code, cannot be redefined, removed nor
can new aspects be added.

• Dynamic Weaving: A dynamically woven approach uses dedicated tech-
niques to allow weaving at runtime. This allows to dynamically add, remove
and redefine aspects.

We opt for a statically woven approach for the execution model of the Padus
language. Because the language is used to describe real-time processes in a tele-
com service delivery platform, performance is extremely important. In contrast
to dynamic weaving, static weaving introduces no runtime overhead. Another
important advantage is that it does not require a dedicated execution platform
(i.e. a modified WS-BPEL engine in our case), which would otherwise seriously
limit the applicability of the approach. Figure 5.1 illustrates the architecture of
our weaver. A WS-BPEL process is transformed based on the aspect deployment
descriptions. The result is again a regular WS-BPEL process that can be deployed
on all WS-BPEL execution engines.

3.2 Pointcut Matching and Document Transformation

In order to match the pointcuts and transform the target WS-BPEL specification,
the following steps are taken:

• Translation: The WS-BPEL process is translated to a set of logic facts in
the Prolog language. For every WS-BPEL activity, several facts are gener-
ated that define the equivalent activity in Prolog. There is also an explicit
back-link to the nodes in the XML tree representation of the WS-BPEL
process. This allows for a fast reverse translation process from any given
activity to the concrete XML node.

• Matching: A logic engine (SWI-Prolog) is used to find all solutions for the
pointcut rule. The result is a set of facts representing activities where the
aspect is applicable. In case the pointcut defines conditions that are to be
dynamically evaluated (such as variableValue(ProcessInstance, Name,
Value)), partial evaluation is applied to only evaluate the static part of the
pointcut. The dynamic part of the pointcut is inserted at the beginning
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Figure 5.1: Padus weaver architecture

of the advice. If it does not evaluate to true, the advice is not executed.
Separating the dynamic part of a pointcut and inserting the conditional
advice is independent from a concrete WS-BPEL process and the result
might thus be stored for later deployments of the same aspect.

• Joinpoint Identification: All solutions for the rule are translated back to
WS-BPEL activities using the explicit back-link generated in the translation
process. The result is a set of joinpoints denoted by XPath in the WS-BPEL
XML tree where the aspect should be woven.

• Transformation: An XML transformation engine (based on XSLT) is used
to transform the WS-BPEL document at the joinpoints identified in the pre-
vious step. Depending on the concrete advice semantics, a different trans-
formation is applied. For a before advice for instance, the advice process is
inserted before the identified joinpoints. Non-WS-BPEL constructs in the
advice, such as proceed, have to be translated to valid WS-BPEL activities
as well. In case of proceed in an around advice for instance, the replaced
behavior of the joinpoint is inserted instead of the proceed activity.

4 Case Study

In this section we show how our aspect language can be used to add billing to a
multi-party conference call process. Two types of billing schemes are supported:
a fixed fee billing scheme where the end user should pay a fixed price at the end
of the conference call, and a duration billing scheme where the price is determined
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1 <aspect name="Billing">
2 <using>
3 <namespace name="xmlns:bill" uri="my.billing.uri" />
4 <partnerLink name="billing" partnerLinkType="bill:billingLT" />
5 <variable name="billingMsg" type="bill:billingMsg" />
6 </using>
7 <pointcut name="confCallStarts(Jp)"
8 pointcut="invoking(Jp, ‘ConfCallService’, ‘confCallPT’, ‘createConfCall’)" />
9 <pointcut name="confCallEnds(Jp)"

10 pointcut="invoking(Jp, ‘ConfCallService’, ‘confCallPT’, ‘closeConfCall’)" />
11 <advice name="billService">
12 <invoke partnerLink="billing" portType="bill:billingPT"
13 operation="billService" inputVariable="billingMsg" />
14 </advice>
15 </aspect>

Listing 5.5: Aspect defining generic billing concepts

based on the duration of the conference call. Three aspects are used to represent
these two billing schemes:

• A generic billing aspect (see listing 5.5) is used to define concepts common to
both billing schemes: the billing service and message definitions (lines 2–6),
the pointcuts representing the start and end of a conference call (lines 7–10),
and an advice for invoking the billing service (lines 11–14).

• The fixed fee billing aspect (see listing 5.6) introduces one advice that invokes
the billing service with a fixed price at the end of the conference call.

• In the duration billing aspect (see listing 5.7), a first advice (lines 6–13) stores
the start time of the conference call in a new variable (line 4), while a second
advice (lines 14–25) uses this time to calculate the price of the conference
call based on its duration and then invokes the billing service.

The logic needed for adding billing to the conference call process is now cleanly
modularized and is not scattered across the basic control flow, which is very useful
for keeping the complexity of the core functionality under control. Any of the two
billing aspects can now be combined with the conference call process, or any other
process, greatly improving reusability. The billing scheme can easily be modified
afterwards too.

The deployment descriptor in listing 5.8 specifies how the aspect should be
instantiated. Here we apply the FixedFeeBilling aspect to the ConferenceCall
process. Suppose a SecurityCheck aspect is used to make sure that only users
that are allowed to end the conference call can actually do so. In this case, the
SecurityCheck aspect should be applied first, to make sure that the billing only
occurs if the conference call is actually terminated. Note that in this simple
example the default precedence could be used to specify the right order in which
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1 <aspect name="FixedFeeBilling">
2 <include name="Billing" />
3 <after joinpoint="Jp" pointcut="confCallEnds(Jp)">
4 <sequence>
5 <assign>
6 <copy>
7 <from>1.5 EUR</from>
8 <to variable="billingMsg" part="price" />
9 </copy>

10 </assign>
11 <advice name="billService" />
12 </sequence>
13 </after>
14 </aspect>

Listing 5.6: Aspect implementing a billing scheme with a fixed fee

1 <aspect name="DurationBilling">
2 <include name="Billing" />
3 <using>
4 <variable name="startTime" type="xsd:time" />
5 </using>
6 <before joinpoint="Jp" pointcut="confCallStarts(Jp)">
7 <assign>
8 <copy>
9 <from expression="func:getCurrentTime()" />

10 <to variable="startTime" />
11 </copy>
12 </assign>
13 </before>
14 <after joinpoint="Jp" pointcut="confCallEnds(Jp)">
15 <sequence>
16 <assign>
17 <copy>
18 <from expression="func:calculatePrice(
19 bpws:getVariableProperty(‘startTime’), ‘0.4 EUR’)" />
20 <to variable="billingMsg" part="price" />
21 </copy>
22 </assign>
23 <advice name="billService" />
24 </sequence>
25 </after>
26 </aspect>

Listing 5.7: Aspect implementing a billing scheme based on duration
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1 <deployment>
2 <aspect name="FixedFeeBilling" process="ConferenceCall" id="ConferenceCallBilling" />
3 <aspect name="SecurityCheck" process="ConferenceCall" id="ConferenceCallSecurity" />
4 <precedence process="ConferenceCall" />
5 <aspect id="ConferenceCallSecurity" />
6 <aspect id="ConferenceCallBilling" />
7 </precedence>
8 </deployment>

Listing 5.8: Aspect deployment specification

the aspects should be applied too, but this might not be the case anymore if more
processes and/or aspects were defined.

5 Related Work

AO4BPEL [CM04] is an aspect-oriented extension to WS-BPEL that allows for
more modular and dynamically adaptable web service compositions. Each WS-
BPEL activity is a potential join point. In contrast to Padus, AO4BPEL uses
the lower-level XPath pointcut language. Pointcuts are too low-level and refer
directly to paths in the document tree, which limits their reusability and makes
them fragile with respect to evolution of the base process. Furthermore, their
approach does not support an explicit aspect deployment construct nor allows
for aspect reuse. While AO4BPEL allows for aspect addition and removal while
processes are running, supporting this requires a custom-made WS-BPEL engine,
which is incompatible with the existing tool chain.

Courbis and Finkelstein [CF05] present an aspect-oriented language extension
very similar to AO4BPEL. They also use XPath as a pointcut language and use
a custom WS-BPEL engine for allowing dynamic aspect addition and removal. In
contrast to AO4BPEL and Padus, however, the advice language is Java.

The Web Services Management Layer (WSML) [CVJ04] uses aspects imple-
mented in JAsCo [SV03] to capture client-side web service management concerns
such as billing, transactions, selection and caching. Compositions of web services
are handled by traditional approaches such as WS-BPEL. The WSML is thus
complementary to our approach: Padus is able to specify process specific aspects
that reflect over the process definition while the WSML specifies service specific
aspects independent of process details.

Previous research [DV98a] already showed the advantage of using a logic
language for both aspect declaration (defining pointcuts as logical queries) and
weaver implementation (representing the program as logical facts) in the context of
Smalltalk. The logic meta-programming approach to AOP also allows non-expert
programmers to define their own high-level, domain-specific aspect languages.
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6 Conclusions and Future Work

The paper presents an extension of WS-BPEL for allowing a better separation of
concerns through aspect-oriented programming. The Padus language improves on
existing approaches by:

• Providing a rich joinpoint model consisting of all WS-BPEL activities.

• Employing a higher-level logic-based pointcut language that makes the point-
cuts less dependent on the concrete document structure. This makes the
pointcuts less fragile with respect to evolution of the WS-BPEL process.
Because of the higher-level pointcuts, reusing them becomes easier as well.

• Introducing the concept of an in advice to add new behavior to existing
elements, which extends the expressiveness of the advice language.

• Providing an explicit deployment construct that allows to specify aspect in-
stantiation to specific processes expressively using a logic language. Aspect
composition is tackled by an expressive precedence specification that is able
to vary depending on the aspect instances, advice types and concrete pro-
cesses.

• Remaining compatible with the existing infrastructure.

Our aspect-oriented extension for WS-BPEL is an XML-based language and
can be defined using an XML Schema [FW04]. But, similar to specifying a WS-
BPEL process using a graphical notation (e.g. BPMN [Whi04]), a more user-
friendly graphical notation for aspects can be defined too. We already started on
an extension of BPMN that supports the aspect-oriented idea and that can be
translated to Padus aspects.
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tors, Aspect-Oriented Software Development, pages 633–650. Addison-
Wesley, Boston, 2005.

[DV98a] Kris De Volder. Aspect-oriented logic meta programming. In Crista
Lopes, Gregor Kiczales, Bedir Tekinerdoğan, Wolfgang De Meuter,
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Abstract

In this paper, we present an open architecture that enables the coexistence of
and the collaboration between different and heterogeneous clinical decision sup-
port models. Clinical decision support can be (and has been) built starting from
complementary knowledge representation models, for instance rule-based repre-
sentations or workflow models to mention just a few. Each model can contribute
to the quality and effectiveness of an overall clinical decision support system. Our
architecture, Arriclides, enables the integration of a set of representative and quite
different models. An evaluation of our prototype implementation shows that such
an integration has been achieved while preserving performance and scalability.

1 Introduction

Clinical decision support systems can aid care providers in optimally diagnosing
and treating patients. Guidelines that support care providers in performing their
tasks must be defined in a computer-interpretable way to provide patient-specific
advice during the clinical encounter. Different types of clinical knowledge models
have been developed in the past for expressing clinical knowledge.

This paper presents an open architecture for clinical decision support that
enables the coexistence and collaboration between different and heterogeneous
clinical decision support models. This allows clinical experts to define clinical
knowledge using the most suitable model. Specialized models also allow the use
of constructs that are closely related to a certain type of knowledge or decision
support: this makes decision support systems easier to use and understand.

The Arriclides architecture does not only allow the combination of different
clinical knowledge models; it also offers generic support for a lot of non-functional
requirements such as scalability, performance and integration. As a result, new
knowledge models can be included more easily into the architecture because imple-
menters can focus on the core syntax and semantics of their model. The result is a
decision support system that is extensible, allowing clinical institutions to gradu-
ally include new knowledge models without having to migrate existing knowledge
or to redo the integration.

This paper is structured as follows. After introducing clinical decision sup-
port in section 2, section 3 describes the different clinical knowledge models that
are supported by the Arriclides architecture. The high-level architecture itself is
described in section 4. The architecture of the execution environment and the rule-
based processing unit are described in more detail in section 5 and 6 respectively.
A prototype implementation is presented and evaluated in section 7. Related work
is discussed in section 8; we state our conclusions in section 9.
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2 Clinical decision support

Clinical practice guidelines (CPGs) are a powerful method for improving the stan-
dardization and the quality of medical care [FL92]. The purpose of such guidelines
is to support care providers in diagnosing or treating problems. CPGs describe
the interaction between a patient, care providers and the environment in light of
specific clinical circumstances. CPGs are tools for encouraging best practices in
clinical care; they contribute to improving safety, quality and cost effectiveness.
Professional organizations, government agencies and healthcare institutions have
published a plethora of clinical guidelines.

Care providers rarely have the time to keep up with all state-of-the-art guide-
lines. Systems aiding physicians in following particular guidelines are called clin-
ical decision support systems (CDSSs). Studies have shown that guidelines best
affect clinician behavior if they deliver patient-specific advice during the clinical
encounter [OT97]. For guidelines to be delivered at the point of care through
CDSSs, they must be represented in a computer-interpretable format to enable
automatic inference based on available patient data. However, this is far from the
only requirement for an effective CDSS.

We have defined a set of core requirements that must be met by CDSSs. (A
similar set of requirements for a sharable guideline representation format has been
suggested by Boxwala et al. [BPG+00]). We briefly explain the rationale for these
requirements, as they have been the main drivers while creating our architecture.

• Knowledge must be represented in a human-understandable but computer-
interpretable manner.

• A clinical decision support architecture should support the entire life cycle
of guidelines [Bro], including steps like authoring, dissemination, application
and evaluation.

• A clinical decision support architecture should support different types of
knowledge: clinical knowledge can be divided into different types (a) based
on the stage of the care process it is related to (e.g. diagnostic, treatment,
prognosis), and (b) based on the medical domain it is used in. These are but
two examples.

• A clinical decision support architecture should support different types of
decision support. A decision support system can be reactive, proactive or
retrospective and can manifest itself in a number of ways, e.g. as documen-
tation, alerts and reminders, diagnostic assistance, therapy critiquing and
planning, prescribing assistance, reasoning, etc.

• The clinical knowledge models must offer expressive power to allow the def-
inition of all kinds of knowledge in an unambiguous way. This is the most
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optimal way to tackle complexity, for example by using constructs that are
closely related to problem domain.

• The clinical decision support architecture should be manageable, meaning
that the configuration and administration should be similar for all different
types of knowledge and support.

• The clinical decision support system must be integrated with existing data
repositories, to be able to automatically provide patient-specific advice.

• The clinical decision support architecture should be extensible as research
about clinical knowledge models is still continuing and new standards for
representing patient data or for interacting with existing clinical services
might still arise. The inclusion of new process models and/or standards
must be straightforward.

• The clinical decision support architecture should support traceability: care
providers should always be capable of requesting why certain recommenda-
tions were made by the decision support system. They always remain in
charge, because they can reject or override recommendations. All informa-
tion about these recommendations should be stored so that this information
can be used for evaluation.

• Clinical knowledge should be shareable between different organizations. Lo-
cal adaptation of this knowledge to compensate for variations in practice
settings, availability of equipment and medication, local policies, etc. should
be supported as well.

• A clinical decision support architecture should enable portability in different
clinical settings, on different platforms using different implementations, etc.

Notice that these core requirements can be classified into a group that is focused on
the knowledge models themselves, and a group that addresses the key properties
of the overall architecture.

Besides these core requirements, a clinical decision support system has to ad-
dress additional requirements that are necessary for successful deployment and
exploitation of the decision support applications, such as scalability, performance,
security, reliability, etc.

The next section focuses on the knowledge models that are used to encode
and represent clinical knowledge. This will on the one hand further exemplify
the problem domain; on the other hand this will also illustrate some of the above
mentioned core requirements, especially those that characterize the knowledge
models that must be expressive, diverse and manageable.
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3 Clinical knowledge models

In the last decade, several groups have defined models for representing computer-
interpretable guidelines (CIGs) (Arden Syntax, Asbru, EON, GLIF, GUIDE,
PRESTIGE, PRODIGY, PROforma, SAGE, etc.) [PTB02, PTB+03]. A different
approach, based on their specific interest and expertise, has resulted in different
clinical knowledge models (also called process models). Since much effort goes
into creating guidelines in a computer-interpretable format, it is desirable that
different medical institutions and software systems can share them, explaining
the need for standardized clinical knowledge models. Several comparison stud-
ies [PTB02, PTB+03] have identified similarities and differences between these
different clinical knowledge models. Attempts to create one standardized repre-
sentation format have not succeeded so far.

While one model might be the most appropriate candidate for modeling a cer-
tain type of clinical knowledge in a specific setting, using it to encode a totally
different type of decision support might be difficult without making the resulting
knowledge too complex and hard to understand. For example, because the decision
process when diagnosing patients is often less predictable than when treating pa-
tients that have already been diagnosed with a particular disease, different building
blocks should be offered to clinical experts encoding this knowledge in a computer-
interpretable form. By using constructs that are closely related to the problem
domain, the useability of a clinical model for encoding a certain type of clinical
knowledge can be greatly increased. Domain experts can more easily understand
a certain knowledge model if the building blocks that should be used are closely
related to the problem at hand. This usually leads to higher productivity, quality
and maintainability.

Therefore, we believe that having a limited set of heterogenous knowledge
models, each used for modeling a certain type of clinical knowledge or decision
support, might be the best way to keep the complexity of the clinical knowledge
under control. Each process model could be seen as a domain-specific language
targeted to a particular type of decision support. By allowing the coexistence
or even interaction between different process models, clinical experts can choose
the most suitable model when encoding a certain type of knowledge in a specific
setting.

In our current prototype implementation we support four process models: clini-
cal workflow, clinical pathways, validation rules and PROforma. We selected these
because we believe they can be seen as representatives for some important types of
clinical decision support. Clinical workflow can be used to control the execution of
low-level clinical protocols. Clinical pathways allow the description of the possibly
long-term treatment of diseases, across the boundaries of a single clinical insti-
tution. Validation rules allow the use of rule-based, declarative knowledge. And
finally, by also including an existing process model like PROforma, we prove that
clinical institutions who have already invested in a particular knowledge model
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Figure 6.1: A simple clinical workflow example: IV Protocol

can integrate their existing knowledge while at the same time opening up their
clinical decision support system to other knowledge models.

Although we believe that these four models already represent a large part of
the different clinical knowledge models currently in use, we do not claim that we
support all types of clinical knowledge and decision support. We believe that
other models might be required in order to support other types like diagnostic as-
sistance and reasoning. That is why extensibility of the clinical knowledge models
supported by our architecture is of the utmost importance.

3.1 Clinical workflow

Care protocols can be seen as a sequence of nursing tasks that are related to each
other and where the choice of which task to perform next might be influenced
by the results of previous tasks. These kind of protocols can best be designed
using clinical workflow. Workflow systems are already being used extensively in a
lot of different sectors. Workflow processes are modeled using flow charts where
each task is represented as a node. Nodes can be linked and there is support for
parallelism, synchronization, choice, cycling, etc.

Our clinical workflow model is an extension of a generic workflow model, im-
proved for use in a clinical context. For example, there is support for patient
states, deviation from the proposed flow, etc. We support a large part of the
workflow patterns as defined by van der Aalst [vdAtHKB03], and our workflow
model can be extended to support new types of nodes.

Figure 6.1 is an example of a protocol to prevent intravenous phlebitis, which is
inflammation of a vein due to the presence of an intravenous catheter (IV). After
inserting the IV, the patient is checked regularly for signs of inflammation, so that
the IV can be removed and reinserted if necessary.

3.2 Clinical pathways

Clinical pathways (CPs) are multidisciplinary plans of best clinical practice for
specified groups of patients with a particular diagnosis that aid the coordination
and delivery of high quality care. These clinical pathways may extend to other
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Figure 6.2: Part of a clinical pathway for the treatment of gastroenteritis

healthcare facilities and may even span a lifetime of care in chronic diseases. A
patient-centric, process-oriented approach to healthcare is expected not only to
improve the quality and safety of care, but will also enhance the cost efficiency
because a better planning will eliminate unnecessary wait periods, sub-optimal
resource utilization and avoidable duplication of tests.

Most clinical pathways defined nowadays are in a textual form. The format
varies from a pure textual description of the best practices, to time-task charts
where the columns represent the different time periods and the cells contain the
tasks that should be executed at those points in time, grouped into different cat-
egories (e.g. nursing, kinesitherapy, diet, etc.).

Our clinical pathway model allows the specification of clinical pathways using
a computer-interpretable time-task matrix. Clinical pathways are divided into dif-
ferent episodes, and contain all the tasks that should be performed during that
episode. Goals and patient outcomes can be linked to these episodes. The model
also offers advanced support for planning (using time constraints), financial man-
agement and variance analysis.

Figure 6.2 shows a part of the clinical pathway for the treatment of gastroen-
teritis. The two columns represent the first two days of the treatment. All tasks
that must be performed on these days are shown in the appropriate category. A
condition is associated with a task if that task should only be recommended under
certain circumstances (e.g. a blood culture on day one is only recommended if the
temperature of the patient is larger than or equal to 38.5◦C).

3.3 Validation rules

Care providers have to fill in a lot of forms during the treatment of patients,
and since every mistake in this context can be life-threatening, all input should be
validated. We present a rule-based model for validation, where clinical experts can
declaratively define validation rules, using a natural language syntax. Whenever
abnormalities are detected, different types of alerts and reminders could be used
to inform the appropriate care provider(s). We support both specific and generic
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Figure 6.3: A sample validation rule for X-ray scans

validation rules, where the specific rules are used for validating the input of one
specific form only and generic can be used for validating data coming from all
kinds of sources.

Figure 6.3 shows an example of a generic validation rule that is used to prevent
X-ray scans on pregnant females to avoid exposing the baby to radiation. The care
provider is suggested to use an ultrasound or MRI instead. This validation rule
consists of three conditions and one action. Note that the doctor can ignore this
warning (but could be forced to clarify his decision) if he believes the X-ray is
necessary anyway.

3.4 PROforma

To prove that our architecture supports the inclusion of existing clinical knowledge
models, we added support for PROforma [FR98], a clinical knowledge model
developed at Cancer Research UK. PROforma uses constraint satisfaction graphs
for specifying clinical guidelines. This is similar to the flow charts used in clinical
workflow.

It is important to know that it must be relatively easy to combine these
models such that clinical experts can choose the most appropriate model for
representing their clinical knowledge. For example, the clinical pathway model
can include validation rules for validating user input and clinical workflow for
sequencing certain tasks within one episode.

Although there exist many approaches for representing clinical knowledge, the
design and implementation of good and useful decision support systems that will
last and evolve are still active areas of research [PTHK06]. In the next sections,
we present Arriclides, an open architecture supporting the integration of different
knowledge models into on clinical decision support system.
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4 High-level architecture

The Arriclides architecture offers support for the full life cycle of clinical knowl-
edge models, from authoring and dissemination to local adaptation, usage and
evaluation. We provide an architecture that allows the specification, distribution,
execution and analysis of knowledge. This enables the use of clinical knowledge
models in providing clinical decision support to care providers.

This high-level architecture is similar to some existing propositions in the do-
main of clinical decision support and could be seen as a reference architecture.
The four most important components in the high-level architecture are shown in
Figure 6.4:

• Clinical Knowledge Constructor: allows clinical experts to create new
clinical knowledge using any of the supported knowledge models. It supports
validation, simulation, etc.

• Clinical Knowledge Repository: All clinical knowledge is stored in a
repository. It supports distribution, versioning, local adaptation, etc.

• Execution Environment: Decision support must be integrated into the
existing runtime environment used by care providers when treating patients.
This existing infrastructure could already contain components like an order
entry management system, an electronic medical record (EMR), a patient
admissions/discharge/transfer (ADT) system, etc. The decision support ex-
ecution environment must be integrated ensuring it is invoked whenever de-
cision support is necessary and it should have access to existing services and
data repositories. The graphical user interface (GUI) of the clinical appli-
cation that is used by the care providers typically needs to be extended as
well.

• Clinical Knowledge Information Manager: Information collected dur-
ing the execution of decision support processes can be analyzed (typically
off-line) and possibly used for improving existing processes.

For the remainder of this paper, we focus on the architecture of the execution
environment, since it is the most challenging, innovative and complex part of the
Arriclides architecture.

5 Execution Environment

Patient-specific decision support can be achieved by creating a decision support
engine that is capable of executing a model for a specific patient (also called
enactment of the model). Most existing clinical knowledge models have created
their own execution engine [RBT04, WPT+04]. But this has lead to different
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Figure 6.4: High-level architecture

engines capable of executing only one specific model, and interaction between
these engines is difficult if not impossible. Moreover, these engines are all faced
with similar problems such as integration, persistence, scalability, etc.

We present an execution architecture that allows the combination of or even
interaction between different process models. Support for different knowledge
models can easily be plugged in, making it an open and extensible architecture.
This means that a clinical institution that wants to add decision support to its
environment is not forced to select only one clinical knowledge model, but can
choose a set of decision support models that best suit their needs, preventing
vendor lock-in.

The description of some clinical knowledge in a certain knowledge model is
called a process. For example, clinical protocols are expressed as workflow pro-
cesses, and clinical pathway processes are created for specifying the best practice
for patients with a particular diagnosis. A care provider that wants to apply this
knowledge to a specific patient should request the execution of such a process. At
that point, a process instance is created, containing all patient-specific runtime
information about the state of the patient in that process.

When executing a process instance, the decision support system can invoke
external services to perform a specific task. Typical examples are a recommenda-
tion to a care provider to perform some clinical task, a notification, querying for
certain patient data, scheduling an appointment, etc. Some work could have to
be performed by a human actor, while other might be executed automatically. A
work item instance is an abstract representation of such a unit of work containing
all information needed for executing the task. This allows us to reuse the same
processes in different clinical settings. When integrating the decision support ar-
chitecture into an existing runtime environment, implementers must map these
work items to invocations of existing services.

Figure 6.5 shows the main components in the execution environment architec-
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Figure 6.5: Architecture of the decision support execution environment

ture:

• The Process Manager handles the communication between a decision sup-
port requester and the decision support engine. It offers an API for starting
processes for a specific patient and manipulating existing process instances.

• The decision support system should be notified of events that might influence
the execution of (especially long-running) process instances. The Event
Manager offers an API for signaling such events and makes sure that all
relevant process instances are notified.

• The decision support system is responsible for selecting tasks (work items)
to be executed, and when to execute these tasks, but it does not know how
to execute them. Whenever the decision support system requests the exe-
cution of some work item, the Worklist Manager makes sure the work is
executed. It is responsible for finding the actor or external service responsi-
ble for executing the work, delegating the work, and notifying the decision
support system when the work has been completed or aborted.

• The Processing Unit Manager is the component that is responsible for
actually applying the decision support knowledge encoded in processes. It
is notified of all changes in the environment and decides when to execute
process instances that might be influenced by those changes (e.g. instantly
or in batch at night). For each of the supported clinical process models,
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a processing unit must be plugged in, capable of interpreting processes
of the specific type. Whenever a process instance must be reevaluated, the
processing unit must deduce the new state of the process instance based on
the previous state and on other external data, using the clinical knowledge
encoded in the process. At the same time it can generate work item instances
that must be performed. (These are delegated to the worklist manager.)

Processing units contain the actual logic that is needed for executing a clinical
knowledge model. In order to add support for a particular knowledge model,
a processing unit must be implemented capable of interpreting that model. The
processing unit manager offers a pluggable architecture where new processing units
can be registered. The processing unit is responsible for applying processes of
a certain knowledge model to patients, by modifying the state of the process
instance representing the state of the patient in a process, and by requesting the
execution of work item instances if certain external services need to be invoked.
The architecture makes sure that the appropriate processing unit is activated
whenever necessary, that this unit has access to the most up to date information
and that the work items it generates are executed by the appropriate services.

To allow inter-operability between different models and sharing of clinical
knowledge across institutions, all patient data referenced in clinical processes
must be defined using a standardized patient data model that is coupled to stan-
dard terminologies. We use the concept of a (simplified) virtual medical record
(VMR) [JTM01] as a virtual repository containing all data necessary for decision
support. When integrating the decision support architecture into an existing run-
time environment, implementers must map these concepts to their local electronic
medical records (EMR) representation and repositories.

Our architecture offers generic support for a lot of requirements, so that im-
plementers of a clinical knowledge model can focus on defining the operational
semantics of their model and should not be concerned with the implementation
details of requirements. We will not discuss all supporting components in full de-
tail. We limit this description to a summary of the architectural tactics that have
been selected and implemented to meet these requirements:

• Scalability: The number of patients treated by one clinical institution can
become very large and the amount of clinical knowledge is ever growing. By
distributing all these patients and knowledge over different decision support
systems, the clinical decision support architecture remains scalable with re-
spect to the number or patients, the amount of patient data, the amount of
clinical knowledge, the number of care providers requesting decision support,
etc.

• Performance: To make sure that care providers do not have to spend time
waiting for decision support responses, the architecture embeds information
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caching, parallel execution, asynchronous (non-blocking) communication and
reuse of previous results.

• Monitoring: The Admin API helps the administrator in maintaining the de-
cision support system. This includes configuration, inspecting or modifying
the state of existing process instances and work item instances, retrieving
performance measurements, etc. The API offered to administrators is similar
for all process models.

• Security: the architecture allows the application of generic security solu-
tions for problems like authentication of care providers requesting decision
support, authorization so that only care providers who have the right to ex-
ecute certain processes can do so, confidentiality and integrity to protect the
privacy of the patient.

• Integration: by integrating the architecture with existing data repositories
and services, patient-specific advice can be provided at the point of care.
Integration is based on the use of a standardized patient data model and
terminology. In order to have fully automated decision support, the decision
support system must also be notified of relevant events in the surrounding
systems. The effort of integrating the architecture in an existing runtime
environment is reused across all clinical knowledge models.

• Persistence: the current state of process instances is stored persistently, so
that the runtime state of a certain patient in a process does not remain
in memory if this information is currently no longer needed, and to allow
recovery in case of failure. The architecture automatically retrieves the last
known state before evaluating a process instance and persists the changes
afterwards. There is support for transactions so that a process instance
always remains in a consistent state.

A new process model can easily be included in our decision support archi-
tecture by plugging in a new processing unit that is capable of interpreting the
model. Because the architecture already solves a lot of non-functional require-
ment, implementers of processing units should only be concerned with defining
the operational semantics of their knowledge model. Different techniques could be
used for implementing such processing units, for example:

• The operational semantics of the process model could be encoded using a
standard (functional) programming language.

• Implementers could use other technologies to aid in the execution of their
model. Typical examples are mathematical models like graph theory and
petri nets, generic reasoning engines, etc.
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Figure 6.6: Rule-based processing unit

• Light-weight versions of execution engines for existing knowledge models
could be integrated and plugged into our architecture.

In the next section, we present our approach to provide developers of process
models with an elegant implementation strategy to plug in support for their knowl-
edge model. In this approach, rules are used to describe the operational semantics
of a specific model, and a rule engine is used inside the processing unit to execute
these rules (operational semantics).

6 Rule-based processing unit

Most execution engines for existing clinical knowledge models hard code the se-
mantics of the process model into the engine code. This is not a very natural
way of defining the operational semantics of a process model, and it limits the
extensibility and adaptability of the processing unit and the process model itself.

We have created a rule-based processing unit that acts as a template that
implementers can use to plug in support for their process model. This processing
unit requires implementers to specify the operational semantics of their model
using declarative rules. For each of the building blocks offered by the model, one or
more rules should specify how that building block should be treated when executing
processes of that type. For example, when looking at the clinical pathway model,
rules are used to define what should happen when episodes are started, when tasks
are executed, when patient goals are reached, etc. This is a more natural way of
implementing support for a processing unit since the logic for executing a process
is separated from other implementation issues.

A rule engine is embedded inside the rule-based processing unit that will use
these rules when executing processes of that type. This means that implementers
that want to plug in support for their clinical knowledge model can do so by
encoding the semantics of their model using declarative rules and by registering a
rule-based processing unit that will use these rules for executing their processes.
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Figure 6.6 shows the architecture of the rule-based processing unit. It contains
a rule engine, consisting of a working memory that holds the current state of the
process instance and the patient and rules that describe how the process should
be executed. We use two types of rules: generic and specific rules. Generic rules
are valid for all processes of a certain clinical knowledge model and describe how
the building blocks of that process model should be treated during execution.
For example, the parallel split used in the workflow model to create concurrent
branches is associated with a generic rule that states that all outgoing branches of
the parallel split should be triggered when this node is reached during execution.

Specific rules are used for evaluating expressions inside processes. Clinical
models often use an expression language to reason about data or to express logical
expressions. For example, the clinical workflow model allows the use of exclusive
choice nodes when the care provider is confronted with a set of alternatives and
one and exactly one of these alternatives should be selected. An expression could
be linked to each of the branches that specifies when that specific branch should be
selected. This expression should be evaluated at runtime. GELLO [SBOG04] is an
example of such an expression language that allows the construction of standard-
ized, platform-independent expressions. The rule engine can be used to evaluate
these expressions by creating rule templates in which the expressions are inserted.
When a rule constructed using these templates is evaluated, the expression in-
side the rule is automatically evaluated as well. We call these rules specific rules
because they are used to evaluate expressions of one specific process. A Rules
Generator is used to create a specific rule for each expression that is encountered
in a process. For example, one specific rule is generated for each outgoing branch
of an exclusive choice, triggering that specific outgoing branch if the constraint
linked to that branch is satisfied.

The set of rules that is created by combining the generic and the specific rules
of a process then contains all knowledge that is needed to apply that process to
patients. Based on the current state of a patient in a process instance, (which is
inserted in the working memory of the rule engine,) the rules are used to modify
the state of the process instance (if appropriate) and request the execution of work
item instances (if certain external services need to be invoked). These external
services could be used to create alerts, recommendations, etc. By creating these
alerts and recommendations, the clinical decision support can obviously aid care
providers in coordinating and delivering high quality care.

7 Prototype and evaluation

We have created a prototype that implements the Arriclides architecture as de-
fined in sections 4, 5 and 6. Our prototype allows clinical experts to define clinical
knowledge using the knowledge constructor that is then stored in the repository
and can later be used in the execution environment to generate patient-specific
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advice. Although the knowledge that is required for analyzing decision support
processes is already stored at runtime, we have not yet developed a clinical knowl-
edge information manager capable of analyzing this information.

To further demonstrate the capabilities of our prototype, we first present two
scenarios that are supported by the prototype: Clinical experts could define vali-
dation rules that are used to prevent medication errors by checking for unwanted
medication interactions. Similarly, validation rules could be used in combination
with input forms to check the validity of the data entered by care providers. No-
tifications can be used to inform the care providers in case of any problems.

A second scenario describes the typical use of clinical pathways and workflow:
If a patient is diagnosed with a particular disease, and a clinical pathway has
been defined for that disease, the patient can be assigned to that pathway. The
clinical decision support system then creates recommendations that present the
most optimal treatment based on available patient data. These recommendations
could also include workflows to coordinate long-running nursing protocols. When-
ever new data about the patient is available, the status of the clinical pathway
is updated and the decision support system checks whether new actions should
be recommended. This process continues until the treatment ends or the clinical
pathway is no longer applicable.

In the next paragraphs, we discuss the implementation of the knowledge con-
structor and the execution environment in more detail and describe some mea-
surements that were performed to determine the performance characteristics of
our execution environment.

7.1 The knowledge constructor and repository

The knowledge constructor has been based on the Eclipse Rich Client Plat-
form [Ecl], because it provides a pluggable architecture and offers support for
creating different types of advanced (graphical) editors. We extended the Eclipse
user interface with specialized views and editors for creating clinical knowledge for
each of the supported clinical knowledge models.

The constructor can be divided into different parts: A first set of editors is used
to define and/or import terminology used in the hospital as well as the structure
of the patient data. The patient data model is based on the HL7 Reference Infor-
mation Model (RIM) [HL7]. We have extended this model with the concept of a
Recommendation to represent suggestions made by the decision support system.
Recommendations can be accepted or rejected by care providers.

Clinical experts can then start defining clinical knowledge using any of the
provided knowledge models. The flow charts for expressing clinical workflow or
PROforma processes are based on the Graphical Editing Framework (GEF) [GEF]
and include a drag-and-drop editor, validation and a simulator. Validation rules
can be created with a user-friendly editor using a natural language format based
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on the ILOG JRules [JRu] graphical editor. The clinical pathways are constructed
as time-task-matrices based on advanced Java Swing tables.

The clinical knowledge created using the constructor is stored as XML files in
the file system. Knowledge can be uploaded to a distributed clinical knowledge
repository that has been implemented using Java Enterprise Edition (Java EE) on
a JBoss application server and a MySQL database.

7.2 The execution environment

Two versions of the execution environment as presented previously in Figure 6.5
have been implemented:

• A fully-functional, distributed implementation allows decision support at
server side. It supports the execution of all the four knowledge models that
have been driving the Arriclides architecture. The execution environment is
integrated with services that allow the creation of patient-specific recommen-
dations and sending notifications to care providers. All patient data needed
during decision support evaluation can be accessed from a VMR. The dis-
tributed implementation is based on Java EE and is deployed on a JBoss
application server. For persistence it uses Hibernate backed up by a MySQL
database.

• The light-weight implementation allows the use of reactive decision support
at client side: it can be used to provide input validation and alert generation.
It has access to data at client side and can generate notifications to the user.
It uses Java Standard Edition (Java SE) and must integrated with the client
application.

Rule-based processing units have been created to support the execution of
clinical workflow, clinical pathways, validation rules and PROforma. Two different
rule engines were used during the implementation: Drools v2.4 [Dro], an open-
source rule engine in Java and ILOG JRules v4.6 [JRu], a commercial Java rule
engine.

7.3 Performance of the execution environment

In many occasions, decision support results should be available as soon as possible.
For example, the detection of medication interactions should be signalled immedi-
ately to prevent medication errors. The valuable time of care providers should also
not be wasted by requiring them to actively wait for the decision support system.

Therefor, we have measured the response time of the execution environment,
as shown in Table 6.1. For this purpose, we used the IV Protocol as presented in
section 3.1 as an example. We have determined the response time by measuring
how long it takes the workflow processing unit to determine whether the IV should
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Table 6.1: Performance measurements

JRules Drools
Time to load process 515 ms 1891 ms
Time to load data 12 ms 31 ms
Time to execute process 15 ms 16 ms

be reinserted or not after providing the results of the IV check. This response time
can be divided into three distinct timings:

• The time consumed for loading the process. This includes retrieving the
process from the repository and allowing the processing unit to parse it.

• The time consumed for loading the data needed during the execution of
the process instance. This data includes the previous state of the process
instance and relevant patient data.

• The time consumed for executing the process. The processing unit deduces
the next state of the process instance and generates work item instances
representing the invocation of external services.

We have measured the performance using both the JRules and Drools rule engine.
Results show that loading the data and executing the process only takes a few tens
of milliseconds, while the time for loading the process is more around the order of
one second. But since process definitions usually are not changed that often, they
can easily be cached so the loading should only occur once, e.g. at the start-up
of the application. Therefor, the results of the decision support system can be
presented almost instantaneously.

8 Related work

A lot of research has already been performed in the area of clinical knowledge mod-
els. We briefly compare our approach with the main alternative in the domain of
integrating clinical decision support systems: creating a uniform meta-model for
all relevant clinical knowledge models. We also sketch how our work compares
to decision support systems for business process management, that also tackle
the problem of integrating an execution engine in an existing runtime environ-
ment. Finally we refer to relevant standardization efforts in the area of workflow
management.

As introduced and summarized in section 3, a lot of different clinical knowledge
models have already been defined by different research groups. Comparison stud-
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ies [PTB02, PTB+03] have revealed that some of these models offer quite similar
building blocks. To allow the sharing of clinical knowledge encoded in different
formats across clinical institutions, D. Wang has created GESDOR [WPB+03],
an execution engine supporting the execution of two different clinical knowledge
models, namely GLIF and a variant of PROforma. He does so by mapping both
models to a generalized guideline ontology. This strategy assumes that a general-
ized model can be defined to support a diversity of useful (and often quite different)
knowledge models. Defining such a generalized ontology was possible for Wang
because the two models that have been addressed share a similar structure. We
believe that it is practically impossible to create and maintain a generic ontology
capable of expressing all different (yet relevant) types of knowledge and decision
support. Notice that one has to manage the complexity of the generic ontology
and the mapping of the different knowledge models to this generic ontology. In
fact, our architecture eliminates the need for such a generic ontology.

In the area of business process management (BPM), process engines have been
used extensively to orchestrate the interaction between different business actors.
JBoss jBPM - a platform capable of executing workflow processes - offers support
for different workflow languages, like WS-BPEL [IBM], jPDL, and Pageflow. They
use the term Graph Oriented Programming [GOP] to identify all languages based
on the execution of a graph. Our architecture extends this approach by not only
supporting graph-based workflow languages but many other types of knowledge
models.

Within the context of standardization of interfaces, the Workflow Manage-
ment Coalition (WfMC) [WfM] has defined a reference model and standardized
interfaces for workflow management systems. If different workflow products by dif-
ferent vendors support these interfaces, these products could easily be integrated
and/or replaced, preventing vendor lock-in. Our decision support architecture
defines similar interfaces in order to create a standardized API for using clinical
decision support, regardless of which process model is used to encode the clinical
knowledge.

9 Conclusion

In this paper, we have discussed Arriclides, an open architecture that integrates a
variety of clinical decision support models. The overall architecture is similar to
many propositions in the domain, and it could act as a reference architecture for
clinical decision support systems. The execution environment that lies at the heart
of Arriclides is an essential differentiator of our work, as it supports heterogene-
ity. We have implemented a prototype of Arriclides and initial evaluations show
acceptable performance. Scalability can be achieved while preserving diversity in
the underpinning clinical decision support models.
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Chapter 7

Experience Report and
Validation

The work in this dissertation has been influenced and inspired by two application
domains. These applications have been studied and explored in close collaboration
with industry.

In this chapter, we describe the two application domains, and we illustrate
how these applications have driven the validation of our work. We sketch the
implementations that we have performed in the context of the applications. We
summarize the evaluation of our approach in terms of expressiveness, performance
and resulting complexity.

7.1 The Telecom Service Delivery Platform

In order to respond to the increasing demand for advanced, integrated and highly-
customizable telecom services, telecom providers like Alcatel-Lucent, one of our
industry partners, have introduced the concept of a telecom Service Delivery Plat-
form (SDP) [MM06], a platform that allows the development, deployment and
execution of services. Services are composed by integrating and reusing existing
(core) telecom services using WS-BPEL [ACD+03]. The communication between
the various services is managed by an Enterprise Service Bus (ESB) [Cha04].

To allow maximal reuse of functionality, being able to configure the behavior of
services to match application-specific requirements is extremely important. Five
areas have been identified – in collaboration with Alcatel-Lucent – where policies
could be used to simplify the configuration of services: security, quality-of-service,
user privacy, user preferences and operational policies.

We have therefore applied our policy-driven middleware approach in this con-
text, to allow service providers, platform administrators and even end users to
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specify their preferences using high-level policy languages:

• Based on our generic policy ontology, specific policy languages were devel-
oped for two of the identified areas:

– A security policy language (as described in Section 3.4 of Chapter 3)
supports authorization constraints to specify which subjects are (not)
allowed to access certain actions on specific resources.

– A quality-of-service policy language (as also described in Section 3.4
of Chapter 3) allows developers to specify the expected performance
(number of requests per time unit) and availability (response time) of
services.

• To target these specific policy languages to the telecom application domain,
the most important concepts in the SDP (∼10 high-level concepts like service,
service provider and end user, each introducing additional domain-specific
properties like name, birthday, etc.) were introduced and mapped to con-
cepts in the policy ontology.

• User-friendly editors were created to allow developers to specify their pref-
erences using high-level policies: decision tables can be used for specifying
security policies (see Figure 3.7) and a graphical editor was created for spec-
ifying quality-of service requirements (see Figure 3.6).

The telecom platform is responsible for automatically enforcing these policies dur-
ing service execution. Enforcement of the security policies was integrated in the
underlying middleware by using the routing functionality of the ESB to redirect
requests to a policy engine.

One way to implement new telecom applications on the SDP is by combining
core services using WS-BPEL. To improve the modularization of these processes,
the Padus language was used to separate cross-cutting concerns like billing and
logging from the main functionality of these telecom service by specifying them
separately as aspects that can be applied to processes.

7.2 The Electronic Healthcare Informatics Plat-
form

To make healthcare more efficient, affordable, and accessible, healthcare institu-
tions are experiencing a move from a provider-centric to a more patient-centric
model for care delivery. Agfa Healthcare, one of our industry partners, is develop-
ing a patient-centric, community-wide healthcare informatics platform (based on
web services) to support secure and reliable access to patient data at the point of
care by authorized users, anytime and anywhere.
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Based on the study of an authorization system that is being used to protect
patient data inside a real hospital, four types of data were identified that might
be used to decide whether a person should be granted access to patient data. This
includes information related to:

• the request (e.g. time, location)

• the requester (e.g. id, role)

• the patient data (e.g. type, author, contents)

• the patient (e.g. relationship to care provider, patient history)

Based on these requirements, a security policy language was developed to supports
the specification of these types of authorization policies by healthcare institutions
for protecting their patient data. This included the specification of a large number
of concepts in the healthcare domain, representing the different types of data,
actors and their relationships in this domain.

The enforcement of security policies has been integrated in the underlying
web service middleware, by using generic interception points in the web service
middleware (i.e. registering a custom security handler in WS-Security) to (1) add
an authentication token to outgoing web service requests to uniquely identify the
requester and (2) redirect incoming web service requests to the security policy
engine to verify whether the requester is allowed to perform the request.

7.3 Evaluation

We now evaluate our contributions in three dimensions, based on our experiences
in these two real-world applications:

• Expressiveness: Is our solution expressive enough to solve the problems that
we are confronted with in these real-world applications?

• Performance: How does our solution impact performance?

• Complexity: How does our solution help to keep the complexity of develop-
ing large-scale, distributed applications under control? How complex is the
solution itself?

7.3.1 Policy specification

In the context of these real-world applications, several specific policy languages
and editors have been developed.
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Expressiveness Policy specification is based on a generic policy ontology that
can be extended in different areas (e.g. security and quality-of-service) and tar-
geted to a specific application domain (e.g. telecom or healthcare). Our approach
has shown to be powerful enough to fulfill the policy requirements of both appli-
cations. Because our generic policy languages supports nesting of expressions and
allows the definition of custom functions and composite actions, arbitrary complex
policies can be created.

Complexity Higher-level, user-friendly policy editors using natural language
syntax significantly simplify policy specification. This allows not only specialized
developers but also non-experts to define their preferences using policies.

However, the creation of (domain-)specific policy languages and editors still
remains relatively complex. Policy language authors can reuse the generic concepts
as defined in the generic policy ontology, but additional concepts currently need
to be defined using OWL. The Protégé Ontology Editor [KFNM04] is being used
to simplify this process, but more support for visual models (e.g. UML) might
be appropriate. Additional support for automatically generating specific artifacts
(like for example XML Schema files describing the XML syntax of a specific policy
language) could also simplify the tasks of the policy language author.

7.3.2 Policy enforcement

Both projects enforce policies by intercepting specific requests (using interception
points offered by the underlying middleware) and redirecting them to a policy
engine.

Performance A small overhead is introduced at runtime for intercepting and
redirecting the requests to the policy engine. However, the rule-based policy en-
gine is based on the Rete algorithm [For82] for evaluating rules. Therefore, per-
formance is independent of the number of policies that are defined in the system
(only dependent on the number of different types of condition used inside all of
the policies). Because the Rete algorithm makes sure that constraints are only
evaluated when needed and that constraints are only evaluated once, a possible
large performance gain can be achieved by using a rules engine as compared to
hard-coding or injecting the policies in the application, especially if a lot of policies
share similar conditions.

Complexity Because the enforcement of the policies has been integrated in the
underlying middleware platform, developers are no longer responsible for making
sure that policies are enforced. The middleware makes sure that requests are
intercepted whenever necessary and that the relevant policies are enforced.
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From the view of the policy author, the translation of XML-based policies to
executable rules is automated. The policy language author however must provide
the necessary mappings for custom functions to Java functions so they can be
automatically translated and evaluated.

7.3.3 Policy reasoning

A proof-of-concept implementation has been created to show the capabilities of
the policy reasoning engine.

Expressiveness Our implementation is capable of detecting four different types
of relationships between policies (policy equivalence, inclusion, incompatibility
and conflict) with default support for basic data type functions (equality and
comparison). This allows the detection of inconsistencies between simple policies.
However, a lot of attention has been devoted to making our prototype extensible.
New functions can for example be supported by adding the necessary rules for
detecting equality, inclusion and exclusion relationships for these functions, and
domain-specific knowledge can be added as part of the domain ontology.

Performance The prototype shows an acceptable performance if the number of
policies is limited. This performance is dependent on the number of policies and
the complexity of these policies. For example, detecting inconsistencies between
100 simple policies can take up to 10 seconds. Since policy reasoning is usually
performed before deploying policies and never at runtime, this performance is
acceptable. Optimizations (e.g. using partial backward reasoning to derive certain
relationships) could be used to limit the processing time if the number of policies
is much higher.

Complexity Reasoning about policies to detect possible inconsistencies is a
complex task. However, end users who use the policy reasoner are not confronted
with this complexity. To apply reasoning to a set of policies, the user only has to
load all relevant policies and query for inconsistencies. This could for example be
achieved by letting the user select a set of policies and indicate which relationship
he is interested in. Policy reasoning capabilities could also be integrated into the
policy editor itself, so they can be executed automatically when specifying policies.

The policy language author on the other hand is responsible for defining the
necessary (domain-specific) knowledge that can be used during the reasoning. This
is currently not always straightforward as it requires technical knowledge on how
to use OWL and SWRL for specifying this kind of information.
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7.3.4 Modularization of business processes

The Padus language and static weaver – as described in Chapter 5 – has been used
in the context of the telecom Service Delivery Platform (SDP) to modularize cross-
cutting concerns in telecom processes. In collaboration with the Vrije Universiteit
Brussel and Alcatel-Lucent, an Eclipse-based IDE [Ecl] for developing WS-BPEL
processes has been extended to support the modeling and deployment of aspects
on WS-BPEL processes. This has been achieved by adding a post-compilation step
to the build process that reads in the aspect deployment descriptor and invokes
the Padus weaver to combine each business process with aspects that are applied
to it. For each of the business processes, a new business process is generated that
combines the behavior of the original business process with the behavior of the
aspects that are applied to it. This process can then be deployed to a standard
WS-BPEL engine integrated in the telecom SDP. An evaluation of the Padus lan-
guage, the execution environment and the service creation environment [BJS+07]
has been performed in collaboration with developers at Alcatel-Lucent.

Expressiveness Padus allows the separation of additional concerns from the
main functionality of a business process by specifying these concerns as aspects
that can be applied to the core business process. The Padus language is currently
the most powerful aspect language for WS-BPEL. The implementation of the
Padus weaver is based on a Prolog engine and supports all the advanced features
that are explained in Chapter 5: a very expressive joinpoint model, high-level
pointcuts, a specialized in-advice, inheritance of aspects, an explicit deployment
descriptor, etc. This allows a powerful integration of WS-BPEL processes and
aspects that are applied to it.

Padus has been used in the telecom SDP to model concerns like billing and
logging as separate modules that can be applied to core business processes. Billing
aspects allowed selecting a pricing model (fixed fee, variable fee or time-based) for
a business process. The logging aspect could be used to log important information
during the execution of business processes. The expressive power of the Padus
language was (more than) sufficient for expressing these aspects.

Performance Because Padus is used to describe real-time processes in a tele-
com service delivery platform, performance is extremely important. Additional
overhead during the execution of business processes should be avoided as much
as possible. The Padus aspect weaver statically generates business processes that
combine the behavior of the original base processes with the behavior of all the
aspects that are applied to it. These processes can then be executed by any stan-
dard WS-BPEL engine. Therefore, our approach does not generate any additional
runtime overhead when executing processes that are using aspects to modularize
crosscutting concerns.
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The Padus weaver itself is based on a Prolog engine and is responsible for
combining processes and aspects. Combining a process with a number of aspects
only takes a few seconds, which is acceptable as this only has to be performed
once and can be done before the actual execution of the process.

Complexity Padus allows the separation of crosscutting concerns like billing
and logging as separate modules, improving the understandability of both the
specific concern – because all functionality related to that concern is now cleanly
separated in one module – and of the core process – as the process can focus on
its main functionality and additional concerns are specified separately and not
scattered and tangled. This modularization of specific concerns does not prevent
getting an overview the functionality of the entire business process (i.e. the be-
havior of the core business process and all the aspects that are applied to it) as the
generated process can easily be visualized to show the complete behavior of the re-
sulting business process. Our approach also does not require the use of specialized
tools for the execution and management of WS-BPEL processes using aspects.

However, aspect-oriented programming is a relatively new paradigm that not
all developers are familiar with. Based on an evaluation by developers at Alcatel-
Lucent, a strategy was devised that shields normal developers from the details
of the Padus language. In this strategy, a group of specialized developers are
responsible for creating a library of reusable aspects using the Padus language.
These aspects can then be applied and customized more easily by regular devel-
opers during the development of new business processes. We are also looking at
concern-specific aspect languages [BJV+06] and visual specification of pointcuts
to further simplify the specification of aspects.
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Chapter 8

Conclusion

Middleware has traditionally been used to simplify the development of large-scale,
distributed applications. This thesis addresses the increasing complexity of devel-
oping and maintaining distributed applications. This complexity is the result of (1)
the increasing scope of distributed application and the middleware platforms they
are based on; (2) a wider range of users that are involved in configuring and main-
taining these applications, requiring higher-level, more user-friendly approaches;
and (3) more advanced application composition and adaptation scenarios and the
need to leverage existing services as much as possibly, both within and outside
organizational boundaries.

8.1 Contributions

Policy-driven middleware extends traditional middleware with an additional layer
that supports the dynamic configuration of services using policies. This layer hides
complexity whenever possible and allows the powerful, high-level configuration of
services by a wide range of users. In the context of policy-driven middleware,
our contributions in the area of policy specification, enforcement and reasoning
include:

• Our policy language allows the specification of high-level policies for the con-
figuration of services. It can be targeted to different areas and application
domains. User-friendly editors on top of the XML-based syntax allow not
only developers but also non-experts to fine-tune applications using poli-
cies. It has been validated for both a security and a quality-of-service policy
language, targeted to two different application domains (telecom and health-
care).

• Our policy enforcement taxonomy gives an overview of the different strategies
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and techniques that can be used to enforce policies. In this context, we have
shown how a policy engine could be implemented on top of a rules engine and
integrated into an application using some kind of interception. Our approach
in the context of business processes allows a much more powerful integration
of policies and business processes by using aspect-oriented techniques.

• Policy reasoning allows the validation of large policy sets, possibly created by
different actors. We have created a novel policy reasoning approach, capable
of detecting various inconsistencies across specific policy languages using a
hybrid reasoning engine. Our current implementation supports the detection
of policy equivalence, inclusion, incompatibility and conflict relationships
between policies.

Padus, our aspect-oriented extension to WS-BPEL, allows the modularization
of specific concerns (like security or billing) from the main functionality of a busi-
ness process. This greatly improves understandability and reusability of business
processes. Padus improves on existing approaches by providing a richer joinpoint
model, a higher-level pointcut language, more powerful advice constructs, and
an explicit deployment construct. This language has been used to allow a more
powerful integration of policies and business processes as well.

8.2 Future work

Our approach related to the specification, validation and enforcement of policies,
integrated in the middleware platform, could be extended to support more ad-
vanced use cases:

• Policy specification: While our generic policy language allows the specifica-
tion of policies in different areas and domains, the usability of our approach
could be improved by providing more extensible, user-friendly policy editors,
tools for simplifying the targeting our generic policy language to a specific
area or application domain, etc.

• Policy enforcement: Various different strategies and techniques can be used
to actually enforce policies. Our implementation could be extended to sup-
port a wider spectrum of different enforcement strategies and techniques, so
it enables application developers to select the most appropriate enforcement
technique (or a combination of different ones), or even allow the adaptation
of enforcement strategy if necessary.

• Policy reasoning: Our policy reasoning engine could be extended to support
more advanced functions, to be able to detect additional policy relation-
ships or possibly even to support other policy languages (like for example
XACML).
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The Padus language could be extended to further improve the modularization
of business processes. While it is currently defined as an extension of WS-BPEL,
it could be extended to support other process languages as well. The specification
of aspects (pointcut and advice) could be simplified by using a more user-friendly,
possibly graphical format.

But our contributions are but a first step towards the development of a new
generation of middleware platforms, in which application assembly, configuration
and adaptation is predominantly expressed and enforced on the basis of domain-
specific policy languages. We articulate some major challenges that need to be
further addressed.

Towards principled configuration of middleware Policies have been used
to influence the behavior of a service and can be defined by different actors. In an
ecosystem of multiple stakeholders and various organizations, middleware should
be restrictive in the application of policies on services that are owned or exploited
by another stakeholder. Therefore, a service should be able to control (i.e. define
and/or restrict) the (type of) policies that can be applied to it. This is necessary to
allow cost-effective service engineering through mass customization and dynamic
adaptation, where stakeholders might offer generic services that can be reused and
customized by other organizations. Needless to state that this still is a major
challenge.

Towards full life cycle support for middleware policies When creating an
application on top of a policy-based middleware, policies should not only be taken
into account when designing or developing the application, but should be sup-
ported during the entire software development cycle, from requirements to evalua-
tion. This should include support on how to represent policies at the requirements
and analysis level, automated testing of policies, evaluation of the effectiveness of
policies, etc. To the best of our knowledge, little to no work has been performed
to study the integration of policies into the entire development life cycle.

Towards unification of policies and processes Policies are but one way to
specify (a part of) the expected behavior of a service. In theory, the developer
of a service could be offered a wide range of (possibly domain-specific) languages
that might be used for defining the service. In this context, policies could be
considered as one of those languages, suitable for specifying high-level, declarative
statements about the behavior of the service. Other languages, like for example a
domain-specific process language, could be used to specify the main control flow
of a service. Offering a wider range of policy and process languages would not
only require powerful integration between policies and processes, but a unification
of both approaches (including creation, management, execution, analysis, etc.).
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By addressing these open challenges, we believe that policy-driven middleware
could be used as the basis for cost-effective service engineering, supporting high-
level configuration of services and dynamic adaptation.
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Middleware voor Geavanceerde Configuratie van

Diensten op Basis van Policies

Samenvatting

Middleware wordt traditioneel gebruikt om de ontwikkeling van gedistribueerde
applicaties te vergemakkelijken. Maar de omvang en complexiteit van gedis-
tribueerde applicaties en het onderliggende middleware platform zijn aanzien-
lijk gegroeid. De groeiende populariteit van nieuwe paradigma’s zoals dienst-
georiënteerde ontwikkeling en het modelleren van bedrijfsprocessen vereisen de mo-
gelijkheid om herbruikbare diensten te configureren om te voldoen aan applicatie-
specifieke vereisten. De traditionele middleware architectuur dient uitgebreid te
worden met een extra laag die de eenvoudige configuratie van diensten toelaat.

Dit onderzoek stelt een policy-gebaseerde aanpak voor om de configuratie van
diensten op een hoog niveau mogelijk te maken. Onze “policy-gedreven middle-
ware” breidt de standaard middleware architectuur uit met een extra laag die
complexiteit verbergt waar mogelijk en die het ontwikkelen van applicaties vereen-
voudigt door ondersteuning te bieden voor het specificeren, valideren en afdwingen
van policies. Policies zijn declaratieve statements op een hoger niveau die bepaalde
keuzes in het systeem sturen.

Onze belangrijkste contributies hebben zich toegespitst op drie dimensies die
essentieel zijn in de zoektocht naar praktische oplossingen: (1) een expressieve
policy taal die in verschillende contexten en toepassingsdomeinen kan gebruikt
worden; (2) de integratie van het afdwingen van policies in de middleware, gebruik
makend van verschillende strategieën en technieken; en (3) ondersteuning voor het
redeneren over policies op basis van een hybride redeneersysteem.

Een laatste contributie om de ontwikkeling van gedistribueerde applicaties te
vergemakkelijken is uitgevoerd in de context van bedrijfsprocessen. Huidige talen
voor het beschrijven van uitvoerbare bedrijfsprocessen bieden weinig ondersteu-
ning voor het modulariseren van verschillende belangen, waardoor ze moeilijk(er)
te verstaan, te onderhouden en te herbruiken zijn. Aspect-georiënteerde software-
ontwikkeling is een gekende techniek om de modularisatie van een applicatie te ver-
beteren door verschillende belangen in aparte modules te specificeren. De Padus
taal is een aspect-georiënteerde extensie voor WS-BPEL, een populaire workflow
taal voor beschrijven van (web) service composities. Padus is specifiek ontwikkeld
om bijkomende belangen van de hoofdfunctionaliteit van een bedrijfsproces te
scheiden op basis van aspecten. Deze aspecten kunnen daarna gecombineerd wor-
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den met verschillende bedrijfsprocessen, gebruik makend van de statische Padus
wever. Deze technologie kan ook gebruikt worden in policy-gedreven middleware
om de integratie tussen policies en bedrijfsprocessen te vergemakkelijken.

De contributies werden gevalideerd in realistische applicaties uit twee toepas-
singsdomeinen, namelijk de telecommunicatie en de gezondheidszorg.
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1 Inleiding

Het ontwikkelen en onderhouden van gedistribueerde applicaties is een complex
probleem. Middleware wordt traditioneel gebruikt om de ontwikkeling van appli-
caties te vergemakkelijken door laag-niveau details te verbergen en door generieke
diensten aan te bieden die door ontwikkelaars kunnen herbruikt en geconfigureerd
worden.

Middleware technologie kan spijtig genoeg niet langer altijd voldoen aan de
groeiende vereisten van dergelijke gedistribueerde applicaties:

· De omvang van gedistribueerde applicaties groeit gestaag. Hierdoor worden
niet-functionele vereisten zoals schaalbaarheid, beveiliging, performantie en
herbruikbaarheid steeds belangrijker. Bestaande middleware oplossingen in-
tegreren hiervoor typisch verschillende diensten en raamwerken – die dan
geconfigureerd moeten worden door de ontwikkelaar van de applicatie om
aan de vereisten te voldoen. Bovendien worden applicaties niet langer ont-
wikkeld binnen de grenzen van één bedrijf maar kunnen ze de grenzen van
een organizatie overschrijden. De heterogeniteit in gedistribueerde appli-
caties is ook groter dan ooit. Als gevolg hiervan is de complexiteit van de
meeste middleware platformen aanzienlijk, mogelijks zelfs onaanvaardbaar
geworden.

· De groep van gebruikers die applicaties moeten kunnen samenstellen en con-
figureren is gevoelig uitgebreid. Voor een brede waaier van gebruikers met
beperkte technische kennis, waaronder bijvoorbeeld bedrijfsexperten of zelfs
eindgebruikers, moet het mogelijk zijn een applicatie af te stellen volgens
hun voorkeuren.

· De groeiende omvang van gedistribueerde applicaties heeft ook geresulteerd
in meer geavanceerde scenario’s voor het samenstellen van applicaties. Ap-
plicaties worden niet meer gecreëerd als geisoleerde silo’s, maar er wordt
geprobeerd om zo veel mogelijk bestaande diensten te hergebruiken. Dienst-
georiënteerde middleware (‘service-oriented middleware’) en technologie voor
het besturen van bedrijfsprocessen (‘Business Process Management’) brei-
den de traditionele component-gebaseerde middleware uit met ondersteu-
ning voor het ontwikkelen van nieuwe applicaties door herbruikbare dien-
sten samen te stellen. Deze gedistribueerde applicaties worden typisch on-
derverdeeld in verschillende lagen, waaronder bijvoorbeeld een proceslaag
(voor het beschrijven van de hoog-niveau bedrijfsprocessen), een diensten-
laag (voor het aanbieden van herbruikbare diensten) en een componentenlaag
(voor het implementeren van diensten). In deze context wordt het configure-
ren van diensten om te voldoen aan de specifieke vereisten van de applicatie
alleen maar belangrijker.
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Dit doctoraat stelt een policy-gebaseerde aanpak voor om de configuratie van dien-
sten op een hoog niveau te ondersteunen, gëıntegreerd in het middleware platform.
Policies zijn hoog-niveau declaratieve regels die keuzes in het gedrag van een sys-
teem sturen. Onze “policy-gedreven middleware” breidt de traditionele middleware
architectuur uit met een extra laag die complexiteit verbergt waar mogelijk en die
de ontwikkeling en het onderhoud van applicaties vereenvoudigt door ondersteu-
ning te bieden voor het specificeren, valideren en afdwingen van policies.

Om een dergelijke policy-gedreven middleware mogelijk te maken moeten een
aantal belangrijke uitdagingen aangepakt worden, waaronder:

· De nood aan expressieve talen die toelaten realistische policies uit te drukken:
De aanpak zoals hierboven voorgesteld vereist een expressieve policy taal die
kan gebruikt worden in verschillende contexten (bv. beveiliging, configuratie
van de kwaliteit van een dienst (‘quality-of-service’), voorkeuren van gebrui-
kers) en toepassingsdomeinen (bv. telecommunicatie, gezondheidszorg).

· De nood om te kunnen redeneren over policies die in de middleware toegepast
worden: Policies kunnen gedefinieerd worden door een groot aantal ver-
schillende actoren (bv. ontwikkelaars, systeembeheerders, eindgebruikers)
en tijdens verschillende stages van de levenscyclus van een applicatie. Het
redeneren over policies is nodig om de consistentie van deze mogelijk grote
set van policies te controleren.

· De nood om policies daadwerkelijk af te dwingen: Verschillende mechanismes
om policies af te dwingen dienen gëıntegreerd te worden in de verschillende
lagen van de middleware. Sommige policies kunnen bijvoorbeeld best afge-
handeld worden in de communicatielaag, waar andere policies gëıntegreerd
moeten worden met bedrijfsprocessen.

Contributies

De belangrijkste contributies van dit doctoraat spitsen zich toe op het ondersteu-
nen van de specificatie, de validatie en het afdwingen van dergelijke policies op
een hoog niveau, gëıntegreerd in het middleware platform. Verder beschrijft dit
doctoraat ook een nieuwe aanpak om de modularisatie van bedrijfsprocessen te
verbeteren door aspect-georiënteerde principes toe te passen bij het specificeren
van bedrijfsprocessen.

Policy-gedreven middleware

Policy-gedreven middleware laat de configuratie van diensten toe, op een hoog
niveau en op een gebruiksvriendelijke manier, in verschillende contexten en toe-
passingsdomeinen. Deze policies worden automatisch afgedwongen in de on-
derliggende lagen van de middleware. Onze belangrijkste contributies in dit relatief
nieuw onderzoeksdomein zijn:
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· Policies kunnen gebruikt worden voor de configuratie van diensten in ver-
schillende contexten, zoals bijvoorbeeld de beveiliging van een dienst, confi-
guratie van de kwaliteit van een dienst (‘quality-of-service’), enz. We hebben
daarom een generieke policy taal gedefinieerd die kan toegespitst worden
op verschillende contexten en toepassingsdomeinen (bv. telecommunicatie,
gezondheidszorg). Onze policy taal laat niet alleen ontwikkelaars van ap-
plicaties maar ook niet-experten toe applicaties aan te passen volgens hun
voorkeuren, gebruik makend van gebruiksvriendelijke policies op een hoog
niveau.

· Verschillende strategieën kunnen gebruikt worden voor het afdwingen van
policies in de onderliggende middleware. We geven een overzicht van ver-
schillende strategieën en technieken die kunnen gebruikt worden voor het
afdwingen van policies, en beschrijven in detail een mogelijke aanpak voor
het integreren van policies in zowel een dienst-georiënteerde middelware als
bedrijfsprocessen.

· Daar onze policy taal toelaat dat verschillende actoren (bv. ontwikkelaars,
systeembeheerders, eindgebruikers, enz.) diensten configureren volgens hun
eigen voorkeuren, moet het mogelijk zijn deze (mogelijk grote set van) poli-
cies te valideren om mogelijke problemen en inconsistenties te detecteren
en te vermijden. We stellen een nieuwe aanpak voor om te redeneren over
policies die gebaseerd zijn op onze policy taal. Hierdoor zijn we in staat in-
consistenties te detecteren tussen policies, gebruik makend van een hybride
redeneersysteem.

Modularisatie van bedrijfsprocessen

Huidige talen voor het beschrijven van bedrijfsprocessen bieden maar weinig onder-
steuning voor de scheiding van verschillende belangen (‘separation of concerns’).
Het is praktisch onmogelijk de voornaamste functionaliteit van een proces te isol-
eren van een groot aantal bijkomende bekommernissen. Deze belangen, zoals bij-
voorbeeld beveiliging, de kwaliteit van een dienst, facturering, enz., zijn evenwel
belangrijk, maar hebben de neiging de hoofdfunctionaliteit te doorsnijden, wat
leidt tot belangen die verspreid zitten doorheen het proces en sterk gekoppeld zijn
aan elkaar. Daar een bedrijfsproces typisch met een groot aantal bijkomende be-
langen rekening moet houden, leidt dit vaak tot processen die moeilijk te begrijpen,
aan te passen en te onderhouden zijn.

Aspect-georiënteerde softwareontwikkeling is een gekende techniek om de mo-
dularisatie van codedoorsnijdende belangen te verbeteren door deze belangen te
specificeren in aparte modules, aspecten genaamd. Het toevoegen, wijzigen of ver-
wijderen van deze belangen vereist hierdoor geen extra veranderingen aan de rest
van het systeem. Alhoewel aspect-georiënteerd onderzoek zich vooral toegespitst
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heeft op object-georiënteerde programmeertalen, kan het ook toegepast worden in
andere contexten, zoals bijvoorbeeld bedrijfsprocessen.

Padus is een aspect-georiënteerde extensie op WS-BPEL, een populaire work-
flow taal voor het samenstellen van web services. Padus gaat verder dan gerela-
teerd onderzoek door een krachtige integratie tussen aspecten en het proces toe
te laten op een hoger niveau, door een expliciete constructie te voorzien voor het
combineren van aspecten en bedrijfsprocessen en door compatibel te blijven met
bestaande WS-BPEL infrastructuur.

Elk van deze verwezelijkingen wordt nu kort beschreven in de volgende secties.

2 Policy-gedreven middleware

Om de nood aan policy-gedreven middleware beter te kunnen motiveren, introdu-
ceren we eerst kort de termen ’middleware’ en ’policy’. Policy-gedreven middleware
wordt daarna voorgesteld als een strategie om complexe configuratie van diensten
op een hoog niveau toe te laten.

Middleware

Middleware is software die verschillende applicaties met elkaar verbindt. Het is
een centrale laag die dienst doet als lijm tussen de verschillende applicaties. Gedis-
tribueerde applicaties kunnen geconfronteerd worden met heterogene omgevingen:
verschillende besturingssystemen en hardware, heterogene netwerken en commu-
nicatieprotocollen en verschillende datamodellen. Een middleware platform is ont-
wikkeld om (een deel van) deze heterogeniteit te verbergen voor ontwikkelaars van
applicaties door bepaalde programmeerabstracties op hoog niveau aan te bieden.
Daar een middleware platform optreed als een soort tussenpersoon is het ook in
de perfecte positie om bepaalde generieke diensten aan te bieden aan applicaties.
Deze diensten omvatten typisch transformatie en routering van data, beveiliging,
transacties, enz. Hierdoor moeten ontwikkelaars deze diensten niet zelf toevoegen
aan hun applicatie.

Een component-georiënteerde middleware zoals Java EE [Jav] en .NET [.NE]
bestaat typisch uit verschillende lagen [SS01] en vormt zo een brug tussen het
onderliggende besturingssysteem en de applicaties. Deze lagen ondersteunen com-
municatie over heterogene netwerken en bieden generieke diensten aan die nodig
zijn in de meeste gedistribueerde applicaties. Dienst-georiënteerde middleware en
middleware voor het besturen van bedrijfsprocessen (‘Business Process Manage-
ment’) breiden component-georiënteerde middleware uit met ondersteuning voor
diensten en bedrijfsprocessen. Dit laat ontwikkelaars toe applicaties te maken door
bestaande onafhankelijke diensten samen te stellen.
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Ontwikkelaars van applicaties verwachten geavanceerde ondersteuning van het
middleware platform voor het oplossen van hun problemen, en willen deze mid-
dleware diensten kunnen configureren volgens hun vereisten. Spijtig genoeg zijn
de configuratiemogelijkheden die worden aangeboden door de verschillende mid-
dleware platformen typisch op een laag niveau (bv. XML configuratiebestanden,
annotaties, code) en sterk gekoppeld aan een specifiek middleware platform. Hier-
door zijn dergelijk configuraties moeilijk te verstaan en te onderhouden. Er is
duidelijk nood aan een configuratiemechanisme op een hoger niveau om de dien-
sten, aangeboden in de verschillende middleware lagen, te kunnen configureren.
Dit doctoraat stelt een oplossing voor om de complexiteit van dergelijke appli-
caties onder controle te houden door policies te gebruiken voor de configuratie van
diensten op een hoger niveau, gëıntegreerd in het middleware platform.

Policies

Policies zijn “regels die keuzes in het gedrag van een systeem sturen” [M. Sloman,
Policy Workship 1999]. Ze bevatten de logica om beslissingen te sturen tijdens de
uitvoering het systeem. Policies laten toe het gedrag van een systeem te veranderen
zonder laag-niveau code te moeten veranderen, wat resulteert in beter aanpasbare
systemen wiens gedrag dynamisch aangepast kan worden.

Policies kunnen toegepast worden in verschillende contexten en toepassings-
domeinen. Voorbeelden zijn toegangscontrole, netwerkbeheer, controle van de
kwaliteit van een dienst, gebruikersvoorkeuren, operationele policies, systeemcon-
figuratie, zelf-controle, multi-agent systemen, enz. [OAS05, DDLS01, WTM+04,
AZG06, W3C02, WJ07, KCES07, BUJ+03]. Wij stellen dat policies de ideale basis
vormen om de configuratie van diensten op een hoog niveau mogelijk te maken,
om zo de complexiteit van gedistribueerde applicaties onder controle te houden.

Policy-gedreven middleware

We definiëren policy-gedreven middleware als middleware die een extra abstrac-
tielaag toevoegt, die de configuratie van applicaties – en de onderliggende (middle-
ware) diensten – toelaat op basis van hoog-niveau policy taal (zie Figuur 1). Deze
configuraties (d.i. policies) worden dan automatisch afgedwongen in de policy-
gedreven middleware, op verschillende plaatsen in de onderliggende middleware
lagen.

Dit relatief nieuw onderzoeksdomein werd al eerder bestudeerd [TAKJ02,
EMT06], hoewel meestal in een beperkte context. Echter, het grotendeel van
dit gerelateerd onderzoek vertoont beperkingen die het toepassen van policy-
gebaseerde middleware in een bredere context verhinderen:

· Al het gerelateerde onderzoek is toegespitst op één bepaalde context. Zulke
policy talen laten niet toe diensten te configureren in meerdere domeinen.
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Figuur 1: Integratie van policies in de middleware architectuur.

Verschillende raamwerken integreren voor elk van de verschillende contexten
zou de middleware alleen maar meer complex maken.

· Hoewel deze projecten policies gebruiken voor het specificeren van het
verwachte gedrag van diensten, bieden ze zelden een hoog-niveau, ge-
bruiksvriendelijke omgeving aan voor het creëren van policies, die kan ge-
bruikt worden door niet-experts en eindgebruikers.

· Een aantal van deze policy-gedreven onderzoeksprojecten hebben een pro-
totype ontwikkeld dat de evaluatie van policies toelaat. Dit prototype werd
echter meestal gëımplementeerd als een alleenstaand raamwerk dat nog moet
gëıntegreerd worden in de applicatie door de ontwikkelaar zelf. Meeste pro-
totypes ondersteunen ook enkel reactieve evaluatie van policies, terwijl er
ook andere strategieën bestaan, zoals proactieve of retrospectieve evaluatie
van policies. De complexiteit van het integreren van een policy raamwerk in
een applicatie lijkt één van de belangrijkste oorzaken te zijn die het gebruik
van policies op grote schaal belemmeren.

Een policy-gebaseerde middleware moet de specificatie van policies in verschil-
lende contexten en toepassingsdomeinen toelaten, gëıntegreerd in het middleware
platform. Secties 3, 4, en 5 beschrijven respectievelijk de belangrijkste contributies
in de context van het specificeren, het afdwingen en het redeneren over policies.
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3 Specificatie van policies

Policies worden gebruikt om het verwachte gedrag van diensten te specificeren op
een declaratieve manier. Policies voor de beveiliging van diensten zijn hoogst-
waarschijnlijk het meest gekend, maar policies kunnen ook in andere contexten
gebruikt worden, zoals bijvoorbeeld configuratie van de kwaliteit van een dienst,
netwerkbeheer, gebruikersvoorkeuren, operationele policies en zelfbeheer. Ver-
scheidene policy talen werden in het verleden al ontwikkeld, meestal voor specifieke
doeleinden. Ponder [DDLS01] is een policy taal voor het beschrijven authorisatie
en beheer van resources, XACML [OAS05] bevat een XML-gebaseerde policy taal
voor het specificeren van authorisatie policies, WS-Policy [IBM+06] kan gebruikt
worden om de interactie tussen verschillende web services te beschrijven en Glue-
QoS [WTM+04] laat toe de kwaliteit van web services te definiëren.

Echter, het is praktisch onmogelijk een verschillende policy raamwerk te in-
tegreren voor elk van de verschillende contexten. Er is duidelijk nood aan een
generieke policy taal die toelaat diensten in verschillende contexten te configure-
ren op basis van eenzelfde taal.

Maar een policy taal die toegespitst is op één welbepaalde context of toepas-
singsdomein is meestal veel eenvoudiger te verstaan en te gebruiken. Domeinspe-
cifieke talen zijn geoptimaliseerd om problemen in één welbepaald domein op te
lossen, en gebruiken hierdoor meestal hoog-niveau concepten die sterk gerelateerd
zijn met het probleem dat moet opgelost worden. Dit laat niet alleen program-
meurs maar ook domeinexperten en eindgebruikers toe domeinspecifieke policies
te verstaan, te valideren, aan te passen of te definiëren.

In dit doctoraat stellen we een ontologie voor die toelaat policies te specificeren
in verschillende contexten en toepassingsdomeinen en die de kloof tussen generieke
en domein-specifieke policy talen probeert te verkleinen. Onze belangrijkste con-
tributies zijn:

· Een generieke, expressieve policy taal waar policies gespecificeerd worden als
conditie-actie regels. Specifieke policy talen kunnen gedefinieerd worden als
eenvoudige extensies van dit generiek policy model.

· We trachten de kloof tussen een generieke policy taal en domeinspecifieke
policy talen te verkleinen door expliciet het toepassingsdomein in dewelke
de policies gebruikt worden te modelleren.

· Het specificeren van policies wordt sterk vereenvoudigd door het gebruik
van hoog-niveau concepten en van gebruiksvriendelijke tools die ook niet-
programmeurs toelaten hun voorkeuren uit te drukken aan de hand van
policies.
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Figuur 2: Ontologie voor het uitdrukken van policies.

3.1 Policy ontologie

Onze policy ontologie, zoals voorgesteld in Figuur 2, specificeert hoe policies kun-
nen gedefinieerd worden in verschillende contexten en toepassingsdomeinen als
extensies van eenzelfde basismodel. Onze ontologie definieert de concepten binnen
dit domein en de verschillende relaties die tussen deze concepten kunnen bestaan,
en kan onderverdeeld worden in drie sub-ontologieën:

1. Een expressieve generieke policy ontologie definieert de concepten die
gemeenschappelijk zijn over alle verschillende soorten policies. Zo wordt
onder andere gedefinieerd hoe policies gemodelleerd worden als conditie-actie
regels en hoe policies kunnen gecombineerd worden in een set van policies.

2. Specifieke policy talen kunnen gedefinieerd worden als extensies van deze
generieke policy ontologie door de concepten te introduceren die nodig zijn
in die specifieke context.

3. Het toepassingsdomein waarin de policies gebruikt worden kan ook expli-
ciet gemodelleerd worden. Door deze concepten te relateren aan bepaalde
concepten in de policy ontologie kunnen domeinspecifieke concepten recht-
streeks in policies gebruikt worden.
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1 <security-policy name="Allow everyone access to ServiceX">
2 <condition>
3 <function function-id="equals">
4 <target>
5 <function function-id="getResourceId">
6 <target>
7 <variable variable-id="resource"/>
8 </target>
9 </function>

10 </target>
11 <parameter parameter-id="object">
12 <explicit-value type="java.lang.String">
13 <value>ServiceX</value>
14 </explicit-value>
15 </parameter>
16 </function>
17 </condition>
18 <action>
19 <allow/>
20 </action>
21 </security-policy>

Listing 1: Voorbeeld van een beveiligingspolicy

3.2 Het editeren van policies

Verschillende actoren kunnen policies gebruiken om het verwachte gedrag van
bepaalde diensten te specificeren. Een editeeromgeving assisteert de gebruiker
met deze taak en slaat de policies op in een register.

XML werd gekozen als de basis om policies uit te drukken omdat het toelaat
een eigen syntax te definiëren, omdat het toelaat policies te definiëren op een
systeem-onafhankelijke en product-onafhankelijke manier en omdat er reeds een
groot aantal hulpmiddelen bestaan om XML-gebaseerde documenten te genereren,
verwerken, valideren, transformeren, enz. Listing 1 geeft een voorbeeld van een
beveiligingspolicy die beschrijft dat iedereen toelating heeft tot ServiceX. De policy
bevat één conditie, die controleert of de id van de dienst (lijnen 5-9) gelijk is (lijn
3) aan ‘‘ServiceX’’ (lijnen 12-14). De actie van de policy (lijnen 18-20) is een
‘‘allow’’ actie.

Maar het schrijven van policies in XML is zeer moeilijk en complex. Daarom
is het aangeraden om meer gebruiksvriendelijke editeeromgevingen te creëren
bovenop dit XML formaat. Het gebruiken van voorstellingswijzes waarmee de
gebruiker meer vertrouwd is laat ook niet-experten op deze manier toe poli-
cies te definiëren. Als voorbeeld tonen we hier twee meer gebruiksvriendelijke
editeeromgevingen. Figuur 3 toont een meer grafische editeeromgeving die ge-
bruikt maakt van selectieknoppen en natuurlijke taal om het de gebruiker een
stuk gemakkelijker te maken. Figuur 4 toont hoe policies ook kunnen voorgesteld
worden gebruik makend van een beslissingstabel: elke rij in de tabel stelt één
policy voor.
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Figuur 3: Een grafische editeeromgeving die het specificeren van policies toelaat
gebruik makend van natuurlijke taal en selectieknoppen.

Figuur 4: Een beslissingstabel voor het uitdrukken van beveiligingspolicies.

4 Integratie in de verschillende middleware lagen

Policies beschrijven het verwachte gedrag van diensten in specifieke omstandighe-
den. Men moet er echter nog steeds voor zorgen dat deze policies ook effectief
afgedwongen worden. Policies kunnen op verschillende manieren gebruikt wor-
den, gaande van documentatie tot de eigenlijke verificatie van de policies tijdens
uitvoering. Afhankelijk van de gekozen strategie kunnen verschillende technieken
gebruikt worden om de policies te integreren in de applicatie. Deze sectie geeft een
overzicht van verschillende strategieën en technieken die kunnen gebruikt worden
voor het afdwingen van policies.

Policies kunnen op verschillende manieren gebruikt worden in een applicatie.
We onderscheiden vijf strategieën:

1. Documentatie: Policies kunnen zuiver als documentatie gebruikt worden
en nooit automatisch afgedwongen worden. Deze documentatie kan dan aan
de gebruikers aangeboden worden, maar zij zijn uiteindelijk verantwoordelijk
voor het lezen en navolgen van de policies. Wetten en contracten zijn een
typisch voorbeeld van policies die niet automatisch afgedwongen worden. Ze
zijn meestal gelinkt aan een soort boete die toegepast wordt wanneer de
wet of het contract niet nageleefd wordt. Deze strategie kan ook toegepast
worden als de automatische verificatie van policies te duur of te complex is.

2. Prospectief : Policies kunnen prospectief – d.i. voor de uitvoering van de
applicatie – afgedwongen worden door statische analyse van de applicatie, om
na te gaan of het systeem zo ontwikkeld is dat alle policies altijd automatisch
gevolgd worden tijdens de uitvoering van de applicatie. Dit kan bijvoorbeeld
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gebaseerd zijn op analyse van de broncode, inspectie van de configuratie van
de verschillende componenten, enz.

3. Proactief : Policies kunnen ook proactief gebruikt worden, d.i. tijdens de
uitvoering van de applicatie maar alvorens de gebruiker specifieke acties on-
dernomen heeft. Zo kan een grafische gebruikersinterface aangepast worden
aan de specifieke context op basis van policies. Bepaalde acties waarvoor
de gebruiker niet de nodige toelating heeft kunnen bijvoorbeeld automa-
tisch verwijderd (of gedeactiveerd) worden. Dit is een relatief geavanceerde
strategie daar het een complexe interactie van de policies met de applicatie
vereist.

4. Reactief : Deze strategie evalueert policies als reactie op specifieke
gebeurtenissen of acties van de gebruiker, zoals bijvoorbeeld een gebruiker
die probeert een bepaalde operatie uit te voeren, of simpelweg het veran-
deren van de toestand van de applicatie. Dit is waarschijnlijk één van de
meest gebruikte strategieën daar hij zeer krachtig is en relatief gemakke-
lijk in de meeste applicaties kan gëıntegreerd worden. Zo zou men bijvoor-
beeld, telkens een gebruiker een bepaalde operatie probeert uit te voeren,
een authorisatie component kunnen laten verifiëren of de gebruiker effectief
de toelating heeft om deze operatie uit te voeren.

5. Retrospectief : Als de policies retrospectief gebruikt worden, worden ze
niet tijdens de uitvoering van de applicatie afgedwongen, maar wordt de
nodige informatie tijdens de uitvoering opgeslagen. Dit wil zeggen dat een
gebruiker richtlijnen kan overtreden, maar dat zijn acties geregistreerd wor-
den. Indien nodig kan deze informatie geanalyseerd worden om te controle-
ren of er overtredingen begaan werden. Op deze manier wordt extra overlast
door de evaluatie van policies tijdens uitvoering vermeden, maar wordt er-
voor gezorgd dat mogelijke overtredingen naderhand kunnen gedetecteerd
worden.

Merk op dat men niet verplicht is slechts één van deze strategieën te selecteren
maar dat verschillende strategieën gemakkelijk kunnen gecombineerd worden.

Eens een bepaalde strategie geselecteerd is door de ontwikkelaar van de ap-
plicatie, kunnen verschillende technologieën gebruikt worden om de policies te
integreren in de applicatie:

a. Hardgecodeerd: Tijdens de implementatie van een dienst kan de ontwikkelaar
handmatig bepaalde stukken code aan de applicatie toevoegen die ervoor zorgen
dat de policies effectief afgedwongen worden. Deze aanpak heeft echter een
aantal ernstige nadelen: de ontwikkelaar is in dit geval verantwoordelijk voor
het toepassen van de policies op alle nodige plaatsen en de policies zijn niet mooi
afgescheiden van de rest van de applicatie (maar eerder er sterk mee verweven),
wat de leesbaarheid, aanpasbaarheid en herbruikbaarheid sterk vermindert.
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b. Injectie: In plaats van ontwikkelaars manueel stukken code te laten toevoe-
gen voor het afdwingen van policies, zouden deze fragmenten ook automatisch
gëınjecteerd kunnen worden op de relevante plaatsen in de applicatie. Hiervoor
moet het mogelijk zijn om (1) de policies automatisch te vertalen naar code frag-
menten (bv. Java, SQL) en (2) al de locaties af te leiden waar deze fragmenten
moeten gëınjecteerd worden. Aspect-georiënteerde technologieën [KLM+97]
kunnen gebruikt worden om policies als aspecten voor te stellenom ze daarna
automatisch in de applicatie te weven (zowel statisch als dynamisch).

c. Interceptie: In plaats van de policies rechtstreeks in de applicatie zelf te
coderen, kunnen bepaalde interceptiepunten gebruikt worden om de normale
uitvoering van de applicatie te onderbreken en om te leiden naar een policy
evaluator. Door het interpreteren van de policies kan daar dan de gepaste
reactie bepaald worden. Hierdoor moeten niet de volledige policies maar slecht
de nodige interceptiepunten aan de applicatie toegevoegd worden. Merk op dat
deze strategie een beperkte overlast introduceert tijdens de uitvoering van de
applicatie door gebruik te maken van interceptie.

d. Analyse: Een systeem kan geanalyseerd worden met betrekking tot een set van
policies om mogelijke overtredingen te detecteren. Een dergelijke statische ana-
lyse wordt typisch gedaan voor of na de uitvoering van de applicatie, gebaseerd
op de data die op dat ogenblik voorhanden is. Merk op dat de kracht van deze
techniek sterk afhankelijk is van de hoeveelheid beschikbare informatie.

e. Vertaling: Policies kunnen in sommige gevallen (deels) vertaald worden in een
ander formaat, dat dan kan gëınterpreteerd (en dus afgedwongen) worden door
een andere component. Zo is het bijvoorbeeld mogelijk de configuratie van één
of meerdere firewalls in de applicatie automatisch aan te passen op basis van
de beveiligingspolicies. Policies voor de authorisatie van acties zouden kunnen
vertaald worden naar EJB3 annotaties die automatisch afgedwongen worden
door de applicatiecontainer. De kracht van deze techniek is natuurlijk sterk
afhankelijk van de aanwezigheid van andere componenten in de applicatie die
bepaalde beperkingen kunnen afdwingen.

Elk van de strategieën om policies af te dwingen kan gebruik maken van de
verschillende technieken om policies integreren in de applicatie. Tabel 1 geeft een
overzicht van welke technologieën gebruikt kunnen worden om elk van de verschil-
lende strategieën te implementeren. Merk op dat voor retrospectie de technieken
gemarkeerd met een asterisk (*) niet gebruikt worden voor het effectief afdwin-
gen van de policies maar eerder voor het opslaan van de nodige informatie tijdens
de uitvoering van de applicatie, die dan achteraf kan gebruikt worden tijdens de
retrospectieve analyse.

Dit doctoraat beschrijft ook twee mogelijke strategieën in detail, namelijk (1)
een reactief systeem dat interceptie gebruikt om bepaalde oproepen te onderschep-
pen en hen naar een policy evaluator te sturen, en (2) een systeem dat policies met
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Prospectief Proactief Reactief Retrospectief
Hardgecodeerd

√ √ √∗

Injectie
√ √ √∗

Interceptie
√ √ √∗

Analyse
√ √

Vertaling
√ √ √ √

Tabel 1: Overzicht van de verschillende strategieën en technieken om policies af
te dwingen.

bedrijfsprocessen combineert door de policies in de processen te injecteren gebruik
makend van aspect-georiënteerde technieken. Details hierover zijn te vinden in de
volledige doctoraatstekst.

5 Redeneren over policies

Gedistribueerde applicaties worden niet langer gëımplementeerd en onderhouden
door slechts één persoon, maar vereisen de samenwerking van verschillende actoren,
waaronder de ontwikkelaars van de applicatie, systeembeheerders, aanbieders van
diensten of zelfs eindgebruikers. Daar elk van deze actoren zijn eigen set van poli-
cies kan definiëren, kan het aantal policies in een applicatie snel groeien. Eventuele
conflicten of inconsistenties moeten vermeden worden.

Door te redeneren over policies kunnen een groot aantal mogelijke relaties
tussen policies gedetecteerd worden:

· Equivalentie: policy A is gelijk aan policy B

· Inclusie: als x voldoet aan policy A dan voldoet x ook aan policy B

· Incompatibiliteit: als x voldoet aan policy A dan kan x niet voldoen aan
policy B

· Conflict: policies A en B zijn in conflict als ze onder bepaalde voorwaarden
nooit samen voldaan kunnen zijn

· Incoherentie: aan policy A kan nooit voldaan worden

· Dominantie: policy A is gedomineerd door set van policies S als het toevoe-
gen van policy A niets verandert aan het gedrag van het systeem

· Optimalisering: het verwijderen van redundante condities, het veranderen
van de rangorde waarin de condities geëvalueerd worden, enz.
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· Controle van het bereik: het controleren of een policy gedefinieerd is voor
een bepaalde situatie

· Combinatie van policies: vervang twee of meer policies door een policy met
hetzelfde gedrag

· Afleiding: controleer of een bepaalde policy kan afgeleid worden uit een set
van policies

Redeneren over policies, en vooral het detecteren van conflicten, is altijd al
een belangrijk onderwerp geweest in onderzoek naar policy-gebaseerde software
ontwikkeling. Lupu en Morris [LS99] beschrijven verschillende types conflict voor
authorisatie policies en stellen een strategie voor om dergelijke conflicten te de-
tecteren en op te lossen. Andere technieken voor het detecteren van authorisatie
conflicten zijn ondermeer deontische logica (Rei) [KFJ03], event calculus (Pon-
der) [BLR03] en beschrijvende logica (WS-Policy) [KPKH05].

Ondanks het feit dat al deze technieken al ondersteuning bieden voor een
bepaalde vorm van redeneren over policies, spitsen ze zich voornamelijk toe op
authorisatie policies en kunnen ze enkel gebruikt worden in combinatie met de
specifieke policy taal waarvoor ze ontwikkeld zijn. Wij stellen hier een nieuwe
techniek [VDWJ07] voor die:

· het toelaat te redeneren over een set van policies die mogelijks door verschil-
lende actoren gedefinieerd is,

· ondersteuning biedt voor het detecteren van niet enkel conflict tussen policies
maar ook een ruim aantal andere relaties tussen policies,

· gebaseerd is op de kracht van ontologieën en zo gebruik kan maken van
bestaande semantische kennis over de verschillende toepassingsdomeinen.

5.1 Strategie voor het detecteren van inconsistenties

Onze strategie is gebaseerd op het idee dat complexe relaties tussen verschillende
policies afgeleid kunnen worden door eerst eenvoudige relaties te detecteren tussen
de condities en acties van dergelijke policies.

Figuur 5 geeft een voorbeeld waar twee policies gebruikt worden voor het
beperken van de toegang tot een online casino. De eerste policy verbiedt iedereen
onder de 18 jaar toegang tot de dienst. De tweede policy geeft enkel toegang tot
het casino aan personen onder de 21 jaar als het ingezette bedrag kleiner is dan
100 dollar. Tijdens het redeneren over deze policies kunnen eenvoudige regels ge-
bruikt worden voor het detecteren van eenvoudige relaties tussen de condities en
de acties van deze policies. Zo kan bijvoorbeeld afgeleid worden dat een persoon
die jonger is dan 18 jaar ook automatisch jonger is dan 21 jaar, en dat iemand
toegang verlenen in conflict is met iemand de toegang verbieden tot een bepaalde
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dienst. Gebruik makend van deze eenvoudige relaties kunnen complexe relaties
tussen de policies afgeleid worden op basis van geavanceerde regels. In dit geval
kunnen we afleiden dat beide policies in conflict zijn als een persoon jonger dan
18 jaar een bedrag onder de 100 dollar zou proberen in te zetten.

Om dergelijke relaties af te kunnen leiden moeten volgende elementen
gedefinieerd worden:

· De verschillende relaties die gedetecteerd kunnen worden, zoals bijvoorbeeld
’sameAs’ (equivalentie), ’includes’ en ’excludes’ (inclusie en exclusie), ’con-
flict’, enz. Deze relaties kunnen gekarakteriseerd worden als reflectief (bv.
equivalentie), symmetrisch (bv. conflict) en/of transitief (bv. inclusie).

· De equivalentie van verschillende elementen, zoals bijvoorbeeld ’x ≥ y’ is
gelijk aan ’y ≤ x’. Hierdoor kunnen policies tot een canonische voorstelling
herleid worden.

· Eenvoudige regels zijn verantwoordelijk voor het detecteren van eenvoudige
relaties tussen elementen. Bijvoorbeeld ’x > a’ includeert ’x > b’ als ’a ≤ b’,
of iemand toegang verlenen is in conflict met iemand de toegang verbieden.

· Complexe logica is nodig voor meer complexe relaties tussen policies af te
leiden, gebaseerd op de eenvoudige relaties tussen de verschillende elementen
van deze policies.

5.2 Een hybride redeneersysteem

We maken gebruik van een hybride redeneersysteem dat het redeneren over ontolo-
gieën combineert met krachtige regels om complexe relaties tussen policies te de-
tecteren. Bestaande technologieën om te redeneren over ontologieën – zoals de Web
Ontology Language (OWL) [W3C04b], SPARQL [W3C07] en SWRL [W3C04a] –
bieden immers onvoldoende ondersteuning voor het detecteren van complexe re-
laties tussen policies [VDWJ07]. Door de JBoss Drools [JBo] rules engine uit
te breiden met ondersteuning voor het redeneren over OWL ontologieën hebben
we een hybride redeneersysteem ontwikkeld dat ons toelaat de kracht van het
redeneren over ontologieën te combineren met geavanceerde regels voor het de-
tecteren van complexe relaties tussen concepten.

5.3 Implementatie van het prototype

Op basis van deze hybride engine werd een prototype gëımplementeerd van het re-
deneersysteem dat ons toelaat equivalentie, inclusie, incompatibiliteit en conflicten
tussen policies te detecteren. Basisfuncties voor het vergelijken van data worden
ondersteund, evenals extra semantische informatie over het toepassingsdomein die
mogelijks in de domein-ontologie aanwezig is.

xvii



Figuur 5: Een voorbeeld van het detecteren van conflict tussen policies

Om te kunnen redeneren over policies moeten de policies eerst gëımporteerd
worden in het redeneersysteem. Dit gebeurt door de policies om te zetten naar
OWL instanties op basis van een XSLT transformatie [W3C99]. SPARQL kan
daarna gebruikt worden als query taal om te zoeken naar bepaalde relaties tussen
policies. Let wel dat de eindgebruiker nooit geconfronteerd wordt met de on-
derliggende complexiteit van het redeneersysteem: inconsistenties kunnen een-
voudig gedetecteerd worden door de relevante set van policies te selecteren en de
verschillende types van inconsistentie aan te duiden waarin men gëınteresseerd is.

Let wel op, het detecteren van verschillende relaties tussen policies wijst niet
noodzakelijk op een probleem. Het is de taak van de programmeur of systeemad-
ministrator (de gebruiker vanuit ons standpunt) om te beslissen hoe gereageerd
moet worden op de gegenereerde informatie. Zo kunnen equivalente of redundante
policies verwijderd worden, al is dit niet noodzakelijk. In het geval van conflict
bestaan er verschillende statisch en dynamische technieken [DIR03, LS99, BUJ+03]
voor het oplossen van dergelijk conflict, door bijvoorbeeld verschillende prioriteiten
aan de policies toe te kennen of de policies te herschrijven om conflict te vermijden.

6 Modularisatie van bedrijfsprocessen

Huidige talen voor het beschrijven van bedrijfsprocessen bieden weinig ondersteu-
ning voor het modulariseren van verschillende belangen. Het is praktisch onmo-
gelijk de voornaamste functionaliteit van een proces te isoleren van een groot aan-
tal bijkomende bekommernissen. Deze belangen, zoals bijvoorbeeld beveiliging, de
kwaliteit van een dienst, facturering, enz., zijn evenwel belangrijk, maar hebben
de neiging de hoofdfunctionaliteit te doorsnijden, wat leidt tot belangen die ver-
spreid zitten doorheen het proces en sterk gekoppeld zijn aan elkaar. Daar een
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bedrijfsproces typisch met een groot aantal bijkomende belangen rekening moet
houden, leidt dit vaak tot processen die moeilijk te begrijpen, aan te passen en te
onderhouden zijn.

Aspect-georiënteerde softwareontwikkeling [KLM+97] is een gekende techniek
om de modularisatie door codedoorsnijdende belangen te verbeteren door deze
belangen te specificeren in aparte modules, aspecten genaamd. Het toevoegen,
wijzigen of verwijderen van deze belangen vereist hierdoor geen extra veranderin-
gen aan de rest van het systeem. Een aspect bestaat traditioneel uit twee delen:
puntsnedes (’pointcuts’) en een adviezen (’advices’). Een advies specificeert het
gedrag dat nodig is om een bepaald belang te implementeren, en de puntsnede
bepaalt hoe dit gedrag aan een applicatie moet toegevoegd worden. Hiervoor se-
lecteert de puntsnede een aantal invoegpunten (’joinpoints’) in de applicatie waar
dit nieuwe gedrag toegevoegd moet worden.

6.1 De Padus taal

Padus is een aspect-georiënteerde extensie op WS-BPEL [ACD+03], een populaire
workflow taal voor het samenstellen van web services. De aspect-georiënteerde
taal kan beschreven worden op basis de volgende dimensies: de verschillende in-
voegpunten die ondersteund worden, de taal voor het beschrijven van puntsnedes,
de advies-taal, de vorm van aspecten en hoe aspecten toegepast worden.

Padus gaat verder dan gerelateerd onderzoek [CM07, CF05] door een krachtige
integratie tussen aspecten en het proces toe te laten op een hoger niveau, door een
expliciete constructie te voorzien voor het combineren van aspecten en bedrijfspro-
cessen en door compatibel te blijven met bestaande WS-BPEL infrastructuur.

Invoegpunten Invoegpunten zijn welbepaalde punten tijdens de uitvoering van
een WS-BPEL proces waar extra functionaliteit toegevoegd kan worden. Padus on-
dersteunt alle WS-BPEL activiteiten als mogelijke invoegpunten en biedt toegang
tot (statische en dynamische) eigenschappen die aan deze invoegpunten gerelateerd
zijn.

Puntsnedes Een puntsnede selecteert een specifieke set van invoegpunten waar
extra gedrag toegevoegd moet worden. De taal voor het specificeren van
puntsnedes in Padus is gebaseerd op een logische taal. Puntsnedes zijn als het
ware als een collectie van beperkingen op alle mogelijke invoegpunten om zo een
specifieke set te selecteren. Hiervoor werden predicaten gedefinieerd voor elk van
de verschillende types WS-BPEL activiteiten. Listing 2 geeft een voorbeeld van
een eenvoudige puntsnede.

Adviezen Adviezen kunnen nieuw gedrag toevoegen aan een applicatie of
bestaand gedrag aanpassen en/of vervangen. Padus ondersteunt hiervoor vier
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invoking(Joinpoint, ‘smsService’, ‘smsServicePT’, Operation),
startsWith(Operation, ‘send’).

Listing 2: Eenvoudige puntsnede die alle “invoking” invoegpunten selecteert van
een SMS dienst die een operatie oproepen die begint met “send”

types adviezen: ’before’ en ’after’ adviezen om gedrag voor of na bepaalde invoeg-
punten toe te voegen, ’around’ om het geselecteerde gedrag (eventueel) te vervan-
gen en ’in’ om het geselecteerde gedrag aan te passen. Het gedrag dat toegevoegd
moet worden op de geselecteerde invoegpunten wordt gespecifeerd als standaard
WS-BPEL code, uitgebreid met enkele specifieke constructies om bijvoorbeeld te
kunnen refereren naar parameters uit de puntsnede.

Aspecten Een aspect stelt één specifiek belang voor (zoals bv. logging) en kan
bestaan uit een aantal puntsnedes en adviezen. Listing 3 geeft een voorbeeld
van een aspect dat de start en het einde van alle oproepen van de SMS-dienst
logt. ’Using’ declaraties (lijnen 2–6) worden gebruikt om nieuwe informatie op
procesniveau (bv. variabelen en partners) toe te voegen, de puntsnedes (lijnen 8–
9) en adviezen (lijnen 11–22 en lijnen 24–30) beschrijven hoe extra gedrag voor
het loggen van oproepen aan de SMS-dienst toegevoegd moet worden.

Aspect compositie Padus ondersteunt ook een constructie voor het combineren
van Padus aspecten met WS-BPEL processen. Hier kan gespecificeerd worden op
welke processen een aspect moet toegepast worden, en eventueel ook de volgorde
waarin dit moet gebeuren.

6.2 De Padus wever

Het combineren van een aspect met de basiscode waarop het toegepast wordt,
wordt weven (’weaving’) genoemd. Padus maakt gebruik van een statische wever
(gebaseerd op een Prolog engine) om zo het aspect te combineren met de originele
basiscode om zo een nieuw proces te genereren dat het gedrag bevat van zowel
het basisproces als van de aspecten die erop toegepast worden. Het gebruik van
een statische wever zorgt ervoor dat er geen extra overhead aanwezig is tijdens het
uitvoeren van de processen en dat bestaande hulpmiddelen voor het specificeren,
uitvoeren en onderhouden van WS-BPEL processen eenvoudig herbruikt kunnen
worden, daar er geen gespecializeerde uitvoeringsomgeving nodig is.
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1 <aspect name="logSMSInvocations">
2 <using>
3 <namespace name="xmlns:log" uri="logging.example.com" />
4 <partnerLink name="logging" partnerLinkType="log:loggingLT" />
5 <variable name="logMsg" type="log:logMsg" />
6 </using>
7

8 <pointcut name="smsInvocation(Jp, Operation)"
9 pointcut="invoking(Jp, ‘smsService’, ‘smsServicePT’, Operation)" />

10

11 <advice name="logMessage(Message)">
12 <sequence>
13 <assign>
14 <copy>
15 <from>$Message</from>
16 <to variable="logMsg" part="msg" />
17 </copy>
18 </assign>
19 <invoke partnerLink="logging" portType="log:loggingPT"
20 operation="logMessage" inputVariable="logMsg" />
21 </sequence>
22 </advice>
23

24 <before joinpoint="Jp" pointcut="smsInvocation(Jp, Operation)">
25 <advice name="logMessage(‘Invoking $Operation’)" />
26 </before>
27

28 <after joinpoint="Jp" pointcut="smsInvocation(Jp, Operation)">
29 <advice name="logMessage(‘Invoked $Operation’)" />
30 </after>
31 </aspect>

Listing 3: Een voorbeeld aspect dat de start en het einde van alle oproepen van
de SMS-dienst logt
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7 Conclusie en toekomstig onderzoek

Middleware wordt traditioneel gebruikt om de onwikkeling van gedistribueerde
applicatie te vergemakkelijken. Dit doctoraat tracht een oplossing te vinden voor
de groeiende complexiteit van dergelijke applicaties.

7.1 Contributies

Policy-gedreven middleware is een uitbreiding van de traditionele middleware met
een extra laag die het dynamisch configureren van diensten toelaat op basis van
policies. Deze laag verbergt waar mogelijk de complexiteit van de onderliggende
middleware en laat toe dat een brede waaier van gebruikers policies kunnen ge-
bruiken voor het configureren van de onderliggende diensten op een hoger niveau.
In deze context werden de volgende contributies geleverd:

· Onze policy taal laat het configureren van diensten op een hoog niveau toe
op basis van policies. Ze kan toegespitst worden op verschillende contexten
en toepassingsdomeinen. Gebruiksvriendelijke editoreeromgevingen bovenop
de XML-gebaseerde syntax laten niet alleen gespecializeerde ontwikkelaars
maar ook niet-experten toe applicaties te configureren gebruik makend van
policies. Onze aanpak werd gevalideerd in verschillende contexten en appli-
catiedomeinen.

· Onze taxonomie voor het afdwingen van policies geeft een overzicht van de
verschillende strategieën en technieken die gebruikt kunnen worden om poli-
cies af te dwingen. We hebben ook aangetoond hoe een policy evaluator
gëımplementeerd kan worden op basis van een rules engine en gëıntegreerd
kan worden in een applicatie door interceptie. Onze aanpak voor het com-
bineren van policies en bedrijfsprocessen laat een krachtige integratie toe op
basis van aspect-georiëntenteerde technieken.

· Het redeneren over policies laat de validatie van een set van policies toe. We
hebben een nieuwe aanpak ontwikkeld voor het ontdekken van inconsistenties
tussen policies, gebruik makend van een hybride redeneersysteem. Onze
huidige implementatie ondersteunt het detecteren van equivalentie, inclusie,
incompatibiliteit en conflict relaties tussen policies.

Padus, onze aspect-georiënteerde extensie voor WS-BPEL, laat de modularisatie
van verschillende belangen (zoals beveiliging en facturatie) toe, afgescheiden van
de hoofdfunctionaliteit van het bedrijfsproces. Hierdoor kan de verstaanbaarheid
en herbruikbaarheid van bedrijfsprocessen sterk verbeterd worden. Padus laat ons
ook toe de integratie van policies en bedrijfsprocessen te vergemakkelijken op basis
van aspecten.
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Onze aanpak werd gevalideerd in realistische applicaties. Een eerste applicatie
maakt gebruik van policies om het uitwisselen van data van patient tussen ver-
schillende gezondheidsinstellingen mogelijk te maken. Hiervoor werd een policy
taal voor het beveiligen van data in deze context ontwikkeld en gëıntegreerd in
de onderliggende middleware. Een platform voor het ontwikkelen van telecom ap-
plicaties (Telecom Service Delivery Platform) werd uitgebreid met ondersteuning
voor policies om de configuratie van dergelijke telecom diensten in verschillende
contexten (beveiliging en de kwaliteit van de dienst) mogelijk te maken. Ook
werd de modularisatie van de telecom diensten op basis van WS-BPEL verbeterd
door gebruik te maken van Padus om eenvoudig codedoorsnijdende belangen zoals
facturatie en logging aan telecom diensten toe te kunnen voegen.

7.2 Toekomstig onderzoek

Onze aanpak voor het specificeren, valideren en afdwingen van policies,
gëıntegreerd in het middleware platform, kan uitgebreid worden om meer gea-
vanceerde functionaliteit te ondersteunen:

· Het specificeren van policies: Hoewel onze generieke policy taal reeds onder-
steuning biedt voor het specificeren van policies in verschillende contexten
en toepassingsdomeinen, zou de toepasbaarheid van onze aanpak verbeterd
kunnen worden door meer gebruiksvriendelijke policy editors aan te bieden,
in combinatie met hulpmiddelen om het ontwikkelen van domeinspecifieke
policy talen te vergemakkelijken.

· Het afdwingen van policies: Verschillende strategieën en technieken kun-
nen gebruikt worden om policies af te dwingen. Onze implementatie zou
uitgebreid kunnen worden om zo een breder spectrum aan strategieën en
technieken aan te bieden. Dit laat de ontwikkelaar van een applicatie meer
keuze om zo de meest geschikte strategie voor het afdwingen van policies te
kunnen selecteren.

· Het redeneren over policies: Ons prototype om te redeneren over policies zou
uitgebreid kunnen worden om meer geavanceerde functies te ondersteunen,
evenals de detectie van meer geavanceerde relaties tussen policies.

Tenslotte kan de Padus taal voor het modulariseren van WS-BPEL processen
uitgebreid kunnen worden om zo ook ondersteuning te bieden voor andere talen
voor het beschrijven van bedrijfsprocessen. Het specificeren van Padus aspecten
zou ook vereenvoudigd kunnen worden door meer gebruiksvriendelijke (mogelijks
grafische) voorstellingen te gebruiken.
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