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Abstract

Various algorithms are capable of learning a set of classification rules from a number of observations with their cor-
responding class labels. Whereas the obtained rule set is usually evaluated by measuring its accuracy on a number of
unseen examples, there are several other evaluation criteria, such as comprehensibility and consistency, that are often over-
looked. In this paper we focus on the aspect of consistency: if a rule learner is applied several times on the same data set,
will it provide rule sets that are similar over the different runs? A new measure is proposed and various examples show how
this new measure can be used to decide between different algorithms and rule sets or to find out whether the rules in a
knowledge base need to be updated.
� 2007 Elsevier B.V. All rights reserved.
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1. Introduction

Many algorithms, e.g. CN2 [7], RIPPER [8] or C4.5 [15], have been proposed for learning a set of classi-
fication rules from a number of observations with their corresponding class labels. The predictive performance
on a set of unseen examples is often the key aspect to determine which of these algorithms should be preferred
for a particular application. There are however several other criteria, such as scalability, comprehensibility and
consistency that influence the suitability of an algorithm for the given problem. In this paper, we focus on the
aspect of consistency.

Whereas there are several definitions of consistency, which are discussed afterwards in more detail, they all
try to find out whether a repeated application of the rule learning algorithm on a data set will provide similar
results. The various definitions vary on what exactly they consider to be the result: the accuracy, the predic-
tions or the rule set itself. The algorithm that we propose is developed for the third definition and measures the
similarity between two rule sets. It can therefore be used to verify whether the same rules are obtained when
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the learning algorithm is applied several times on a data set. Repeated application of a learning algorithm
occurs frequently in machine learning. For example, cross-validation, during which the algorithm is trained
several times on a different part of the data, is often performed to select the optimal model parameters. Most
analysts will also test more than one rule learning algorithm on a particular data set. In those cases, the sim-
ilarity measure is useful to perform an automatic comparison between the rule sets obtained by these different
algorithms.

The proposed similarity measure can also be used to test whether the rules obtained by the learning algo-
rithm are consistent with the existing knowledge base and thus to decide whether an update of this knowledge
base is required. For example, the original application of this research was in the context of credit scoring [16].
In the domain of credit scoring, the goal is to build a model to predict the creditworthiness of customers based
on various variables, such as their income, age, professional activity, etc. Various benchmarking studies have
shown that black box learners, such as neural networks and support vector machines, are particularly suitable
for this problem [4]. The drawback of these models is their lack of explanatory power: it is very hard to under-
stand the reasoning behind these model’s decisions. However, often there is a legal requirement for the finan-
cial institutions to be able to explain why someone was granted or denied credit [1]. Rule extraction is
therefore performed on these black box models to gain more insight in their behavior [2,3,10]. Different extrac-
tion techniques exist and the discussed measure of consistency allows us to test whether the extracted rule sets
are similar. Furthermore, because some rule extraction algorithms are able to extract rules from different types
of black box models, the proposed similarity measure can be used to verify whether the black box models con-
tain similar knowledge or not.

Additionally, various restrictions are often imposed on the extracted rule sets before they are included in
the knowledge system of the bank. We already discussed the legal requirements, e.g. ‘‘no discrimination based
on race or sex’’, but also commercial strategies of the bank itself can pose requirements, e.g. ‘‘young customers
with a university degree must always be granted credit’’. The algorithm discussed below, might be used to test
whether the extracted knowledge is consistent with this apriori knowledge.

Additionally, the proposed similarity measure can play a role in determining whether the existing knowl-
edge base requires an update or not. Credit scoring is a continuous process: the model used to determine
whether an application will be accepted or rejected needs to be revised from time to time because the charac-
teristics of new applications will start to deviate from the ones on which the model was trained. In credit scor-
ing it is important to diagnose this phenomenon, known as population drift, timely. The measure that we
propose can be useful to investigate whether the newly built model is still sufficiently similar to the model that
is currently in use.

In many application areas, accuracy is probably much more important than consistency: the individual
rules are unimportant as long as the rule set provides the correct classification. One might even argue that
algorithms with low consistency are preferred as they can provide different views on the same data. In other
domains the opposite situation will be encountered: consistency plays a pivotal role when explanatory power is
the main requirement. Johansson [11] formulates this as follows: ‘‘it is very hard to give any significance to a

specific rule set if the extracted rules vary significantly between runs.’’
In the next section, we explain the inner-workings of the algorithm used to calculate the similarity between

rule sets and clarify its different steps with a small example. Afterwards, we do some practical experiments with
the algorithm on various data sets and discuss possible improvements.

2. Consistency

As mentioned in the introduction, there are multiple definitions of the concept of consistency. In [2], an
algorithm is deemed consistent if under different training sessions, rule sets are generated that produce the
same classification of unseen examples.

Slightly different is the definition provided in [13] which labels consistency as the ability of an algorithm to
extract rules with the same degree of accuracy under different training sessions. Whereas an algorithm that is
consistent according to the first definition is automatically also consistent according to the second definition,
the opposite is not necessarily true: rule sets with similar accuracy have the same number of misclassifications
but the actual misclassifications can be different.



Fig. 1. Decision table.
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In [17], both definitions are used to examine which of two rule extraction techniques provides most consis-
tent results. To test the consistency according to the first definition, each algorithm was first applied several
times on neural networks trained on the same data but with different initial weights. Afterwards, the training
examples were presented to each of the extracted rule sets and it was counted for how many examples the rule
sets did not agree. The most consistent algorithm is then defined as the algorithm for which this count is min-
imal. Consistency of both extraction algorithms was also tested according to the second definition. For each of
the extracted rule sets, the number of errors is measured and the algorithm for which the standard deviation
over the number of errors is minimal is then considered as the most consistent algorithm.

Both definitions are similar in the fact that they only focus on the predictions from the extracted rules and
ignore the rules themselves. Similar accuracy or similar classifications can however be provided by very differ-
ent rule sets and according to the definition of consistency by Johansson et al. [11], similarity of the extracted
rules is the key aspect:

An algorithm is consistent if it extracts similar rules every time it is applied to the same data set.

However, the author immediately points to the difficulty associated with this definition: there is no straight-
forward definition of similarity that is applicable to the wide range of representations used in rule learning.

With a small example, we will first show how similarity between rule sets can be proven automatically. Sup-
pose that the following two rule sets are extracted from a credit scoring data set. The first algorithm has
returned the following five rules:

IF ‘Owns property = yes’ AND ‘Years Client 6 3’ AND ‘Savings Amount = low’ THEN ‘Applicant = bad’
IF ‘Owns property = yes’ AND ‘Years Client 6 3’ AND ‘Savings Amount = high’ THEN ‘Applicant = good’
IF ‘Owns property = yes’ AND ‘Years Client > 3’ THEN ‘Applicant = good’
IF ‘Owns property = no’ AND ‘Savings Amount = low’ THEN ‘Applicant = bad’
IF ‘Owns property = no’ AND ‘Savings Amount = high’ THEN ‘Applicant = good’

and the second algorithm has provided the following rules:

IF ‘Savings Amount = high’ THEN ‘Applicant = good’
IF ‘Owns property = yes’ AND ‘Years Client > 3’ THEN ‘Applicant = good’
ELSE DEFAULT RULE: ‘Applicant = bad’

Whereas both rule sets might seem different at first, closer inspection will reveal that they are in fact com-
pletely similar. This verification process can be largely automated by software like PROLOGA,1 which is an
interactive design tool for computer-supported construction and manipulation of decision tables [19]. A pow-
erful rule language is available to help specify the decision tables and automated support is available for sev-
eral restructuring and optimization tasks. From the first rule set, PROLOGA automatically creates the
decision table shown in Fig. 1. One of the powerful features of PROLOGA is its ability to automatically
1 http://www.econ.kuleuven.be/prologa/.

http://www.econ.kuleuven.be/prologa/


Fig. 2. Contracted decision table
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contract a decision table to obtain a decision table that is logically equivalent and has a minimal number of
columns. This is achieved by a reordering of the condition rows and the contracted decision table for the first
rule set is presented in Fig. 2. The same procedure was applied for the second rule set and the contraction
process results in the same minimal-width decision table as Fig. 2. We can therefore conclude that both rule
sets are completely equivalent and divide the input space into similar regions.

The above discussed verification process suffers however from some serious disadvantages. First, whereas
the verification process is able to make a black–white distinction, the rule sets are either equivalent or not, it is
not possible to give more information in case the two rule sets are not exactly equivalent. For most of the
examples in the previous section, it is however useful to know whether the differences between the rule sets
are large or only minor. A numerical similarity measure can provide this required flexibility.

A second disadvantage of the above verification process can be observed when the rule sets contain numer-
ical variables. Unless an explicit discretization is performed before induction of the rule sets, it is unlikely that
the rule boundaries of the different sets will coincide exactly. For example, whereas the first rule set can con-
tain ‘Years Client 6 3’, the second rule set might contain a condition like ‘Years Client 6 3.01’. Therefore, in
data sets with numerical variables, a verification process based on explicit transformation will often fail to
prove the (almost) logical equivalence.

The previous remark is closely related to the situation that can occur due to the presence of correlated attri-
butes in the data. Suppose that in the above example, there is an additional variable that provides information
about how many months the applicant has been a client of the particular financial institution. Instead of the
condition ‘Years Client 6 3’, a semantically equivalent rule set could therefore be constructed by using the
condition ‘Months Client 6 36’. Without some domain knowledge, it would be impossible to prove the equiv-
alence between these rule sets. Whereas this example is not very realistic, as perfectly correlated variables are
usually filtered out before applying the learning algorithm, the same situation can also occur with partially
correlated variables. It is possible that models that look radically different, as they place conditions on differ-
ent variables, divide the input space into very similar regions. In the next section, we will cover such an exam-
ple and show that the method proposed below is able to deal with it.

In the discussion below we present an algorithm that overcomes the above problems and is general enough to
measure the similarity between two rule sets for a wide range of representation formats (rules, trees, decision
tables). The algorithm that we propose differs from the explicit rule transformation in the sense that it is a
data-centered approach. As discussed in detail in Appendix A, the main idea behind this algorithm is that
two rule sets are similar if they assign observations the same class label and if they use ‘similar’ rules to make
these classification decisions. The amount of similarity between individual rules is derived from the number of
observations that these rules cover jointly and label similarly. Before discussing the algorithm in detail, we pres-
ent some properties that we believe are desirable for a measure of similarity r between two rule sets to have

• Symmetric: similarity between A and B should be equal to similarity between B and A

rðA;BÞ ¼ rðB;AÞ
• Non-negativity: similarity between A and B is always larger than zero

rðA;BÞP 0
• If the two rule sets are exactly the same then the similarity should be maximal

rðA;AÞ ¼ 1
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• If the two rule sets provide different classifications for each input observation then the similarity should be
minimal
rðA;:AÞ ¼ 0

• Transitivity: if A and B are maximally similar and B and C are maximally similar, then A and C are also
maximally similar
If rðA;BÞ ¼ 1 and rðB;CÞ ¼ 1 then rðA;CÞ ¼ 1

We propose the following algorithm to calculate the similarity r between two rule sets A and B, given N

input observations fX 1;X 2; . . . ;X Ng. It is assumed that each rule set contains mutually exclusive rules, i.e. only
one rule fires for each input observation. Let us denote the class label predicted by rule r with P(r) and let
rðX iÞ ¼ 1 if Xi is covered by rule r, otherwise rðX iÞ ¼ 0.

(1) Assign a unique identifier to each rule of A and B

(2) For each observation Xi: find the prediction made by set A and B and the identifiers of the rules of A and
B that were used to make this prediction

(3) For each rule r 2 A;B. Find the observations Xi for which rðX iÞ ¼ 1. Denote this number of observations
with Nr. For each rule in the other rule set that predicts the same class as r, find the identifier of the rule q

that fired most frequently for these observations. Denote the number of observations for which both
rules r and q fired as N opposite

r . Mathematically, we can write the preceding steps as
8r 2 A; q 2 B and 8r 2 B; q 2 A

Nr ¼
XN

j¼1

rðX jÞ ð1Þ

Nopposite
r ¼ max

q
P ðqÞ¼P ðrÞ

XN

j¼1

qðX jÞrðX jÞ ð2Þ
(4) Use as similarity measure the sum of all the Nopposite
r divided by the sum of all Nr
rðA;BÞ ¼
P

r2A;BN opposite
rP

r2A;BNr
¼ 1

2N

X
r2A;B

Nopposite
r ð3Þ
As shown in Appendix A, Eq. (3) can be considered as a weighted average of similarities between individual
rules in both rule sets.

We will clarify the above algorithm with the example shown in Fig. 3. An algorithm has provided two rule
sets to divide the BLACK from the WHITE observations. We first assign each rule a unique identifier:
A1, . . . ,A5 and B1, . . . ,B5. For this example, we will assume that all rules, except A5 and B5, predict the class
Fig. 3. Consistency: (a) rule set A and (b) rule set B.
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to be BLACK. We can observe from the figure that A and B create the same decision boundary between the
two classes and they will therefore make exactly the same predictions for all observations. This means that
both rule sets are completely consistent according to the first two definitions as they provide the same predic-
tions and therefore the same level of accuracy. We will show how the rule sets are only partially consistent
when applying the third definition and the algorithm described above. In the second step of the algorithm
Table 1 is constructed. For each observation, this table contains the predictions made by each rule set and
the rule identifier of the rule that fired for the observation.

This table is used during the third step of the algorithm. For each rule, we first query the table to find out
how many times the rule fired, e.g. NA1 = 5 and NB1 = 10. Afterwards, the algorithm looks for the rule in the
other rule set that provides the same classification for most of these observations. In this example, all obser-
vations are classified the same by both rule sets, thus we only have to find the rule in the other rule set that fires
the most. Because all 5 examples classified by rule A1 are classified by rule B1: Nopposite

A1 ¼ 5. For the 10 obser-
vations classified by rule B1, we can observe that half are classified by A1 and the other half by A2:
Nopposite

B1 ¼ 5. The same calculation is repeated for all the rules and the results of this step are shown in Table
2. The division of the totals in this table gives us a similarity estimate of 80%. It is not easy to give an intuitive
meaning to this number, but the above procedure can be considered more or less as assigning to each rule a
corresponding rule of the other rule set and the similarity measure is then the proportion of examples that are
classified by corresponding rules.

As shown in the next section, it is straightforward to alter the above algorithm to make it applicable to
other representation forms, such as decision trees or decision tables. The only required change is in the first
part of the algorithm. Instead of the assignment of an identifier to each rule, we will assign identifiers to each
leaf node for decision trees or to each column if the representation format is a decision table. The only
assumption for the remainder of the algorithm is that each classification decision is based on exactly one iden-
tifier, i.e. the rules must be mutually exclusive (non-overlapping). This requirement is automatically fulfilled by
various representation formats, such as decision trees and decision tables.
Table 1
Calculation of consistency: Step 2

Observation Rule set A Rule set B

Prediction Rule Prediction Rule

a BLACK A1 BLACK B1
b BLACK A2 BLACK B3
c BLACK A2 BLACK B1
..
. ..

. ..
. ..

. ..
.

w WHITE A5 WHITE B5
x BLACK A4 BLACK B3

Table 2
Calculation of consistency: Step 3

Rule NRule Nopposite
Rule

A1 5 5 (B1)
A2 19 6 (B3)
A3 4 4 (B2)
A4 12 12 (B3)
A5 31 31 (B5)
B1 10 5 (A1,A2)
B2 9 5 (A2)
B3 18 12 (A4)
B4 3 3 (A2)
B5 31 31 (A5)

Sum 142 114
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The proposed consistency measure is also not limited to classification problems only. With minor changes,
the above algorithm can be applied to measure consistency for regression rule sets. Because it is unlikely that
regression rules from different rule sets predict exactly the same values, this requires an additional parameter s

to specify a desired level of sensitivity. Instead of requiring that the most similar rule must predict the same
class, the sensitivity measure is used with regression problems to decide whether the difference between the pre-
dictions of corresponding rules is small enough. We will require that the absolute difference between the fore-
casts of two regression rules must be smaller than the sensitivity s. Therefore, in the third step of the algorithm
we replace ‘‘For each rule in the other rule set that predicts the same class as r’’ by ‘‘For each rule in the other rule

set that provides the same forecast within s-difference as r’’. Mathematically, one could reformulate Eq. (2) as
Nopposite
r ¼ max

q
jP ðqÞ�P ðrÞj6s

XN

j¼1

qðX jÞrðX jÞ ð4Þ
with P(r) and P(q) the forecasts made by the respective rules. One can observe that for s ¼ 0, this condition
becomes equivalent with the one that was developed for classification problems, namely PðrÞ ¼ P ðqÞ.

3. Empirical results

In this section, we perform several experiments with both artificial and real-life data sets. These experiments
show how the above discussed consistency measure can be useful for the selection between different models or
algorithms.

3.1. Experiment 1: Checkerboard data

The first experiment is performed on artificial data with two continuous inputs from the interval [0,1]. The
class label of each observation is determined by the following rules:

IF x >= 0.5 AND y >= 0.5 THEN class = 1
IF x < 0.5 AND y < 0.5 THEN class = 1
ELSE class = 2

These rules create a checkerboard pattern in the data. We first create 10 data sets of 500 observations and
train a CART tree [5] on each of them. The trees are pruned to minimize the cross-validation error. One addi-
tional test data set was created to evaluate the performance of the constructed trees. The mean accuracy over
the 10 trees is 98.94% and the variance is very close to zero. Based on these results, one might conclude that the
algorithm provides consistent results. The extracted trees vary however significantly between the different runs
because of the symmetry that is present in the data sets. CART constructs its trees in a greedy way and is
therefore unable to find a split for the root node that significantly decreases impurity, i.e. the first split is cho-
sen more or less randomly and will not correspond to any of the optimal splits (x = 0.5 or y = 0.5). Some
examples of extracted trees are shown in Fig. 4 (only the rule boundaries are shown).

The consistency measure that we proposed above can be used to see the similarity between the different
runs. The results are shown in Table 3. For each of the 10 trees, we show their consistency with the other trees
measured on the test data set. The average consistency is 0.85, with a standard deviation of 0.050.

The same experiment was also performed with the rule learner, RIPPER [8]. The WEKA implementation of
this learner, JRIP [20], was applied on the same ten data sets and performance was subsequently measured on
the test data set. The average accuracy is 99.04%, but more importantly it can be observed that the consistency
improves drastically. The results of this experiment are shown in Table 4. The average consistency between all
rule sets equals 0.99 (standard deviation = 0.0078). A paired t-test shows that the observed consistency differ-
ence is highly significant. Thus unlike the CART trees, not only the predictions of the different models
returned by RIPPER are very similar, but also the rule sets themselves. Based on these results, we believe that
RIPPER seems the better learner for this data set as it provides similar accuracy but is more consistent than
the trees constructed by CART.
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Fig. 4. CART results on artificial data set: (a) rule set A and (b) rule set B.

Table 3
CART consistency on artificial data

Between model 2 3 4 5 6 7 8 9 10

1 0.80 0.88 0.84 0.92 0.83 0.88 0.87 0.80 0.83
2 0.84 0.86 0.86 0.74 0.83 0.79 0.93 0.94
3 0.89 0.93 0.81 0.90 0.87 0.85 0.85
4 0.88 0.78 0.86 0.82 0.87 0.84
5 0.85 0.93 0.91 0.85 0.89
6 0.82 0.79 0.75 0.77
7 0.87 0.81 0.84
8 0.79 0.82
9 0.93

Table 4
RIPPER(JRIP) consistency on artificial data

Between Model 2 3 4 5 6 7 8 9 10

1 0.98 0.98 0.97 0.98 0.97 0.96 0.97 0.97 0.98
2 0.99 0.99 0.98 0.99 0.98 0.98 0.99 0.98
3 0.98 0.99 0.99 0.99 0.98 0.99 0.99
4 0.98 0.99 0.98 0.99 0.99 0.99
5 0.99 0.98 0.99 0.99 1.00
6 0.99 1.00 1.00 1.00
7 0.98 0.99 0.98
8 1.00 0.99
9 1.00
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3.2. Experiment 2: IRIS data

The second experiment is performed on the widely used IRIS data set from the UCI Repository [14]. This
data set contains 150 observations and the goal is to predict the correct IRIS species – Virginica, Setosa or Ver-
sicolor – based on variables concerning the petal length and width and sepal length and width. On this data set,
we train various rule and tree learners, namely C4.5 [15], RIPPER, RIDOR, PART [9] and REPTree. Several of
these learners use different representation formats to express their extracted knowledge. For example, the rules
found by RIPPER must be considered in order with a default class if none of the preceding rules fires, e.g.

IF (petallength <= 1.9) THEN class = Iris-setosa
ELSE IF (petalwidth >= 1.7) THEN class = Iris-virginica



Table 5
Consistency on IRIS data set

Between algorithm C4.5 RIDOR PART REPTREE

Ripper 0.97 0.93 0.98 0.95
C4.5 0.95 0.97 0.97
RIDOR 0.94 0.98
PART 0.96

J. Huysmans et al. / Data & Knowledge Engineering 63 (2007) 167–182 175
ELSE IF (petallength >= 5) THEN class = Iris-virginica
ELSE class = Iris-versicolor

Whereas the rules returned by RIDOR use a default class with exceptions specified afterwards, e.g.

class = Iris-setosa
EXCEPT IF (petallength > 2.45) THEN class = Iris-versicolor
EXCEPT IF (petalwidth > 1.75) AND (petallength > 4.85) THEN class = Iris-virginica

Finally, the classification trees returned by C4.5 and REPTree can be easily converted into a set of mutually
exclusive rules, by creating a rule for each leaf node. Because the rules are mutually exclusive, the order in
which they are processed is of no importance. Due to these differences in representation formats, it is difficult
to assess whether the extracted knowledge is the same for each of these algorithms. Whereas an explicit con-
version is often possible, we use the consistency algorithm to test the similarity between the extracted formats.
The results of this experiment are shown in Table 5. The rather high scores indicate that most of the extracted
models are indeed very similar and therefore contain the same knowledge.

3.3. Experiment 3: Credit scoring data

In a third experiment we test the consistency of the CART decision tree algorithm on two real-life credit scor-
ing data sets. The data sets used in this experiment are obtained from two of the largest BeNeLux (Belgium-The
Netherlands-Luxemburg) financial institutions and contain respectively 3123 (BeNeLux1) and 7190 (BeNe-
Lux2) observations. In these data sets, a bad customer is defined as someone who has missed three consecutive
months of payments and the proportion between good/bads equals respectively 66.7/33.3 and 70/30. More
information on these data sets can be found in [4], in which they were included in a benchmarking study of var-
ious machine learning algorithms.

For this experiment, we first divide both data sets in a 2/3 training set and a 1/3 test set and subsequently we
learn a CART tree on the parts reserved for training. The constructed trees are pruned by cross-validation. Both
resulting trees contain 6 leaf nodes and have an accuracy of respectively 70.32% and 73.13% on the test set.

To test the consistency of the CART algorithm, the following procedure was applied on each data set. First,
we create 1000 new data sets by randomly removing a fixed percentage of the training observations. The cho-
sen percentages vary between 5% and 90%. On each of these 1000 newly created data sets, we build a CART
tree and prune it based on information from the original tree. For each tree, we first measure the accuracy on
the test set. An overview of the performance distributions is given in Fig. 5. The percentages in the legend indi-
cate the number of remaining observations. We can observe that performance starts to deteriorate consider-
ably when the sample sizes become too small. Additionally, the variance starts to increase.

In a second step, we compare the predictions of all models with each other. We first select the first tree and
compare pairwise with each of the other 999 models the percentage of test observations for which both models
provide the same prediction. Then we select the second model and calculate these similarity percentages for the
remaining 998 models and so on. The total number of comparisons is therefore equal to 499500.2 An overview
of the distribution of the amount of similar classifications is given in Fig. 6.
2 The total number of comparisons is given by NðN�1Þ
2 , with N the number of models in the comparison.
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Besides the smaller number of similar predictions for models trained on fewer observations, we can clearly
observe that even the models trained on 90–95% of the data often disagree when making forecasts. The irreg-
ular distributions with outspoken peaks indicate that there are several different models returned by the CART
learning algorithm. From Fig. 7, we can learn that the different models disagree however only on some of the
test observations. In the figure, we show how many of the 1000 models differ from opinion with the majority
prediction for each of the test observations. For example, from Fig. 7(a) it can be observed that for almost 700
of the 1041 test observations, all of the 1000 models that were trained on 95% of the data agreed in their pre-
dictions, i.e. all models predicted the client to be either good or bad. For the remaining part of the data, the
1000 models agreed to a lesser extent. For a very small part of the data, we can even observe that the models
reach no consensus at all: half of the models predict the customer to be good whereas the other half predicts
the customer to be bad.

Finally, in Fig. 8, we show for both data sets the distribution of the consistency measure calculated with the
algorithm described in the previous section. The distinct peaks for the 90–95% distributions that were present
in Fig. 6 also reappear. We conclude that even a removal of as little as 5% of the data can result in models that
are considerably different.

To study whether this is a general phenomenon, the same analysis was also performed for two additional
credit scoring data sets, namely the Australian and German credit data sets which are freely available on the



Fig. 7. Number of disagreements with majority decision for each test observation: (a) BeNeLux 1 and (b) BeNeLux 2.
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UCI Machine Learning Repository [14]. The Australian credit data set contains 690 instances with a more or
less equal distribution between bads and goods (45%/55%), whereas the German credit data consists of 1000
observations with a good/bad distribution of 70%/30%. Performing the same procedure as above, with a ran-
dom removal of respectively 5%, 10% and 50% results in Fig. 9. We can observe that on these UCI data sets,
the CART algorithm is less influenced by the random removal of training observations than in comparison
with the BeNeLux data sets. For example, with a 5% removal of the data the algorithm will return almost
always the same model as the consistency is usually close to 1 and only minor peaks are present. Removal
of more data points will lead to less similar models which can be observed by the higher peaks and a shift
in the distribution towards lower consistency levels.

3.4. Experiment 4: Corruption data

A final experiment was conducted to test the algorithm on a regression problem. The data set used in this
experiment contains information from various sources. First, various macro-economical, for example GDP
per capita and GDP composition per sector, and demographic variables, such as infant mortality and literacy
rates, are retrieved from the CIA Factbook [6]. This information for each country is then combined with a score
that estimates the level of corruption in that country. The actual corruption score is derived from Transparency
International [18] under the form of the Corruption Perceptions Index (CPI). This index ranks countries
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according to the degree to which corruption is perceived to exist among public officials and politicians. The CPI
is created by interviewing business people and country analysts and gives a score between 0 (highly corrupt) and
10 (highly clean) to each country. The goal of the data set is to estimate this CPI based on the macro-economical
and demographic variables. More details about this data can be found in [10].

The data set consists of 285 observations from which we randomly selected one third (95 observations) for
testing. The remaining 190 observations are used to train several CART trees. For the construction of each
tree we randomly delete 10% of the 190 observations and learn the tree on the remaining 171 observations.
The removal of 10% of the data is performed to obtain some variability in the extracted trees. It is observed
that most often the variable ‘GDP per capita’ is selected as the splitting criterion for the root node and that we
obtain a tree as in Fig. 10(a). It is however also remarked that on various trials a tree is returned with a dif-
ferent variable as splitting criterion for the root node, as shown in Fig. 10(b).

At first instance, these two trees seem totally different as they contain tests on different variables. But are
they really that different? There is a huge inverse correlation between ‘GDP Per Capita’ and ‘Infant Mortality
Rate’, which might mean that both trees divide the input space into very similar regions. To test whether this
assumption is correct, we first take a look at the predictive performance of both trees on the 95 test observa-
tions. The mean absolute error of tree A is 0.86 versus 0.99 for the second tree. From these numbers, we can
however not observe the cause of this difference. Are there a few observations for which the second model
deviates very strongly from the first model or is the difference caused by small deviations for a large part
of the observations? This question corresponds to the definition of consistency in [2,17]: do these models pro-
vide similar predictions. Whereas this question is straightforward to answer for classification problems, by
estimating the percentage of observations for which the models forecast the same class, this approach is no
longer possible for regression problems as it is unlikely that two models will provide exactly the same numbers
as forecasts. We therefore introduce the aspect of sensitivity and measure ‘the percentage of observations for
which the absolute difference in the forecasts of both models is smaller than this sensitivity’. An overview of
Fig. 10. Two cart trees: (a) Tree A and (b) Tree B.
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this measure for different levels of sensitivity is shown in Fig. 11. From this figure, we can observe that 76.84%
of the test data obtained forecasts of both models that differed less than 1 point on the CPI scale. Additionally,
we can conclude that for only few of the data points the models provide totally different predictions, e.g. only
for less than 5% of the observations the difference in forecast is larger than 2.5 points on the CPI scale.

In the last part of this experiment, we apply the regression variant of the consistency algorithm on the
above models to find out how similar these models really are. As explained above, the sensitivity level is used
to find out whether two forecasts are similar enough. During the algorithm, this level of sensitivity is used to
determine whether two rules can be corresponding rules. For example, if we use a sensitivity level of 1, only the
third leaf of tree B can be corresponding with the first leaf of tree A because the third leaf is the only leaf of
tree B for which the absolute difference is smaller than the chosen sensitivity level of 1. On overview of the
consistency measure in relation to the sensitivity is given in Fig. 12.

We can see that for a sensitivity level of 1, we achieve a consistency of 76.84% on the test data. This means
that from all test observations 76.84% is classified by corresponding leafs in both trees and the forecasts differ
less than 1 CPI point. In combination with the observation from the previous section that 76.84% of the data
points receives forecasts that differ less than 1 CPI point, we can conclude that all these observations are clas-
sified by corresponding rules. Thus for more than three quarters of the data, there is almost no difference
between being classified by tree A or tree B, i.e. each observation is sent to the corresponding leaf in the other
tree. In Fig. 13, Tree B is reordered such that the corresponding leafs are on similar positions as Tree A in
Fig. 10(a). From the above analysis we can conclude that both trees, which seemed very different in the begin-
ning, are in fact very similar and divide the input space into similar regions.
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Fig. 13. Reordered tree B.
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4. Conclusion

In this paper, we emphasized the concept of consistency. Whereas most knowledge engineers and machine
learners usually focus on accuracy of the knowledge, we discussed the aspect of consistency and its importance
for model and algorithm selection. In the second section, we proposed an algorithm that can be applied to
measure the similarity between different rule sets. Additionally, the algorithm can be extended towards other
representation formats, such as decision trees or decision tables, and to measure consistency between sets of
regression rules. Several experiments show how the measure can be used to guide the selection between differ-
ent models and/or algorithms.

The most significant advantage of the proposed algorithm is its flexibility in application. Measuring simi-
larity between rule sets by means of an explicit transformation of the rules is cumbersome as it requires specific
transformation rules for each rule type. Furthermore, an explicit transformation is often only useful if none of
the conditions involves numerical variables and it can only test whether the two rule sets are exactly the same
or not. Our approach on the other hand does not face these limitations as it can naturally cope with numerical
boundaries and provides a similarity score in the interval [0,1]. A final advantage of the proposed approach is
its ability to identify similar models, even if these models involve conditions on different variables but divide
the input space into similar regions.

Our current research focuses on the creation of a data-independent similarity measure. Whereas the algo-
rithm discussed in this paper calculates similarity based on the number of observations that is classified by
corresponding rules, the data-independent measure will calculate similarity by the percentage of the input
space that is covered jointly by corresponding rules. The new measure will therefore be able to measure sim-
ilarity between different models without requiring an additional data set.
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Appendix A. Derivation of Eq. (3)

Let us define the similarity between two individual rules r and q that both predict the same class as
3 In
rðr; qÞ ¼ 2 � N r\q

Nr þ N q
ðA:1Þ
with Nr;N q the number of points that are covered by the respective rules and Nr\q the number of observations
covered jointly by both rules. If the two rules cover different parts of the input space then the similarity is zero,
whereas the similarity achieves its maximal value of one if both rules cover exactly the same observations.3

Additionally, we will assume that rðr; qÞ ¼ 0 if r and q predict different classes.
[12], rðr; qÞ is defined as
Nr\q

minfNr ;Nqg, which has the disadvantage that rðr; qÞ is also 1 if one rule subsumes the other.
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Based on this definition, we formulate the similarity between two rule sets A and B as follows:
rðA;BÞ ¼ 1

2

X
r2A

wrrðr; qrÞ þ
1

2

X
r2B

wrrðr; qrÞ ðA:2Þ
with qr the rule in the other rule set that is most similar to r and wr a weight factor. Similarity between A and B

is therefore defined as a weighted average of similarities between individual rules in both rule sets. If the rules
in each rule set are mutually exclusive and exhaustive, the weight factors can be chosen as the proportion of
examples covered by the respective rules:
rðA;BÞ ¼ 1

2

X
r2A

N r

N
rðr; qrÞ þ

1

2

X
r2B

Nr

N
rðr; qrÞ ðA:3Þ
using the definition of similarity between two rules, Eq. (A.1), the above formula can be rewritten as
rðA;BÞ ¼ 1

2

X
r2A

N r

N
2 � Nr\qr

N r þ Nqr

þ 1

2

X
r2B

N r

N
2 � Nr\qr

N r þ Nqr

ðA:4Þ
Because the number of points covered by a rule in A is usually close to the number of points covered by the
most similar rule in B and vice versa, i.e. N r ’ N qr

, one can rewrite Eq. (A.4) as
rðA;BÞ ¼ 1

2

X
r2A

N r\qr

N
þ 1

2

X
r2B

Nr\qr

N
ðA:5Þ

rðA;BÞ ¼ 1

2N

X
r2A

Nr\qr
þ
X
r2B

Nr\qr

 !
ðA:6Þ

rðA;BÞ ¼ 1

2N

X
r2A;B

Nr\qr
ðA:7Þ
This expression corresponds to Eq. (3), but with one minor exception. Whereas in Eq. (A.7), the number of
points covered jointly by r and the most similar rule qr is used in the summation, Eq. (3) counts the number of
jointly covered points by r and the rule q for which N r\q is maximal (and that predicts the same class). How-
ever, usually the rule q for which N r\q is maximal is also the rule for which rðr; qÞ is maximal and both expres-
sions therefore provide the same results.

One can easily observe that both Eqs. (3) and (A.7) satisfy the desirable properties that were stated in Sec-
tion 2. For example, because similarity is calculated as a summation over non-negative numbers, Nr\qr

, it is
clear that similarity between two rule sets is also non-negative. Furthermore, rðA;BÞ is bounded in the interval
[0,1]. If two rule sets are identical, then one can find for each rule r in the first rule set a rule qr in the second
rule set for which rðr; qrÞ ¼ 1 and vice versa. Because the weight factors N r=N sum to one, it follows that
rðA;BÞ will also reach its maximum value of one. At the other extreme, rðA;BÞ ¼ 0 if the rule sets provide
different classifications for each observation because rðr; qrÞ will be zero for each rule r.
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