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Abstract

Spectral clustering suffers from a scalability problem in both memory usage and com-
putational time when the number of data instances N is large. To solve this issue, we
present a fast spectral clustering algorithm able to effectively handle millions of data-
points at a desktop PC scale. The proposed technique relies on a kernel-based formula-
tion of the spectral clustering problem, also known as kernel spectral clustering. In this
framework, the Nyström approximation of the feature map of size m, with m � N ,
is used to solve the primal optimization problem. This leads to a reduction of time
complexity from O(N3) to O(mN) and space complexity from O(N2) to O(mN).
The effectiveness of the proposed algorithm in terms of computational efficiency and
clustering quality is illustrated on several datasets.
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1. Introduction

Data clustering represents a valuable data analysis tool in modern applications of
machine learning and data mining. In many domains clustering is used to gain first
insights in the data under investigation and to provide solutions to several real-life
problems, such as customer segmentation in marketing campaigns, fault detection in
industrial process monitoring, topic modeling in text mining, image segmentation in
computer vision.

Spectral clustering (SC) [12, 13, 14, 15] has been shown to be among the most
effective clustering algorithms, due to its ability of dealing with nonlinear separable
problems. This effectiveness can be explained by considering that the data in the orig-
inal space are mapped into a new embedding where patterns of similar points (if any)
emerge more easily. This embedding is the space spanned by the eigenvectors of the
Laplacian matrix, which is derived from the graph similarity matrix. A major draw-
back of SC is its cubic computational complexity and quadratic memory bottleneck.
Furthermore, it lacks of a systematic out-of-sample property, which is only approxi-
mate. In order to face these problems some improved spectral clustering algorithms
have been proposed. Examples include [9] where the data similarity matrix and clus-
tering structure are learned simultaneously, [8] which proposes to adjust the initial data
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graph itself as part of the clustering procedure, [7] where a linearity regularization is
explicitly added into the objective function of SC methods to better deal with high-
dimensional data, [6] which exploits a semi-supervised learning framework to perform
clustering, [5] where the addition of nonnegative constraints into the minmax cut graph
clustering lead to solutions that are very close to the ideal class indicator matrix, ker-
nel spectral clustering [16, 17] (KSC). KSC allows to tackle the issues of selecting an
appropriate number of clusters and predicting the memberships of new points using a
kernel-based modeling approach. More precisely, KSC represents a spectral clustering
model within a least-squares support vector machine [18] setting. The primal problem
is formulated as a weighted kernel PCA objective and, just as in the classifier case,
the binary clustering model is expressed by a hyperplane in a high dimensional space
induced by a kernel. Furthermore, after training a KSC model, it is possible to assign
a membership to unseen points by calculating their projections onto the eigenvectors
computed in the training phase. The KSC model parameters are obtained by solving an
eigenvalue problem in the dual weight space of size Ntr×Ntr, being Ntr the number of
training instances. As for SC, whenNtr is large the problem can become intractable. In
this article we discuss a strategy to handle this issue by means of a fixed-size procedure,
which has been introduced in [18] and [19] for classification and regression problems,
respectively. The approach has been originally proposed in our previous work [1] and
relies on the Nyström approximation [20] of the nonlinear mapping induced by the
kernel matrix to solve the primal optimization problem. In particular, after computing
an approximate explicit feature map through a random subset of size m � Ntr, the
primal problem is reformulated in an unconstrained form. Its solution can be obtained
by computing an eigenvalue decomposition of an m ×m matrix, and the cost of cal-
culating the cluster memberships is decreased to O(mN). Compared to [1], in this
paper more comparisons with other fast spectral clustering algorithms are performed,
additional insights concerning the clustering performance as function of the Nyström
subset size are gained and a better understanding of the produced results is attained.

The rest of this paper is organized as follows. In Section 2 some related works
proposed to speed-up spectral clustering are summarized. Section 3 briefly reviews the
standard KSC algorithm. Section 4 introduces the proposed approach, where a primal
KSC model instead of a dual model is derived using an approximated explicit feature
map. Section 5 reports the experimental results and finally some conclusions are draw
in Section 6.

2. Related work

Several algorithms have been devised to speed-up spectral clustering. Power iter-
ation clustering [21] finds a very low-dimensional embedding of a dataset using trun-
cated power iteration on a normalized pair-wise similarity matrix, which turns out to
be an effective cluster indicator. In spectral grouping using the Nyström method [22]
approximate eigenvectors of the Laplacian are computed instead of the exact ones at
a much lower computational cost. A closely related method has been devised in [4],
where performance guarantees have also been proved theoretically. Fast approximate
spectral clustering [3] use local k-means clustering and random projection tree to scale-
up spectral clustering. A number of incremental methods have also been proposed,
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where some initial clusters computed on a small subset of the data are modified by up-
dating the eigenvalue system using linear algebra techniques [23], through hyperbolic
smoothing [24], by means of a model-based projection [25]. In parallel spectral clus-
tering [26] the Laplacian matrix is sparsified via retaining nearest neighbors and both
memory use and computation are parallelized on distributed computers. A number of
methods make use of the incomplete Cholesky decomposition to construct an approx-
imation of the graph Laplacian and reduce the size of the related eigenvalue problem
[27, 28, 29, 30]. Landmark-based spectral clustering [31] works by selecting repre-
sentative data points as the landmarks and represents the original data points as the
linear combinations of these landmarks. The spectral embedding of the data can then
be efficiently computed with the landmark-based representation. Other approaches in-
clude consensus spectral clustering [32], vector quantization based approximate spec-
tral clustering [33], approximate pairwise clustering [34], low-rank KPCA proposed in
[11], large-scale multi-view spectral clustering [10].

2.1. The Nyström method

The Nyström method has been used to scale-up kernel-based algorithms including
support vector machine, Gaussian processes, kernel principal component analysis [35].
In this realm, approximate explicit feature maps corresponding to certain kernels can
serve as a basis for reducing the cost of learning nonlinear models with large datasets
[36, 18]. Given a positive definite kernel k : Rd × Rd → R and a data density distri-
bution p(x), the Nyström approximation of order N is the feature map ϕ̂ : Rd → RN
that best approximate the kernel at points xi and xj sampled from p(x). In particular,
the components ϕ̂i(x) are eigenfunctions of the kernel, which in practice are computed
by replacing the integral with an empirical average [37]:

ϕ̂i(x) =

√
N

λi

N∑
j=1

ujik(xj ,x) (1)

where λi and ui are the eigenvalues and eigenvectors of the kernel matrixKKK. Finally,
instead of computing the eigendecomposition of the original N × N kernel matrix,
their Nyström approximations λ̂i and ûi can be calculated based on the eigensystem
involving the kernel matrixKKKm×m computed betweenm� N random points selected
from the original data set:

ϕ̂i(x) ≈
√
m

λ̂i

m∑
j=1

ûjik(xj ,x) (2)

with λ̂i = N
mλ

(m)
i , ûi =

√
m
N

1

λ
(m)
i

KKKN×mu
(m)
i , K̂KK = KKKN×mKKK

−1
m×mKKK

T
N×m. The

symbol KKKN×m denotes the similarity between the m selected points and the N input
data, and K̂KK represents the Nyström approximation of the kernel matrix KKK, where
KKKij = k(xi,xj).
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3. Kernel Spectral Clustering

Kernel spectral clustering [17] is a formulation of the spectral clustering problem in
the least squares support vector machines [18] learning framework. This setting brings
two main advantages, namely a rigorous tuning procedure for the selection of a proper
number of clusters and the prediction of the cluster memberships for unseen points
using out-of-sample extension.

3.1. Primal space

Given a set of N datapoints D = {xi}Ni=1 to be clustered in k clusters, with xi ∈
Rd, the primal KSC optimization problem related to Ntr training data is given by the
following weighted kernel PCA formulation:

min
w(l),e(l),bl

1

2

k−1∑
l=1

w(l)Tw(l) − 1

2

k−1∑
l=1

γle
(l)TD−1e(l)

subject to e(l) = ΦΦΦw(l) + bl1Ntr .

(3)

Equation (3) means that one wants to find some directions w(l) with minimal norm such
that the weighted variances of the projections along these directions, i.e. e(l)TD−1e(l)

are maximized. In (3) D−1 ∈ RNtr×Ntr denotes the inverse of the degree matrix D,
which is diagonal with diagonal d = ΦΦΦΦΦΦT1Ntr , ΦΦΦ is the Ntr × dh feature matrix ΦΦΦ =
[ϕ(x1)T ; . . . ;ϕ(xNtr)

T ], ϕ : Rd → Rdh indicates the mapping to a high-dimensional
feature space, bl are bias terms, γl are regularization constants trading-off the max-
imization of the weighted variances of the projections with the minimization of the
L2 norm of the vectors w(l). The vectors e(l) = [e

(l)
1 , . . . , e

(l)
i , . . . , e

(l)
Ntr

]T indicate the
clustering scores, that is the projections of the training data mapped in the feature space
along the directions w(l). For a given point xi its projection ei = [e

(1)
i , . . . , e

(k−1)
i ]

can be computed as

e
(l)
i = w(l)Tϕ(xi) + bl, l = 1, . . . , k − 1. (4)

In case of a new datapoint xtest
i , the related clustering score can be obtained by project-

ing the point in the training eigenspace:

e
(l),test
i = w(l)Tϕ(xtest

i ) + bl, l = 1, . . . , k − 1. (5)

3.2. Dual space

Since in general the feature map ΦΦΦ is unknown and can be even infinite-dimensional,
from the Karush-Kuhn-Tucker (KKT) conditions for optimality of the Lagrangian as-
sociated with (3) the following dual problem can be derived:

MDD−1KKKααα(l) = λlααα
(l) (6)

where KKK = ΦΦΦΦΦΦT indicates the kernel matrix, MDMDMD is a centering matrix and λl = 1
γl

.
The solutions ααα(l) allow to compute the clustering score for any data point without
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explicitly knowing the expression of the feature map. In particular, the dual clustering
score for a generic data point x can be calculated as:

e(l)(x) =

Ntr∑
j=1

k(xj ,x)α
(l)
j + bl. (7)

The clustering memberships can be obtained by taking the sign of (7) and using an
Error Correcting Output Codes (ECOC) coding scheme.

Remark: Notice that since in general (3) is a nonconvex problem, the KKT con-
ditions for optimality of the Lagrangian are necessary but not sufficient. However,
it can be shown [17] that if we write (3) in terms of the dual variables, it equals
zero when (ααα(l), λl = 1

γl
) is an eigenpair of MDD−1KKK. Therefore, (3) can be in-

terpreted as selecting from a pool of candidate solutions the ααα(l) eigenvectors cor-
responding to the highest eigenvalues, which maximize the second term in (3), i.e.
1
2

∑k−1
l=1 γle

(l)TD−1e(l) = 1
2

∑k−1
l=1 ααα

(l)TKKKααα(l).

3.3. Cluster assignment rule: ECOC procedure
After binarizing the clustering scores of all the training points a code-book CB with

the most frequent binary indicators is formed. For example in case of three clusters
(k = 3, l = 1, 2) it may happen that the most occurring code-words are given by the
set CB = {[1 1], [−1 1], [−1 − 1]}. In this case the ECOC scheme for a given point x
works as follows:

• compute its projection vector as in eq.(7)

• compute q(x) =sign([e(1)(x), e(2)(x)])

• suppose that q(x) = [1 1], then assign x to cluster 1, i. e. the closest prototype
in the codebook CB in terms of Hamming distance.

In the cases where sign(e(x)) has the same Hamming distance to more than one pro-
totype, then x is assigned to the cluster whose mean value is closer to e(x) in terms of
Euclidean distance. In our example, this would occur when q(x)) = [1 − 1], whose
Hamming distance from [1 1] and [−1− 1] is the same.

3.4. Model selection
One advantage of the KSC method compared to standard spectral clustering is rep-

resented by the possibility of selecting the tuning parameters such as the number of
clusters k and the kernel parameters in a systematic manner. More precisely, a model
selection procedure based on grid search can be adopted: a KSC model is trained for
each combination of parameters and a given cluster quality criterion is evaluated on
the partitioning predicted for the validation data; finally, the parameters associated to
the optimum value of the criterion are selected. The Balanced Line Fit (BLF) was
first proposed in [17] to perform the tuning. It indicates the amount of collinearity be-
tween validation points belonging to the same cluster, in the space of the projections.
It reaches its maximum value 1 in case of well separated clusters, represented as lines
in the space of the clustering scores. An example of model selection using the BLF
criterion in case of the Iris dataset is shown in Figure 1.
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Figure 1: KSC model selection example. Tuning of the number of clusters k and the bandwidth σ of the
Gaussian kernel in case of the Iris dataset. The colorbar indicates the BLF values range (the higher the
better).

4. Proposed method

When the number of datapoints N is large, there are two possible solutions to han-
dle the clustering problem by means of the KSC algorithm: (i) select a small number
of training data Ntr � N , train a KSC model by solving the dual of (3), compute the
cluster memberships for the remaining points by means of the out-of-sample exten-
sion property [38]; (ii) utilize a fixed-size approach by solving the primal problem, as
proposed in [18] in case of classification and regression. In this paper we follow the
second direction. In particular, we extend our previous work [1] on fixed-size kernel
spectral clustering (FSKSC) by performing an extensive benchmarking of the method,
which allows to gain more insights about the Nyström subset size to choose and the
quality of the produced results.

4.1. Unconstrained reformulation

The FSKSC algorithm is based on the following unconstrained formulation of the
KSC primal objective [1]:

min
ŵ(l),b̂l

J(ŵ(l), b̂l) =
1

2

k−1∑
l=1

ŵ(l)T ŵ(l) −
1

2

k−1∑
l=1

γl(Φ̂ΦΦŵ(l) + b̂l1Ntr )
T D̂DD

−1
(Φ̂ΦΦŵ(l) + b̂l1Ntr )

(8)
where Φ̂ΦΦ = [ϕ̂(x1)T ; . . . ; ϕ̂(xNtr)

T ] ∈ RNtr×m is the approximated feature matrix,
D̂DD ∈ RNtr×Ntr denotes the corresponding degree matrix, and ϕ̂ : Rd → Rm indicates
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a finite dimensional approximation of the feature map ϕ(·), γl are regularization pa-
rameters. The m points needed to estimate the components of ϕ̂ can be selected at
random or by means of active sampling techniques such as the Renyi entropy criterion
[2]. In order to minimize (8), we can compute the necessary and sufficient condition
for optimality ∇J(ŵ(l), b̂l) = 0, i.e.:

∂J
∂ŵ(l)

= 0 → ŵ(l) = γl(Φ̂ΦΦ
T
D̂DD
−1

Φ̂ΦΦŵ(l) + Φ̂ΦΦ
T
D̂DD
−1

1Ntr b̂l)

∂J
∂b̂l

= 0 → 1TNtr
D̂DD
−1

Φ̂ΦΦŵ(l) = −1TNtr
D̂DD
−1

1Ntr b̂l.

After obtaining b̂l = − 1T
Ntr

D̂−1Φ̂ΦΦ

1T
Ntr

D̂−11Ntr
ŵ(l) from the second equation and replacing this

expression in the first equation, the following eigenvalue problem can be used to com-
putes the optimal parameters:

Rŵ(l) = λ̂lŵ
(l) (9)

with λ̂l = 1
γl

and R = Φ̂ΦΦ
T
D̂−1Φ̂ΦΦ − (1T

Ntr
D̂−1Φ̂ΦΦ)T (1T

Ntr
D̂−1Φ̂ΦΦ)

1T
Ntr

D̂−11Ntr
. It is worth noticing

that we now have to solve an eigenvalue problem of size m ×m, which can be done
very efficiently by choosing m such that m � Ntr. Furthermore, we can compute the

diagonal of matrix D̂ as d̂ = Φ̂ΦΦ(Φ̂ΦΦ
T
1m), without constructing the full matrix Φ̂ΦΦΦ̂ΦΦ

T
.

4.2. Cluster assignments
One of the KKT optimality conditions of the Lagrangian leading to problem (6)

is 1TNααα
(l) = 0, l = 1, . . . , k − 1. This means that the vectors ααα(l) and e(l) are cen-

tered around zero and the ECOC scheme can be readily used to determine the clus-
ter memberships. However, in case of the proposed algorithm this reasoning does
not hold anymore and the optimal threshold for binarization is not available. There-
fore, once the optimal model parameters ŵ(l), b̂l have been computed, the cluster
memberships can be obtained by applying the k-means algorithm on the projections
ê

(l)
i = ŵ(l)T ϕ̂(xi) + b̂l for training data and ê(l),test

i = ŵ(l)T ϕ̂(xtest
i ) + b̂l in case of

test points, as for the classical spectral clustering technique. The entire algorithm is de-
picted in Figure 1 and the corresponding Matlab implementation is available for down-
load at: http://www.esat.kuleuven.be/stadius/ADB/langone/softwareKSCFSlab.php. Fi-
nally, Figure 2 illustrates an example of clustering obtained in case of the Iris dataset.

4.3. Model selection
Although the BLF criterion that comes with the KSC method can still be used for

model selection, the balanced angular fit (BAF) quality metric [44] is more suitable in
case of the FSKSC algorithm. In the BAF criterion for every cluster the sum of the
cosine similarity between the validation points and the cluster prototype, divided by
the cardinality of that cluster, is computed. These similarity values are then summed
up and divided by the total number of clusters to obtain an overall measure of cluster
quality. Unlike BLF, the BAF criterion does not assume that the clusters in the space
of the clustering scores have a line structure (in the ideal case). Therefore, it can better
deal with noisy projections as the ones resulting from the Nyström approximation.
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Algorithm 1: FSKSC [1]

Input : training set D = {xi}Ntr
i=1, Test set Dtest = {xi}Ntest

i=1 .
Settings : size Nyström subset m, kernel parameter σ, number of clusters k
Output : q and qtest vectors of predicted cluster memberships.

/* Approximate feature map: */
ComputeKKKm×m

Compute [U,ΛΛΛ] = SVD(KKKm×m)
Compute Φ̂ΦΦ by means of (2)

/* Training: */

Compute R = Φ̂ΦΦ
T
D̂−1Φ̂ΦΦ− (1T

Ntr
D̂−1Φ̂ΦΦ)T (1T

Ntr
D̂−1Φ̂ΦΦ)

1T
Ntr

D̂−11Ntr

Solve Rŵ(l) = λ̂lŵ
(l)

Compute ê(l) = Φ̂ΦΦŵ(l) + b̂l1N and E = [ê(1), . . . , ê(k−1)]

[q,Ctr] = kmeans(E,k)

/* Test: */
Compute ê(l) = Φ̂ΦΦtestŵ

(l) + b̂l1Ntest and Etest = [ê
(1)
test , . . . , ê

(k−1)
test ]

qtest = kmeans(Etest,k,’start’,Ctr)

Figure 2: FSKSC embedding. Iris data points represented in the space of the projections. The different
colors relate to the detected clusters.
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4.4. Computational complexity

The computational complexity of the proposed algorithm depends mainly on the
size m of the Nyström subset used to construct the approximate feature map Φ̂ΦΦ. More
precisely, the total time complexity is approximately O(m3) +O(mNtr) +O(mNtest),
which is the time needed to solve (9) and to compute the training and test clustering
scores. Moreover, the space complexity is O(m2) + O(mNtr) + O(mNtest), which
refers to the construction of matrix R and of the training and test feature matrices Φ̂ΦΦ
and Φ̂ΦΦtest.

5. Experiments

In this Section the proposed algorithm is tested on several datasets and compared
with k-means (KM) [39], landmark-based spectral clustering (LSC) [31] and self-tune
parallel spectral clustering (PSC) [26]. In LSC a small number of representative data
points are selected as the landmarks and the original data points are represented as the
linear combinations of these landmarks. As a consequence, thanks to this landmark-
based representation, the spectral embedding of the data can be efficiently computed
and the algorithm is able to scale linearly with the problem size. The PSC approach
works by sparsifying the dense similarity matrix through a t-nearest neighbor technique
and by then using a sparse parallelized eigensolver.

5.1. Performance evaluation

The clustering performance is assessed by means of two quality metrics, namely
the Davies-Bouldin (DB) [40] criterion and the adjusted rand index (ARI [41]). The
first measures the separation between each pair of clusters (in terms of between cluster
scatter) and, within each cluster, how tightly grouped all the data are (in terms of within
cluster scatter). The ARI index measures the agreement between two partitions and is
usually utilized to assess the correlation between the outcome of a clustering algorithm
and the available ground-truth. The datasets used in the experiments are listed in Table
1 and mainly comprise databases available at the UCI repository [42]. Although strictly
speaking they relate to classification problems, they can also be used to evaluate the
performance of clustering algorithms (where the labels play the role of the ground-
truth), in view of the cluster assumption. The latter states that if points are in the same
cluster they are likely to be of the same class [43].

5.2. Settings

In all the experiments we have used the following settings. For all the methods
the number of clusters k has been set equal to the number of classes. In case of the
proposed algorithm, the Gaussian kernel defined as k(xi,xj) = exp(− ||xi−xj ||2

σl2
) is

used to induce the nonlinear mapping. In addition, a grid search procedure using the
balanced angular fit (BAF) [44] as quality criterion is used to select an optimal band-
width σ. An example of tuning using BAF is shown in Figure 3 in case of the S1
dataset. Also, 80% of data forms the training set and 20% the test set. The Nyström
subset size has been set to m = 100 for the small databases and m = 150 for the
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Table 1: Datasets

Size Dataset N d

Small

Iris 150 4
Ecoli 336 8
Libras 360 91
Dermatology 366 33
Vowel 528 10
Coil20 1440 1024
Spambase 4601 57
S1 5000 2
S4 5000 2

Medium

Opt Digits 5620 64
USPS 9298 256
Pen Digits 10992 16
Magic 19020 11
RCV1 20242 1960
Shuttle 58000 9
MNIST 70000 784

Large

Skin 245057 3
Covertype 581012 54
GalaxyZoo 667944 9
Susy 5000000 18
Higgs 11000000 28

medium and large datasets. These choice has been empirically observed to represent
a good trade-off between cluster quality and computation time. In this realm, Figure
4 shows the variation of the clustering performance with respect to m in case of the
PenDigits dataset. Finally, for a fair comparison, the number of landmark points in the
LSC algorithm and the number of nearest neighbors in the PSC method have been set
equal to m.

5.3. Discussion

Table 2 reports the performance of the proposed algorithm, k-means (KM), LSC
and PSC in terms of ARI and DB average values over 20 runs. In general it can be
observed that FSKSC and PSC tend to be superior in terms of ARI and k-means reaches
the highest performance according to the DB index. This results can be explained by
considering that k-means works by minimizing the distortion function defined by the
the sum of the squared distances between each observation and its closed centroid. In
practice, it seeks clusters that are as much compact as possible, which is also measured
by the within cluster scatter term in the definition of the DB index. However, when
the clustering structure lies in a lower dimensional manifold, the DB criterion can fail
to detect it. In these cases, such as in most of the datasets shown in Table 2, spectral
clustering methods tend to be superior to k-means, hence the higher ARI values. Figure
5 illustrates the execution time of the various algorithms for the medium and large
datasets. It is easy to notice that the proposed method is very efficient and outperforms
the other approaches in case of the largest databases. Therefore, it represents a valuable
tool for clustering large-scale datasets.
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Figure 3: Selection of the Gaussian kernel bandwidth. Tuning of the σ parameter using the BAF criterion
for the S1 dataset (the higher the better) in case of the FSKSC algorithm.
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Figure 5: Efficiency evaluation. Runtime of FSKSC (train + test), LSC, PSC and and k-means algorithms
in the analysis of medium and large datasets.

Dataset FSKSC KM LSC PSC
ARI DB ARI DB ARI DB ARI DB

Iris 0.64 0.85 0.57 0.83 0.64 1.03 0.64 0.84
Ecoli 0.50 1.57 0.50 1.17 0.35 1.80 0.39 1.29
Libras 0.32 1.46 0.29 1.32 0.32 1.53 0.34 1.32
Dermatology 0.83 1.87 0.69 1.91 0.82 1.91 0.89 0.59
Vowel 0.12 1.67 0.09 1.60 0.09 1.72 0.09 1.63
Coil20 0.61 1.87 0.53 1.82 0.56 2.01 0.64 1.86
Spambase 0.38 3.87 0.22 1.83 0.44 3.97 0.01 1.05
S1 0.96 0.40 0.89 0.49 0.90 0.78 0.98 0.36
S4 0.66 0.67 0.64 0.68 0.61 0.84 0.64 0.68
Opt Digits 0.52 3.12 0.52 1.93 0.69 2.28 0.65 2.07
USPS 0.48 2.23 0.43 2.09 0.48 2.16 0.58 2.06
Pen Digits 0.61 1.63 0.57 1.43 0.66 1.58 0.66 1.45
Magic 0.04 3.28 0.006 1.43 0.02 1.42 0.00 1.43
RCV1 0.08 2.03 0.008 0.67 0.06 2.03 0.07 1.92
Shuttle 0.29 2.00 0.35 0.75 0.11 1.22 0.21 1.49
MNIST 0.31 3.52 0.28 3.08 0.36 3.58 0.42 3.49
Skin 0.03 0.67 -0.03 0.69 0.09 1.20 NA NA
Covertype 0.07 3.85 0.05 1.89 0.05 2.78 NA NA
GalaxyZoo 0.25 1.69 0.27 1.12 0.23 1.46 NA NA
Susy 0.12 2.17 0.11 2.08 0.03 2.27 NA NA
Higgs 0.008 3.34 0.006 2.68 0.004 3.87 NA NA

Table 2: Clustering performance. Comparison of the proposed FSKSC approach against k-means, LSC
and PSC algorithms in terms of mean ARI (the higher the better) and mean DB (the lower the better) over
20 runs. Best performance in bold. NA means either that the execution time is above 48 hours or that the
available memory is not sufficient for the algorithm to run.
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6. Conclusions

In this paper we have presented an efficient and accurate spectral clustering algo-
rithm. The proposed approach, which is devised in a kernel-based setting, uses the
Nyström approximation of the feature map to solve the primal optimization problem
characterizing a kernel spectral clustering model. This leads to a reduction of time and
space complexity compared to standard spectral clustering because the construction of
the Laplacian matrix and its eigendecomposition are avoided. A number of experiments
performed on well-known benchmarks show the usefulness of the proposed algorithm.
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