
Abstract Incomplete data abound in epidemiological and clinical studies. When
the missing data process is not properly investigated, inferences may be misleading.
An increasing number of models that incorporate nonrandom incomplete data have
become available. At the same time, however, serious doubts have arisen about the
validity of these models, known to rely on strong and unverifiable assumptions. A
common conclusion emerging from the current literature is the clear need for a
sensitivity analysis. We propose in this paper a detailed sensitivity analysis using
graphical and analytical techniques to understand the impact of missing-data
assumptions on inferences. Specifically, we explore the influence of perturbing a
missing at random model locally in the direction of non-random dropout models.
Data from a psychiatric trial are used to illustrate the methodology.
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1 Introduction

The problem of missing data and specifically that of dropouts is common throughout
statistical work and is almost ever present in the analysis of longitudinal data. In
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addition, subjects who drop out prematurely from a longitudinal study usually do not
represent the ones who complete the study. For example, in psychiatric trials of a
drug adverse response, subjects who terminate the study prematurely often exhibit
more side effects relatively to their peers who complete the study. One is then
interested in understanding the (potential) effects of incompleteness on statistical
inferences. In a strict sense, the conventional justification of using randomization in
many clinical trials could be affected when subjects drop out for reasons unknown to
the investigator (Lesaffre et al. 1996).

The motivation for this study comes from a Fluvoxamine (a serotonin reuptake
inhibitor) clinical trial. This is a non-comparative post-marketing study, designed to
reflect clinical practice closely with out-patients diagnosed with depression, obses-
sive-compulsive disorder or panic disorder. Accumulated experience in controlled
trials has shown that Fluvoxamine is as effective as conventional tricyclic antide-
pressant drugs, and more effective than placebo in the treatment of depression (for a
review, see Burton 1991). However, many patients suffering from depression have
concomitant morbidity associated with this condition. It was therefore decided to
setup a post-marketing pharmaco-vigilance trial to study more accurately the profile
of Fluvoxamine in ambulatory clinical psychiatric practice. A total of 315 patients
with a diagnosis of either depression or obsessive-compulsive or panic disorder were
enrolled in the study. All subjects were treated with Fluvoxamine in doses ranging
from 100 mg/day to 300 mg/day and underwent clinical evaluations at baseline, 2, 4,
8 and 12 weeks. The primary endpoints comprised the side effects of the drug and its
therapeutic effect both recorded on an ordinal scale. The side effects were defined as
adverse events occurring during the course of the trial but not present at baseline
and were recorded as: (1) no side effects; (2) no significant interference with func-
tionality of the patient; (3) significant interference with functionality of the patient;
and (4) side effects surpass the therapeutic effects. The therapeutic response was
defined as the effect of the medication on the symptoms occurring during the study
and was recorded as: (1) no improvement or worsening; (2) minimal improvement;
(3) moderate improvement; and (4) important improvement or complete disap-
pearance of the symptoms. Several patient’s baseline characteristics such as sex, age,
initial severity of the disease on a 1–7 scale, and duration of the mental illness were
recorded. At the end of the study, only 224 patients had a full-sequence data
resulting from the fact that 14 subjects were not observed after recruitment, 31, 26,
and 18 patients dropped out, respectively, after the first, second and third visit and
two patients had a non-monotone missing pattern. The primary objective of this
paper is to jointly study the time evolution of the side effects response as well as that
of the therapeutic response, taking into account the dropout process.

Statistical analysis of longitudinal bivariate ordinal outcomes data raises a number
of challenging issues. The clustering due to repeated observations from the same
subject and the multiplicity of outcomes at each time point necessitate the use of
methods for correlated data. In addition, the dropout process is another important
issue. Using terminology from Little and Rubin (1987), missing data mechanisms are
classified as missing completely at random (MCAR), missing at random (MAR) and
missing not at random (MNAR), if missingness is allowed to depend (1) none of the
outcomes, (2) the observed outcomes only, or (3) unobserved outcomes as well,
respectively. Since generalized estimating equations (GEE) models, which provide
valid inferences under MCAR mechanism, and likelihood-based models under
MAR mechanism, are reasonably straightforward, many authors restrict modeling to
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these settings. However, when the missingness mechanism depends on the unob-
served outcomes, these two procedures are likely to produce biased estimates of the
measurement process parameters. To overcome this difficulty, many authors have
proposed a model that incorporates both the information from the measurement
process and the missing data process into a unified likelihood function (see, for
example, Diggle and Kenward 1994; Molenberghs et al. 1997). This has provoked a
large debate about the role of such models (see, for example, Scharfstein et al. 1999;
Rotnitzky et al. 2001; Kenward et al. 2001 and Verbeke et al. 2001). The original
enthusiasm was followed by skepticism about the strong and untestable assumptions
on which this type of model rests. Models that incorporate the measurement and
dropout processes are usually unidentifiable from observed data.

The goal of this paper is to use non-ignorable models to develop a procedure to
assess the significance of local influence on model parameter estimates. To achieve
this aim, we assume a class of joint likelihood models for the measurement and
dropout processes and make use of this class to assess the impact of perturbations of
the ignorable model in the direction of non-ignorable models. Specifically, we first
use the concept of threshold crossing models to derive the joint distribution of
bivariate ordinal outcomes, and then extend the model to allow for longitudinal
data. Second, we formulate a model for the dropout process, where its dependence
on the outcome process, potentially missing, is captured using the selection model of
Diggle and Kenward (1994) on the latent scale. We show that this dropout selection
model on the latent scale results in a shared random effects model between the
measurement outcomes and the dropout process. This idea of using a shared latent
variable model for analyzing longitudinal outcomes subject to informative dropouts
is certainly not new (see, for example, Wu and Carroll 1988; Albert and Follmann
2000; Ten Have et al. 2002). Our extension of this technique is to allow an
unspecified random effects distribution to add flexibility in the model. A well known
alternative to this family of models is that of Scharfstein et al. (1999), which is based
on the GEE principle. The GEE approach has several advantages over a fully
parametric model. It is computationally tractable in applications where parametric
approaches are computationally very demanding, if not impossible. Most impor-
tantly, likelihood-based models can be highly sensitive to any model misspecification
that appears either in the measurement process or the dropout process. However, as
reported by Little and Rubin (1999), GEE-based non-response models are confined
to bias adjustment, whereas likelihood-based models have the potential to reduce
both the bias and variance.

The proposed working model is described in Sect. 2; Sect. 3 discusses how
graphical and analytical techniques can be used to assess a local sensitivity of the
measurement parameter estimates under small perturbations of the ignorable model.
Data from the Fluvoxamine study are used to illustrate the method in Sect. 4. Some
remaining issues are discussed in Sect. 5.

2 Description of the method

2.1 The measurement model

It is conceptually convenient as noted by Ashford and Sowden (1970) to assume that
the observed ordinal responses Y ¼ ðY1;Y2Þ0 are generated from an underlying
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unobservable latent variable W ¼ ðW1;W2Þ0 with two sets of threshold values
a1 ¼ ða11; a12; . . . ; a1;c1�1Þ0 and a2 ¼ ða21; a22; . . . ; a2;c2�1Þ0, where c1 and c2 represent
the number of ordered levels for the first and the second marginal outcome,
respectively. Specifically, the univariate responses (observed or missing) Y1kt and
Y2kt for unit k ¼ 1; . . . ;K, e.g., subject in the longitudinal setting and cluster in the
repeated data setting, at time point t ¼ 1; . . . ; n, with n being the number of planned
time points, fall in category i and j, respectively, if the first component W1kt of the
latent response exceeds a1,i-1 but does not exceed a1i, and so for the second com-
ponent W2kt with respect to a2,j-1 and a2j. The threshold values must be monotoni-
cally increasing to reflect the ordinal nature of the outcomes. For a binary outcome,
only one threshold value representing the usual intercept is needed. By letting
a10 ¼ a20 ¼ �1 and a1c1

¼ a2c2
¼ 1, the threshold crossing model is formulated as

follows,

ðY1kt ¼ i;Y2kt ¼ jÞ , ða1;i�1 �W1kt\a1i; a2;j�1 �W2kt\a2jÞ
8 i; j1 � i � c1 and 1 � j � c2:

�
ð1Þ

Next, we consider a linear mixed effects regression model for the bivariate latent
variable as follows,

W‘kt ¼ x0‘ktb‘ þ z0‘ktb‘k þ e‘kt; ‘ ¼ 1; 2: ð2Þ

To complete this mixed model formulation, we assume that the random effects
bk ¼ ðb01k; b

0
2kÞ
0 are generated from an unspecified distribution F and are indepen-

dent of the residuals vector ekt ¼ ðe1kt; e2ktÞ0. The column vectors x1kt and x2kt,
respectively of dimension p1 and p2, are the fixed effects design vectors with asso-
ciated (column) vector of slopes b1 and b2. Similarly, z1kt and z2kt are the r1 · 1 and
r2 · 1 design (column) vectors for the random effects associated with the column
vectors of unknown random effects b1k and b2k, respectively. The parameters b1 and
b2 are common to all subjects, while b1k and b2k are subject-specific. For subject k,
the vectors x‘k ¼ ðx‘k1; . . . ; x‘knÞ0 and z‘k ¼ ðz‘k1; . . . ; z‘knÞ0, ‘ ¼ 1; 2; often contain
time-independent subject-specific covariates, but time-varying covariates are also
allowed as indicated by Lesaffre et al. (2000) and Todem et al. 2002. To obtain a
well-formulated model such as in Morell et al. (1997), we set the restriction that
rankðx‘kjz‘kÞ ¼ rankðx‘kÞ, for ‘ ¼ 1; 2, where ðx‘kjz‘kÞ represents the matrix obtained
by combining the matrices x‘k and z‘k.

For a bivariate mixed effects probit model, since individual variances of the error
vector are not estimable from observed data (see, for example, Catalano and Ryan
1992), ekt is distributed as a standardized bivariate normal distribution with mean 0
and correlation qkt. The correlation coefficient qkt of the error terms e1kt and e2kt may
be allowed to depend on covariates, with a design (column) vector xqkt and corre-
sponding slope vector s. Specifically, this correlation coefficient can be modeled
using the Fisher transformation,

log
1þ qkt

1� qkt

� �
¼ x0qkts

to ensure that �1 � qkt � 1.
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Alternatively, if a bivariate logistic model is assumed, then the latent variable W
follows a bivariate Plackett (1965) distribution. Basically, the model uses the concept
of global cross-ratios of Dale (1986) to represent the contemporaneous association and
random effects terms for the longitudinal association (Ten Have and Morabia 1999).

2.2 Dropout selection model

Let denote by Rkt = 1 if the response Ykt of subject k at time point t is observed and 0
if otherwise. If subject k drops out at time tk, therefore, the series of dropout indi-
cator is given by Dk;tk ¼ fRk1 ¼ � � � ¼ Rk;tk�1 ¼ 1;Rkt ¼ 0;Rk;tkþ1 ¼ � � � ¼ Rk;n ¼ 0g,
otherwise if the subject completes the study, the dropout series is given by
Dk;nþ1 ¼ fRk1 ¼ � � � ¼ Rk;n ¼ 1g. Since the dropout indicator R is binary, we can
assume the existence of an underlying continuous latent variable W3 to represent this
process. We can then formulate a model which allows the dropout latent outcome
W3 to depend on the latent variables W1 and W2 as follows,

W3kt ¼ x0dktbd þ dp1W1k;t�1 þ dc1W1kt þ dp2W2k;t�1 þ dc2W2kt þ e3kt ð3Þ

where xdkt is the fixed effects design vector associated to the slope bd and e3kt is the
measurement error. The parameters dp1 and dp2 are scalars associated with the
previous latent variables W1k,t-1 and W2k,t-1, respectively, whereas dc1 and dc2 are
associated with the current latent variables W1kt and W2kt, respectively. In the
dropout selection model of Molenberghs et al. (1997) and Ekholm et al. (2003),
the latent variable ðW1;W2Þ is replaced with the observed outcome ðY1;Y2Þ. From
the expression in (2) the dropout latent model in (3) can be rewritten as,

W3kt ¼ x03ktb3 þ k01b1k þ k02b2k þ e3kt ð4Þ

where x3kt is the fixed effects design vector associated to vector slope b3 and the
vectors k1 and k2 are associated with the vectors of unknown random effects b1k and
b2k, respectively. The variance of the error e3kt is not estimable from data at hand,
and is therefore fixed to unity. Hence for a probit model, e3kt is assumed to be
distributed as a standard normal with a cumulative distribution function F. Let
Tk ¼ 1þ

Pn
t¼1 Rkt with Rk1 = 1 be the dropout time for the kth subject. The con-

ditional instantaneous dropout probability at time t is therefore modeled as,

prðTk ¼ tjTk[t � 1; bkÞ ¼ prðW3kt\0jbkÞ:

The graph in Fig. 1 depicts the relationship between the dropout and the mea-
surement processes. The two processes are correlated since they share a common bk.
This formulation then induces informative dropout into the bivariate ordinal out-
come (Y1, Y2), whereby Tk provides information about the bk. Large positive values
of k1 (or k2) correspond to the situation in which lower levels of the outcome Y1 (or
Y2) drop out from the study prematurely.

2.3 Model identifiability

It is well known that non-ignorable models are typically not identifiable from
observed data (Scharfstein et al. 1999). In particular for the non-ignorable model
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described here, the random effects distribution, which serves as a mixing distribu-
tion, is not marginally estimable from observed data without additional assumptions.
To see this, let Fo ¼ LðbjT[nÞ and Fd ¼ LðbjT � nÞ be the laws of the random
effects b for uncensored and censored subjects, respectively. Here, L stands for law
and we have suppressed the subject index for simplicity. The marginal law of the
random effects is given by

F ¼ ð1� pdÞFo þ pdFd; ð5Þ

where pd = P(T £ n). If many independent copies of IðT � nÞ, where I(.) is the
indicator function, are available, pd can be estimated very well. Although the ran-
dom effects are not observed, the law Fo can also be well estimated via the law of the
observed uncensored data. This is based on the fundamental assumption of condi-
tional independence of responses for a given random effects level. A typical estimate
of Fo is the non-parametric maximum likelihood estimate (MLE), which is a discrete
distribution with support on at most K – Kd points, where Kd ¼

P
k IðTk � nÞ is the

number of censored subjects (Lindsay 1983; Davidian and Giltinan 1998). The
mystery is clearly Fd, the law of b for dropout subjects, which is not identifiable from
observed data. The non-ignorable model as formulated above is therefore over-
specified. Such over-specification can be managed in a more general way by con-
sidering a minimal set of parameters, conditional upon which the others are iden-
tifiable. It is important, however, to realize that the choice of the sensitivity
parameter is non-unique and can be a difficult task (Kenward et al. 2001). There is a
general consensus from the literature that, sensitivity parameters should be chosen
from parameters that are not of primary interest. For our working selection model, a

Fig. 1 Graph of the hierarchy of the measurement outcomes and latent processes with dropout
component and random effects
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good choice would be characteristics that directly relate the measurement and the
dropout processes. This translates into choosing F the law of the latent variable or k1

and k2 as our unidentifiable sensitivity terms. Choosing F as our sensitivity term is
practically unfeasible, unless restricted to a very small class of distributions. We can
avoid this problem by fixing both k1 and k2 and by estimating, possibly non-para-
metrically, the random effects distribution. An advantage of this approach is that it
does not introduce possibly inappropriate and unverifiable assumptions about the
distributions of random effects. We adopt and extend the predictive recursion (PR)
for density estimation of the mixing distribution developed by Newton and Zhang
(1999) in the univariate setup, to the multivariate context. This estimation method
requires that the support of the mixing distribution be continuous and bounded.

2.4 The PR estimation

In this section, we estimate the random effects distribution using the PR estimation
(Newton and Zhang 1999). For this, we assume that the measurement response and
the dropout process are conditionally independent given random effects b. Let f be
the probability density function of the law F with respect to Lebesgue measure db
and let denote by yobs

k;1:ðtk�1Þ the collection of all observed bivariate outcomes for
subject k. The function f(.) is estimated by f K(.), the final iteration step of the
following recursive equation,

f kðbÞ ¼ ð1� -kÞf k�1ðbÞ þ -k

f k�1ðbÞLðyobs
k;1:ðtk�1ÞjbÞLðtkjbÞ

gk

; k ¼ 1; . . . ;K; ð6Þ

where f 0(b) is the prior density, Lðyobs
k;1:ðtk�1ÞjbkÞ and LðtkjbkÞ are the conditional

likelihood for the observed bivariate ordinal endpoints yobs
k;1:ðtk�1Þ and the discrete

dropout time tk, respectively. The weight -k is decreasing on the index range and
gk ¼

R
b f k�1ðbÞLðyobs

k;1:ðtk�1ÞjbÞdb is a normalizing constant. The second term on the
right of (6) is the Bayesian posterior density function of b given observations from
the kth subject, with the prior density f k-1(b). Hence, the PR algorithm averages the
density estimate from the previous step and the posterior density given the current
observation. Although the final estimate f K(.) depends on the order by which
observations are processed, this dependence may be weak and often can be ignored
(Tao et al. 1999). A typical choice for the weight is -k ¼ 1=ð1þ kÞm, for which m
influences the amount of smoothing. Hence, a choice of m close to 1 leads to a posterior
distribution less influenced by individual observations and hence close to the prior.
The prior density is typically chosen flat on a grid that should support most of the
distribution. Tao et al. (1999) showed in a simulation study that estimation properties
are insensitive to the choice of the prior. A key feature of (6) is that an approximation
to a Dirichlet process posterior is produced in O(K) steps (Newton et al. 1998).
Newton and Zhang (1999) proved the consistency of the PR algorithm under certain
regularity conditions for estimating a survival function with interval censoring.

To estimate this semiparametric model, we use a quasi-likelihood technique.
Specifically, we first estimate the non-parametric component of the model, here the
random effects distribution, and then supply its estimate into the likelihood for the
parametric component to be estimated. Inverting the observed information matrix
using this profile likelihood is known to be biased, however. Some adjustments then
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need to be made in order to reduce the bias to O(1/K) (McCullagh and Tibshirani
1990). We use the bootstrap method to estimate the standard errors of the model
estimates (Efron and Tibshirani 1993). The method consists of randomly selecting B
samples of size K with replacement from the original dataset. The sample standard
deviations of the parameter estimates for the B bootstrap samples estimate the true
standard errors.

2.5 Likelihood specification

For a subject k, we denote by ymis
k;tk:n the collection of all missing bivariate outcomes

from the dropout time tk to the last pre-specified time point n, and by Yk;t:t0 the
collection of all random vectors, from the tth time point to the t¢th time point, with
t £ t¢. Assuming that the measurement response and the dropout process are con-
ditionally independent given random effects bk, the contribution of a dropout subject
k to the likelihood function based on observed data ðyobs

k;1:ðtk�1Þ; tkÞ is given by

Lðyobs
k;1:ðtk�1Þ;tkÞ¼

Z
bk

X
ymis

k;tk :n

prðYk;1:ðtk�1Þ ¼yobs
k;1:ðtk�1Þ;Yk;tk:n¼ymis

k;tk:n;Tk¼ tkjbkÞf ðbkÞdbk

¼
Z
bk

X
ymis

k;tk :n

prðYk;1:ðtk�1Þ ¼yobs
k;1:ðtk�1Þ;Yk;tk:n¼ymis

k;tk:njbkÞ

�prðTk¼ tkjbkÞf ðbkÞdbk:

The likelihood contribution for a censored subject then becomes,

Lðyobs
k;1:ðtk�1Þ; tkÞ ¼

Z
bk

prðYk;1:ðtk�1Þ ¼ yobs
k;1:ðtk�1ÞjbkÞprðTk ¼ tkjbkÞf ðbkÞdbk:

If a full-sequence data is observed, the contribution to the likelihood based on the
data (yk,1:n

obs , n + 1) is given by

Lðyobs
k;1:n; nþ 1Þ ¼

Z
bk

prðYk;1:n ¼ yobs
k;1:njbkÞprðTk ¼ nþ 1jbkÞf ðbkÞdbk

The conditional dropout probability distribution is given by

prðTk ¼ tkjbkÞ ¼
hk2 if tk ¼ 2Qtk�1

t¼2 ð1� hktÞ
h i

h
Iðtk\1þnÞ
kt if tk ¼ 3; . . . ; nþ 1;

(

where hkt ¼ prðTk ¼ tjTk � 1; bkÞ ¼ 1� Uðx03ktb3 þ k01b1k þ k02b2kÞ is the discrete
hazard function. Given the random effects bk, we assume that the bivariate ordinal
outcome follows a multinomial distribution,

Lðyobs
k;1:tk
jbkÞ ¼

Ytk�1

t¼1

Yc1

i¼1

Yc2

j¼1

prðY1kt ¼ i;Y2kt ¼ jjbkÞ½ �Iðy
obs
1kt
¼iÞ�Iðyobs

2kt
¼jÞ:
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Let a be the parameter vector of the measurement process including the smoothing
parameter m and let k ¼ ðk01; k02Þ

0. The non-ignorable log-likelihood based on the
observed ordinal outcomes yobs

k;1:ðtk�1Þ, k ¼ 1; . . . ;K, and the discrete dropout time
tk ¼ 2; . . . ; nþ 1; is given by

Lða; b3; kÞ ¼
XK

k¼1

logLðyobs
k;1:ðtk�1Þ; tkÞ ¼

XK

k¼1

Xnþ1

t¼2

Iðtk ¼ tÞ logLðyobs
k;1:ðt�1Þ; tÞ ð7Þ

As discussed in Appendix 1, the integration with respect to the random effects bk

is done using either the Gauss–Legendre quadrature method or the Monte Carlo
approach, depending on the dimension of the integration. We also discussed in
Appendix 2 the optimization of the profile log-likelihood. Although the non-
ignorable log-likelihood is a continuous function of (a, b3), for fixed k, it involves
recursive functions. Thus, maximizing the log-likelihood with respect to (a, b3) using
a Newton–Raphson approach with analytical derivatives is proved to be a difficult
task. We used the Davidon–Fletcher–Powell (DFP) method, which only requires
evaluations of the objective function to search for an optimum point (Brent 1972).

3 Sensitivity analysis

Estimating the non-ignorable model using the likelihood function specified in (7) is
problematic. We then fix some model parameters and make use of the resulting non-
ignorable model to assess the sensitivity (locally) of the estimates around the
ignorable model. Cook (1986) suggests that more confidence be put in a model that
is relatively stable under small modifications. This can be achieved using both
graphical and analytical techniques, which we review below.

3.1 Graphical techniques for assessing sensitivity

As our non-ignorable model is fundamentally non-identifiable, inference is possible
only when unverifiable assumptions are made. We can set the vector ðk1; k2Þ to a
known quantity in a compact set containing the point ðk1; k2Þ ¼ ð0; 0Þ and estimate
the remaining model parameters of the non-ignorable model. We denote by Q the
parameter vector ða0; b03Þ

0 for a fixed k 6¼ 0 and by bH the corresponding MLE.

Similarly, we denote by bH0 the MLE of Q0, for k = 0. Cook (1986) has proposed the
so-called likelihood displacement defined by �2fLð bH; kÞ � Lð bH0; 0Þg to measure
the distance between MLE estimates bH and bH0. As reported by Verbeke and
Molenberghs (2000), the graph of the likelihood displacement can then give an
indication on the variability of bH0. Hence if LðH0; 0Þg is strongly curved at bH0 in
which case Q0 is estimated with high precision, then the likelihood displacement will
be large.

To assess the influence on individual model parameter estimates, each component
of the estimated difference bH � bH0 is plotted against all fixed values of the vector
ðk1; k2Þ in the compact set defined by jk‘uj � 1, for u ¼ 1; . . . ; r‘, with ‘ ¼ 1; 2. The
local approach then compares the MLE for fixed ðk1; k2Þ to that of the ignorable
model in view of standard errors. As suggested by Verbeke et al. (2001), different
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estimates between these two schemes suggest that inferences are highly sensitive to
small perturbations of the ignorable model in the direction of non-random models.

3.2 Analytical techniques for assessing sensitivity

The influence diagnosis can be expressed analytically and can be decomposed into
interpretable components, which yields additional insights. The key idea is to de-
velop a tool for assessing sensitivity of the model estimates without explicitly fitting
the non-ignorable model. This can be done by expanding the non-ignorable likeli-
hood function around the MLE of the ignorable model and making use of basic
notions in matrix algebra. A second-order Taylor expansion of the non-ignorable
log-likelihood function LðH; kÞ around the point ð bH0; 0Þ is given by

LðH; kÞ ¼Lð bH0; 0Þ þ ðH� bH0Þ0
@LðH; kÞ
@H

� �
ðbH0;0Þ

þk0
@LðH; kÞ

@k

� �
ðbH0;0Þ

þ 1

2
ððH� bH0Þ0; k0ÞHððH� bH0Þ0; k0Þ0 þ opð1Þ; ð8Þ

where H ¼ H11 H12

H012 H22

� �
with H11 ¼

@2LðH;kÞ
@a@a0

@2LðH;kÞ
@a@b03

@2LðH;kÞ
@b3@a0

@2LðH;kÞ
@b3@b

0
3

0
@

1
A
ðbH0;0Þ

, H12 ¼ @2LðH;kÞ
@ða;b3Þ@k0
� �

ðbH0;0Þ

and H22 ¼ @2LðH;kÞ
@k@k0

� �
ðbH0;0Þ

: Taking derivatives with respect to Q on both sides of (8)
gives,

@LðH; kÞ
@H

� H11ðH� bH0Þ þH12k:

At the MLE bH and for a fixed k, we get, @LðH;kÞ
@H

� �
ðbH;kÞ
¼ 0 and therefore

H11ð bH � bH0Þ þH12k ¼ 0 which gives,

bH � bH0 �H�1
11 H12k: ð9Þ

Under regularity conditions, we have that @2LðH;kÞ
@a@b03

� �
ðbH0;0Þ

¼ @2LðH;0Þ
@a@b03

� �
bH0

¼ 0 and

similarly that @2LðH;0Þ
@b3@a0

� �
bH0

¼ 0. We finally get for the measurement model parameters,

ba � ba0 �
@2LðH; 0Þ
@a@a0

� ��1

bH0

X
‘¼1;2

@2LðH; kÞ
@a@k0‘

� �
ðbH0;0Þ

�k‘

 !
: ð10Þ

For any unit vector k, we define a sensitivity index, SkðbaÞ, of a with respect to k as
follows,

SkðbaÞ ¼ @2LðH; 0Þ
@a@a0

� ��1

bH0

X
‘¼1;2

@2LðH; kÞ
@a@k0‘

� �
ðbH0;0Þ

�k‘; ‘ ¼ 1; 2:

This sensitivity index can be computed for any direction k. One evident choice is to
consider the vector k for which the entries are all zero except for the entry k‘u0

fixed
at unity for some ‘. In other words, we have k‘u0

¼ 1 and k‘u ¼ 0 for some ‘, and all
u 6¼ u0. The corresponding sensitivity index with respect to k‘u0

is then given by
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Sk‘u0
ðbaÞ ¼ @2LðH; 0Þ

@a@a0

� ��1

bH0

@2LðH; kÞ
@a@k0‘u0

 !
ðbH0;0Þ

:

Since ba, the estimate of the measurement parameter, is a function of k, we write baðkÞ
to highlight this dependence. In addition, the estimate baðkÞ is approximately linear in
k from Eq. (10) and by using a first-order Taylor expansion of baðkÞ around k = 0, we
also have the following approximation,

baðkÞ � bað0Þ þX
‘¼1;2

k‘
@baðkÞ
@k‘

� �
k¼0

:

Hence, an approximation to the sensitivity index with respect to k‘u0
is given by

Sk‘u0
ðbaÞ � @baðkÞ

@k‘u0

� �
k¼0

� baðk�‘u0
Þ � bað0Þ; ‘ ¼ 1; 2;

where k�‘u0
¼ ð0; . . . ; 0 ¼ k‘;u0�1; 1 ¼ k‘;u0

; 0 . . . ; 0Þ0.
If the absolute values of elements of Sk‘u0

ðbaÞ are large, small changes in the
direction of the parameter vector k‘u0

; ‘ ¼ 1; 2, would lead to relatively large dif-
ferences in model estimates (Ma, G. and Heitjan, D., unpublished manuscript). A
question that quickly emerges is how large should Sk‘u0

ðbaÞ be for the conclusion to be
drawn? This is a recurrent difficulty in establishing a threshold value above which a
component of k is influential. One could classify a component k‘u0

as influential if the
magnitude of a standardized version of Sk‘u0

ðbaÞ is greater than 2. This implicitly
performs the tests of difference between estimates when the ignorable model is
perturbed in the direction k‘u0

, using the large sample theory. An estimate of the
standard error of components of Sk‘u0

ðbaÞ then needs to be computed. We note,
however, that an explicit expression for the standard error of these sensitivity in-
dexes is hard, if not impossible, to derive analytically. We therefore rely on the
bootstrap technique for their approximation. The sample standard deviation of the
estimates of the sensitivity parameter for B, say 1000 bootstrap samples, estimates
the true standard error.

4 Application to the Fluvoxamine study

In Fig. 2, the evolution of side effects and the therapeutic response is depicted for all
complete (full-sequence) and incomplete (dropout) cases. Compared to the start of
the study, a substantial improvement of side effects and a tendency for the thera-
peutic effect to wear off are depicted over time, both among completers and non-
completers. Most importantly, the dropout mechanism appears to be linked, mostly,
to the severity of side effects. Specifically, study non-completers are likely to be
doing poorly with respect to observed side effects responses. This automatically rules
out a MCAR mechanism. Several questions then emerge. How would inferences
about the time evolution of side effects and the therapeutic response be altered by a
potentially non-random dropout mechanism? In particular, how sensitive are the
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time effects estimates when the ignorable model is locally perturbed in the direction
of non-random models?

As a preliminary analysis, a random intercept measurement model with an
unstructured fixed effect of time and a probit link is fitted to the complete and
incomplete dataset. As expected only two contrasts of time effects are estimated for
censored subjects. The results of the models estimates are shown in Table 1 and are
consistent with those of the bar charts presented in Fig. 2. In particular, side effects
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Fig. 2 Evolution of the side effects and the therapeutic response for all available and complete cases
over the 4 follow-up visits. Available cases at visits 1, 2, 3 and 4 are 299, 268, 242 and 224,
respectively and complete cases are 224 throughout the study
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decrease over time among completers, but tend to increase for non-completers
although the effect is found to be nonsignificant. For the therapeutic response
however, the time effects decline over time both for completers and non-completers,
but the magnitude of the decline is higher among completers. Although subjects who
dropped out prematurely from the study are likely to have a lower decline in
therapeutic effects, this relative advantage is outweighed by more severe side-ef-
fects.

We further perform a sensitivity analysis based on the random subject effect on
both measurement outcomes and discrete dropout model hkt ¼ 1� Uðd0þ
k1b1k þ k2b2kÞ. To assess local influence using a global approach, we plot the like-
lihood displacement �2fLð bH; kÞ � Lð bH0; 0Þg by allowing the vector k to vary in the
compact square defined by jk‘j � 1 for ‘ ¼ 1; 2. The plot is shown in Fig. 3. The
graph appears to be strongly curved at k1 ¼ k2 ¼ 0, which indicates that the non-
ignorable model is estimated with high precision. To assess the influence on indi-
vidual model parameter estimates, we graphically represent elements of the differ-
ence, baðkÞ � ba0, between estimate of the non-ignorable model for fixed values of k1

and k2 in the square ½�1; 1� � ½�1; 1� and that of the ignorable model. The plots of the
contrast visit 2 – visit 1 are shown in Fig. 4 for the side effects and the therapeutic
response. Plots of other effects indicated the same results and thus are not shown. As
expected, time effects on the side effects appear to be more sensitive to k1, whereas
its effects on the therapeutic effect appear to be more sensitive to k2. Cautions
should, however, be taken in interpreting these plots as the standard errors are not
accounted for. In addition, adding a 95% confidence region on the same plot may
not be practical for visualization. Instead, we summarize the plot on two-dimen-
sional spaces by selecting few points (k1, k2) on the square and constructing confi-
dence intervals around estimates of the corresponding time effects contrasts. The
plots are shown in Fig. 5 for side effects and the therapeutic outcome. All non-
ignorable estimates lie within a 95% confidence interval of the ignorable parameter
estimate. Therefore, perturbations of at most one unit of the ignorable model in the
direction of the non-ignorable model have relatively little effects on the estimates.

Table 1 Parameter estimates, (standard errors) and (P-values) * of the mixed effects model fitted to
the complete and incomplete cases of the Fluvoxamine dataset

Component Parameter Complete cases Incomplete cases

Side effects a11 – 1.19 (0.24) – 1.74 (0.15)
a12 – a11 2.91 (0.17) 2.00 (0.36)
a13 – a11 4.02 (0.24) 3.88 (0.50)
visit 2 – visit 1 – 0.56 (0.16) 0.17 (0.28) (0.5390)
visit 3 – visit 1 – 0.98 (0.16) 0.39 (0.41) (0.3483)
visit 4 – visit 1 – 0.97 (0.16) –

Therapeutic effects a21 – 2.38 (0.22) – 1.35 (0.52) (0.0090)
a22 – a21 1.74 (0.10) 2.17 (0.41)
a23 – a21 3.06 (0.13) 3.46 (0.46)
visit 2 – visit 1 – 1.19 (0.12) – 0.50 (0.27) (0.0575)
visit 3 – visit 1 – 2.06 (0.14) – 0.76 (0.40) (0.0555)
visit 4 – visit 1 – 2.39 (0.15) –

Cross-association log ð1þ qÞ=ð1� qÞf g 0.19 (0.16) (0.2421) 0.29 (0.12) (0.0130)
PR smoother log m=ð1� mÞf g 1.75 (0.46) 1.59 (0.50) (0.0016)
Summary measure – 2log L 2842.23 599.45

*Non-reported P-values are less than 0.0001

Health Serv Outcomes Res Method (2006) 6:37–57 49

123



Furthermore, to assess the sensitivity of the time effects on the side effects out-
come with respect to k1, we set k2 = 0 and construct confidence intervals around the
corresponding estimates of the model for values of k1 in the range [ – 1,1]. A similar
plot is constructed for the therapeutic response and all plots are shown in Fig. 6.
Estimates appear to be relatively stable under a perturbation of at most one unit of
the ignorable model in the direction of non-ignorable model. All time effects esti-
mates from the non-ignorable models fall within a 95% confidence interval of the
corresponding estimates from the ignorable model. Therefore, despite the fact that
the time effects on the therapeutic response appear to be more sensitive to k2, this
influence is minor in the light of standard errors.

Applied to the Fluvoxamine data set, we computed the estimates of the sensitivity
index for the time effects, parameters of primary interest. The results are shown in
Table 2 and are consistent with those of the graphical technique discussed above. In
particular, all standardized coefficients are lower than 2, suggesting that time effects
are insensitive to small changes of the vector k overall. Despite this overall trend, the
time effects on side effects (the therapeutic response) are more sensitive to k1 than
k2 (k2 than k1). This should be expected from the model formation.

The evidence from our investigation speaks against dropout being at random in
the Fluvoxamine data, but the sensitivity analysis results suggest that the model
parameters are not much locally influenced by dropouts. The ignorable model is
therefore preferable for its relative simplicity. As a final analysis, we then fit the
ignorable model using all available data. We also include baseline information such
as age, severity and duration of disease found to be predictive of side effects in
previous studies (see, for, example, Molenberghs et al. 1997). The effects of baseline
characteristics on the therapeutic outcome were also tested, but turned out to be
non-significant. The result of the final model fit is given in Table 3.

Hence, from a clinical and epidemiological standpoints, our analysis suggests that
the intensity of side effects declines with time. Despite this overall performance of
the drug from a safety standpoint, older patients and patients who had a long history
of the disease at baseline, tend to have the worst severe side effects. There was also a
tendency of the therapeutic effects to wear off over time. Finally, the estimate of the
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polychoric coefficient q is positive suggesting that patients who have the most
therapeutic benefits also have the worst side effects. Regarding the dropout profile,
subjects who drop out are likely to have severe side effects although they also
benefited most from the therapeutic effects.
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Fig. 4 Plot of the difference between (visit 2 – visit 1) contrast for fixed ðk1; k2Þ and (visit 2 – visit 1)
contrast for k = 0, both for the side effects and the therapeutic response
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The PR density is also estimated at the final iteration using the expression,

f kðbÞ ¼ ð1� -kÞf k�1ðbÞ þ -k

f k�1ðbÞLðyobs
k;1:ðtk�1ÞjbÞR

b f k�1ðbÞLðyobs
k;1:ðtk�1ÞjbÞdb

; k ¼ 1; . . . ;K;

which is derived from (6) as the dropout likelihood LðtkjbkÞ does not depend on the
random effect b. The density estimate is plotted in Fig. 7. This plot displays two
peaks. To see if this bimodality is the result of chance, we selected bootstrap samples
from the original and estimated the mixing distribution. Most of the corresponding
PR density estimates also displayed the same peaks as the original sample, sug-
gesting that the bimodality is not the result of chance. Further examination indicated
that subjects who benefited most from the therapeutic effects and have more severe
side effects contributed heavily to the higher mode of the mixing distribution. The
lower mode is mostly made of subjects who did have mild or no severe side effects
with little therapeutic benefits.

5 Discussion

The Fluvoxamine data set has been previously analyzed in other methodological
work (see, for example, Lesaffre et al. 1996; Molenberghs et al. 1997; Ekholm et al.
2003). The important difference between our analysis and these previous work is
that we jointly study the side effects and the therapeutic response together with the
dropout mechanism. Previous work have concentrated only on the univariate aspect
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of the problem and therefore give a partial view of the underlying true mechanism.
Our approach attempts to comprehend the complexity of the underlying process that
generates the two outcomes and dropouts. This is done by incorporating both the
information from the measurement process and the dropout process into a unified
likelihood model. We specifically assume a three-dimensional latent variable for
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Fig. 6 95% confidence bounds of (visit 2 – visit 1) contrasts over the range of k2 (with k1 = 0) and
k1 (with k2 = 0) for the side effects and therapeutic effects, respectively

Table 2 Standardized
sensitivity index estimates for
the random intercept mixed
effects model fitted to the
Fluvoxamine dataset

Component Parameter Sk1
ðbaÞ Sk2

ðbaÞ
Side effects visit 2 – visit 1 0.54 0.08

visit 3 – visit 1 0.92 0.13
visit 4 – visit 1 0.99 0.01

Therapeutic effects visit 2 – visit 1 0.05 0.81
visit 3 – visit 1 0.07 1.43
visit 4 – visit 1 0.10 1.97
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which the first two components are used to model the measurement process and the
last component accounts for the dropout process. The dropout latent variable was
constrained to depend on the measurement latent variables, which resulted in a
shared non-ignorable random effects model. Estimating this non-ignorable model is
problematic, however, because the numerical optimization can be difficult due to a
flat likelihood and estimates can be sensitive to untestable assumptions. Such over-
specification was managed in a more general way by considering a minimal set of
parameters, conditional upon which the others are identifiable. The proposed class
of models was then used to assess sensitivity (locally) of the estimates around the
ignorable models using graphical and analytical techniques. For analytical tech-
niques, a sensitivity index is constructed to assess effects of small perturbations of

Table 3 Parameter estimates,
(standard errors) and (P-
values) of the mixed effects
model fitted to all available
data*Non-reported P-values
are less than 0.0001

Component Parameter Estimate
(s.e) (P-value)*

Side effects a11 – 0.10 (0.38) (0.7756)
a12 – a11 2.59 (0.15)
a13 – a11 3.70 (0.22)
Age 0.35 (0.14)
Duration 0.28 (0.08)
Severity – 0.26 (0.10)
visit 2 – visit 1 – 0.48 (0.13) (0.0002)
visit 3 – visit 1 – 0.90 (0.14)
visit 4 – visit 1 – 0.95 (0.15)

Therapeutic
effects

a21 – 2.21 (0.23)
a22 – a21 1.71 (0.10)
a23 – a21 2.98 (0.14)
visit 2 – visit 1 – 1.08 (0.14)
visit 3 – visit 1 – 1.93 (0.16)
visit 4 – visit 1 – 2.30 (0.17)

Cross-association log ð1þ qÞ=ð1� qÞf g 0.29 (0.18) (0.1078)
PR smoother log m=ð1� mÞf g 1.87 (0.50) (0.0002)
Summary measure – 2log L 3507.95
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Fig. 7 PR density estimation of the mixing distribution using all available data
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the ignorable model in the direction of non-ignorable models. We found particularly
easy the calculation of such an index which uses only quantities derived from the
ignorable model. This approach therefore helps avoid the need to fit non-ignorable
models in assessing sensitivity as typically done in graphical techniques.

The results of this investigation can serve as a prototype for analyzing data from
clinical trials on antidepressant drugs, which are typically known to generate many
dropouts due to severe adverse outcomes. Our method is in general suitable for
analyzing longitudinal studies where the primary endpoints are bivariate ordinal and
dropout is non-ignorable or informative. An important strength of the method is that
we estimate non-parametrically the random effects distribution using the PR method
by Newton and Zhang (1999). This approach can help visualize the distribution of
the data. For example, a distribution with multiple modes might indicate the pres-
ence of unknown risk groups unexplained by covariates under investigation. In this
respect, this distribution estimate can also be used as a check of model fit (see, for,
example, Tao et al. 1999). Moreover, unexpected risk scores on the random effects
scale may point to erroneous functional relationships or differential measurement
errors in the responses.

Several extensions of the proposed methodology are possible. First, the mea-
surement model may be extended to accommodate more than two responses and the
dropout process may also be extended to account for competing causes of censoring
or dropout. Second, the method can be adapted to pattern mixture models and
classical selection models not formulated as a shared random effects model. Finally,
a sensitivity analysis can be made more globally by assuming that the non-identifi-
able parameter lies in the whole parameter space, not necessary the neighborhood of
the MAR model parameters. This last issue is the focus of current work.

Acknowledgments The authors wish to thank Solvay Pharma B.V. for permission to use the data
from the Fluvoxamine study.

Appendix 1

Numerical integration of the profile log-likelihood

In consideration of a bounded continuous mixing distribution, the Gauss–Legendre
quadrature is chosen to approximate the integration. Reasonable lower and upper
bounds of the integration can be obtained from the estimates of the standard deviation
of a fully parametric normal model. Specifically, for each dimension of the random
effects, the range of integration is chosen to be ð�5SD‘u; 5SD‘uÞ, where SD‘u is the
estimated standard deviation of the uth normal random effects of the ‘th outcome.
The corresponding product space approximately supports all probability mass of the
mixing distribution. In confining the support of the random effects to a finite space, the
starting density of the mixing distribution is chosen to be uniform given by

f 0ðbÞ ¼
Y
‘¼1;2

Yr‘
u¼1

1

10SD‘u
; 8b;

where r‘, for ‘ ¼ 1; 2 is dimension of the random effects design vector z‘. When the
random effects dimension r1 þ r2 is large, say greater than 4, a Monte Carlo simulation
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is used to perform the integration. It is widely known that for higher dimensional
integrals, the number of support points in a quadrature approach increases exponen-
tially compared to that of a Monte Carlo approach, which increases only linearly.

Appendix 2

Optimization of the profile log-likelihood for fixed k

The marginal non-ignorable log-likelihood for a sample of K independent subjects is
given by

Lða; b3; kÞ ¼
XK

k¼1

logLðyobs
k;1:ðtk�1Þ; tkÞ:

Although this non-ignorable log-likelihood is a continuous function of ða; b3Þ for
fixed k, it involves recursive functions. Specifically, the smoothing parameter m of the
mixing distribution is imbedded in recursive functions, which do not allow explicit
derivatives. Thus, maximizing the log-likelihood with respect to (a, b3) and the
smoothing parameter m using Newton–Raphson approach with analytical derivatives
is proved to be a difficult task. We use the Davidon–Fletcher–Powell (DFP) method,
which only requires evaluations of the objective function to search for an optimum
point. This is a quasi-Newton method that builds up an approximation of the inverse
Hessian and is often regarded as the most sophisticated approach for solving
unconstrained problems. Earliest schemes for constructing the inverse Hessian was
originally proposed by Davidon (1959) and later developed by Fletcher and Powell
(1963). It has the interesting property that, for a quadratic objective, it simulta-
neously generates the directions of the conjugate gradient method while constructing
the inverse Hessian. The method is also referred to as the variable metric method.
The DFP method has theoretical properties that guarantee superlinear (fast) con-
vergence rate and global convergence under certain conditions. It should be noted
however, that this method could fail for general non-linear problems. Specifically,
DFP is highly sensitive to inaccuracies in line searches and can get stuck on a saddle-
point or may obtain only a local maximum. To address this issue, we used different
starting values to examine whether the algorithm converges to the same point.

Finally, all the computations are performed assuming the bivariate probit model,
but similar calculations can be done for the bivariate logistics model.
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