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Abstract

This paper introduces a novel algorithm, called Supervised Aggregated FEature learning or SAFE, which combines

both (local) instance level and (global) bag level information in a joint framework to address the multiple instance

classification task. In this realm, the collective assumption is used to express the relationship between the instance

labels and the bag labels, by means of taking the sum as aggregation rule. The proposed model is formulated within a

least squares support vector machine setting, where an unsupervised core model (either kernel PCA or kernel spectral

clustering) at the instance level is combined with a classification loss function at the bag level. The corresponding

dual problem consists of solving a linear system, and the bag classifier is obtained by aggregating the instance scores.

Synthetic experiments suggest that SAFE is advantageous when the instances from both positive and negative bags

can be naturally grouped in the same cluster. Moreover, real-life experiments indicate that SAFE is competitive with

the best state-of-the-art methods.

Keywords: multi-instance classification, kernel PCA, kernel spectral clustering.

1. Introduction

Multiple instance classification (MIC) refers to a learning task where a training set of bags has associated class

labels. Each bag contains multiple instances (i.e. the data vectors), but the label of the individual instances constituting

a bag is unknown1. This learning setting arises in several domains such as pharmacy, text mining, computer vision and

many others. For example, in the drug activity prediction problem chemical molecules which can take different shapes5

must be classified as good or bad drugs, depending on their ability to bind to a target site. In the image classification

problem, an image either belongs or not to a given class, based on a collection of regions defining its visual content.

MIC algorithms can be categorized into two families [2]: instance-space and bag-space methods. In the first

paradigm the bag classifier is obtained by aggregating local instance-level decisions, under the assumptions that either

only few instances determine the positive label of a bag (standard hypothesis) or all instances contribute equally to10

the bag’s label (collective hypothesis). Examples of techniques based on the standard hypothesis are the Diverse

Density algorithm (DD) [22], the Expectation Maximization Diverse Density method (EM-DD) [40] and the Multi

Instance Support Vector Machine technique (MI-SVM) [4], where the bag-level classifier is defined as the maximum

between the instance-level scores. Alternatively, the Wrapper MI method [12] and the SbMil method [5] are based

on the collective hypothesis: each instance inherits the label of the bag it belongs to, and a (weighted) sum instead15

of the maximum is used as aggregation rule. The methods being part of the bag-space family consider the bags as

a whole and learn a decision function based on the global information conveyed by each bag. This information is

extracted either implicitly through the definition of a distance function as in the Earth Movers Distance (EMD) +

SVM algorithm [39], or explicitly by means of a mapping from the bag to a feature vector. The mapping can be

performed by defining a bag as the average of the instances inside, like in the Simple MI method [10], by representing20

each bag as an indirected graph [41], by means of vocabularies like in the Bag-of-Words (BoW) algorithms [28] and

the methods [6, 27], where each bag is mapped into a histogram.

1Although extensions have also been explored, the MIC problem is generally defined for binary cases.
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In this paper we introduce a new MIC model formulated within a least squares support vector machine (LS-SVM)

setting [30], where clustering of the instances is performed jointly with the classification of the bags. The clustering is

done by means of the kernel spectral clustering (KSC) algorithm [1], where the binary clustering model is expressed25

by a hyperplane in a high dimensional space induced by a kernel (just as in a standard SVM classification setting).

This allows to readily build the bag classifier by summing the clustering scores. Furthermore, if we replace KSC with

kernel PCA, the classification accuracy of the algorithm remains practically unaltered. Therefore the first two terms

in the optimization objective act as a feature extraction process (through either clustering or PCA) which is exploited

in the third term to perform the final classification of the bags. For these reasons we call the new method SAFE, i.e.30

Supervised Aggregated FEature learning. The main characteristics of the proposed approach are the following:

• one-stage model: in the vocabulary-based methods like the BoW algorithms, the classification of the bags is

performed in two steps. In a first phase the instances are clustered and each bag is represented by a histogram

that counts how many instances from the bag belong to each cluster. Afterwards, a standard classifier like SVM

[8] or AdaBoost [25] is used to classify the bags. Differently, in the proposed method the clustering and the35

classification steps are done jointly. Experiments on two synthetic datasets discussed in Section 4.2 suggest

that, compared to an alternative two-stage model, the proposed algorithm can achieve a higher accuracy when

the instances belonging to either positive or negative bags cannot be naturally clustered together.

• combining local and global information: the local information related to the distribution of the instances is

learned through either kernel PCA or kernel spectral clustering. The local instance scores are then combined to40

represent a bag by making use of the collective assumption. This allows to jointly learn the instance clustering

model and the bag classifier. In this sense the proposed approach considers at the same time both the character-

istics of individual instances (local information) and the characteristics of the bags determined by their labels

(global information).

• computational efficiency: the bag classification model is obtained by solving a linear system, for which efficient45

linear algebra libraries, such as LAPACK, exist.

The remainder of this paper is organized as follows. In Section 2 some related methods are summarized. Section 3

presents the SAFE algorithm, in Section 4 we delve into the peculiarities of our method by conducting experiments

on two synthetic datasets. Section 5 presents the results on real-world datasets. In Section 6 an analysis of the

computational complexity is discussed. Finally, Section 7 concludes the article.50

2. Related work

2.1. The collective assumption

As mentioned in the previous section, the proposed approach makes use of the collective assumption [2, 11].

Under the standard multi-instance assumption only a few positive instances can have any influence on the class label.

In contrast, in the collective assumption all instances in a bag contribute equally to the bag’s label. The collective55

assumption is motivated by probability theory considerations. In this view, a bag is not a finite collection of fixed

elements as in case of the standard assumption, but instead is modeled as a probability distribution over the instance

space, where the observed instances were generated by random sampling from that distribution. Instances are assumed

to be assigned class labels according to some unknown probability function and under the collective hypothesis, the

bag-level class probability function is determined by the expected class value of the population of that bag.60

Although the majority of the methods present in literature are based on the standard hypothesis, a number of

algorithms grounded on the collective assumption exist. Examples include the Wrapper MI method [12], the multiple

instance learning for sparse positive bags (SbMil) [5], multiple instance learning via successive linear programming

[21], logistic regression and boosting for labeled lags of instances [36].

2.2. Joint learning65

To the best of our knowledge, methods that try to exploit at the same time both local instance-level information

and global bag-level information have been investigated by few researchers and only very recently [38], [15] and

2



[3]. In [38] the MILEAGE framework is introduced, where a large margin method is formulated to adaptively tune

the importance given to the local and global feature representations when training the bag classifier. [15] presented

a large-margin formulation which treats the instance labels as hidden latent variables, and simultaneously infers the70

instance labels as well as the instance-level classification model. This framework, which learns from label proportions,

assumes positive bags to have a large number of positive instances while negative bags to have the fewest ones. This

assumption, although reasonable, is less general than the collective hypothesis used in our approach. In fact, in our

framework a bag can be classified as positive also when a few positive instances, but with a high clustering score, are

present2. Furthermore, the proposed algorithm is more efficient than [15], where an alternating optimization procedure75

is employed. In case of MILDE [3] the authors in a first phase define a discriminative embedding of the original space

based on the responses of cluster-adapted instance classifiers, which turns out to be a generalization of the multiple

instance learning via embedded instance selection (MILES) method [6]. Afterwards, the classification is performed

in a separate stage.

Other related methods are supervised dictionary learning [18] and the algorithm introduced in [13]. In supervised80

dictionary learning a generative model adapted to the classification task and a standard classifier are learned jointly

by means of a block coordinate descent algorithm. In [13], kernel principal component analysis is used to define

a projection constraint for each positive bag, with the aim to classify its constituent instances far away from the

separating hyper-plane while placing positive instances and negative instances at opposite sides.

3. Proposed approach85

3.1. Model

Given a training set of NB bags and their corresponding labels DB = {(X1,y1), . . . , (XNB
,yNB

)}, the multiple

instance classification task is defined as learning a model that is able to predict the class labels of unseen bags. A bag

Xk is a collection of Nk elements Xk = {xk
1 , . . . ,x

k
Nk

}, where xk
j ∈ R

d are the data vectors or instances constituting

the bag, whose label is unknown. The proposed model is based on the following constrained optimization problem:

min
w,ek

j
,b

1

2
wTw −

γ

2

NB
∑

k=1

Nk
∑

j=1

vkj (e
k
j )

2 +
ρ

2

NB
∑

k=1

(

Nk
∑

j=1

ekj − yk)
2

subject to ekj = wTϕ(xk
j ) + b, j = 1, . . . , Nk k = 1, . . . , NB

(1)

where:

• w ∈ R
dh and b ∈ R are the model parameters

• vkj are properly chosen weights for the instances (see eq. (2) in the next paragraph and discussion therein)

• yk ∈ {−1, 1} is the label associated with the bag Xk90

• ϕ : Rd → R
dh is the feature map

• γ ∈ R and ρ ∈ R are positive regularization constants.

In the case ρ = 0, objective (1) results into the (binary) weighted kernel PCA problem related to the instances, which

can be re-written in a simplified form as:

min
w,ei,b

1

2
wTw −

γ

2

N
∑

i=1

vie
2
i

subject to ei = wTϕ(xi) + b, i = 1, . . . , N

(2)

2This is due to the fact that these high clustering scores can drive the classifier latent variable towards a positive value.
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where index i runs from 1 to the total number of instances across all bags, indicated by N =
∑NB

k=1 Nk. Objective (2)

means that one is seeking for the direction w with a small L2 norm such that the variance of each mapped instance

ϕ(xi) projected along this direction w, i.e. ei = wTϕ(xi) + b, is maximized3).95

We have two main choices regarding the weights vi:

• vi = 1, ∀i. In this case (2) becomes the kernel PCA formulation given in [31].

• vi =
1
di

= 1∑
N
r=1

Ωir
, ∀i, where Ω ∈ R

N×N denotes the kernel matrix, with Ωir = ϕ(xi)
Tϕ(xr) = K(xi, xr).

This leads to the kernel spectral clustering (KSC) model [1], which is a spectral clustering algorithm [7, 24, 33]

formulated as a weighted kernel PCA model.100

The KSC part present in the objective (1) allows to divide the instances into two clusters. Somehow, the clusters

can be considered the words of the vocabulary used to describe the bags, similarly to the BoW methods. The third

term in the objective (1), that is
∑NB

k=1(
∑Nk

j=1 e
k
j − yk)

2, permits to find the combination of cluster 1 and cluster 2
instances that determine a bag to be classified as positive or negative. Here we make the assumption that the (global)

bag classification model can be expressed as the sum of the (local) instance clustering scores. In other words, we use

the collective hypothesis [2, 11] according to which ”all instances in a bag contribute equally to the bag label”. In

particular, the latent variable Ek corresponding to bag Xk is:

Ek =

Nk
∑

j=1

ekj =

Nk
∑

j=1

wTϕ(xk
j ) + b. (3)

Thus bag Xk will be classified as positive if sign(Ek) > 0 and negative otherwise. In order to derive the dual solution

of problem (1), it is convenient to rewrite it using matrix notation:

min
w,e,b

1

2
wTw −

γ

2
eTV e+

ρ

2
(JT

Be− yB)
T (JT

Be− yB)

subject to e = Φw + b1N,

(4)

where:

• JB ∈ R
N×NB is a bag indicator matrix and JBik

= 1 if instance i belongs to bag k and JBik
= 0 otherwise

• e ∈ R
N is a column vector containing all the instance scores, that is e = [e1; . . . ; ei; . . . ; eN ]

• yB ∈ R
NB is a column vector containing all bag labels, i.e. yB = [y1; . . . ; yk; . . . ; yNB

]

• 1N ∈ R
N is a column vector of ones105

• Φ = [ϕ(x1)
T ; . . . ;ϕ(xi)

T ; . . . ;ϕ(xN )T ] denotes the the N × dh feature matrix.

Objective (4) can be re-written as:

min
w,e,b

1

2
[wT eT ]

[

I 0
0 −γV + ρJBJ

T
B

] [

w

e

]

−
ρ

2
(eJT

ByB + yT
BJ

T
Be)

subject to e = Φw + b1N.

This problem is convex if the quadratic form in w and e is positive definite, which occurs when −γV + ρJBJ
T
B is a

positive definite matrix. This condition is exploited in the model selection to reduce the search space for the tuning

parameters4 γ, ρ and σ. The dual solution to problem (4) is formalized in the following Lemma:

110

3This means that minus the variance should be minimized, hence the ”-” sign in the second term of (2).
4We have observed that the proposed algorithm has low sensitivity w.r.t. γ.
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Lemma 1 Given a positive definite kernel function K : Rd × R
d → R, with K(xi,xr) = ϕ(xi)

Tϕ(xr) = Ωir,

non-negative regularization constants γ and ρ, V = D−1 = diag( 1
d1

, . . . , 1
dN

) in case of the KSC based model or

V = IN in case of the KPCA based model, the matrix B = JBJ
T
B , the matrix G = ρB−γV , the Karush-Kuhn-Tucker

(KKT) optimality conditions of the Lagrangian of (4) result into the following linear system:

[(IN −
G1N1N

T

1N
TG1N

)GΩ]α = ρ(IN −
G1N1N

T

1N
TG1N

)JByB, (5)

where

• IN ∈ R
N×N means the identity matrix

• Ω ∈ R
N×N is the kernel matrix

• α ∈ R
N denotes the dual solution vector

Proof: The Lagrangian of problem (4) is:

L(w, e, b, α) =
1

2
wTw −

γ

2
eTV e+

ρ

2
(JT

Be− yB)
T (JT

Be− yB) + αT (e− Φw − b1N).

The KKT optimality conditions are:

∂L
∂w

= 0 → w = ΦTα,
∂L
∂e

= 0 → −γV e+ ρBe− ρJByB + α = 0,
∂L
∂b

= 0 → 1N
Tα = 0,

∂L
∂α

= 0 → e = Φw + b1N.

From w = ΦTα and 1TNα = 0, the bias term becomes:

b =
ρ1N

TJByB − 1N
T (ρB − γV )Ωα

1N
T (ρB − γV )1N

. (6)

Eliminating the primal variables e, w, b leads to (5). �

Finally, the estimated class label for all the NB training bags can be computed as:

ŷB = sign(JT
B (Ωα+ 1Nb)) (7)

where ŷB = [ŷ1; . . . ; ŷNB
].115

3.2. Out-of-sample extension

Eq. (7) allows to calculate the class labels on training data. Concerning the test stage, suppose we have a test set

given by Dtest
B = {(X test

1 ,ytest
1 ), . . . , (X test

NB
,ytest

NB
)}. The class labels for the unseen N test

B test bags can be predicted by

projecting the Ntest test instances into the solution vector α and aggregating (i.e. summing) the scores over each bag.

In matrix notation this means:

ŷtest
B = sign(J test

B

T
(Ωtestα+ 1test

N
b)) (8)

where:

• J test
B ∈ R

Ntest×N test
B represents the bag indicator matrix for test instances and J test

Bik
= 1 if test instance i belongs

to test bag k and J test
Bik

= 0 otherwise

• Ωtest ∈ R
Ntest×N is the test kernel matrix and represents the similarity between each pair of test and training120

instances. In particular Ωtest
ir = ϕ(xi)

Tϕ(xtest
r )

• 1test
N

∈ R
Ntest is a column vector of Ntest ones.

The entire approach is summarized in Algorithm 1 and the related Matlab package can be downloaded from:

http://www.esat.kuleuven.be/stadius/ADB/langone/SAFElab.php

5

http://www.esat.kuleuven.be/stadius/ADB/langone/SAFElab.php


Algorithm 1: SAFE algorithm

Data: Training set DB = {(X1,y1), . . . , (XNB
,yNB

)}, test set Dtest
B = {(X test

1 ,ytest
1 ), . . . , (X test

NB
,ytest

NB
)},

positive definite kernel function K : Rd × R
d → R, kernel parameters (e.g. RBF bandwidth σ),

regularization constants γ and ρ.

1 Compute bag indicator matrix JB
2 Calculate kernel matrix Ω
3 Set either V = IN or V = D−1

4 Compute matrices B = JBJ
T
B and G = ρB − γV

5 Compute vector α, solution of problem (5)

6 Compute bias term b, using eq. (6)

7 Estimate class labels ŷB for training bags, using eq. (7)

8 Compute bag indicator matrix for test instances J test
B

9 Calculate test kernel matrix Ωtest

10 Predict class labels ŷtest
B for test bags, using eq. (8)

Result: Class labels for training and test bags.

3.3. Model Selection125

In the proposed method, there can be in total three tuning parameters, namely the kernel parameter (for instance

the bandwidth σ of the RBF kernel) and the two regularization constants γ and ρ. As in the case of any learning

method, in order to obtain meaningful results it is important to do a careful search for these parameters. Throughout

the experiments described later we used grid search to tune σ, γ and ρ, where the search space is reduced by exploiting

the condition for the convexity of problem (4) given in Section 3.1. An example of tuning related to toy dataset 2 is130

shown in Figure 1. Table 1 reports the selected parameters in case of the real-life datasets described in Section 5.1.

From the table it can be noticed how the tuning of γ and ρ allows to automatically give more or less emphasis to the

unsupervised learning (first two terms in objective (4)), depending on how much the information provided by either

KPCA or KSC affects the final bag classification accuracy.

10 -2 10 0 10 2

ρ

10 -3

10 -2

10 -1

10 0

10 1

10 2

10 3

γ

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 1: Tuning example Sensitivity of the proposed approach with respect to the hyper-parameters ρ and γ in case of toy dataset 2

.
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Dataset γγγ ρρρ σ2σ2σ2 Runtime (s)

Musk1 20.86 28.57 22.08 0.035
Musk2 0.67 0.09 45.72 20.25
Text1 0.68 0.77 NA 4.52
Text2 0.001 1.22 NA 4.76

Elephant 129.00 14.73 284.36 0.37
Fox 186.65 10.05 348.34 0.23

Tiger 169.44 1.66 681.52 0.41

Table 1: Selected hyper-parameters. Selected tuning parameters and runtime (train + test) of the proposed method on the datasets described in

Section 5.1. In case of Text1 and Text2 datasets the normalized linear kernel has been used, thus σ2 is not present.

4. Understanding the algorithm135

To gain more insights into the working mechanism of the proposed approach based on solving eq. (5), we now

address the following questions:

• is it essential that in (4) the first two-terms are related to clustering (namely KSC)? Or can we use a general

feature extraction method like PCA?

• how does the performance of the proposed method compares to an alternative two-stage algorithm?140

• what is the quality of the instance clusters?

To understand these issues we created two toy datasets illustrated in Figure 2. In both cases, the instances are randomly

generated from 2 Gaussian distributions, one for the positive bags (green points) and one for the negative bags (red

points). Furthermore, the instances are 2D vectors and each bag is formed by 5 instances. In our notation introduced

at the beginning of Section 3.1, d = 2, k = 5, NB = 100, N = 500. The difference between the two datasets lies145

in the fact that in the first one the instances belonging to either positive or negative bags belong to different clusters,

while this is not the case for the second dataset.

x
1

1 1.5 2 2.5 3

x
2

3

3.5

4

4.5

5

5.5
Toy dataset 1

x
1

1 1.5 2 2.5 3

x
2

3

3.5

4

4.5

5

5.5

6
Toy dataset 2

Figure 2: Toy datasets (Left) Each cluster contains instances from either positive or negative bags (Right) Each cluster contains instances from

positive and negative bags.

4.1. SAFE based on KPCA

To answer the first question we considered an alternative model by having V = IN in the second term of (4). As a

consequence, this method uses kernel PCA [26, 23] to model the distribution of the instances instead of kernel spectral150

clustering. The classification accuracy, which is depicted in Table 2, is the same for both versions of the algorithm.

These findings are confirmed also for the real-life datasets (see Table 3).
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4.2. Comparison with a two-stage algorithm

Concerning the answer to the second question, we constructed a novel vocabulary-based method that we call SKSC

+ LS-SVM. In the first stage, a soft KSC (SKSC) algorithm [17] is used to form the Nc concepts of a vocabulary V ,155

that is the Nc clusters of instances and corresponding prototypes. After building-up the vocabulary, we design a

mapping function M(X ,V) which, given a bag X and the vocabulary V , outputs a Nc-dimensional feature vector

v = (v1, . . . , vNc
). The mapping function is built by computing the average degree of belonging to each cluster for

all the instances in a bag. In the second stage, an LS-SVM classifier [30] is trained using as inputs the feature vectors

v1, . . . ,vNB
associated to each bag. As shown in Table 2 this method reaches a much lower classification accuracy160

in the study of the toy dataset 2. This is due to the fact that the SKSC clustering algorithm correctly identifies (as

expected) the two clusters of instances (ARI = 0.97), which contains feature vectors from both positive and negative

bags. This negatively affects the LS-SVM bag classifier at the next stage. On the other hand, in case of the toy dataset

1, both algorithms achieve a high classification accuracy. This fact can be explained by considering that the instances

belonging to either positive or negative bags can naturally be grouped into two distinct clusters.165

4.3. Quality of the instance clusters

In Table 2 the adjusted rand index (ARI [14]) is used as metric to evaluate the cluster quality related to the

instance clusters provided by the SAFE algorithm and the SKSC method (representing the first stage of the SKSC +

LS-SVM algorithm). Moreover, the clustering outcomes provided by the SAFE algorithm and the soft KSC method

are visualized at the top and bottom of Figure 3, respectively. The results indicate that SAFE produces clusters of170

better/worse quality (i.e. higher/lower ARI) than a standalone clustering algorithm depending on weather the instance

clusters reflect/do not reflect the distinction between positive and negative bags5.

Algorithm
Synthetic dataset 1 Synthetic dataset 2

ARI Acc ARI Acc

SAFE (KSC) 0.94 100 0.0016 99.1
SAFE (KPCA) 0.94 100 0.0017 99.0

SKSC + LS-SVM 0.67 99.1 0.97 66.2

Table 2: One-stage versus two-stages algorithm. Comparison of the proposed method (using either KSC or KPCA as core model) against the

alternative two-stage algorithm soft KSC + LS-SVM, concerning clustering and classification quality, as measured in terms of adjusted rand index

(ARI) and the test accuracy, respectively.

5. Experimental Results

5.1. Setup

The performance of the proposed algorithm is compared with the following state-of-the-art methods6: miFV [34],175

miVLAD [35], Simple MI [10], Wrapper MI [12], EM-DD [40], MI-SVM [4], MIBoosting [37]. The evaluation is

based on running ten times 10-fold cross validation and reporting the average accuracy. The dataset that have been

used belong to three different fields (drug discovery, information retrieval and computer vision) and are standard

benchmarks in the MIC literature:

• Musk1 and Musk2 [9] relate to classifying molecules as positive or negative. Each molecule can adopt multiple180

conformations and represents a bag in the MIC setting. Every instance in the bags is represented by 166
features, and an average number of 5 and 65 instances form a bag in Musk1 and Musk2 respectively. Musk1 has

92 molecules, of which 47 are labelled positive, Musk2 has 102 molecules, of which 39 are positive.

5These findings can be explained by considering that the γ constant present in (4) is tuned to maximize the final bag classification accuracy and

not the intermediate instance cluster quality.
6The Matlab implementation of these algorithms can be downloaded at: http://lamda.nju.edu.cn/Data.ashx

8



• Text1 and Text2 [4] concern classifying a series of documents consisting of Medline articles written in 1987.

Each article is annotated with Medical Subject Headings (Mesh) terms, each defining a binary concept. A total185

of 200 positive bags and 200 negative bags are present.

• Fox, Elephant and Tiger [4] regard the classification of 100 positive and 100 negative example images.

(a) Toy Dataset 1 (b) Toy Dataset 2
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Figure 3: Synthetic experiments. (Top) a-(left), b-(left) Clustering results provided by the SAFE algorithm a-(right), b-(right) representation of

the bags in the space of the classification latent variable of the SAFE algorithm. (Bottom) a-(left), b-(left) Clustering outcomes produced by the soft

KSC method a-(right), b-(right) representation of the bags in the embedding provided by soft KSC + LS-SVM algorithm. Best visible in colors.

5.2. Discussion

In Table 3 the average 10-fold classification accuracy of the various algorithms is reported. We can notice how

SAFE is very competitive with the other state-of-the-art methods, although in some cases it reaches a lower perfor-190

mance. On one hand, in many MIL databases there might be a few instances that are especially relevant, but all the

instances inside the bag have characteristics that convey information about the fact that the bag is positive. In this

cases the collective hypothesis that is used in our approach is more appropriate than the standard hypothesis to take

a decision. In particular, our approach is designed in such a way to exploit both global bag level information and

local instance level information. As explained in Section 3.1, this is obtained by means of eq. (1) which allows every195

bag to be mapped into a proper embedding and classified in one shot. Furthermore, since we solve the dual problem

(5), large dimensional data can be readily handled, in contrast to other methods like miFV, miVLAD, EM-DD where

dimensionality reduction must be performed first (which may affect the final results). On the contrary, the methods

based on the standard hypothesis tend to discard a big part of the information, because only one instance per positive

bag is considered in the learning stage. On the other hand, when the composition of a bag is noisy (i.e. a large number200

of instances do not provide relevant information about the bag), the methods based on the standard hypothesis may be

more beneficial because focus on the most positive instance.

In Figure 4 we depict, for all the datasets, the representation of the bags in the space of the latent variable Ek (see

eq. (3) in Section 3.1). The points belong to both training and validation sets concerning the best run of the 10-fold

cross-validation procedure. Only in case of Musk1 and Musk2 datasets a perfect separation between the two classes205

can be achieved. In Figure 4 we can also notice how the bags are mapped at different distances from the decision

boundary Ek = 0. This is due to their distinct composition in terms of positive and negative instances.
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Figure 4: Representation of the bags in the SAFE classifier latent variable space. (Top) Musk1 (left) and Musk2 (right), (Middle) Text1 (left) and Text2 (right),

(Bottom) Elephant (left) and Tiger (right) The different spread around +1 and −1 reflects the clustering scores assigned by the algorithm to the instances forming

the various bags. The vertical dashed line indicates the true separation, the green color denotes the labels predicted as positive and the red color the labels predicted as

negative. Thus, in the ideal case of 100 % accuracy like in Musk1 and Musk2 datasets, all the green points should be on the positive side and all the red points on the

negative side. The results are related to the run of the 10-fold cross-validation scheme where the best validation accuracy is reached. Best visible in colors.
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Dataset N NB d SAFE miFV [34] miVLAD [35] Simple MI [10] Wrapper MI [12] EM-DD [40] MI-SVM [4] MIBoosting [37]

Musk1 476 92 166 0.92± 0.09 0.91 ± 0.08 0.87 ± 0.09 0.83 ± 0.12 0.85 ± 0.10 0.85 ± 0.09 0.87 ± 0.12 0.84 ± 0.12

Musk2 6598 102 166 0.89± 0.10 0.88 ± 0.09 0.87 ± 0.09 0.85 ± 0.11 0.79 ± 0.10 0.87 ± 0.11 0.84 ± 0.09 0.79 ± 0.09
Text1 3224 400 66 552 0.94 ± 0.03 0.93 ± 0.04 0.80 ± 0.08 0.95± 0.03 0.88 ± 0.02 0.87 ± 0.07 0.71 ± 0.04 0.90 ± 0.04
Text2 3344 400 66 553 0.75 ± 0.07 0.79 ± 0.06 0.71 ± 0.05 0.82 ± 0.06 0.88± 0.05 0.85 ± 0.04 0.72 ± 0.04 0.82 ± 0.05

Elephant 1220 200 230 0.84 ± 0.08 0.85± 0.08 0.85± 0.08 0.80 ± 0.09 0.82 ± 0.09 0.77 ± 0.10 0.82 ± 0.07 0.83 ± 0.07
Fox 1320 200 230 0.60 ± 0.10 0.62 ± 0.11 0.62 ± 0.11 0.54 ± 0.09 0.58 ± 0.10 0.61 ± 0.10 0.58 ± 0.10 0.64± 0.10

Tiger 1391 200 230 0.84± 0.08 0.81 ± 0.08 0.81 ± 0.08 0.78 ± 0.09 0.77 ± 0.09 0.73 ± 0.09 0.79 ± 0.09 0.80 ± 0.08

Table 3: Performance comparison on real-life datasets. Comparison of the proposed method against other state-of-the-art techniques in terms of

mean 10-fold cross-validation accuracy.

N tot SAFE miFV miVLAD

500 0.97 0.98 0.74

5 000 0.98 0.95 0.74

50 000 0.98 0.95 0.75

500 000 0.98 0.94 0.75

Table 4: Computational complexity analysis. Average test accuracy of the proposed SAFE algorithm compared to miFV and miVLAD methods

related to the analysis of toy dataset 2 shown in Figure 5.

6. Computational complexity

The training complexity of algorithm 1 is dominated by time needed to solve linear system (5), while the con-

struction of the N × N matrices Ω, B,G requires the most memory, leading to a space complexity of O(N2).210

Given a total number of data instances denoted by N tot, the total runtime of algorithm 1 can be decomposed as:

O(N2) + O(N ∗ N test). The first part is related to solving eqs. (5) and (7), and the second part is due to the com-

putation of eq. (8). Thus, given N tot = N + N test data instances, there are two scenarios: (i) N ≈ N test ≈ N tot;

the complexity is quadratic in the total number of instances N tot (ii) N ≪ N test ≈ N tot; the complexity is linear in

the total number of instances. The second case corresponds to using a small training set to construct the MIC model215

and the out-of-sample extension property to predict the labels for the remaining data. This methodology has already

been shown to be successful in dealing with large datasets in LS-SVM regression, classification [20] and clustering

[19] problems. To have a better understanding of the efficiency and scalability of the proposed method, in Figure

5 an analysis of the relationship between runtime and the number of instances N tot is illustrated. The toy dataset 2

has been used for the study. The training set size7 has been set as N = min(0.1 ∗ N tot, 5000), and stratified random220

sampling has been used to select training and test sets. Figure 5 shows that SAFE can be scaled to large datasets and

is competitive with the most efficient MIL algorithms such as miFV [34] and miVLAD [35]. Finally, Table 4 reports

the average test accuracy (over 10 randomizations) of SAFE, miFV and miVLAD algorithms corresponding to the

simulations depicted in Figure 5.

Figure 5 suggests also that the runtime is in line with, but not better, than the other leading techniques. In order to225

make the proposed approach more competitive, the Nyström method could be used. The Nyström method has been

shown to be a useful tool to scale-up kernel-based algorithms such as SVM, Gaussian processes, kernel principal

component analysis [29]. When N is large, replacing the kernel matrix with its low-rank approximation can remark-

ably reduce the computational cost of computing the dual solution. Furthermore, an approximate explicit feature map

corresponding to a given kernel can serve as a basis for reducing the cost of learning nonlinear classification models230

with large datasets, as shown in [32] and in case of fixed-size methods [30, 16].

7. Conclusion

In this paper we have proposed a new multiple instance classification model called SAFE, which combines in a

joint framework both local instance level and global bag level information. The model is formulated as a constrained

7This choice is due to the amount of available RAM in the PC used for the experiments.
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Figure 5: Computational complexity analysis. Runtime Versus number of instances in the classification of toy dataset 2. The proposed algorithm, although slower

than the state-of-the-art algorithms miFV and miVLAD, allows to classify N tot = 500 000 instances (N tot
B = 100 000) in about 850 seconds. Best visible in colors.

optimization problem, and the algorithm consists of solving a linear system at the dual level. In a number of exper-235

iments we have shown how this simple design allowed to obtain high classification accuracy at a low computational

cost. Future work may be related to (i) improving the accuracy of the proposed method by either considering a robust

loss function instead of the L2 loss in the primal optimization objective or by using the max instead of the sum as

aggregation rule (ii) decreasing the computational cost by means of the Nyström method, as discussed at the end of

Section 6 (iii) extending the approach to deal with multi-instance clustering and multi-class classification.240
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