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Abstract—Effects of viewpoint that are typically found in shape recognition tasks have been
interpreted in the past as strong evidence against approaches based on the use of geometric invariants
by the human visual system. At � rst sight, the use of such invariants would indeed predict shape
recognition to be viewpoint independent. It has been argued before, however, that the visual estimation
of invariants need not itself be invariant. Changes of viewpoint introduce changes in 2D stimulus
features. The latter may make the estimation of invariants by the visual system more or less dif� cult.
The present study explores how such 2D features in� uence estimation distributions in a reconstruction
paradigm. Subjects were shown four coplanar dots. They were asked to estimate the position of
one of the dots relative to the three others on the basis of a slanted version of the con� guration.
An estimation distribution was obtained for every position of the dot to be estimated. Biases in
these distributions indicated that subjects performed the task by using 2D reference axes that were
unambiguously identi� able in both the images of the dot pattern.

Keywords: Af� ne transformation; collinearity; parallelism; pattern matching; qualitative features;
shape perception; viewpoint invariance.

1. INTRODUCTION

When we look at a � gure from two different points of view, we can often see that
it is the same � gure, despite the differences in the projections on our retina that are
due to the change in viewpoint. Gibson (1979) argued that this is possible through
the use of invariants . Invariants are geometrical properties of the retinal projections
of shape that remain constant under changes in orientation of the original three-
dimensional (3D) shape (see Cutting, 1983, 1986; Forsyth et al., 1991; Mundy
and Zisserman, 1992; Van Gool et al., 1994a, for discussions of speci� c geometric
invariants).

The use of invariants by the human visual system has been investigated in a range
of experimental paradigms from rigidity detection with moving stimuli (Cutting,

¤To whom correspondence should be addressed. E-mail: johan.wagemans@psy.kuleuven.ac.be



360 S. Tibau et al.

1986; Simpson, 1983), and detection of equivalence of pairs of shapes that differ
by some transformation (e.g. Euclidean, similarity, af� ne, projective) (Niall and
Macnamara, 1990; Pizlo, 1994; Wagemans et al., 1997, 2000), to reconstruction
of frontoparallel shapes from an in-depth version of the same shape (Niall and
Macnamara, 1989, 1990; Niall, 1997). The evidence with regard to the actual use of
invariants remains mixed (see Note 1 at end of paper). However, from this literature
it becomes clear that, if the visual system uses invariants, their estimation in the
image is itself not invariant over different viewing positions.

This is an important point because the heaviest critique on the invariants-based
approach of shape recognition is based on evidence that human performance in
shape recognition task is not completely independent of the orientation of the shape
that is to be recognized. It has been shown that the time and accuracy to recognize
a shape that is oriented differently than a previously learned version of the same
shape tend to vary with the difference in orientation between the two (e.g. Jolicoeur,
1985; Jolicoeur and Landau, 1984; see Lawson, 1999, for a review). These results
have typically been interpreted as evidence for the presence of a mental rotation
mechanism (e.g. Ullman, 1989), which is supposed to mentally undo the spatial
transformation between the learned version and the version that is currently seen.
At � rst sight, one would indeed not expect recognition of shapes to depend on the
orientation of the shape if recognition were based on invariants.

However, Wagemans et al. (1996) suggested an alternative explanation, which
holds that maybe the visual estimation of invariants in itself is not invariant. They
argued that the estimation of invariants by the visual system is in� uenced by two-
dimensional (2D) properties. Since orientation changes induce changes in these
properties, they might also make the estimation of the invariants more or less
dif� cult. In their experiment, subjects explicitly estimated the af� ne invariant
coordinates of a dot relative to three other dots. Koenderink and Van Doorn (1991)
have shown that three non-collinear points in an orthographic projection of a planar
shape de� ne an af� ne reference frame. These anchor points form the unit vectors
of the frame. The location of every other point relative to the three � xed points
can be expressed in terms of coordinates on the unit vectors. These coordinates are
invariant under af� ne transformation (see Fig. 1). Wagemans et al. (1996) showed
their subjects four dots and asked them to express the location of one of the four dots
as the af� ne coordinates relative to the other three. Two-dimensional properties such
as the angle formed by the basis vectors of the af� ne reference frame and the aspect
ratio of these basis vectors had a profound in� uence on the performance in this task.

In the present paper we want to further investigate how such properties in� uence
perception of 2D dot con� gurations that are slanted in depth, by looking at biases
in the estimation distributions obtained by means of a reconstruction task. Subjects
were shown two dot patterns consisting of four dots each: one that is slanted in
depth and a frontoparallel version of the � rst one. In the latter pattern, three dots
are � xed while the fourth dot had to be positioned by the subjects, such that the
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Figure 1. An example of two af� ne equivalent four dot con� gurations. The af� ne coordinates of the
shaded dot relative to the reference frame de� ned by the three solid dots are equal to each other in
both of the images (i.e. 0.50, 0.75).

slanted pattern was reconstructed. Doing this several times at a � xed position yields
an estimation distribution.

Such a distribution may provide information about the information in the stimulus
that subjects used while they were doing the task. For example, Phillips et al. (1997)
used a similar technique to investigate dot localization on curved surfaces. The
pattern of mean errors and variances allowed them to draw conclusions about the
information that the subjects used (namely, curvature minima and maxima). We
will also look at the form of the error distributions. This will be done by � tting
covariance ellipses to the estimations and then seeing whether they are signi� cantly
elongated in some conditions. Elongation is an indication that the estimations are
somehow more restricted in one direction than in the other. This suggests in turn
the presence of attributes that are relevant for doing this task.

2. METHODS

2.1. Subjects

Ten subjects from the Laboratory of Experimental Psychology at the University of
Leuven participated in the experiment. Seven of the 10 were naive about the purpose
of the experiment. The three others were the authors. All subjects had normal or
corrected-to-normal vision.

2.2. Apparatus

The experiment was run on an IBM compatible PC with a Pentium processor, with
a clock speed of 120 MHz. We used an SVGA monitor with a temporal resolution
of 70 Hz and a spatial resolution of 800 £ 600 to present the stimuli. Stimuli were
viewed in a completely darkened room, through a tunnel that was clothed on the
inside with a black light absorbing material. The tunnel’s length was approximately
60 cm.
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2.3. Stimuli and task

Stimuli consisted of four coplanar dots that were slanted in depth and orthographi-
cally projected onto the computer screen. This is what we call the ‘model pattern’.
Subjects could switch to a frontoparallel version of the model pattern, the ‘test pat-
tern’, by pressing the left mouse button. In the test pattern the fourth dot was not
� xed, but could be moved by the mouse. The task of the subjects was to position the
fourth point in the test pattern from what they had seen in the model pattern. They
did this by moving the cursor and verifying by alternating between the model and
the test pattern until they were satis� ed with the setting. They entered the value by
clicking on the right mouse button.

To avoid apparent motion, the model and test pattern were separated in time and
space. Between the appearance of the model and test pattern, there was a brief
period of 750 ms during which the screen was black. The patterns were also
separated spatially: they always appeared in diagonally opposite quadrants of the
screen.

The four dot patterns were constructed as follows. We started from seven
con� gurations that only differed from each other in the position of the fourth dot
relative to the other three. In what follows, we will express this position relative
to the af� ne coordinate frame formed by the other three dots (see Introduction and
Fig. 1). There were nine possible positions in the experiment: (0.25, 0.25), (0.25,
0.75), (0.25, 1.25), (0.75, 0.25), (0.75, 0.75), (0.75, 1.25), (1.25, 0.25), (1.25, 0.75)
and (1.25, 1.25). These were the original con� gurations from which we constructed
both the model and test pattern (see Fig. 2).

First, the dots were oriented upright, such that the symmetry axis of the af� ne
reference frame coincided with the vertical. This was done in order to keep the
basis vectors equally long, even after the pattern had been slanted. Next, the
dots were slanted (rotated along a horizontal axis) 0, 55 or 71 degrees. Finally,
a rotation around the line of sight (tilt) was applied. This pattern was projected

Figure 2. The different positions of the fourth dot that the subjects had to estimate during the
experiment. The two lines indicate what we call the symmetry axis and the collinearity axis in the
text.
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orthographically onto the computer screen. The test pattern was not slanted but had
the same tilt value as the model pattern.

The length of the basis vectors was 120 pixels (4.8 visual deg). The smallest
distance of the fourth dot to the origin of the af� ne reference frame was 52 pixels
(2.1 visual deg). This was the case in the conditions where the fourth dot was at
the position (0.25, 0.25). The largest distance between the fourth dot and the origin
occurred in the (1.25, 1.25) conditions. This distance was 259 pixels (10.5 visual
degrees). In all of the other conditions the distance from the fourth dot to the origin
was between these values.

In order to make it easier for the subjects to solve the correspondence problem
(i.e. the problem of which dot in the model pattern corresponds to which dot in the
test pattern), the origin of the af� ne reference frame was red, the dots de� ning the
basis vectors were green. The fourth dot was white. This con� guration was shown
on a black background.

2.4. Procedure

There were 27 experimental conditions (three levels of slant and nine levels of
position). Each of these conditions was repeated 20 times yielding 540 trials per
subject. All of the subjects went through seven sessions. The � rst � ve sessions
consisted of 72 trials each. During these sessions, only slanted model patterns were
shown (only slant values of 55 and 71 degrees occurred). The stimuli were shown
in random order throughout the � ve sessions. Then, two additional sessions with
each 90 trials followed, in which the model patterns all had a slant of zero. During
these sessions the task was reduced to a copy task instead of a reconstruction task.
They were used as control conditions.

Prior to the actual experiment, subjects went through a preparatory session. They
were � rst given instructions. The task was explained and a demonstration was given
of how one could switch back between the model and test pattern, position the fourth
dot, and register an answer. Then the subjects did a series of practice trials in which
each of the slanted model patterns (18 stimuli) appeared once. We did this to allow
the subjects to familiarize themselves with the stimuli. No feedback was given,
unless it was apparent that the subject had not properly understood the instructions
(e.g. when he /she placed the fourth dot outside of the reference frame).

3. RESULTS

3.1. Dependent variables

There were 20 trials per condition per subject. This yielded a cloud of 20 dots per
condition that represented the subject’s estimations. A covariance ellipse, centered
on the 2D median of the estimations, was � tted through each of these clouds (see
te Pas et al., 1998, for a similar technique). The mathematical details of these
calculations are given in Appendix A.
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Figure 3. The calculation of the covariance ellipses. The larger ellipse takes all of the 20 data points
into account. This ellipse is used to decide which data points are considered to be outliers (indicated
by an arrow). After the outliers are removed, a second covariance ellipse is � tted to the data. This is
the smaller ellipse.

Covariance ellipses were calculated twice. After the � rst covariance ellipse was
calculated, outliers were removed. Then the covariance ellipse was calculated again
on the basis of the remaining data points (see Fig. 3). Data points were considered
outliers if their distance to the midpoint of the ellipse was at least three times
the distance between the midpoint of the ellipse and the ellipse contour along the
direction of the data point. Most of the time, there were no outliers. The maximum
number of outliers that had to be removed this way was two out of 20.

The parameters of the covariance ellipses were then averaged over subjects in
every condition. This yielded one covariance ellipse in each of the conditions (see
Fig. 4). Several measures were derived from them that were subsequently used in
statistical analyses: (1) the distance between the 2D median of the estimations and
the veridical position of the fourth dot, (2) the size of the covariance ellipse, and
(3) its orientation.

3.2. Deviation from the veridical position of the fourth dot

This dependent variable was calculated as the distance between the 2D median and
the veridical position of the fourth dot. An analysis of variance (ANOVA) revealed
that Slant and Position, as well as their interaction, were signi� cant. The F -values
are, respectively: [F .2; 18/ D 56:51; p < 0:0001], [F .8; 72/ D 6:83; p < 0:0001]
and [F .16; 144/ D 2:78; p < 0:001]. From Fig. 5 it can be seen that the average
absolute errors were small. The largest absolute error that occurs was somewhat
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Figure 4. The average covariance ellipses that were obtained in all of the experimental conditions.

Figure 5. The effect of Slant and Position on the distance between the veridical position of the point
to be estimated and the 2D median of the covariance ellipses.

smaller than 16 pixels (1.02 visual degrees). This is the case in the 71 degrees
slant condition at position (0.25, 1.25). If we express this error in terms of af� ne
coordinates it amounts to 4.9% along the X-axis and 8.6% along the Y -axis of
the af� ne reference frame. This is comparable to the sizes of the average errors
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Figure 6. The effect of Slant and Position on the size of the covariance ellipses.

found by Wagemans et al. (1996), although they did not use a reproduction task
(see Introduction): 5.8% on the X-axis and 7.5% on the Y -axis.

A Tukey a posteriori analysis revealed that the average deviation from the
veridical position did not depend on the slant at the positions (0.25, 0.25), (0.25,
0.75), (0.75, 0.25), (1.25, 0.75), (0.75, 1.25) (see Note 2) and (1.25, 1.25). At
(0.25, 1.25) and (1.25, 0.25) both the 55 and 71 degrees slant conditions differed
signi� cantly from the zero slant conditions. Finally, at (0.75, 0.75) there was a
signi� cant difference between the zero and the 71 degrees slant condition.

3.3. Size of the covariance ellipse

We calculated the size of the covariance ellipse dividing both the axes of the ellipse
by two and then taking the square root of their product. This quantity can be
used as a measure for the spread of the estimations. Another analysis of variance
(ANOVA) yielded signi� cant effects for Slant [F .2; 18/ D 74:51; p < 0:0001],
Position [F .8; 72/ D 146:01; p < 0:0001] and the interaction between these factors
[F .16; 144/ D 9:15; p < 0:0001].

Figure 6 shows how the size of the covariance ellipses varies with Slant and
Position. Tukey a posteriori analyses yielded signi� cant effects between the zero
slant conditions on the one hand and 55 and 71 degrees slant conditions on the other
hand at all positions, except for (0.25, 0.25), (0.25, 0.75) and (0.75, 0.25). These are
the positions that are closest to the reference points. They are collinear with the two
reference points that form the basis of the af� ne reference frame. Since uncertainty
exists only in the direction perpendicular to the direction of the collinearity (the
direction of slant), the position is completely determined by the 2D information in
the stimulus at these positions.

3.4. Orientation of the covariance ellipses

First, in each condition we tested whether the covariance ellipses had a preferred
orientation versus whether their orientations were uniformly distributed between 0
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Figure 7. A sample of orientation data can be described by its mean orientation, X0, and its
uniformity, R. This can be represented visually by the orientation and length of a vector on a unit
circle respectively.

and ¼ radians (see Note 3). Then, if there was a preferred orientation, we tested
whether it was along the symmetry or collinearity axis. Mardia (1972) describes the
test statistics and their distributions that are needed.

Axial data can be thought of as points lying on half a unit circle, thus as vectors
with unit length and a given orientation (see Fig. 7). From these vectors, a resultant
vector can be calculated that can be described by its orientation, X0 , and length,
R. The value R can then be used as a test statistic to test the hypothesis that the
vectors are distributed uniformly along the interval [0; ¼ ]. The higher the value of
this measure, the more likely it is that there is a preferred orientation in the data. If
there is a preferred orientation, X0, we can check whether the hypothesis that it is
equal to a given theoretical orientation, ¹0, can be rejected. Further details of the
statistical procedures that we used here are given in Appendix B.

The results of the analysis we did on the orientations of the covariance ellipses
are shown in Fig. 8A, B and C for each of the respective slant values. Each of the
unit circles represents a condition of our experimental design (27 conditions). The
dots on the unit circles represent the orientations of the covariance ellipses of the
ten subjects. The line that is drawn from the center of the unit circles is the resultant
vector of these orientations. Its orientation is the mean orientation, X0, and its length
is R. The values of these parameters are shown beneath their corresponding unit
circles. Data points that were not included in the analyses are represented as open
circles on the unit circle. It is also indicated in which conditions R is signi� cant
at the ® D 0:05=27 level and if so, whether the orientation of the symmetry or
collinearity axis is in the 95% con� dence interval (see Note 4) about the mean
orientation. This is indicated by means of a line below the value of the test statistic.
Dotted lines refer to marginally signi� cant effects.
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(A)

(B)

Figure 8. The orientation of the covariance ellipses in every condition. Every dot on a unit circle
refers to the orientation of the covariance ellipse of one subject in that condition. Open circles indicate
outliers. The orientation of the line that extends from the center of the unit circle indicates the mean
orientation, X0, of the data in that condition. Its length indicates the uniformity of the sample.
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(C)

Figure 8. (Continued).

When there is no difference in slant between the model and the test pattern
(slant D 0 deg), the hypothesis that the orientations of the covariance ellipses are
uniformly distributed on the unit circle cannot be rejected at any of the positions
of the fourth dot, except for (0.25, 0.75) which has a marginally signi� cant non-
uniform distribution along the collinearity axis. This axis is within the 95%
con� dence interval around the mean orientation in this condition.

When the slant is 55 deg, there is a preferred orientation on the symmetry axis
at the positions (0.25, 0.25) and (0.75, 0.75) and on the collinearity axis at the
positions (0.25, 0.75) and (0.75, 0.25). In all of these respective conditions, the
symmetry and collinearity axes were in the 99% con� dence interval about the mean
orientation. Positions (1.25, 0.25), (1.25, 0.75) and (1.25, 1.25) showed marginally
signi� cant orientations. The symmetry axis was in the con� dence interval at (1.25,
0.25) and at (1.25, 1.25). None of the axes was in the interval at (1.25, 0.75).

At the slant level of 71 deg, there are preferred orientations at the positions (0.75,
0.75), (1.25, 1.25), (0.25, 0.75) and (0.75, 0.25). The � rst two positions are on the
symmetry axis while the latter two are on the collinearity axis. Again, the proper
axes are in the con� dence interval at all of these positions. Position (0.75, 1.25) also
had a preferred orientation, but none of the reference axes was in the con� dence
interval about its mean orientation.

Finally, we did a test to check whether the expected pattern of preferred orien-
tations and their coincidences with the reference axes was statistically the same as
the one we observed. To perform such a test, we have to start by constructing two
two-way frequency tables, one for the expected pattern of orientations and one for
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Table 1.
Results of the Â2-analysis on the pattern of signi� cances

S NS

Observed pattern of signi� cance
S 8/27 2/27
NS 4/27 13/27

Expected pattern of signi� cance
S 10/27 0
NS 0 17/27

The observed pattern of signi� cance was obtained as follows:
(1) If a condition had a signi� cant R-value and if the right axis (i.e. the one in which the fourth

dot was lying in this condition) was in the 95% con� dence interval about the mean orientation, the
condition was categorized as S/S (upper left quadrant).

(2) If a condition was expected to have a signi� cant orientation along one of the axes but it did not
meet the requirements described in (1) it was categorized as S /NS (upper right quadrant).

(3) If a condition was expected not to be signi� cant but it was (fully or marginally), it was
categorized as NS/S (lower left quadrant).

(4) The NS/NS category (lower right quadrant) contained the conditions that were expected not to
have any signi� cant orientation and that did not.

the observed pattern. Table 1 shows these frequencies. We expected the conditions
(0.25, 0.25), (0.75, 0.75), (1.25, 1.25), (0.25, 0.75) and (0.75, 0.25) to be signi� -
cantly elongated along the axis (symmetry or collinearity) on which they were ly-
ing, when the slant was not equal to zero (55 deg and 71 deg). That means there
is a preferred direction and this direction is along the axis on which the point is
lying. All the other conditions were expected to have no preferred direction. Thus,
a proportion of 8/27 conditions were expected to yield signi� cant preferred direc-
tions that did not deviate statistically in orientation from the axis on which they
were lying, while the rest of the conditions (17/27) were expected not to produce
any signi� cant effects. However, the observed proportions were slightly different
(see Table 1). The conditions (1.25, 1.25) at 55 deg slant and (0.25, 0.25) at 71 deg
slant had only a marginally signi� cant preferred direction and were subsequently
placed in the upper right quadrant of the frequency table. There were also condi-
tions that we expected not to show any preferred orientations but that nevertheless
did (marginally). These were (0.25, 0.75) at 0 deg slant, (1.25, 0.25) and (1.25,
0.75) at 55 deg slant and � nally (0.75, 1.25) at 71 deg slant. A chi-square test
showed that these two patterns of frequencies did not deviate statistically from each
other (Â2 D 1:341; p D 0:719). Hence, the observed pattern of signi� cances does
not deviate from what could be expected theoretically.

3.5. Conclusion

The results of the experiments show that, although the precision of the estimates
depends on both Slant and Position, the deviation of the median estimated point
from the veridical point in the different conditions is small, even when the model
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pattern is slanted. The same goes for the spread of the estimation errors. Thus, it
can be concluded that performance is good on average. However, the fact that these
dependent variables differ between conditions shows that different information is
available for solving the task. The orientations of the covariance ellipses along the
symmetry and collinearity axes suggest that subjects used these axes as qualitative
reference axes that can be identi� ed unambiguously in both the model and test
pattern. They carve up the space de� ned by the three anchor dots, so as to delineate
small regions within which estimations of the position of the fourth dot can be made.
This way a reasonable average precision can be attained without any need for in-
depth interpretations of the stimuli.

4. GENERAL DISCUSSION

To complete the present task, subjects seem to use lines for which correspondence
in the two images of the stimulus can be established. These are de� ned by
unambiguously identi� able points. In principle, any feature that can be identi� ed
in 2D in both of the views of a shape can serve the same reference function for
other positions (off the reference axes). They allow for a not so precise retrieval of
these positions that is nevertheless less effortful than a more complex calculation of
invariants that would yield precise estimates of position (see also Wagemans et al.,
2000).

The importance of such stimulus features has been pointed out in the past. Foster
(1979, 1980) proposed that visual patterns are represented internally by means
of discrete structural descriptions of the stimulus that are associated with it in a
probabilistic way. The building blocks of such descriptions are supposed to be
local pattern features such as � xed lines, curves, vertices, collinearities, etc. and the
relationships between them. He also suggested that such features can be regarded
as fuzzy properties (Ferraro and Foster, 1994; Foster, 1977).

Based on these ideas, Kukkonen et al. (1996) formulated a model for the detection
of af� ne shape equivalence on the basis of qualitative features such as collinearity,
parallellism, convexity / concavity. The model treats these properties as continuous
properties in the sense that the thresholds for discriminating between two planar
shapes in 3D, vary with the extent to which the aforementioned properties are
present in the stimulus. Performance is good if the stimuli contain collinear or
nearly collinear dots. The less collinearity the stimulus contains, the more dif� cult
the discrimination becomes. The same reasoning could be applied to our data. The
position of the dots to be estimated can be more/ less collinear with the collinearity
axis than with the symmetry axis. They form a kind of fuzzy border on which the
estimations can be based.

In the present experiment we used reference lines as such features, but these are
only one example of what qualitative reference features may be. Van Gool et al.
(1994b, 1995) proposed a complete hierarchy of features such as points, lines, lines
of � xed points (e.g. collinear points that can be matched across views), and pencils
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of lines. Which features one is dealing with depends on the speci� c transformation
of the 3D shape. But, given a certain type of transformation, one can unambiguously
identify some of these features over different views of the shape. A range of useful
predictions can be made from such a theory, some of which are currently being
tested in our laboratory. The � nding that the symmetry axis and the collinearity
axis are used in the present experiment is a � rst indication that such a mathematical
framework has some relevance to human vision.

We consider the present study as an exploratory analysis into the biases that
emerge in reconstruction tasks such as the one we used in this experiment. This
yielded some insight in the reference features that our subjects used during the
task. In the long run it should be possible to dissociate between effects in shape
recognition tasks that are due to orientation and position differences on the one
hand, and effects that are due to changes in 2D stimulus features that occur as a
consequence of the orientation changes. Effects of these features should be � ltered
out of the performance. Only then does it become possible to measure viewpoint
(in)dependency.

NOTES

1. One aspect of this issue is theoretical: How should experiments be designed
that address the role of invariants in human vision? For example, Niall (2000) has
recently criticized some of our work (Wagemans et al., 1997) on the basis of a
different view on the role of invariants and the way one should test it. We are
currently preparing a reply to his critique. This theoretical discussion is not directly
relevant to the present research.

2. At this position there was a marginally signi� cant difference between the zero
and the 71 degrees slant conditions .p D 0:06/.

3. The interval is restricted to [0; ¼ ] because we are dealing with axial data.
Ellipses do not have a direction, only an orientation.

4. We did not correct the size of the con� dence interval for the number of
simultaneous tests for two reasons: (1) it was not clear a priori how many
simultaneous tests we would have to conduct and (2) because in this case the tests
are stronger when the con� dence is small.

5. The three axes did not necessarily cross in one point. They much rather formed
a very small triangle (often invisible as in Fig. A1). The actual coordinates of the
2D median were taken to be the midpoint of this triangle.
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APPENDIX A

Covariance ellipses that were centered on the 2D median of the estimations were
calculated in every condition for every subject. Here we explain how we did the
calculations.

The 2D median was calculated as follows. First, the one-dimensional (1D)
medians along the 0, 60 and 120 degrees direction (relative to the horizontal) were
calculated. The 2D median was taken to be the average of the three 1D medians.
A graphical presentation of these calculations is shown in Fig. A1. In order to
calculate the 1D medians, the cloud of dots was projected onto each of the median

Figure A1. The 2D median was calculated by � rst taking the 1D median along the 0, 60 and 120
degrees condition and then taking the average.
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axes (0, 60 and 120 degrees). On each axis, the 1D median of these projections
was calculated. Then three axes were construed, perpendicular to each of the
corresponding 1D median axes. Finally, the crossing between the three axes was
calculated. This was the 2D median (see Note 5).

To obtain the covariance ellipse, we � rst calculated the covariance matrix of the
x- and y-coordinates of the estimations in each condition separately. The lengths of
the axes of the covariance ellipse of a certain condition were the � rst and second
eigenvalues of the covariance matrix of that condition. The two (orthogonal)
eigenvectors of the covariance matrix de� ne the orientation of the ellipse. The
covariance ellipse can be interpreted as the contour that delineates one standard
deviation of the estimations along all possible directions.

APPENDIX B

As is shown in Fig. 7, axial data can be summarized by the length of the resultant
vector, R, and its orientation, X0. These statistics can be used to check whether
there is a preferred orientation in a sample of orientations and if so, whether this
orientation is signi� cantly deviating from some theoretical value.

The value of R ranges from zero (uniformity) to one (identical orientations). Since
the distribution of R is known, it is possible to calculate a critical R-value for a � xed
signi� cance level, to test whether the R-value of a given data set deviates from zero.
If a preferred orientation exists in the data, we can check whether the hypothesis that
this direction is equal to a given theoretical orientation, ¹0, can be rejected. This
can be done by setting up a con� dence interval about the mean orientation, X0:

£
X0 ¡ ±; X0 C ±

¤
:

Given n, the number of data points and R, the resultant length of the data points,
it is possible to � nd the value of ± for a � xed signi� cance level, ®. We now have
a .1 ¡ ®/ con� dence interval. If ¹0 is located in this interval, the null hypothesis
that the observed mean orientation, X0, is equal to the theoretical orientation, ¹0,
cannot be rejected. Consequently, these two orientations are statistically identical.

We applied these tests to the orientations of the covariance ellipses we obtained
from our data. The critical R-values for the uniformity test and the cut-off values
of the con� dence intervals about the mean orientation are reported in Table B1. See
also Fig. 8 for a visual representation of the results.
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Table B1.
Results of the analysis of the orientation of the covariance ellipses

Af� ne X Af� ne Y R X0 (deg) X0 ¡ ±0:05 X0 C ±0:05 S/C Â2

0 25 25 0.59 28.5 NS /NS
0 25 75 0.69 114 96 132 C & S NS/S
0 25 125 0.22 89.5 NS /NS
0 75 25 0.48 118 NS/NS
0 75 75 0.51 142 NS/NS
0 75 125 0.15 131.5 NS /NS
0 125 25 0.4 99 NS/NS
0 125 75 0.19 154.5 NS /NS
0 125 125 0.14 161 NS/NS

55 25 25 0.94 34 24.5 43.5 S S/S
55 25 75 0.89 118.5 108 129 C S/S
55 25 125 0.66 30 NS/NS
55 75 25 0.81 130 116.5 143.5 C S/S
55 75 75 0.85 31.5 19 44 S S/S
55 75 125 0.26 39.5 NS /NS
55 125 25 0.84 31.5 17 46 C & S NS/S
55 125 75 0.88 154 138 170 C & S NS/S
55 125 125 0.72 30.5 12 49 S S/NS
71 25 25 0.65 35.5 15.5 55.5 S S/NS
71 25 75 0.77 114 99.5 128.5 C S/S
71 25 125 0.63 41.5 NS /NS
71 75 25 0.82 133 118.5 147.5 C S/S
71 75 75 0.92 27 17.5 36.5 S S/S
71 75 125 0.78 53.5 39 68 C & S NS/S
71 125 25 0.47 24.5 NS /NS
71 125 75 0.67 39 NS/NS
71 125 125 0.97 26 19.5 32.5 S S/S

(1) The � rst three columns contain the slant, the af� ne X-coordinate of the fourth dot to be estimated
and its af� ne Y -coordinate, respectively. Conditions that are expected to yield signi� cant orientations
and where one of the axes is expected to lie in the 95% con� dence interval about the mean orientation
are in boldface.

(2) The italicized cells in the column containing the R-values are signi� cant at the 0.05 /27 level
.§0:002/. Underlined R-values refer to marginally signi� cant values .p D 0:01/.

(3) Only if the R-values were (marginally) signi� cant, we also tested whether the symmetry or the
collinearity-axis was in the 95% it is of no use to test for a speci� c orientation, if the orientations are
uniformly divided. The level of p was set to 0.05. Columns 5, 6 and 7 contain the mean orientation
of the covariance ellipses in that condition, the left cut-off value of the 95% con� dence interval about
the mean orientation and the right cut-off value. In the column with the S /C heading, it is indicated
which axis is expected to be in the con� dence interval. S refers to the symmetry axis at 30 deg and C
to the collinearity axis at 120 deg. For the conditions in which the fourth point was off the reference
axes, we did not know which axis to expect. Consequently, both of the axes are mentioned. If an axis
is in the con� dence interval, the cell is italicized if the corresponding R-value was signi� cant. If the
R-value was marginally signi� cant, axes that are in the con� dence interval are underlined.

(4) The last column contains the labels of the categorization of the conditions for Â2 test. See
Table 1 and the last paragraph of the Results section in the text.




