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Abstract

With privacy becoming a key concern in modern society, it is important that
privacy measures are strongly incorporated whenever digital data are involved.
Unfortunately, privacy is often neglected when engineering software systems and
only introduced as an afterthought. Retrofitting privacy concerns in an existing
system is however not straightforward. In recent years, a different attitude
towards privacy has emerged, which is known as ‘Privacy by Design.’ One of its
core principles states that privacy should be embedded in the early stages of
the software development lifecycle, rather than having it as an add-on. Hence,
privacy should become an essential component in the software development
process.

This thesis adheres to the Privacy by Design paradigm as it proposes and
validates LINDDUN, a privacy threat modeling methodology that helps software
engineers with limited privacy expertise to introduce privacy early on in the
software development lifecycle. LINDDUN is a model-based approach that
leverages a data flow diagram (DFD) as representation of the system to be
analyzed. This DFD will serve as basis for the analysis, as each of its elements
is systematically examined thoroughly for privacy threats. The methodology
is also knowledge-based. It provides an overview of the most common attack
paths associated with the set of privacy threat categories contained in the
acronym LINDDUN (Linkability, Identifiability, Non-repudiation, Detectability,
Disclosure of information, Unawareness, Non-compliance). The attack paths
are represented as threat trees that detail possible causes of threats. Each
tree presents the attack paths that are related to one threat category which is
applied to one particular DFD element type (entity, data flow, data store, or
process).
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iv | chapter 0 • ABSTRACT

LINDDUN is not a single off-the-shelf technique that you can plug-and-play. It is
a reasonably complex methodology and its success is affected by the interaction
between the analyst and the methodology itself. Therefore, in order to validate
LINDDUN and its applicability, we did not merely look at the methodology itself,
but we also investigated this human-methodology dependency and reflected
upon it. We performed a multi-faceted, empirical validation of LINDDUN
comprising three studies involving analysts of different seniority to evaluate its
ease of use and overall performance.

As a final contribution, we enhanced the LINDDUN methodology based on the
empirical results. The main changes include an update and extension of the
threat trees and their descriptions, and a repositioning of the security threats.



Beknopte samenvatting

Privacy is een kostbaar goed geworden in onze moderne samenleving. Het is dan
ook uitermate belangrijk dat de nodige privacy maatregelen genomen worden
worden om digitale data te beschermen. Jammer genoeg wordt privacy nog te
vaak verwaarloosd tijdens het software ontwikkelingsproces waardoor het slechts
achteraf in overweging wordt genomen. De laatste jaren is er gelukkig een
nieuwe houding tegenover privacy ontstaan, die bekend staat als ‘Privacy-door-
Ontwerp’ (ook wel ‘Privacy by Design’ genoemd). Een van de basisprincipes
hiervan stelt dat privacy reeds moet ingebed worden in de eerste fases van de
ontwikkelingscyclus. Privacy hoort dus een essentiële bouwsteen te worden in
het software ontwikkelingsproces.

Dit proefschrift volgt het Privacy by Design paradigma en stelt LINDDUN voor,
een methode die privacybedreigingen modelleert om software-ontwikkelaars met
beperkte privacy expertise te helpen bij het introduceren van privacy in de
eerste fasen van het ontwikkelingsproces. LINDDUN is een modelgebaseerde
aanpak die start van een dataflowdiagramma (DFD) als representatiemodel
van de gegevensstroom van het te analyseren systeem. Deze DFD legt de basis
voor de analyse aangezien elk van zijn elementen uitgebreid zal onderzocht
worden op privacybedreigingen. De methode biedt ook privacykennis aan.
Zo is er een catalogus die de meest voorkomende aanvalspaden beschrijft
die geassocieerd worden met de verzameling privacybedreigingscategorieën
waarvan de Engelse termen omvat zitten in het acroniem LINDDUN
(koppelbaarheid, identificeerbaarheid, onweerlegbaarheid, detecteerbaarheid,
vrijgave van informatie, onwetendheid, en non-conformiteit). Deze aanvalspaden
worden weergegeven als bedreigingsbomen die de mogelijke oorzaken van
bedreigingen omschrijven voor elk van de bedreigingscategorieën gekoppeld aan
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een specifiek elementtype van de DFD (entiteit, gegevensstroom, gegevensopslag
of proces).

LINDDUN is geen eenvoudige techniek die volledig geautomatiseerd kan
worden. Het is een vrij complexe methode waarvan het succes afhankelijk
is van de interactie tussen de analist en de methode. Om LINDDUN en
zijn toepasbaarheid te valideren, hebben we dus niet enkel de methode zelf
bekeken, maar hebben we ook de wisselwerking tussen de mens en de methodiek
bestudeerd. We hebben een veelzijdige empirische validatie van LINDDUN
uitgevoerd die bestond uit drie studies met medewerking van analisten met een
uiteenlopende anciënniteit om het gebruiksgemak en de algemene prestaties van
de methode te evalueren.

Als laatste contributie, hebben we de LINDDUN methode verbeterd op basis
van de empirische resultaten. De voornaamste wijzigingen bestaan uit een
actualisering en uitbreiding van de bedreigingsbomen en hun beschrijving, en
een herpositionering van de beveiligingsbedreigingen.
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1
Introduction

“We would have lived our lives differently if we had known they would one day
be searchable.”

The above is a strong quote from Alexia Tsotsis [Tso10], an influential blogger,
which, although slightly exaggerated, clearly sets the scene of today’s society.
As personal information becomes ubiquitous, privacy is a key issue nowadays.
Data that used to be stored offline (or even on paper) are now part of a highly-
integrated e-society: health, financial and social data are only one mouse-click
away. This abundance of digital information can however easily lead to privacy
issues. Cases of information leaks have been in the news regularly (e.g. credit
card data stolen from the Playstation network [BF11], unprotected customer
data at the Belgian Railways [nmb13], etc.), and even more alarming were the
revelations on government mass surveillance.

With privacy becoming such a key concern in modern society, it is highly
important that privacy measures are strongly incorporated whenever digital
data are involved. All systems that handle data - whether it concerns
collecting, processing or sharing - should invest in procedures to ensure the
privacy of the data subjects involved. Unfortunately, privacy is often still
neglected when engineering software systems. It is sometimes introduced as an

1



2 | chapter 1 • INTRODUCTION

afterthought. Retrofitting privacy concerns in an existing system is however not
straightforward. Design and implementation decisions will impact and often
conflict with the privacy requirements, which makes the resolution of privacy
issues even more challenging.

In recent years, a different attitude towards privacy is emerging, which is
known as ‘Privacy by Design’ [Cav09, vRGB+95]. The concept has been
introduced in the late 90’s by Ann Cavoukian, a Canadian Information &
Privacy Commissioner. One of its core principles states that privacy should
be embedded in the early stages of the software development lifecycle, rather
than having it as an add-on. Even though techniques, such as aspect oriented
programming (AOP) [KLM+97], can resolve certain issues later on, existing
privacy-related AOP solutions are limited. And, more importantly, privacy
concerns can already impact the architectural design. This makes it imperative
that privacy becomes an essential component in the software development
process. This concept has been slowly gaining importance. Nowadays, privacy
experts agree that Privacy by Design should be the norm [SC09, LSK12, hor14].

This thesis also adheres to the Privacy by Design paradigm as it proposes and
validates LINDDUN, a privacy threat modeling methodology that aids the
software analyst to introduce privacy early on in the software development
lifecycle.

1.1 Privacy by Design using LINDDUN

Although Privacy by Design is an emerging domain, supporting techniques are
lacking.

Extensive research exists regarding privacy solutions; for example, anonymous
communication systems such as mix-networks [Cha81] and onion routing
[GRS96] were already developed several decades ago. Also privacy properties,
such as anonymity, unlinkability and unobservability, have been documented in
detail by Pfitzmann and Hansen [PH10]. Unfortunately, methods to incorporate
these properties into the software development lifecycle are missing. Either
existing approaches include most of the core properties but lack an actual
elicitation process [KKG08]. Or, generic requirements engineering methods,
such as i* [Yu97] and KAOS [VL09], can be used but they do not provide any
privacy-specific support. Alternatively, several methodologies focus on data
protection legislation [Jen05, MMZ08, SC09, YC02] by translating regulatory
rules into software requirements that are easier to grasp and implement. The
main goal of these methodologies is however to obtain legal compliance. Data
protection legislation does contain privacy guidelines, but these are too abstract
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and miss some of the core privacy properties (as for example described by
Pfitzmann [PH10]).

A first contribution of this thesis is a new privacy threat modeling methodology
that helps software engineers with limited privacy expertise to introduce
privacy early on in the development lifecycle. Determining appropriate privacy
requirements to be fulfilled by a specific software system is far from trivial.
People tend to find it hard to formulate precise privacy demands. It is in fact
easier to reason about which privacy violations should be prevented. Indeed,
for example, patients participating in a medical trial will be more likely to
state that they do not want their identity revealed to the researchers than
requiring a data minimization technique that generalizes the identifiers of the
collected medical data to ensure anonymity (such as k-anonymity [Swe02b]).
Threat modeling is a structured approach that enables the analyst to identify
and address the privacy flaws within an application. Threat modeling is a key
activity to elicit the potential pitfalls of a software system. It is mainly used in
security analysis where it is considered one of the pillars in the construction of a
secure system. In the context of security, Microsoft’s STRIDE is a well-known,
mature technique that is used by professionals in order to discover the security
threats of software systems [HL06]. In previous work, we have put STRIDE
to the test of empirical investigation and we have characterized its strength
and efficiency [SWJ13]. With reference to privacy, however, a similar strong
contender was missing in the threat modeling area. Therefore, we embarked on
the creation of a privacy-focused threat modeling technique called LINDDUN
[DWS+11]. It is a knowledge-based methodology that provides a repository
of the most common attack paths associated with a set of privacy threat
categories contained in the acronym LINDDUN (Linkability, Identifiability,
Non-repudiation, Detectability, Disclosure of information, Unawareness, Non-
compliance). LINDDUN is markedly inspired by STRIDE and is complementary
to it. For instance, both techniques are model-based1 as they start from a
representation of the system-under-investigation that is described as a data
flow diagram. Following the Twin Peaks approach [Nus01], this model can be
constructed based on the requirements specification or the architectural diagram.
Clearly, the level of abstraction influences the granularity of the model and its
associated results.

1We use the term model-based to indicate that the methodology depends on a graphical
representation (or model) as basis for the analysis. This should not be confused with
model-driven development.
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1.1.1 LINDDUN Threat Modeling

LINDDUN encourages analysts to think about privacy concerns in a systematic
way. The methodology consists of three problem-oriented steps to elicit privacy
threats and three more solution-oriented steps that aid at translating the elicited
threats into privacy enhancing solutions.

Problem-oriented LINDDUN Steps. These first three steps of the LINDDUN
threat modeling methodology are considered the core steps as they aid the
analyst to elicit privacy threats. In the first step, LINDDUN leverages a data flow
diagram (DFD) as representation of the system to be analyzed. This DFD will
serve as basis for the analysis, as each of its elements is systematically examined
for privacy threats. The creation of the DFD should not be considered a major
overhead, as there is an easy transition from more mainstream UML models
(such as the component-connector model) to the corresponding DFD. The second
step maps each of the DFD elements to their corresponding LINDDUN threat
categories and thereby identifies potential threats. The third step examines all
potential threats to determine which threats are in fact applicable. To aid the
analyst, LINDDUN provides an overview of the most common attack paths
associated with the set of privacy threat categories contained in the acronym
LINDDUN. The attack paths are represented as threat trees that detail possible
causes of threats. Each tree contains the attack paths that are related to one
specific threat category, which is applied to one particular DFD element type
(entity, data flow, data store, or process). This privacy knowledge base supports
and encourages also non-privacy-experts to reflect on potential privacy concerns.
Each of the nodes in the threat tree that is applicable to a specific DFD element
is a viable threat and should be documented using a misuse case template (i.e.
a use case from the perspective of the attacker). Note that documenting threats
is not necessarily limited to this step. On the contrary, privacy threats can
already emerge earlier on in the software development process. Evidently, these
threats should be documented as soon as they surface. Also, given the nature
of the Twin Peaks approach, initial high-level privacy threats can be extended
with more detailed threats in a subsequent iteration of the development cycle.

Solution-oriented LINDDUN Steps. The three remaining steps guide the
analyst into the solution space. In the fourth step, the analyst should prioritize
the elicited threats based on their risk level. LINDDUN does not restrict the
analyst to a dedicated risk assessment method. It refers to established risk
analysis techniques for more details [FKG+02, CMU, OWA]. The analyst can
thus plug in the assessment method of his choice. The two final steps aid in the
selection of appropriate privacy enhancing technologies to mitigate the elicited
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threats. In the fifth step, the threats’ corresponding privacy requirements (in
the original LINDDUN methodology) or privacy mitigation strategies (in the
improved LINDDUN methodology) are elicited, which enable targeted selection
of matching privacy enhancing solutions in the sixth and final step.

The LINDDUNmethodology is getting more attention in the research community.
It has been successfully applied by independent researchers [HBQ12, Bec12,
KLK+14, ML14], and has been discussed in the Threat Modeling book by
Shostack [Sho14], who is considered a leader in the field.

1.2 Empirical Validation of LINDDUN

LINDDUN is not a single off-the-shelf technique that you can plug-and-play. It
is a rather complex methodology and its success is affected by the interaction
between the analyst and the methodology itself. The applicability of each threat
should be interpreted. For example, identifiability of a user is a severe threat
for online voting, while the goal of social networking systems such as Facebook
is precisely to share personal identifiable information. Similarly, assumptions
about specific parts of the system require human reasoning. Determining, for
example, whether the internal communication can be considered secure or is
susceptible to insider threats cannot be fully automated.

In order to validate LINDDUN and its applicability, we thus do not merely
need to look at the methodology itself, but we need to investigate this human-
methodology dependency and reflect upon it. For our second contribution,
we therefore conducted two descriptive studies to empirically validate the
LINDDUN methodology and evaluate its ease of use and its overall performance
(completeness, correctness, and productivity). A final study was performed to
determine in which areas LINDDUN could still be improved when compared
to privacy experts. Note that these studies specifically focus on the elicitation
of privacy threats, and therefore only examine the first three problem-oriented
steps of the LINDDUN methodology.

1.2.1 Approach

In this thesis we present a multi-faceted, empirical evaluation of LINDDUN
comprising 3 studies. This is a novel approach, as empirical validation has not
yet been applied that often in security and privacy research.

Threat modeling can be applied at different levels of abstraction. Depending on
the definition of the assets that are being analyzed, it can be performed either
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early (i.e. at the requirements phase) or later (i.e. at the architecture stage).
In this respect, threat modeling is an essential activity for both requirements
engineers and software architects. Therefore, in this thesis we take the stance
of both roles.

In the first study, we asked 8 participants to analyze the requirements of a
software system. The participants received a description of the system domain
and of the functionality the system had to support. They used LINDDUN to
discover the main privacy threats the system should prevent.

In the second study, we asked 54 participants to analyze the architecture of a
software system. The participants received the blueprint of the system design,
including several architectural diagrams. They used LINDDUN to discover
the main privacy weaknesses in the design. Next to the different perspective
(requirements vs. architecture), size is also a differentiator in the two studies as
the first study is decidedly smaller. In general, a larger size is to be preferred
from an empirical perspective, because the conclusions of a larger study are
statistically stronger. Nevertheless, a smaller study provides the opportunity to
monitor the activities of the participants more closely. This turns into a more
insightful understanding of the dynamics that led to the observed results.

In both cases, we used the empirical technique of descriptive studies. Contrary
to a controlled experiment, in a descriptive study a technique is characterized
as such, rather than compared to another technique. A descriptive study is
instrumental in order to understand a technique and eventually formulate
research hypotheses to be further investigated by means of comparative
experiments. For instance, in the two descriptive studies we observed that
LINDDUN provides a good level of guidance to the participants. For example,
as described later, LINDDUN provides an extensive catalog of privacy threats
that the participants can use as inspiration during their analysis.

However, we also observed that this guidance has the tendency to limit the
creative thinking of the participants. The participants do not discover threats
that are not mentioned in the catalog. Therefore, the reliability of LINDDUN (in
terms of coverage of threat space) is a key aspect to investigate. We addressed
this aspect in the third empirical study presented in this thesis. We have
conducted a case study, which is an empirical technique to compare different
treatments. Specifically, we compared the threats identified by LINDDUN to
those independently obtained by a small panel of 3 privacy experts.
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1.2.2 Research Questions

In particular, we set out to answer the following research questions during the
evaluation:

• RQ1 - Correctness. How many threats discovered by LINDDUN are
correct?

• RQ2 - Completeness. How many potential threats go undetected?

• RQ3 - Productivity. How many valid threats are identified in a given time
frame?

• RQ4 - Ease of use. Do analysts perceive the methodology as easy to learn
and apply?

• RQ5 - Reliability. How do LINDDUN results compare to those of privacy
experts?

The first four research questions will be examined by the first and the second
study. Research question 5 will be evaluated during the third empirical study.

The evaluation in this thesis focuses mainly on the quantitative aspects of
LINDDUN. While the qualitative aspects are evidently also interesting, we
explicitly aimed for a quantitative analysis. First of all, we did not find other
privacy approaches that are comparable to our methodology. Second, we want
to understand all the positive and negative aspects of the methodology itself
and use these quantitative results to improve LINDDUN. In future work, we
want to evaluate this streamlined version in industry and focus on the more
qualitative aspects of the methodology.

1.3 Evolution of LINDDUN

Although the overall results of the empirical evaluation were convincing, there
was still room for improvement.

Based on the results of the empirical evaluation, we introduced some
improvements in the LINDDUN methodology. As LINDDUN is a knowledge-
based approach, it provides a threat tree catalog to support the elicitation of
threats. The participants indicated that this catalog was helpful but could
benefit from a more detailed explanation of the individual threats. Also, the
reliability study showed that some privacy threat categories were insufficiently
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covered by LINDDUN. We therefore extended and clarified even further the
privacy knowledge the methodology provides. In addition, we added more
structure in the methodology itself and its documentation to increase the
usability even further.

1.4 Contributions

In summary, the contribution of this thesis is threefold.

1. We proposed LINDDUN, a privacy threat modeling technique. To the best
of our knowledge, LINDDUN is the first technique to elicit threats that
focus on privacy. The creation of LINDDUN was joined work with Mina
Deng [DWS+11].

2. As all new techniques require a form of validation, our second contribution
consists of the thorough evaluation of the LINDDUN methodology by
means of three empirical studies. The evaluation takes into account both
the perspective of requirements engineers and software architects.

3. Based on the results of the evaluation, several improvements have
been applied to the LINDDUN methodology to increase its correctness,
completeness, productivity, reliability and ease of use.

1.5 Overview

Chapter 2 presents background information related to this thesis. It will first
introduce privacy concepts and definitions to position LINDDUN and provide
information on the privacy concepts the methodology uses. Second, Privacy by
Design principles are explained together with existing privacy requirements and
threat modeling techniques.

The LINDDUN methodology itself is highlighted in Chapter 3. Each of the 6
methodology steps are detailed and the chapter also includes an overview of all
privacy threat trees that support the elicitation process.

The main part of this thesis contains the empirical evaluation of LINDDUN.
Chapter 4 describes the evaluation of our methodology when applied at
requirements engineering level. Chapter 5 defines the evaluation of the
methodology at architectural level. This chapter actually consists of two
studies: evaluating the general performance of LINDDUN when applied on a
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software architecture, and evaluating the reliability of LINDDUN by comparing
its results with those of privacy experts.

Based on the results of these empirical studies, we have introduced some
improvements to the LINDDUN methodology, as presented in Chapter 6.

Chapter 7 concludes this thesis with a summary of the contributions and a
provides an outlook onto future work.





2
Background and Related
Work

This chapter sets the scene for the remainder of the thesis. As privacy is a
broad concept, the following sections scope the privacy landscape and set out
the context in which our work is established.

First, the general privacy concepts that are used throughout the thesis are
introduced. To conclude, existing privacy requirements techniques and a
background on threat modeling are presented.

2.1 Introduction to Privacy

The concept of privacy differs among different communities. This section
provides a summary of the definitions and vocabulary that are used as
background for our work. Furthermore, this section presents a set of taxonomies
that aim to structure the field.

11
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2.1.1 Privacy Definitions

Solove [Sol06] accurately summarized the problem of privacy: “Privacy is a
concept in disarray. Nobody can articulate what it means. As one commentator
has observed, privacy suffers from an embarrassment of meanings.”

Indeed, there exists an abundance of definitions trying to scope the concept
of ‘privacy.’ As there still is no single widely accepted definition, this section
summarizes the most referenced definitions.

Warren and Brandeis are considered the first authors of a publication detailing
the right to privacy. They define privacy as “the right to be let alone” [WB90].
Although the definition originally aimed at the protection of individuals against
gossip and slander, through time it has gained a wider meaning. Digital privacy
researchers have been interpreting the definition as “an autonomous (digital)
sphere in which the data about persons are protected so that unauthorized
others cannot access it, also known as data confidentiality” [Gür10]. In this
interpretation of privacy, it is hence important to avoid making personal data
(i.e. data relating to an identifiable person) available to a larger audience.

Westin, on the other hand, defines privacy as “the right of the individual to
decide what information about himself should be communicated to others and
under what circumstances” [Wes70]. This definition relates privacy to the right
to control the information that is revealed to others. This concept is often
referred to as information self-determination [Gür10, RP09], as the user himself
is able to determine which information he is sharing when and how.

Related to this idea of self-determination is the concept of identity construction.
A third definition therefore states that privacy is “freedom from unreasonable
constraints on the construction of one’s own identity” [Agr99]. In the offline
world, people will share different information with different people. One will,
for example, share different stories with friends, parents, or acquaintances. In
the online world, this phenomenon is similar: individuals will want to reveal
different information in different contexts.

Nissenbaum [Nis04] introduced ‘contextual integrity’ as an alternative benchmark
for privacy. This approach requires adequate protection for privacy to norms
of specific contexts, demanding that information gathering and dissemination
be appropriate to that context and obey the governing norms of distribution
within it.
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2.1.2 Privacy Vocabulary

This section highlights the privacy-related vocabulary that is used throughout
the thesis. We do not intend to propose any definitions ourselves, but we
summarize the terms as they are described by the European Data Protection
Directive (DPD)[Eur95]. The Directive regulates the protection of individuals
with regard to the processing of personal data.

First of all, it is important to note that data protection legislation in particular,
but also privacy research in general, is mainly concerned about protecting
personal data (sometimes also referred to as personal identifiable information
or PII). General facts (e.g. the sky is blue) do not require special privacy
preservation as they are considered general knowledge. Privacy is person-bound
and concerns the protection of data that can be linked to a certain individual
(or set of individuals). Personal identifiable information has been defined
as “any information relating to an identified or identifiable natural person
(‘data subject’); an identifiable person is one who can be identified, directly or
indirectly, in particular by reference to an identification number or to one or
more factors specific to his physical, physiological, mental, economic, cultural
or social identity” [Eur95]. Thus, according to legislation, information does not
require privacy protection when it has been anonymized. Note however that
in this era of big data, full anonymity is hard, if not impossible [Tuc13]. De-
identification (removing pseudo-identifiers) will simply not suffice to anonymize
information, and even more advanced anonymity techniques cannot guarantee
full anonymity when data are linkable. A more extensive privacy protection
will hence be essential.

Another privacy concept related to data processing is ‘data subject.’ This refers
to the individual that is linked to the personal identifiable information. This
is not necessarily the creator of the information. In e-health applications, for
example, patient data are created and managed by physicians while the data
actually involve a particular patient (i.e. data subject).

2.1.3 Privacy Properties

To have a solid base for the types of privacy threats handled by the proposed
LINDDUN framework, we have elaborately studied definitions of privacy
properties. In this section, we discuss the set of properties that sets the
scope of the privacy domain in this thesis. Most privacy properties in the
LINDDUN framework comply with the terminology proposed by Pfitzmann and
Hansen [PH10], as it is widely recognized in the privacy research community.
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Privacy is sometimes distinguished as hard privacy and soft privacy [Dan12].
Hard privacy relates to data minimization, and is based on the assumption
that personal data is not divulged to third parties. The system model of hard
privacy is that a data subject provides as little data as possible in order to
reduce the need to “trust” other entities. The data subject himself will be the
active security party (i.e. is responsible for hiding information).

Soft privacy, on the other hand, is based on the assumption that the data
subject has already lost control of his personal data and has to trust the honesty
and competence of the data controllers. Soft privacy is mainly achieved by
data security (e.g. access control) and regulatory implementations (e.g. policies,
consents, purpose-based access and processing, audit, etc.). It will be up to
the data controller (i.e. receiver of the information, in general this will be the
back-end system) to ensure data protection. Unfortunately, this implies that it
will be difficult for the data subject to verify how his data are collected and
processed.

The following paragraphs enlist a number of privacy properties that are
implemented by LINDDUN and thus are used throughout this thesis.

Unlinkability. Unlinkability refers to hiding the link between two or more
actions, identities, and pieces of information. Examples of unlinkability include
hiding links between two anonymous messages sent by the same person, two
web page visits by the same user, entries in two databases related to the same
person, or two people related by a friendship link in a social network.

Unlinkability is defined by Pfitzmann and Hansen. as [PH10]: “Unlinkability
of two or more items of interest (IOIs, e.g. , subjects, messages, actions, etc.)
from an attacker’s perspective means that within the system (comprising these
and possibly other items), the attacker cannot sufficiently distinguish whether
these IOIs are related or not.”

Anonymity and Pseudonymity. Anonymity refers to hiding the link between
an identity and an action or a piece of information. Examples are the anonymous
sender of an email, writer of a text, person accessing a service, person to whom
an entry in a database relates, and so on.

Anonymity is defined as: “Anonymity of a subject from an attacker’s perspective
means that the attacker cannot sufficiently identify the subject within a set
of subjects, the anonymity set” [PH10]. Anonymity can also be described
in terms of unlinkability. If one considers sending and receiving of messages
as attributes; the items of interest (IOIs) are who has sent or received which
message. Then, “anonymity of a subject with respect to an attribute may be
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defined as unlinkability of this subject and this attribute.” For instance, sender
anonymity of a subject means that to this potentially sending subject, each
message is unlinkable. Correspondingly, recipient anonymity of a subject means
that to this potentially receiving subject, each message is unlinkable.

Pseudonymity suggests that it is possible to build a reputation on a pseudonym
and use multiple pseudonyms for different purposes. Examples include a person
publishing comments on social network sites under different pseudonyms and a
person using a pseudonym to subscribe to a service.

Pfitzmann et al. [PH10] defines pseudonymity as: “A pseudonym is an identifier
of a subject other than one of the subject’s real names. Pseudonymity is the
use of pseudonyms as identifiers. A subject is pseudonymous if a pseudonym
is used as identifier instead of one of its real names.” Pseudonymity can also
be perceived with respect to linkability. Whereas anonymity and identifiability
(or accountability) are the extremes with respect to linkability to subjects,
pseudonymity is the entire field between and including these extremes. Thus,
pseudonymity comprises all degrees of linkability to a subject.

Plausible Deniability. Plausible deniability refers to the ability to deny having
performed an action that other parties can neither confirm nor contradict.
Plausible deniability from an attacker’s perspective means that an attacker
cannot prove a user knows, has done or has said something. Sometimes,
depending on the application, plausible deniability is desirable over non-
repudiation (i.e. a security property to ensure accountability). For instance, in
an application used by whistleblowers, users will want to deny having ever sent
a certain message to protect their safety. Other examples include off-the-record
conversations, the possibility to deny the existence of an encrypted file, deny
that a file is transmitted from a data source, or deny that a database record
belongs to a person.

The relation between non-repudiation and plausible deniability is described
by Roe in [Roe97]: “The goal of the non-repudiation service is to provide
irrefutable evidence concerning the occurrence or non-occurrence of an event
or action. If we believe that there is a need for this as a security service [...]
we must also concede that some participants desire the opposite effect: that
there be no irrefutable evidence concerning a disputed event or action.” This
“complementary service” is plausible deniability.

In particular, it ensures that “an instance of communication between computer
systems leaves behind no unequivocal evidence of its having taken place. Features
of communications protocols that were seen as defects from the standpoint of
non-repudiation can be seen as benefits from the standpoint of this converse
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problem, which is called plausible deniability.”

The security property ‘non-repudiation’ and the privacy property ‘plausible
deniability’ are mutually exclusive. This should however not cause any conflicts,
as systems will either require strong non-repudiation properties to ensure
accountability, while others will require plausible deniability. For e-commerce
applications, non-repudiation is an important security property. Imagine a
situation where a buyer signs for a purchased item upon receipt, the vendor can
later use the signed receipt as evidence that the user received the item. For other
applications, such as off-the-record conversations or online voting, participants
may desire plausible deniability for privacy protection such that there will be
no record to demonstrate the communication event, the participants and the
content. In this scenario, non-repudiation is a privacy threat.

Undetectability and Unobservability. Undetectability and unobservability
refer to hiding the user’s activities. It is, for example, impossible to know
whether an entry in a database corresponds to a real person, or to distinguish
whether someone or no one is in a given location.

Undetectability is defined as: “Undetectability of an item of interest (IOI) from
an attacker’s perspective means that the attacker cannot sufficiently distinguish
whether it exists or not. If we consider messages as IOIs, this means that
messages are not sufficiently discernible from, e.g. , random noise” [PH10]. For
anonymity and unlinkability, not the IOI, but only its relationship to the subject
or other IOIs is protected. For undetectability, the IOIs are protected as such.

Unobservability is defined as: “Unobservability of an item of interest (IOI)
means undetectability of the IOI against all subjects uninvolved in it and
anonymity of the subject(s) involved in the IOI even against the other subject(s)
involved in that IOI” [PH10]. The definition suggests that unobservability
is undetectability by uninvolved subjects combined with anonymity even if
IOIs can be detected. Consequently, unobservability implies anonymity, and
unobservability implies undetectability. It means, with respect to the same
attacker, unobservability reveals always only a subset of the information
anonymity reveals. In later sections, we focus on undetectability, since
unobservability is in fact a combination of undetectability and anonymity.

Confidentiality. Confidentiality refers to hiding the data content or controlled
release of data content. Examples include transferring encrypted email, applying
access control to a classified document or a database containing sensitive
information.
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NIST [MGK09] describes confidentiality as follows: Confidentiality means
preserving authorized restrictions on information access and disclosure, including
means for protecting personal privacy and proprietary information. Although
confidentiality is a security property, as the definition above states, it is also
important for preserving privacy properties, such as anonymity and unlinkability.
Therefore, confidentiality is also considered an important privacy objective.

Awareness. Although the aforementioned privacy properties are often
considered as the core properties, we also consider the following two properties,
namely content awareness, and policy and consent compliance, important privacy
objectives due to their significance to privacy and data protection. With the
emerging of Web 2.0 technologies, users tend to provide excessive information
to service providers and lose control of their personal information. Therefore,
the awareness property is proposed to make sure that users are aware of their
personal data and that only the minimum necessary information should be
sought and used to allow for the performance of the function to which it relates.

Awareness is a rather broad concept. Endsley [End95] defined situation
awareness as “the perception of the elements in the environment within a volume
of time and space, the comprehension of their meaning and the projection of their
status in the near future.” Awareness in computer-supported cooperative work
has been defined as “an understanding of the activities of others, which provides
a context for your own activities” [DB92]. Sohlenkamp [Soh98] defined awareness
as “an understanding of the state of a system, including past activities, present
status and future options.” In this thesis, awareness refers to an understanding
of the consequences of sharing personal information in the past, present and
future.

The more personal identifiable information a data subject discloses, the higher
the risk is for privacy violation. To ensure awareness, a number of technical
enforcement tools have been developed. For instance, the concept of personal
information feedback tools has been promoted [LHDL04, PK09] to help users
gain privacy awareness and determine themselves which personal data to disclose.

The Platform for Privacy Preferences Project (P3P) [W3C] has been designed
to allow websites (as data controllers) to declare their intended use of the
information that they collected about the browsing users (as data subjects).
P3P addresses the awareness property by making users aware of how personal
data are processed by the data controller (i.e. the individual or group who
determines the purposes and means of the processing of personal data).

Although not necessarily privacy-oriented, another responsibility of the user,
within the realm of content awareness, is to keep user’s data up-to-date to prevent
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wrong decisions based on incorrect data. This means that the data subject or
the data controller (depending on the applications) is responsible for deleting
and updating inaccurate information. For example, it is crucial to maintain
the patient’s data in an e-health application. Imagine a doctor forgetting to
mention that the patient is a diabetic, the absence of information could cause
fatal consequences for patients taking medication without considering negative
side effects on diabetics. Note that the definition of awareness is altered in the
improved version of LINDDUN (see Chapter 6). As awareness in the current
definition puts quite some responsibility on the user, this will be shifted towards
the system side.

Compliance The policy and consent compliance property requires the whole
system as data controller to inform the data subject about the system’s privacy
policy, and allow the data subject to specify consents in compliance with
legislation, before users accessing the system. According to the definitions from
the EU Directive 95/46/EC [Eur95]: “Controller shall mean the natural or legal
person, public authority, agency or any other body which alone or jointly with
others determines the purposes and means of the processing of personal data.”
“The data subject’s consent shall mean any freely given specific and informed
indication of his wishes by which the data subject signifies his agreement to
personal data relating to him being processed.”

A policy specifies one or more rules with respect to data protection. These are
general rules determined by the stakeholders of the system. A consent specifies
one or more data protection rules as well, however, these rules are determined by
the user and only relate to the data regarding this specific user. The policy and
consent compliance property essentially ensures that the system’s policy and
the user’s consent (usually specified in textual form) are indeed implemented
and enforced.

This property is also related to legislation. There are a number of legal
frameworks addressing the raised concerns of data protection, such as the Health
issued the Insurance Portability and Accountability Act (HIPAA) [HIP06] in
the United States, the Data Protection Directive 95/46/EC [Eur95] in Europe,
and the OECD Guidelines on the Protection of Privacy and Transborder Flows
of Personal Data [OEC80].

One example of consent compliance can be found in an e-health context. In some
countries, healthcare professionals are only allowed to access medical information
if the data subject has given informed consent (or in case of emergency).

There are initiatives to protect data subjects and create openness. It is clearly
important to ensure that internal rules actually comply with those promised in
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Table 2.1: Summary of privacy vocabulary

Privacy Concept Description

Personal Identifiable In-
formation (PII)

Information which can be linked back to an
individual

Data Subject Individual that is linked to the PII
Item of Interest (IOI) information related to an individual (e.g.

subjects, messages, actions, etc.)
Unlinkability Not being able to distinguish whether 2 IOIs

are related
Anonymity Not being able to identify the subject within a

set of subjects
Plausible deniability Being able to repudiate having performed an

action
Undetectability Not being able to distinguish whether an IOI

exists
Unobservability Undetectability against all subjects involved
Confidentiality Authorized restrictions on information access

and disclosure
Awareness Being conscious about consequences of sharing

(PI) information
Compliance Following regulations and internal business

policies

policies and consents. Unfortunately, few technical solutions exist to guarantee
compliance. A possible non-technical solution is to use employee contracts to
enforce penalties (e.g. , get fired or pay fines) to ensure compliance. Another
solution is to hire an auditor to check policies compliance. Eventually, necessary
legal actions can be taken by data subjects in the case of non-compliance.

To conclude, we revisit these privacy properties together with the legal
vocabulary described in the previous section by summarizing their definitions
in Table 2.1 for easy reference.

2.1.4 Privacy Taxonomies

Similar to the myriad of available privacy definitions, there have been several
attempts to structure and classify privacy concepts. First we discuss taxonomies
that address privacy from a legal perspective. Second, we summarize the privacy
classifications that are specifically targeted to software engineering.
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Note that we have also created our own privacy taxonomy to classify privacy
solutions. It is described in Chapter 6 where it is linked to LINDDUN.

Solove’s Taxonomy Solove presents a taxonomy of privacy violations from a
legal perspective [Sol06]. Even though the taxonomy does not discuss digital
privacy, but describes privacy in general, it provides some useful insights in the
matter. Solove makes a distinction between 4 basic groups of harmful activities:
information collection, information processing, information dissemination, and
invasion.

In the first group, information collection, he included two types of privacy
violations: surveillance, which he defines as “the watching, listening to, or
recording of an individual’s activities”, and, interrogation which consists of
various forms of probing for information.

The second group of harmful activities, information processing, considers the
use, storage, and manipulation of data that have already been collected. It
consists of 5 types of violations: aggregation (i.e. combining data related to
an individual), identification (i.e. linking data to individuals), insecurity (i.e.
carelessness in protecting stored data), secondary use (i.e. using data for a
different purpose than it was collected for), and exclusion (i.e. when the data
subject is unaware about the data others have about her).

The third group concerns information dissemination and contains 7 violation
categories: breach of confidentiality (i.e. not keeping a person’s information
confidential although promised), disclosure (i.e. revealing truthful ‘sensitive’
information about a person), exposure (i.e. revealing someone’s nudity,
grief, or bodily functions), increased accessibility (i.e. amplifying information
accessibility), appropriation (i.e. use of one’s identity to serve another one’s
purpose), and distortion (i.e. dissemination of false information).

The final group concerns invasion, and unlike the previous groups, does not
necessarily involve personal information. It consists of invasion violations (i.e.
invasive acts that violate a person’s tranquility) and decisional interference
violations (i.e. governmental incursion into a person’s private decisions).

FIPPs. The Fair Information Practice Principles (FIPPs) [fip73] are a set of
guidelines proposed by the United States Federal Trade Commission. They
can be considered the foundation of all current data protection legislation.
They, for example, served as basis for the guidelines of the Organisation for
Economic Cooperation and Development (OECD) [OEC80], and the European
Data Protection Directive [Eur95], among other influences. There are 5 core
FIPP categories which can be described as follows:
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• Notice/Awareness: Consumers should be properly informed before
collecting personal information.

• Choice/Consent: Consumers must be able to choose how their personal
information will be used. This holds in particular to secondary use (e.g.
registration to a mailing list or transfer of information to third parties).

• Access/Participation: An individual should be able to access data about
himself and to contest that data’s accuracy and completeness.

• Integrity/Security: Data should be accurate and secure.

• Enforcement/Redress: There should be enforcement measures in place
to ensure the FIPPs are being followed. Three alternative approaches
have been suggested: self-regulation, private remedies, or government
enforcement.

The FIPPs are also used as basis for other privacy taxonomies. Microsoft’s
Privacy Guidelines [mic08], for example, are based on the core concepts of the
FIPPs.

Also, the privacy taxonomy defined by Anton et al. [AER02], which was
created to classify and analyze privacy goals and requirements, is based on the
FIPPs. However, their framework does not only contain the 5 FIPPs as privacy
protection goals, but also includes a set of privacy vulnerability goals that
are related to existing threats. These vulnerability goals include information
monitoring, information aggregation, information storage, information transfer,
information collection, information personalization, and contact.

European Data Protection Legislation. Legislation is a complex matter. It
is often vague and formulated in an ambiguous way which makes it very hard
to implement. Note that data protection and privacy legislation should not
be used interchangeably. De Hert and Gutwirth [DHG06] define privacy as
a tool of opacity to limit power by setting normative rules. Data protection,
on the other hand, is defined as a tool of transparency to channel and allow
power. Data protection legislation is however more in line with the privacy
requirements for software systems that are covered in this thesis.

Many claim that trying to hard-code all legislative rules should be avoided, as
a techno-regulation only moves the bureaucratic overhead to system developers
[KL14]. Privacy does not only require technological measures, but needs
organizational measures as well. In addition, it is hard to foresee all potential
domains and contexts (and their corresponding regulations) in which a software
product will be used. And even if all regulations are properly identified, they
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often have a fuzzy, open-ended description. Nevertheless, some of the data
protection legislation will impact system requirements, or can, with some minor
effort, be incorporated into the system’s design.

Guarda and Zannone [GZ09] summarize the European Data Protection Directive
[Eur95] in the following 9 principles:

1. Fair and Lawful Processing: the collection and processing of personal data
shall neither unreasonably intrude upon the data subjects’ privacy nor
unreasonably interfere with their autonomy and integrity, and shall be
compliant with the overall legal framework.

2. Consent: personal data shall be collected and processed only if the data
subject has given his explicit consent to their processing.

3. Purpose Specification: personal data shall be collected for specified, lawful
and legitimate purposes and not processed in ways that are incompatible
with the purposes for which data have been collected.

4. Minimality: the collection and processing of personal data shall be limited
to the minimum necessary for achieving the specific purpose. This includes
that personal data shall be retained only for the time necessary to achieve
the specific purpose.

5. Minimal Disclosure: the disclosure of personal data to third parties shall
be restricted and only occur upon certain conditions.

6. Information Quality: personal data shall be accurate, relevant, and
complete with respect to the purposes for which they are collected and
processed.

7. Data Subject Control: the data subject shall be able to check and influence
the processing of his personal data.

8. Sensitivity: the processing of personal data, which are particularly sensitive
for the data subject, shall be subject to more stringent protection measures
than other personal data.

9. Information Security: personal data shall be processed in a way that
guarantees a level of security appropriate to the risks presented by the
processing and the nature of the data.

As the DPD was created in a time where the Internet was still in its infancy,
a proposal has been drafted in 2012 that proposes a reform of the current
legislation to strengthen online privacy rights [Eur12]. Key changes include the
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‘right to be forgotten’ and the requirement that consents necessary for data
processing are given explicitly. The ‘right of data portability’ allows easier
access to one’s own data and more transparency about how data are handled is
required as well. Also the responsibility and accountability for those processing
personal data is increased by applying principles like ‘Privacy by Design.’

The E-Privacy Directive [Eur02] was enacted in 2002 and supplements the DPD
as it focuses on data protection in the digital age. It regulates the electronic
communications sector and was amended in 2009 [Eur09]. It is mainly known
for requiring the user’s consent before storing cookies, and is therefore often
referred to as the ‘Cookie Directive.’ In addition, the directive regulates online
spam by imposing an opt-in regime, where unsolicited emails can only be sent
with prior agreement of the recipient. Also the storage and processing of both
traffic data and location data are included in the Directive. Traffic data should
be erased or made anonymous as soon as they are no longer needed for the
purpose of the transmission. Processing of these data can only occur when the
data are anonymized or when the subscriber has given his consent.

Although data protection legislation is complex and often ambiguous, some rules
can be automated in software systems. In recent years, research has emerged
that aims at abstracting rights and obligations from legal documents and that
provides traceability between (written) privacy policies and their implemented
software counterparts [AER02, BA08, SBSCB06, CHCGE10, YA10, AGR14].

Privacy Paradigms. Gürses [Gür10] has classified the privacy technology
landscape according to three privacy paradigms: privacy as control, privacy as
confidentiality, and privacy as practice.

Privacy as control aims at providing data subjects with a means to control
disclosure to their own data. Also organizational means to define and enforce
data security policies and prevent abuse of unauthorized access fall into this
category. Examples of related technologies include privacy settings, access
control and auditing to facilitate appropriate data usage.

Privacy as confidentiality puts less trust into the organizations. This paradigm
prevents disclosure of information or at least minimizes the disclosure as much
as possible to avoid linkability to the data subject. Example technologies are
anonymous authentication protocols and anonymous communication networks.

Privacy as practice focuses more on the social aspect of privacy and aims at
make information flows more transparent through feedback and awareness tools.
Note that these three paradigms are not mutually exclusive.
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Privacy by Design. Privacy by Design [vRGB+95, Cav09, GGTD11] is a
concept that was developed in the late 90’s by Ontario’s Information and Privacy
Commissioner Ann Cavoukian. It is an engineering approach that focuses on
the entire process starting from privacy and data protection principles.

Privacy should not merely be assured by compliance and regulatory frameworks,
as there is no use in hard-coding legal rules if the system itself does not have a
solid security and privacy foundation.

Privacy by Design can be accomplished by applying the 7 Foundation Principles:

1. Proactive not reactive; Preventative not remedial: Privacy threats should
be anticipated and prevented, rather than remedied after they have
occurred.

2. Privacy as default setting: Privacy should be the standard. Personal data
should be automatically protected, even without any actions from the
individual himself.

3. Privacy embedded into design: Privacy should not be considered as an
add-on, but should be embedded in the design and architecture of software
systems and business activities in general.

4. Full functionality - positive sum, not zero-sum: Privacy should coexist
with other business interests. Unnecessary trade-offs should however be
avoided (e.g. privacy vs. security or privacy vs. performance). One should
strive for a positive sum.

5. End-to-end security - full lifecycle protection: Privacy requires security
throughout the entire lifecycle of the personal data, ensure secure cradle
to grave management of all data.

6. Visibility and transparency - keep it open: Privacy objectives and promises
stated by the business should be followed and systems should be operating
accordingly. These system objectives should also be brought to the users’
attention.

7. Respect for user privacy - keep it user-centric: Privacy interests of the
user are most important, thus measures to empower the user should be
applied.

Privacy by Design has been heavily promoted in the privacy community. Indeed,
providers have to enable users to better protect their personal data. The
approach has already obtained positive results. For example, the roll-out of a
smart grid system in Ontario was successful as it included Privacy by Design
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principles early on in the development process [Kre13]. The approach does
however not always result in a positive outcome. The ELENA project in
Germany, which was designed to collect income information for employees, was
discontinued even though data protection authorities were already involved in
the early stages of the project [Kre13, Sch10]. Despite the privacy requirements
that were included, the project was heavily criticized by privacy activists. One
of the critiques concerned the inclusion of all data of the conventional paper
forms, although the need for some of these data fields was doubtful. This
experience illustrates that Privacy by Design cannot be successful when it is
reduced to merely an endorsement of security and data protection functionality,
without acknowledging evolvable requirements.

2.2 Privacy Requirements Methodologies

Requirements engineering is concerned with the elicitation, evaluation,
specification, analysis and evolution of the objectives, functionalities, qualities
and constraints to be achieved by a software-intensive system within some
organizational or physical environment [VL09]. This definition can become
particularized to privacy requirements engineering which is the elicitation,
evaluation, specification, analysis and evolution of privacy objectives and
constraints to be achieved by a software system. Indeed, there is a need
for a systematic approach to incorporate privacy into the software system
[AGR13]. This section summarizes the related work in this area.

PRoPAN. Beckers et al. [BFHM14] created a four-phase approach to semi-
automatically identify privacy threats. First, a context diagram and problem
frame diagrams for the set of functional requirements are drawn. Second, the
privacy requirements that the system should enforce are added. Based on
this input, threat graphs are automatically generated in the third step of the
approach. These privacy threat graphs are then analyzed during the final phase.
The uncovered threats can be resolved by modifying or adding a requirement
to either prohibit the counter-stakeholder to gain personal information or to
prohibit that personal information is processed or stored in a certain domain.
While this approach provides some automated support for certain steps, it does
not provide any privacy knowledge to the analyst. Also, the privacy requirements
that are added in step 2 are very high-level (e.g. preserve anonymity) and the
approach does currently not support the analysis of external attacker threats.
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PriS. PriS [KKG08] is a privacy requirements method which covers the core
privacy properties. The method consists of four phases: elicit privacy-related
goals, analyze the impact of privacy goals on organizational processes, model
affected processes using privacy-process patterns, and identify the techniques
that best support or implement the above mentioned processes. The method
however does not specify the elicitation process of privacy requirements, which is
one of the key features of a privacy requirements analysis methodology; it merely
provides a set of concepts and a systematic translation of privacy requirements
into system models. Process patterns are provided for each privacy property,
which specify the specific privacy-related activities that should be implemented.
For each pattern, also a mapping with existing privacy techniques has been
made. PriS can thus be classified as a method that focuses on the translation
of privacy requirements to privacy solutions, which can only be executed in a
later stage of the requirements analysis process.

FPFSD. Spiekermann and Cranor [SC09] developed a framework for privacy-
friendly system design (FPFSD) where they make a distinction between two
different privacy approaches. Privacy-by-policy introduces the notice and
consent approach based on the Fair Information Practice Principles (FIPPs
[fip73]) and implies that the user is informed about what information is used and
why. In addition, the user can decide not to provide data. The second approach,
privacy-by-architecture, encourages the storage of data at the client-side instead
of having the companies themselves store privacy sensitive information. The
FPFSD categorizes systems according to 4 privacy stages. Stages 0 and 1
have a privacy-by-policy approach and their data are still easily identifiable.
Stages 2 and 3 follow the privacy-by-architecture approach, and work with
(pseudo-)anonymous data. Systems are categorized into their corresponding
stage of this framework by their system characteristics, e.g. unique identifiers
across databases will lead to privacy stage 0, while k-anonymity [Swe02b] (with
a large k-value) corresponds to privacy stage 3.

MPRA. Gürses [Gür10, G1̈3] proposes a multilateral privacy requirements
analysis technique (MPRA). It consists of three main phases: stakeholder
analysis, functional analysis, and privacy analysis. First the actors and
stakeholders are determined. For each of them, the functional goals are
determined and linked to domain assumptions. Also, an information model
is created. In the final phase, the privacy concerns are determined based for
each stakeholder, an relate to the information model and functional goals that
were identified in the previous step. These concerns can also be translated into
privacy threats that are documented as misuse cases. Finally, the concerns
(or threats) are transformed to privacy goals as a justifiable approximation.
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Based on these goals, suitable privacy solutions can be chosen and implemented.
As this impacts the functional goals, the results of each step will be revised
iteratively.

Privacy in the Cloud. Mouratidis et al. [MIKG13] focus on cloud applications
in particular and propose a framework that supports elicitation of security and
privacy requirements. A cloud service provider can then be selected based
on its satisfiability to the security and privacy requirements. The framework
consists of a language (based on Secure Tropos) and a process (based on PriS)
to support the security and privacy analysis. The process consists of three steps.
The first (optional) step is security and privacy threat cataloging which aims to
create a reference point based on previous experience for later use. Second, the
security and privacy analysis activity consists of two sub-activities: defining the
organizational context, where organizational goals, actors and dependencies,
plans and resources, and security and privacy goals are identified; and defining
security and privacy concerns, which consists of identifying the security and
privacy requirements, measures and mechanisms. The third and final step is
the selection of the cloud service provider based on the degree of satisfaction
of the obtained security and privacy mechanisms by potential cloud providers.
Although this is a framework that provides detailed steps to analyze security
and privacy requirements, no actual security and privacy knowledge is available.

Adaptive privacy. Omoronyia et al. [OCS+13] propose a framework to support
selective disclosure of personal information in software applications with a
frequently changing context. The framework focuses on privacy awareness
requirements (PAR) and describes 1) how to identify the attributes to be
monitored in order to detect privacy threats, 2) how to discover privacy threats
before personal information is disclosed, and 3) how to determine the severity, as
well as benefits related to a discovered threat. The framework however requires
that the privacy requirements of all agents are already defined, and does not
provide guidance on how to obtain them. An initial privacy analysis is hence
still required.

STRAP. STRAP [Jen05] is a privacy analysis framework that was developed
based on the analysis results of 6 existing frameworks (Risk models [HNL04],
Patrick and Kenny [PK03], i* framework [YC02], Langheinrich [Lan01], Bellotti
and Sellen [BS93], and Heuristic evaluation [NM90]). It is a five-step method,
which consists of goal-oriented analysis, vulnerability analysis, goal refinement
and design, design evaluation, and iteration. The vulnerability analysis step
is the main phase where the existing frameworks are combined. The analysis
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relies on a set of analytical questions to determine the capture and use of
information. Second, heuristics are used to identify potential problems based on
common flaws and requirements. These heuristics can be categorized according
to the US FIPPs [fip73]: notice/awareness, choice/consent, integrity/security,
enforcement/redress. Although these categories, based on data protection
legislation and guidelines, are very important privacy concerns, the core
properties such as anonymity, unlinkability, and undetectability are neglected.

Microsoft privacy guidelines. The privacy guidelines provided by Microsoft
describe some basic privacy concepts [mic08], such as different types of consents
or data minimization concepts. In addition, a number of guidelines are presented
for selected scenarios concerning the following principles: notice, choice, onward
transfer, access, security, and data integrity. However, it only contains a flat list
of the required and recommended guidelines and does not intend to describe a
more structured approach. These guidelines can still be used as inspiration to
determine possible threats, e.g. to extend our catalog of threat trees.

In the documentation of Security Development Lifecycle (SDL) version 3.2
[sdl08], privacy is also partially considered, but only at a generic level. For
example, the threat modeling process described in the fourth stage of SDL only
mentions that a design review with the privacy expert is necessary. SDL also
presents ten general privacy guidelines. An example guideline indicates that it
is important to collect the least sensitive form of data. At this stage, privacy is
not yet well integrated in SDL.

i∗. Yu and Cysneiros [YC02] presented a framework using i∗, an agent-oriented
requirements modeling language, to deal with privacy requirements. This
framework however focuses on reasoning about privacy and does not provide a
structured methodology to examine the different privacy objectives. Liu et al.
[LYM03] proposed a framework also using i∗ to deal with security and privacy
requirements, which was inspired by the work of Yu and Cysneiros. They use
four different analysis techniques to create a complete model: attacker analysis,
dependency vulnerability analysis, countermeasure analysis and access control
analysis. This framework is again mainly meant to reason about privacy but
lacks the necessary knowledge to empower the (non-expert) privacy analyst.

PRET. Miyazaki et al. [MMZ08] defined a computer-aided privacy require-
ments elicitation technique (PRET). This technique returns the appropriate
requirements for the system to be compliant with the law, based on a
questionnaire that the system engineer fills out.
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None of the methods described in this section fitted our needs. We therefore
examined existing threat modeling approaches to investigate how this concept
can be applied to privacy. These approaches are summarized in the following
section.

2.3 Threat Modeling

This section provides an overview of existing threat modeling techniques. As
privacy threat modeling research is still less established, we mainly focus on
security threat modeling techniques.

Microsoft’s STRIDE receives the most attention in this section, as it has been
used as foundation for our LINDDUN methodology.

2.3.1 STRIDE

Security, in contrast to privacy, has already been well integrated in software
development. An example hereof is Microsoft’s Secure Development Lifecycle
(SDL) [HL06], which is a well-established methodology. To build a secure
software system, an important aspect is to consider how an attacker might
compromise the system by exploiting design flaws in order to build the necessary
defense mechanisms in the system. In this respect, threat modeling plays a key
role. SDL has integrated a systematic approach for security threat modeling
using STRIDE. Below, we briefly review the STRIDE threat modeling process,
which consists of nine high-level steps.

Step 1: Define use scenarios. System designers need to determine which key
functionality is within the scope.

Step 2: Gather a list of external dependencies. Each application depends
on the operating system it runs on, the database it uses, and so on. These
dependencies need to be defined.

Step 3: Define security assumptions. In the analysis phase, decisions are
often based on implicit assumptions. Therefore, it is important to note down
all the assumptions, in order to understand the entire system comprehensively.
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Step 4: Create external security notes. Because each external dependency
can have its implication on security, it is useful to list all the restrictions and
implications introduced by the external security notes. An example of such a
security note is to specify which ports are open for database access or HTTP
traffic.

Step 5: Create one or more data flow diagrams (DFDs) of the application
being analyzed. The software system being analyzed is decomposed into
relevant (either logical or structural) components, and for each of these parts
the corresponding threats are analyzed. This process is repeated over an
increasingly refined model until a level is reached where the residual threats are
acceptable.

The system is graphically represented using a data flow diagram (DFD), with the
following elements: data flows (i.e. communication data), data stores (such as
logical data or concrete databases and files), processes (i.e. units of functionality
or programs) and external entities (i.e. end-points of the system such as users,
external services).

An example DFD is shown in Figure 2.1 to illustrate a use case application
(Social Network 2.0) that is discussed throughout this thesis. This Social
Network 2.0 application is an abstract representation of a social network, where
online users share personal information such as relationship status, pictures,
and comments with their friends. In the DFD, the user is represented as an
entity to interact with the system. The Social Network 2.0 application contains
two processes (the portal and the service) and one data store containing all the
personal information of the users. Note that the model in Figure 2.1 has been
kept high-level for the sake of simplicity in this example. In practice, the DFD
will be more detailed. Evidently, the more fine-grained the DFD, the more
detailed the elicited threats will be.

Step 6: Determine threat types. The STRIDE threat taxonomy is used
to identify security threat types. STRIDE is an acronym for Spoofing,
Tampering, Repudiation, Information disclosure, Denial of service, and Elevation
of privilege. These threats are the negation of the main security properties,
namely confidentiality, integrity, availability, authentication, authorization and
non-repudiation.

Step 7: Identify the threats to the system. Each element of the data flow
diagram is assigned to a set of susceptible threats. Table 2.2 gives an overview
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Figure 2.1: The Data Flow Diagram (DFD) of the Social Network 2.0 application

Table 2.2: Security concerns with corresponding security threats and DFD
elements susceptible to threats (DF-Data flow, DS-Data store, P-Process, E-
External entity), proposed by the Security Development Lifecycle (SDL) [HL06].

Security property Security threat DF DS P E
Authentication Spoofing × ×
Integrity Tampering × × ×
Non-repudiation Repudiation × × ×
Confidentiality Information Disclosure × × ×
Availability Denial of Service × × ×
Authorization Elevation of Privilege ×

of the different DFD elements with the corresponding security threats they can
be subject to (marked with ×).

To identify which threats are applicable to a specific system, threat tree patterns
can be used. For each valid intersection in Table 2.2, a threat tree pattern
suggests the possible security-related preconditions for the STRIDE category,
in order to help analysts determine the relevance of a threat for the system.
An example threat tree is presented in Figure 2.2. Each path of the threat
tree indicates a valid attack path. Note that some trees cascade. For example,
the tree in Figure 2.2 shows the main conditions that could lead to tampering
threats against a process. Either the process has a corrupted state by lack
of input validation or because of privileges that wrongly lead to access to the
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process’ memory, or a subprocess is susceptible to tampering, or false credentials
are provided because of a spoofing threat or because of a failure to check the
call chain and code that calls your code (callers) or code that your code calls
(callees) was wrongly trusted. The node indicated as a circle (or oval) in the
threat tree indicates a root threat. These are the main STRIDE threats which,
indirectly, can lead to another root threat, e.g. someone can indirectly tamper
with a process by spoofing an external entity. The node indicated as a rectangle
suggests a concrete threat in an attack path. The arrows connecting the nodes
in general refer to a OR relation among the various preconditions, unless it is
indicated explicitly with “AND” to refer to an AND relation. This means that
(unless an explicit ‘AND’ relationship is indicated) the branches of the tree are
disjunctive and each of the child nodes can lead to the root threat. This implies
that all of the branches and corresponding leaf nodes have to be analyzed and
mitigated in order to counter the root threat.

The identified threats are listed in a large table consisting of the STRIDE threat
type and the specific DFD elements to which the threat applies.

Figure 2.2: Example security threat tree pattern of tampering a process [HL06]

Step 8: Determine risk. For each threat, the appropriate security risk level
has to be determined, which can be used to define the priorities of the threats
to be resolved.
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Step 9: Plan mitigation. In the final step of the methodology, the risk of
the threat is reduced or eliminated by introducing proper countermeasures and
defenses. Mitigating a risk to the threat corresponds to eliminating one attack
path in the threat tree. An overview of some possible mitigation technologies
linked to each security property is provided.

2.3.2 Alternative Threat Modeling Techniques

STRIDE comes with the main advantage of an extensive, reusable knowledge
base (i.e. the threat tree patterns). However, some alternatives to elicit security
threats exist.

Attack Trees. The root node of an attack tree [Sch00] describes the high-
level attack which is further decomposed into lower-level attack branches.
Each node represents a step that must be successfully executed in order to
complete the attack represented by the parent node. Nodes can be composed
in conjunctions and disjunctions. Attack trees can have both a graphical and a
textual representation.

Misuse Cases. Misuse cases or abuse cases [Ale03, SO01, SO05, MF99] are
similar to regular use cases, however with a focus on the attacker’s actions.
Misuse cases have a textual representation, similar to use cases, and can also be
represented in a misuse case diagram, which summarizes all existing misuse cases
for a certain system and their impact on the system’s use cases. The technique
can be used to elicit security or privacy threats; the technique however does not
provide methodological guidance to discover additional threats. Opdahl and
Sindre [OS09] have made an experimental comparison between attack trees and
misuse cases of which the main finding was that attack trees are more effective
for finding threats. Attack trees encourage the use of standard textbook threats
and decomposition in lower-level threats. Misuse case analysis focuses more on
user-level and organizational threats.

KAOS. KAOS [VL09], a goal-oriented requirements analysis framework, has
been extended with anti-goals to support the modeling of threats. Such anti-
goals express the goals of an attacker who tries to abuse the system. Although
no actual methodology exists to determine the threats, the root anti-goals are
created by negating all the positive system goals. Next, the anti-goals are
refined into trees. The formal nature of KAOS is an advantage which makes it
possible to determine completeness of the (anti-)goals.
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Safety Threat Modeling. Also in the field of safety, threat modeling techniques
are being applied to systems requiring a high level of reliability. Note that these
systems are not software systems, but systems that require high reliability, such
as nuclear power plants.

Failure Mode and Effects Analysis (FMEA) [fmeon] dates back to the 1950’s,
where it was created to analyze malfunctions of military systems. The technique
systematically reviews all components to identify failure modes, failure causes
and its effects.

A hazard and operability study (HAZOP) [haz02] is a systematic examination
of processes to evaluate possible safety issues. A multidisciplinary team carries
out the analysis during a set of meetings by applying a set of HAZOP guide
words to each section of the process to identify deviations. It was initially
developed to analyze chemical process systems, but has later been extended to
other types of systems.

2.4 Conclusion

Privacy is important, especially in today’s society where personal data
are ubiquitous. Unfortunately, privacy is often neglected during software
development. Privacy requirements methodologies are emerging, but they
do not fully meet the expectations. Either they fail to provide substantial
methodological guidance throughout the analysis or they lack the required
privacy support. To fill this gap, we propose the LINDDUN methodology in
Chapter 3.

The background study described in this chapter can be considered a useful
building block in the creation of LINDDUN. For example, the related work on
privacy requirements, and on threat modeling techniques in particular, provided
useful insights. LINDDUN is in fact inspired by STRIDE, a well-established
threat modeling approach to identify security threats.
Also, the existing privacy classifications were instrumental for the LINDDUN
methodology. Although LINDDUN is not a compliance technique, it does
implement several principles imposed by data protection legislation (e.g. consent,
minimality, awareness, etc.) and explicitly draws attention to the need of
regulatory compliance. Furthermore, the privacy properties, summarized in
Section 2.1.3, form the basis of the threat categories that are handled by
LINDDUN.
Finally, LINDDUN also adheres to the Privacy by Design principles as it aims
at introducing privacy as early as possible in the software development lifecycle.



3
The LINDDUN Threat
Modeling Methodology

In this chapter1, we present LINDDUN, a systematic approach for privacy threat
modeling. The methodology was inspired by the STRIDE threat modeling
methodology for security. LINDDUN aids at identifying privacy threats in
a software system and provides support to elicit its corresponding privacy
requirements and even to select appropriate mitigation strategies.

“LINDDUN” is an acronym which reflects the threat categories it aims to
uncover: Linkability, Identifiability, Non-repudiation, Detectability, Disclosure
of information, Unawareness, and Non-compliance. These threat types are briefly
described in Section 3.3. Their corresponding ‘positive’ privacy properties have
already been described in Section 2.1.3.

The building blocks of the LINDDUN methodology are depicted in Figure 3.1.
A distinction can be made between LINDDUN’s core steps that are situated
in the problem space and aid at eliciting privacy threats, and the LINDDUN

1This chapter is based on the journal paper “A privacy threat analysis framework:
supporting the elicitation and fulfillment of privacy requirements” [DWS+11]

35
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steps that are positioned in the solution space and translate threats into privacy
solutions.

First of all, a data flow diagram is created based on the high-level system
description. This is followed by mapping privacy threats to the DFD elements
using Table 3.2 as a guide to determine the corresponding threats. In particular,
a number of privacy threat tree patterns are presented in Section 3.4 to detail
the privacy threat instances in a structured fashion, by providing an overview
of the most common preconditions of each threat. The identified privacy
threats that are relevant to the designated system are documented as misuse
cases. Furthermore, all the potential privacy threats that are suggested by the
privacy threat trees are evaluated and prioritized via risk assessment. Note that
LINDDUN does not provide explicit risk analysis support. We merely refer
the analyst to established risk assessment techniques. Hereafter, the privacy
requirements of the system are elicited from the misuse cases based on the
threat tree branches they correspond to. Finally, appropriate privacy enhancing
solutions are selected according to the privacy requirements. Table 3.3 provides
an overview of the state-of-art privacy enhancing techniques and the mapping
to their corresponding privacy objectives.

Note that we provide an updated version of LINDDUN in Chapter 6 as the
results of the studies described in Chapters 4 and 5 proposed some improvements
to the methodology.

Figure 3.1: The LINDDUN methodology steps

The fact that the LINDDUN framework and STRIDE are based on similar
approaches creates synergy. Therefore, the privacy and security analysis can
be nicely integrated into SDL. Nevertheless, LINDDUN can also be performed
independently.
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3.1 LINDDUN in the Software Development Life-
cycle

Earlier on, we mentioned that threat modeling plays an important role in the
early stages of the software development lifecycle. Requirements engineering is
the first development stage, which results in the documentation of the combined
expectations of the system’s stakeholders, e.g., in the form of functional and
quality requirements. Architectural design translates these requirements to
a structural blueprint of the system by means of a series of design choices
about how functionality is decomposed and responsibilities are distributed. The
result is a technical documentation in the form of, among others, architectural
diagrams. These two steps should however not be seen as strictly isolated,
subsequent steps [Nus01]. There is a synergy between both steps, as a decision
at the architecture level can impose changes to the requirements.

Threat modeling can (and should) be applied in both stages. Indeed, it is
advised to perform continuous threat modeling, which implies that all software
specifications are analyzed for threats. Threat modeling focuses on the potential
weaknesses that might allow an attacker to cause the damage or loss of an
asset, such as sensitive data. Threat modeling can be applied at different levels
of abstraction, depending on the granularity of the considered assets. At the
requirements level, assets are more abstract, such as information objects and
functionality in the use case scenarios. At the level of architectural design,
assets are more tangible, such as computational components and communication
channels.

LINDDUN is a model-based technique. That is, threat analysis in LINDDUN
relies on a model of the assets in the system-under-analysis. The model is
documented as a data flow diagram (DFD) and spans the entire analysis
process. As the DFD can be constructed starting from either the requirements
specification or the architectural diagram, LINDDUN can be used in both
development phases. Obviously, the different level of abstraction influences the
granularity of the analysis results.

The following section provides an overview of the six LINDDUN methodology
steps. The chapter concludes with some thoughts related to the coverage of the
LINDDUN methodology.

Figure 3.2 provides a graphical overview of the running example, a privacy-aware
social networking system. This example has been kept simple and high-level on
purpose. A more extensive example of LINDDUN can be found in [WSJ].
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Figure 3.2: A step-by-step overview of the LINDDUN methodology using a
simple social network system as running example
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3.2 Step 1: model DFD

First, a data flow diagram (DFD) is created. DFD was chosen as suitable
representation of a software system based on two reasons. First, a DFD is
proven to be sufficiently expressive in a number of case studies examined by
the authors. Second, DFD is also used by the SDL threat modeling process,
hence by deploying the same modeling technique an interesting synergy can be
created between the proposed framework and the STRIDE process.

This DFD model is based on the available system description, which can be
at the level of both requirements and architecture. A DFD is a structured,
graphical representation of the system using 4 major types of building blocks:
external entities, data stores, data flows, and processes. The DFD describes the
way information flows throughout the system via data flows (DF) that connect
external entities (E), such as system users or 3rd-party services, with processing
nodes (P), which are active elements, and data stores (DS), which are passive
containers of information.

The creation of the DFD is an important part in the analysis. If the DFD would
be incorrect, the analysis results would be wrong as well. Since privacy focuses
on the protection of a user’s personal information, it is important to consider
where the information will be stored or passed by, as these are the crucial
elements for building in privacy. The granularity of the DFD will therefore also
impact the level of detail of the elicited threats.

Running example: Social Network 2.0. In our running example, Alice is a
registered user of a social network. Each time Alice updates her friends list,
she first connects to the social network’s web portal. Accordingly, the portal
communicates with the social network’s server, and eventually, the friendship
information of Alice and all other users of that social network is stored in a
database.

The DFD for the Social Network 2.0 application is shown in step 1 of Figure 3.2.
Note that, for the sake of simplicity, running example represents a quite abstract
a social networking system. In practice, the DFD will be more detailed. A
more extensive execution of LINDDUN can be found online [WSJ], where
a step-by-step application of LINDDUN to a patient community system is
provided.
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Table 3.1: LINDDUN Privacy Threat Categories

Privacy properties Privacy Threats
Unlinkability Linkability
Anonymity and pseudonymity Identifiability
Plausible deniability Non-repudiation
Undetectability and unobservability Detectability
Confidentiality Disclosure of information
Content awareness Content Unawareness
Policy and consent compliance Policy and Consent Non-compliance

3.3 Step 2: Map DFD Elements to LINDDUN
Threat Types

As shown in Table 3.1, the methodology considers seven types of threats.
LINDDUN is the mnemonic acronym that we use.

Our threat categorization, derived from the desired privacy properties as
discussed in Section 2.1.3, considers privacy threats from the attacker’s
perspective. The (rather straight-forward) relationship between the LINDDUN
privacy threat categories and the privacy properties is depicted in Table 3.1.

Each DFD element type is potentially subject to specific privacy threats.
LINDDUN has identified the following 7 high-level categories:

• Linkability (L) occurs when one can sufficiently distinguish whether 2
items of interest (IOI, such as requests from a user) are related

• Identifiability (I) occurs when it is possible to pinpoint the identity of a
subject (e.g., a user)

• Non-repudiation (Nr) occurs when it is possible to gather evidence so that
a party cannot deny having performed an action

• Detectability (D) occurs when one can sufficiently distinguish whether an
IOI exists, e.g., in a system

• Disclosure of information (Di) is the exposure of information to individuals
who are not supposed to have access to it

• Unawareness (U) occurs when the user is unaware of the information he
is supplying to the system and the consequences of his/her act of sharing
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Table 3.2: Mapping LINDDUN components (privacy threats) to DFD element
types (E-Entity, DF-Data flow, DS-Data store, P-Process)

Threat categories E DF DS P
Linkability × × × ×
Identifiability × × × ×
Non-repudiation × × ×
Detectability × × ×
Information Disclosure × × ×
content Unawareness ×
policy/consent
Noncompliance

× × ×

• Non-compliance (Nc) occurs when the system is not compliant with the
(data protection) legislation, its advertised policies and the existing user
consents

As shown in Table 3.2, LINDDUN provides a table that indicates which threat
categories are applicable to each DFD element type.

In the table, a ‘×’ means that the DFD element type in the corresponding
row is susceptible to the privacy threat category of the selected column. For
example, only an external entity (e.g. a user) can be aware of the consequences
of introducing personal information into the system. Therefore, the concrete
threats for that category should be examined in relation to the elements of that
type in a DFD built during the previous step.

In essence, each DFD element is subject to certain privacy threats, and the
nature of the potential privacy threat is determined by the DFD element
type. For example, a data flow is subject to a number of privacy threats such
as identifiability, linkability, detectability, non-repudiation, and information
disclosure. The following paragraphs explain how privacy threats affect DFD
elements.

The nature of linkability indicates that the threat category affects DFD elements
by pair. In other words, linkability of a DFD element refers to a pair (x1, x2),
where x ∈ {E,DF,DS, P} is the linkable IOI. Obviously, linkability of an entity,
from an attacker’s perspective means that within the system (comprising these
and possibly other items), the attacker can sufficiently distinguish whether these
entities are related or not. Similar reasoning applies for data flows, data stores,
and processes.



42 | chapter 3 • THE LINDDUN THREAT MODELING METHODOLOGY

The identifiability threat category affects all four DFD elements. Essentially,
identifiability at each DFD element refers to a pair (x, y), where x ∈ {E} is
the identifiable subject, and y ∈ {E,DS,DF, P} is the attribute identifiability
relates to.

Non-repudiation, the opposite of plausible deniability, is a privacy threat that
affects data flow, data store and process elements. Even though entity is the
only DFD element being able to (non-)repudiate, the non-repudiation privacy
threat category actually applies to data flow, data store, and process elements.
Similar to linkability and identifiability, non-repudiation at each DFD element
refers to a pair (x, y), where x ∈ {E} is the non-repudiating subject, and
y ∈ {DS,DF, P} is the attribute it relates to.

Detectability threats occur at data flow, data store, and process elements when
the attacker can sufficiently distinguish whether it exists or not.

Information disclosure threats affect data flow, data store, and process, referring
to the exposure of information at these DFD elements to individuals who are
not supposed to have access to it. As this is also a security threat category
included in Microsoft’s STRIDE, we reused their mapping (and in the next step
also their threat trees).

The content unawareness threat is only related to an external entity, since only
an entity (data subject or data controller) can be aware of the consequences of
(over)sharing personal information and should be able to access his information.

Policy and consent non-compliance is a threat that affects the system as a whole,
because each system component (including data flow, data store and process) is
responsible to ensure that actions are taken in compliance with privacy policies,
legislative rules, and data subjects’ consents.

Running example: Social Network 2.0. Considering the Social Network 2.0
application, the list of generic privacy threats to the modeled system is depicted
in Step 2 in Figure 3.2. This is obtained by gathering the elements from the
DFD (Step 1) and then determining the susceptible threats with Table 3.2 (also
shown in the right of Step 2 in Figure 3.2).

The intersections marked in grey in the table of step 2 in Figure 3.2 are potential
threats that have been considered as irrelevant to the specific usage scenario
in this example. Each intersection that is indicated with a × shows that there
will be a privacy threat at the corresponding DFD element. These items are
the threats which we will actually consider.

For ease of example, we assume that DFD elements within the system boundaries
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are trustworthy. We trust the processes as well as all data flows between trusted
processes and between processes and data store. Therefore, we will not discuss
linkability, identifiability, and information disclosure threats on these elements.
We however do not trust the user and its communication with the portal and we
also want to protect the data store containing all the user’s information. Note
that these kind of assumptions should be made explicit during the analysis (as
explained below). If it is later on decided that certain assumptions do not hold
after all, it should be easy to trace the impact of that decision throughout the
analysis process.

In the following step, each of the × elements will be examined more closely to
elicit the detailed threats. In the example of Figure 3.2, linkability threats for
the data store are being scrutinized.

3.4 Step 3: Elicit Privacy Threats

The third step can be considered as the core execution step of the LINDDUN
threat modeling methodology. As it is a quite labor-intensive task, we have
divided it into three sub-activities: refining threats via threat tree patterns,
documenting assumptions, and documenting threats using a threat template.
Please keep in mind that most of these trees receive an update in Chapter 6
based on the results of the descriptive studies described in the following chapters.
The latest version of the trees can also be found on the LINDDUN website
[LIN].

3.4.1 Refine Threat via Threat Tree Patterns

For each “×” in the mapping table (see step 2), LINDDUN provides a list of
concrete threats that need to be considered.

To ease the navigation, the threats are organized into trees.

The privacy threat trees are inspired by Secure Development Lifecycle (SDL)
and based on the state-of-art privacy developments. These threat trees reflect
common attack patterns and help application designers think about privacy
conditions in the system. This section itemizes the privacy threat tree patterns
and discusses how the analyst can determine which threats are relevant to the
system.

It is assumed that the ideal pattern library is sufficiently large to ensure that
all possible violations will be covered. The threat trees depicted in this section
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present our original effort2. Comparable to the SDL threat tree patterns, the
privacy threat trees are susceptible to a continuous improvement process, based
on both the existing and the newly discovered threats.

In Chapter 6, we propose a set of improvements to the trees and the threat tree
catalog in general, based on the results of the empirical studies.

For each marked intersection in Table 3.2, a threat tree exists showing the
detailed preconditions for this specific threat category to materialize. The
preconditions are hence vulnerabilities that can be exploited for a privacy attack
scenario.

Figure 3.3: Threat tree for linkability of an entity

Linkability of entity. Linkability of entity refers to an attacker who can
sufficiently distinguish whether two or more entities are related or not within
the system. This implies that different pseudonyms can be linked to each other.
The threat tree pattern is depicted in Figure 3.3. One precondition is that
data flow or data store is not fully protected (e.g. unencrypted), which leads
to the Information Disclosure threat of data flow and data store. The second
precondition is that Personal Identifiable Information (PII) can be linked, e.g.

2The original trees have been actually extended with labels for easy reference in this
chapter.
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based on the user’s temporary ID, IP address, behavioral patterns such as
time, frequency and location, session ID, identifier and biometrics, computer ID,
communication content or any combination of these factors. The aforementioned
data store refers to the identity management database or any other database
which contains personal identifiers of users. Having accessed such a data store,
the attacker could easily link different pseudonyms to the same user.

Linkability of data flow. Linkability of data flow, as presented in Figure 3.4,
suggests two possible preconditions. One precondition is that the data flow is not
fully protected (e.g. unencrypted), because of information disclosure threats of
the data flow. The other precondition describes linkable communication, either
due to insecure anonymity systems being deployed or using non-anonymous
communication which can be easily linked. When no anonymous communication
is deployed, basically the same preconditions apply as for the linkability of entity
threat. Messages are linked to each other by user’s identifiable information
(e.g. based on user temporary ID, IP address, behavioral patterns such as time,
frequency and location, session ID, identifier and biometrics, computer ID,
communication content or any combination of these factors). Alternatively,
when an insecure anonymity system is deployed, traffic analysis is possible to
extract information out of patterns of traffic; passive attacks (e.g. intersection
attacks) and active attacks (e.g. N-1 attacks) are possible to link entities together.
An overview of these attacks can be found in [DDS09].

Linkability of data store. Two preconditions correspond to the threats of
linkability of a data store, as shown in Figure 3.5. First, there is insufficient
access control of the data store leading to the information disclosure threat at
a data store. Second, insufficient data anonymization is applied or strong data
mining is possible in the data store, meaning that the stored information still
contains sufficient references to the corresponding data subject, which makes
it possible to link different data items to each other within the same database.
Another possibility is that data can be linked from one database to another,
and hence re-identification [Swe02b] is possible. Note that this tree contains an
“and” relationship, meaning that the threat can only occur if there is weak access
control to the database, and one of the leaf nodes of the weak anonymization
branch apply as well.

Linkability of process. The threat tree of linkability of process suggests that
the only way to prevent different actions being linked to the same subject is by
gaining access to the process, as illustrated in Figure 3.6.
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Figure 3.4: Threat tree for linkability of a data flow

Identifiability of entity. Figure 3.7 shows the threat tree pattern for
identifiability of entity. It gives an overview of the most common situations where
an identifiability threat can occur related to an entity. A first precondition is
when the e-id is used as login (i.e., the user’s actual identity is used), meanwhile
the data flow between the user and login portal is not sufficiently protected (i.e.,
the threat of information disclosure of data flow), and thus the user’s identity
will be exposed. A second possibility occurs when a secret (e.g. a password)
is used as log-in and the relationship between this secret and the user can be
revealed. This can happen if the identity management database in not secure
(e.g. passwords are stored in clear); if the communication channel is insecure
and the communicated passwords are weak and can be connected to the user
(e.g. using a birth date as password); or if replay attacks are possible (e.g. a
keylogger is installed, the communication can be eavesdropped or the person
entering the secret can be observed). A third possible precondition for the
threat is the use of a token as log-in which is weakly implemented or physically
insecure. The final precondition is that biometrics are used as log-in, which
means that biometrics are retrievable and can be linked to an entity. It is due
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Figure 3.5: Threat tree for linkability of a data store

Figure 3.6: Threat tree for linkability of a process

to information disclosure of the identity management database or of the data
flow which contains the biometrics, and linkability at identity management data
store.
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Figure 3.7: Threat tree for identifiability of an entity

Identifiability of data flow. The threat tree of identifiability of data flow
is presented in Figure 3.8. Similar to the linkability of data flow threat
tree, identifiability of data flow is possible when data flows are not fully
protected, because of information disclosure threats to the data flow; or when
the communication can be traced to an entity due to little or insecure anonymous
communication. When no anonymity system is deployed, communication can
be traced to an entity by means of identifiable information (e.g. based on user
temporary ID, IP address, behavioral patterns such as time, frequency and
location, session ID, identifier and biometrics, computer ID, communication
content or any combination of these factors). Alternatively, when an insecure
anonymity system is deployed, traffic analysis, passive attacks, and active
attacks [DDS09] are possible to identify the particularly entity of interests.

Identifiability of data store. The preconditions for identifiability of data store,
as presented in Figure 3.9, are similar to the preconditions of linkability at
a data store. There is insufficient access control of the data store because of
information disclosure threat and or insufficient data anonymization or strong
data mining techniques were applied in the data store. This weak anonymization
means that either the information stored still contains sufficient references to
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Figure 3.8: Threat tree for identifiability of a data flow

the corresponding person to reveal the person’s identity, and hence it refers to
the identifiability threat of entity, or the data can be linked with other relevant
information which can lead to re-identification of the data subject.

Identifiability of process. The threat tree of identifiability of process is
presented in Figure 3.10. The only condition for the identifiability threat
at a process is when access to the process is not sufficiently secured, and thus it
refers to the threat of information disclosure of a process.

Non-repudiation of data flow. Four general preconditions are applicable to
the threat tree of non-repudiation of data flow, as presented in Figure 3.11. One
precondition is insufficient obfuscation for data sources or data flows, which
means that the attacker can gain access to at least a part of the data flow or
data source. This can occur in a number of cases, for example, there is no
automatic replay of broadcasts, such that the sender of a file is sufficiently
distinguishable from those who are merely relaying it. Another example is
when a complete decrypted log of all network connections to and from a user’s
computer is disclosed, resulting in the disclosure of the origin of data flow.
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Figure 3.9: Threat tree for identifiability of a data store

Figure 3.10: Threat tree for identifiability of a process

The final examples are that there is insufficient protection against censors or
insufficient obfuscation of data extensions, such that operators or users of the
network are able to know where the data comes from.

The second precondition of this threat is that no or weak deniable encryption
is used to protect the data flow. One possible attack path is to prove data is
encrypted, either due to the encrypter who proves the data is obviously an
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Figure 3.11: Threat tree for Non-repudiation of a data flow

encryption or by colluding users who prove together that the data is encrypted.
The second attack path is to prove data can be decrypted to a valid plain text,
which can occur when the encrypter decrypts the file or colluding users can
cooperate and show the decrypted message. The third attack path shows that
all private keys are disclosed, and the last path suggests that cryptanalysis is
possible to attack the used encryption scheme.

The third condition is that there are little or weak message authentication codes
(MAC) used to ensure integrity of data flow content, such that an attacker can
forge authentic looking messages and pretend that a certain data flow comes
from a subject.

The final precondition indicates that there is little or a weak Off-the-Record
Messaging (OTR) used, such that in a conversation it is not possible to
provide both deniability for the conversation participants and confidentiality of
conversations content at the same time. Possible attack paths include replaying
of previous transferred messages, and the use of signatures to demonstrate
communication events, participants and communication content.

Non-repudiation of data store. The threat tree for non-repudiation of data
store is depicted in Figure 3.12. Three preconditions apply to this threat. First,
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no or only weak deniable encryption is used to protect the data, such that data
can be proven to be encrypted or can be easily decrypted to a valid plaintext.
Second, non-repudiation can occur when there is weak access control to the
database, because of information disclosure threats at the data store. Finally,
the threat can occur when subjects who want deniability are not able to edit
data in the database to cover their tracks, as it is either impossible to remove
or alter the subject’s own data, or impossible to remove or alter someone else’s
data concerning the subject.

Figure 3.12: Threat tree for Non-repudiation of a data store

Non-repudiation of process. Non-repudiation of process, as depicted in
Figure 3.13 can be achieved in two ways: either the process looses its
confidentiality and information disclosure attacks at the process are possible,
or the process uses a secure log to create an overview of all actions, which can
evidently be traced back to the user.

Detectability of data flow. The threat tree of detectability of data flow, as
depicted in Figure 3.14 suggests five preconditions for the threat to occur.
One precondition is that the system lacks a covert channel. This can happen
when the covert channel uses too much bandwidth from a legitimate channel,
resulting in the detection of the covert communication. It can also be because
the patterns or characteristics of the communications medium of the legitimate
channel are controlled or examined by legitimate users, e.g. checking file opening
and closing operations patterns or watching the timing of requests, such that
covert communication is detected. The second precondition describes side
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Figure 3.13: Threat tree for Non-repudiation of a process

channel analysis on timing information, power consumption, electromagnetic
leaks, etc. as an extra source of information which can be exploited to detect
the communication. The third precondition occurs when weak information
hiding techniques are used, which enables a number of steganalysis. Another
precondition is when there is no or insufficient dummy traffic sent, such that
messages fail to appear random for all parties except the sender and the
recipient(s). Finally, detectability threats of the data flow can occur because
of a weak spread spectrum communication, resulting in deficiencies in the
establishment of secure communications, resistance to natural interference and
jamming, and detection prevention.

Detectability of data store. As shown in Figure 3.15, detectability threats in
a data store can occur if there is insufficient access control, which leads to the
information disclosure threats for security, or if insufficient information hiding
techniques are applied, such that information from a data store is revealed due
to weak steganography algorithms employed.

Detectability of process. Similar to the previously described threats related
to a process, the detectability of process threat, depicted in Figure 3.16, also
refers to the threat of information disclosure of a process.

Information disclosure of data flow, data store, and process. The threat tree
concerning information disclosure of data flow, data store, and process, depicted
in Figure 3.17, refers to the security threat tree of information disclosure. This
illustrates the fact that privacy properties are part of security properties, and
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Figure 3.14: Threat tree for detectability of a data flow

Figure 3.15: Threat tree for detectability of a data store

privacy may depend on security. For more information about the information
disclosure threats we refer to SDL [HL06].
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Figure 3.16: Threat tree for detectability of a process

Figure 3.17: Threat tree for Information Disclosure

Content unawareness of entity. Content unawareness of an entity can occur
in two situations: either the date subject provides more personal identifiable
information than required, which has a negative influence on all the hard privacy
objectives; or the data subject does not keep the information updated or does
not remove (or request removal of)outdated information, which can lead to
wrong actions when decisions are based on this information3.

Consent and policy noncompliance of the system (data flow, process and
data store). The user’s privacy can be violated when internal system rules do
not correspond to privacy policies provided to the user. This can occur when an

3Note that the branch related to wrong decisions is removed from the awareness tree in
the updated version as described in Section 6.6.7.
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Figure 3.18: Threat tree for Content Unawareness

attacker tampers with the internal policies, which is actually a security threat;
or when the policy rules are incorrectly managed or updated (according to the
user’s requests) by the system administrator.

Figure 3.19: Threat tree for policy and consent noncompliance
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3.4.2 Document Assumptions

When eliciting threats using the LINDDUN threat trees, often certain leaf
nodes or even entire branches will be considered as not relevant to the system-
to-analyze and will thus not be considered during the privacy analysis. It is
important to also document these decisions.

Assumptions are explicit or implicit choices to trust an element of the system
(e.g., human, piece of software) to behave as expected.

Clearly, the analyst needs to make assumptions that are used to reason about
whether a threat (or a whole category) is relevant in the system under analysis.
These assumed properties or assertions act as domain restrictions. They can for
example state that a certain branch in a threat tree does not apply to the system
that is being analyzed, hence limiting the scope of the LINDDUN analysis.

The analyst is incentivized to document these assumptions and argumentations
as free-form text. Preferably a link to the corresponding misuse case(s) is added
for traceability purposes, indicating why a certain alternative path is considered
irrelevant or why a certain threat is highly likely to occur. When one of the
assumptions is altered in the process, it is important to easily track the required
changes in the privacy analysis results.

Running example: Social Network 2.0. In the running example, we have
made the assumption that re-identification is not possible in the data store (as
shown in step 3 of Figure 3.2), thus eliminating one branch of the threat tree 4.

General assumptions. Note that the documentation of assumptions already
starts during step 2 of the LINDDUN methodology. When adding DFD
elements, the mapping table, and thus the number of threats to examine,
grows exponentially. This number can be limited by making more general
assumptions (i.e. spanning an entire threat category or DFD element).

Related to the running example, as shown in the mapping table of step 2 in
Figure 3.2, certain threat categories have been considered irrelevant (marked in
grey). This limits the number of threats that need to be considered throughout
the analysis. Internal DFD elements are, for example, considered trustworthy.
Also non-repudiation and detectability threats are considered irrelevant for social
networks (after carefully examining the corresponding threat trees). Finally,

4Note that the re-identification assumption has only been made for the sake of example. In
practice, assumptions should only be made if there is sufficient reason to eliminate a certain
threat tree branch. This reasoning should be documented as well.
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non-compliance threats should not be applied to a specific DFD element, but
are applicable to the entire system (indicated by X* in the table). Again, note
that these assumptions are made to simplify the example. In practice, each
assumption should be carefully thought through and should be substantiated
by adequate reasoning.

These assumptions have a large impact on the privacy results as they eliminate
entire threat trees from the LINDDUN analysis. It is hence imperative to
explicitly document these assumptions for traceability purposes.

3.4.3 Document Threats using Threat Template

The result of the elicitation process should be a collection of threat scenarios
that need to be documented. To this aim, LINDDUN proposes the use of misuse
cases [Ale03, SO01, SO05, MF99]. In particular, a misuse case can be considered
as a use case from the misactor’s point of view. A misactor is someone who
intentionally or unintentionally initiates the misuse case. We chose misuse cases
because they represent a well established technique to elicit threats.

The proposed misuse case structure, which is based on the template provided
by Sindre and Opdahl [SO01] is described below (optional fields are indicated
with *):

• Summary: provides a brief description of the threat.

• Assets, stakeholders and threats* : describes the assets being threatened,
their importance to the different stakeholders, and what is the potential
damage if the misuse case succeeds.

• Primary misactor : describes the type of misactor performing the misuse-
case. Possible types are insiders, people with a certain technical skill, and
so on. Also, some misuse cases could occur accidentally whereas other are
most likely to be performed intentionally.

• Basic Flow: discusses the normal flow of actions, resulting in a successful
attack for the misactor.

• Alternative Flows* : describes the other ways the misuse can occur.

• Trigger* : describes how and when the misuse case is initiated.

• Preconditions* : precondition that the system must meet for the attack to
be feasible.
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• Leaf node(s)* : refers to the leaf node(s) of the threat tree(s) the threat
corresponds to.

• Root node(s)* : refers to the root node(s) of the threat tree(s) that were
examined for the threat.

• DFD element(s)* : lists all DFD elements to which this threat is applicable.

• Remarks(*): Although optional, related assumptions should be mentioned
here.

The preconditions refer to the leaf nodes of the threat tree patterns and the basic
(and alternative) flow describes how an attacker could exploit these weaknesses
of the system in order to mount an attack. Assets, stakeholders and threats
describe the impact the threat can have. It is an optional field, however it can
be useful to determine the risk (step 4 of LINDDUN) as this is based on the
impact and likelihood of the threat. Also trigger and preconditions are optional
fields as they do not represent the core threat. They can however help reason
about the threat.

Leaf nodes, root nodes, and DFD elements are LINDDUN-specific fields which
are optional but highly recommended. The leaf and root nodes make it
easy to trace the threat to its corresponding threat tree(s) and vice versa.
When combining these references with the assumptions, it becomes rather
straightforward to determine whether all threat trees and branches have been
fully explored. The DFD elements list can be used to group threats. Often one
threat is applicable to similar DFD elements (e.g. internal flows, external flows,
etc.). To avoid an explosion of threats and obtain a clear, organized overview,
these similar threat can be grouped into one.

Finally the remarks field is also optional, although it will usually be filled in
with references to the assumptions that correspond to the documented threat.

Note that the LINDDUN-specific fields were added after the original publication
of the LINDDUN paper. They were however used during the empirical studies,
where they were very helpful both for the participants as well as for the assessors
of the studies.

Documenting threats should not necessarily be limited to this step. On the
contrary, as privacy threats can already emerge earlier on in the software
development process, these threats should be documented as soon as they
surface.

Running example: Social Network 2.0. In our running example, we assume
that communication and processes within the social network service provider



60 | chapter 3 • THE LINDDUN THREAT MODELING METHODOLOGY

are trustworthy. However, we want to protect the data store against information
disclosure (such as unauthorized access due to a spoofing attack).

The data controllers could be users, social network providers, and application
providers.

To illustrate how to create a misuse case based on the threat tree patterns,
consider the threat tree of linkability at the data store (see step 3 in Figure 3.2).
The threat tree indicates linkability can occur when neither the data store
is sufficiently protected against information disclosure nor sufficient data
anonymization techniques are employed. These are the preconditions of the
misuse case. To create the attack scenarios, it is clear that the attacker first
needs to have access to the data store, and secondly, either the user (as the
data subject) can be re-identified (as the basic flow) or the pseudonyms can
be linkable (as the alternative flow). We have however made the assumption
that re-identification is not possible, thus only the threat remains that the data
store is susceptible to information disclosure threats and the entity is linkable.
If the re-identification assumption would not have been made, the leaf node
would have resulted in an additional threat that needed to be documented.

The aforementioned misuse case is presented in this section. The additional
nine misuse cases applicable to the social network example are described in
[DWS+11].

MUC 1 – Linkability of social network database (data store)

Summary: Data entries can be linked to the same person (without necessarily
revealing the person’s identity)

Assets, stakeholders and threats*: Personal Identifiable Information (PII)
of the user.

• The user:
– Data entries can be linked to each other which might reveal the

person’s identity
– The misactor can build a profile of a user’s online activities (interests,

actives time, comments, updates, etc.)

Primary misactor: skilled insider / skilled outsider

Basic Flow:

1. The misactor gains access to the database
2. Each data entry is linked to a pseudonym
3. The misactor can link the different pseudonyms together (linkability of

entity)
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4. Based on the pseudonyms, the misactor can link the different data entries

Trigger*: by misactor, can always happen.

Preconditions*:

• no or insufficient protection of the data store
• no or insufficient data anonymization techniques or strong data mining

applied

Leaf node(s)*: L_ds1, ID_ds, L_ds2, L_e2

Root nodes(*): L_ds

DFD elements (*): social network data

Remarks(*):

• re-identification is not considered possible (see assumption 3 )
• MUC 7 - information disclosure at the data store - is a precondition for

this threat

3.5 Step 4: Prioritize Threats

Similarly to STRIDE, LINDDUN can suggest a (large) number of documented
threats. Before the process moves forward, the identified threats must be
prioritized. Due to time or budget limitations, often only the most important
ones will be considered for inclusion in the requirements specification and,
consequently, in the design of the solution. Risk assessment techniques provide
support for this stage. In general, risk is calculated as a function of the likelihood
of the attack scenario and its impact. The risk value is used to sort the MUCs:
the higher the risk, the more important the MUC is.

The LINDDUN framework (similarly to STRIDE) is independent from the risk
assessment technique that is used. The analyst is free to pick the technique of
choice, for instance the OWASP’s Risk Rating Methodology [OWA], Microsoft’s
DREAD [Mica], NIST’s Special Publication 800-30 [NIS], or SEI’s OCTAVE
[CMU]. These techniques leverage the information contained in the misuse
cases, as the involved assets (for the impact), and the attacker profile as well as
the basic/alternative flows (for the likelihood). Many of the above-mentioned
techniques include privacy considerations when assessing the impact of a threat.
However, as a research challenge, a privacy-specific risk assessment technique is
worthwhile to be investigated, as the on-field experience reveals any inadequacy
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of state-of-the-art techniques. This goes beyond the scope of this work.

3.6 Step 5: Elicit Privacy Requirements

Although the core of LINDDUN is problem-oriented, it also provides some
guidance in the solution space. Privacy threats are clearly not the final goal of
privacy requirements engineering. The elicited threats need to be translated into
requirements (i.e. a positive translation of the threats) and should eventually
be integrated into the system as privacy enhancing solutions.

The system’s positive requirements can be extracted from the misuse cases and
the LINDDUN trees to which they are associated. A straightforward mapping
of threat categories to positive goals can be found in Table 3.1 when read from
right to left. It is however advised to not limit the requirements elicitation to
this basic mapping but to elicit more fine-grained requirements that correspond
to the applicable LINDDUN tree nodes5. Ideally, you should take each of
the leaf nodes (or tree branches) into account that led to the threat you are
translating into requirements. The causes of the threat (i.e. the leaf nodes)
should be mitigated by positive requirements.

Running example: Social Network 2.0. As shown in Figure 3.2, the threat
related to linking data in the database corresponds to 2 leaf nodes in the threat
tree (i.e. information disclosure of the data store and linkability of entity)
and thus should be translated in the 2 corresponding privacy requirements:
unlinkability of entities in the database and protection of the data store
(confidentiality).

Note that it is possible that certain requirements can (partially) mitigate
multiple threats.

3.7 Step 6: Select Privacy Enhancing Solutions

Similarly to security, privacy requirements can be satisfied via a range of solution
strategies:

5The idea of translating all applicable leaf nodes into privacy requirements is an extension
that was added after the publication of the LINDDUN paper.
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1. Warn the user could be a valid strategy for lower risk (but still relevant)
threats. However precautions have to be taken so that users, especially
non-technical ones, do not make poor trust decisions.

2. Removing or turning off the feature is the only way to reduce the risk
to zero. When threat models indicate that the risk is too great or the
mitigation techniques are untenable, it is best not to build the feature
in the first place, in order to gain a balance between user features and
potential privacy risks.

3. Countering threats with either preventive or reactive privacy enhancing
technology is the most commonly used strategy to solve specific issues.

This section mainly focuses on the last strategy. When countering threats
with technology is chosen as the mitigation strategy, system designers have to
identify the appropriate privacy enhancing technology (PET). We summarize
the state-of-art PETs in Table 3.3 and map these techniques to each of the
corresponding privacy properties of Table 3.1. As a result, improved guidance
is provided to the system designers over the solution selection process.

Note that the PETs categorization is inspired by the taxonomies proposed
in [WSDDJ09, KKG08]. Further, Table 3.3 introduces some key primitives
of state-of-art of privacy technologies. New privacy enhancing solutions keep
emerging; therefore a complete list of PETs and best practices for choosing the
appropriate mitigation is beyond the scope of this thesis. The latest development
of privacy enhancing technologies can be found at [PET].

In summary, privacy protection solutions boil down to either technical or legal
enforcement. In general, privacy technology enables functionality while offering
the highest protection for privacy.

Running example: Social Network 2.0. The threat related to linkability in
the database resulted in two privacy requirements (as identified in Step 5):
unlinkability of entities in the database, and protection of the data store. Using
these requirements, the solution table (Table 3.3 proposes data anonymization
techniques such as k-anonymity [Swe02b], and access control techniques such
as context-based access control [GMPT01]. The full table of the selected PETs
for the running example can be found in the LINDDUN paper [DWS+11].

3.8 Discussion

We conclude this chapter with some reflections on the LINDDUN methodology.
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Table 3.3: Mapping privacy objectives with privacy enhancing techniques (U –
Unlinkability, A – Anonymity / Pseudonymity, P – Plausible deniability, D –
Undetectability / unobservability, C – Confidentiality, W – Content Awareness,
O – Policy and consent compliance of the system)

Mitigation techniques: PETs U A P D C W O
Anonymity system Mix-networks (1981) [Cha81], DC-networks (1985)

[Cha85, Cha88], ISDN-mixes [PPW91], Onion Rout-
ing (1996) [GRS96], Crowds (1998) [RR98], Single
proxy (90s) (Penet pseudonymous remailer (1993-
1996), Anonymizer, SafeWeb), anonymous Remailer
(Cipherpunk Type 0, Type 1 [Bac], Mixmaster Type
2 (1994) [Mixa], Mixminion Type 3 (2003) [Mixb]), and
Low-latency communication (Freedom Network (1999-
2001) [BGS01], Java Anon Proxy (JAP) (2000) [BFK00],
Tor (2004) [DMS04])

× × ×

DC-net & MIX-net + dummy traffic, ISDN-mixes
[PPW91]

× × × ×

Broadcast systems [PW85, WP90] + dummy traffic × × ×
Privacy preserving
authentication

Private authentication [AF04, ABB+04] × ×
Anonymous credentials (single show [BC93], multishow
[CL04])

× ×

Deniable authentication [Nao02] × × ×
Off-the-record messaging [BGB04] × × × ×

Privacy preserving
cryptographic
protocols

Multi-party computation (Secure function evaluation)
[Yao82, NN01]

× ×

Anonymous buyer-seller watermarking protocol
[DBPP09]

× × ×

Information retrieval Private information retrieval [CGKS98] + dummy traffic × × ×
Oblivious transfer [Rab81, Cac98]) × × ×
Privacy preserving data mining [VBF+04, Pin02] × × ×
Searchable encryption [ABC+05], Private search [OS05] × ×

Data anonymization K-anonymity model [Swe02b, Swe02a], l-Diversity
[MGKV06]

× ×

Information hiding Steganography [AP98] × × ×
Covert communication [MNCM03] × × ×
Spread spectrum [KM01] × × ×

Pseudonymity systems Privacy enhancing identity management system
[HBC+04]

× ×

User-controlled identity management system [CPHH02] × ×
Privacy preserving biometrics [STP09] × × ×

Encryption techniques Symmetric key & public key encryption [MOV97] ×
Deniable encryption × ×
Homomorphic encryption [FG07] ×
Verifiable encryption [CD98] ×

Access control
techniques

Context-based access control [GMPT01] ×
Privacy-aware access control [CF08, ACK+09] ×

Policy and feedback
tools

Policy communication (P3P [W3C]) ×
Policy enforcement (XACML [oo], EPAL [IBM]) ×
Feedback tools for user privacy awareness [LHDL04,
PK09, LBW08]

×

Data removal tools (spyware removal, browser cleaning
tools, activity traces eraser, harddisk data eraser)

×
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3.8.1 DFD as Model for LINDDUN

The decision to use a data flow diagram (DFD) as model for our methodology was
straight-forward. LINDDUN is based on STRIDE, a well-established technique
that uses DFD as starting point. Nevertheless, other techniques exist as well to
model the system-to-analyze. This section briefly discusses some alternatives
and their advantages and disadvantages compared to DFD.

BPMN. One of the best known modeling languages is the business process
modeling notation (BPMN) [bpm], which is a flowcharting technique used for
creating graphical models of business process operations. It is characterized by
flow and connecting objects such as events, activities, gateways and connections.
The main difference with DFDs is the system’s view it represents. BPMN
focuses on the business activities and thereby lacks the overall system model
(i.e. which components are connected how). Because this information is actually
the core input for the LINDDUN methodology as the mapping table and threat
trees explicitly refer to system element types (i.e. data stores, entities, data
flows, and processes), BPMN will not be suitable to integrate into LINDDUN
without some radical changes. Nevertheless, it might be useful to have, on top
of the DFD, a representation of the actual activity flows, such as BPMN, to
easily track where certain data will end up. In practice however, we did not yet
encounter a system where this additional information was required and could
not be extracted from the DFD or the provided system specification.

UML. Another well known modeling language is the Unified Modeling
Language (UML) [uml]. It is actually a collection of various diagrams that
represent different views of the system. The component-connector diagram
is most closely related to a DFD (as is illustrated in the empirical study in
Chapter 5). Most of the elements have a one-to-one mapping, and only minor
changes are required. Thus using a component-connector diagram as starting
point for the analysis will require minimal effort for LINDDUN integration.
Other diagrams, such as the activity or sequence diagram can also be used in
addition to the component-connector diagram to extend the understanding of
the information flows, although this is not required.

Data models. One aspect that is not highlighted by a DFD is the
representation of information. As privacy concerns data, it is thus important to
have a clear understanding about what data exactly is sent and processed in
which parts of the system. The DFD contains annotations indicating what types
of data are being communicated via the data flows, however a precise overview
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of what these data types contain is not included. In order to perform a detailed
privacy analysis, a definition of each data type should thus be available that
illustrates the different data elements that are included in the communicated
information (e.g. a patient medication entry includes a patient id, a medication
id, and a possible link to the prescription). This level of detail allows the privacy
analyst to encounter more fine-grained privacy threats, as the specific data
elements can imply different privacy risks that might be overlooked when only
considered the general information type. No specific representation is required;
the data can be represented as entity-relationship model (ERM), using a UML
class diagram or can just be sketched. In general this information will already
be available in the architectural description (or in a more high-level format at
requirements level).

In summary, DFD is considered a sufficient tool to model the information flows
throughout the system. A detailed privacy analysis can nevertheless benefit from
additional information provided in the requirements or architectural description
such as an activity flow or a data model. They should however not be created
merely for LINDDUN, but are required in any case to guarantee a successful
(functional) analysis of the requirements and architecture.

3.8.2 Coverage of LINDDUN

The threat categories of LINDDUN have not been chosen lightly. An extensive
study preceded the creation of the methodology to determine the most common
and most pressing privacy threat types.

Concerning the hard privacy threats we mainly focused on Pfitzmann’s
terminology proposal for Anonymity, Unobservability, Pseudonymity, and
Identity Management [PH10] as it is widely recognized in the privacy research
community.

We can thus assume that the hard privacy properties have been covered.
Nevertheless, we have also verified our classification according to other privacy
conceptualizations (which were described in Section 2.1) to ensure coverage.

Solove’s Taxonomy. As previously described, Solove’s taxonomy makes a
distinction between 4 groups of privacy violations. As it is not specific to
digital privacy, certain categories are not considered relevant. LINDDUN
mainly corresponds to the information processing and information dissemination
violations. Concerning information processing, we can see a clear mapping
between Solove’s aggregation and LINDDUN’s linkability threats. Also
identification is considered a threat category in both classifications. Exclusion
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in Solove’s taxonomy can be mapped to LINDDUN’s awareness branch related
to accuracy6. Solove’s insecurity corresponds to STRIDE as a whole (which
is also referenced in LINDDUN). Finally, secondary use is not considered in
LINDDUN explicitly as it is closely related to data protection compliance
(only use and share data if the data subject has consented to the specific
purpose). The second group of Solove’s group that corresponds to LINDDUN
is information dissemination. This group can actually be entirely mapped
to LINDDUN’s information disclosure threats, as Solove’s privacy violations
either directly concerns disclosure of data (breach of confidentiality, disclosure,
exposure), or a possible consequence of it (blackmail, appropriation, distortion).
Also Solove’s increased accessibility violations can be mapped to LINDDUN’s
information disclosure threats, as accessibility will impact the risk of information
disclosure. Solove’s information collection category, which contains surveillance
and interrogation violations, does not have a direct mapping. LINDDUN
focuses explicitly on how systems can protect the users’ privacy, thus we
assume legitimate data collection. However, we believe that basic mitigations
of information disclosure and spoofing threats (e.g. avoiding eavesdropping,
phishing, etc.) can be applied to resolve Solove’s information collection violations.
Finally, Solove’s invasion group is more general and does not always involve
actual data. We therefore argue that it is not applicable to the type of privacy
analysis LINDDUN aims at. In summary, all of Solove’s privacy violations
that are applicable to a software system have been included in LINDDUN,
together with several other important categories (e.g. detectability and plausible
deniability).

PRiS. PRiS [KKG08] is a method for incorporating privacy requirements
into the design process by means of patterns. The method has identified
8 high-level privacy requirements categories: identification, authentication,
authorization, data protection, anonymity, pseudonymity, unlinkability and
unobservability. The first three categories are related to access control and hence
covered by LINDDUN’s information disclosure threats. The fourth category,
data protection, concerns EU data protection legislation, and is thus covered
by LINDDUN’s non-compliance threats. Finally, the remaining three PRiS
categories are also covered by LINDDUN’s hard privacy threat categories,
respectively identifiability, linkability, and detectability. In addition to the
categories of PRiS, LINDDUN also includes threat related to unawareness and
non-repudiation.

6Note that the concept of accuracy in the context of privacy is slightly updated in the
improved version of the threat trees as is discussed in Chapter 6. The updated threat tree
nodes will correspond to Solove’s taxonomy even more closely.
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In-House Privacy Taxonomy. In previous work we have created our own
privacy taxonomy [WSDDJ09] in order to classify existing privacy enhancing
technologies (PETs) to enable a structured selection of appropriate privacy
solutions. The taxonomy approaches privacy from two directions. The proactive
branch concerns the concealment of the association (between an identity and
his data). This branch is related to LINDDUN’s hard privacy properties,
with a focus on those related to entity- and flow-related threats. The reactive
branch of the taxonomy concerns the guarding of the association (in situations
when the association has already been created). This branch corresponds to
LINDDUN’s soft privacy and security properties, and also includes hard privacy
properties related to the data store. All taxonomy categories have been covered
by LINDDUN.

Note that in Chapter 6, we will create an even stronger link between LINDDUN
and our in-house taxonomy.

3.9 LINDDUN in the Related Work

LINDDUN has been gaining attention in the privacy community. It has been
referenced and applied by several researchers and been used as inspiration
for other privacy requirements approaches. This section summarizes the most
important references.

LINDDUN in Shostack’s Threat Modeling book. Adam Shostack is one of
the developers of Microsoft’s STRIDE. In his latest book [Sho14], which can
be considered the threat modeling reference work, he describes LINDDUN as
“one of the most serious and thought-provoking approaches to privacy threat
modeling.”

LINDDUN to ensure privacy in call detail records. LINDDUN has been
applied in a privacy impact analysis for the analysis of communication records.
Hofbauer et al. [HBQ12] introduce a six-step method to ensure privacy in a call
detail records (CDR) analysis for voice-over-IP calls. First, they describe the
context and stakeholders, after which they identify the personal information in
the data. Third, they elicit privacy requirements from legal and cultural aspects.
Fourth, they conduct a privacy threat analysis by applying LINDDUN to the
CDRs personal information fields that were uncovered in step 2. By applying
LINDDUN, they derive a set of privacy-related misuse cases. In the fifth step,
the misuse cases are mitigated by proposing suitable privacy requirements and



3.9 • LINDDUN IN THE RELATED WORK | 69

mechanisms. Finally, they reconcile the legal, cultural and threat driven privacy
requirements.

LINDDUN compared to other privacy requirements techniques. Beckers
[Bec12] has compared and evaluated PriS, FPFSD and LINDDUN using a
conceptual framework for privacy requirements engineering. First he mapped
main concepts from the conceptual framework to each of the methods which
included: personal information, privacy goal, privacy requirement, specification
stakeholder, counter-stakeholder, domain knowledge, anonymity, unlinkability,
unobservability, pseudonymity, threat, vulnerability, and risk. Using his
framework, he analyzed the three methods which led to the following results.
Specific risk assessment techniques are missing in all 3 examined methods.
LINDDUN only focuses on privacy requirements and not so much on privacy
goals (which are the more high-level descriptions). LINDDUN does however
include additional privacy objectives that were not used in the comparison
(plausible deniability, confidentiality, awareness, and compliance). Concerning
the actual engineering approach, LINDDUN and FPFSD include domain
knowledge and assumptions into the process, while PriS doesn’t. PriS does
however focus on multilateral privacy and explicitly incorporates different
stakeholder perspectives. It also considers formality, which LINDDUN and
FPFSD do not.

LINDDUN in European research projects. Recently, LINDDUN also has
been applied in European research projects to analyze the system’s privacy
threats. In the Rerum project for reliable, resilient and secure IoT for smart
city applications, LINDDUN is applied to the architectural framework for
smart cities [ML14]. In the BioMedBridges project, LINDDUN is applied to
the architecture created to build data bridges between biological and medical
infrastructures in Europe [KLK+14]. In both projects, the security analysis is
based on STRIDE, and LINDDUN was chosen as privacy analysis methodology
given its complementary nature to STRIDE which enables a closely integrated
security and privacy analysis.

LINDDUN in keynote at ACSAC. At the 2011 Annual Computer Security
Applications Conference, Susan Landau, a visiting Scholar at Harvard, gave the
keynote talk titled ‘Privacy: it’s All in the Use Case’ [Lan]. In her presentation,
LINDDUN is used to define real privacy threat categories which are used as
guide throughout the talk to discuss federated identity management and RFID
tag solutions.
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LINDDUN used as basis for QTMM. Luna et al.[LSK12] proposed a
quantitative threat modeling methodology (QTMM) to objectively draw
conclusions about privacy-related attacks. Similar to LINDDUN, their method
is based on STRIDE, and follows the same modeling steps. They however
only propose 3 privacy-specific threat categories: linkability, unawareness,
and intervenability which is much more limited than LINDDUN. Although
intervenability is not explicitly mentioned in the LINDDUN threat categories,
we do believe it is, at least partially, included in the awareness and compliance
threats. From step 3 onward, QTMM differs from LINDDUN, as the method
does not provide any privacy knowledge in the form of threat trees. It does
however suggest the use of attack trees in the fourth step of the method (risk-
based quantification), where they aim at quantifying the security and privacy
risks associated to each element of an attack tree. For each misuse case scenario
(for which the template from our LINDDUN paper was used), the corresponding
attack tree is created and a DREAD-quantification scale7 is propagated to the
entire tree. Based on these quantifications, the trees can be prioritized. As
our method does not provide any specific risk-assessment guidance, we believe
(the fourth step of) QTMM can be integrated into the LINDDUN method to
provide a more objective prioritization of elicited threats.

3.10 Conclusion

In this chapter, we have presented the LINDDUN threat modeling methodology.
It is a model-based approach that provides guidance throughout the entire
privacy analysis phase. In addition, it contributes privacy knowledge to aid the
analyst in the elicitation of privacy threats.

In order to validate LINDDUN, we have conducted a multi-faceted, empirical
evaluation. The following chapters explore how LINDDUN performs in terms
of completeness, correctness, ease of use, productivity and reliability.

7DREAD is a methodology introduced by Microsoft to rank software bugs based on
(D)amage potential, (R)eproducibility, (E)xploitability, (A)ffected users and (D)iscoverability.



4
Evaluating LINDDUN
during the Requirements
Engineering Phase

LINDDUN is a threat modeling technique that supports the elicitation of
privacy threats during the early stages of the software development life-cycle.
The first study described in this thesis is an exploratory descriptive study
evaluating LINDDUN when applied during the requirements engineering phase1.
This study was conducted during the eRISE challenge, which provided the
infrastructure for the assessment of several security and privacy engineering
methods [Uni]. This study enrolled three teams of participants, for a total of 8
individuals. The students came from two different academic institutions and
the study was carried out across two locations in Italy and France. Two teams
had to analyze the privacy concerns of an e-health system and one team had to
analyze a smart grid system. The use of two different application scenarios was
a constraint of eRISE. However, the two systems have comparable sizes and

1This chapter is based on the first part of the journal paper “Empirical evaluation of a
privacy-focused threat modeling methodology” [WSJ14a]
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complexity. The description of the two systems to the participants was provided
by industrial domain experts, which were available both on site and offline. This
is an added value in terms of the realism of the study. All three groups had to
apply LINDDUN to elicit the privacy threats of the system they were assigned to.
Using the high-level system description, the participants had to create a DFD
of the system to be used as the starting point for the LINDDUN analysis. Next,
the participants had to follow the first three methodological steps described
in Chapter 3. Afterward, the participants had to provide feedback on their
experience with LINDDUN by means of a group discussion. We analyzed both
the results the participants documented in their reports (discovered threats), as
well as the opinions of the participants with regard to their hands-on experience.
During this study, we aimed at answering the following 4 research questions:

• RQ1 - Correctness. On average, how many threats uncovered by the
participants are correct (true positives vs false positives)?

• RQ2 - Completeness. How many threats are undetected by the participants
(false negatives)?

• RQ3 - Productivity. How many valid threats are identified by the
participants in a given time frame?

• RQ4 - Ease of use. Did the participants perceive the methodology as easy
to learn and apply?

This study is rather small in terms of number of participants (three teams).
Therefore, no strong statistical significance is expected and the quantitative
results are to be considered as exploratory. Nevertheless, we put quite some
effort on gathering qualitative observations and received rich and varied feedback
from the participants. In this respect, we used a combination of techniques
(online forms and group discussion) in order to collect the participants’ opinions.

4.1 Planning and Operation of the Study

The descriptive study analyzes the performance of LINDDUN when it is applied
during the requirements engineering phase. This section describes both the
planning as the actual execution of the study.



4.1 • PLANNING AND OPERATION OF THE STUDY | 73

4.1.1 Experimental Object

The LINDDUN method was applied to two industrial application scenarios. One
team was assigned to a smart grid system, while the two remaining teams had
to analyze an e-health system. Both scenarios [Uni] were provided by partner
companies, which are considered market leaders in the application domains of
the two systems.

Health Care Application Scenario. The Health Care application focuses on
the management of electronic healthcare records (EHR). The scenario enables
the registration of new patients and assigning them to clinicians, accessing
and updating a patient record, retrieving additional patient information from
external sources and sharing patient data with authorized external parties.

Smart Grid Application Scenario. The Smart Grid application scenario
describes an electricity network using information and communication technology
(ICT) to optimize the transmission and distribution of electricity from suppliers
to consumers. In particular, the scenario focuses on smart meters to record
consumption of electric energy which communicate this information daily back
to the utility for monitoring and billing purposes.

More information on both application scenarios can be found on the eRISE
website [Uni].

4.1.2 Task

The study was conducted in the context of a European requirements engineering
challenge (eRISE, [Uni]). eRISE aims at empirically evaluating security and
privacy engineering, including risk analysis methods. It brings together
researchers, practitioners and students to determine the effectiveness of
security and privacy methods. During the eRISE challenge, 5 methods,
including LINDDUN, were evaluated on 2 industrial application scenarios by
42 participants (15 students and 27 professionals) in total. A summary of this
overall study is provided in Section 4.2.1. eRISE was conducted in three phases:
1) training phase, where the participants were made familiar with the methods
and application scenarios by means of tutorials; 2) application phase, where
the participants applied the method they learned to the application scenarios;
3) evaluation phase, where the participants provided feedback through focus
group interviews and discussion sessions. Our study will evidently only report
on the results obtained for the LINDDUN method.
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The participants were asked to perform a privacy threat analysis (cf. first 3
steps of LINDDUN) of the application scenario they were assigned to. The
participants were provided with a set of use cases and a general description of the
application they needed to analyze and documentation describing the LINDDUN
method in detail, including an online catalog containing the LINDDUN threat
trees [Uni].

First, the participants had to create a DFD based on the application scenario
description. Second, a mapping table needed to be created that clearly maps
the DFD elements to the applicable threats. Finally, the mapping table was
used as guideline to elicit all possible privacy threats using the LINDDUN
threat tree catalog. The participants were encouraged to not only describe each
of the uncovered threats using the provided misuse case template, but also to
explicitly document all the assumptions they made regarding whether or not
certain threats are applicable to the application scenario they were analyzing.

After they completed the LINDDUN analysis, the participants were asked to
provide feedback on the methodology during a group discussion session.

4.1.3 Participants

The LINDDUN methodology was applied by 8 participants divided into 3
teams (2 teams of 3 participants, 1 team of 2 participants). In each team,
there was one participant who was enrolled in a master course in Computer
Science and Telecommunications at the University of Trento. These participants
have a background in security engineering and information systems. The other
participants were enrolled in a business Master Course in Audit for Information
Systems at Dauphine University in Paris. They each have at least 5 years of
working experience in the field of information systems auditing.

4.1.4 Design

All teams performed the same task (as described above), however 2 experimental
objects were used. One team applied LINDDUN to a smart grid system, while
the remaining 2 teams applied LINDDUN to an e-health application.

4.1.5 Research Hypotheses

Table 4.1 provides an overview of the terminology used in this chapter. The
reports turned in by the participants have been assessed by experts. Each threat
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Table 4.1: Terminology

Term Meaning

True positive (TP) Correct threat
False negative (FN) Overlooked threat
False positive (FP) Incorrect threat
Precision (Prec) TP/(TP+FP)
Recall (Rec) TP/(TP+FN)
Productivity (prod) TP/time
Reliability (Rel) TPlinddun/(TPlinddun + FNlinddun)
Mean (µ) Population mean

in the report has been marked as either correct (true positive) or, otherwise,
incorrect (false positive). Correct results are threats that are a) relevant, privacy
related in the context of the specific application and sound with respect to the
assumptions documented by the participants, b) compliant to the LINDDUN
method and c) documented with enough detail and reasoning (e.g., one-liners
are not considered as being enough). Further, we have carried out a LINDDUN
analysis of the systems used in the studies. Therefore, we have a ‘reference
solution’ containing all the threats that an optimal execution of LINDDUN
would yield. The reference solution was obtained by combining all threat tree
leaf nodes with all DFD elements to which the corresponding threat tree applied.
Since we trust that solution, we used it to spot whether the participants forgot
to identify some threats (false negatives). Note that the hypotheses presented
in this section will also be used for the study described in Chapter 5.

Correctness. Instead of using the total number of mistakes made by the
participants, we measure correctness by means of precision (see Table 4.1),
which scales the errors (false positives) with respect to the number of correctly
identified threats (true positives). The rationale is that a participant identifying
more threats will naturally incur in more errors. Our null-hypothesis is:

HP rec
0 : µ{Prec def= TPparticipant

TPparticipant + FPparticipant
} < 0.80

That is, our alternative hypothesis (i.e., expectation for a ‘good’ result) is that
precision will be at least 80%, or greater. The selected threshold is the same
used in a previous work, which studied a very similar technique (STRIDE) in
comparable experimental conditions [SWJ13].

Completeness. We measure completeness by means of recall (see Table 4.1),
which scales missing threats (false negatives) w.r.t. the number of correctly



76 | chapter 4 • EVALUATING LINDDUN DURING THE REQUIREMENTS ENGINEERING PHASE

identified threats (true positives). Our null-hypothesis is:

HRec
0 : µ{Rec def= TPparticipant

TPparticipant + FNparticipant
} < 0.80

As before, our hope (alternative hypothesis) is that recall is at least 80%.

Productivity. We define productivity as the number of correct threats (TP)
per hour. Our null-hypothesis is:

HP rod
0 : µ{Prod def= TPparticipant

time
} < 1 threat/h

In a related study on security threat modeling (STRIDE), an average
productivity of one threat per hour has been observed [SWJ13]. Therefore, our
expectation is that LINDDUN performs comparably well, or better.

Ease of use. Ease of use is based on the perception of the participants
concerning the difficulty of learning and applying the methodology. We
determine the methodology’s ease of use by means of the discussion sessions.
As this is the first time a larger group of people applies the methodology, we
cannot express any meaningful expectation.

4.1.6 Preparation of the Participants

Each application scenario was explained in detail during a 2 hour presentation
by the industrial partners. The participants also received a set of use cases
describing the system and a high-level sketch of the application. We remark
that the two application scenarios had similar size and complexity.

After the presentation of the application scenarios, the participants were given
a 3 hour tutorial on LINDDUN. The tutorial consisted of a short introduction
to core privacy concepts, the actual LINDDUN methodology, and a step-by-
step walk-through illustrating the application of the LINDDUN method to an
example scenario. All material used during the eRISE challenge is available
online [WSJ].

4.1.7 Execution of the Study

The study, and hence the output actually consisted of two parts. The
participants were asked to apply LINDDUN on an assigned application scenario.
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Their reports describing the elicited LINDDUN privacy threats was the main
assignment. In addition, the second part of the study focused on the evaluation
of LINDDUN by the participants by means of an extensive feedback session.

Applying LINDDUN After the tutorials, the participants received their
assignment, which asked to apply the first 3 steps of LINDDUN and to identify
the threats to the privacy of the system users. Although the teams worked on
different application scenarios, they performed the same task. The assignment
explicitly mentioned the different LINDDUN steps the participants had to apply
and stated what output was expected. As supporting material, the teams were
provided with the LINDDUN mapping table and the catalog of threat trees.

The participants spent 13 hours divided over 3 days working on the privacy
analysis. During that time, they had to familiarize themselves further with the
application, analyze it, as well as prepare 2 presentations about their results
(one intermediary presentation and one with the final results). The preparation
of the presentations is not part of the LINDDUN methodology. In fact, this
is a constraint imposed by the eRISE challenge. After the final presentation,
the teams also had to hand in a report that documented in detail the work
they had done. The report included the DFD representation of the system, the
assumptions they made when including/excluding certain threats, the threats
they elicited, and the relative prioritization of these threats. The participants
were asked to follow a given template when documenting the threats. The goal
of using a template is ensuring that the outcome produced by the different
teams would be easily comparable.

Evaluating LINDDUN At the end of the study, the experimenters and the
teams gathered together for a discussion session of 1.5 hours.

First a post-it session was organized to reflect on the advantages and
disadvantages of the methodology. The participants each had to write 5 positive
and 5 negative aspects of the LINDDUN methodology on post-its, then they
had to cluster all post-its according to the concepts they characterize and finally
they had to prioritize the clusters.

The result was used as guidance for a group discussion which aimed at reviewing
all features, both positive and negative, of the LINDDUN methodology. First
the methodology process was discussed, second modeling language (i.e. DFD)
was reviewed and finally an overall opinion on LINDDUN was discussed.
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Table 4.2: True Positives, False Positives and False Negatives of study 1
(requirements phase)

Team TP FP FN Scenario

1 5 2 11 e-health
2 8 1 9 e-health
3 5 1 10 smart grid

4.1.8 Measurement Procedure

We assessed the reports by analyzing each of the applications in light of
the assumptions made by the teams and the (sub) systems they selected.
Accordingly, we determined whether the threats reported by the teams were
correct (true positives and false positives) and whether there were missing threats
(false negatives). We therefore applied LINDDUN to each of the application
scenarios that were analyzed by the teams to create a baseline and compared
them to the participants’ results.

In addition to the reports of the study, we also gathered the participants’
feedback from the group discussion session to analyze the methodology’s ease
of use.

4.2 Results

As the number of participants is relatively small, we report the descriptive
statistics without attempting any statistical testing.

Correctness and Completeness (RQ1-RQ2) As shown in Table 4.2, on
average 6 correct threats (TP) and as little as 1 incorrect threat (FP) were
elicited by the participants. However, many threats (10 on average) were
overlooked. The overall precision is 0.85, which is better than expected (0.80 in
HP

0 ). The recall however is only 0.375, which is much lower than the expectation
(0.80 in HR

0 ). This low value might be justified by the time constraints imposed
on the participants but, this assumption cannot be validated.

Productivity (RQ3) As mentioned, the participants spent a total of 13 hours
on the assignment, which results in a productivity of 0.46 threat per hour. This
value is roughly 50% below our expectation (1 threat per hour is mentioned
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in HP rod
0 ). In practice, however, some of this time was spent on preparing

presentations. Hence the actual productivity could be higher and the above-
mentioned value must be interpreted as a lower bound. Unfortunately, our
time-tracking data does not allow us to factor out the time spent on the
mentioned extra activities.

Ease of use (RQ4) During a guided feedback session, the participants were
asked about the LINDDUN process, the creation of the DFD and their overall
opinion on the method. They agreed that the process was easy to apply and that
the methodology steps are both clear and useful. The participants mentioned
that the DFD creation was considered as being the most critical step. Indeed,
if the DFD representation is inaccurate, the entire analysis is biased and could
lead to imprecise results. Also, the explicit identification of the assumptions
was considered challenging as this greatly influences the general outcome of
the threat analysis. An assumption can, for example, state that the internal
communication channel is considered secure (i.e. confidential and tamper-proof),
which eliminates certain LINDDUN threats related to the specific data flow.
Clearly, when this assumption is incorrect, some threats will be missed during
the analysis.

The participants believed the threat trees were helpful and resulted in threats
they would not have thought of. However, they would have preferred a more
detailed explanation for each of the reference threats in the catalog. They also
worried that using the catalog would limit their creative thinking. A suggestion
made by the participants was to first have a brainstorming session in order to
elicit an initial set of threats and only later use LINDDUN as a systematic gap
analysis. Some participants thought the method was too long, while others
argued that, if enough time would be available, the LINDDUN method would
provide much more complete results than other techniques (e.g. COBIT[cob]).
Finally, there was disagreement among the teams about whether they would
have considered using LINDDUN in future industrial projects.

4.2.1 Results of eRISE Challenge

The study described in this chapter was part of the larger eRISE challenge,
conducted by the University of Trento [MPP]. The eRISE challenge evaluated
six privacy and security requirements methods and examined how academic
requirements methods actually work when applied by someone different than the
method designer, what aspects make them work, and why. The eRISE challenge
was organized in 2011 and 2012. CORAS [LSS11], Security Argumentation
[HLMN08] and Secure Tropos [MGM03] were evaluated in both editions. SI*
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[GMMZ05] was evaluated in 2011, and SREP [MFMP08] and LINDDUN were
evaluated in 2012. Note that LINDDUN is the only privacy method; all other
methods relate to security.

The first question the evaluation attempted to answer is: ‘Do these methods for
eliciting security and privacy requirements really deliver what they promise?.’
The participants feedback showed that four of the methodes (CORAS, Secure
Tropos, Security Argumentation, and SI*) actually do not deliver what they
promise. LINDDUN and SREP, however, do help identify privacy and security
requirements respectively. In contrast to the other four methods, LINDDUN and
SREP also do not require the analyst to have previous knowledge in privacy or
security because the analyst is systematically guided through the identification
of privacy and security threats. Participants indicated that the threat trees
were useful as they helped them think about threats. One participant even
stated that LINDDUN is the first method (s)he ever used that helped to identify
threats like anonymity.

Overall, the eRISE study showed that SREP and LINDDUN have been the
methods most appreciated by the participants. In fact, the more the participants
have applied LINDDUN, the more they liked it.

4.2.2 Threats to validity

As mentioned, only 3 teams participated in this study and no strong statistical
conclusions can be drawn.

The participants were introduced to the application scenario they had to analyze
by means of a 2 hour tutorial. Although this tutorial was quite elaborate, it is
possible that the participants were not completely familiar with the system by
the time they started the LINDDUN analysis.

Also, during the LINDDUN tutorial an example was provided to the students.
It is possible that the participants used the example as inspiration, which could
have biased their results. We however decided that it was more important to
provide the participants with sufficient material in order to ensure they fully
grasped the LINDDUN methodology.

Finally, using (master and MBA) students might limit the generalization of
the results to an industrial context. However, we remark that it is common
practice to test new techniques via exploratory studies involving students
[CJMS10, Tic00].
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4.3 Conclusion

Overall the results of this first descriptive study are promising. The precision
rate is slightly higher than expected. The completeness and productivity rate
are unfortunately lower than expected, however these results might have been
biased by the setup of the experiment. The general feedback on LINDDUN
during the feedback session was also mainly positive. We can conclude that
LINDDUN is a suitable method for privacy threat elicitation at the requirements
level, even though there is still some room for improvement. The results of this
study will hence be used in Chapter 6 as input for possible enhancements of
the LINDDUN methodology.

Also the qualitative results obtained from the independent eRISE challenge
are very optimistic. LINDDUN is one of the most appreciated methods (from
the six methods that were examined) and is considered a valuable technique to
elicit privacy threats, even without previous privacy knowledge.





5
Evaluating LINDDUN
during the Architectural
Design phase

This chapter1 presents two distinct studies related to LINDDUN in the
architectural design phase.

The first study is a large descriptive study assessing the application of LINDDUN
as an architecture-level threat modeling technique. It has been carried out
with the participation of 54 master students organized in 27 teams. The
participants had an homogeneous background as they came from the same
academic institution in Belgium. They were provided with an elaborate
architectural description of a smart grid system, consisting of both diagrams
and textual specifications. Note that the participants were already familiar
with the application domain as they extensively worked on the domain analysis
prior to the execution of the study. Further, during the domain analysis, an

1This chapter is based on the second part of the journal paper “Empirical evaluation of a
privacy-focused threat modeling methodology” [WSJ14a].

83
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industrial domain expert was present on site in order to answer the questions
of the students. In the context of the study, the participants had to create a
DFD starting from the architectural description and to perform the analysis
steps prescribed by the LINDDUN method. They documented their results
(discovered threats) in a report and also answered to the questions of a few
questionnaires. This study is similar to the one executed during the requirements
engineering phase (as explained in Chapter 4), and therefore examines the same
four research questions (i.e. correctness, completeness, productivity, and ease of
use).

The second study of LINDDUN in the architectural design phase is a case study
that focuses on the reliability of the results produced by LINDDUN. Indeed,
it could be that LINDDUN is flawed and does not guide the analyst to the
discovery of important threats. Even an optimal execution of LINDDUN might
result in undetected threats due to the limitations of the methodology itself, like
an incomplete catalog of threats. In this second architectural study we asked a
panel of three privacy experts to perform an independent threat analysis of a
smart grid system (at the architectural level). We provided them with a detailed
architectural description of the system, and asked them to analyze the system’s
weaknesses concerning privacy using their own expertise. Their results are then
compared to the results obtained by an optimal execution of LINDDUN (i.e. a
combination of all leaf nodes and all DFD elements to which the corresponding
threat tree applies) on the same application scenario. The LINDDUN analysis
is carried out by one of the inventors of the method and reviewed by another
senior expert. The comparison mainly focused on the coverage of LINDDUN
to identify whether any important class of privacy threats were missing. This
allows us to provide an answer for the final research question in this thesis:

• RQ5 - Reliability. Is LINDDUN missing any important threats?

With only five experts (three privacy experts and two LINDDUN experts), the
size of this case study is limited. Therefore, we do not have the ambition to
draw statistically significant conclusions. However, given the knowledge and
expertise of the participants, we have the opportunity to gather very valuable
observations.

We conclude this chapter with a brief overview of related work and summarize
our lessons learned when executing empirical studies.
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5.1 LINDDUN as an Architecture-Level Technique:
Planning and Operation

This study evaluates the use of LINDDUN as an architecture-level privacy
threat modeling technique. This descriptive study analyzes the results of a
set of participants applying the LINDDUN methodology in the context of a
software architecture course. The setup was based on Scandariato et al.[SWJ13],
as it has proven successful. All material used for the study, and its results are
available online [WSJ]. This section will set out the planning and operation of
the study, while Section 5.2 will discuss the actual results.

5.1.1 Experimental Object

Instead of focusing on projects that are (artificially) shaped toward privacy
issues (such as a whistle-blower or anonymous voting system), we opted to
analyze a realistic general project: a smart grid remote measurement, monitoring
and control system (ReMeS). This project was executed in close collaboration
with an industrial partner who is in the process of developing a smart metering
system that will be rolled out in the BeNeLux area in the near future. This
collaboration guaranteed realistic requirements, which resulted in an interesting
(privacy) analysis, especially since smart metering is becoming the next hot
topic for privacy researchers [SZAG12]. Although the smart metering case
does not have high privacy demands (such as a whistleblowing system or an
anonymous browsing technique), it provides some challenging privacy issues
which should already be dealt with in the design and architecture of the system
[Cav10]. Indeed, in The Netherlands, two smart metering bills which required
mandatory introduction of smart meters in each Dutch household were rejected
due to insufficient ex ante privacy analysis [CK13].

Smart metering introduces intelligent devices in consumer homes to measure
and control consumption of utilities (such as power, and gas). This will, for
example, allow utility companies to use up-to-date remote measurements to
forecast future consumption. Also consumers can benefit as smart devices can
determine the most economical time to consume resources (e.g. when having
varying electricity rates, a smart washing machine can be activated at the time
of day when power consumption is the cheapest).

The main goal of the system is to bring added value to the companies providing
the utility (e.g., gas, water and electricity). This is achieved by reducing
their running costs and the administrative overhead related to measuring
user consumption. In order to achieve this high level goal, ReMeS provides
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(a) The (simplified) component diagram of ReMeS
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(b) A sample DFD corresponding to the component-connector diagram
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Figure 5.1: ReMeS: a smart grid remote measurement, monitoring and control
system
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remote measurements, leak and anomaly detection, consumption prediction, and
invoicing. The (simplified) component diagram of the system-under-analysis is
shown in Figure 5.1a. It is translated to a data flow diagram in Figure 5.1b,
which shows just one possible DFD representation. In Figure 5.1b three different
DFD elements (two processes and a data store) are derived from the ‘Alarm
and Actuator Controller’ component. The other components are mapped to a
single DFD element.

The participants of the study were already familiar with the ReMeS system.
Indeed, the study was positioned at the end of the course, and prior to their
participation to the study the students had to complete two projects revolving
around the ReMeS system. For instance, in one of the projects, they had to
specify in detail both the functional and the quality requirements for the system.
In the second project, they had to design an architecture for the ReMeS system
from the ground up.

To ensure a common starting point to all participants, an architecture for the
ReMeS system has been created by the experimenters and provided to the
participants. The usage scenarios supported by the system were explained
in a 14-page document. Further, a 28-page document explained the main
architectural diagrams (e.g., documenting the components-and-connectors view
and the deployment view) as well as the main design choices. The document
also contained a set of sequence diagrams describing the behavior of the system
w.r.t. the key usage scenarios. Finally, the document contained a catalog of all
supported interfaces.

5.1.2 Task

The participants have been asked to perform the privacy threat analysis (cf.
the first 3 steps in Chapter 3) of the ReMeS architecture provided by the
experimenters. In order to complete their task, the participants have been
provided with the following supporting material:

• Two electronic documents describing the purpose of the ReMeS system
and its software architecture.

• The documentation describing LINDDUN, including the course slides and
a research paper.

• An online catalog containing privacy threat trees, which can be viewed at
[LIN].
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Starting from the provided architectural documentation, the participants had
to create a DFD, which is used to guide the rest of the privacy analysis. The
participants were instructed on how to map the elements of a component
diagram to a DFD. For example, database components correspond to DFD
datastores (DS). Users, hardware modules and 3rd party systems components
correspond to external entities (EE). Finally, computational components map
to processes (PN).

The participants were encouraged to explicitly document all the assumptions
they made. Further, they had to describe all uncovered threats as misuse
cases, according to a provided documentation template. The template has been
used as a means to incentivate the participants to describe their findings with
enough detail. This leaves less room for interpretation from the experimenters’
perspective.

By participating in the study, the students had the opportunity to earn points
for their final score in the course (up to 4 points of the maximum achievable score
of 20 points). The rationale was to promote an adequate level of professionalism
in the attitude of the students. They have not been judged only on the threats
they uncovered, but also on the quality of their documentation (including the
assumptions made) and the level of adherence to the LINDDUN methodology.
At the end of the study, the participants have been given the option to opt-out
from the study. In this case, we graded their work as a regular project and
discarded all other measurements that were taken during the study.

5.1.3 Participants

The participants of this study are the students of a course on software
architecture taught by the experimenters in the second semester of the first
year of the master in Computer Science at KU Leuven in Belgium. We have
observed a total of 54 students organized in 27 teams of two students2. The
background of the participants can be considered rather homogeneous as the
course is only available for students of the master program of Computer Science
and Applied Informatics. The participants displayed a good level of commitment
to the study, as testified by an average grade of 6.3 (out of 10) obtained by the
students.

2Fourteen more students participated to the study but decided to opt-out at the end of it.
Their work has not been included in the study. Eleven more students were discarded by the
experimenters because they did not follow the instructions.
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5.1.4 Design

All 27 teams performed the same task (as described above) on the same
experimental object (the ReMeS system).

5.1.5 Hypotheses

As this study is quite similar to the study of LINDDUN at the requirements
phase, we examine the same four hypotheses.

• RQ1 - Correctness. On average, how many threats uncovered by the
participants are correct (true positives vs false positives)?

• RQ2 - Completeness. How many threats are undetected by the participants
(false negatives)?

• RQ3 - Productivity. How many valid threats are identified by the
participants in a given time frame?

• RQ4 - Ease of use. Did the participants perceive the methodology as easy
to learn and apply?

The reader can refer Section 4.1.5 for further details.

5.1.6 Preparation of the Participants

The study was carried out in a master-level course, as described above. The
participants received the training for the study as part of this course. The
course focused on software requirements and architecture. It is organized in
three parts (requirements elicitation, architectural design, and privacy analysis).
The study was conducted during the third part of the course. The preparation
of the participants included 2 lectures of 2.5 hours each. The first lecture gave
an introduction to privacy concepts and covered the LINDDUN methodology in
depth. During the second lecture, an example was given (privacy analysis of a
patient community system) to illustrate the LINDDUN methodology in a step-
by-step way. In the second lecture, the experimental object (i.e., the software
architecture of the ReMeS system) was also presented. Finally, information
about the study and the guidelines were given. This information included the
participants’ right to opt out of the study. Guidelines included the request
to precisely track all the time spent in each of the LINDDUN steps using an
open-source time tracking tool [kim], to fill in the entry and exit questionnaire,
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and to closely follow the provided documentation template for the identified
threats.

5.1.7 Execution of Study

After the instruction was concluded and prior to the beginning of the actual
study, we asked the participants to fill in an entry questionnaire. The questions
were meant to profile the participants with respect to their knowledge of security
and privacy, as well as their understanding of both LINDDUN and the ReMeS
system. We also asked a question concerning their working experience in
the software industry, if any. The participants could fill in the questionnaire
anonymously, if so desired.

The actual study took place during 2 supervised lab sessions of 2.5 hours each.
The ReMeS system is rather large and complex. Its size is realistic with respect
to real world projects. Therefore, the analysis could have not been completed
during the two labs only. This explicit choice implied that the participants
were expected to start working on the privacy analysis during the lab sessions
and finish the assignment as homework. During the first lab session, the teams
received their assignment and started working on the task. After the second
lab session, they had 2 weeks to complete the assignment at home.

Before the first lab session started, all course material was made available to the
participants via the course site. This included the tutorial slides, a step-by-step
example, the architectural documentation and the time self-tracking tool. We
also activated a web server containing the catalog of privacy threat trees. The
catalog was organized in the shape of a web site, with each tree contained in a
single page and an index of the trees always available as a sidebar. To access
the site, a participant had to log in and we monitored the access of the teams
to the web pages.

Both lab sessions were supervised by three teaching assistants who answered
the participants’ questions and monitored the adherence of the participants
to the study protocol. An online discussion board was available during the
time of the assignment, so even outside the lab sessions, the participants were
able to ask for clarifications. As mentioned, the participants were already quite
familiar with the ReMeS system, as they had to deal with it throughout the
whole course. This level of familiarity removes some threats to the validity
of the study, e.g., related to misunderstanding the experimental object or a
steep learning curve. The participants confirmed in a questionnaire that they
were very familiar with ReMeS (median of 4 on a scale of 1–strong disagree, to
5–strong agree).
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At the end of the study, the teams had to prepare a written report. Each report
contained a DFD representing the ReMeS architecture, a list of assumptions
(and their rationale), the mapping table between the ReMeS DFD elements and
the LINDDUN threat types, and the set of threats the participants identified.
The threats appear in the report according to their order of discovery. Further,
each threat is labeled according to its level of priority as low, medium or high.

The participants were also asked to keep track of the time they spent. This was
repeatedly mentioned by the TAs during the lab sessions, and it was emphasized
on the LINDDUN catalog website as reminder. To this aim, we provided a
(simple) time tracking tool [kim]. Each team had a user account to log in and
could select the type of activity the team was busy with, i.e., one of the steps
among 1) DFD creation, 2) mapping, or 3) threat elicitation. The time tracking
could be started and stopped with a single click. There was also an option to
mention whether the participants were working in group (hence effort time had
to be counted twice) or individually at that moment.

At the end of the study, the participants were requested to fill in an online
questionnaire concerning the task they executed. The questionnaire was based
on one used in a previous descriptive study [SWJ13] and contained 33 questions,
most on a scale from 1 to 5, to investigate how easy the steps and the method
as a whole were to learn and apply. Also, some open questions invited the
participants to clarify their answers and provide feedback. The participants
could fill in the questionnaire [WSJ] anonymously, if so desired.

5.1.8 Measurement Procedure

The reports handed in by the teams have been assessed by two experts (the
author and a teaching assistant).

The DFD used by each team for the analysis could slightly vary from the provided
component diagram, e.g., by adding or removing certain details. Figure 5.1b,
for example, decomposes the Alarm and Actuator Contoller component into two
more detailed processes and a dedicated alarm configuration data store, however
other interpretations are possible as well. In general however, the teams used
very similar DFDs as starting point for their analysis as they closely followed
our provided procedure to derive DFD elements from a component diagram.
For each team, the experts analyzed the documented DFD and assumptions
and determined whether each of the identified threats was applicable to the
system-under-analysis. Specifically, the experts determined the number of
correct threats (TPs) and incorrect threats (FPs) based on the definitions given
in Section 4.1.5. That is, correct threats are a) relevant, privacy related in
the context of the ReMeS system and sound with respect to the assumptions
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Table 5.1: Average size of the DFD constructed by the participants.

DFD element Mean Std. dev.
Entities 6.62 1.05
Flows 53.97 16.49
Data stores 2.31 0.85
Processes 12.73 2.79
Total 75.62 19.09

documented by the participants, b) compliant to the LINDDUN method and c)
documented with enough detail and reasoning. Also, the missing threats (false
negatives) were counted by looking for LINDDUN threat tree nodes that were
not addressed in the report.

About half of the reports were evaluated by both experts and results were
compared. Only in a very low number of cases (4% of the 275 compared threats)
the results varied, and after a discussion between the experts a consensus was
reached. Given this low number of discrepancies and due to time constraints, it
was decided to evaluate the remaining half of the reports separately, without
further comparison. The experts also measured the size of the DFD in terms of
included elements, as well as the number of assumptions.

The time tracking tool collected the time spent per LINDDUN step, however
these figures strongly rely on the participants’ diligence. Via the logs of the
web server containing the threats catalog, we retrieved the page visits for each
participant. Finally, we collected the participants’ opinion on the methodology
by means of the questionnaires.

5.2 LINDDUN as an Architecture-Level Technique:
Results

This section describes the results of the descriptive study of LINDDUN when
applied at the architecture level. First the descriptive statistics are presented,
after which each of the four research questions are evaluated.
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Table 5.2: Size of the reference solution per threat category.

Threat category No. of threats
Linkability (L) 3
Identifiability (I) 2
Non-repudiation (Nr) 0
Detectability (D) 1
Disclosure of information (Di) 7
Unawareness (U) 3
Non-compliance (Nc) 3
Spoofing (S) 3
Total 22

5.2.1 Descriptive statistics

DFD. One of the key aspects of this study was the use of a realistic size project
to ensure that the results are also applicable to industry cases. The average
size of the DFDs created by the participants illustrates that the ReMeS case
study is indeed a medium-to-large scale project with 75.6 elements on average
(standard deviation is 19.09). The 95% confidence interval is [68.5, 82] (one-
sample Wilcoxon test). Table 5.1 provides the total number of DFD elements,
on average, as well as a more detailed overview of each element separately. As
expected, the number of data flows (54 on average with a standard deviation
of 16.49) has a large impact on the total number of DFD elements (Spearman
correlation ρ =0.986 p< .05).

Reference solution. A reference solution for the assignment has been created
by two experts. It gives the reader a rough estimation of how many privacy
threats are to be found in the system-under-analysis. The experts constructed
a DFD and applied the LINDDUN method, which resulted in 22 threats, as
shown in Table 5.2. Of course, the participants can make different assumptions
and each team might have constructed a DFD that differs slightly from the
reference solution. Hence, the reference solution is merely used as a guideline
for the graders, who still have to carefully examine the reported DFD and
assumptions made by each team.

The disclosure of information (Di) threats are the biggest contributor to the
overall number of threats. Although this is often considered a security category,
the users’ privacy cannot be guaranteed without proper confidentiality measures
in place. Also, because the impact of disclosure of information threats varies
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depending on the type of flow (e.g. internal or external) and the type of data
(e.g. credentials, general data or personal information), the number of threats
in this category tends to grow easily.

Non-repudiation (Nr) is a category that only applies to some highly specific
privacy applications (such as whistle-blowing or e-voting systems), and not
to the smart grid system. In fact, for billing purposes any form of plausible
deniability should be avoided. Therefore, no threats were elicited for this
category.

The spoofing (S) security threats are highly relevant for privacy as they ‘support’
the privacy threats related to disclosure of information. However, LINDDUN
does not deal with spoofing threats directly. Rather, the methodology reuses
the threat trees for spoofing defined in Microsoft’s STRIDE. In fact, the threat
trees in the LINDDUN catalog refer to appropriate threat trees in STRIDE,
which have been provided to the participants too as part of the lab material.

5.2.2 RQ1 – Correctness

Figure 5.2 reports the boxplot of true positives (correct threats) and false
positives (incorrect threats). We can observe that the number of FPs is much
lower than the number of TPs. Indeed, the average number of TPs is 11.75
(with a standard deviation of 3.07) and the 95% confidence interval is [10.5, 13]
(one-sample Wilcoxon test). On average, only 5.07 FPs (standard deviation
is 2.96) were found, with a 95% confidence interval of [4, 6.5] (one-sample
Wilcoxon test).

Figure 5.3 shows the average number of true positives (white bars) and false
positives (black bars) for each threat category. Similar to the reference solution,
disclosure of information (Di) is the biggest contributor. Non-compliance (Nc)
is the second largest contributor with 2 TPs. Non-compliance threats were
extensively discussed during the lectures and in the supporting example. Because
they are rather generic and can be easily applied to other systems, we believe
this led to a relatively high rate of TPs in this category. As non-repudiation
(Nr) does not apply to the ReMeS case study (as explained in Section 5.2.1), all
reported threats of this category ended up being classified as FPs. No correct
threats were reported for detectability. We believe the participants missed this
threat because the corresponding category does not often apply to a system.
Also, the impact and likelihood of the actual threat (detecting an alarm sent by
an individual consumer) are low.

Table 5.3 analyzes the reasons that led the experts to categorize some identified
threats as false positives (i.e., incorrect). The majority of the false positives
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Figure 5.2: Boxplot of true positives, false negatives and false positives. The
majority of the reported threats are correct (TP). However, many threats were
overlooked (FN)

Table 5.3: Types of False Positives (FP)

FP type Mean Std. dev.
Not relevant 4.19 2.55
Not compliant 1.27 1.87

(4.19 threats on average, with standard deviation of 2.55) are irrelevant to the
specific application given the explicit assumptions made by the participants or
incorrect in general (e.g. not related to privacy). A few FPs were considered not
compliant with the LINDDUN method (1.27 threats on average, with standard
deviation of 1.87). For instance, it was not possible to link the threat to any of
the LINDDUN threat trees, or the documentation was too poor to allow a fair
assessment. Note that few threats were categorized as both not relevant and
not compliant. Those threats are only counted in the “not relevant” category.

Precision. Although the number of true positives is high, there are also quite
some false positives. Hence, the average precision is 0.71, which is not as high
as postulated in our hypothesis. Indeed, the null-hypothesis HP

0 cannot be
rejected (p > 0.05, one-tailed Wilcoxon test). However, the number of false
positives can be considered acceptable.
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Figure 5.3: True positives, false negatives and false positives per LINDDUN
threat category.

Perceived correctness. Half of the participants (55.5%) indicated in the
questionnaire that they are confident that all their elicited threats are correct,
while only a minority (16.5%) believes not all uncovered threats are correct.
Also, little over a quarter (29%) does not know whether their threats are correct.
This illustrates that participants tend to overestimate their level of correctness.

5.2.3 RQ2 – Completeness

As previously shown in Figure 5.2, the average number of overlooked threats
(FN) is high, especially when compared to the number of TPs. The average
recall is only 0.56 and therefore null-hypothesis HR

0 cannot be rejected
(p > 0.05, one-tailed Wilcoxon test). Indeed, the low level of recall is a concern
for the LINDDUN methodology. Ways to improve this drawback should be
investigated, possibly with a controlled experiment. It should however be noted
that LINDDUN’s recall results are still better than those of STRIDE (which
only has a recall of 0.36)[SWJ13].
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For instance, notice that a large number of false negatives come from the
spoofing category (S), which is not part of LINDDUN per se. In a way, these
false negatives are due to the borrowing of the security threat trees from
Microsoft’s STRIDE. Without these FNs, the recall would increase by 5 percent
points. Also the second largest contributor of false negatives, information
disclosure, is a category which is borrowed from STRIDE. This issue deserves
further study.

Another relatively large contributor of FNs is unawareness. When looking in
more detail at the overlooked unawareness threats, we noticed that they are
mainly related to the inaccuracy threats (i.e. outdated or expired information).
During the studies, the participants also had problems with grasping these
threats, as they are indeed not necessarily privacy related nor system-centric.
The unawareness threat tree can thus benefit from an update.

Perceived completeness. Most participants (73%) are convinced they found
all important threats, even though they realize that they did not elicit all
privacy threats. Half of the participants (58%) think they found between 50%
and 75% of the actual threats, while 29% of the participants estimate their level
of completeness between 75% and 100%. When comparing these results with
the actual recall, we can conclude that the participants tend to overestimate
their performance.

5.2.4 RQ3 – Productivity

As shown in Figure 5.4a, the participants spent on average 33 hours per team
on the first three steps of LINDDUN (standard deviation is 14.7 hours), of
which the majority (21 hours) was spent on the elicitation step, as expected.

To calculate the productivity, we compared the effort time with the actual
effort done. Since we are interested in the productivity concerning correct
results, we only take the true positives into consideration as effort. On average,
the productivity is 0.36 threats per hour (standard deviation is 0.16). with a
confidence interval of [0.29, 0.42] threats/h. This means that the productivity is
much lower than expected and the null-hypothesis HP rod

0 cannot be rejected.
However, when considering only the elicitation step, the productivity increases
to 0.56 threats per hour (standard deviation is 0.22), with a confidence interval
of [0.451, 0.663] threats/h.
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(a) Effort time: On average, about
33 hours were spent on applying
LINDDUN

(b) Productivity: On average, it takes
about 2 hours to elicit one correct
threat

Figure 5.4: Boxplot of effort time and corresponding productivity

5.2.5 RQ4 – Ease of use

To evaluate the ease of use, we asked all participants to fill in a questionnaire
after the assignment was completed. This questionnaire aimed at determining
the participants’ perception of the LINDDUN method.

Perceived difficulty. As shown in Table 5.4, the difficulty of mastering the
LINDDUN method was considered average (3 on a scale from 1 to 5). Overall,
applying the method was considered average (44%) to hard (39%). Both the
creation of the DFD and the mapping were rated with a medium difficulty.
However, the elicitation and documentation of threats was perceived as hard.
When asked for a clarification, the participants indicated that the elicitation
was hard because the threat tree description was too limited. Also, determining
the assumptions that apply to the system-under-analysis resulted in a perceived
difficulty of the elicitation step.



5.2 • LINDDUN AS AN ARCHITECTURE-LEVEL TECHNIQUE: RESULTS | 99

Table 5.4: Difficulty and usefulness perceived by LINDDUN adopters. The scale
goes from 1 (low) to 5 (high).

Difficulty of activity Median Conf. int.
The overall assignment 3 [3.5, 3.5]
Learning the LINDDUN method 3 [3, 3.5]
Applying the LINDDUN method 3.5 [3.5, 3.5]
Creating the DFD 3 [2.5, 3]
Mapping threat categories to DFD elements 3 [2.5, 3]
Eliciting the privacy threats 4 [4, 4]
Documenting the threats using misuse cases 4 [3.5, 4]
Usefulness of activity Median Conf. int.
Creating the DFD 4 [3.5, 4]
Mapping threat categories to DFD elements 3 [3, 3.5]
Documenting the threats using misuse cases 3 [2.5, 3]

Table 5.5: Feedback on the catalog of threats. The scale goes from 1 (strongly
disagree) to 5 (strongly agree).

Question Median Std. dev.
It was useful to have a catalog of threats 4 0.73
The catalog limited my creative thinking 3 1.09
I think the threat catalog contains enough
elements in order to do a thorough analysis

4 0.79

The description of the threats in the catalog is
clear

2 0.95

Usefulness of each LINDDUN step. As shown in the second half of Table 5.4,
creating a DFD was considered useful by the participants (4 on a scale from
1 to 5), while no strong opinions concerning the usefulness of the mapping of
DFD elements to LINDDUN threat types were provided (median answer is 3).

When asked why the participants did (not) find it useful to document the
threats by means of misuse cases, some indicated that the template helped
them find which part of the threat was not yet documented. Others mentioned
that describing the LINDDUN (sub)tree(s) to which the threats correspond was
annoying. While, in practice the description of the threat trees is not strictly
required, it was mandatory for the participants as it helps during the evaluation
to trace back which trees and child nodes they consider relevant to the system.
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Feedback on the catalog of privacy threat trees. As shown in in Table 5.5,
we also asked feedback about the catalog of privacy threat trees that were
provided. On average, the participants found the online catalog useful (4),
and thought the catalog contained enough elements for a thorough analysis
(4). They however did indicate that the threat descriptions in the catalog were
not clear (2). Answering the open question about what was missing from the
catalog, the participants repeated that a more detailed explanation of each tree
node would be useful, and maybe also some examples could be helpful. The
extension of the catalog description is therefore a key change in the improved
version of LINDDUN (as will be described in Chapter 6).

5.2.6 Threats to Validity

The time participants spent was self-reported rather than measured by the
experimenters. This might have led to error-prone results, although we strongly
encouraged the participants to keep track of the time as precisely as possible
and reminded them often to do so. We also provided them with an easy online
time-tracking tool to lower the overhead as much as possible, which was also
confirmed by the perceived user-friendliness of the tool (4 on a scale of 1–very
user-unfriendly, to 5–very user-friendly). We decided not to create a controlled
environment where the participants are tracked more closely, as students in
general perceive this as too intrusive.

Also, during the LINDDUN tutorial an example was provided to the participants
that had all the LINDDUN steps worked out and documented. As this example
is part of the instruction material, it is normal for a novice to reuse it. However,
the student attitude can lead to an exact copy of the example, rather than using
it as guidance. We therefore eliminated 6 teams from the final results as they
clearly copied the example. Nevertheless the threat remains that other teams
might have followed a similar approach without us noticing.

Concerning maturation, it is possible that the participants become tired or
bored of the rather large task they have to complete. Participants might have
also shared results with other teams, although no cases of plagiarism were
detected.

Finally, concerning the generalization, the results of this study might be specific
to the object and subjects we used. Therefore, the results might not generalize
to the analysis of other systems and to real-world privacy analysts.
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5.2.7 LINDDUN compared to STRIDE

In a previous study, we have also evaluated STRIDE’s completeness, correctness
and productivity [SWJ13]. In fact, the operation and execution of LINDDUN’s
descriptive study were based on the study of STRIDE. As LINDDUN is inspired
by STRIDE, it can be useful to compare the results of both studies. Keep in
mind that, although the setup is comparable, the two studies were executed
independently, thus no statistical conclusions should be drawn.

Table 5.6 summarizes the results of both studies.

Table 5.6: LINDDUN study compared to STRIDE.

LINDDUN STRIDE
Precision 0.71 0.81
Recall 0.56 0.36
Productivity 0.5 threat/hour 1 threat/hour

Correctness. The precision of the results in the STRIDE study is 0.81. The
precision of LINDDUN is slightly lower with 0.71, although note that the
precision of LINDDUN when applied at the requirements phase (see Chapter 4)
is 0.85. The precision results are thus comparable.

Completeness. Regarding the completeness, LINDDUN results show a recall
of only 0.56, which is lower than expected. STRIDE however even performs
less with only 0.36.

Productivity. STRIDE results in 1 threat per hour, which seems a rather low
productivity. LINDDUN unfortunately performs even worse productivity-wise
with only half a threat per hour. This might be attributed to the nature of the
type of threats. In general, analysts are more familiar with security concepts
than with privacy, which likely introduces a steeper learning curve.

Baseline. There is a large gap between both studies regarding the number of
threats described in the baseline. STRIDE’s baseline (214 threats) is in fact a
factor of 10 larger than the reference solution of LINDDUN (22 threats). These
two numbers should however not be directly compared. In the study of STRIDE
each individual threat was counted (i.e. each DFD element was evaluated
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separately), while for the LINDDUN study, the concept of reduction was
applied. When a threat is applicable to a number of similar DFD elements, they
can be combined. This idea of reduction is actually encouraged as the number
of threats can quickly grow exponentially, as illustrated by the baseline number
of STRIDE. Also, combining similar threats into one description facilitates
an easier and clearer navigation throughout and general understanding of the
threat elicitation document.

For easy comparison, we also calculated the number of threats in the LINDDUN
baseline without applying reduction by multiplying each elicited threat with the
number of DFD elements to which it applies. Without reduction, the size of the
baseline is clearly proportional to the size of the DFD. When applying LINDDUN
to the ReMeS DFD as depicted in Figure 5.1b, the baseline corresponds to 160
threats. Note that even this simplified ReMeS DFD contains more elements
than the average DFD size of the STRIDE study (i.e. 25 DFD elements), but
yet generates less baseline threats. We believe that the origin of this discrepancy
between the LINDDUN and STRIDE baselines is twofold. First, the difference is
due to the nature of the application. The STRIDE study analyzed an application
that was security-sensitive, while the ReMeS application used in the LINDDUN
study had no high privacy demands. Second, the STRIDE threat trees are, in
general, more extensive than those of LINDDUN. In fact, the threats borrowed
from STRIDE were a large contributor to the LINDDUN baseline. Information
disclosure threats of the data flow alone resulted in 15% of the LINDDUN
baseline. Also, note that the largest contribution by far in the LINDDUN
baseline came from the non-compliance threats. As they apply to the entire
system, they were multiplied with all DFD elements, resulting in 40% of the
baseline.

It is possible that STRIDE’s low completeness rate is due to this unreduced
baseline, which likely causes a larger set of missing threats compared
to LINDDUN. However, even though LINDDUN reduces its threats, the
participants still had to explicitly list all DFD elements to which the elicited
threat applied. When one or more DFD elements were missing, they were also
listed as a false negative.

We can thus conclude that, overall, LINDDUN and STRIDE perform comparable.
LINDDUN is less burdened by an explosion of threats than STRIDE. When
considering non-compliance only once (as it suffices to apply it to the system
in general), LINDDUN would lead to a very manageable size of threats even
without reduction.



5.3 • LINDDUN COMPARED TO PRIVACY EXPERTS | 103

5.3 LINDDUN compared to Privacy Experts

The previous studies focused entirely on the characterization of the LINDDUN
method, e.g., by analyzing how the participants performed on average with
respect to an ideal, optimal execution of the methodology itself. These studies
provide quantitative evidence of how the methodology would perform once it is
placed in the hands of the analysts. This final study examines the reliability
of the LINDDUN outcome. Due to limitations of the methodology, it could
be impossible to discover certain important threats, no matter how well the
methodology is applied. To this aim, we asked 5 experts to perform the threat
analysis of the ReMeS system used in the previous study. Note that this case
study is merely an illustration because, given the small number of participants,
no statistical relevance can be guaranteed.

Privacy experts. Three individuals are researchers with several years of
experience in the field of privacy and hands-on experience with threat modeling:
one is a postdoctoral researcher, two are PhD students. They were given
the architectural description of the system (same as in study 2) and asked to
identify as many privacy threats as they could. The experts could refer to
the experimenters in order to ask detailed questions about the ReMeS system,
should they had doubts about the purpose of the system, its functionality, or any
other technical concern. To facilitate a uniform comparison, the three experts
have been asked to document the threats according to a common template.
Further, we provided them with the description of 3 example threats (unrelated
to the ReMeS system) in order to exemplify the level of detail we expected
from them. After having familiarized themselves with the ReMeS system, the
three experts worked individually (i.e., without any contact) and used their
own expertise in order to carry out the task. None of them were familiar with
LINDDUN and, hence, their work is not biased.

At the end of their analysis, which lasted about a week, the results have been
collected by the experimenters. Each of the privacy experts had to hand in
a report that listed all their elicited threats, which were documented using
the provided template. They also individually discussed their results with the
experimenters in order to rectify any ambiguity in their reports.

Methodology experts. Two individuals are experts in the use of LINDDUN: one
is the author, the other is a postdoctoral researcher in the field of security.
We underscore that both individuals have a deep understanding of the ReMeS
system. The first expert performed an independent threat analysis of ReMeS
and submitted the results to the second expert who reviewed them. After a
joint discussion to clarify any disagreement, the two experts documented the
identified threats in a consolidated report. Incidentally, this report is the same
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Table 5.7: Number of accepted and rejected threats

Privacy expert Accepted Rejected Total
Senior 13 1 14
Junior 1 8 3 11
Junior 2 9 1 10
Total 24 5 29

that has been used as a baseline in the previous descriptive study.

5.3.1 Hypotheses

In this study, we are investigating reliability (research question RQ5) by
evaluating whether LINDDUN does not miss important threats that would be
otherwise discovered by privacy experts.

We therefore introduce a fifth and final research question.

Reliability. The results provided by LINDDUN and by the privacy experts are
compared to identify gaps. We want to assess the size of the gaps (how many
more threats the experts find).

Our null-hypothesis is:

HRel
0 : µ{Rel def= TPlinddun

TPlinddun + FNlinddun
} < 0.80

The false negatives due to the methodology are the threats identified by the
privacy experts and missed by an optimal execution of LINDDUN. The reader
will notice that the definition of reliability is akin to that of recall (see Table 4.1).
Hence, for consistency, we used the same threshold of 80% Thus our expectation
is that LINDDUN finds at least 80% of the total number of existing threats. If
so, LINDDUN supports non-experts “sufficiently” in order to let them reach
a privacy-expert level in their analysis results. Moreover, if the expectation is
met, privacy experts could rely on LINDDUN as a checklist that avoids gaps in
their analysis activity.
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Figure 5.5: Threats identified in study 3: privacy experts (top) and LINDDUN
(bottom)

5.3.2 Experts Make (few) Mistakes too

The authors independently analyzed the reports of the three privacy experts and
decided which threats should have been discarded. Table 5.7 shows the number
of rejected threats per expert. Most of the rejected threats are duplicates of
other threats reported by the same expert. For instance, some threats were
special cases of more general threats the expert had already identified. In a
couple of cases, instead, the threats were rejected because they were unrealistic.

5.3.3 Experimental results

The threats identified by the LINDDUN experts have been already presented
and discussed in Section 5.2.1 (reference solution in study 2). Here we focus on
the differences with respect to those identified by the privacy experts. Figure 5.5
shows a Venn diagram. An intersection means that the corresponding threats
have been identified by two or more parties. In particular, the top part of the
figure shows the result of the privacy experts (solid-line sets) and the bottom
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parts shows the results obtained by the methodology experts using LINDDUN
(dashed-line set).

From a quantitative perspective, the methodology experts have identified 22
threats (TPlinddun). The privacy experts have identified 13 extra, unique threats
(FNlinddun). This yields to a reliability of 63%, which is much lower than
the expectation stated in the null-hypothesis. Therefore, we cannot consider
LINDDUN as a very reliable methodology w.r.t. the benchmark we have defined.
However, the analysis of the type of threats missed by LINDDUN (FNlinddun)
reveals how to proficiently improve the reliability of the method.

Experts go different directions. In Figure 5.5, the solid-line sets (privacy
experts) have significant non-overlapping parts. This means that the privacy
experts produced very different results from each other. The main difference
is observed concerning the type of identified threats: while the junior experts
focused more on the concerns of individual users, the senior expert also took
the societal harms into account. There are some differences in the scope of
the analysis carried out by the two junior experts. Junior 1 focused mainly
on the anonymity issues related to the user access to the system’s portal and
the storage of user information in the system databases. Instead, Junior 2
focused on the disclosure of user information with respect to the communication
channels with 3rd party services.

Acceptable coverage of LINDDUN. Only three threats were identified by
all experts: identifying statistics, information disclosure of transmitted data,
and data inference. As all experts pointed in this direction, the corresponding
threats are important for a comparison with LINDDUN.

Of these threats, two are also spotted by LINDDUN, while the threat related to
inference (i.e. deriving additional information based on available, and possibly
anonymized data by means of logic reasoning, observing patterns, etc.) is
missed. Furthermore, each expert has identified one (different) threat related
to minimization of data.

The societal threats identified by the senior expert are clearly also important,
but they are considered less critical for LINDDUN, as the methodology focuses
mainly on privacy threats to individuals.

Overall, LINDDUN reached an acceptable coverage with respect to the privacy
experts.
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Identified gaps. This case study identified two areas of improvement for
LINDDUN: data minimization and data inference threats. Inference was
identified by all three experts (as shown in the intersection of Figure 5.5).
Data minimization was also elicited, however the overlap between the three
expert threats was less obvious. In general, the concept of data minimization
refers to the sharing of the minimal required set of information (as described
by data protection legislation), however it is actually much broader as it also
relates to minimizing data collection, storage, replication, etc. In particular,
Junior 1 describes a threat where an insider (operator) has access to too much
data. Junior 2 identified a threat where a 3rd party company receives more
information than required for its tasks. The senior expert has described a
scenario where data is collected and stored in a centralized silo instead of having
local storage. None of these threats are covered by LINDDUN.

All privacy experts considered these concerns as important, which is a key
aspect to keep into consideration. We could argue that inference (not considered
in LINDDUN) and linkability (considered in LINDDUN) are very related, since
unlinkability solutions can prevent inference. However, we agree that the
concept itself is missing from the LINDDUN threat trees. Similarly, minimality
is not made explicit in LINDDUN. Therefore, it is advisable that LINDDUN
would incorporate data minimization (or the lack thereof) and data inference
in the catalog of threat trees provided by the methodology. Incidentally, this
improvement is well attainable without compromising the structural cohesion
of the methodology, as will be discussed in Chapter 6.

LINDDUN also useful for privacy experts. Even with the combined effort
of three privacy experts, as many as 11 threats (31% of the total) have been
overlooked. These threats, instead, have been identified by a proper execution
of LINDDUN. This might even signify the worth of the methodology as such,
even for senior analysts. In fact, we would advice also privacy experts to take
advantage of LINDDUN as a post-hoc gap analysis tool.

5.3.4 Threats to Validity

As this is only an exploratory case study, we are aware that there are many
threats to validity and no strong conclusion can be drawn.
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5.4 Related Work

Our empirical evaluation is actually a rather innovative approach as only a
small set of previous empirical threat modeling studies in the context of privacy
and threat modeling are known to the author.

STRIDE. Scandariato et al. [SWJ13] executed a descriptive study to
empirically validate Microsoft’s STRIDE. They performed the study twice (2
years in a row) on a group of master students enrolled in a software architecture
course. The study investigated the productivity, correctness, and completeness
of the STRIDE methodology. With an output of .81 precision rate, and
.36 recall, and a productivity of .9 threat per hour, the STRIDE method
provides acceptable results, although some improvements (especially related to
completeness) are advisable.

Attack trees vs. misuse cases. Opdahl and Sindre [OS09] compared attack
trees to misuse cases to determine the preferred (security) threat identification
technique. They performed a pair of controlled experiments where the
participants (master students enrolled in a course of system analysis and design)
used the two techniques individually of two different case studies following
the Latin-Squares experimental design. The experiment evaluates both the
participants’ performance and perception for both methods. Attack trees were
identified as most effective, but the authors indicate that the techniques could
also be complementary.

Reusing misuse cases. Meland et al.[MTJ10] compared two types of threat
model reuse: using existing misuse cases (MUCs) as source for creating your own
MUCs and using categorized threats and MUC stubs as a source for creating
your own MUCs. They also applied the Latin-Squares experimental design and
had 2 groups of participants applying the two techniques on two different cases.
No significant difference was found between the two methods and participants
indicated that both methods were easy to learn and use and were helpful in
identifying threats they would not have identified otherwise.

Engineering of Risk and Security Requirement Challenge. Also, although
not specific to privacy or threat modeling, Massacci and Paci [MP12] investigate
how successful academic security requirements methods are when they are being
applied by master students in computer science and professionals. The authors
present a qualitative study where they compare the results of CORAS, Secure
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Tropos, Problem Frames, and SI*. The study was conducted during eRISE 2011
(the predecessor of the study that LINDDUN participated in, as is explained
in Chapter 4). It consisted of a training phase to get the participants familiar
with the security method and the application scenario they were evaluating,
the application phase where the participants actual applied the method to the
application and concluded with the analysis phase where the organizing team
analyzed and evaluated the methods. The organizing team focused mainly
on interviews and questionnaires to evaluate the different methods. They
analyzed the participants’ appreciation of the methods, and determined the
most liked conceptual model (SI*), the preferred method concerning analysis
capabilities (CORAS), and the method with the best tool support (CORAS).
They also discovered that each method led to the identification of different
requirements categories. CORAS and Secure Tropos analysis resulted in
availability, confidentiality and integrity, while Problem Frames focused on
integrity and confidentiality, and SI* mainly focused on integrity and privacy.

5.5 Lessons learned

This section provides a brief overview of the lessons we learned when executing
the empirical studies. They are mainly based on the descriptive study in the
architecture phase (Section 5.2.1), but are applicable to all studies in general.
These lessons do not have any statistical value but originate from our own
experience and observations during the study.

5.5.1 Open vs. Restricted Environment

A first decision we made was to provide the participants with a rather free
environment. Rather than requesting participants to spent a couple of full
working days in an isolated room working on pre-installed computers which are
constantly being monitored, we gave the participants much more freedom. As
the participants were students, and the study took place during a course, we
did not want to restrict the participants too much. We only provided them
with a time tracking tool which they had to use whenever they were working
on the project. As it was user-friendly, it did not cause any overhead. We also
logged all access to the LINDDUN threat tree catalog. This catalog monitoring
was also clearly communicated to the participants.

The downside of this freedom is the possible untrustworthiness of the time
tracking and access log data. We encountered two groups of participants who
deliberately tampered with the access logs of the catalog by having a script
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accessing certain threat tree pages hundreds of times within seconds. Also, a
number of outliers were discovered related to the timing. It is however not
possible to determine if the origin of the outliers is accidental (forgetting to
use the tool), deliberate (cheating), or valid data (groups actually spending
sufficiently more or less time on the project).

There is no overall environment that suits all studies. A trade-off should always
be made. Either a restricted environment is chosen where the study can be
closely monitored, however the environment can be perceived as unnatural and
too restrictive which might impact the participant’s results. On the other hand,
an open environment resembles a real-world scenario and feels more natural to
the participants making them more willing to participate, however, the study
designers have no guaranteed insights on the progress of the study.

The ideal environment varies and mainly depends on the study itself (e.g. a
study requiring 15 minutes of participation will be easier to host and monitor in
a closed environment) and the required types of output (e.g. highly monitored
throughout the process vs. only focused on final results).

5.5.2 Students vs. Practitioners

As LINDDUN is a fairly new and untested approach, the choice of using students
as participants in the studies was straight-forward. Only when a methodology
is more strongly tested, it will be rolled out in a more industrial environment.
Nevertheless, working with students can bring some disadvantages.

Student attitude. Students have the tendency to work with minimal effort
when permitted. Although this study was conducted during a graded course, it
is still likely that certain students did no give the assignment their best effort.
The reports have indeed indicated that some results were inadequate. It is hence
important for successful studies to find participants that are highly motivated.
It can be valuable to work exclusively with volunteers to ensure a motivated
group of participants. Although the architecture study (described in Section 5.1)
was part of a course, we still allowed the students to decide whether or not they
would participate in the study (although the assignment itself was mandatory).
This resulted in 14 teams who opted out of the study. Although this is a
rather large groups of participants, it should not be considered problematic
for a descriptive study. On the contrary, the dropped out participants were
mostly students that did not have the proper motivation we expected for the
study. Also, when required, results of participants that clearly lacked motivation
should be excluded. We, for example, discarded the results of 11 groups of
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participants in the descriptive architecture study as they clearly did not follow
the instructions and often merely copied the example threats. When performing
a descriptive study, it is important to be vigilant for these types of participants
that lack motivation.

Educational trade-offs. Studies executed in an academic environment are
often incorporated into a student course. This guarantees a large group of
participants with a similar background. As the study has to be integrated into
the syllabus, this can create drawbacks. In the first place, the participants
are students who need to be taught. We therefore provided a very extensive
tutorial which includes a fully worked out case where LINDDUN was applied to
an example scenario. Given the student attitude described above, the provided
misuse cases from the example were often reused by the participants, sometimes
even without any alteration to adapt it to the application to be analyzed. It is
hence hard to determine what the outcome would have been when this example
scenario had not been provided. On the other hand, it is common practice
in software engineering to reuse examples. It however will require further
research to determine if analysts would benefit from a set of predefined general
LINDDUN misuse cases.

Overall, integrating a study into an (academic) course can be very beneficial
as it provides a relatively large set of participants with sufficient motivation,
however some concessions might need to be made in order to make the study
fit into the course’s syllabus.

5.5.3 Practice Makes Perfect

Obviously, the more you execute a methodology the more familiar you become
with its process and consequently with its advantages and disadvantages. Even
before we carried out the studies, we gained better insights by performing
LINDDUN ourselves on several examples and received feedback from colleagues.
We therefore already made some minor changes to the methodology before the
actual studies that have been described in this and previous chapter. Also during
the studies, while observing the participants, several ideas for improvement
grew. We therefore decided to implement these changes to enhance LINDDUN
even further as is discussed in Chapter 6.
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5.6 Conclusion

The results of the descriptive study of LINDDUN during the architectural design
phase are comparable to those of LINDDUN at the requirements engineering
phase. The correctness is, with its 70% precision rate, encouraging. Also
the feedback on the ease of use of the methodology was overall positive. The
completeness and productivity rate have however room for improvement. The
case study with the privacy experts to explore LINDDUN’s reliability also
provides promising results. The coverage of LINDDUN is adequate as only two
main gaps were identified. In fact, LINDDUN even uncovered some threats
which the experts overlooked.

We can thus conclude that LINDDUN is a useful privacy requirements
methodology that provides proper support to elicit privacy threats, both during
the requirements engineering and architectural design phase. During the studies
we did however identify some shortcomings which we tackle in the following
chapter.



6
LIND(D)UN: an
improved version of
LINDDUN

This chapter contains the concluding leg of the three main contributions of
this thesis. We used the results of the empirical evaluation, as described in
Chapters 4 and 5 to improve the LINDDUN methodology. The chapter first
zooms in on the shortcomings of LINDDUN as identified by the empirical studies.
For each of these shortcomings, a change to the methodology is suggested. These
evidence-based improvements are then extensively discussed in the following
sections. The chapter concludes with the expected impact of the changes.

One of the proposed changes involves a repositioning of the security threats. As
threats regarding the disclosure of information will no longer be considered part
of the approach, we will refer to the improved methodology as LIND(D)UN.

113
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Table 6.1: Main LINDDUN shortcomings and suggested improvements.

Problem Source Improvement in LIND(D)UN

1. Gaps in LINDDUN threat trees
Study with experts Added inference and minimization

to linkability tree (L_DS, see
Section 6.6.2) and identifiability
tree (I_DS, see Section 6.6.3)

2. Limited catalog documentation
Feedback from
participants

Extending and restructuring the
catalog (see Section 6.3)

3. Confusing interaction between LINDDUN and STRIDE
Observation +
feedback + results
(high FN rate)

Clear separation where LINDDUN
requires STRIDE as prerequisite
(see Section 6.4)

4. Low completeness rate
Results (FN) Focus on impact of the mapping

table (see Section 6.5)
5. Confusing threat trees
Unawareness Observation + results

(FP and FN)
Shift responsibility from user to
system (see Section 6.6.7)

Linkability and
Identifiability

Observation Adapted and restructured
matching threat trees (see
Sections 6.6.2 and 6.6.3)

Non-compliance Observation +
feedback

Renamed threat tree nodes
+ extended description (see
Section 6.6.8)

6.1 LINDDUN Shortcomings

This section provides a short overview of the main issues we identified via the
empirical studies. For each of the shortcomings we propose a change to the
methodology (as summarized in Table 6.1).

A more extensive description of all improvements is provided in the remainder
of this chapter.

6.1.1 Identified Gaps

Problem. As shown by the third study with the privacy experts (see
Section 5.3), some threats were missing from LINDDUN. The main gap
was related to data minimization (or the lack thereof) and inference. The
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other missing threats were mainly related to societal harms and are therefore
considered less critical for the LINDDUN methodology.

Solution. Although the need for data minimization was implied in the original
trees, we decided to make it more concrete by mentioning it explicitly. Similarly,
inference was not included in the original trees, as it is actually more a
consequence of linkability while the threat trees describe conditions that can
lead to linkability. Nevertheless, it is an important threat; either linkability
leads to identifiability (i.e. linking data to an identity) or to inference (i.e.
linking data based on certain properties to deduce relationships between them
and generalize them). We therefore explicitly included inference in the improved
LIND(D)UN trees. More information on these improvements can be found in
Section 6.2.

6.1.2 Limited Catalog Description

Problem. In both studies, the participants indicated that they found the
documentation of the threat trees rather limited. Indeed, the catalog could
benefit from a more detailed description of each tree. Also, observations during
the studies showed that the participants’ overall knowledge of the privacy threat
categories was rather limited.

Solution. We have addressed this issues in three ways by 1) extending the
description of all threat trees, 2) structuring the description, and 3) adding
information about each threat category in general.
First, we updated and extended the description of each leaf node. In addition,
an overall description of the entire tree has also been added. Second, the
descriptions have been organized according to tree’s hierarchy to ease the
navigation. Finally, to boost the privacy knowledge of the analyst, we also
added a structured overview of each of the threat categories to the catalog. For
each threat type (e.g. linkability), a general description is presented, followed
by the threat type’s consequences, and an overview of privacy concepts that
can impact the threat type.

The details on the improved structure of the catalog can be found in Section 6.3.
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6.1.3 Confusing Interaction between LINDDUN and STRIDE

Problem. The participants of both descriptive studies indicated, during the
study and afterwards during feedback, that it was unclear how far into STRIDE
they should have continued their analysis. Indeed, the information disclosure
threats of LINDDUN are borrowed from STRIDE and make several references to
other STRIDE threats, like spoofing. During the studies we therefore expected
the participants to also elicit information disclosure and spoofing threats using
STRIDE, which were often missed by the participants (as is reflected by the
high number of false negatives for the spoofing category in Figure 5.3 of the
empirical study chapter).

Solution. In practice, LINDDUN and STRIDE should both be executed to
guarantee a secure and privacy-friendly system. There is however no compelling
reason to intertwine both methods. We therefore propose to remove the threats
related to the disclosure of information, which leads to a new acronym for
the methodology. LIND(D)UN, in isolation, will only focus on the elicitation
of privacy-specific threats and refer to STRIDE as a whole for information
disclosure and other security-related threats.

The interaction between LINDDUN and STRIDE is described in more detail in
Section 6.4.

6.1.4 Low Completeness Rate

Problem. The results of the studies showed a relatively low level of
completeness of the threat analysis. When observing the participants during
the studies, we noticed that they did not utilize the mapping table 1 to its
full potential, which is a support to achieve completeness. When asked about
the mapping table during the feedback session, several participants indicated
that they did not consider this activity much helpful. This implies that the
importance of the mapping table has not been stressed sufficiently in the tutorial.

Solution. Instead of using the table as a guideline, it should actually be used
as checklist to determine completeness of the analysis. Each ‘checkmark’ in the
mapping table should be covered by at least one threat described in a misuse

1The mapping table is created in the second step of the LINDDUN methodology and
indicates for each DFD element to which threat categories it is susceptible. All ‘checkmarks’
in the table require further investigation by examining the correspond threat tree to determine
the precise threats that apply.
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case, or assumptions need to be annotated to discard the specific threat category
completely. The importance of the mapping table should hence be highlighted
in the methodology and in the training material.

More details on the use of the mapping table as checklist can be found in
Section 6.5.

6.1.5 Confusing Threat Trees

During the studies, we received quite some questions regarding several threat
trees as they were sometimes found difficult to comprehend. This inspired us to
make some changes to improve the understanding and navigability of the trees.

Unawareness holds user responsible

Problem. During the execution of the descriptive studies, we received quite
some questions from the participants for clarification of the unawareness threats
as they were considered hard to grasp. This was also confirmed by the studies’
results, as the unawareness threats result in several false negatives. The original
tree holds the user responsible for providing too much or incorrect data. It is
however not very privacy-friendly to make the user himself the sole responsible
for privacy-aware decision making. In addition, these threats cannot be easily
mitigated by a software system.

Solution. We therefore refactored the corresponding tree entirely and made
the system the responsible party for raising awareness. This shift applies to
both branches of the unawareness tree. First, the system should aid the user in
deciding on what data he will share. Second, it is not the responsibility of the
user to make sure the data that is collected by the system is correct (at least
not from a privacy perspective). On the contrary, the system should provide a
means for the user to verify the data that have been collected about himself.

A description of the detailed changes can be found in Section 6.6.7.

Linkability and Identifiability not aligned

Problem. Identifiability and linkability are concepts which the studies’
participants are not familiar with. We noticed quite some confusion. It is
indeed not easy to understand the subtle difference between both types of
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threats. The original threat trees, however, do not represent the similarities
between both threat types clearly enough, nor do they stress the differences.

Solution. Based on the experiences gained during the studies, we decided
that it would make more sense to show the similarities in the threat trees. We
have therefore restructured the trees of both threat categories to increase the
resemblance. The main difference between the trees now lies in the fact that
linkability only links together information, while identifiability is able to retrieve
a link to an actual identity. During this restructuring, we also integrated some
improvements to make the trees easier to navigate and understand.

Details on the improved threat trees can be found in Sections 6.6.2 and 6.6.3.

Abstractness of Non-compliance

Problem. The non-compliance tree describes rather high-level threats which
often required some clarification during the studies. The tree contains a
combination of policy- and consent-related threats, as well as threats that
concern data management (i.e. updates and deletion of information), which will
lead to diverse threats.

Solution. We decided to only slightly update the threat tree. We deliberately
keep the compliance tree at a high level of abstraction, as we do not intend to
provide a full-fledged methodology for compliance. Data protection legislation is
a complex matter that requires the support of a legal expert. We only touch the
subject to make the analysts aware of the need of legal analysis. However, we
decided to narrow the scope of this tree by removing the threat related to data
management. This was an abstract threat that actually encompassed a number
of more specific threats that are already spread over other LIND(D)UN trees.
We now focus specifically on policies and consents, and also include the concept
of ‘notice’, which aims at providing the user with transparency regarding the
collection and processing of his data.

A precise overview of changes in the non-compliance threat tree can be found
in Section 6.6.8.
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6.2 Improvement 1: Filling the Gaps

Two threats were identified by privacy experts (in the third case study as
described in Section 5.3) that were missed by LINDDUN: inference and data
minimization.

Actually, including these threats explicitly did not require a large change.
Data minimization was implicitly already present in the ‘linkability of data
store’ tree as weak data anonymization is mainly caused by the lack of data
minimization. In fact, ‘weak anonymization’ is actually a too strong precondition
for linkability, and ‘insufficient minimization’ covers the threat more precisely.
Note that minimization can also be considered from a wider perspective, where
one does not only focus on minimizing the information itself, but also tries to
minimize central storage, risk, trust, etc. We however decided to limit ourselves
to data minimization as we consider this the main privacy concern.

Inference is actually a technique that is applied to linkable data instead of a cause
of linkability. In contrast to linkability threats that can lead to identifiability,
inference is not limited to linking data that belongs to the same person. Inference
will deduce relationships from certain related properties (e.g. people in the same
location, people with the same disease, etc.) and try to generalize them.
Inference can be used in a rather innocent fashion to determine the best way to
organize groceries in a grocery store (e.g. people who buy hamburgers usually
buy buns at the same time, hence they are stored close to each other), but
can also have a more judgmental nature if it is used to discriminate a certain
population (e.g. people living in a certain neighborhood have a higher chance of
cancer, hence their health insurance fee is higher than the surrounding cities).
Inference can thus lead to societal harm. Linkability and inference are however
very related and the impact of inference should not be underestimated. Its
importance was also reflected by the reliability study where all three privacy
experts described an inference-related threat. We therefore explicitly mention
‘inference’ together with ‘insufficient minimization’ in the linkability of data store
threat tree (as shown in Figure 6.6). We also added an additional explanation
of inference to the catalog documentation [WSJ14b, LIN].

Although considered less critical for LINDDUN, also the societal threats that
were initially missed are now (at least partially) included in the updated catalog.
Discrimination, for example, is mentioned in the catalog description of inference
(part of the linkability of data store tree). The need for data protection policies
and default settings has also been made more explicit in the awareness tree.
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6.3 Improvement 2: Extending the LINDDUN
Catalog

Both descriptive studies have indicated that the LINDDUN privacy threat tree
catalog provides much assistance in discovering threats, however, participants
indicated that the descriptions that support the threat trees can use some
improvement. We agree that the original descriptions were often rather limited.
We addressed this issue by providing a detailed description of the threat category
in general, as well as extending the information for each tree. In addition, we
also structured the tree descriptions according to the tree’s hierarchy to facilitate
easy look-up of information per subtree and (leaf) node.

6.3.1 General Description

We created a general description for each LIND(D)UN threat type, as we
noticed during the studies that the participants were not always familiar with
the general concepts of a specific threat type. Figure 6.1 shows an example
of such threat description. It is by no means the intention to provide a full
overview of the threat type. We merely want to summarize the key concepts
and, if available, provide a link to more extensive related work.

We organized the summary of each threat category according to three main
items:

In general. This description summarizes the main concepts of the specific
threat type. Also links to reference material are added for more inspired reading.

Consequences. We also listed possible consequences of such threats, as it will
help to understand the severity of the threat. Sometimes the threat itself does
not seem to have a big impact, however, its consequences can be quite privacy
invasive (e.g. linkability).

Impacted by. Threats can also be impacted by other privacy concepts, both
in a positive and negative way. For example, data minimization will limit
linkability threats, while identifiability will increase them.
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Figure 6.1: Example of improved general threat description: Linkability

6.3.2 Tree Description

For each individual tree, a description is provided, both in general, as well as a
detailed overview of each node. The description of the leaf nodes is organized
according to the tree’s structure. Figure 6.2 shows the catalog description for
the linkability of data flow tree.

Tree in general. A short general description is provided that contains a
summary of the tree’s threats.

Leaf nodes explanation. Each node is described to provide additional
information. This specification is structured according to the subtrees to
easy navigation within the description. Leaf node labels are highlighted to allow
pinpointing of a particular node at glance.
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Figure 6.2: Example of improved tree description: Identifiability of Data Store

6.4 Improvement 3: Reducing Interaction between
LINDDUN and STRIDE

During the studies, there was some confusion among the participants as to what
extend the STRIDE threats should be included in the analysis. LINDDUN’s
disclosure of information threat category reuses STRIDE’s information disclosure
threats, which refer to other security-related threats. LINDDUN strongly
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leverages on STRIDE (with information disclosure threats in particular) to
ensure that the privacy-friendly model that results from LINDDUN also takes
the data subjects’ confidentiality and integrity into account.

In our updated LIND(D)UN methodology, we would however advice against
an only partial security analysis using STRIDE based on the trees that are
directly referred to by LINDDUN, as security is an asset too important for an
incomplete analysis. We thus suggest to have both a privacy analysis using
LIND(D)UN, which temporarily discards the information disclosure threats,
and a full security analysis, either in parallel or consecutively. We would
encourage the use of STRIDE as security threat modeling technique, as it
is easily integrable with LIND(D)UN. The DFD that is created during the
first step of the one methodology can, in fact, be entirely reused by the other.
However, other security analysis techniques can also be used as alternative.

When assured that LIND(D)UN is being used in parallel with STRIDE (or
other security analysis techniques), we can concentrate LIND(D)UN to its core
by only examining threat categories that are explicitly related to privacy, and
hence discard the information disclosure threats.

Because one should however always keep in mind that privacy is also threatened
by security threats, we still keep a reference to disclosure of information threats
in the LIND(D)UN catalog, with the caveat that the analyst should not limit
himself to these threat trees but preferably perform a full security analysis.

6.5 Improvement 4: Increasing Completeness by
using the Mapping Table as Checklist

The studies showed that the completeness rate is relatively low and rather
obvious threats have been overlooked. We noticed that the participants did not
fully utilize the mapping table that was created during the second step of the
methodology. They used it to determine which threats they did not have to
consider, but they neglected to use it as a checklist to verify that indeed all
applicable threats have been investigated and documented. In the questionnaire,
the participants of the study also indicated that they did not consider the
mapping step as particularly useful (only an average of 3 on a scale from 1 to
5), while it actually is. The use of the mapping table should not be limited
to the second step of the methodology, but should be used throughout the
elicitation phase as well. We therefore suggest to emphasize its importance
throughout the different steps more thoroughly in the methodology and in
the training material, as illustrated in Figure 6.3. We believe that using the
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mapping table as checklist will improve the completeness rate of LINDDUN
(as during the descriptive studies, the recall was considerably low). For each
‘checkmark’ in the mapping table, all leaf nodes of the corresponding threat tree
should be considered. Either they are all covered and documented as threat(s)
or appropriate assumptions were made explicit to eliminate irrelevant nodes or
(sub)trees.

Figure 6.3: Problem-oriented steps of LIND(D)UN methodology with a focus
on the mapping table as checklist

When applying STRIDE, a similar technique is used. When you have not
covered all ‘checkmarks’ in the mapping table, you know you are not done yet.
Although it should be noted that having all the checkmarks covered, does not
imply completeness [Sho14].

6.6 Improvement 5: Enhancing the LINDDUN
Threat Trees

Based on both the results and the participants’ feedback of the first two studies,
we decided to restructure and extend some of the threat trees to eliminate the
observed confusion over certain trees. Some of the extensions were also based
on the third study with the privacy experts, and aim to increase reliability of
the LINDDUN methodology. The entire updated catalog of threat trees can be
found in [WSJ14b].
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6.6.1 Subtrees

A general change concerns the reference to subtrees. As some rather large
branches were repeated in multiple trees, we decided to centralize them by
adding them to the tree that is most related and have other trees reference the
subtree rather than copy it entirely. This was done to avoid confusion (e.g. why
discuss dataflow threats in an entity tree) and to better structure the trees.

6.6.2 Linkability

As linkability is closely related to identifiability, we decided to also show this
resemblance in the threat trees. As this similar structure makes trees of both
categories easily comparable, the subtle differences between linkability and
identifiability become clearer as well. For both threat categories, we made quite
some changes to the trees. We restructured some (sub)trees to ease navigation
and explicitly added some more threats (mainly to the original leaf nodes) to
enhance the understanding of the threats.

Linkability of Entity. As shown in Figure 6.4, we added a more clear distinction
between the two subtrees by having linkability based on a linkable login, and
linkability based on the metadata of the entity’s communication. The former
subtree is an extension of the original threat that mentions an insecure flow
or store. The original threat was actual quite generic. Based on the changes
made to the identifiability of entity tree (which has very similar threats), it
was decided to clarify the threat as ‘a linkable login is being used which is
communicated in an untrusted way.’ Concerning linkable logins we made a
distinction between a fixed login that is being reused (e.g. username-password)
and certificates (which are much more privacy-friendly) that are too specific and
therefore can become linkable. A linkable login will only cause a privacy risk
when it is being communication in an untrusted fashion. This can occur when
the login is sent over an untrusted channel (information disclosure of dataflow
threats), stored in an linkable way (linkability of datastore threats), or sent to
an untrustworthy receiver.
The latter refers to a subtree of data flow linkability and was originally part of
both trees. To avoid duplication (and confusion), we however only kept it as part
of the dataflow tree (because the threats specifically focus on communication)
and refer to it from the entity tree.

Linkability of Data Flow. Concerning the dataflow, we made an explicit
distinction between linking the actual data that are being transferred and
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Figure 6.4: Improved Linkability of Entity tree

linking the communication’s metadata (see Figure 6.5). The former has been
extended, as the original tree only mentions an unprotected dataflow. In fact,
an unprotected dataflow will only lead to linkability issues when the data that
are being transferred are actually linkable themselves. Also, even when the flow
itself is protected but the receiver is untrustworthy (and the data are linkable),
the data subject’s linkability is also at stake.

The latter has remained unchanged except for the parent node which now clearly
states it concerns linkability of contextual data (or metadata).

Linkability of Data store. We only moderately altered the tree as shown in
Figure 6.6. As mentioned in Section 6.2, the “weak data anonymization”
node was renamed to “insufficient minimization/inference” because weak
anonymization was actually a too strong precondition for linkability. This
immediately resolves the gaps that were identified.

The linkability of entity reference has been replaced with a regular node
concerning linking data to another database, as this is more accurate.

Finally, the re-identification node has been renamed and extended, as for
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Figure 6.5: Improved Linkability of Dataflow tree

linkability threats, actual re-identification is not required. Merely the
combination of excessive data can already lead to linkability based on pseudo-
identifiers belonging to the same person (which can lead to identifiability) or
based on certain properties to deduce relationships between them and generalize
them by using inference.

Linkability of Process. As this is a very rare threat, we did not receive any
feedback on it, and decided to leave it unchanged.

6.6.3 Identifiability

As mentioned before, we tried to enhance the structural similarities between
linkability and identifiability. The trees for both threat types will thus be broken
up in the same way.

Identifiability of Entity. First of all, a link to a subtree was added regarding
the identifiability based on metadata (see Figure 6.7). Although these threats
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Figure 6.6: Improved Linkability of Data store tree

were available in the original linkability tree, it was missing for identifiability.

Second, we restructured the tree. In the original version, each type of login
also referred to possible problems with several nodes referring to the same child
nodes, which made it rather difficult to navigate. After evaluation, it turned
out that the same problems related to untrusted communication actually apply
to all the login types (although some of them where missing in the original
tree). We therefore make a distinction in the improved tree between the type
of login used and their specific issues (which is one subtree) and the problems
concerning untrusted communication that are related to all of them (which is
another subtree). The untrusted communication subtree mentions 4 distinct
threats: untrustworthy receiver of the login, weak storage of the login by the
client, information disclosure of the data flows that transfer the login (this
actually refers to a security threat tree), and identifiability of the data store
where the identifiable account information is stored.



6.6 • IMPROVEMENT 5: ENHANCING THE LINDDUN THREAT TREES | 129

Figure 6.7: Improved Identifiability of Entity tree

Identifiability of Data Flow. The identifiability of data flow tree is very
similar to the linkability of data flow tree. The main difference is, as the threat
categories themselves suggest, the distinction between merely linking data (for
linkability) and actually identifying them (for identifiability). The approaches of
both threat trees, and hence its structure, are however the same. We therefore
applied the same changes to the identifiability of data flow tree (see Figure 6.8),
as to the linkability tree. The right branch is kept unchanged (only to top node
has been renamed to explicitly mention contextual data). The left branch has
been extended because information disclosure will only lead to identifiability if
the content of the message contains identifiable information.

Identifiability of Data Store. As shown in Figure 6.9, the structure of the
original tree was mainly kept, only some leaf nodes were extended to clarify
threats. Data in the data store do not necessarily become identifiability when the
entity is identifiable (as shown in the original tree). Only when an identifiable
login is used and this login is linkable to the data in the data store that are
being examined, the data store’s data become identifiable. We also specified
how re-identification can occur: when data are insufficiently minimized (which
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Figure 6.8: Improved Identifiability of Dataflow tree

this node refers to a linkability subtree) and when these linkable data become
identifiable (for example because the combination of several pseudo-identifiers
leads to an actual identity). The structure of this tree again closely resembles
the corresponding linkability tree as they are related.

Identifiability of Process. As this is also a very rare threat, we did not receive
any feedback on it, and decided to leave the tree unchanged.

6.6.4 Non-repudiation

Non-repudiation is a rare privacy threat category which only applies in niche
applications such as e-voting and whistleblower systems. The software systems
that were analyzed during our descriptive studies were therefore not susceptible
to non-repudiation threats. Since no feedback was received for this category,
we kept the trees in their original state.
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Figure 6.9: Improved Identifiability of Data store tree

6.6.5 Detectability

Similar to non-repudiation, detectability is also a less common threat type.
The software application in the second study (i.e. ReMeS) was nevertheless
susceptible to a detectability threat, but unfortunately the threat was not
identified by the participants. As we thus did not receive feedback on the
trees themselves, we did not make any changes to them. We did extend the
explanation of the tree nodes (as discussed in Section 6.3) to increase the
understanding of the threat category.

6.6.6 Disclosure of information

Because the disclosure of information threats are actually borrowed from
Microsoft’s STRIDE, which is a well established technique, we decided not
to make any changes.

In fact, we actually advice to perform a full security analysis in addition to
LIND(D)UN (as explained in Section 6.4). This would eliminate all information
disclosure threats from the LIND(D)UN methodology, as they are already
covered by the security analysis.
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6.6.7 Unwareness

The unawareness threat tree has been changed quite profoundly. During the
descriptive studies, we received several questions regarding this tree as it was
perceived as confusing. Also the studies’ results showed a large set of false
negatives in the unawareness category. Indeed, when re-evaluating this threat
tree, we agreed that an update of this tree was required.

First of all, the name “content unawareness” was found quite confusing. We
received this comment on multiple occasions, even outside the scope of our
studies. We therefore decided to drop “content” from the title, and simply call
it unawareness, as shown in Figure 6.10.

Second, we shifted the focus of the unawareness threats. While the original
tree was very user-centric and put the main responsibilities on the user himself,
we moved to a more system-centric awareness as we want to have the service
providers implement as much support as possible to improve the user’s privacy
awareness. Currently, it is unfortunately still often common practice to hold
the user responsible for his privacy; e.g. “informed” consents where the user has
to inform himself, (hidden) opt-out consents which the user should figure out
himself, or the general belief that the user should just know to not overshare
information. The system itself should aid the user in privacy decision making
by providing more transparency or even nudging the user into a privacy-
friendly decision. As LIND(D)UN focuses its analysis on the system itself,
this perspective of (un)awareness is more applicable. Our privacy analysis can
not impact the entire society, and will therefore focus on the provisions the
system itself can take to guide and educate the user concerning his data sharing
and nudge the user into a more privacy-aware use of the system.

We therefore altered the entire subtree related to “wrong decisions made based
on incorrect data.” It is not the responsibility of the user to keep his information
up-to-date (especially not from a privacy perspective). Data accuracy is however
important from a different angle. A data subject should be able to see what
data has been collected, stored, and processed about himself.

Finally, we have extended the “providing too much personal data” threat. There
is a subtle difference between this threat and the “insufficient data minimization”
threat in the linkability tree. The latter aims at minimizing the data that has
already been received, while the former tries to prevent the sharing of excessive
information at the source. This is hard to prevent from a technical perspective
as the user himself decides what information he will precisely share. Technology
can only play a supportive role by, for example, providing feedback concerning
the (additional) data the user wants to add, having privacy-friendly default
settings, and providing user-friendly privacy tools. The main challenge will be
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to educate people about their (online) sharing behavior, however this is clearly
out of scope of our methodology.

Figure 6.10: Improved Unawareness tree

To summarize, the awareness property focuses on the user’s consciousness
regarding his own data. The user needs to be aware of the consequences
of sharing information. This property does not imply that it is the sole
responsibility of the user to ensure his own privacy. On the contrary, we would
encourage the service providers to facilitate tools to increase user awareness.

6.6.8 Non-compliance

Non-compliance raised quite some questions from the participants during the
studies, as the threat tree nodes refer to rather high-level concerns. We
did however only slightly modify the tree, as we intentionally only focus on
compliance from a more abstract perspective. Legal compliance is a complicated
domain. We do not aim at providing solutions for legal compliance, we only
touch the subject as badly implemented data protection legislation and privacy
policies can impact the data subject’s privacy. To ensure full legal compliance,
we suggest the assistance of a legal expert.

We renamed ”insufficient consent management” into ”insufficient policy
management” to make it more general (see Figure 6.11).

The leaf node “insufficient data expire / update” was removed. This threat is
actually closely related to the newly introduced data minimization and data
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Figure 6.11: Improved Identifiability of Data store tree

retention threats in the linkability tree. We decided to keep the focus of the
compliance tree strictly on privacy policies. We did include the caveat in the
catalog description that, in order to obtain full legal compliance, these additional
regulatory threats should be analyzed, preferably by a legal expert.

Finally, one leaf node, extracted from data protection legislation, was added as
it is closely related to privacy policies: “insufficient notice.” This threat concerns
systems that do not have transparent policies and hence do not sufficiently
inform the users regarding data collecting and processing.

We also extended the provided documentation to clarify the concepts in more
detail.

6.7 Moving Forward with LINDDUN to the Solu-
tion Space

Only the first three core steps of LINDDUN have been empirically validated.
This part of the methodology is more problem-oriented as it focuses on the
elicitation of threats. The final three steps of LINDDUN are solution-oriented
and even though we did not get empirical observations on possible improvements
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for these steps, we believe we can suggest some changes based on the feedback
we received from researchers who have applied the methodology independently
[Bec12, HBQ12].

The original methodology moves from elicited threats to privacy requirements
which are then used to select privacy enhancing solutions. In LIND(D)UN, we
propose a more light-weight approach to move directly from the elicited threats
to a tangible solution, without the burden of eliciting requirements. We suggest
to first determine the suitable mitigation strategy for each threat. When an
appropriate strategy has been decided, the selection of the relevant privacy
enhancing technologies becomes more straightforward. In Figure 6.12, we show
the updated structure of the LIND(D)UN methodology. After all threats are
identified (step 3), they are prioritized according to their impact (step 4). In
order of importance, each threat is mitigated by the appropriate mitigation
strategies (step 5). The classification of privacy enhancing technologies according
to the mitigation strategies to which they adhere enables a more focused selection
of suitable privacy enhancing solutions (step 6).

Figure 6.12: LIND(D)UN methodology: an improved version of LINDDUN

6.7.1 From Threats to Mitigation Strategies

The goal of threat modeling is to identify flaws in the system in order to resolve
them. Addressing these flaws will require a number of fundamental design
decisions. These decisions are often referred to as strategies (or tactics)[BCK05].
A strategy describes the means to achieve a certain objective, or, in case of
LIND(D)UN, a means to resolve privacy threats. We will therefore refer to them
as ‘mitigation strategies.’ They capture a high-level view of common techniques
used in practice to prevent privacy threats. As these strategies can be used
to classify privacy solutions, they are a more suitable step in the conversion
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of privacy threats to appropriate privacy enhancing solutions. We therefore
propose to adjust the fifth step of the original LINDDUN methodology “eliciting
requirements” to “eliciting mitigation strategies.”

In essence, we leverage on a taxonomy of solution strategies that was created
in our own previous work [WSDDJ09]. This hierarchical overview provides
a structured classification of common mitigation decisions. In addition, we
provide a means to select the appropriate strategies by mapping them to the
LIND(D)UN threat trees they intend to mitigate.

A Taxonomy of Mitigation Strategies. As stated in [WSDDJ09], obtaining
privacy means controlling the consequences of exposing the (possibly indirect)
association of individuals to some information/transaction in a given context.
Accordingly, in order to obtain privacy, it is important to focus on two major
strategies. First, associations between users and their transactions and personal
information need to be controlled in order to ensure that the user shares as
little information as necessary with the system. This is the proactive approach.
Second, the damage must be limited by controlling the associations after
disclosure. To achieve this, the exposure of these associations needs to be
restricted to the minimum. This is the reactive approach.

Figure 6.13: Taxonomy of LINDDUN Mitigation Strategies linked to LINDDUN
threat categories
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Concealing the association can be divided into two sub-strategies: (1) protect
the identity of the user during authentication and (2) protect the data that will
be communicated to (or throughout) the system.
First, as shown on the left-hand side of Figure 6.13, the identity of the user can
be protected by means of pseudonyms (i.e. an alias instead of the real identity),
or an attribute (such as a certificate) can be used. Even more anonymity
can be achieved by using properties (such as anonymous credentials or other
zero-knowledge proofs) as authentication mechanism.
Second, the data that are being communicated have to be protected. We make a
distinction between strategies that concern core data protection and those that
aim at raising awareness regarding the sharing of information. Data protection
is in fact even subdivided into strategies related to transactional data (i.e. the
actual data that are being transmitted) and strategies to protect contextual data
(i.e. the metadata related to the communication) as both will require different
kinds of solutions. Encrypting the information that is being transmitted, for
example, will only protect the transactional data, while the contextual data can
still reveal the sender based on information required for the communication (e.g.
IP address, browser settings, etc.). Strategies to protect data include removing
the (sensitive) information, hiding the data, replacing (part of) the information
or generalizing it. Note that the strategies related to both types of data are
however the same as they only represent high-level approaches used to mitigate
the associated threats. The corresponding solutions will however strongly differ
(e.g. removing sensitive information before sending the transactional data vs.
removing contextual data, such as sender information, by applying onion routing
techniques). A final strategy to conceal an association is to make the users
more aware of the consequences of sharing. Feedback and awareness tools have
been emerging to assist the user, and also user-friendly privacy support can be
beneficial to aid the user at managing his privacy settings.

Guarding the association after the data has been shared can be divided into two
sub-strategies: (1) guard exposure and (2) maximize accuracy.
Guarding the exposure is the most obvious strategy. All sub-strategies
correspond to ways to restrict access and reduce disclosure to the collected
data. The strategies are divided into 3 main categories: means to obtain data
protection compliance which are related to consents and policies, and notice
and transparency; means to ensure confidentiality which correspond to security
measures such as access control and data encryption; and means to minimize
the collected data. The strategies related to minimization are in fact the same
as those related to the protection of transactional data. Some of the solutions
might even interlace (e.g. hiding data by encrypting it) however each category
will have its dedicated solutions.
Maximizing the accuracy is the final strategy to guard the association. It
empowers the subject as it allows inspection and correction of his information.
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Table 6.2: Mapping of Mitigation Strategies to Threat Trees

Mitigation Strategy LINDDUN Threat Tree

Protect ID L_e, I_e
Protect data

Transactional data L_df1, I_df1
Contextual data L_df2, I_df2, D_df, NR_df
Awareness U_1

Guard exposure
Compliance NC
Confidentiality ID_ds, NR_ds, *_p
Minimization L_ds, I_ds, D_ds

Maximize accuracy
Review data U_2
Update/ request deletion NR_ds3

We make a distinction between two more detailed strategies. The first strategy
allows a subject easy access to the collected data about himself in order to
review the data. This strategy relates to user awareness. The second strategy
extends this access right as it allows the subject to request updates or even
deletion of his information. This strategy can be applied to obtain plausible
deniability. An example of such deletion is the ‘right to be forgotten’ which
was recently implemented by Google and allowed subjects to request removal
of personal information from Google’s search index if the links are inadequate,
irrelevant or no longer relevant, or excessive in relation to the purposes for
which they were processed.

Note that the taxonomy does not aim at providing a complete overview of
strategies. It merely shows a common set of mitigation approaches that can be
used to group similar solutions. Also, the level of detail of the strategies can be
extended when desired.

Selection of Mitigation Strategies. As shown in Table 6.2, the taxonomy can
be used to determine the appropriate strategy to mitigate a particular threat.
For each strategy, the corresponding threat trees are provided.

First, a distinction can be made based on the type of DFD element that
corresponds to a specific threat. Threats related to entities and data flows
correspond to the concealment of data branch in the taxonomy (left branch of
Figure 6.13). In particular, strategies that aim at protecting the identity will
mitigate entity-related threats (linkability and identifiability of entity), while
mitigation strategies for data protection before and during communication will
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aim at resolving data flow threats. The linkability and identifiability trees
each have a branch that corresponds to transactional data and one related to
contextual data protection. Detectability and non-repudiation threats of the
data flow are entirely focused on contextual data. The final strategy related to
protection of communicated data is awareness, which evidently corresponds to
the unawareness threat tree. Note that only the left branch of the unawareness
tree maps to this strategy, as this tree is actually divided into threats that
require proactive mitigation and those that require reactive solutions.

Second, mitigation strategies that guard the exposure of associations correspond
to threats related to data that have already been collected and stored. These
clearly map to data store related threats, which can be divided in two categories:
threats that require confidentiality and threats that require minimization. The
main part of data store related privacy threats are mitigated by strategies that
have data minimization as common denominator. This is in fact a broad category
of mitigation strategies that limit the collected data by, for example, removing
redundant data, or generalizing personal information. Data store threats
related to non-repudiation and information disclosure will require confidentiality
strategies such as access control to the data store and encryption of the stored
data2. Threats to a process also require strategies to guard exposure. They are
all mitigated by confidentiality, as information disclosure is their main threat.

Finally, strategies to maximize the accuracy are very specific and correspond
to two subtrees. Reviewal of data corresponds to the right branch of the
unawareness tree as this requires awareness of the data that have been collected
about the subject. As mentioned before, unawareness threats can be found in
both branches of the taxonomy of mitigation strategies as a user should be aware
of the consequences before he shares information, as well as of what data are in
fact collected about him to verify the accuracy. The strategy that maximizes
the accuracy by empowering the subject to update and delete collected data
(either directly, or indirectly by requesting deletion) is linked to the subtree of
non-repudiation that requires deniability by editing the database.

6.7.2 From Strategies to Privacy-enhancing Solutions

A threat can be mitigated by several types of solutions, each with their
own benefits and drawbacks. The selection of a fitting solution is thus not
straightforward. We therefore leverage on mitigation strategies to enable
an easier and more focused selection of the appropriate privacy enhancing

2Note that the threats that are mitigated by minimization strategies are indirectly also
linked to confidentiality strategies, as hiding data will be often achieved by encryption and
access control techniques. Minimization is however much broader than confidentiality
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technologies. By first determining a proper strategy to mitigate the threat, we
narrow the scope of relevant solutions.

Originally, LINDDUN provided a table of solutions that indicates to which
privacy properties each solution contributes. As shown in Table 6.3, we have
restructured the solutions and mapped them to the mitigation strategy they
adhere most to. The table represents the hierarchical taxonomy of mitigation
strategies and links each leaf node of the taxonomy tree to the relevant solutions.
Note that, although some solutions correspond to multiple strategies, we only
assigned them to their key strategy (e.g. onion routing does not only remove
contextual data, but also hides transactional data). In addition, some strategies
refer to solutions of related strategies to avoid duplication (e.g. generalization of
transactional data refers to encryption solution in the guard exposure branch).
We have currently limited ourselves to a restructuring of the original solutions
table. An update with state-of-the-art privacy enhancing technologies is part of
our future work.

Once the mitigation strategy has been decided, a limited set with designated
privacy enhancing techniques can be extracted from the solution table. The
more detailed the proposed mitigation strategy is, the more focused the selection
of appropriate solutions will be. The table thus facilitates an easy selection of
proper privacy enhancing technologies to mitigate a specific threat.

6.8 Expected Impact of the Suggested Improve-
ments

In this section we present our expectations regarding the impact that the
suggested improvements might have on the performance indicators stated in
Section 4.1.5: correctness, completeness, productivity, ease of use, and reliability.
These expectations form the basis for the research hypotheses to be examined
in future work in order to validate the proposed improvements.

Improved correctness. By modifying and extending some of the trees and
renaming certain nodes, the trees themselves and the reciprocal relationships
between the nodes will become more clear. As this will increase the
understanding of the individual threats, we believe this will improve the overall
correctness of the elicited threats.
Similarly, the extension of the LIND(D)UN catalog description will also have a
positive effect on the correctness. Although the main purpose of the extended
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description is the catalog’s usability, it will improve the overall understanding
of the threats which should impact the correctness of the identified threats.

Improved completeness. We believe that, when using the mapping table as
a detailed checklist to determine the remaining threats that still need to be
covered, the completeness rate will strongly increase. Many of the overlooked
threats during the studies would have shown up as missing when the mapping
table would have been properly used.
A second contributor to the improved completeness is the reduced interaction
between LIND(D)UN and STRIDE. With a clear separation between security
and privacy threats, we eliminate the confusion regarding the boundary between
expected LIND(D)UN threats and remaining STRIDE threats. During the
empirical studies, we expected the participants to evaluate both information
disclosure threats and spoofing threats by applying the STRIDE trees, although
they often considered them out of scope. This resulted in a set of overlooked
threats (FNs). When providing a clear boundary as suggested by the
improvements, no security threats will be expected when applying LIND(D)UN.
The results of the second descriptive study (applying LINDDUN at architectural
level) clearly show that both information disclosure and spoofing are on average
the largest contributors to the number of false negatives. More precisely, 5 of
the 10 FNs belong to a STRIDE category. Eliminating them would thus halve
the number of original FNs which is a significant improvement. Note however
that the security threats are also a large contributor to the number of correct
threats (TP), especially information disclosure which has on average even 5
TPs. The overall recall will thus remain unchanged by this improvement, as
also the number of TPs will be reduced to only half of its original size.

Improved productivity. We expect an improved productivity of LIND(D)UN,
even though none of the proposed improvements directly targeted the
methodology’s execution time.
The extension of the catalog description was mainly targeting an increased ease
of use. We nevertheless believe it is also beneficial for the look-up time of each
tree node. The productivity is thus positively impacted by an improved usability
of the catalog. Also the enhanced threat trees will not only result in a higher
correctness rate, but the productivity will also benefit from it. By providing
more structured trees with understandable threats, the relevant threats can be
extracted quicker.

Improved ease of use. The extended catalog description will impact the ease
of use.
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The main usability-related attention point identified by the studies (i.e. lack
of threat explanation) has been tackled by adding detailed information about
each individual threat tree node and threat tree in general. We have also
added a summary of each threat category in general to ease the comprehension.
In addition, we have structured the threat tree information, to enhance the
navigation and overall ease of use of the catalog itself.

Improved reliability. By explicitly including data minimization and inference,
the main missing threats that were highlighted by the privacy experts are now
represented in the LIND(D)UN methodology. By including the threats the
experts identified but LINDDUN missed, the false negatives of LIND(D)UN
will obviously decrease. We thus expect an increased reliability.

6.9 Conclusion

This chapter has provided an overview of LIND(D)UN, which incorporates
several improvements made to the original LINDDUN methodology. These
improvements have been informed by the results and observations of the
empirical validation performed earlier.

As summarized in Table 6.1, the main changes include an injection of missing
threats, a restructuring and extension of the catalog description, a repositioning
of the security threats, a focus shift of the mapping table throughout the
methodology and an update of several threat trees that originally caused some
confusion. We also proposed an update of the later steps of the methodology,
by introducing a taxonomy of privacy mitigation strategies. We believe that
these changes improve the overall performance of LIND(D)UN, however further
studies are required to validate this claim.





7
Conclusion

The age of privacy is dead. At least that is what Mark Zuckerberg has been
stating for some years now [O’B10]. Unfortunately, if the mindset of today’s
society will not change, this statement might become reality soon. Most people
take the current privacy-violating applications for granted and consider it a
given fact that they themselves are the sole responsible for their own privacy.
A common belief is that, if you do not want data to become public knowledge,
you simply should not share this information at all [BBA+14]. Awareness of
the consequences of sharing personal information is crucial, but privacy should
not be limited to self-censorship. While the core of this idea, data minimization,
is indeed a valid privacy approach, this responsibility should by no means be
carried by the user alone. Indeed, the systems that collect, process, and share
(personal) information should provide the appropriate measures to guarantee
the user’s privacy. These measures should not be included as an add-on, but
should be incorporated in the development of the software system as early on
as possible.

Unfortunately techniques to support this “Privacy by Design” approach are
lacking. We therefore propose our own methodology to elicit privacy threats
and their corresponding requirements and privacy enhancing solutions.
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7.1 Contributions

This thesis makes the following three main contributions.

1. LINDDUN Privacy threat modeling technique. First of all, we presented
the LINDDUN methodology, a threat modeling technique that encourages
analysts to consider privacy issues in a systematic fashion.1

As LINDDUN is a model-based approach, first a data flow diagram is created to
represent the information flows in the system based on the system description.
This can be either rather high-level when executed during the requirements
phase, or more detailed when performed in the software architecture phase.
This DFD model is used as starting point and will be used throughout the
methodology as guidance. Based on the model, a mapping table is created
that indicates for each of the DFD elements which LINDDUN threat categories
(i.e. linkability, identifiability, etc.) can be applicable. For each of the matches
in the table, the corresponding LINDDUN threat tree is analyzed. If one or
more leaf nodes pose a threat to the DFD element that is currently being
examined, the elicited threats are documented using a misuse case template.
These three problem-oriented steps are the core of LINDDUN. Nevertheless,
the methodology also provides more solution-oriented support. If required,
the elicited threats are prioritized according to their impact and likelihood.
Next, the threats are translated into privacy requirements, after which these
requirements are used to select appropriate privacy enhancing solutions to
mitigate the uncovered threats.

2. Empirical validation of LINDDUN. During the creation of LINDDUN,
we tested the methodology on some small examples, however this was only
preliminary testing. LINDDUN, and privacy methodologies in general for that
matter, are too abstract and complex to be fully automated. They need to
be executed by analysts, and thus not only the methodology itself but also
the role of the individuals should be taken into account during validation. We
thus empirically evaluated the methodology to understand how LINDDUN is
learned and applied. We therefore executed two descriptive studies and a case
study to evaluate LINDDUN’s correctness, completeness, productivity, ease of
use, and reliability. As LINDDUN can be used throughout the entire software
development lifecycle, our evaluation took into account the perspective of both
requirements engineers and software architects.

1This contribution was joined work with Mina Deng.
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First, we executed a small descriptive study to evaluate the performance of
LINDDUN during the requirements phase. Three teams of seven participants
in total applied LINDDUN to two software applications presented by industrial
partners. Second, a more extensive descriptive study was executed to validate
LINDDUN in the architectural phase. Twenty-seven teams of two participants
applied LINDDUN to an industrial-size application. Finally, LINDDUN had
to compete against privacy experts. Three privacy experts were asked to elicit
privacy threats using their own procedures and these results were compared
with those from LINDDUN.

Overall, LINDDUN performed well. A precision rate of 0.7 is encouraging.
Also, the general feedback on the ease of use received from the participants was
positive. The comparison of expert results with LINDDUN were also promising.
Only two categories were missing (related to inference and data minimization)
and LINDDUN even found some threats the experts overlooked. The rather
low recall of 0.5 and productivity of 0.5 threat per hour are less reassuring.

3. Empirically-founded improvements of LINDDUN. The results of
the empirical validation suggest that LINDDUN could benefit from some
improvements.

The threat tree catalog was remodeled. The descriptions were extended, and
structured according to the trees for easy retrieval. Also a summary of each
threat category was added. The threat trees themselves have been updated too.
Especially the unawareness tree has been altered to better suit the analysis.
Also the linkability and identifiability trees have been restructured to ease
navigation and were extended to include the missing expert threats. Concerning
the methodology itself, the mapping table has gained more focus throughout
the entire process. The integration with STRIDE on the other hand has been
put to the background. Although both methodologies can be combined, they
do not have to be used intertwined. They share a DFD as starting point, but
the remainder of the methodologies can be executed in parallel. Note that
this does not mean that security is put to the background. On the contrary,
security is crucial for privacy. There is however no need to partially integrate
it in LINDDUN, as it should receive a fully-fledged independent analysis by
applying STRIDE to its full extent.

7.2 Reflections and Future Work

In this dissertation, we have introduced a privacy threat modeling framework,
empirically evaluated it, and improved it based on our findings.
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Given its correspondence to STRIDE, LINDDUN is also applicable to the same
criticism. This section reflects on the LINDDUN methodology by assessing the
disadvantages of the STRIDE methodology and provides a justification for the
choices we made when creating LINDDUN. The section concludes by suggesting
some future work.

7.2.1 Conformity with STRIDE

One of the criticisms toward LINDDUN is its conformity with STRIDE. Indeed,
by closely following an existing technique, LINDDUN will not only inherit the
positive features but also similar limitations will arise. This section tackles the
most common critiques on the STRIDE and LINDDUN approaches.

Data Flow Diagram (DFD) as System Model. One of the contested features
of STRIDE is related to the use of data flow diagrams (DFDs) as system
model during the analysis. This representation was chosen due to two factors.
First, DFDs are easy to understand. Second, they are data-centric, and thus
focus on the flow of information through the system which is often the target
of software attacks [Sho08]. Indeed, understanding the information flows is
essential for a proper assessment of privacy threats [Inf14]. While DFDs are
indeed not a common model in software development, the transition from more
mainstream notations (such as UML) to a DFD is rather easy. During our
empirical studies, we noticed that the translation of a component-connector
diagram into a DFD was relatively straight-forward with an almost one-to-one
mapping. Also other UML diagrams, such as context diagrams, show close
resemblance with a DFD (although further analysis is required to examine the
ease of transition). In addition, research exists that supports semi-automatic
derivation of DFD models from code [AAWT07]. This is particularly interesting
for threat modeling analysis of existing systems. The use of DFD as system
representation should thus not be a restraining factor.

Quantitative and Qualitative Results. Also, as shown in the evaluation of
LINDDUN, the quantitative studies show results which are in line with those of
STRIDE (as discussed in Section 5.2.7). Although these results are promising,
they are unfortunately not yet ideal. As even STRIDE, a well-established
technique, does not obtain impeccable results in a quantitative evaluation,
chance are low that LINDDUN will either. This result should however not be
overly dramatized. The quantitative studies are only part of the methodology’s
validation. These results are indeed important to get an initial understanding
of the soundness of the overall method and to identify possible improvements.
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Nevertheless, the value of LINDDUN goes beyond the aspects that have been
quantitatively assessed. STRIDE was chosen as basis for LINDDUN given
its simplicity and close integration into the development process. LINDDUN
also aims at simplicity by providing a structured approach with a rich privacy
knowledge base that encourages people to reason about privacy issues in a
systematic way. Future evaluation of these qualitative benefits are required, but
the feedback which we already received from the requirements community is
very optimistic. Indeed, the study of LINDDUN during the requirements phase
(as described in Chapter 4) was part of a larger comparative study executed
by the University of Trento [MPP]. They performed a qualitative analysis of
LINDDUN and five security requirements techniques (CORAS [LSS11], Secure
Tropos [MGM03], Security Argumentation [HLMN08], SI* [GMMZ05], and
SREP [MFMP08]). Only LINDDUN and SREP were acknowledged by the
study’s participants as methods that help to identify privacy and security
requirements respectively. While the other methods support brainstorming,
they do not help to identify security requirements as they depend on the analyst’s
knowledge in security. LINDDUN and SREP, on the contrary, do not require a
priori knowledge as they guide the analysts through the identification of privacy
and security requirements.

Maturing Catalog of Threats. Technology keeps evolving and attackers keep
coming up with new threats. Critics will claim that threat modeling techniques
like STRIDE and LINDDUN that provide a knowledge base struggle with the
lack of completeness. Indeed, the LINDDUN threat tree catalog will never be
100% complete, but keep in mind that other techniques cannot guarantee full
completeness either. It is precisely this privacy knowledge base that brings
added value to the methodology as we do not expect analysts who use LINDDUN
to be privacy experts. Also, it is not the case that LINDDUN does not support
evolving privacy concerns. The threat trees in the catalog are not fixed. On the
contrary, the catalog is an open system that allows updates.

Neutrality w.r.t. Risk Assessment. Microsoft proposed a risk assessment
technique called DREAD [Mica] to be used with STRIDE. It was however
discontinued as for software-centric threat modeling it seems to add numbers
without defining their scales [Sho08]. LINDDUN does not propose its own risk
analysis technique. Instead, it describes risk in a general way as the product
of the threat’s impact and likelihood, and refers the analyst for further details
to established techniques like CORAS [FKG+02] and OCTAVE [CMU]. The
analysts can thus plug in their assessment method of choice.
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Complementarity of LINDDUN and STRIDE. Finally note that the synergy
between LINDDUN and STRIDE allows a combined privacy and security
analysis with limited overhead as both methods can use the same DFD as
starting point and apply a very similar structure. Being complementary to
STRIDE is in fact one of LINDDUN’s strengths, as it leads to easy adoption in
the threat modeling community.

7.2.2 Future Work

This section proposes some future research trajectories related to the LINDDUN
methodology.

Evaluation of the Improvements. The implemented changes to the LINDDUN
methodology were based on the results of the empirical studies, and we feel rather
confident that they will indeed improve the overall quality of LINDDUN. There
is currently however no empirical proof. A first future research trajectory can
thus include an empirical validation of the improved LINDDUN methodology.
A new descriptive study can be performed where the conditions of the previous
one are mimicked as precise as possible but where the new and improved
LINDDUN is evaluated. These results can then be compared to the original
ones to determine whether the changes indeed introduce improvement for our
research questions.

Another interesting validation would be to further evaluate LINDDUN in a
professional environment. Until now, the participants in the studies were mostly
students. This was an obvious choice as LINDDUN was still a new upcoming
methodology, however, as it is gaining attention in the privacy requirements
community and the proposed improvements have resulted in a more streamlined
version of LINDDUN, it will be interesting to examine how professionals in an
industrial environment perceive LINDDUN.

Qualitative Evaluation. The results of the quantitative studies in this thesis
are promising and the implemented improvements propose even better results.
Nevertheless, this promising quantification is not the main advantage of
LINDDUN. Indeed, LINDDUN is a methodology that encourages analysts
and developers to systematically reflect on privacy issues. Although privacy
is a complex concept in a possibly even more complex landscape, LINDDUN
provides privacy knowledge, in a format which is easy to use, to deal with privacy.
It will be interesting to examine these qualitative features of LINDDUN by
comparing the methodology to other privacy methodologies. In this thesis, we



7.2 • REFLECTIONS AND FUTURE WORK | 151

however decided to focus on a quantitative evaluation. First of all, we wanted
to examine whether the basis of the LINDDUN methodology is solid and use
the results of these studies to introduce improvements in order to make the
methodology industry-ready. Secondly, at the time of the studies’ design, there
were no real competitors for LINDDUN in the privacy research community.
LINDDUN’s core advantage is its systematic approach which guides the analyst
step-by-step through the analysis combined with its rich privacy knowledge
base. We therefore want to compare LINDDUN with methods that provide
both a structured analysis and sufficient privacy support, but such methods
were missing. However, as new privacy requirements techniques are emerging, it
would be worth examining these competing methodologies and comparing them
to LINDDUN. How do these methodologies perform compared to LINDDUN?
Do these methodologies include aspects that LINDDUN missed? All these
questions are worth of a controlled experiment.

Catalog Maintenance. As mentioned before, privacy concerns keep evolving
and maintenance of the threat tree catalog will be required. Ideally the trees
should be updated regularly based on state of the art privacy solutions and
emerging threats. We foresee, for example, an update of the trees related to
non-repudiation and detectability in the near future. Although we did not
receive any feedback regarding these trees from the empirical studies, this does
not mean these trees could not use an update. Indeed, the lack of feedback
was due to the application examined in the studies, as it did not result in any
detectability or non-repudiation threats. When examining the trees in more
detail, we however concluded that some of the nodes require some modification.
Also the non-compliance tree might benefit from an extension. Research on
compliance automation has been emerging to extract rules and obligations from
regulatory documents and to provide traceability between such privacy policies
and their corresponding implemented rules [BA08, SBSCB06, CHCGE10, YA10,
AGR14]. As this is a promising domain, it could be included in an extension of
our compliance tree.
In addition, also the solutions table could benefit from an update with state of
the art privacy enhancing technologies.

Tool Support. As LINDDUN gains some level of popularity (see Section 3.9),
it might be beneficial to add some tool support to the methodology to reach an
even bigger audience. The tool could, similar to Microsoft’s threat modeling tool
[Micb], provide support to automatically generate the mapping table based on
a DFD. It would also be worth investigating if the translation from component-
connector diagram (or even other models) to a DFD can be supported by the
LINDDUN tool. Furthermore, the other LINDDUN methodology steps could
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also benefit from tool support. The threat tree catalog could, for example, be
made interactive. Also, the mapping table could be incorporated as a checklist
that is bound to the documented threats and assumptions. Even the extraction
of mitigation strategies and the selection of privacy solutions could be included
in a LINDDUN support tool.

As demonstrated in this thesis, LINDDUN is a solid privacy threat modeling
methodology. These proposed ideas can contribute to an even more stable and
industry-ready privacy threat modeling approach.
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