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Abstract

The progress made in automatic speech recognition (ASR) during the
last few decades has allowed ASR techniques to be introduced into
various application fields. With the growing use of ASR in fields such as
intelligent voice driven personal assistants in smart phones, query by voice
automatic telephone attendants, or voice driven user interfaces like those
used in car navigation systems, the requirements for the performance of
speech recognition systems have also increased. One of the demands of
ASR systems is robustness against variability present in the speech signal.
Different from speech recognition by humans, the performance of an ASR
system degrades more severely when there are variability in the speech
signal. Two of the main variability in the speech signal that deteriorate
the performance of an ASR system are environmental variability and
speaker variability. In this thesis, we focus on compensating for the
variability caused by these two main factors.

Additive background noise causes mismatches between the distributions
that the automatic speech recognition system learned from the training
data and the distribution of the test data feature vectors. To compensate
for the variability introduced by additive background noise, we propose
a parametric histogram equalization (pHEQ) algorithm which maps the
distributions of the feature vectors of both the training and testing data
to a common target distribution. A unique property of the proposed
mapping is that the noise in the input signal is tracked, allowing the
noise distribution observed in the input signal to be mapped to its own
normalized distribution located at a fixed number of decibels below the
target speech distribution. In other words, the pHEQ algorithm tries
to normalize both the noise distribution and the speech distribution
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iv ABSTRACT

while maintaining a fixed distance between the two distributions. As a
result, the signal-to-noise ratio (SNR) of clean speech (e.g. the training
data) will be lowered by injecting extra noise, a process called noise
masking. When facing noisy speech on the other hand (e.g. the test
data), the algorithm will transform the data to reach a target SNR. A
noise power spectrum tracking algorithm allows the pHEQ algorithm to
estimate and map the noise distribution even when facing non-stationary
noise. By applying pHEQ both during training and testing, the algorithm
effectively compensates for non-linear distortions in the speech feature
vectors introduced by additive noise.

The second main factor which deteriorates the performance of an
automatic speech recognition system is speaker variability. Speaker
variability is caused by the differences among speaker characteristics,
for example gender, age or dialect region the person grew up in. The
proposed algorithm handles speaker variability by adjusting the acoustic
model. More specifically, our model-based algorithm adjusts the state
emission density functions–Gaussian mixture models (GMMs) in a hidden
Markov model (HMM)– to better fit the observations of a target speaker.
Unique to our method is that the speaker independent (SI) Gaussian
mixture weights are adapted towards speaker-dependent (SD) weights. By
expressing the SD weights as a linear combination of a set of latent speaker
vectors, the Gaussian mixture weights can be adapted rapidly, given
limited amounts of adaptation or enrollment data. Non-negative matrix
factorization (NMF) is used to estimate the latent speaker vectors. The
NMF-based weight adaptation technique can be combined with existing
mean (and variance) based speaker adaptation techniques, for example,
speaker adaptive training (SAT) and eigenvoice speaker adaptation, to
further improve the state emission probabilities by adapting both the
Gaussian mixture weights and means (and variances).

Replacing the non-negative matrix factorization by an non-negative tensor
decomposition allows the adaptation of the Gaussian mixture weights to
compensate for both speaker and noise variability. Since weight-based
speaker adaptation was already shown to work, the experiment focused on
compensating the noise variability by estimating noise-dependent (ND)
mixture weights in the model-space. Considering the non-stationarity of
the noise, a set of Gaussian mixture weights is estimated for each frame
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during evaluation.

The proposed techniques are evaluated and analyzed on large vocabulary
continuous speech recognition benchmark tasks: the Wall Street Journal
(WSJ) benchmark and the Aurora4 benchmark. The Aurora4 task was
constructed by artificially adding different types of noise with different
signal-to-noise ratios (SNRs) to the clean WSJ database. The result show
that the proposed algorithms can significantly improve the performance
of ASR systems.
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Chapter 1

Introduction

1.1 Overview of automatic speech recognition

Speech, the vocalization of words, is the most natural way of
communication between humans, allowing them to express their thoughts,
ideas or feelings. Speech generation requires a coordinated movement
of the speech apparatus [37]. The main speech generation apparatus
involved are the lungs, the vocal cords and the articulators. The lungs
produce the air flow and pressure during the speech. The vocal cords
convert the laminar air stream into audible sounds by creating rapid
variations (vibrations) in the air pressure level. The resulting pulses in
the air pressure level are further shaped by the articulators. Articulators
are the organs above the larynx, for example, the tongue, the lips, and
the teeth.

As the main and natural form of human communication, human
speech has been researched for many years resulting in various speech
technologies to facilitate the communication between humans and
machines. These technologies are used to process or react to human
sounds (voices). Speech synthesis, speech coding, speaker recognition
and verification, and automatic speech recognition (ASR) are the main
research fields. Speech synthesis allows machines to convert written
text into comprehensible speech. This technique can be applied for
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2 INTRODUCTION

announcements, avatars, readers, ... and to help people with a visual
or speech impairment. Speech coding aims to compress the speech
signal while keeping the intelligibility of the speech. It does so by
exploiting limitations and regularities of the human speech production
process. Speech coding is for example used in the Voice over Internet
Protocol (VoIP), and for mobile telecommunications. Speaker recognition
is to identify a speaker from a closed set of enrolled speakers. Speaker
verification is to verify whether a certain speaker is the person he/she
claims to be. This for example allows to identify the users of a telephone
call service or to indicate the speakers when subtitling broadcast news
shows. Automatic speech recognition (ASR) converts speech into written
texts. The output of a speech recognizer is a sequence of words, which
should be consistent with what the speaker actually said.

In this thesis, we focus on speech recognition. ASR techniques have a wide
range of applications in different fields, facilitating the communication
between people and machines. A particular popular application of today’s
ASR is the voice driven personal assistant such as "Siri" and "Google
Now". The voice driven interface allows more a natural interaction with
the device compared to the cramped keyboard and allows the user to
set up a call in a hands-and-eyes-busy situation, e.g. while driving
a car, hence improving safety. Another application of ASR is spoken
input of the destination address in a car navigation system. ASR is
also used by broadcast companies to add subtitles automatically to
programs. Automatic call handling is another application of ASR: the
calls of customers are automatically forwarded to the correct department
in a call center. ASR is also used in dictation applications, in particular
in the health care for generating medical reports.

In some of the applications, the performance of an ASR system is
sufficiently good so that it can execute tasks without extra supervision.
However, under many other circumstances, the accuracy of the ASR
system drops far below the user’s expectation based on human
performance. In these cases the speech recognition systems are of limited
use since they can not be used without input from other modalities,
such as keyboards, to assure the correct interpretation of the commands.
Although progress has been made over the last decades to augment the
performance of ASR systems, it remains an extremely challenging and
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difficult task to assure high recognition accuracy especially in challenging
conditions. One of the main reasons why automatic speech recognition is
remarkably difficult, is the presence of high variability in speech signals.
This variability results in mismatches between the training, which is used
to build an ASR system, and test data. The observed speech signals
may differ substantially from the examples which are seen during the
training stage. These mismatches deteriorate the performance of the
speech recognition systems remarkably.

There exist different sources of speech signal variability. Context variabil-
ity, style variability, environment variability and speaker variability are
the primary sources which degrade the accuracy of speech recognition
systems significantly [37] [10].

• Context variability: The pronunciations of the sounds that make
up a word are strongly influenced by the surrounding sounds due
to a process called co-articulation. Hence, the pronunciation of a
sequence of words is not simply a concatenation of the individual
word sounds since every sound in the sequence can be influenced
by its surrounding sounds.

• Style variability: The speaking style also affects the recognition rate
of the speech recognition system. The style may relate to the social
setting, for example, formal speech during a political meeting versus
an informal conversation in a bar. Style may also reflect personal
attributes or even personal belief. Examples hereof are sarcasm
or zealous preaching. In general, the large variety in styles makes
automatic speech recognition difficult. Some styles are intrinsically
more difficult to handle. Continuous speech shows more variation
than isolated commands and is hence more difficult to recognize.
The same holds for unprepared speech versus prepared speech.

• Environment variability: The two main changes in the environment
that affect the performance of ASR systems are the amount of
additive background noise and convolutive channel noise. Additive
background noise refers to any interfering sound other than
the target speech and is usually additive to the target speech
signal. Convolutive noise refers to the speech distortion caused
by the different transmission channels from the speech source
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to the recording microphone or is caused by different recording
microphones and is normally convolutive to the target speech
signal. The recognition accuracy of the speech recognition system
can decrease dramatically when the background noise or the
recording channels do not match to any of the situations seen
during the training of the systems. A practical example is the
use of a voice driven smart phone in a train station with a train
whistling on the background or in a canteen with people talking in
the background and disturbing environmental noises from plates
or cutlery. Mismatches in the characteristics of the recording
room also degrade the recognition accuracy of the recognition
system. Figure 1.1 clearly illustrates large changes between a clean
speech signal (figure 1.1a), which is recorded in a studio without
background noise, and the same speech when car noise is present
(figure 1.1b).

• Speaker variability: Speaker variability can be classified into: intra
and inter speaker variability [85]. Intra-speaker variability are
caused by a variety of factors, for example speaking style (see
above); emotional state; psychological state; lexicon .... Inter-
speaker variability additionally concern physical differences of the
vocal apparatus among different persons. As explained at the
beginning of this chapter, speech is generated by a coordinated
steering of the various articulators. The size of these organs, and
the way they move during speech vary among persons. It is well
known that women, men and children have different pitches when
speaking the same sound [37]. Accented speech and non-native
speech also differ from standard and native speech [10] [77]. Non-
native speech is extra difficult since both the native language and
the non-native language of the speaker affect the speech.

In this thesis, we focus on the latter two speech variability in speech
recognition systems: environment variability and speaker variability.

Compared to today’s automatic speech recognition systems, human
speech recognition accuracy also deteriorates in adverse conditions, but
at a much slower rate [58] [72]. Human beings are very adept at coping
with the large variability present in speech. The main factors explaining
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Figure 1.1: Examples of a speech signal under clean and car background
noise condition.
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this outcome are the following [72]. A first important factor is the size
of the training data. Human beings are exposed to a large amount
of speech in various conditions through daily life, while the training
data size of an ASR system is limited due to the limited amount of
transcribed speech available, the need to train the ASR system in a
limited time span and the need to keep the system simple as to allow
real-time recognition. In practice, most systems are trained with 50 to
3000 hours of speech data. Another factor is that human beings possess
large amounts of background knowledge and hence are very adept at
predicting words from their context. Examples of "context" that help
in disambiguating the speech are: the topic of the spoken message, the
location of the conversation, and the previous/next words. Human beings
can easily recognize non-lexical filler words, hesitations, repetitions and
other spontaneous speech phenomena. Humans realize quite fast when
different speakers are talking in turn and adapt to the accent and style
of the speakers. Humans are also quick at detecting changes in the
environment.

Although significant progress has been made in the past years, there is
still a big performance gap between an automatic speech recognition
system and human beings, as explained earlier in this section. The
ASR system recognition rate is worse than the corresponding human
recognition rate in particular in the presence of the variability mentioned
above. Reducing the deficiency of ASR systems by either reducing
the variability in the speech signal by means of speech normalization
techniques or by handling the variability in the speech models in the
ASR system is the main topic of this dissertation.

1.2 Architecture of an automatic speech recognizer

Before explaining the approaches to compensate for the various variability,
we first describe the building blocks of modern ASR systems, their
function and how they work together. More detailed and profound
explanations about speech recognition systems can be found in [37, 20,
86].

The architecture of a recognition system is shown schematically in
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input signal feature extraction

front-end

search engine

acoustic
model

lexicon

language
model

At N. E. C. the need for
international managers
will keep rising.

back-end

Figure 1.2: High-level architecture of an ASR system. The output of the
speech recognizer is shown by the blue ellipse in the back-end module.

figure 1.2. An automatic speech recognition system consists of a front-end
module and a back-end module. The front-end module converts the input
speech signal into sequences of feature vectors, which are the input for
the back-end module. The back-end module performs the recognition
task based on the input feature vectors for which it relies on information
from three knowledge sources –the acoustic model, the language model
and the lexicon. The search engine gives the most likely hypothesis
(sequence of words) as the recognized output. In the next subsections,
we concisely describe the different modules of an ASR system.
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feature vectors

Figure 1.3: Diagram of front-end module. FFT: fast Fourier transform.
4: 1st derivative of feature vectors. 44: 2nd derivative of feature
vectors.

1.2.1 Front-end module

The front-end module of a speech recognition system performs feature
extraction given the input speech signal. Figure 1.3 shows an overview
diagram of the front-end feature extraction.

The front-end module converts the input speech signal into a sequence of
feature vectors. This signal pre-processing serves several purposes. Firstly,
it converts the signal to a compact and more informative representation.
The aim is to retain all information relevant to decoding the spoken
message while suppressing the non-relevant aspects as good as possible.
The pre-processing therefore borrows from the processing done in the
human ear. For example, by converting the signal to the spectral domain,
the relation between the representation of the signal and the actual sound
becomes more prominent. A coarse non-linear frequency scale further
reduces the complexity of the feature vectors while retaining enough
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detail to distinguish between the different sounds in speech. The resulting
compact and informative signal representation reduces the number of
parameters the acoustic models need to describe the sounds accurately
and allows them to learn the distinctions between the sounds from limited
amounts of data. This close interaction between acoustic model and
signal representation leads to a second aim of the front-end pre-processing,
namely transforming the features so that they are optimally compatible
with the technique used in the acoustic model. For example, the use of
Gaussian mixture models (GMMs) with diagonal covariance matrices
means that the features can best be decorrelated. Another example is
the addition of time-derivatives to the feature vector to overcome the
inability of hidden Markov models (HMMs) to model fine-grained time-
trajectories. Lastly, a good pre-processing will also suppress the various
sources of unwanted variability. Different feature vectors have been
used in speech recognition systems. Examples of popular feature vectors
are linear predictive coding coefficients (LPCC) [8], the perceptually
motivated perceptual linear prediction (PLP) [32] feature vectors, and
Mel-frequency cepstrum coefficients (MFCC) [15].

We now describe the front-end used in our automatic speech recognizer.
To extract the informative feature vectors, a pre-emphasis filter is first
applied to flatten the speech spectrum. It amplifies the signal at high
frequencies where the signal is attenuated during the generation process
of speech. Next, to capture the time varying characteristics of the
speech signal, the pre-emphasised signal is analyzed into a sequence
of overlapping frames. Each frame encompasses a fixed length of 32
ms of sample data. For each subsequent frame, a fixed shift of 10 ms
is applied. The Fast Fourier transform (FFT) is used to estimate the
spectral representation (spectrogram) of the speech signal. A tapering
window is applied to the frames in order to attenuate the leakage
effects caused by the discontinuities at the frame edges. The energy
distribution of the speech signal is expressed as a function of both time
and frequency by a spectrogram. Figure 1.4 shows the spectrogram
corresponding to the input speech signal 1.1a. The FFT outputs have
a uniform frequency resolution. The human ear on the other hand
has a non-linear frequency resolution which is more or less linear in
the lower-frequencies and log-linear for the higher-frequencies. In the
front-end of our ASR system, a MEL-scale filterbank [15] is applied to
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Figure 1.4: Spectrogram (dB) of the input signal 1.1a.

the spectrogram to approximate the non-linear resolution characteristic
of the human auditory system. The output of the MEL filterbank is
further compressed using a logarithm to have approximately Gaussian
distributed parameters, which is required by the subsequent acoustic
model. The mean normalization block [7] decreases the effect of the
channel noise (see the environment variability paragraph in section 1.1)
by removing the mean value of the input parameters. The 1st and 2nd
order derivatives of the mean normalized parameters, which are also
called the velocity and acceleration features or dynamic features, are
then appended to the static parameters. By including the dynamic
features, the temporal changes in the spectra are taken into account
during recognition. The last block in the front-end decorrelates the
features after reducing the dimensionality of the parameter space by
removing the redundant features or features with no or little speech
information. Different algorithms have been applied to reduce the
dimensionality of the feature vectors and decorrelate, for example,
principle component analysis (PCA) [41], linear discriminant analysis
(LDA) [28], heteroscedastic linear discriminant analysis (HLDA) [49],
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and the discrete cosine transform (DCT) decorrelation matrix implied
in the Mel-frequency cepstrum coefficients (MFCC) [15]. In our speech
recognizer, mutual Information discriminant analysis (MIDA) [20],
which shows better performance, is used to perform feature vector
dimension reduction and decorrelation. The sequence of compressed
and decorrelated feature vectors corresponding to an utterance, which
is expressed as O = {o1, . . . ,ot, . . . ,oT }, is sent to the back-end module
for recognition. Here O represents the observation sequence and ot is
the feature vector at time t.

1.2.2 Back-end module

The uttered sequence of words is represented in this chapter by
W = {W1, . . . ,Wm, . . . ,WM}. The back-end module searches for the
most likely spoken word sequence Ŵ given the observation sequence O.
Bayes’ rule is applied in order to view the recognition task as a maximum
a posteriori (MAP) problem.

Ŵ = arg max
W

p(W |O)

= arg max
W

P (O|W )p(W )
p(O)

∝ arg max
W

P (O|W )p(W ) (1.1)

where p(W |O) is the posterior probability. P (O|W ), the likelihood of
observing O givenW , is estimated by the acoustic model (see figure 1.2).
In all modern speech recognizers, the acoustic model is implemented by
means of hidden Markov models (HMMs). The lexicon (see figure 1.2)
allows the decomposition of words into phone models [86] and will be
elaborated on below. p(W ) is the a priori word sequence probability
which is calculated by the language model block. p(O) is the observation
probability. Given that the observation sequence O is the same for all
word sequence hypothesises, the p(O) in the denominator is ignored in
the last line of eqn. (1.1).
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Language model

The language model (LM) estimates the probability p(W ) of a word
sequenceW , independent of the acoustics. A language model is specific to
the corresponding language. It is used to capture the semantic, syntactic
and pragmatic information in a language. Including this information
helps a speech recognizer to find the most likely word sequence when
different sequences have the same acoustic likelihood P (O|W ). It also
reduces the search space during the decoding stage (the search engine
block of figure 1.2). The probability of the word sequence p(W ) is given
as eqn. (1.2).

p(W ) =
M∏
m=1

p(Wm|Wm−1
1 ) (1.2)

with Wm−1
1 representing a sequence of words W1, · · · , Wm−1. One

popular LM is the N -gram, which estimates the probability of a word
Wm based on its previous N − 1 words. It can be estimated using the
counts of the words from large training corpora. The maximum likelihood
estimation is given by eqn. (1.3).

p(Wm|Wm−1
1 ) ≈ p(Wm|Wm−1

m−N+1)

= counts(Wm−N+1, . . . ,Wm)
counts(Wm−N+1, . . . ,Wm−1)

(1.3)

It happens quite often, even in a large text corpus, that the counts of a
certain N -tupleWm−1

m−N+1 of words are low or zero leading to undefined or
badly estimated word probabilities. One way to compensate for this data
sparsity problem is backing-off and smoothing [43], where the N -grams
with a too low count are replaced by a lower order model. For a trigram
probability, this means backing-off to a bigram probability or even lower
order model. In our experiments, we use a bigram and trigram LM with
backoff. These language models were generated using the SRI language
model toolkit [71, 13].

Lexicon

A lexicon expresses the pronunciation of words in function of phones–the
basic sounds in a language. For optimal performance, the lexicon should
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need n i d

{at t

kkeep i p

Figure 1.5: A lexicon example. Phones are indicated by the symbols
inside the circles.

list all allowed or expected pronunciations of a word to be recognized
by an automatic speech recognizer. The size of the lexicon is related to
the recognition task. For applications like command-and-control, a small
lexicon suffices. Other applications, such as automatic broadcast news
transcription systems and text dictation systems, require large lexicons
to have an acceptable recognition performance. More explanations about
the role of the lexicon in automatic speech recognition can be found in [6].
An example of a part of a lexicon is given by figure 1.5. The symbols
inside the circles in figure 1.5 are examples of phones.

Acoustic model

The acoustic model estimates P (O|W ), i.e. the likelihood of observing
the feature vector sequence O, given the sentence hypothesis W . The
sentence W is composed of words and these words are described by the
speech sound units in the lexicon. A first-order HMM is used in ASR as
the statistical model to describe the basic sound entity (phones).

A HMM represents a phone as a sequence of states. The likelihood
of observing a feature vector ot given the state st = i is expressed as
P (ot|st = i), which is also called the output probability or emission
probability. For a first-order HMM, the probability of being in state
j at time t only depends on its previous state i at time t − 1. The
transition probability from state st−1 = i at time t− 1 to state st = j
at time t is given as p(st = j|st−1 = i). The transition probability from
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state
1

state
2

state
3

p(st = 2|st−1 = 1)

p(st = 1|st−1 = 1)

p(st = 3|st−1 = 2)

p(st = 2|st−1 = 2) p(st = 3|st−1 = 3)

P (ot|st = 1) P (ot|st = 2) P (ot|st = 3)

Figure 1.6: An example of three state and left-to-right HMM and its
emission probability.

state st−1 = i at time t − 1 to state st = i at time t is defined as self
transition probability. Phones in speech recognition systems are typically
expressed as three state and left-to-right HMM models. Figure 1.6 shows
an example of such a HMM model, with its transition probabilities and
emission probabilities.

One popular option to model the emission probabilities p(ot|st) in HMM-
based automatic speech recognition systems is Gaussian mixture models
(GMM). Compared to a single Gaussian model, a GMM can model
non-Gaussian distributed observations, which is very common in speech
recognition. Given a sufficiently large number of Gaussians, a GMM can
approximate any continuous probability density function (PDF) with
a desired precision. The GMM emission probability of state st with
multivariate Gaussians is given by eqn. (1.4).

P (ot|st) =
K∑
k

λst,kN (ot;µst,k,Σst,k)

=
K∑
k

λst,k(2π)−
D
2 |Σst,k|−

1
2 exp−

1
2 (x−µst,k)

′Σ−1
st,k

(x−µst,k) (1.4)

with k the Gaussian component index, K the total number of Gaussian
components, D the number of feature vector dimensions, µk the Gaussian
means and Σk the Gaussian covariance matrices. Figure 1.7 shows an
example of a HMM state employing a GMM to model the observations.
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· · · · · ·

P (ot|st) =∑K
k λst,kN (ot;µst,k,Σst,k)

st

λ1
λk

λK

Figure 1.7: An example of a HMM state employing a GMM to model
the observations.

The acoustic model parameters (p(st|st−1), λ, µ, Σ) of the HMM GMM
can be estimated by either one of the two prevalent algorithms: Baum-
Welch training [40] or Viterbi training. The Baum-Welch algorithm, also
known as the forward-backward algorithm, estimates the probability of
being at a certain state at a certain time given a sequence of observed
feature vectors. The forward algorithm calculates the probability of being
in a certain state at a particular time given the observation sequences
until that time. The backward algorithm estimates the probability of
observing the rest of the sequences given a certain state at particular
time. The forward probability and backward probability are combined
to estimate the probability of being at a certain state at a given time.
Different from the Baum-Welch algorithm, Viterbi training estimates the
HMM model parameters based on the most probable state sequence (or
state alignment).

In our ASR system, context dependent triphones are used to handle
the subtle phone pronunciation changes by taking into account the left
and right context of a phone. A triphone is the model of a phone when
conditioned on the preceding phone and the succeeding phone. Using
context dependent triphones increases the number of parameters to be
estimated by several orders of magnitude. To reduce the number of
parameters and to have a more reliable estimation of the triphones which
only occur a few times, phonetic decision trees are built to cluster phone
states using linguistic questions [20, 24]. To further reduce the number
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of parameters to be estimated, semi-continuous HMMs are used in our
system, where Gaussians are shared among different states [20].

Search engine

The task of the search engine is to find the best state sequence among
all possible state sequences, given the acoustic model, language model
and lexicon. The most likely word sequence is uncovered from this most
probable state sequence. The Viterbi algorithm [80, 37] provides an
efficient search algorithm to find the most probable alignment given a
sequence of observation feature vectors.

In our system, movable tokens are introduced in the decoding process. A
token which starts from the root of the search space moves forward with
the input of each feature vectors. Meanwhile, the within word acoustic
model score P (O|W ) and the between word language model score p(W )
in eqn. (1.1) are collected. Score is used as another name for probability
and likelihood. The recognized sentence corresponds to the token which
has the highest score after processing all frames.

1.2.3 Setup and evaluation of the recognizer

SPRAAK [20], an open source automatic speech recognition toolkit,
was used to implement and evaluate the proposed algorithms. Two
English databases have been used to train and test the recognizer: the
WSJ database and the Aurora4 database (or an extended version of
the Aurora4 database containing far more noisy data generated from
the same clean speech data and noise samples as the original Aurora4
database). Below we will give a general overview of the WSJ and Aurora4
databases.

WSJ database

For our experiments, we use the WSJ0 database released in 1992
and/or WSJ1 database released in 1993 [65]. They contain read speech
for dictation applications, a task which is still relevant for today’s
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WSJ0 WSJ1 WSJ0+WSJ1
#speakers 84 200 284
#sentences 7240 30276 37516
#words 132472 511527 643999
#spch 14.2 hours 54.8 hours 69.0 hours

(a) Training corpus

development data evaluation data
dev92 dev93 Nov92 Nov93

corpus 5k 20k 5k 20k 5k 20k 5k 20k
#speakers 10 10 10 10 8 8 10 10
#sentences 410 403 513 503 330 333 215 213
#words 6780 6724 8639 8235 5353 5643 3854 3448
#spch/spkr (s) 220 220 283 274 226 238 122 115
mean±std.dev. ±15 ±16 ±35 ±35 ±18 ±28 ±21 ±19

(b) Development and evaluation corpus

Table 1.1: WSJ corpora properties. #speakers: total number of speakers.
#sentences: total number of sentences. #words: number of words.
#spch: speech duration. #spch/spkr mean±std.dev. : average amount of
speech (excluding silence) in seconds per speaker and standard deviation.

applications. The training and test data are recorded with a close and a
far talking microphone. The far-talking microphone is from a varying
type and differs from the close-talking microphone. Speech recorded
by the far-talking microphone is mainly used to research the effect of
changing channel characteristics which is not the focus of this thesis.
Hence, we only used the speech data recorded with the close talking
microphone.

The test and development data contain two sets of audio files: the
5000 (5k) closed and the 20,000 (20k) open vocabulary sets. The 5000
closed vocabulary corpus consist of sentences containing only words
coming from a predefined 5000 word lexicon (see section 1.2.2). The
20k open vocabulary corpus contains sentences which can contain out-
of-vocabulary (OOV) words, i.e. words which are not included in the
20,000 word lexicon. The properties of the development and evaluation
data are given in table 1.1 [20].
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Aurora4 database

The large vocabulary continuous speech recognition (LVCSR) Aurora4
database [35] is derived from the WSJ0 5000 (5k) closed vocabulary
database [64]. Different from the WSJ0 5000 database, the Aurora4
test set contains both clean and noisy data. The Aurora4 benchmark
task defines three training conditions: clean speech training, noisy
(and clean) speech training (multinoise) and multicondition training.
The multicondition training is used to investigate the effect of different
microphones. Hence, the multicondition training database is not used in
this work. The noisy training and test audio files are generated in the
same manner. There are 14 Aurora4 test sets. The first 7 are recorded
with a close-talking microphone. The remaining 7 test sets are recorded
with various far-talking microphones. In this thesis, we focus on analyzing
the results of the first 7 test sets for noise/speaker affects. Test set 01
contains clean speech. Sets 02-07 are noisy variants derived from the
clean test set 01. To generate the noisy test files, 6 different noise types
from NTT [1] are artificially added to the clean data and filtered by a
P.341 filter in the same way as described in [35]. The P.341 filter is a
band pass filter with very low cut off frequency at the lower end and a
cut off frequency about 7 kHz at the higher end. The signal-to-noise ratio
(SNR) is chosen randomly from the range of 5∼15 dB. The speech energy
is determined on basis of the ITU recommendation P.56 [3] and the
noise energy as root-mean-square (RMS) value of the noise signal. The
corresponding noise types for each test set are: clean/no noise (test01),
car (test 02), babble (test 03), restaurant (test 04), street (test 05),
airport (test 06), train (test 07). Table 1.2 shows the properties of the
Aurora4 clean training and test 01 databases. Test 02-07 have the same
properties given in table 1.2 as test 01.

The multinoise training database is derived by artificially adding one out
of the 6 noise types to 75% of the clean training database. The SNRs
of the noisy training data are between 10∼20 dB, i.e. on average 5 dB
less noisy than the test data (5∼15 dB). More details about the Aurora4
database can be found in [35].
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clean training database test 01
#speakers 83 8
#sentences 7138 330
#words 130546 5353
#spch 14 hours 40 minutes

Table 1.2: Aurora4 clean training database and test 01 database
properties. #speakers: total number of speakers. #sentences: total
number of sentences. #words: number of words. #spch: amount of
speech data.

Evaluation

The performance of a speech recognizer is commonly evaluated by the
word error rate (WER) [37]. The recognized sentence is aligned against
the reference transcription. The total number of recognition errors which
is equal to the sum of insertions, deletions and substitutions is calculated.
The WER, given by eqn. (1.5) is equal to the total number of errors
divided by the total number of words in the reference transcription, in
percent

WER = insertion + deletion + substitution
total reference words × 100 (1.5)

A WER is calculated based on a finite number of test data. The
uncertainty about the calculated WER is described by its standard
deviation [20]. It is assumed that the occurrence of the errors has a
binomial distribution and that all word recognitions are statistically
independent, i.e. each word has a probability WER

100 of being wrongly
recognized. Under these assumptions, the standard deviation std of the
measured WER equals

std =
√

(WER/100) ∗ (1−WER/100)
#word (1.6)

Given enough trials, as is the case in our experiments, it is reasonable
to assume the binomial distribution is close to its limiting Gaussian
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distribution, such that a 95% confidence interval is easily estimated as:
(WER/100− 1.96× std, WER/100 + 1.96× std).

1.3 Objectives

As mentioned in the previous sections, the various sources of variability
in speech make speech recognition a difficult task. In order to achieve
human alike accuracy in all situations, the automatic systems need to be
made far more robust w.r.t these variability and need to be able to quickly
adapt themselves to new situations. In this thesis, we focus on improving
the performance of speech recognition systems by compensating for the
environment and for speaker variability. To compensate for environment
variability, we mainly concentrate on analyzing and compensating the
mismatches caused by additive background noise.

In an ASR system, the emission probability P (ot|st) is estimated for the
observed feature vectors ot, given a HMM state st at time t. Techniques
that compensate for the mismatch between training and test data can be
divided in two large categories [33]: a) those techniques that equalize or
normalize the feature vectors ot in the front-end, e.g. by estimating the
clean speech features from the noisy speech data, and b) those techniques
that adapt the GMM HMM acoustic model parameters of the state st
(estimated on the training data) to match the statistics of the test data.

A first goal of this thesis is to compensate for the environmental mismatch
of training and test data caused by additive noise. Method a described
in the above paragraph belongs to this objective. By reducing the
mismatch through feature equalization/normalization, the WER on the
test data can be substantially decreased compared to systems that do
not compensate for the mismatch.

Given that speaker difference introduces mismatch as well, a second goal is
to compensate for the mismatch caused by speaker differences. Method
b described in the above paragraphs belongs to this objective. The
techniques adapt the speaker independent (SI) acoustic models towards
speaker dependent (SD) acoustic models, given only a few seconds of
adaptation/enrollment data. Latent variable methods are proposed to
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estimate only a few latent coefficients, which rapidly adapt the acoustic
models.

Finally, we attempt to compensate for both the environmental and
speaker mismatches by adapting the acoustic models. This technique
belongs to category b described in the above paragraph. Given that the
SD models have been investigated in the previous paragraph, we propose
a technique to adapt the Gaussian mixture weights so that they better
fit the environment. Taking into account the non-stationarity of real
noise, a new set of Gaussian mixture weights is estimated for each frame
of the test data.

1.4 Chapter overview

In this section, we give a general overview of the thesis. The structure of
this thesis is shown in figure 1.8. The contents of the remaining chapters
are described below.

In chapter 2, we explain the algorithm of parametric histogram
equalization and noise masking to perform noise compensation in the
front-end module. First, the non-linear transformation effect of the
additive background noise in speech recognition systems is explained
and analyzed. In the front-end module, the logarithm operator is
applied to the output signal of the Mel-filterbanks. Because of this
logarithm operation, additive noise introduces a non-linear transformation
of the speech feature vectors. We describe the drawbacks of the
linear compensation algorithms, such as cepstral mean normalization
(CMN) and mean and variance normalization (MVN). Then we explain
the fundamental idea behind parametric histogram equalization which
performs a non-linear transformation of the feature vectors. Next
we introduce the theory of noise masking for noise compensation in
speech enhancement. Finally the combination of parametric histogram
equalization and noise masking to compensate for additive background
noise is investigated. Corresponding experimental results are presented
and discussed.

In chapter 3, the concept of speaker adaptation and the importance of
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rapid speaker adaptation in speech recognition systems are explained.
Different GMM Gaussian mean and/or variance adaptation algorithms
are presented. Their advantages and drawbacks to perform rapid speaker
adaptation are illustrated. Then we present the theory of non-negative
matrix factorization. The non-negative constraints in NMF makes
it feasible to factorize Gaussian mixture weights (Gaussian posterior
probabilities) which have a probability meaning. To have a better
approximation of the SD emission probability, the NMF Gaussian mixture
weight-based speaker adaptation technique is combined with mean and/or
variance speaker adaptation techniques, e.g. (feature-based) maximum
likelihood linear regression ((f)MLLR), speaker adaptive training, and
eigenvoices. We presented experimental results for the different speaker
adaptation algorithms. The adaptation speed of the proposed weight-
based adaptation algorithm is illustrated and discussed.

We explain the idea of compensating both the environment and speaker
variability together in chapter 4. First, the fundamental theory of
non-negative tensor decomposition/factorization (NTD) is explained.
Non-negative Tucker decomposition is introduced and described. Next,
the idea of Gaussian mixture weight based environment adaptation is
presented. Feature vectors which are the difference between the noisy
feature vectors and the clean feature vectors are estimated. These feature
vectors are named deviance feature vectors. GMM models are trained
to softly assign the deviance feature vectors to clusters. The resulting
noise cluster posterior probabilities characterize the effect the noise
has on the clean speech vectors by means of a compact and sparse set
of non-negative values. The observations themselves are modeled as
mixtures of Gaussian mixtures. The Gaussian weights depend both on
the state (sound) and on the (softly assigned) noise cluster. Considering
the non-stationary characteristics of noise and speech, new observation
density functions (a weighted combination of noise cluster and state
specific GMMs) are computed for every input frame. Cluster (and state)
dependent Gaussian mixture weights for the back-end are learned from
the training data. To estimate the clean speech signal for constructing
the deviance feature vectors, different algorithms are presented, for
example, spectral subtraction (SS), minimum mean square error log-
spectral amplitude estimator (LOGMMSE). A neural network (NN) is
also investigated to estimate the noise cluster posterior directly without
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estimating the clean speech feature vectors first.

In chapter 5, we present our conclusions and list possible future research.
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Figure 1.8: Chapter overview of this thesis.



Chapter 2

Feature-based noise
compensation

In this section, we first analyze the effect additive noise has on the
speech data distributions. Popular existing feature-space algorithms to
compensate for noise are described. Finally, the proposed algorithm to
perform additive noise compensation in the front-end module is explained.

2.1 Effect of additive noise on clean speech

When noise is present in the recognition system, it could affect the
distribution of the observed speech feature vectors, which are the output
of the front-end module (see section 1.2.1). Figure 2.1 shows the model to
describe the impact of the acoustic environment on clean speech [63][4],
with x the clean input speech, h the (convolutive) channel noise, n
additive (background) noise, and o the noisy output speech. The noisy
speech can be written as [29, 57]:

oτ = xτ ∗ h+ nτ (2.1)

with τ the sample index. The convolutive channel noise and the additive
noise are assumed to be independent of the clean input speech x. We

25
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clean speech x

channel h +

noisy speech o

additive noise n

Figure 2.1: Model of acoustic environment

also assume that the convolutive channel noise h is time invariant or
varies slowly over time, so we omit its time index in eqn. (2.1).

The power spectrum of the noisy speech is approximated by means of
the short time Fourier transform (STFT) in the front-end module (see
section 1.2.1). The complex valued spectrum of,t is given by eqn. (2.2),
with f the frequency bin index and t the frame index.

of,t = xf,thf + nf,t (2.2)

The power spectrum is written as eqn. (2.3).

o2f,t = of,tof,t
≈ x2

f,th
2
f + n2

f,t
(2.3)

with the cross term ignored, given that the speech and noise are
uncorrelated [57, 72]. After applying the natural logarithm operation,
we obtain

log o2f,t = log
(
x2
f,th

2
f + n2

f,t

)
= log x2

f,t + log h2
f + log

(
1 + exp(logn2

f,t − log x2
f,t − log h2

f )
)

(2.4)

Defining the log-power spectrum of the noisy speech, clean speech,
channel, and noise as vectors o(l)

t , x(l)
t , h(l) and n

(l)
t respectively,
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with superscript (l) representing log domain, eqn. (2.4) is rewritten
as follows [57].

o
(l)
t = x

(l)
t + h(l) + log

(
1 + exp(n(l)

t − x
(l)
t − h(l))

)
(2.5)

We can see that the last item in eqn. (2.5) is non-linear. Applying some
linear dimension reduction and decorrelation transformation, represented
by a transformation matrix C, leads to the following equations:

Co
(l)
t = Cx

(l)
t +Ch(l) +C log

(
1 + exp

(
C−1(Cn(l)

t −Cx
(l)
t −Ch(l))

))
(2.6)

o
(c)
t = x

(c)
t + h(c) +C log

(
1 + exp

(
C−1(n(c)

t − x
(c)
t − h(c))

))
(2.7)

Similar to eqn. (2.5), the last item in eqn. (2.7) is non-linear. The
mapping from the clean speech xt to the noisy speech ot either in the log
domain (with superscript (l)) or in the feature domain (with superscript
(c)) is a non-linear mapping [63, 17, 16]. This non-linear effect can be
seen in figure 2.2. The clean speech x(l)

t in figure 2.2 is generated from a
Gaussian distribution with mean µ = 0 and standard deviation σ = 1.5.
The noise n(l)

t is also drawn from a Gaussian distribution with mean
µ = −1 and standard deviation σ = 0.3. The noisy speech is generated
from eqn. (2.5), and the channel noise h is ignored (h = 1). We can see
from fig. 2.2a that when the clean speech overwhelms the noise or vice
versa, the noisy speech either equals the clean speech or equals the noise.
However, when the energy of the additive noise is comparable to that
of the clean speech, we observe an obvious non-linear transformation
of the clean speech introduced by the additive noise. This non-linear
transformation can also be observed from the Aurora4 data given by
figure A.1 in appendix A.
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(a) Speech data. The x-coordinate is the one-dimensional clean speech
power spectrum in the log domain xl. The y-coordinate is the
corresponding power spectrum in the log domain. The red solid
line shows the case without contaminating noise o(l) = x(l).
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(b) Estimated probability density function (from histogram) of the
log power spectrum.

Figure 2.2: Non-linear effect of additive noise on clean speech based on
artificially generated signals.
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The probability density functions (derived from the histogram) of the
clean speech, additive background noise, and noisy signal are shown in
figure 2.2b. See appendix A for figures with different clean speech and
noise distributions. From these figures, we can observe that [63][17]:

• The noisy speech probability density function (PDF) is different
from the clean speech PDF. Additive noise introduces mismatch
between the clean speech training and noisy test data distributions.

• The noisy speech does not always have a Gaussian distribution
anymore. Typically in speech recognition, we use Gaussian mixture
models to describe the more complex noisy speech distribution.

• The noisy speech mean is different from the clean speech mean. A
shift on the mean value is introduced by the additive noise.

• The variance of the noisy speech is smaller (when the noise
covariance is smaller than the clean speech covariance) or larger
(when noise covariance is greater than the clean speech covariance)
than that of the clean speech. Additive noise causes variance
compression or expansion compared to the clean speech variance.

2.2 Feature-based noise compensation techniques

In the past years, different algorithms have been proposed to compensate
for the additive noise in speech recognition system. The commonly used
approaches can mainly be classified into two categories: feature-based
and model-based techniques.

• In the first category, features which are robust against noise
are estimated. These new features are either used only during
testing or during both training and testing. An example of such a
technique is cepstral mean normalization technique which improves
the ASR performance by normalizing the Mel-frequency cepstral
coefficients [15]. Perceptual linear prediction (PLP) coefficients [32]
and Mel-frequency cepstral coefficients are features which include
nonlinear Mel scale or Bark scale filterbanks to simulate the human
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auditory system. Another technique is spectral subtraction (SS)
where clean speech is estimated from the noisy signal.

• Model-based techniques on the other hand adapt the acoustic
model parameters, transforming the density functions learned from
the (clean) training data to the density functions that fit the
observed noisy data. Joint uncertainty decoding (JUD) relies
on the joint distribution of the clean and noisy data to estimate
the transformation matrices of the model parameters. Vector
Taylor series (VTS) [63] is another popular model-based noise
compensation method which adjusts the Gaussian means and
variances based on the clean speech Gaussians and a noise model.

The remainder of this section focuses on feature-based noise compensation
methods. First, fundamental ideas of the most commonly used feature-
based noise compensation methods are explained.

2.2.1 Cepstral mean normalization

Cepstral mean normalization (CMN) [59] is one of the most popular
and simple feature-based noise compensation algorithms used in large
vocabulary speech recognition systems to remove the channel noise h.
As will be shown later in this section, CMN can also compensate partly
for the effect additive noise has. CMN normalizes the mean value of the
feature vectors by subtracting the mean from the feature vectors. In
our experiments, CMN is applied per sentence to normlize the feature
vectors.

ot − µo (2.8)

with
µo =

∑T
t ot
T

(2.9)

In this way, the normalized feature vectors have zero mean. The mean
value of eqn. (2.7) is given as

µ(c)
o = µ(c)

x +h(c) +E
[
C log

(
1+exp

(
C−1(n(c)

t −x
(c)
t −h(c))

))]
(2.10)
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with E[.] the expectation of the variable in the square brackets. The
mean normalized feature vector of eqn. (2.7) is given as

o
(c)
t − µ(c)

o = x
(c)
t − µ(c)

x +C log
(
1 + exp

(
C−1(n(c)

t − x
(c)
t − h(c))

))
−

E

[
C log

(
1 + exp

(
C−1(n(c)

t − x
(c)
t − h(c))

))]
(2.11)

From eqn. (2.11), we can see that by removing the feature vector mean,
CMN mainly removes the offset introduced by the convolutive noise h.
Considering that additive noise also introduces a shift in the mean of the
speech data, CMN manages to compensate for the additive noise to a
limited extent.

CMN has been extended to also normalize the feature vector variance
which is named as cepstral mean and variance normalization (CMVN) [78].
The normalized feature vector is given as follows

od;t − µd;o
σd;o

(2.12)

with σd;o the standard deviation of the dth dimension of the feature
vector. By applying CMVN, the distribution of the feature vectors has
zero mean and unit variance.

Although CMN and CMVN improve the robustness of LVCSR systems
against convolutive and additive noise partially, the effectiveness of this
technique is limited. The reason is that they only perform a linear
transformation, while the additive noise introduces a non-linear effect on
the clean speech (see eqn. (2.7)).

2.2.2 Spectral subtraction

Spectral subtraction (SS) [11, 75] estimates clean speech features by
removing the noise signal from the noisy signal. The estimated clean
speech magnitude spectrum x̂f ;t at frequency f and frame t is equal
to the noisy speech magnitude spectrum of ;t minus the average of the
estimated noise magnitude spectrum:

x̂f ;t = of ;t − E
[
nf ;t

]
(2.13)
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with E
[
nf ;t

]
the expectation of the noise magnitude spectrum. Eqn. (2.13)

could result in negative values. In order to have positive spectrum values,
a minimum (flooring) value is set to the estimated clean spectrum.

x̂f ;t = max(of ;t − E
[
nf ;t

]
, ρof ;t) (2.14)

with ρ the spectral subtraction flooring coefficient. The noise spectrum
can be estimated by averaging the spectrum of those frames that are
classified by a voice activity detector (VAD) as non-speech frames either
because speech is absent or because the speech has very low energy
compared to the noise. Other methods, for example, Improved Minima
Controlled Recursive Averaging (IMCRA) [14] can be used to track the
spectrum of non-stationary noise. Eqn. (2.14) can be extended to a more
generalized format [76]:

x̂αf ;t = max(oαf ;t − βE
[
nαf ;t

]
, ρoαf ;t) (2.15)

with α the moment factor and β a scaling factor controlling the amount
of noise to be subtracted from the noisy speech. When α = 1, magnitude
spectral subtraction is applied. With α = 2, power spectral subtraction is
calculated. In our experiments, power spectral subtraction where α = 2
is applied. With β = 1, a full noise subtraction is performed. With β > 1
or 0 < β < 1, overestimation or underestimation of the noise spectrum is
performed. In our experiments, β = 1. More details about the choice of
parameter β can be found in [75].

2.2.3 Minimum mean square error short time amplitude
spectrum

Minimum mean square error short time amplitude spectrum (MMSE
STSA) [26] estimates the clean speech by minimizing the mean square
error between the clean speech and the estimated clean speech, given the
noisy observation:

E
[
||xf ;t − x̂f ;t||2|of ;t

]
(2.16)
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with x̂f ;t the estimated clean speech magnitude spectrum. The estimated
clean speech is given by the known MMSE estimator:

x̂f ;t = E
[
xf ;t|of ;t

]
=
∫
xf ;tp(xf ;t|of ;t)dxf ;t (2.17)

With 

SNRb;f ;t =
E[x2

f ;t]
E
[
n2
f ;t
]

SNRa;f ;t =
o2f ;t

E
[
n2
f ;t
]

νf ;t = SNRb;f ;t
1 + SNRb;f ;t

SNRa;f ;t

(2.18)

the estimated clean speech is given as [26]:

x̂f ;t = Γ(1.5)
√
νf ;t

SNRa;f ;t
exp

(
− νf ;t

2
)[

(1 + νf ;t)I0
(νf ;t

2
)
+ νf ;tI1

(νf ;t
2
)]
of ;t

(2.19)
Here, Γ(·) is the gamma function; I0(·) and I1(·) are the zeroth and
first order modified Bessel functions, respectively. SNRb;f ;t is the a
priori signal-to-noise ratio, and SNRa;f ;t is the a posteriori signal-to-
noise ratio. Other error measure functions, instead of the amplitude
spectrum difference, can also be used to estimate the clean speech. With
logarithmic amplitude spectral difference as error measure,

E
[
|| log xf ;t − log x̂f ;t||2|of ;t

]
(2.20)

the estimated clean speech is:

x̂f ;t = SNRb;f ;t
1 + SNRb;f ;t

exp
(
− 1

2

∫
νf ;t

exp(−τ)
τ

dτ
)

(2.21)

Power spectrum based, maximum a posterior based methods to estimate
the clean speech are explained in [83][60].
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2.2.4 Histogram equalization

Histogram equalization (HEQ) is originally applied to equalize the
intensities of images [66], so that the contrast of the image is increased. It
estimates a transformation function which maps the original probability
density distribution of a variable to a reference probability density
distribution by equalizing the histogram. In speech recognition, histogram
equalization is used to compensate for the non-linear transformation
to the feature vectors caused by the additive noise. We would like to
estimate the clean speech feature xf ;t in the logarithm domain or after
the dimension reduction and decorrelation from the noisy speech features
of ;t by a transformation function:

x̂f ;t = G(of ;t) (2.22)

For simplicity, the superscript (l) or (c) and the subscript t are ignored
in this section. Given that the additive noise causes a mismatch between
the training and test data probability density distributions, the HEQ
transformation function to recover clean speech features is estimated
by mapping the probability density distribution po(of ) of the noisy test
speech feature of to a reference probability density distribution pX(xf )
of the clean speech feature xf [17]. With eqn. (2.22), the reference PDF
can be expressed as:

pX(xf ) = po(of )
dof
dxf

= po(G−1(xf ))
dG−1(xf )

dxf
(2.23)
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The cumulative density function (CDF) of the test noisy speech feature
Co(of ) is [16]:

Co(of ) =
∫ of

−∞
po(o′f )do′f

=
∫ G(of )

−∞
po(G−1(x′f ))

dG−1(x′f )
dx′f

dx′f

=
∫ xf

−∞
pX(x′f )dx′f

= CX(xf ) (2.24)

The transformation function G(·) can be calculated:

xf = G(of )

= C−1
X

(
Co(of )

)
(2.25)

with C−1
X (·) the inverse function of the reference CDF CX(·).

2.3 Parametric HEQ and noise masking

In this section, we propose an additive noise compensation algorithm
which combines parametric histogram equalization (pHEQ) with noise
masking. By using a parametric histogram equalization technique,
estimates of speech and noise levels are easily incorporated in the
compensation method. Additionally, the parametric version gives us a
benefit of requiring little noisy data. By including masking during both
training and testing, the estimation of the transformation becomes a
problem that is better posed, i.e. contains no singularities. We compare
two real-time noise tracking techniques. We have opted for a heuristic
comparison (i.e. examine word error rates) instead of a evaluation of noise
tracking abilities, because we have found in earlier work that the relation
from noise tracking error to word error rate is complex. The result is
a noise compensation method that requires little processing power and
works with short amounts of data allowing real-time implementation.
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In our experiments, the compensation algorithm is applied on each
utterance, discarding information from the past. The typical time delay
in IMCRA noise tracking method is equal to a processing window length.
The processing window length is in our experiments 135 frames. The
noise tracking method in "Rang" method does not depend on a window
length. It continuously estimates the noise spectrum for each frame.

Publication

This work has been published in 2012 at the International Conference
on Acoustics, Speech and Signal Processing. Publication information is
as follows.

Xueru Zhang, Kris Demuynck and Hugo Van hamme. Histogram
Equalization and Noise Masking for Robust Speech Recognition. In Proc.
International Conference on Acoustics, Speech and Signal Processing,
pages 4578–4581, Dallas, Texas, USA, March 2010.

©2010 IEEE.



Histogram Equalization and Noise Masking for
Robust Speech Recognition

Xueru Zhang∗, Kris Demuynck, and Hugo Van hamme

Katholieke Universiteit Leuven, Department of Electrical
Engineering-ESAT,

Kasteelpark Arenberg 10, Bus 2441, B-3001 Leuven, Belgium
{Xueru.Zhang, Kris.Demuynck, Hugo.Vanhamme}@esat.kuleuven.be

Abstract

Mismatch between training and test conditions deteriorates the per-
formance of speech recognizers. This paper investigates the combina-
tion of parametric histogram equalization (pHEQ) and noisemasking to
compensate for the mismatch caused by additive noise. The proposed
front-end maps the distribution of the observed power spectrum vectors
to a target distribution. The target distribution matches the distribution
of the noise free training data except for an artificially reduced signal-
to-noise ratio. Different power spectrum estimation algorithms are used
to estimate the noise distribution as used internally by pHEQ more re-
liably under non-stationary noise conditions. The proposed front-end is
evaluated on the Aurora4 database and shows a significant improvement
w.r.t. mean-normalized Mel-frequency spectral coefficients. Moreover,
the performance could be further improved if better estimates of the in-
stantaneous noise power spectrum were available.

Index Terms - Histogram equalization, speech recognition, noise masking,
noise power spectrum
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1 Introduction

Any variability in the audio channel deteriorates the performance of a speech
recognition system. This is mainly because channel variability results in linear
or non-linear transformations of the speech signal [1], causing a mismatch
between training and test conditions. In this paper we focuson the situation
where the mismatch between training and test data is caused by additive noise.

Many methods have been proposed to improve the robustness ofspeech
recognition systems by trying to invert the signal transformations caused by
the channel differences between training and test conditions. Cepstral Mean
Normalization (CMN) and Mean and Variance Normalization (MVN) are two
examples. CMN removes convolutional distortions by subtracting the cepstral
mean from the cepstral feature vectors [2]. MVN extends on CMN by also
normalizing the variance of the acoustic feature vectors [3]. Although CMN
and MVN can be used to compensate for linear transformationssuch as those
caused by convolutional channel distortions, they are lesseffective when deal-
ing with non-linear transformations resulting from the presence of for example
additive noise in the channel.

Histogram equalization (HEQ) on the other hand can cope withnon-linear
transformations [1, 4]. The principal idea of histogram equalization is to trans-
form the distribution of the observed acoustic feature vectors as to match a
target distribution [4]. Another non-linear technique is noise masking [5, 6].
Noise masking increases the accuracy of speech recognitionsystems in the
presence of noise by masking out low-energy events. In [6] for example, this
is achieved by adding small amounts of artificial noise to theclean speech
signal in order to increase the noise immunity of the system.

Techniques that cope with additive noise typically requirea good estimate
of the amount of noise present in the signal. Estimating the noise power spec-
trum from the noisy speech signal is a challenging problem, especially under
non-stationary noise conditions. Improved Minima Controlled Recursive Av-
eraging (IMCRA) as proposed by Cohen [7] is one method to estimate noise
power spectrum in an adverse environment. An alternative method using a
look-ahead factor was proposed by Rangachari in [8].

In this paper we propose an elegant combination of parametric histogram
equalization (pHEQ) and noise masking for dealing with the mismatch be-
tween training and test conditions under additive noise. pHEQ maps the ob-
served data distribution to a parametric target distribution, typically a mixture
of two Gaussian densities. The parametric nature of the transformation makes
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it easy to integrate additional knowledge such as the outputof a noise power
spectrum estimator. Adjusting the parameters of the observation distribution
in pHEQ based on Cohen’s (IMCRA) or Rangachari’s noise estimator makes
the method more adept when dealing with non-stationary noise.

This paper is organized as follows. In section 2, we explain parametric
histogram equalization. Section 3 describes the noise masking technique and
how noise masking is combined with parametric histogram equalization. We
illustrate the role of the noise power spectrum estimator and briefly review Co-
hen’s (IMCRA) and Rangachari’s noise power spectrum estimation algorithms
in section 4. In section 5, the proposed methods are evaluated on the Aurora4
database and the experimental results are analyzed. Finally, conclusions are
presented in section 6.

2 Parametric Histogram Equalization

Histogram equalization is used to reduce the mismatch between training and
test conditions. HEQ maps the distribution of the observation to a target distri-
bution. Our proposed front-end with pHEQ in an automatic speech recognition
(ASR) system is shown in Fig. 1, where the "MIDA" block reduces the dimen-
sion of the feature vector parameters and decorrelates them[9]. The rest of the
ASR system can be seen from [9]. There are different possiblepositions for
pHEQ in the front-end [4]. In this paper, pHEQ is applied before the Mel-filter
bank, since this configuration consistently outperformed the alternatives in our
preliminary experiments. The input of the pHEQ algorithm isthe logarithm1

of the power spectrum. pHEQ is applied to each frequency bandindepen-
dently, basically assuming little to no (usable) correlation between the noise
and speech distributions of the different frequency bands.

In pHEQ, the cumulative distribution function (CDF)CX(P log
X ) of the ob-

servation is mapped to a target CDFCY (P log
Y ), with P log

X andP log
Y being log

power spectrum values. The target distribution is typically estimated as the
average distribution of the noise free training data. Both during training and
testing the observed data is transformed as to match the target CDF as good
as possible. The observation and target probability density functions (PDFs)
pX(P log

X ) and pY (P log
Y ) can be approximated reasonably well by a bimodal

Gaussian process [4]. The bimodal Gaussian statistics forma simple Gaussian

1Superscript "log" in the formula’s represents logarithm domain.
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Figure 1: The proposed speech recognition system front-end.

Mixture Model (GMM) for which the parameters can be efficiently estimated
using Expectation Maximization (EM). Assuming a reasonable signal-to-noise
ratio (SNR), the two Gaussians will correspond to the noise and the speech
parts of the observation respectively. Using the symbolsλn, µlog

n , σ2;log
n and

λs, µ
log
s , σ

2;log
s , for the noise and speech mixture weight, mean, and variance

respectively, the parametric nature of the observation andtarget CDF is made
explicit by eqn. (1) and eqn. (2).

CX(P log
X ) = FX(P log

X ; λX;n, µ
log
X;n, σ

2;log
X;n , λX;s, µ

log
X;s, σ

2;log
X;s ) (1)
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CY (P log
Y ) = FY (P log

Y ; λY ;n, µ
log
Y ;n, σ

2;log
Y ;n , λY ;s, µ

log
Y ;s, σ

2;log
Y ;s ) (2)

Considering that the size of the observed data set is far smaller than the
size of the target data set, the estimated varianceσ

2;log
Y ;n , σ

2;log
Y ;s from the target

will be more reliable than the estimated varianceσ2;log
X;n , σ2;log

X;s from the obser-
vation. Furthermore, our preliminary experiments show that any scaling of
the logarithm spectrum due to different variances, which generates strong non-
linear transformations in the power domain, deteriorates the results substan-
tially. By replacing the observed variances by the target variances, both ends
of the pHEQ mapping curve have a slope of 1. The weight and meanvalues
for the observation are estimated by EM. In other words, for our experiments
eqn. (1) was replaced by eqn. (3).

CX(P log
X ) = FX(P log

X ; λX;n, µ
log
X;n, σ

2;log
Y ;n , λX;s, µ

log
X;s, σ

2;log
Y ;s ) (3)

Given a sequence of observationsP
log
X with a CDF as given in eqn. (3),

pHEQ is to find the corresponding sequence ofP
log
Y = pHEQ(P log

X ) values
that match the target CDF as given in eqn. (2). From the required equality of
the CDF’s as expressed in eqn. (4), one can easily derive the transformation
function as given by eqn. (5).

CY (P log
Y ) = CX(P log

X ) (4)

P log
Y = pHEQ(P log

X ) = C−1
Y (CX(P log

X )) (5)

Fig. 2 shows two examples of pHEQ transformation curves, with different ob-
servation SNR and different target SNR. The plus sign transfer function in-
creases the observation SNR, similar to spectral subtraction. The dotted trans-
fer function decreases the observation SNR, similar to noise masking (see sec-
tion 3).

3 Noise Masking

Noise masking improves the speech recognizer performance by reducing the
signal-to-noise ratio to a fixed value. In [5], a noise masking value substitutes
the output of the filter bank if the output falls below the masking value. In [6],
noise masking is implemented by adding extra artificial noise to the speech
signal in order to attain the desired SNR. Noise masking removes low-energy
spectral details that are only visible in (very) clean speech conditions but which
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Figure 2: Parametric histogram equalization transformation curves. The ab-
scissa is the logarithm power spectrumP log

X of one observation. Ordinate is

the corresponding pHEQ transformed logarithm power spectrum P log
Y . The

curve represented by plus sign shows the case when the observation SNR<
the target SNR. pHEQ performs a spectra expansive transformation. The dot-
ted line describes the case when the observation SNR> the target SNR. pHEQ
performs a spectra compressive transformation.

are irrelevant in more realistic, i.e. noisy, conditions. By this way, the acoustic
features learned under "clean" conditions will be more similar to the acoustic
features one can expect in noisy conditions [6], without losing much relevant
speech details.

Considering that both pHEQ and noise masking help in decreasing the vari-
ability of the speech signal, we propose to combine both methods to improve
the performance of speech recognition systems. Noise masking is combined
with pHEQ by lowering the SNRµlog

Y ;s − µ
log
Y ;n of the target distribution in

pHEQ to a fixed value. This new target SNR is chosen to decreasethe mis-
match between training and test data and at the same time keepmost of the
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speech information. Therefore, the target CDF in pHEQ eqn. (2) is rewritten
as eqn. (6).

CM
Y (P log

Y )=FM
Y (P log

Y ;λY ;n, µM ;log
Y ;n , σ2;log

Y ;n , λY ;s, µ
M ;log
Y ;s , σ2;log

Y ;s ) (6)

whereµ
M ;log
Y ;n , µ

M ;log
Y ;s are the new noise mean and new speech mean.

Fig. 3 shows an example of a clean speech target PDF, one observation
PDF for noisy speech, and the adjusted target PDF taking intoaccount noise
masking. The dissimilarity between Fig. 3(a) and 3(b) illustrates the mismatch
caused by additive noise. Adjusting the target PDF reduces the dissimilarity
(Fig. 3(b) versus 3(c)).
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(c) New adjusted PDF based on eqn. (6).

Figure 3: (a) An example of a target PDF without noise masking, with µlog
Y ;n =

−28.9 dB, µ
log
Y ;s = 0 dB. (b) An observation PDF example. (c) The adjusted

target PDF, withµM ;log
Y ;n = −15 dB, µM ;log

Y ;s = 0 dB.
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4 Noise Power Spectrum Estimation

The bimodal Gaussian process estimates the observation noise meanµlog
X;n un-

der the assumption that the noise is stationary. However, inreality, most en-
vironments exhibit moderate to high non-stationarity. Hence, a more accurate
estimation of the noise statisticµlog

X;n should result in better CDF mapping in
pHEQ. Cohen [7] and Rangachari [8] have proposed different techniques to
estimate non-stationary noise under adverse environments. Both these meth-
ods estimate the noise power spectrum by averaging past power spectrum val-
uesPX using a time-varying frequency-dependent smoothing parameter. The
smoothing parameter is updated by the speech presence probability p(t, k) in
each frame and subband.

4.1 Improved Minima Controlled Recursive Averaging

The IMCRA [7] noise estimation process is defined by eqn. (7) and eqn. (8).

µ̂X;n(t + 1, k) = α̃d(t, k)µ̂X;n(t, k) + (1− α̃d(t, k))PX (t, k) (7)

α̃d(t, k) = αd + (1− αd)p(t, k) (8)

with αd a constant. The speech presence probability is a function ofthe a priori
probability for speech absence and the a priori SNR. The a priori probability
is controlled by the minima values of the smoothed noisy power spectrum.
There are two iterations of smoothing and minimum tracking to estimate the a
priori probability. Both iterations are carried out in timeand frequency. There-
fore, the correlation of speech presence in neighboring subbands of continuous
frames is taken into account. The first iteration provides a rough voice activ-
ity detection in each subband. The second iteration provides robust minimum
tracking by excluding relatively strong speech components. A bias factorβ is
introduced in IMCRA to compensate for the bias of the noise power spectra
toward lower values. The updated formula for eqn. (7) is given by eqn. (9).

µX;n(t + 1, k) = βµ̂X;n(t + 1, k) (9)

4.2 The Rangachari noise estimation algorithm

The smoothing parameter in Rangachari’s noise estimator [8] is adjusted as
given in eqn. (8). However, the estimation of the speech presence probability
p(t, k) is different from IMCRA. Instead of finding the minimum of thenoisy
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speech within a certain window, Rangachari’s algorithm tracks the minimum
by averaging the past smoothed noisy power spectrumPS

X(t, k). The minimum
PS

X;min(t, k) is given as eqn. (10).

If PS
X;min(t − 1, k) < PS

X(t, k), then

PS
X;min(t, k) = γPS

X;min(t− 1, k)

+ 1−γ
1−ζ (PS

X(t, k) − ζPS
X(t− 1, k))

else
PS

X;min(t, k) = PS
X(t, k)

(10)

with γ andζ constants. The rough speech presence decisionI(t, k) is given by
comparing the ratio of the smoothed noisy power spectrum andits local mini-
mum with a frequency-dependent threshold. The speech presence probability
p(t, k) is given by eqn. (11).

p(t, k) = αpp(t− 1, k) + (1− αp)I(t, k) (11)

with αp a constant.

5 Experiments

5.1 Database

The performance of the proposed compensation algorithm is evaluated on the
Wall Street Journal (WSJ0) based Aurora4 database. For our experiments, we
use the clean condition training set and test sets 01-07. Test set 01 contains
noise free data. Test sets 02-07 were created by artificiallyadding noise to
the clean data from test set 01. The noise types used are: set 02 (car), set 03
(babble), set 04 (restaurant), set 05 (street), set 06 (airport), and set 07 (train).

5.2 Results

In this section, we evaluate the performance of the proposedfront-end and an
uncompensated front-end (baseline system). The latter is the front-end with-
out the pHEQ, noise masking and noise power spectrum estimation techniques.
The results for the European Telecommunications StandardsInstitute (ETSI)
distributed speech recognition (DSR) ES 202 050 Advanced Front-end (AFE)
with frame dropping [10] are also given. The performance of the proposed
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Test base AFE IMCRA Rang Instan Instan2
01 5.81 6.20 6.86 6.16 6.86 5.72
02 15.28 14.38 10.57 10.67 10.39 8.87
03 31.87 23.07 25.71 22.85 11.71 16.59
04 40.76 30.17 31.40 30.64 12.98 20.40
05 34.04 26.45 26.68 26.45 13.94 21.39
06 27.93 24.92 25.33 21.86 10.14 14.22
07 36.52 23.89 26.28 26.42 14.50 20.94

Avg 27.46 21.30 21.83 20.72 11.50 15.45
Imp 17.20 16.29 21.28 46.91 38.62

Table 1: WER in "%" on the Aurora4 test sets under clean condition training.
base is the baseline system without compensation.AFE is the ETSI ES 202
050 Advanced Front-end.IMCRA andRang refer to the proposed front-end
with the IMCRA noise estimator and Rangachari’s noise estimator. Instan is
the proposed front-end with known instantaneous noise power spectrum. Its
features consist of pHEQ compensated static feature vectors together with the
original uncompensated first and second order noisy derivatives. Instan2 is
the same asInstan, except that the derivatives are calculated before the pHEQ
transform. Its features consist of pHEQ compensated staticfeature vectors to-
gether with the pHEQ compensated first and second order noisyderivatives.
Avg is the average WER over all test sets.Imp is the average relative improve-
ment compared to the baseline.

front-end is evaluated with different noise estimators. The proposed compen-
sation algorithm is applied to each utterance of the training and test data with
µ

M ;log
Y ;n = −15 dB, µM ;log

Y ;s = 0 dB.
Table 1 lists the word error rate (WER) and the average relative improve-

ment for different front-ends and noise types. TheInstan andInstan2 columns
list the results of the proposed front-end with known instantaneous noise power
spectrumµlog

X;n for test sets 02-07. The noise power spectrum values for the
clean data (training data and test set 01) forInstan andInstan2 were estimated
using IMCRA. The first and second order time derivatives are estimated after
pHEQ except forInstan2 which uses the baseline, i.e. uncompensated, front-
end derivatives.

All noise robust front-ends clearly improve over the baseline.AFE andIM-
CRA give similar performance whileRang shows a somewhat larger relative
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improvement. Unlike the IMCRA noise estimator, Rangachari’s noise esti-
mator does not depend on some fixed window length and hence Rangachari’s
estimated noise power spectrum can be updated faster under non-stationary
noisy conditions. The importance of closely tracking the noise is further illus-
trated by theInstan andInstan2 results. Both yield substantially higher relative
improvements than any of the other methods. This implies that improvements
in estimating the instantaneous noise power spectrum will automatically lead
to a further decrease in WER when using the proposed front-end. Compar-
ing Instan2 with Instan shows the effect of a commonly used alternative when
modifying the features: only modify the static features andkeep the original
dynamic features. This improves the clean speech result at the cost of the
noisy speech results. The same effect was observed when altering theIMCRA
or Rang setup, although somewhat less pronounced.

6 Conclusions

In this paper, we have presented a front-end that combines parametric his-
togram equalization and noise masking to reduce the mismatch between train-
ing and test conditions. Parametric histogram equalization maps the observa-
tion cumulative density function to a target cumulative density function. Noise
masking increases the immunity of the speech recognition system by lowering
the signal-to-noise ratio to a fixed value. A noise power spectrum estimator
is combined with our parametric histogram equalization andnoise masking
to improve the system’s performance when dealing with non-stationary noise.
Both Cohen’s Improved Minima Controlled Recursive Averaging method and
Rangachari’s noise power spectrum estimation were evaluated. The proposed
front-end reduces the word error rate of the speech recognition system w.r.t.
our baseline system and matches the performance obtained when using the
AFE. Analysis of the proposed front-end under the assumption that the instan-
taneous noise power spectrum is known, shows that with the arrival of better
instantaneous noise power spectrum estimators the word error rate will further
reduce.
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Chapter 3

Speaker adaptation using
non-negative matrix
factorization

Besides noise variability in speech recognition systems, which is already
described in chapter 2, speaker variability is another important factor
which degrades the performance of automatic recognition systems. As
explained in chapter 1, the generation of speech sounds is related to the
size of the speech generation organs and their joint movement. Hence,
sounds generated by different speakers are different. It is known that
a speaker dependent (SD) automatic speech recognition system, which
is trained on large amounts of training data from a specific speaker,
will outperform the SI system which is trained on equal amounts of
data from multiple speakers [38]. However, quite often that a large
amount of speaker dependent training data is not available. In such
situations, speaker adaptation becomes quite appealing. The aim of
speaker adaptation techniques is to adapt the SI acoustic model towards
the SD model so that the adapted model better fits the observations of the
specific speaker, given that only limited amounts of speaker dependent
data are available.

In this chapter, we investigate how to improve the performance of an
ASR system by applying fast speaker adaptation techniques. In the
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past decades, different model-based speaker adaptation techniques have
been proposed by adapting the Gaussian mixture means (and variances).
In our work, the GMM weights, instead of the means (and variances),
are adapted to the SD GMM weights which better describe the speech
of a certain speaker. The SD GMM weights are expressed as a linear
combination of latent speaker vectors which are estimated from the
training speakers. Taking into account that the GMM weights are
probabilities, non-negative matrix factorization is applied to estimate
the latent speaker vectors. Next, the combination of NMF weight
adaptation together with model-based mean (and variance) adaptation is
also described and investigated. Before the proposed NMF-based weight
speaker adaptation algorithm is explained in detail, we first recapitulate
several popular model-based mean (and variance) speaker adaptation
techniques [84].

3.1 Adaptation of mean and variance to the speaker

3.1.1 Maximum a posteriori adaptation

In the maximum a posteriori (MAP) speaker adaptation method [31, 39,
69, 37], the SD Gaussian mixture means and variances are estimated by
maximizing the a posteriori probability of these model parameters, given
the enrollment data. From Bayes’ theorem, we know that maximizing
the posterior probability of the acoustic model parameters Φ given
observations O is equivalent to maximizing the product of the likelihood
P (O|Φ) and the parameter a priori probability p(Φ). This is given as
follows.

Φ̂ = arg max
Φ

p(Φ|O)

= arg max
Φ

P (O|Φ)p(Φ) (3.1)

where Φ̂ are the new estimates of the model parameters. The expectation-
maximization (EM) algorithm is used to estimate the hidden Markov
model (HMM) Gaussian mixture model (GMM) parameters Φ [31][19],
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where the corresponding MAP auxiliary function is given as follows.

QMAP(Φ, Φ̂) = QML(Φ, Φ̂) + log p(Φ̂) (3.2)

with Φ the current fit of the parameters. The maximum likelihood
auxiliary function QML(Φ, Φ̂) is the expectation of the log-likelihood of
the complete data (O,S,K) given the incomplete observations O and
the current parameter fit Φ [31][37][44]. Symbol S represents all possible
unobserved state sequences and K represents all the possible mixture
components. This is given as

QML(Φ, Φ̂) =
∑
S,K

p(S,K|O,Φ) log p(O,S,K|Φ̂) (3.3)

Given that there is no joint conjugate prior density for the HMM GMM
model parameters, the prior density p(Φ) is chosen to be the joint
probability of the conjugate prior distribution of each parameter set. In
this way the model parameter sets can be estimated by independently
maximizing their corresponding auxiliary functions. The joint prior
density is expressed as a product of Dirichlet and normal-Wishart
densities, which is given as follows [31, 69, 39].

p(Φ) ∝
S∏
i=1

[
πηi−1
i

( S∏
j=1

a
ηij−1
ij

)( K∏
k=1

λvik−1
ik g(µik,Σik)

)]
(3.4)

where i, j are state indices. Symbol S is the number of states. Symbol k
is the Gaussian index of a state GMM. The set {ηi} is the controlling
parameter set for the prior density of the initial state probabilities πi.
The set {ηij} is the set of controlling parameters for the prior density
of the state transition probabilities aij . The set {vik} is the controlling
parameter set for the prior density of the Gaussian mixture weights λik.
Symbol g(µik,Σik) is the normal-Wishart prior density for the normal
distribution bik(ot), which is given as follows [31].

g(µik,Σik) ∝ |Σ−1
ik |

(αik−D)/2 exp[−1
2tr(βik)Σ

−1
ik ]×

exp[−τik2 (µik −mik)′Σ−1
ik (µik −mik)] (3.5)
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where αik > D−1, βik,mik and τik > 0 are the prior density parameters.
D is the dimension of the feature vectors. The dimension of vector mik

is D × 1. The dimension of the positive definite matrix βik is D ×D. µ
and Σ are the Gaussian mean vector and covariance matrix. Symbol ot
is the observation feature vector at time t. The normal distribution is
given by bik(ot).

bik(ot) = N (ot;µik,Σik) (3.6)

Only the Gaussian mixture weights λ and Gaussian mean and covariance
matrix are adapted using MAP, given that the initial and transition
probabilities have little impact on the recognition result in ASR. The
resulting adapted acoustic model parameters are given as follows [31][37].

λ̂ik = vik − 1 +∑
t γik;t∑

k′(vik′ − 1 +∑
t γik′;t)

µ̂ik = τikµnwik +∑
t(γik;tot)

τik +∑
t γik;t

Σ̂ik =
βik +∑

t

(
γik;t(ot − µ̂ik)(ot − µ̂ik)′

)
+ τik(µ̂ik − µnwik)(µ̂ik − µnwik)′

(αik −D) +∑
t γik;t

(3.7)

where γik;t is the a posteriori probability of Gaussian k for state i at
time t. The (τ,µnw, α,β) are the parameters for the normal-Wishart
density. In speaker adaptation, the SI mean µSI and variance ΣSI are
typically used as the prior mean µnw and variance βik. The details of
the MAP algorithm can be found in [31][37].

By incorporating the a priori probabilities of the parameters, the MAP
algorithm prevents the model parameter estimation from overfitting when
only a limited amount of enrollment data for a new speaker is available.
When large amounts of enrollment data of a specific speaker are available,
MAP estimation converges to the ML estimation [31]. One drawback of
MAP is that it only updates the observed parameters. The unobserved
model parameters, i.e. parameters of Gaussians for which ∑t γik;t is
zero or in practice small, keep the SI model parameters in MAP speaker
adaptation algorithm.
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3.1.2 Maximum likelihood linear regression

The maximum likelihood linear regression (MLLR) [55, 30, 12] speaker
adaptation technique assumes a linear relation between the SI and SD
acoustic spaces. The linear transform for the Gaussian mixture mean µ
and variance Σ to the SD mean µ̂ and variance Σ̂ are given as follows.

µ̂ = Aµ+ b = W ξ

Σ̂ = HΣH ′ (3.8)

where A is the mean transformation matrix. Symbol b represents the
additive bias vector. Matrix W is the extended transform. Symbol
ξ represents the extended mean vector. Matrix H is the covariance
transformation matrix.

ξ = [1 µ′]′

W = [b′ A′]′ (3.9)

The transformation matrices can be estimated to maximize the likelihood
of the adaptation data by the EM algorithm. Different from MAP where
only the observed parameters are updated, MLLR updates both the
observed and unobserved model parameters. The details of the MLLR
algorithm can be found in [55, 30, 12].

Feature-space maximum likelihood linear regression (FMLLR) or
constrained MLLR (CMLLR) constrains the transformation matrix of
the covariance matrix to be the same as the transformation matrix of
the mean [30]. This is shown as follows.

µ̂ = Afµ− bf

Σ̂ = AfΣA′f (3.10)

The FMLLR or CMLLR transformation of the mean and variance
matrices can be treated as a transformation of the observation feature
vectors.

ôt = A−1
f ot +A−1

f bf

= Aot + b (3.11)
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with
Af = A−1

b = Abf (3.12)
The transformation matrices Af and b are estimated by maximizing the
likelihood of the enrollment data [30].

To have a more balanced transformation between precise transformation
per Gaussian and a more robust global transformation, the regression
class tree method is proposed [54, 84]. In this method, a tree is built
to cluster the Gaussians depending on the amount of enrollment data
available. Gaussians which are similar in acoustic space undergo the same
transformation [54]. When the amount of enrollment data is smaller,
block-diagonal or diagonal transformation matrices can be used.

3.1.3 Eigenvoice-based speaker adaptation

Eigenvoice-based speaker adaptation is proposed in [48, 47]. The
fundamental idea of eigenvoice speaker adaptation is to express the
mean vector of the target speaker as a linear combination of latent mean
vectors, called eigenvoices. The block diagram of the eigenvoice-based
speaker adaptation algorithm is shown by figure 3.1.

The eigenvoices are estimated from the training speakers. To estimate
the eigenvoices, SD Gaussian mean vectors are first estimated for all
training speakers. The mean parameters of each training speaker are
then concatenated to form a supervector. Then the principal component
analysis (PCA) [42] algorithm is applied to the supervectors to generate
the principal components. The principal components are the directions
on which the projection of the data has the largest variance. The first
J principal components which correspond to the larger eigenvalues are
used as eigenvoices ρ1, · · · , ρJ , which form a space of the speaker mean
vectors. The number of eigenvoices J is much smaller than the number
of training speakers in the training data. In this way, the number of
parameters to be estimated for a new target speaker is also small.

During the adaptation stage, the Gaussian mean values of the target
speaker e are expressed as a linear combination of the eigenvoices. This
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Figure 3.1: Eigenvoice speaker adaptation block diagram.

is given as follows.

µe =
J∑
j=1
φjρj (3.13)

The first eigenvoice φ1 is set to be the SI mean vector µSI. The first
eigenvoice coefficient ρ1 = 1.0. The other J − 1 eigenvoice coefficients ρj
are estimated by maximizing the likelihood of the enrollment data. This
is called maximum likelihood eigen-decomposition (MLED). By solving
eqn. (3.14), the corresponding coefficients can be computed [47].∑

s,k,t

γe;sktφ
′
j;skΣ

(−1)
SI;sk(ot − φ1ρ1;sk) =

∑
s,k,t

γe;skt
{ J∑
i=2

ρiΦ′i;skΣ−1
SI;skφj;sk

}
, ∀j = 2, · · · , J (3.14)

where ΣSI;sk is the SI covariance matrix of state s and Gaussian
component k.
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By expressing the Gaussian mean vector of the target speaker as a linear
combination of latent speaker vectors derived from the training data,
the number of degrees of freedom to be estimated from the enrollment
data is reduced compared to MAP and MLLR. Furthermore, eigenvoice
speaker adaptation adapts both observed and unobserved Gaussian mean
parameters.

3.2 NMF-based weight adaptation

In this section, we propose a NMF-based fast speaker adaptation
algorithm, which adapts the Gaussian mixture weights of the GMMs. By
expressing the Gaussian mixture weights of a target speaker as a linear
combination of latent vectors, the adaptation speed of the acoustic model
is fast. On average, 3 seconds of enrollment data is needed for the speaker
independent (SI) model to converge to the speaker dependent (SD) model.
The small set of latent vectors is estimated by NMF whose multiplicative
updates maximize the likelihood of the training database. By combining
NMF-based weight adaptation with speaker adaptive training (SAT)
or a Gaussian exponentiation scheme, more Gaussians are activated.
Combined with eigenvoice speaker adaptation technique, both Gaussian
mixture weights and means are adapted. The ASR performance is further
improved by the combination.
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Abstract
A novel speaker adaptation algorithm based on Gaussian mixture

weight adaptation is described. A small number of latent speaker vectors
are estimated with non-negative matrix factorization (NMF). These la-
tent vectors encode the distinctive systematic patterns ofGaussian usage
observed when modeling the individual speakers that make upthe train-
ing data. Expressing the speaker dependent Gaussian mixture weights
as a linear combination of a small number of latent vectors reduces the
number of parameters that must be estimated from the enrollment data.
The resulting fast adaptation algorithm, using 3 s of enrollment data
only, achieves similar performance as fMLLR adapting on 100+ s of
data. In order to learn richer Gaussian usage patterns from the train-
ing data, the NMF-based weight adaptation is combined with vocal tract
length normalization (VTLN) and speaker adaptive training(SAT), or
with a simple Gaussian exponentiation scheme that lowers the dynamic
range of the Gaussian likelihoods. Evaluation on the Wall Street Jour-
nal tasks shows a 5% relative word error rate (WER) reductionover
the speaker independent recognition system which already incorporates
VTLN. The WER can be lowered further by combining weight adap-
tation with Gaussian mean adaptation by means of eigenvoicespeaker
adaptation.
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1 Introduction

Mismatches between training and testing conditions can severely degrade the
performance of an automatic speech recognition (ASR) system. There are two
main causes for such mismatches.

The first cause of mismatch is a change in the characteristicsof the record-
ing environment, which could be a consequence of using different micro-
phones, different room acoustics or recording under different background noise
conditions. In theory, the effect a change in the environment (additive and
convolutive noise) has on the speech features can be modeledand hence the
negative impact of a change in environment can be counteracted by either nor-
malizing the training and testing condition, i.e. transforming to some standard
environment, or by adjusting the acoustic model. The literature contains ample
examples of both feature and model based environment compensation tech-
niques; see for example (Huang et al., 2001), chapter 10.

The second main cause of mismatch is the speaker variability. This vari-
ability can be related to inter-speaker differences such asgender, vocal tract
length, dialect and speaking style. The effect of differences in vocal tract
length on the acoustic features can be calculated, an hence feature normaliza-
tion – more specifically vocal tract length normalization (Tuerk and Robinson,
1993) – can be applied. However, most other sources of speaker variability
are complex in nature and no straightforward normalizationor model com-
pensation techniques exist. Hence, the adaptation techniques must either learn
speaker transformations from training examples or will require quite some data
to adjust the large set of relevant parameters in the acoustic model. This paper
presents a novel method to learn speaker transformations sothat the acoustic
model can be quickly adapted to a target speaker.

Given sufficient amounts of speaker specific training data,speaker depen-
dent (SD) speech recognizers generally outperform theirspeaker independent
(SI) counter parts (Huang et al., 2001). However, for most applications, only
limited amounts of speaker dependent data are available, insufficient to gen-
erate a reliable speaker dependent system. Some example applications that
are in this situation are speech based automatic vending machines, automated
telephone services, or speech controlled appliances. In such applications, only
a few seconds of speech from a specific speaker are available to the speech
recognizer. Under these circumstances,rapid speaker adaptation forms an
attractive solution. Speaker adapted models transform theSI acoustic model
so that, given some limited amounts of example data from thatspeaker, the
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adjusted acoustic model better describes the target speaker’s speech.
Speaker adaptation techniques can also reduce the complexity of the speech

recognition system by employing acoustic models with fewerparameters than
an SI system would require, a property that is quite appealing to some real
applications with computational complexity constraints (Woodland, 2001).

Speaker adaptation techniques can be characterized by the following as-
pects:

1. Fast adaptation, i.e. can an acoustic model that approximates the SD
model be produced from limited enrollment data ?

2. Generalization, i.e. can the model parameters (context-dependent phone
distributions) for which no or little relevant enrollment data are observed
(henceforth "unseen parameters") be derived from those model parame-
ters that were observed ("seen parameters") ?

3. Susceptibility to overfitting when only small amounts of enrollment data
are available (Nguyen, 1998). This implies that the speakeradaptation
algorithm should aim to get closer to the real underlying SD acoustic
model instead of just fitting the limited amounts of observeddata opti-
mally.

4. Convergence to the SD model: with large amounts of enrollment data,
the speaker adapted model should be at least as good as the SD model.

This work focuses on model-based fast speaker adaptation techniques to
find new Gaussian Mixture Model (GMM) state emission distributions which
describe the speech of a target speaker well, given limited amounts of enroll-
ment data. In the last decades, several model-based adaptation techniques have
been investigated and the most commonly used ones and those relevant for the
remainder of this work are now listed.

Maximum a posteriori (MAP) adaptation (Gauvain and Lee, 1994; Wood-
land, 2001; Zavaliagkos and Schwartz, 1996) maximizes the posterior proba-
bility of the model parameters given the enrollment data, with the SI acoustic
model parameters used as priors. Given infinite amounts of enrollment data,
MAP estimates converge to the maximum likelihood (ML) solution. When the
Gaussian mixture weights are also adapted in addition to themean and vari-
ance, MAP will ultimately find the SD state emission distributions. For finite
enrollment data, overfitting is counteracted by incorporating the SI information
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as the prior. A disadvantage of the MAP algorithm is that the generalization
of the model is not guaranteed: only the observed model parameters are up-
dated, and the unseen parameters retain their corresponding SI model parame-
ter values. Therefore, large amounts of enrollment data arerequired to provide
sufficient evidence for estimating every emission distribution separately. MAP
also has no knowledge on what typical inter-speaker differences are, and hence
adaptation is quite slow.

Eigenvoice speaker adaptation (Kuhn et al., 2000) expresses the means of
the Gaussians in the acoustic model as linear combinations of a small num-
ber of eigenvoices of Gaussian means. The eigenvoices are learned offline by
singular value decomposition of a matrix containing the SD Gaussian means
of the individual training speakers. By exploiting the correlations between
Gaussian mean estimates across the different training speakers as encoded in
the eigenvoices, this method can, based on very small amounts of enrollment
data, infer the Gaussian means reliably for both seen and unseen distributions.
Combination with MAP allows the acoustic model to converge to the true SD
acoustic model with infinite amounts of enrollment data. By relying on a pre-
trained model that describes what typical inter-speaker differences are, eigen-
voices allow very fast adaptation. However, it is suboptimal in the sense that
the Gaussian mixture weights are not adapted.

Unconstrained and constrained (feature-space) maximum likelihood linear
regression ((f)MLLR) (Leggetter and Woodland, 1994; Gales, 1998) estimates
speaker specific linear transformations of the Gaussian means and correspond-
ing transformations of the variances by maximizing the likelihood of the en-
rollment data. Generalization is largely dependent on whether a linear trans-
formation is a good model to characterize speakers. Since this is not the case,
adaptation with large amounts of enrollment data requires multiple transfor-
mations (e.g. organized in regression classes as in (Leggetter and Woodland,
1995)) to approach SD accuracy. For adaptation from limitedamounts of en-
rollment data, the number of free parameters in the linear transformations must
be limited to avoid overfitting, for example by using eigenspaces (Chen et al.,
2000) or using a diagonal scaling matrix (Leggetter and Woodland, 1994). Fi-
nally, fMLLR can only approximate the true SD emission distributions because
it does not adapt the Gaussian mixture weights.

The methods mentioned above all focus on transformations inthe model
space of either the Gaussian means or both the Gaussian meansand variances.
By contrast, in this paper, speaker-specific state distributions are learned in
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the model space of Gaussian mixture weights to achieve fast speaker adapta-
tion. Similar to eigenvoice speaker adaptation, the Gaussian mixture weights
are expressed as a linear combination of a set of latent vectors. These vectors
encode the typical Gaussian usage patterns1 as learned from the training speak-
ers. Whereas in (Duchateau et al., 2008) the latent vectors were obtained with
non-negative matrix factorization (NMF) (Lee and Seung, 1999, 2001) of the
SD mixture weights, we opt to construct the latent vectors sothat their span2

maximizes the likelihood of the training data, similar to what is being done in
probabilistic latent semantic analysis (PLSA) (Hofmann, 1999a). By exploit-
ing the learned patterns, the method can infer the Gaussian mixture weights
reliably for both seen and unseen distributions. Like eigenvoices, it provides
good generalization, adaptation from small amounts of enrollment data and us-
ing a limited number of latent vectors makes it insusceptible to overfitting. Un-
like eigenvoices, estimating the cumulative Gaussian posteriors (the input for
the weight adaptation) requires less memory and computation overhead than
forming the high dimensional Gaussian mean supervectors and the resulting
latent vectors are more compact than eigenvoices, which is beneficial for de-
vices with resource limitations. Given the tendency of modern hidden Markov
model (HMM) systems to use large Gaussian mixtures to model the emission
probability density distributions, weight adaptation is also surprisingly flexi-
ble: unlike fMLLR and the eigenvoice method, NMF-based weight adaptation
allows complex non-linear redistributions of the probability mass. However,
in order to converge to the true SD acoustic model with infinite amounts of
enrollment data, combination with a scheme that adjusts theGaussian means
and variances is still needed. Hence, the effectiveness of weight adaptation in
combination with vocal tract length normalization (VTLN),adaptation of the
Gaussian means and variances by means of fMLLR, mean-based eigenvoice
speaker adaptation and speaker adaptive training (SAT) (Anastasakos et al.,
1997) are also investigated in this paper. In fact, SAT combined with good
speaker normalization and adaptation schemes results in more active Gaus-
sians per speaker and hence makes it easier to discover the distinctive Gaus-
sian usage patterns. It will be shown that the same effect canalso be achieved
with a simple Gaussian exponentiation scheme that lowers the dynamic range

1The phrase "Gaussian usage" or "Gaussian activation" refers to the weights associated to
the Gaussians in the emission densities or when viewed as a generative model: how many obser-
vations were generated for each Gaussian in the mixtures. The term "Gaussian usage/activation
patterns" refers to the relations observed in the Gaussian usage for different speakers.

2Subject to the fact that the weights must form a proper probability distribution.
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of the Gaussian likelihoods. The combination with the eigenvoice method is
preferential since it preserves the "fast adaptation" property.

The remainder of this paper is organized as follows. In section 2, we de-
scribe the Gaussian mixture weight speaker adaptation algorithm and its re-
lation with non-negative matrix factorization and probabilistic latent seman-
tic analysis. In section 3, we describe how the speaker dependent Gaussian
mixture weights are combined with SAT based on speaker dependent fMLLR
matrices and a single shared set of Gaussians. The Gaussian exponentiation
scheme to facilitate the detection of relevant Gaussian usage patterns is ex-
plained in section 4. The combination of the proposed weight-based speaker
adaptation algorithm with eigenvoice speaker adaptation is handled in sec-
tion 5. The recognition system used for the experiments and acomparison
of the recognition results with different speaker adaptation algorithms is de-
scribed in section 6. In section 7, conclusions and possiblefuture research
topics are presented.

2 Gaussian mixture weight adaptation using non-negative
matrix factorization

Figure 1 gives a schematic overview of the main steps in the NMF-based
speaker adaptation system. In thetrain stage, Gaussian usage patterns – called
latent speaker vectors – are learned. First, the cumulativeGaussian poste-
rior probabilitiesγr, r = 1 . . . R are collected for theR different speakers
in the training database. Based on the collected statistics, a low rank matrix
W containing the latent vectors and the corresponding latentvector coeffi-
cientsH = [h1...hR] are estimated so that they are in an ML sense optimal
for estimating the SD Gaussian mixture weightsλr for the training speakers:
λr = Whr. In the test stage, the necessary statisticsγe corresponding to
the target speakere are estimated, either based on transcribed enrollment data
or on transcriptions provided by the recognition system itself (unsupervised
speaker adaptation). Based on the estimated statistics, the optimal latent vec-
tor coefficientshe and hence Gaussian mixture weightsλe can be derived.

Before working out NMF-based speaker adaptation in more detail, we
shortly review NMF, PLSA and other related techniques.
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Figure 1: Diagram of the proposed NMF speaker adaptation algorithm.

2.1 Non-negative matrix factorization

Matrix factorization algorithms decompose a (large) matrix V into the product
of two lower rank matricesW andH:

V ≈ WH (1)

The rationale behind this operation is that if a matrix decomposition can be
found that is both compact and accurate, the (underlying) structure inV has
been discovered automatically.

If V is structured column-wise with each column containing one example
of a certain entity, then after the decomposition, matrixW contains a set of
vectors for reconstructing the columns inV and matrixH contains the vector
coefficients. In non-negative matrix factorization, all elements inV , W and
H are constrained to be non-negative. The factorization now learns the addi-
tive parts based representation of an object (Lee and Seung,1999), where the
parts are given by the columns of matrixW and their activation is given by
the corresponding rows of matrixH.

If the columns ofV can be viewed as observations generated by a factorial
probabilistic modelΛ, one should change the aim of the matrix factorization
slightly: instead of finding the best decomposition ofV (see equation (1)), one
should now try to find the matricesW andH so that the probabilistic model
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Λ = WH optimally explains the observations:

Ŵ , Ĥ = arg max
W ,H

P (V |Λ), Λ = WH (2)

The above described probabilistic matrix factorization scheme has received
different names, depending on the application domain. Whenoperating on
texts (V contains word counts) the terms probabilistic latent semantic analysis
(PLSA) (Hofmann, 1999a) and probabilistic latent semanticindexing (PLSI)
(Hofmann, 1999b) are used. A more generic name is probabilistic latent com-
ponent analysis (PLCA) (Smaragdis et al., 2006). Furthermore, it has been
noticed that NMF which minimizes the generalized Kullback-Leibler diver-
gence between the left and right-hand side of equation (1) isequivalent to
PLSA/PLCA which estimates its parameters via the maximum likelihood al-
gorithm (Gaussier and Goutte, 2005). As such, the term NMF can be used
when referring to the probabilistic variant as well. In thispaper, we adopt this
last naming convention.

NMF has been applied in different fields: for example, text mining (Xu
et al., 2003) where a term document matrix is decomposed intoa term-topic
and a topic-document matrices; source separation (Virtanen, 2007; Smaragdis
and Brown, 2003) where the spectrogram of the mixture signalis factorized;
image processing (Lee and Seung, 2001); speech recognition(Van hamme,
2008) and so on.

When compared to least squares based methods, the NMF-basedtech-
niques have the advantage that they are either theoretically sound or that they
require few approximations on probabilistic data. Their main disadvantages
are that no closed form solutions can be found and that the optimization prob-
lem has multiple local minima. SVD and eigenvalue based methods on the
other hand have a single global optimum, but require severalapproximations
when dealing with probabilities and counts.

2.2 Estimating the latent vectors

For the NMF-based weight adaptation, the speaker dependentGaussian mix-
ture weightsλr;sk, with r, s andk being the speaker, state and Gaussian com-
ponent index respectively, are decomposed into a linear combination of latent
speaker vectorsW :

λr;sk =
∑

l

w(s,k),lhl,r (3)
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Figure 2: Emission probability with respect to latent variable layers.

In the above equation,hl,r refers to the element at rowl and columnr in ma-
trix H; w(s,k),l refers to the element at row(s, k) and columnl in matrix W
with the subscript(s, k) indicating that state and Gaussian mixture compo-
nent are flattened into one new row index. The decomposition is subject to
the following constraints onW andH to assure proper emission probability
distributions: { ∑

k w(s,k),l = 1, w(s,k),l ≥ 0, ∀s,∀l∑
l hl,r = 1, hl,r ≥ 0, ∀l (4)

Figure 2 illustrates that NMF decomposition of the Gaussianmixture weights
is tantamount to emission probability densities describedby a mixture of Gaus-
sian mixture models. The state of the resulting model when generating an
output vector can be described by three hidden variables each with their own
probability distribution:

• a state indexs, which is governed by the transition probabilitiesaij ,

• a latent speaker vector indexl with speaker dependent priorshr, and

• a Gaussian mixture component indexk with state and latent vector de-
pendent priors that are stored inW .

The joint probability of generating an observable output sequenceOr = o1 · · · oT

for a given speakerr in combination with hidden sequencesS = s1 · · · sT ,

NMF-BASED WEIGHT ADAPTATION 67



L = l1 · · · lT andK = k1 · · · kT equals:

p(Or,S,L,K|Φ) = a0

T∏
t=1

ast−1stw(st,kt),lthlt,rNstkt(ot) (5)

with N (·) a single Gaussian density function andΦ the current set of acoustic
model parameters. For brevity of notation, the Gaussian component dependent
mean and variances are omitted. Note that equation (5) and the derivations
below hold for both HMM systems with state specific Gaussiansand for HMM
systems that to some extent tie Gaussians between states.

As was stated earlier, the model parameters for the NMF-based rapid speaker
adaptation, i.e. the latent speaker vectorsW and corresponding speaker de-
pendent coefficientsH are trained in maximum likelihood sense. In other
words, during thetraining stage of the NMF-based rapid speaker adaptation,
the (speaker dependent) model parameters are estimated by maximizing the
likelihood of the observations for all training speakers:

Φ̂ = arg max
Φ

P (O|Φ) = arg max
Φ

R∏
r=1

P (Or|Φ)

= arg max
Φ

R∏
r=1

 ∑
S,L,K

p(Or,S,L,K|Φ)

 (6)

with Φ̂ the re-estimated set of acoustic model parameters. The Expectation-
Maximization (EM) approach (Dempster et al., 1977; Huang etal., 2001)
states that maximizing equation (6) is equivalent to maximizing the following
auxiliary function:

Q(Φ, Φ̂) =
∑

r

∑
S,L,K

p(S,L,K|Or,Φ) log p(Or, S, L,K|Φ̂)

=
∑

r

∑
S,L,K

p(S,L,K|Or,Φ)
{

log â0 +
∑

t

log âst−1st +

∑
t

log N̂stkt(ot) +
∑

t

log ŵ(st,kt),lt +
∑

t

log ĥlt,r

}
= Qa(Φ, â) + Qb(Φ, N̂ ) + QW (Φ, ŵ) + QH(Φ, ĥ) (7)
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with Qa(Φ, â), Qb(Φ, N̂ ), QW(Φ, ŵ), andQH(Φ, ĥ) independent terms de-
pending on the transition probabilities, the single Gaussian emission probabil-
ities, the latent speaker vectorsW and the latent speaker vector coefficientsH
respectively. Note that the partial auxiliary functionsQa(Φ, â) andQb(Φ, N̂ )
remain unchanged w.r.t. those obtained for a standard HMM training. Hence, if
all model parameters are to be updated, the standard update equations for tran-
sition probabilities and Gaussian mean and variances can beapplied. Since
these are kept fixed in this work, onlyQW(Φ, ŵ), andQH(Φ, ĥ) need to be
optimized:{

QW (Φ, ŵ) =
∑

r

∑
t

∑
s,l,k p(st = s, lt = l, kt = k|Or,Φ) log ŵ(s,k),l

QH(Φ, ĥ) =
∑

r

∑
t

∑
s,l,k p(st = s, lt = l, kt = k|Or,Φ) log ĥl,r

(8)
Re-estimating the speaker dependent Gaussian mixture weights (without de-
composing the Gaussian mixture weights) only requires the sum of the poste-
rior probabilitiesγr;sk(t), with γr;sk(t) denoting the posterior of thekth Gaus-
sian for speakerr and states at timet. These values can be readily calculated
with the forward-backward algorithm (Baum, 1972; Huang et al., 2001), and
can be expressed in function of the state posteriorsγr;s(t), i.e. the posterior for
speakerr and states at timet, as follows:

γr;sk(t) = p(st = s, kt = k|Or,Φ)

= γr;s(t)
λr;skNsk(ot)∑
k′ λsk′Nsk′(ot)

= γr;s(t)

∑
l w(s,k),lhl,rNsk(ot)∑

k′
∑

l′ w(s,k′),l′hl′,rNsk′(ot)
(9)

UpdatingW andH requires the posterior probabilitiesγr;slk(t), i.e. the
posterior of thekth Gaussian for states at timet with latent speaker vectorl
of training speakerr, which can be calculated as follows:

γr;slk(t) = p(st = s, lt = l, kt = k|Or,Φ)

= γr;s(t)
w(s,k),lhl,rNsk(ot)∑

k′
∑

l′ w(s,k′),l′hl′,rNsk′(ot)

=
γr;sk(t)

(WH)(s,k),r
w(s,k),lhl,r (10)
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Or, after summation overt:

γr;slk =
∑

t

γr;slk(t) =
γr;sk

(WH)(s,k),r
w(s,k),lhl,r (11)

Hence, only the cumulative posteriorsγr;sk, i.e. the same statistics as needed
to update the speaker dependent Gaussian mixture weightsλr;sk, need to be
stored during the training.

Filling equation (10) for the posterior probability into the auxiliary func-
tions QW(Φ, ŵ), andQH(Φ, ĥ) from equation (8) and adding the constraints
from equation (4) as Lagrange multipliers gives: Q(Φ, ŵ) =

∑
s,l,k

∑
r γr;slk log ŵ(s,k),l +

∑
s,l η

W
sl

(
1−∑

k ŵ(s,k),l

)
Q(Φ, ĥ) =

∑
s,l,k

∑
r γr;slk log ĥl,r +

∑
r ηH

r

(
1−∑

l ĥl,r

)
(12)

Differentiating equation (12) with respect tôw(s,k),l and ĥl,r and setting
them to zero gives the following update rules:

ŵ(s,k),l =
1

ηW
sl

w(s,k),l

∑
r

γr;skhl,r

(WH)(s,k),r

ĥl,r =
1

ηH
r

hl,r

∑
s,k

γr;skw(s,k),l

(WH)(s,k),r

(13)

with ηW
sl andηH

r normalization terms which ensure that the constraints from
equation (4) are fulfilled.

The above derived multiplicative updates (MU) are the same as those ob-
tained when minimizing the generalized Kullback-Leibler divergence between
a matrixV with elementsv(s,k),r = γr;sk and the matrix productWH (Lee
and Seung, 2001), except for the extra state and column-wiseL1 normaliza-
tion of W and column-wiseL1 normalization ofH after each iteration. The
Kullback-Leibler divergence is given as:

D(V ||WH) =
∑
s,k,r

{
v(s,k),r log

v(s,k),r

(WH)(s,k),r
− v(s,k),r + (WH)(s,k),r

}
(14)
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2.3 Estimating the target speaker Gaussian mixture weights

Given the latent speaker matrixW obtained by iterating over equation (13),
the Gaussian mixture weightsλe;sk for componentk in states of the speaker
adapted model for target speakere can be expressed as a linear combination of
the latent speaker vectors:

λe;sk =
∑

l

w(s,k),lhe;l (15)

with he the latent speaker vector coefficients of the target speakere. The
latent speaker vector coefficients are estimated by maximizing the likelihood
of the enrollment data from the target speaker. Similar to section 2.2, applying
the EM algorithm on a single speakere given the enrollment data for that
speaker and given the latent vectorsW leads to auxiliary function equation (8).
Maximizing equation (8) results in the following iterativemultiplicative update
rule for the latent speaker coefficients:

ĥe;l =
1

ηH
e

he;l

∑
s,k

γe;skw(s,k),l∑L
l′=1 w(s,k),l′he;l′

(16)

with ηH
e a normalization term to ensure thathe is L1 normalized.

3 Combining NMF with fMLLR and speaker adaptive
training

Whereas most other speaker adaptation schemes adjust the Gaussian means
and variances, the proposed NMF-based speaker adaptation scheme focuses
on the Gaussian mixture weights. Hence, the question raiseswhether NMF-
based weight adaptation can be augmented with mean and variance adapta-
tion, and continuing on that line of reasoning, whether NMF-based weight
adaptation has benefits in combination with speaker adaptive training. In this
section, Gaussian mean and variance adaptation by means of fMLLR as de-
scribed in (Gales, 1998) are considered. This choice was prompted by the fact
that fMLLR is the most commonly used technique and the fact that SAT with
fMLLR is straightforward.

Speaker adaptive training improves the performance of speech recognition
systems by reducing the inter-speaker variation and meanwhile more accu-
rately representing the phonetic variations in the training data (Anastasakos

NMF-BASED WEIGHT ADAPTATION 71



Figure 3: Overview of the proposed NMF speaker adaptation algorithm com-
bined with SAT.

et al., 1996, 1997). The speaker adaptation technique is therefore applied dur-
ing the training of the acoustic model, where it either transforms speaker spe-
cific training data to resemble that of the average speaker aswell as possible
or it transforms a common acoustic model to speaker specific versions. When
using fMLLR for example, the features undergo a speaker dependent linear
transformation so that the speech of different speakers canbe optimally rep-
resented by a common set of Gaussians, or equivalently, the common set of
Gaussians is made speaker dependent by means of a linear transformation.
This makes that the Gaussian mixtures can focus on modeling the phonetic
variations more accurately instead of modeling inter-speaker variations.

Figure 3 gives a schematic overview of the speaker adaptive training scheme
with the different model parameters. Algorithm 1 explains the SAT model pa-
rameter estimation in detail. Letµ,Σ,M represent the Gaussian mean vec-
tors, variance matrices, and the fMLLR linear transformation matrix respec-
tively. Subscripts SI and SAT represent the SI acoustic model and the SAT
estimated acoustic model respectively.

During training, speaker specific fMLLR matricesMr are estimated for all
speakers in the training database.MSAT is the fMLLR matrix trained on the
data of all the training speakers, i.e. the speaker independent transformation
matrix that maximizes the observed data from all training speakers. The SD
fMLLR matrices Mr transform the shared speaker adaptive acoustic model
parametersµSAT andΣSAT to speaker dependent variants.

The shared model parametersλSAT, µSAT andΣSAT are updated so that
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they maximize the observed data given the SD fMLLR matrices.The Gaus-
sian mixture weightsλr are speaker dependent, i.e. they are not derived from
common model parameters. However, a global speaker independent set of
Gaussian mixture weightsλSAT is estimated as well.

Algorithm 1 SAT in the combined speaker adaptation algorithm.
Step 1 : Initialize:
λSAT = λSI, µSAT = µSI, ΣSAT = ΣSI, {Mr}R

r=1 = [0, I], {λr}R
r=1 = λSI

for 1 · · · No do
Step 2 : Estimate{Mr}R

r=1 using fMLLR so that the likelihood of the
observation data is maximized, given{λr}R

r=1, µSAT, ΣSAT.
Step 3 : Update{λr}R

r=1, µSAT, ΣSAT, {γr}R
r=1. The symbolγr is used

as shorthand forγr;sk, i.e. the complete set of Gaussian posterior proba-
bilities of training speakerr.
for 1 · · · Ni do

Step 3.1 : Estimate{λr}R
r=1, µSAT, ΣSAT, {γr}R

r=1 using EM so that
the likelihood of the observation data is maximized, given{Mr}R

r=1.

Step 3.2 : UpdateλSAT;sk =
∑

r γr;sk∑
k′

∑
r γr;sk′

end for
end for

As can be seen from algorithm 1, the SAT model parameters{λr}R
r=1,

λSAT, µSAT, ΣSAT, and{Mr}R
r=1 are trained in a nested loop using maximum

likelihood re-estimation. The outer loop optimizes the feature-space transfor-
mation matrices. InStep 2, fMLLR is used to estimate the SD matricesMr

based on the data of the individual training speakers and based on the cur-
rent estimate of the SAT model, i.eλr, µSAT, andΣSAT. It has been proven
in (Gales, 1998) that feature space linear transformation is equivalent to the
mean and variance transformation in the model space:

ōt = Aot + b = Mζt (17)

with M = [b A] andA a full transformation matrix, andζt the observation
vector ζt = [1,oT

t ]T (superscriptT here represents vector transpose). For
reasons we will explain later on, we also estimate a common fMLLR transfor-
mation matrixMSAT on all speakers jointly usingµSAT, ΣSAT andλSAT, the
latter being the common mixture weights as formed inStep 3.2.
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Transforming the observation vectorsζt with M allows the inner loop
to use the standard EM algorithm to update the Gaussian distributions and
mixture weights (Steps 3.1+3.2). In Step 3.1, the update rules (EM) are given
as follows:

λr;sk =
γr;sk∑
k′ γr;sk′

(18)

µSAT;k =
∑

r

∑
t γr;k(t)ōt∑
r γr;k

(19)

ΣSAT;k =
∑

r

∑
t γr;k(t)(ōt − µSAT;k)(ōt − µSAT;k)T∑

r γr;k
(20)

with γr;k(t) the posterior probability of Gaussian componentk at time t for
speakerr.

4 Creating expressive latent speaker vectors

In order for the NMF-based speaker adaptation scheme to be effective, the
latent speaker vectorsW must encode the systematic patterns of variation be-
tween speakers. The effect of some inter-speaker differences on the acoustics,
for example vocal tract length (VTL), is well known and easy to model. As was
shown in (Duchateau et al., 2008), NMF-based weight adaptation can effec-
tively cope with VTL differences. However, if both the Gaussians in the acous-
tic model and the latent speaker vectors inW must cope with such predictable
inter-speaker variation, less modeling power – both in the Gaussians and in
the latent speaker vectors – is available to represent otherless predictable but
important phonetic variations. Hence, a first step towards creating expressive
latent speaker vectors is an adequate feature normalization. In this paper, we
use both spectral mean-normalization and VTLN (Duchateau et al., 2006) to
that end.

Continuing on the above line of reasoning, we can expect thatthe fMLLR
based speaker normalizations used during the speaker adaptive training have
a similar effect. The reduction in inter-speaker variability not only allows the
Gaussians to more accurately represent the phonetic variations in the train-
ing data (Anastasakos et al., 1996, 1997), but also allows the latent speaker
vectors to focus on those aspects which cannot be solved witha linear transfor-
mation. The effect of this will be further investigated in section 6. Combining
NMF-based weight adaptation and fMLLR also brings more flexibility into the
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adaptation scheme. Whereas NMF-based weight adaptation islimited to the
model space encoded by the latent speaker vectors (interpolation), fMLLR can
adapt the acoustic model to situations not observed in the training data (ex-
trapolation). However, this added flexibility comes at a cost: firstly, there is an
increased susceptibility to overfitting on small amounts ofadaptation data and
a risk for divergence when using unsupervised adaptation, and secondly, the
adaptation speed is now in theory limited to that of fMLLR.

A third important rule for obtaining expressive latent speaker vectors is that
theV matrix must be rich enough so that the NMF decomposition can discover
the distinctive Gaussian usage patterns (Laurberg et al., 2008). Due to the non-
negative nature of the elements inV and the use of NMF, zero values carry
no information about Gaussian usage. In other words, it is preferred that a
wide variety of Gaussians are activated and hence contribute to the cumulative
posteriors in order to be able to detect the distinctive correlations between
Gaussian activations.

In (Zhang et al., 2011), we noticed that combining NMF-basedweight
adaptation and SAT leads to a substantially less sparseV matrix. Given that
the SAT and SI Gaussians (see figure 3) are strongly related, we also tried com-
bining the SAT latent speaker vectorW in combination with the SI modelλSI,
µSI, ΣSI to perform the weight adaptation. This resulted in surprisingly good
results when compared to theW from the SI model which was obtained after
decomposing the fairly sparse matrixV from the SI model. This underscores
the importance of having a sufficiently denseV matrix.

Boosting the Gaussian activation so that more relations between Gaussian
activations are recorded can also be achieved with a simple Gaussian exponen-
tiation (GE) scheme that lowers the dynamic range of the Gaussian likelihoods.
The “likelihood” of an observation is now calculated as follows:

p(ot|s, r,Φ) =
∑

k

λr;sk (Nsk(ot))
α (21)

with α a constant in the range[0, 1].
Although p(ot|s, r,Φ) is no longer a proper probability distribution, one

can still update all model parametersΦ so that the total “log likelihood” over
all observations is maximized. The update rules for the Gaussian means and
variances are identical to the standard update rules, i.e.α = 1. The update rule
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Figure 4: Diagram of the NMF-based rapid speaker adaptationsystem com-
bined with the Gaussian exponentiation scheme.

for the Gaussian mixture weights changes to:

λr;sk =
γ

(α)
r;sk∑

k′ γ
(α)
r;sk′

(22)

with

γ
(α)
r;sk =

∑
t

λr;sk (Nsk(ot))
α∑

k′ λr;sk′ (Nsk′(ot))
α γr;s(t) (23)

The Gaussian mixture weights are initialized with the SI weights: λr;sk =
λSI;sk.

Figure 4 illustrates the overall structure of the training stage of the NMF-
based speaker adaptation system when combined with the Gaussian exponen-
tiation scheme. First, the original SD Gaussian mixture weightsλr;sk are re-
estimated to accommodate for the Gaussian exponentα by means of several
EM iterations. Next, the updated SD cumulative Gaussian posteriorsγ

(α)
r;sk are

used to formulate the NMFV matrix which in turn is used to estimate the la-
tent speaker vectors (see section 2). Since all updates are still based on the EM
algorithm, the derivation in section 2.2 still holds.

5 Combining NMF with eigenvoice speaker adaptation

Eigenvoice speaker adaptation (Kuhn et al., 2000) is another popular Gaussian
mean adaptation algorithm. It allows fast speaker adaptation by expressing
the Gaussian means as a combination of eigenvoices. The eigenvoice method
and the NMF-based weight adaptation techniques can be expected to com-
bine very well for several reasons. i) Both eigenvoice speaker adaptation and
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NMF-based weight speaker adaptation maximize the likelihood of the enroll-
ment data. ii) NMF-based weight speaker adaptation provides an elegant so-
lution to the problem that eigenvoice speaker adaptation technique cannot be
readily used to adapt the Gaussian mixture weights. iii) Forboth techniques,
the acoustic models of the evaluation speaker are expressedas linear combina-
tions of a set of latent vectors, which are estimated from thespeaker dependent
acoustic models of the training speakers. iv) Both techniques are rapid speaker
adaptations with a limited number of parameters to be estimated based on the
enrollment data.

In eigenvoice speaker adaptation, the set of Gaussian mean vectorsµe of
an evaluation speakere is expressed as a linear combination of eigenvoices,
which are derived from the training speakers. These eigenvoices are estimated
as follows. Firstly, the SD mean vectors{µr}R

r=1 of theR training speakers are
estimated. Next, principle component analysis (PCA) is used to estimate the
eigenvectors from the covariance or correlation matrix of the training speaker
SD mean vectors. TheJ eigenvectors with the largest corresponding eigenval-
ues are kept as eigenvoices{φj}J

j=1 with j the eigenvoice index.
The desired evaluation speaker mean vectorµe is expressed as a linear

combination of the derived eigenvoices.

µe = φ1ρ1 +
J∑

j=2

φjρj (24)

with weighting coefficients{ρj}J
j=2. The first eigenvoiceφ1 is set to the SI

mean vectorµSI, with corresponding coefficientρ1 = 1.0. The other weight-
ing coefficients{ρj}J

j=2 are estimated by maximizing the likelihood of the
enrollment data. As is described in (Kuhn et al., 2000), thiscan be done by
solving matrix equation (25):∑

s,k,t

γe;sk(t)φT
j;skΣ

−1
SI;sk(ot − φ1ρ1;sk) =

∑
s,k,t

γe;sk(t)

{
J∑

i=2

ρiφ
T
i;skΣ

−1
SI;skφj;sk

}
, ∀j = 2 · · · J (25)

whereΣSI;sk is the speaker independent covariance matrix of Gaussiank at
states respectively.

Like the NMF-based weight speaker adaptation algorithm, the eigenvoice
speaker adaptation algorithm updates both the seen and unseen model parame-
ters. The relations between the SD means of the training speakers are encoded
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in the eigenvoices. By exploiting these relations, means ofGaussians not ac-
tivated during the enrollment phase (unobserved Gaussians) will still be up-
dated by extrapolating their transformation based on thosethat were observed.
Furthermore, the number of degrees of freedom to fit a target speaker equals
the number of eigenvoices minus one (φ1 = µSI, ρ1 = 1.0). Given that the
number of eigenvoices is small, only a few parameters have tobe estimated
and hence the eigenvoice speaker adaptation technique can be used to perform
rapid speaker adaptation given small amounts of enrollmentdata.

The procedure used for combined eigenvoice and NMF-based weight adap-
tation in a SAT framework are outlined in Algorithm 2. As outlined in (Zhang
et al., 2012) it cascades the eigenvoice and NMF estimation procedures. Dur-
ing evaluation, the eigenvoice weighting coefficients{ρj}J

j=2 and the NMF
latent vector coefficientshe of the evaluation speakers are estimated by max-
imizing the likelihood of the enrollment data, given that the adapted means
and weights are expressed as linear combinations of latent vectors (Eqs (24)
and (15)). Maximizing the likelihood is equivalent to maximizing the auxiliary
function using EM.

Q(he, ρj) = Q(he) + Q(ρj) (26)

with
Q(he) =

∑
s,k,t

γsk(t) log(
∑

l w(s,k),lhe;l)

Q(ρj) = −1
2

∑
s,k,t

γsk(t)
{
n log(2π) + log |ΣSAT;sk|+

(ot −
∑J

j=1 φjρj)T Σ−1
SAT;sk(ot −

∑J
j=1 φjρj)

} (27)

with n the feature dimension. The optimum can be found by iteratingequa-
tion (25) (with µSI = µSAT and ΣSI = ΣSAT) and equation (15) until the
coefficients converge.

6 Experiments

6.1 Recognition system

The Wall Street Journal (WSJ) corpus is used for training, developing and test-
ing the proposed weight adaptation algorithm. Training is done on the SI-284
data from both WSJ0 and WSJ1 comprising 81 hours from 284 speakers. The
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Algorithm 2 Deriving the latent vectors for adaptation

Step 1 : Initialize the SD mean vectors{µr}R
r=1 and Gaussian mixture

weights{λr}R
r=1 of the training speaker,

µr = µSAT; λr = λSAT with r = 1 · · ·R
Step 2 : Estimate theR SD mean vectors{µr}R

r=1 of the training speakers,
usingMSAT as the transformation matrix.
Step 3 : Reestimate the SD mean vectors using MAP.

µ
(MAP)
r;sk =

γr;sk

γr;sk + Γ
µr;sk +

Γ
γr;sk + Γ

µSAT;sk (28)

whereγr;sk is the cumulative Gaussian posterior probability;Γ is the pa-
rameter to control the relative weight of the priorµSAT.
Step 4 : Estimate the eigenvoices{φj}J

j=1 by applying PCA to the correla-
tion matrix of the Gaussian means{µ(MAP)

r }R
r=1.

Step 5 : Estimate the eigenvoice weighting coefficients{ρj}J
j=2 of the train-

ing speakers by maximizing the likelihood of the data. The coefficients can
be computed from equation (25). This step is iterated until the coefficients
{ρj}J

j=2 converge.
Step 6 : Estimate the SD weight vectors{λr}R

r=1 of the training speakers
using the adapted mean vectors estimated inStep 5.
Step 7 : Form the NMFV matrix. Therth SD weight vectorλr forms the
rth column ofV .
Step 8 : Estimate the latent vectorsW using NMF by maximizing the like-
lihood of the training data.

baseline speech recognizer used in our experiments is a semi-tied Gaussian
mixture HMM system. The system uses a shared pool of 32.754 Gaussians
to model the observations in 5967 cross-word context-dependent tied triphone
states, using 94 Gaussian probability densities on averageper state. All acous-
tic units — context-dependent variants of one of the 42 phones or silence —
have a 3-state left-to-right topology. The acoustic features consist of 22 MEL
spectra with mean normalization and VTLN (Duchateau et al.,2006), aug-
mented with their first and second order time derivatives, which results in 66
dimensional feature vectors. These features are then mapped to a 39 dimen-
sional space by means of a discriminative linear transformation and decorrela-
tion (Demuynck, 2001).
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development data evaluation data
dev92 dev93 Nov92 Nov93

corpus 5k 20k 5k 20k 5k 20k 5k 20k
#speakers 10 10 10 10 8 8 10 10
#sentences 410 403 513 503 330 333 215 213
#words 6780 6724 8639 8235 5353 5643 3854 3448
#spch/spkr 220 220 283 274 226 238 122 115
mean±std.dev. ±15 ±16 ±35 ±35 ±18 ±28 ±21 ±19

Table 1: Development and evaluation corpora properties.#speak-
ers: total number of speakers.#sentences: total number of sentences.
#spch/spkr mean±std.dev. : average amount of speech (excluding silence)
in seconds per speaker and standard deviation.

For developing and evaluating the system, we combined the WSJ 5k closed
and 20k open vocabulary non-verbalized punctuation Nov92 and Nov93 tasks.
By combining all evaluation data, we obtained one large evaluation set con-
taining 101 minutes of speech (18.298 words). The combination of all corre-
sponding development data was used to tune system parameters such as prun-
ing thresholds and the weight ratio between the language model and the acous-
tic model. The properties of the development and evaluationdata are given in
table 1. Note that each pair of 5k and 20k sub-tasks share the same speakers.
This property allowed us to select the enrollment data outside the current sub-
task, i.e. draw enrollment data from the 5k sub-task to recognize the sentences
from the corresponding 20k sub-task and vice versa. This way, the amount
of enrollment data could also be easily varied, up to at least100 s of data per
speaker.

The recognition system uses a 75k lexicon, containing the most frequent
words from the 119M word corpus provided with the WSJ0+1 database. This
resulted in an out-of-vocabulary ratio of 0.08% – 0.12% on the development
and evaluation set respectively. The phonetic transcriptions for the train data,
enrollment data and the 75k recognition lexicon were drawn from CMUdict
0.6d. As language model, a standard trigram using modified Kneser-Ney dis-
counting (Chen and Goodman, 1998) trained on the WSJ0+1 119Mword
corpus was employed.

For unsupervised adaptation, a two-pass scheme is required. Note that in
order to be able to compare results, we use the exact same enrollment data for
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both the supervised and unsupervised adaptation tests. In unsupervised mode,
the recognizer first processes the enrollment data, generating both single best
word sequences and word lattices. Based on the word posteriors derived from
the word lattices, the 30% least likely words are discarded from the single best
word sequences. From there on, the recognition proceeds as with supervised
adaptation: Viterbi alignment is used to find the best state alignment, which
is then used to estimate the Gaussian mixture weight posterior probabilities
and/or the fMLLR statistics needed for the adaptation.

Note that when combining SAT and NMF adaptation with only a few sec-
onds of adaptation data, the speaker specific fMLLR estimateMe was found
to be unreliable and hence was replaced withMSAT (see figure 3) during adap-
tation and evaluation.Me was only estimated and used when adapting on all
data of a speaker.

For the NMF-based weight adaptation,W is initialized with the absolute
value of standard normally distributed pseudo random numbers. A small value
of 0.01 is added to avoid zeros. MatrixW is thenL1 normalized per column
and per state. MatrixH is initialized asW T V followed by L1 normaliza-
tion per column. The vectorhe is initialized analogous toH. Preliminary
experiments using random initialization forW , H, andhe showed no signif-
icant difference in recognition performance, given a sufficient number of MU
iterations.

4000 MU iterations were used to construct the latent vectorsW . We ap-
plied 3 iterations (N0 = Ni = 3 in Algorithm 1) of EM in the SAT experiment.
10 MU iterations were used to estimate the Gaussian mixture weights during
the adaptation phase. These values were optimized on the development set:
higher values provide no improvement in WER.

6.2 Experimental results

6.2.1 Word error rate

Table 2 shows the word error rate (WER) in % on the evaluation data for the
different speaker adaptation algorithms with SI and SAT acoustic models re-
spectively.

For the NMF decomposition, the number of latent speaker vectors is set to
10 for all but four experiments and the cumulative posteriors corresponding to
the 3-state silence model are discarded fromV . Hence, the silence states retain
their SI/SAT model parameter values. The constantα for the Gaussian expo-

NMF-BASED WEIGHT ADAPTATION 81



adaptation method amount of adaptation data (s)
0 3 6 8 100+

supervised adaptation, SI acoustic models
no adaptation 6.42
NMF[10] 6.27 6.30 6.32 6.28
NMF[40] 6.19
fMLLR 7.02 6.28 6.17 5.97
GE, NMF[10] 6.13 6.08 6.15

unsupervised adaptation, SI acoustic models
GE, NMF[10] (30%) 6.13

supervised adaptation, SAT acoustic models
no adaptation 6.37
NMF[10] 6.06 6.08 6.09 6.01
NMF[40] 6.01 6.06 6.08 6.03
fMLLR 6.96 6.33 6.18 6.01
eigenvoice[10] 5.95 5.99 5.90 5.97
eigenvoice[40] 6.15 6.04 6.00 6.04
fMLLR + NMF[10] 6.79 5.97 5.91 5.68
eigenvoice[10] + NMF[10] 5.87 5.89 5.76 5.81
eigenvoice[40] + NMF[40] 6.01 5.88 5.78 5.69

unsupervised adaptation, SAT acoustic models
NMF[10] (30%) 6.10
NMF[10] (0%) 6.02

Table 2: Evaluation data WER (%) obtained with SI and SAT acoustic model
and different speaker adaptation algorithms. The number oflatent speaker vec-
tors is given between square brackets in the first column.100+ : the amount
of adaptation data per speaker is around 240 seconds for Nov92 and 100 sec-
onds for Nov93 (see table 1).(·%) : percentage of words discarded during
unsupervised adaptation.

nentiation was set to 0.2 since this gave the best results on the development
data.

As can be seen from table 2, supervised NMF-based weight adaptation on
the baseline SI acoustic model (SI+NMF[10] andSI+NMF[40] — the num-
ber between square brackets is the number of latent speaker vectors) only pro-
vides a modest reduction in WER over the SI baseline. This contrasts with the
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(b) W matrix.

Figure 5: Distribution of the normalizedV andW values in the NMF algo-
rithm. The x-coordinate shows the fraction of the sorted weight values. The
y-coordinate is the sorted weight value, which is between 0 and 1.

results reported in (Duchateau et al., 2008) which show a 5% to 15% rela-
tive improvement in this situation. However, the setup in (Duchateau et al.,
2008) did not include VTLN in the front-end preprocessing. Consequently the
NMF-based speaker adaptation predominantly adapts the acoustic model to the
speaker gender. In other words, in (Duchateau et al., 2008),the NMF-based
speaker adaptation process mainly plays the role of VTLN, while in our setup,
any observed improvement is an improvement in addition to VTLN.

Both theSI+NMF andSAT+NMF experiments show that there is no sub-
stantial improvement when the number of latent speaker vectors is increased
from 10 to 40, even when sufficient enrollment data are available. Preliminary
experiments to determine the optimal range for the number oflatent speaker
vectors, were consistent with this observation. The reasoncould be that the
NMF decomposition could not extract more than 10 different distinct speaker
characteristics from the training data (284 speakers). This will be further ana-
lyzed in section 6.2.3.

Switching to the combination SAT+NMF shows that improvements can be
obtained with the NMF-based weight adaptation scheme. The fact that NMF-
adaptation also works when only a single enrollment sentence is used (3 to 8
s of adaptation speech) and hence fMLLR-adaptation is bypassed (as stated in
section 6.1,MSAT is used instead ofMe in this case), shows that the difference
in behaviour between the SI+NMF and SAT+NMF setup is to be attributed pri-
marily to an improved latent vector matrixW . In fact, replacing theW matrix
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in the SI+NMF setup with theW matrix from the SAT setup resulted in a sig-
nificant improvements as well. In other words, NMF-based weight adaptation
works well if high quality latent speaker vectors can be learned. As was stated
earlier, the key assumption underlying the NMF adaptation technique is that
relevant Gaussian usage patterns can be learned from the training data. With
SAT, each emission probability density of the speaker-dependent HMM states
will have more active Gaussians, hence providing richer information to the
NMF decomposition. This results in better latent vectors. This is illustrated
in figure 5. The dash-dot line in figure 5a shows that with SAT there are more
active Gaussians in theV matrix and after NMF decomposition, more active
Gaussians are kept in theW matrix, which is represented by the dash-dot line
in figure 5b. Given the non-negative nature of the values inW , the only way
systematic Gaussian usage patterns can be encoded is by having positive val-
ues for the respective Gaussians. Hence, having more non-zero elements is
a strong indicator that more (relevant) usage patterns are recorded inV . It
is also shown in figure 5b that without VTLN the recorded correlations are
further reduced to those related to the speaker’s gender.

The results obtained with Gaussian exponentiation (SI+GE+NMF) are con-
sistent with this conclusion. As can be seen from the thin solid colored lines in
figure 5, applying the Gaussian exponentiation lowers the number of Gaussians
that show no activity at all for certain speakers in the traindatabase. Hence, the
NMF decomposition can learn more relevant usage patterns which results in
a higher qualityW matrix and a decrease in WER compared to the SI+NMF
setup.

The NMF-based weight adaptation is also compared with fMLLRspeaker
adaptation. Comparing the different setups shows that fMLLR is sensitive to
the amount of adaptation data. With sufficient amounts of enrollment data,
fMLLR lowers the SI WER on average by 6%. However, when the amount of
adaptation data is limited to 3 s of data, it is no longer possible to reliably es-
timate the speaker dependent transformation matrixMe. In fact, fMLLR now
significantly deteriorates the recognition performance. NMF-based weight
adaptation on the other hand is very robust w.r.t. the amountof adaptation
data. Even with only 3 s of adaptation speech, improvements similar to those
obtained with fMLLR with 100+ s of data (5% relative) can be observed. When
NMF-adaptation is combined with fMLLR, an additional improvement is ob-
served with sufficient amounts of enrollment data.

The NMF-based weight adaptation algorithm and the eigenvoice algorithm
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alone show similar performance. However, the larger dimensionality of the
eigenvoices could make the eigenvoices more susceptible tooverfitting when
only limited amounts of enrollment data are available. Thismay explain the
increase in WER when using 40 instead of 10 eigenvoices with only 3 s of en-
rollment data for the eigenvoice system, whereas the weightadaptation (with
lower dimensional latent vectors) shows no signs of overfitting. By combin-
ing these two methods together, there are consistent improvements over both
the eigenvoice and the NMF-based weight adaptation schemesby themselves.
For example, with 10 degrees of freedom and 3 s of enrollment data, the per-
formance of the recognition system is improved by 1.3% relatively over the
best single adaptation method, resulting in a 7.9% improvement compared to
the SAT baseline. When more degrees of freedom (40) and more enrollment
data (100+) are available, this improvement increases to 5.8% compared to the
eigenvoice approach and 10.7% compared to the SAT baseline.Furthermore,
the combination with less degrees of freedom (eigenvoice[10]+NMF[10]) gives
better results than either the eigenvoice or the NMF-based weight adaptation
with more degrees of freedom (eigenvoice[40] and NMF[40] respectively).
This could be explained by the fact that the eigenvoice adaptation keeps the
Gaussians that are not needed for a certain training speakerclose to their SI po-
sitions. This may create a source for undesirable overlap ofstate densities. The
NMF weight adaptation can suppress these Gaussians by assigning a relative
small value or zero to the corresponding Gaussian mixture weights. Compared
with thefMLLR+NMF[10] combination scheme, theeigenvoice[10]+NMF[10]
also shows better performance with less enrollment data. When more enroll-
ment data (100+) are available, theeigenvoice[40]+NMF[40] with 80 degrees
of freedom gives similar performance asfMLLR+NMF[10] with about twenty
times more degrees of freedom.

These results show that NMF-based Gaussian mixture weight adaptation
and eigenvoice-based mean adaptation are compatible with each other and
that this combination can perform fast speaker adaptation.Both adaptation
algorithms outperform fMLLR given less enrollment data. NMF-based weight
adaptation is complementary to eigenvoice speaker adaptation and fMLLR.

The experiments with unsupervised adaptation show that NMF-adaptation
is not affected by a small amount of transcription errors in the enrollment data
(unsupervised adaptation data). Even when not removing thewords with the
lowest confidence score, NMF-adaptation still works admirable. This, in com-
bination with the (very) fast adaptation provided by NMF (see next section)
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Figure 6: WER (%) in function of the amount of adaptation data. The dash-
dot line marks the WER of the SI model without any adaptation technique.
The dashed and solid lines correspond to the supervisedSAT+NMF[10] and
GE+NMF[10] adaptation respectively. The thick lines and dots represent the
average WER, the thin lines and downward-pointing triangles indicate the limit
for the 98% confidence interval (single sided) on the WER.

opens up the possibility to implement NMF-based speaker adaptation in a sin-
gle pass low-latency recognition system.

6.2.2 Adaptation speed and convergence

An extra batch of experiments was conducted to investigate the adaptation
speed and convergence of the proposed algorithm in more detail. Stretches
of adaptation data ranging from 20 ms to 8 s (excluding silence) were selected.
For each length, 40 disjunct segments (containing different phonetic content)
of adaptation data were chosen randomly: 20 segments from the 5k sub-task
and 20 segments from the 20k sub-task. Figure 6 shows the relation between
the obtained WER and the amount of adaptation data. To quantify the un-
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certainty on the WER due to choice of enrollment data, the 98%single sided
confidence intervals on the word error rates are estimated. Astandard normal
distribution is used to model the variation on the WER:

p(
WER− µWER

σWER
≤ CRWER) = 0.98 → CRWER = 1.98 (29)

with µWER andσWER being the mean and standard deviation of the WER over
the set of 20 experiments and CRWER the critical value, i.e. in less than 2%,
the obtained WER will be higher thanµWER + CRWER× σWER.

It can be seen that if at least 0.5 s of adaptation data are available, the
proposed algorithms will improve upon the SI (non-adapted)speech recog-
nition system in at least 98% of random drawings of adaptation data. The
proposed Gaussian mixture weight adaptation algorithm also converges very
fast: once 3 s or more data have been processed, the dependency of the WER
on the phonetic content of the enrollment data or on the amount of enrollment
data becomes small in comparison to the average absolute improvement. The
plot also shows that NMF-based Gaussian mixture weight adaptation com-
bined with SAT or Gaussian exponentiation gives similar performance.

The fast adaptation and convergence show that (1) NMF is not susceptible
to overfitting when only small amounts of enrollment data areavailable, and
(2) NMF generalizes well and hence can work with very small amounts of
adaptation data.

6.2.3 Content of the latent speaker vectors

We also investigated the correlations between the latent speaker vectors and
some observable speaker characteristics. The analysis waslimited to the 200
WSJ1 training speakers for which speaker meta-data are available. The follow-
ing speaker characteristics (with corresponding classes and number of speakers
belonging to each class) were considered:gender (male: 100, female: 100),
age (< 25: 26, < 35: 75, < 45: 55, < 55: 26,≥ 55: 16), andregion where
the speaker went to primary school (West: 110, the Midlands:27, Southern:
19, New England: 16, the Inland North: 9, New York City: 6, North Central:
5). The classification was done with a linear classifier (Ui in equations (30)
and (31)) trained on the latent speaker coefficientsH in a leaving-one-out
scheme with NMF as described below.

To perform the classification with NMF, a grounding matrixG is formu-
lated whose columns are binary unit vectors. Taking the gender as an example,
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HMM providing the latent vectors
meta-data priors SI, no VTLN SI, VTLN SAT, VTLN GE, VTLN

gender 50 99 94 95 99
age 38 41 48 51 47

region 57 57 54 57 57

Table 3: Classification accuracy in (%) for different speaker characteristics.

the size ofG is 2 × R. If speakerr is a female, the corresponding element
in the first row ofG is set to 1. Otherwise the element in the second row is
set to 1.Hi− andGi− are derived fromH andG respectively by leaving the
ith column (speaker) out. The gender prediction matrixUi is estimated with
NMF. In other words, one tries to predict the gender from the latent vector
coefficientsHi−.

Gi− ≈ UiHi− (30)

The assessed gender vectorĝi for speakerith is calculated as follows.

ĝi = Uihi (31)

The index of the maximum value in̂gi determines the estimated gender of the
ith training speaker, i.e. the speaker left out in the leaving-one-out scheme.

The classification results are shown in table 3, with classification results
based on the prior class distributions and based on the latent speaker coeffi-
cients for a SI model without VTLN added for reference. Figures 7, 8a and 8b
depict the content of the latent speaker coefficient matrixH for NMF com-
bined with SAT, with the speakers re-ordered according to some speaker char-
acteristic. These plots show three of the more interesting results and also il-
lustrate how the NMF-based classification system (equations (30) and (31))
operates.

From table 3, it can be concluded that without VTLN,gender is the only
discernible speaker characteristic. Adding VTLN allows the NMF-decomposition
to encode additional speaker characteristics such asage in the latent vectors.
However,gender remains by far the most prominent feature, indicating that
neither VTLN nor fMLLR can completely compensate for the gender differ-
ences. The investigation whether the latent speaker vectors also reflect speaker
accent, measured by means of theregion where the speaker went to primary
school, was inconclusive. The lack of any observed correlation could be caused
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Figure 7: Latent speaker coefficients in function of gender (SAT model).

by several factors: (i)region may not predictaccent since a great amount of
the speakers moved among different regions, (ii) other characteristics such as
ethnicity may be more related to accent, and (iii) we work on read speech so
most speakers adopt a relative standard English accent.

Similar conclusions can be drawn from a visual inspection ofthe latent
vector coefficients. Figure 7 illustrates how the latent speaker vectors encode
the gender information of the training speakers: female speakers are described
by the latent vectors with index 2, 3, 5, 7 and 10, i.e. those vectors (W matrix)
which have large coefficients (H matrix) for the female speakers; the remain-
ing 5 latent vectors describe the male speakers. Figure 8 shows how VTLN
and SAT improve the NMF decomposition so that additional speaker charac-
teristics such asage start to be encoded. In order to visualize the effect age has
on of the latent speaker vectors, the preponderant gender feature is removed by
only showing the female speakers. The speakers are sorted according to age,
with the left panel showing the relation between speaker index and age. Fig-
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(a) modelSAT, VTLN.

(b) modelSI, no VTLN.

Figure 8: Latent speaker coefficients in function of age for female speakers.
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ure 8a shows that some systematic patterns of latent speakervector usage can
be observed when using VTLN and SAT: the latent speaker vectors 2, 3 and 5
which show significantly more activation in the left lower corner of the latent
speaker coefficient figure, are mainly used to describe people younger than 25
years old; the latent speaker vectors mainly used to describe people older than
55 are 7 and 10 and these show more activation in the right top corner. With-
out VTLN and SAT ( figure 8b) no such systematic patterns can beobserved.
Similarly, no systematic patterns could be discerned on visual inspection of the
latent vector coefficients in function of the speaker’sregion.

7 Conclusions and future research

This paper described a novel model space fast speaker adaptation scheme that
adjusts the Gaussian mixture weights. The target speaker weights are ex-
pressed as a linear combination of latent speaker vectors. The latent speaker
vectors encode systematic patterns of variation in Gaussian usage between
speakers. The vectors are learned by means of NMF on statistics collected
for all speakers that make up the training data.

By relying on pre-learned correlations, the statistics forboth the seen and
unseen acoustic model parameters (phones) are updated, resulting in good gen-
eralization. Furthermore, expressing weights in functionof a few latent vectors
limits the number of free parameters. Constraining the model space avoids
overfitting. Nevertheless, weight adaptation still allowscomplex non-linear
redistributions of the probability mass. These propertiescombined make that
the proposed Gaussian mixture weight adaptation algorithmrequires very little
adaptation data (improvement in accuracy with 98% confidence after 0.5 s of
data, convergence after 3 s of data on our tests), which is important for speech
recognition applications where the amount of enrollment data is limited.

The effectiveness of the weight adaptation is directly related to the quality
of the latent speaker vectors. Deriving high quality latentvectors requires that
sufficiently rich statistics are collected from the training data. We proposed
two methods to achieve this. Speaker adaptive training results in more active
Gaussians and hence a richer input. The Gaussian exponentiation scheme low-
ers the dynamic range of the Gaussian likelihoods, revealing more correlation
between Gaussian activations. In both cases, by encoding more relevant active
Gaussian relations, more speaker characteristics were encoded in the latent
speaker vectors, which in turn lead to a more effective weight adaptation.
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Using the NMF-based weight adaptation in combination with SAT or GE
decreased the WER on the WSJ 92 and 93 tasks with 5% compared tothe origi-
nal speaker independent system, which already included VTLN. This improve-
ment is comparable with what is achieved with fMLLR on 100+ s of adapta-
tion data. We also noticed that the NMF based weight adaptation and fMLLR
based mean and variance adaptation are complementary to each other. The
combination of these two adaptation techniques yielded further improvements
in recognition performance, and given that both NMF-based weight adaptation
and fMLLR are ML techniques, the combination is straightforward. The NMF
weight adaptation and eigenvoice mean adaptation techniques are also com-
patible with each other. The combination of these two techniques outperforms
the eigenvoice speaker adaptation technique alone consistently for both large
or small amounts of enrollment data. The combination of NMF weight adapta-
tion and eigenvoice mean adaptation was also found to outperform adaptation
designs with more degrees of freedom, such as NMF weight adaptation alone,
eigenvoice mean adaptation alone and NMF combined with fMLLR.

Unsupervised adaptation works equally well as supervised adaptation, even
without filtering out the words with a low confidence score. This, in combi-
nation with the very fast adaptation opens up the possibility to include NMF-
based speaker adaptation in a single pass low-latency recognition system.

Future research will focus on additional methods to improvethe quality of
the latent vectors. We also intend to apply hierarchical weight decomposition
as to adjust the degrees of freedom in the NMF-adaptation to the amount of
available adaptation data. Switching to a small number of base vectors (de-
grees of freedom) avoids the overfitting problem when littleenrollment data
are available. Increasing the number of base vectors with large amounts of
enrollment data allows the system to get closer to the true speaker dependent
model.
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Chapter 4

Joint environment and
speaker variability
compensation

In the ideal situation where the training and testing conditions of an
ASR system are identical, the ASR system can produce good recognition
performance. However, as explained in chapter 2, in reality it is very
common that the ASR training and testing audio segments are recorded
under different noise environments. Even if the audio files are recorded
under the same environment, the speakers of these different recording
segments could be different. All these factors result in performance
degradation of an ASR system. In this chapter, we will propose different
model-based algorithms to compensate for the environment (and speaker)
variability in an ASR system. Before we introduce our own methods,
different popular algorithms to perform model-based noise (and speaker)
compensation are briefly introduced.
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4.1 Mean and covariance based noise (and speaker)
compensation

In chapter 2, we have explained different feature-based front-end noise
compensation algorithms. In this section, we will briefly review several
commonly used model-based noise compensation algorithms.

4.1.1 Vector Taylor series noise compensation

The vector Taylor series (VTS) compensation technique [5, 56] estimates
the probability density distribution of the noisy data by linearizing the
non-linear transformation function in eqn. (2.5) or eqn. (2.7) (only the
static feature vectors). By applying a truncated vector Taylor series
expansion, the non-linear transformation function is linearized. With
a linear transformation, the mean and covariance of the noisy speech
distribution can be written out as functions of the mean and covariance
of the corresponding clean speech distribution. In VTS, the convolutive
and additive noise signal distributions are expressed as a single Gaussian
distribution respectively:

n(c) ∼ N (µ(c)
n ,Σ(c)

n )

h(c) ∼ N (µ(c)
h ,Σ(c)

h )
(4.1)

with n(c) and h(c) the additive and convolutive noise in cepstral
domain respectively. Symbols µ(c)

n and Σ(c)
n and µ(c)

h and Σ(c)
h are the

corresponding mean and covariance matrices. The cepstral domain noisy
observation o(c)

k given by eqn. (2.7) can be approximated by a first-order
Taylor series expansion around the mean values (µ(c)

x;k, µ
(c)
h , µ(c)

n ) for
Gaussian component k of clean speech x(c). Symbol µ(c)

x;k is the mean
vector of the clean speech for Gaussian k [5, 56, 57].

o
(c)
k ≈ µ

(c)
x;k + µ(c)

h +C log
(

1 + exp
(
C−1(µ(c)

n − µ
(c)
x;k − µ

(c)
h )
))

+

Jx;k(x(c) − µ(c)
x;k) + Jh;k(h(c) − µ(c)

h ) + Jn;k(n(c) − µ(c)
n ) (4.2)
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with the Jacobian matrix J :

U = CFC−1

Jx;k = ∂o(c)

∂x(c) = U

Jh = ∂o(c)

∂h(c) = U

Jn = ∂o(c)

∂n(c) = I −U

(4.3)

where F is a diagonal matrix with diagonal elements expressed as a
vector:

f(µ(c)
n − µ

(c)
x;k − µ

(c)
h ) = 1

1 + exp(C−1(µ(c)
n − µ(c)

x;k − µ
(c)
h ))

(4.4)

By linearizing the non-linear transformation in eqn. (2.7) as eqn. (4.2),
the mean and covariance matrices of the noisy speech o(c)

k given clean
Gaussian component k are given as the follows:

µ
(c)
o;k = µ

(c)
x;k + µ(c)

h +C log
(

1 + exp
(
C−1(µ(c)

n − µ
(c)
x;k − µ

(c)
h )
))

Σ(c)
o;k = Jx;kΣ

(c)
x;kJ

T
x;k + JhΣ(c)

h J
T
h + JnΣ(c)

n J
T
n

(4.5)
Taking into account that the Jacobian matrices are full matrices, the noisy
speech Gaussian covariance matrix is not a diagonal matrix anymore even
though the clean speech Gaussian is a diagonal matrix. To have a diagonal
covariance matrix, the estimated noisy speech Gaussian covariance matrix
has to be approximated by a diagonal matrix [57].

By assuming that the channel noise h is constant (4h = 0 and44h = 0),
the dynamic velocity and acceleration features can be estimated based
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on eqn. (4.2) [5, 56].

µ4y ≈ Jxµ4x

Σ4y ≈ JxΣ4xJTx + (I − Jn)Σ4n(I − Jn)T

µ44y ≈ Jxµ44x

Σ44y ≈ JxΣ44xJTx + (I − Jn)Σ44n(I − Jn)T

(4.6)

Given the statistics of the convolutive noise and the additive noise, each
clean speech Gaussian component distribution is transformed to a new
Gaussian distribution with mean and covariance given by eqn. (4.5).
However, we have already learned from figure 2.2 in chapter 2 that the
additive noise could cause noisy speech with a non-Gaussian distribution
given clean speech with a Gaussian distribution. In this respect, VTS
does not produce a good estimate of the noisy speech distribution.

4.1.2 Parallel model combination

Similar to VTS, in parallel model combination (PMC) [29, 57], the
Gaussian means and covariances of the noisy speech are estimated by
transforming the corresponding means and covariances of the clean speech
given the corresponding noise statistics. Different from VTS where a
single Gaussian is used to describe the noise distribution, PMC uses a
GMM model to express the distribution of the noise. This is given as
follows.

n(c) ∼
∑
k

λ
(c)
n;kN (µ(c)

n;k,Σ
(c)
n;k) (4.7)

with k the Gaussian component index and λ(c)
n;k the Gaussian mixture

weight of Gaussian component k. To estimate the distribution of the
noisy speech, the clean speech model and noise model will be combined
in the appropriate the linear-spectral or log-spectral domain. So first the
Gaussian mean and covariance matrices of both the clean speech and
noise will be converted to this appropriate domain. The transformations
of the mean and covariance matrices to the log-spectral domain are given
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by eqn. (4.8) [29]. 
µ(l) = C−1µ(c)

Σ(l) = C−1Σ(c)(C−1)T
(4.8)

Here we ignored the Gaussian component index and the state index
for simplicity. Then the corresponding mean and covariance in the
linear-spectral domain is given by eqn. (4.9).

µi = exp(µ(l)
i + Σ(l)

ii /2)

Σij = µiµj

(
exp(Σ(l)

ij − 1)
) (4.9)

with i meaning the ith vector element. It is assumed that the sum of two
log-normal distributions is also a log-normal distribution and that the
speech and noise are additive in the linear-spectral domain. Then the
noisy speech Gaussian mean and covariance (corresponding to the static
feature vectors) in linear-spectral domain are given as the weighted mean
or covariance addition of the clean and noise distribution, respectively.µy = gµx + µn

Σy = g2Σx + Σn

(4.10)

with g a weighting coefficient which accounts for the clean speech gain
under noise [29]. The log-spectral domain noisy speech mean and
covariance can be approximated by inverting eqn. (4.9).

µ
(l)
y;i ≈ log(µy;i)−

1
2 log

(Σy;ii
µ2
y;i

)

Σ(l)
y;ij ≈ log

( Σy;ij
µy;iµy;j

) (4.11)

The velocity and acceleration feature vectors are also transformed
according to [72].

The above described PMC technique belongs to the non-iterative PMC
technique, whose noisy speech model parameters are not estimated by
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maximizing the likelihood of the observed noisy speech. Like VTS, the
underlying assumption for the non-iterative PMC is that the combination
of a clean speech Gaussian and noise Gaussian pair still results in a
Gaussian distribution used as one noisy speech component. To model the
complex non-Gaussian distribution, an improved PMC method – iterative
data-driven PMC (DPMC) – is proposed [29]. In DPMC, clean speech
observations and noise observations are generated separately given the
corresponding clean speech model and noise model respectively. Then
these observations are combined together to generate the noisy speech
observations using the appropriate mismatch function. The standard
HMM training process can be applied on these newly generated noisy
observations to train the corresponding acoustic models for the noisy
data [29].

4.1.3 VTS and MLLR based noise and speaker compensation

We have explained several popular mean (and variance) based noise and
speaker compensation algorithms separately. In paper [81, 82], a method
to compensate for both noise and speaker variability has been proposed.
In this method, the noise and speaker effects are factorized or decoupled
and the compensation for noise and speaker can be applied separately. In
this model-based method, the Gaussian mixture means and covariances
are adapted towards the target speaker and noise dependent (SND)
model given certain amounts of enrollment data. VTS, which linearizes
the non-linear mapping function from clean speech to noisy speech, is
used to estimate Gaussian mean and covariance of the noisy speech
given the corresponding noise statistics. MLLR, which estimates linear
transformations of the Gaussian mean and covariance, is used to adapt the
SI model to SD models given the enrollment data of the target speaker.
Two different ways of combining the VTS-based noise compensation
algorithm together with the MLLR-based speaker adaptation algorithm
are explained. In this section, we recapitulate the fundamental idea of
these different ways.

The first way is named as VTS-MLLR, which applies MLLR-based
speaker adaptation algorithm after the VTS-based noise compensation
algorithm. It first estimates the noisy speech acoustic models per
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utterance by VTS. Then MLLR is applied to estimate speaker dependent
acoustic models with the VTS compensated noisy acoustic model as the
input model. The mean and covariance of the static features are given
as: µo;kue = Aeµo;ku + be

Σo;kue = Σo;ku
(4.12)

where k represents the Gaussian component index. Ae and be are the
mean transformation matrix for speaker e. The speaker transformation
matrices are estimated from multiple sentences of different environments.
Matrices µo;ku and Σo;ku represent the VTS estimated noisy speech mean
and covariance matrices for noise condition u respectively. The standard
VTS algorithm can be applied to estimate the VTS parameters. MLLR
transformation matrices are estimated by maximizing the likelihood of
the enrollment data of the target speaker.

Another way to combine VTS-based noise compensation algorithm with
MLLR-based speaker adaptation algorithm is to first estimate the SD
models using MLLR. Then VTS is applied to compute the noisy speech
mean and covariance matrices per utterance. This method is named as
the "joint" MLLR-VTS algorithm.µo;kue = f

(
We[µx;k, 1]′,µh;u,µn;u

)
Σo;kue = diag(Jx,w;kuΣx;kJ

′
x,w;ku + Jn,w;kuΣn;uJ

′
n,w;ku)

(4.13)

where diag means the diagonalizing of the corresponding matrix. We =
[Ae, be] is the augmented MLLR transformation matrix. The clean
speech Gaussian mean, covariance, Jacobian matrix, channel noise mean,
additive noise mean, additive noise covariance and Jacobian matrices are
represented by µx, Σx, Jx,w and Jn,w. The Jacobian matrices are given
as follows.

Jx,w;ku = ∂o(c)

∂x(c)

∣∣∣∣
We[µx;k,1]′,µh;u,µn;u

Jn,w;ku = E − Jx,w;ku (4.14)

where E represents the identity matrix. The EM algorithm can be used
to estimate the MLLR and VTS model parameters iteratively [81].
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In the first VTS-MLLR algorithm, the MLLR transformation matrix
We is estimated based on multiple utterances which could correspond
to multiple noise conditions. Both speaker and noise characteristics
are represented by the MLLR transformation matrix We. In the latter
"joint" MLLR-VTS algorithm, prior to the VTS-based noise compensation,
the SI clean speech mean and covariance are first transformed to SD
clean speech mean and covariance. In this way, the estimated speaker
transformation matrices are suitable for mapping utterances of different
noise conditions.

4.2 Weight-based noise (and speaker) compensa-
tion

We have already shown in chapter 3 that weight adaptation using a
low-rank matrix factorization is successful for speaker adaptation. We
seek to extend the approach to joint adaptation of multiple factors that
cause speech variability using a low-rank tensor model. We will first
explain the general theory with multiple factor models. We will then
explain the case for joint speaker and noise adaptation. However, to
simplify the evaluation, we will quickly specialize to noise compensation
only.

In this section, we hence present new model-based methods to compensate
for noise and/or speaker variability by adapting the weights of the
Gaussian mixtures. Environment (and speaker) dependent emission
probabilities are estimated. Different from VTS and PMC where the
Gaussian means and covariances are adapted, the proposed algorithm
adapts the weights of Gaussian mixture models. We have shown in
chapter 3 that an NMF weight-based speaker adaptation algorithm
has been used to estimate the new GMM emission probabilities of
a target speaker. Here we would like to estimate the new GMM
emission probabilities of a target environment (and speaker) by adjusting
the GMM mixture weights. We extend our NMF-based fast speaker
adaptation technique (see chapter 3) to a multidimensional non-negative
tensor factorization algorithm where the matrix V is high-dimensional:
besides the Gaussian and speaker dimensions in the NMF matrix V ,
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an extra dimension to describe the characteristics of noise present
in the environment is introduced. Before the proposed algorithm is
explained, we first present the fundamental idea of the non-negative
tensor decomposition algorithm.

4.2.1 Non-negative tensor decomposition

A non-negative tensor whose elements are all non-negative values is
represented by V ∈ RI1×···×IM , with M the total number of tensor
modes or tensor dimensions. The tensor can be factorized by Tucker
decomposition as a multiplication of a core tensor with matrices along
each mode/dimension [73, 46]. All the elements of the tensor to be
decomposed, the core tensor and the mode matrices are all non-negative
values. This is given as

V ≈ V̂ = G×1 A
(1) × · · · ×M A(M) (4.15)

with V̂ the estimation of tensor V and
vi1···iM ≥ 0

gl1···lM ≥ 0

a
(m)
imlm

≥ 0 (4.16)

The core tensor G ∈ RL1×···×LM shows the level of interaction between
different modes. Matrix A(m) is the mth mode matrix with size Im ×
Lm and m = 1, · · · ,M . An example of a 3-mode non-negative tensor
decomposition (NTD) together with the resulting core tensor and mode
matrices is shown by figure 4.1.

Different cost functions can be used as error measurements to estimate
the core tensor and the mode matrices. Examples of the cost functions
are the least square (LS) error function and the Kullback-Leibler (KL)
divergence [53]. Given that V are probabilities and motivated by success
with KL divergence for matrix decomposition, we continue to use KL
divergence as the cost function in this section. The KL cost function for
tensor V and its factorization V̂ is given as:

DKL =
∑
i1···iM

{
vi1···iM log vi1···iM

v̂i1···iM
− vi1···iM + v̂i1···iM

}
(4.17)
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I1

I2
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V
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L1

L2

L3

G
I1

L1

A(1) I2
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A(2)

I3

L3

A(3)

Figure 4.1: Example of a 3-mode NTD.

Multiplicative update rules for NTD with KL cost function can be derived
in a similar way as the NMF multiplicative updating rule with KL as
cost function derived in [52, 53]. By matricizing tensor V , the core
tensor G and the mode matrices, the mode-m matricization V(m) of the
tensor V in eqn. (4.15) can be expressed as Kronecker products of the
mode-m matricization of the core tensor and the corresponding mode
matrices [45, 22].

V(m) ≈ V̂(m) = A(m)G(m)[A(M) · · · ⊗A(m+1) ⊗A(m−1) · · · ⊗A(1)]T

= A(m)G(m)A
(\m);T

= A(m)B
(m)
A

(4.18)
with B

(m)
A = G(m)A

(\m);T

A(\m) = [A(M) · · · ⊗A(m+1) ⊗A(m−1) · · · ⊗A(1)]
(4.19)

Subscript (·)(m) represents the mth mode matricization of the tensor.
Symbol ⊗ represents the Kronecker product operation. Superscript (\m)
represents the Kronecker product of all the mode matrices except the
mth mode matrix.

The multiplicative iterative update rules are given by eqn. (4.20) and
(4.21) [45]. Equation (4.20) and (4.21) are iterated until the estimated
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core tensor and the mode matrices converge. The multiplicative update
rule for the mode matrices is given as

A(m) ← A(m) ~
{[(

V � V̂
)

(m)
B

(m)T
A

]
�
[
11TB(m)T

A

]}
(4.20)

where 1 is a vector of length Im filled with ones. The multiplicative
update rule for the core tensor is given as

G←G~
{[(

V � V̂
)
×1 A

(1)T · · · ×M A(M)T
]
�[

E ×1 A
(1)T · · · ×M A(M)T

]}
(4.21)

with m = 1, · · · ,M and E a tensor of size I1 × · · · × IM filled with ones.
Symbol ~ represents Hadamard/element-wise product and � represents
element-wise division. The reconstructed tensor V̂ contains Gaussian
mixture weights which are probabilities. To have the probabilities sum
to unity, matrices A(m) for m = 1, · · · ,M are `1 normalized for each
row. Tensor G is `1 normalized along mode-1.

4.2.2 Weight based noise compensation

In our model-based speaker and noise compensation algorithm, speaker
and noise dependent (SND) Gaussian mixture weights are estimated.
The fundamental idea of our NTD-based speaker and noise compensation
algorithm is to formulate the tensor V whose dimension i1 corresponds
to the Gaussian mixture component; dimension i2 corresponds to the
state index; i3 corresponds to the speaker index; i4 corresponds to the
noise category (different noise types, different SNR, . . .) index. Symbol
Lm represents the number of latent vectors in the corresponding mode.
Similar to the speaker adaptation algorithm in chapter 3, Gaussian
cumulative posterior probabilities γ are used as the statistics to form the
tensor V . Therefore, the sum of V along mode-1 is not unity. In this
way, eqn. (4.15) can be rewritten as eqn. (4.22).

V ≈ V̂ = GL1×L2×L3×L4 ×1 A
(1)
I1×L1

×2 A
(2)
I2×L2

×3 A
(3)
I3×L3

×4 A
(4)
I4×L4
(4.22)
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Given that we would like to decompose the tensor V in the speaker
and noise dimension, the first two mode matrices are set to be identity
matrices.

A
(1)
I1×L1

= EI1×I1

A
(2)
I2×L2

= EI2×I2 (4.23)

where E is an identity matrix with the correct size. To have the
reconstructed V̂ to be probabilistic (Gaussian mixture weights are
probabilities), the core tensor GL1×L2×L3×L4 is mode-1 `1 normalized
per state. The mode matrices A(2)

I2×L2
and A(3)

I3×L3
are all `1 normalized

per row.

Taking into account that noise present in noisy speech is often non-
stationary, it makes sense to have the total number of noise categories
of tensor V equal to the total number of frames Ta in the training
database I4 = Ta. After NTD as explained in section 4.2.1, L4 latent
noise clusters are produced. Given that the Ta of the training database
in LVCSR is normally very large, it has high requirements on memory
and computational load in order to estimate the core tensor G. In the
following, a way which does not require as much memory and computation
is proposed to estimate the core tensor G.

The joint compensation of noise and speaker is a fairly complicated
procedure and experiment. We also assume that compensation for each
of the factors individually must be possible as well. It was already shown
in chapter 3 that this is indeed the case for speakers only. We also know
from chapter 2 that the HMM observation densities are strongly affected
by noise, a transformation which should be learnable with GMM weight
adaptation. It hence makes sense to first evaluate this hypothesis and
focus on weight-based adaptation for environment compensation. This is
also a useful step in the study of joint adaptation such that the benefits
of joint compensation can be compared to speaker-only and noise-only
adaptation with low-rank models. Hence, we first focus on compensating
for environmental noise only. In section 4.5, we will discuss the validity
of our hypothesis that the impact of noise can adequately be modeled
through GMM weight adaptation using non-negative latent component
models. We expect significant effect of compensating for speaker and



WEIGHT-BASED NOISE (AND SPEAKER) COMPENSATION 109

noise separately. The joint compensation for both sources of mismatch
is expected to yield a cumulative effect that the NTD framework might
deliver. But before investigating the joint compensation, we now focus
on the noise factor only.

Now the goal becomes to estimate the 3-dimensional core tensor
GL1×L2×L4 from the training data with the third dimension describing
the noise. Here, symbols I4 and L4 instead of I3 and L3 are used for the
3rd dimension in order to keep the same meaning (noise dimension) as
the previously used symbols. No decomposition is performed on the 1st
and 2nd dimension of the tensor, so that

L1 = I1

L2 = I2 (4.24)

Noise type dependent acoustic model

Different from [67, 68] where an environment (and speaker) dependent
acoustic model is estimated using (c)MLLR, we estimate a set of Gaussian
mixture weights for each frame instead of each noise type. This is because
in our preliminary experiments, we did not observe ASR performance
improvement by using the noise type dependent acoustic models compared
to the baseline system where noise type independent (multinoise) acoustic
models are used. The corresponding results are given by table 4.1. The
second row shows the WER for a HMM trained on clean and noisy data
of all fixed noise types at an SNR of 10 dB. The evaluation is on the
standard Aurora4 test database, which has utterances with SNRs between
5 dB and 15 dB, a fairly modest mismatch with the training condition.
There are 7623 states with 150 Gaussians per state on average. The third
row shows the WER for matched noise type training and evaluation, i.e.
the HMM GMM weights λ are trained on one noise type and tested only
on the same noise type. They use the same Gaussians and phonetic tree
as the second row. Gaussian mixture weights are trained to be noise
type specific. The fourth row shows the WER of the matched noise type
training and evaluation where the HMM GMM Gaussian mixture weights
λ, means µ and covariance matrices Σ are all trained to be noise type
specific. There are 1623 states with 89 Gaussians per state on average in
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the set-up of the fourth row. A phonetic tree is trained for each noise
type.

We attribute this result to two joint factors:

• unlike many other HMM GMM systems which use a few up to
a few tens of Gaussians per mixture, our setup uses hundreds of
(shared) Gaussians per mixture. This allows us to model complex
distributions using narrow (concentrated) Gaussian components,
such that we can accommodate many noise types and levels without
creating much unwanted overlap with competing distributions.
This explains why other researchers have found a benefit for time-
independent noise-specific models, while we don’t. The average
WER of the fourth row (89 Gaussians/state) deteriorates compared
to the second row (150 Gaussians/state). This could be caused by
the less number of Gaussians per state used. Another reason could
be that the noise-type dependent acoustic models don’t generalize
well to the test data.

• since the noise is non-stationary, its effect cannot effectively be
described by a static GMM. Instead, the different noise realizations
cause many different distributions that accurately describe the
noisy speech. We therefore posit that there should be benefit in
time-dependent acoustic models and that the time-dependency
acts through the instantaneous noise realizations. Hence, our idea
proposed in previous section – estimate a set of Gaussian mixture
weights for each frame (instead of each noise type) of the test data
– makes sense.

In the next section, we will explain how we can assign each frame to a
mixture of noise clusters instead of assigning all the frames according to
their noise type.

Noise clustering

In our algorithm, noise feature vectors of each frame are described by
means of a Gaussian mixture model with L4 Gaussians or noise clusters.
Each Gaussian in the GMM represents one noise cluster. The generation
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experiment test set
01 02 03 04 05 06 07 01-07

baseline 6.39 7.47 12.05 18.12 14.70 10.82 14.56 12.03
noise type
dependent
λ

6.46 7.44 12.24 17.73 14.89 11.02 14.80 12.08

noise type
dependent
λ, µ, Σ

5.44 7.36 12.59 19.00 15.23 12.07 16.08 12.54

Table 4.1: Preliminary experiment WERs using baseline system and
noise type dependent HMM.

of the noise clusters will be explained later in this section. At this
moment, we suppose that the GMM describing the noise is known. The
feature vector, which characterizes the noise n and is used to derive
the noise cluster GMM, is represented by z and named as the deviance
feature vector. The estimation of the feature vector z will be explained
later. The likelihood of observing the feature vector z is written as
eqn. (4.25), given the l4th noise cluster model parameters: GMM weight
λ

(z)
l4

, mean vector µ(z)
l4

, and covariance matrix Σ(z)
l4

.

P (z|λ(z)
l4
,µ

(z)
l4
,Σ(z)

l4
) = λ

(z)
l4
N (z;µ(z)

l4
,Σ(z)

l4
) (4.25)

with l4 = 1, · · · , L4.

Each noise frame can be either described by one of the L4 Gaussians or
by a mixture of the L4 Gaussians. The former is named hard clustering
and the latter is named soft clustering.

• In the hard clustering method, each noise frame with deviance
feature zt at time t is only assigned to Gaussian k(z)

t which has the
highest posterior probability given feature vector zt. This is shown
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as follows.

k
(z)
t = arg max

l4

λ
(z)
l4
N (zt;µ(z)

l4
,Σ(z)

l4
)∑

l′4
λ

(z)
l′4
N (zt;µ(z)

l′4
,Σ(z)

l′4
)

∝ arg max
l4

λ
(z)
l4
N (z;µ(z)

l4
,Σ(z)

l4
) (4.26)

The corresponding posterior probability w(z)
l4;t of Gaussian l4 is a

binary value, which is given as follows.

w
(z)
l4;t =


1 if l4 = k

(z)
t

0 if l4 6= k
(z)
t

(4.27)

• In the soft clustering method, each noise frame is characterized by
all the clustering Gaussians with Gaussian posterior probability
w

(z)
l4

. The posterior probability w(z)
l4

for Gaussian l4 is given by
eqn. (4.28).

w
(z)
l4;t =

λ
(z)
l4
N (zt;µ(z)

l4
,Σ(z)

l4
)∑

l′4
λ

(z)
l′4
N (zt;µ(z)

l′4
,Σ(z)

l′4
)

(4.28)

with ∑
l4

w
(z)
l4;t = 1

w
(z)
l4;t ≥ 0 for ∀l4 (4.29)

Generation of the NTD core tensor

The (i1, i2, l4)th element g
i1,i2,l4

of the core tensor G is the Gaussian
mixture weight λi1,i2,l4 for Gaussian i1, state i2, and noise-cluster l4.

g
i1,i2,l4

= λi1,i2,l4 (4.30)
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The statistic used to estimate the Gaussian mixture weight is the Gaussian
cumulative posterior probability γi1,i2,l4 , which is the sum of the Gaussian
posterior probability γi1,i2,l4;t over time t. This is given by eqn. (4.31).

γi1,i2,l4 =
∑
t

γi1,i2,l4;t (4.31)

with

γi1,i2,l4;t =
w

(z)
l4;tλ

(o)
i1,i2,l4

N (ot;µ(o)
i1,i2

,Σ(o)
i1,i2

)∑
i′1,l
′
4
w

(z)
l′4;tλ

(o)
i′1,i2,l

′
4
N (ot;µ(o)

i1,i2
,Σ(o)

i1,i2
)

(4.32)

Symbol ot represents the feature vector of the noisy/clean speech data.
Superscript (o) means that the corresponding acoustic model parameters
are the ASR back-end parameters.

The posterior probability γi1,i2,l4;t is a function of the noise cluster
Gaussian posterior probability w

(z)
l4;t which is derived from either the

hard clustering or soft clustering method explained before.

• Hard clustering: The noise cluster posterior probability w(z)
l4;t in

eqn. (4.32) is either 0 or 1, given by eqn. (4.27).

• Soft clustering: w(z)
l4;t in eqn. (4.32) is given by eqn. (4.28).

Algorithm 1 shows the steps to estimate the statistics γi1,i2,l4 and
Gaussian mixture weights λi1,i2,l4 from the training data, where MAP is
used to include the noise independent model as prior in the re-estimation
of the model parameters.
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Algorithm 1 Deriving Gaussian cumulative posterior probabilities and
Gaussian mixture weights for the training data.

Step 1 : Initialize the noise dependent (ND) (l4) Gaussian mixture
weights λi1,i2,l4 for all the training speakers and noise-cluster’s :

λi1,i2,l4 = λNI;i1,i2 (4.33)

with i1 = 1 · · · I1, i2 = 1 · · · I2, l4 = 1 · · ·L4, and λNI being the NI
Gaussian mixture weights.
Step 2 : Estimate the ND cumulative posterior probabilities γi1,i2,l4
for all the training noise-clusters l4 = 1, · · · , L4, given the current
ND Gaussian mixture weights λi1,i2,l4 and the estimated noise cluster
posterior wl4;t. The cumulative posterior probabilities γi1,i2,l4 is given
as follows.

γi1,i2,l4 =
∑
t

γi1,i2,l4;t (4.34)

with γi1,i2,l4;t given by eqn. (4.32).
Step 3 : Reestimate the noise independent (NI) GMM weight λNI,
mean µNI, and diagonal covariance ΣNI.

γi1,i2,/ =
∑
l4

γi1,i2,l4 (4.35)

λNI;i1,i2 =
γi1,i2,/∑
i1 γi1,i2,/

(4.36)

µNI;i1 =
∑
t

∑
i2;t(

∑
l4
γi1,i2;t,l4;t)ot∑

t

∑
i2;t

∑
l4
γi1,i2;t,l4;t

(4.37)

the diagonal elements of ΣNI,

σ2
NI;i1,i1 =

∑
t

∑
i2;t(

∑
l4
γi1,i2;t,l4;t)(ot − µNI;i1)2∑

t

∑
i2;t

∑
l4
γi1,i2;t,l4;t

(4.38)

The back slash / representing that the corresponding dimension
disappears.
Step 4 : Reestimate the ND weight vectors using MAP. The parameter
Γ(r) ≥ 0 controls the relative weight of the prior.

γ
(MAP)
i1,i2,l4

= γi1,i2,l4 + Γ(r)λNI;i1,i2 (4.39)

λi1,i2,l4 =
γ

(MAP)
i1,i2,l4∑
i1 γ

(MAP)
i1,i2,l4

(4.40)

Step 5 : Iterate Step 2-4.
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Recognition with noise dependent weight

Given the core tensor G, the L4 latent noise dependent Gaussian mixture
weights g:,:,l4

are known, where : represents all the elements in the
corresponding dimension, we can estimate the Gaussian mixture weight
λ

(e)
i1,i2;t for Gaussian index i1 in state i2 at time t under test environment
e. In the test stage, the weight λ(e)

i1,i2,/
is estimated by weighting the

statistics γ(r)
i1,i2,l4

of the L4 or I4 noise clusters from the training data.
Similar to eqns. (4.39) and (4.40), the cumulative posterior probability
over all the training data noise clusters for one test frame at time t is
given by eqn. (4.41).

γ
(MAP;r)
i1,i2,/;t =

∑
l4

(w(z;e)
l4;t γ

(r)
i1,i2,l4

) + Γ(e)λNI;i1,i2 (4.41)

with γ(r)
i1,i2,l4

the cumulative posterior probabilities of the training data for
noise cluster l4. Superscripts (r) and (e) refer to the training data and
test data respectively. The noise cluster posteriors w(z;e)

l4;t are estimated
by eqn. (4.28) or (4.27) with the test feature vectors as the observation
features.

The GMM weight λ(e)
i1,i2;t for this test frame is given by eqn. (4.42).

λ
(e)
i1,i2,/;t =

γ
(MAP;r)
i1,i2,/;t∑
i1 γ

(MAP;r)
i1,i2,/;t

(4.42)

The proposed noise dependent Gaussian mixture weight estimation
algorithm can be extended to compensate both noise and speaker
variability by adding an extra speaker dimension. Then the element of
the core tensor becomes g

i1,i2,l3,l4
with l3 the latent speaker dimension.

Deviance feature vector or its posterior probability estimation

In this section, the process to estimate the deviance feature vectors z or
their posterior probability w(z;e)

l4;t is explained. The non-linear effect of
additive noise on clean speech has been illustrated in chapter 2. This
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non-linear mapping can be observed from the last term in eqn. (2.7).
With mean normalization applied in the ASR front-end preprocessing,
the convolutive channel noise h(c) is compensated. The deviance feature
vector z(c), which characterizes the noise present in the noisy speech, is
given by eqn. (4.43).

z(c) = y(c) − x(c) (4.43)

If the clean speech feature x(c) is given, then the deviance feature vector
z(c) can be estimated using eqn. (4.43). However, in reality, the clean
speech is typically unknown. Therefore, we need to estimate the clean
speech from the observed noisy speech. Different algorithms can be
used to estimate the clean speech, the deviance features or its posterior
probability w(z;e)

l4;t directly.

• One method is to first estimate the noise sample signal n in the
time domain. Then the clean speech samples can be calculated
as x = y − n. The corresponding clean speech feature vectors x(c)

can be estimated after the front-end preprocessing of the estimated
clean speech samples.

• Another method is to estimate the noise magnitude or power
spectrum from the noisy magnitude or power spectrum in the
time-frequency domain. Then the clean speech magnitude or power
spectrum can be estimated by spectral subtraction (SS) [11, 75],
minimum mean square error (MMSE) [26] or minimum mean square
error log-spectral amplitude estimator (LOGMMSE) [27].

• We could estimate the noise cluster posterior probability w(z)
l4;t given

by eqn. (4.28) directly from the noisy feature vectors. Deep neural
networks (DNN) [34] or recurrent neural networks (RNNs) [61, 62]
are examples of such techniques which can be used to estimate the
posterior probability straightaway without resorting to estimating
the deviance feature vectors first.

In this thesis, we mainly focus on exploring the last two ideas: we will use
spectral subtraction and LOGMMSE to estimate the deviance feature
vectors; a neural network is used to estimate the noise cluster posterior
probability w(z)

l4;t. First we explain how to estimate the deviance feature
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vectors. Then the technique to estimate the w(z)
l4;t directly using a NN is

described. The estimation of the noise power spectrum is explained in
detail in [21].

• spectral subtraction absolute noise floor (SS ABS) algorithm
The deviance feature vectors z are zero during both speech and
silence parts of a clean speech signal y = x. However, when
applying the relative ρ-based SS method described in chapter 2,
the silent part of the estimated clean speech x̂ vectors differs
significantly from that of the oracle clean speech. The resulting
deviance feature vectors z are not zero in the silence part of the
signal. This can be seen from figure 4.2. In this section, spectral
subtraction with an absolute noise floor (SS ABS) is proposed to
reduce the non-zero z problem by introducing an absolute noise
floor ρ.
The SS ABS algorithm is similar to eqn. (2.15) in section 2.2.2 with
α = 2. Here, both the noisy input feature vectors and the estimated
clean speech feature vectors are compared with a minimum level
ρ. The meaning of ρ here is an absolute flooring value, which is
different from the relative flooring coefficient ρ in eqn. (2.15). This
process is given by eqn. (4.44) and eqn. (4.45).

y2
f ;ref = max(|yf |2, ρ) (4.44)

|x̂f |2 = max
(
y2
f ;ref − |nf |

2, ρ
)

(4.45)

By also introducing a minimum flooring value to the noisy input
feature vector, the estimated deviance feature vector z will be 0
during silence when the noisy input signal is a clean signal. This
is illustrated by figure 4.2, figure 4.3 and figure 4.4. From these
figures, we can see that by using the absolute floor value ρ in
eqn. (4.44), the estimated silence part of the clean input speech is
closer to that of the input clean speech compared with ρ than that
estimated with a relative ρ eqn. (2.15). No mean normalization
(represented by znomn) is applied in the front-end preprocessing
when estimating the deviance feature vectors using this technique.
Otherwise, mismatches in the silence part for clean input signal
could be introduced by the mean normalization.
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• minimum mean square error log-spectral amplitude absolute noise
floor (LOGMMSE ABS) algorithm
First, we explain what minimum mean square error log-spectral
amplitude (LOGMMSE) is. Details of this technique can be found
in [27]. This technique is similar to the MMSE STSA algorithm
described in section 2.2.3. Different from MMSE STSA where the
mean square error of the spectra is used as the error function, the
LOGMMSE algorithm uses the mean square error of the logarithm-
spectra as the error function. This is given by eqn. (4.46).

E[(log |xf | − log |x̂f |)2] (4.46)

The estimated clean speech amplitude spectrum obtained by
minimizing the error function (eqn. (4.46)) is given by eqn. (4.47).

|x̂f | = exp
(
E
[
ln(|xf |) | |yf |

])

= max
(

SNRb;f
1 + SNRb;f

exp
(1
2

∫ ∞
νf

exp(−τ)
τ

dτ
)
|yf |, ρ|yf |2

)
(4.47)

with 

SNRb;f =
E[|x|2f ]
E
[
|n|2f

]
SNRa;f =

|y|2f
E
[
|n|2f

]
νf = SNRb;f

1 + SNRb;f
SNRa;f

(4.48)

Here SNRb;f is the a priori signal-to-noise ratio which is estimated
through the "Decision-Directed" estimation approach in [26] and
SNRa;f is the a posteriori signal-to-noise ratio. The power spectrum
is given by the square of the amplitude spectrum.
Similar to SS ABS, we also modify the LOGMMSE algorithm by
introducing an absolute floor level. This new method is named as
LOGMMSE ABS. The noisy feature vectors are compared with
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an absolute flooring value ρ, which is given by eqn. (4.44). Then
eqn. (4.47) can be rewritten as:

|x̂f | = exp
(
E
[
ln(|xf |) | |yf |

])

= max
(

SNRb;f
1 + SNRb;f

exp
(1
2

∫ ∞
νf

exp(−τ)
τ

dτ
)
|yf |, ρ

)
(4.49)

with ρ here being an absolute value instead of a relative value as
in eqn. (4.47). The reason for also introducing the absolute value
ρ to the noisy input feature is the same as that in algorithm SS
ABS. The estimated deviance feature vectors by using these two
different types of ρ are also illustrated by figure 4.2, figure 4.3, and
figure 4.4.
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(a) logarithm (base 10) power spectrum. from top to bottom: noisy,
clean, LOGMMSE relative ρ estimated clean speech, SS relative ρ
estimated clean
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(b) deviance feature vectors. From top to bottom: oracle deviance
features, LOGMMSE relative ρ estimated deviance features, SS
relative ρ estimated deviance features

Figure 4.2: clean speech: logarithm (base 10) power spectrum and the
estimated deviance features with relative coefficient ρ = 10−35/20 =
0.0178. x-coordinate: frame index. y-coordinate: frequency index. A "1"
in the y-axis begins a new frequency index for a new subfigure.
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(a) logarithm (base 10) power spectrum. from top to bottom: noisy,
clean, abs noisy: max(noisy, ρ),abs clean:max(clean, ρ), LOGMMSE
abs estimated clean, SS ABS estimated clean, true noise, estimated
noise.
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(b) deviance feature vectors. From top to bottom: oracle deviance
features, oracle ABS deviance features, LOGMMSE ABS estimated
deviance features, SS ABS estimated deviance features

Figure 4.3: clean speech: logarithm (base 10) power spectrum and the
estimated deviance features with ABS ρ = 100. x-coordinate: frame
index. y-coordinate: frequency index. A "1" in the y-axis begins a new
frequency index for a new subfigure.
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(a) logarithm (base 10) power spectrum. From top to bottom:
noisy, clean, ABS noisy: max(noisy, ρ), ABS clean:max(clean, ρ),
LOGMMSE ABS estimated clean, SS ABS estimated clean, true noise,
estimated noise.

 

 

100 200 300 400 500

1

10

1

10

1

10

1

10

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

(b) deviance feature vectors. From top to bottom: oracle deviance
features, oracle ABS deviance features, LOGMMSE ABS estimated
deviance features, SS ABS estimated deviance features

Figure 4.4: street noisy speech: logarithm (base 10) power spectrum and
the estimated deviance features with ABS ρ = 100. x-coordinate: frame
index. y-coordinate: frequency index. A "1" in the y-axis begins a new
frequency index for a new subfigure.
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• Neural network (NN). Rather than first estimating the deviance
feature vectors, and then estimating the noise cluster posterior
probability, a neural network can be used to estimate the noise
cluster posterior probability w

(z)
l4;t directly from the noisy input

feature vectors y(c). Neural networks [18] and RNNs [61, 62] have
been proposed to perform speech enhancement in the feature-space
where clean speech feature vectors are estimated from the noisy
speech feature vector. Neural networks can be used to approximate
non-linear mapping functions. In our experiments, the input
of the NN network is the noisy input feature vector y(c). The
output is the noise cluster posterior probability vector w(z)

t . The
estimated output vector is represented by ŵ(z)

t . The parameters of
the transformation function can be estimated by minimizing the
average reconstruction error [79]. Different error measurements can
be used, for example, square error and cross-entropy. The squared
error measurement is given as follows.

1
T

T∑
t=1
||w(z)

t − ŵ
(z)
t ||2 (4.50)

with T the total number of input frames or input ensembles, and
|| · || representing the `2 norm of a vector . The cross-entropy error
function is given as

− 1
T

T∑
t=1

L4∑
l4=1

(
w

(z)
l4;t log ŵ(z)

l4;t
)

(4.51)

Figure 4.5 shows the block diagram of the NN. A small temporal
context window is used which increases the accuracy by taking
into account the neighbouring frames. In figure 4.5, a window size
of 3 is shown. The estimated noise feature vector n̂t at time t is
also appended to the input frame to increase the NN performance.
There are M hidden layers and 1 output layer in the NN. The
activation function h(m)(·) of the hidden layers m = 1, · · · ,M is
given as follows.

h(m)(y(m−1)
t ) = f(W (m)y

(m−1)
t + b(m)) for m = 1, · · · ,M

(4.52)
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where f(·) is the non-linear logistic function given as eqn. (4.53)
or hyperbolic tangent function given as eqn. (4.54).
logistic function:

f(z) = 1
1 + exp(−z) (4.53)

hyperbolic tangent function:

f(z) = exp(z)− exp(−z)
exp(z) + exp(−z) = 1− exp(−2z)

1 + exp(−2z) (4.54)

The output of the NN is given as follows

ŵ
(z)
l4;t =

exp
(
(W (M+1)h(M)(y(M−1)

t ) + b(M+1))l4;t
)

∑
l4

exp
(
(W (M+1)h(M)(y(M−1)

t ) + b(M+1))l4;t
) (4.55)

for l4 = 1, · · · , L4. The softmax function is used as the output
layer activation function to estimate the probability output. When
the NN output is not limited to be probabilities, the output of NN
is expressed as a linear function given as eqn. (4.56).

ŵ
(z)
l4;t = W (M+1)h(M)(y(M−1)

t ) + b(M+1) (4.56)

where no activation function is applied to the output layer. The
activation function output y(m−1)

t at layer m− 1 is given as follows.

y
(m)
t =




yt−1
yt
yt+1
n̂t

 for m = 0

h(m)(y(m−1)
t ) for m = 1, · · · ,M

(4.57)

Cepstral mean and variance normalization (CMVN) is used to
whiten the input data of the NN for both training and testing
data [51, 70]. The mean and standard deviation for the CMVN
are calculated based on the complete training data. The mean and
standard deviation values are used to normalize both the training
and testing input data. Following paper [61], the NN network
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yt−1
yt
yt+1
n̂t

h(1)(y(0)
t ) h(M)(y(M−1)

t ) ŵt = h(M+1)(y(M)
t )

W (1),
b(1)

input h(1)(·) h(M)(·) output

Figure 4.5: NN block diagram.

models are trained using the L-BFGS optimization algorithm which
gives similar performance as the pre-training and stochastic gradient
fine-tuning approach used in deep neural networks [61, 50]. In the
batch learning L-BFGS, instead of calculating a matrix inverse, the
gradient information is used to estimate the Hessian inverse [51],
which reduces the complexity of the algorithm.

Noise cluster GMM

In this section, we explain how the GMMs of the deviance feature vectors
z are estimated. For noise cluster Gaussian l4 = 1, · · · , L4, the Gaussian
mixture weight of the GMM is represented by λ(z)

l4
; the mean vector is

µ
(z)
l4

; the covariance matrix is Σ(z)
l4

.

Principal component analysis (PCA) [42] is used to generate the deviance
feature GMMs by performing a binary splitting on the input deviance
feature vectors. The fundamental idea how PCA can be used to create the
front-end GMMs in our noise compensation algorithm is explained [20].

Principal component analysis transforms observations of correlated
variables into decorrelated variables by means of a linear transformation.
The new decorrelated variables are the principal components (PCs), which
give the dimensions on which the variance of the projected observations is
maximized. Given the original observation vectors z, which are projected
onto a direction w, the transformed feature vector z̄ is given as follows.

z̄ = wTz (4.58)



126 JOINT ENVIRONMENT AND SPEAKER VARIABILITY COMPENSATION

0 1 2 3 4 5 6 7
−1

0

1

2

3

4

5

Figure 4.6: An example of the first and second PCs after applying PCA
to the observations. The observations shown by "+" sign have a normal
distribution. The ellipses are the contours of equal probability. The blue
and red straight lines represent the first and second PCs respectively.

with the transformation vector w being `2 normalized.

wTw = 1 (4.59)

The variance of the transformed vector z̄ is

Σz̄ = wTΣzw (4.60)

It has been shown in [41, 23] that the variance given by (4.60) under
the constraint (4.59) is maximized if w is the eigenvector, which
corresponds to the largest eigenvalue, of Σz. Figure 4.6 shows the
first and second estimated PCs of the observation data. The other PCs
are the eigenvectors which correspond to the other larger eigenvalues.
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To create the deviance feature GMM, PCA is applied to recursively split
the set of correlated observations into different subsets whose variables
are less correlated or more decorrelated. In the final subsets, each
subset will be modeled by one Gaussian distribution whose covariance
matrix is diagonal. During the first split, given that z shows the largest
variability in the direction of w (the first PC), we split the observations
into two subsets along the axis defined by w. The splitting hyperplane is
perpendicular to w. The position of the hyperplane on this PC is chosen
in such a way that the amount of data divided over the resulting two
subsets is proportional to the number of Gaussians in the corresponding
subset. The total number of Gaussians is decided in advance and is split
evenly over the two subsets. When the number of Gaussians used is too
high, there are too many parameters to be estimated. On the contrary,
when the number of Gaussians is too low, the estimated model is limited.
We did not find any major impact of the L4. At this point, a hard
assignment of the data to Gaussians is applied. The splitting procedure
is repeated on the observations of each of these two new subsets. A subset
is not further split when its number of data points reaches the minimum
number of data points to be assigned to a Gaussian. The splitting
procedure stops when the desired number of Gaussians is reached. After
the Gaussians are initialized using all the observations assigned to the
corresponding subsets, a few expectation maximization (EM) iterations
are applied on the whole data to further refine the initialized Gaussians.
These EM iterations adjust the Gaussians so that the GMMs better fit
the observations of the whole data set.

In PCA, the obtained PCs are sensitive to the variance of the individual
vector components in the observation vectors. When there are large
differences between the variances of the vector components and the
observation variables are not normalized to have a unit variance, the
components with larger variances will dominate the first few PCs. To
prevent this problem, the observations are first normalized to have unit
variance for all variables. In the process of PCA-based Gaussian creation,
the covariance matrix is used to estimate the PCs. Furthermore, by
normalizing the variance during the PCA Gaussian initialization, PCA
will find the dimension which has the largest variance, and which is not
along one of the component axis except when the data is perfectly
decorrelated (had already a diagonal covariance matrix). A global
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variance normalization at the start of the procedure is applied.

4.3 Generating multinoise training data

In our experiments, we have created a new multinoise training database
in a similar way as the original Aurora4 multinoise training database. We
opt to create our own training data instead of using the original Aurora4
multinoise training database, because we do not have the noise type and
SNR information for each sentence in the Aurora4 multinoise training
data. To generate our own multinoise training database, we artificially
add 6 different noise types from the NTT noise database [1] with different
SNRs to the Aurora4 clean training database to form the corresponding
noisy training data. The SNRs of the noisy training data are continuous
between 5 dB and 20 dB. In this way we get a training database which
includes both clean and noisy data. The amount of noisy data in our
multinoise training database equals 3 times the amount contained in the
original Aurora4 clean training database. Therefore, the total multinoise
training data size is 4 times the original Aurora4 clean training database
size. We followed the same steps as in [35] to generate the noisy data in
our multinoise training database, by using the software package [2].

In our multinoise training database, the same noise type and the same
noise files from the NTT noise database as the original Aurora4 test
database are used to create our noisy training database. Table 4.2 lists
all the NTT noise types. The noise types used in the Aurora4 and our
created multinoise training database are marked in bold face.

car train aircraft ship
street car park train station airport
lobby exibition hall shopping mole office
factory sports facility party room restaurant

construction site amusement facility

Table 4.2: Different noise types in the NTT database. The 6 noise types
used in the original Aurora4 and our own multinoise training database
are marked in bold.
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4.4 Experiments

4.4.1 Recognition system

The multinoise training database described in section 4.3 is used as the
training database. In total there are 56 = 14× 4 hours of speech in this
generated multinoise training database, where there are 14 hours of clean
speech.

The baseline system is a semi-tied Gaussian mixture HMM system, where
29985 Gaussians are shared among 3085 cross-word context-dependent
tied triphone states. The Gaussian pool is chosen to be so large because we
observed in our preliminary experiments that it gives a better multinoise
baseline system. On average, 183 Gaussian probability densities are
used per state. All acoustic units – context-dependent variants of the
42 context-independent phones or silence – have a 3-state left-to-right
topology. The acoustic features consist of 22 MEL log-spectra with mean
normalization. There is no vocal tract length normalization (VTLN) [25]
included in the front-end preprocessing. By adding the 1st and 2nd order
derivatives to the 22 MEL spectra, we get 66 dimensional feature vectors.
These feature vectors are then mapped to a 39 dimensional space by
means of a discriminative linear transformation and decorrelation (MIDA)
matrix [20]. This MIDA linear transformation matrix is estimated based
on both the clean training data and high SNR (continuous between
20 and 30 dB) noisy data. The high SNR noisy data are generated
in the same manner as the noisy data of the multinoise training data
described in section 4.3. Phonetic decision trees [9, 24], which are used
in our system to generate the HMM tied states by splitting the acoustic
observations, are also created based on the clean training data and high
SNR noisy data. In the baseline training process, a clean segmentation,
which is generated from the clean training data only, is also used as the
segmentation of the noisy training data.

Mean normalization is applied in the front-end preprocessing. Typically,
the mean value is calculated as the mean value of the logarithm-domain
input feature vectors y(l). The normalized noisy vector is given as
eqn. (4.61).

y(l) − µy(l) (4.61)



130 JOINT ENVIRONMENT AND SPEAKER VARIABILITY COMPENSATION

with µy(l) the log domain mean value. This method is named as standard
mean normalization and referred to using "stand" in the following.
However, in our experiment, a power ε mean normalization is used
to normalize the noisy input instead of eqn. (4.61). The power ε mean
normalized logarithm-domain noisy output is given as eqn. (4.62).

10 log10 y −
1
ε
× 10 log10(µyε) (4.62)

with µyε the mean value of the power ε of the linear-domain noisy speech
power y and ε being a small value. In this way, the mean values are
calculated based on the more energetic clean feature vectors and the
influence of noise on the estimated mean values is reduced. The larger
the exponential value is, the more effect the energetic clean features
have on the mean value. On the contrary, the smaller the exponential
value is, the more effect the noise has on the mean value. It is proven
in Appendix B that when ε→ 0, eqn. (4.62) is equivalent to the stand
normalization given by eqn. (4.61). In our experiments, ε = 0.3.

The standard Aurora4 test database is used for evaluation. Considering
that we focus on the additive noise characteristics instead of the channel
noise, only test sets 01-07, which are recorded using a close-talking
microphone, are evaluated. More details about the Aurora4 database
are given in section 1.2.3. A 5k closed vocabulary lexicon is used during
evaluation. The phonetic transcriptions for the training and the 5k
lexicon are drawn from CMUdict 0.6d [13]. A standard bigram using
modified Kneser-Ney discounting is applied as a language model.

To generate the L4 noise condition dependent Gaussian mixture weights
λi1,i2,l4 (see eqn. (4.40) in section 4.2.2), 20 iterations of steps 2-4 in
algorithm 1 are applied. By using more iterations, there is no further
significant performance improvement.

Both the SS ABS and LOGMMSE ABS algorithms to estimate the
clean speech are implemented directly on the FFT power or magnitude
spectrum, i.e. before integration by the MEL-fitlerbank.
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exp test set
01 02 03 04 05 06 07 01-07 02-07

clean model 5.42 15.47 32.49 40.65 34.09 29.42 37.01 27.79 31.52

Table 4.3: WER (in %) of experiments with acoustic model trained only
on Aurora4 clean training database. The stand mean normalization
(eqn. (4.61)) is used to normalize the mean of the input signal in the
preprocessing.

4.4.2 Experimental results

Table 4.3 shows the WER (%) of the Aurora4 test database when the
acoustic model is trained only from the Aurora4 clean training database.
Table 4.4 lists the WER for different experiments when the acoustic
model is trained on our generated multinoise training database. By
comparing these two tables, we can conclude that by including noisy
data in the training database, the average performance on test sets
01-07 of the ASR system improves from 27.79% to 12.45% (row e1).
Our multinoise baseline results (row e1) are better compared to most
current Aurora4 results, for example, [21, 81, 74], which could result
from a high number of Gaussians used per state. We do not observe
performance improvement by using noise type dependent acoustic models
(see section 4.2.2). This could be caused by the non-stationarity of noise.
Based on this observation, we derived our proposed noise compensation
algorithm, which estimates a set of Gaussian mixture weights for each
frame.

In table 4.4, in the oracle experiments (row e3-e10), the deviance feature
vector z(c) is estimated using eqn. (4.43) given the oracle clean speech
feature vector x(c). In the following experiments to estimate ND Gaussian
mixture weights, when not mentioned explicitly, Γ(r) (eqn. (4.39)) is set
to be 1 for the states with no observations. We can see that the power
ε mean normalization (see eqn. (4.62)) algorithm (row e2) reduces the
average WER on test sets 01-07 to 11.84% from the standard mean
normalization stand mean (see eqn. (4.61)) result 12.45% (row e1), by
emphasizing the more energetic speech and reducing the effect of the
noise in a noisy signal. Therefore, in the following experiments, power ε
mean normalization is used in the front-end preprocessing. In oracle soft
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ABS experiments where both the noisy and clean input feature vectors
are compared with an absolute value ρ to calculate the deviance feature
vectors (row e7-e10), we observe a 0.3% absolute WER degradation for
test sets 01-07 compared to the oracle soft experimental results without
ρ (row e5-e6). The performance degradation is caused by the wrongly
estimated deviance feature vectors when including an absolute flooring ρ.
By using our proposed noise compensation method with known deviance
feature vectors (derived from the known clean feature vectors) oracle soft
ABS (row e7-e10), we observe more than 1% absolute WER improvement
on test sets 01-07 compared to the baseline system (row e4). By using
the updated Gaussian mixture weights λNI (see eqn. 4.36), we observe a
small performance improvement compared to the baseline system. This
is introduced by the extra iterations applied to estimate the ND Gaussian
mixture weights. Hence, we should compare the adapted results to the
baseline where λNI is also refined with additional EM iterations.

In our preliminary experiments, we notice that by replacing the L4 front-
end noise cluster GMM estimated from oracle soft ABS (row e7-e10 in
table 4.5) with that estimated from the real deviance feature vectors
using SS ABS (row e11-e13) in table 4.5, the oracle ABS experimental
results do not change significantly. Here "real" means that the deviance
feature vectors are estimated based on estimated clean speech feature
vectors. The results are given by table 4.5. Hence, in the following,
the SS ABS front-end noise cluster GMM used in the real expreiments
table 4.6-table 4.8 are also used in the oracle ABS experiments table 4.5.

Table 4.6 and 4.7 list the real experimental results where the clean speech
feature vector x is estimated using the SS ABS or the LOGMMSE ABS
algorithm. The deviance feature vector z(c) is then calculated using y(c)−
x(c). Compared to the experiments given by table 4.4 where the oracle
clean speech feature vectors are known (rowe7-e10), the real experiments
row ssabs2-ssabs8 in table 4.6 and all the results in table 4.7 do not
improve the ASR performance. By adjusting the number of noise clusters
L4, controlling parameter Γ(e) (see eqn. (4.41)) and Γ(r) (see eqn. (4.39))
in table 4.6 and table 4.7, there is also no performance improvement. The
reason why we do not observe performance improvement by using the real
experiments is that part of the deviance features are estimated wrongly
using SS ABS or LOGMMSE ABS. This can be seen from figure 4.7
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to figure 4.9. From these figures, we can see that for some frames, a
wrong cluster is assigned. Rows ssabs9-ssabs11 in table 4.6 show the
results when we smooth the posterior probability wi4 by adding a value
δ > 0. This is given by eqn. (4.63). We have seen that SS ABS assigns
wrong clusters to some frames. By adding δ to the SS ABS estimated
noise cluster posterior probability wi4;t, the correct cluster which was not
active in SS ABS exiperiment (row ssabs8) is activated. When δ = 0.1,
there is a small performance improvement on average from 11.60% (row
ssabs1) to 11.49% (row ssabs10) in table 4.6. Row ssabs1 in table 4.6 is
the updated noise condition λNI with a few more training iterations.

w
(z;δ)
i4;t =

w
(z)
i4;t + δ∑

i4
(w(z)

i4;t + δ)
(4.63)

In the SS ABS or LOGMMSE ABS algorithms, the estimated deviance
feature vectors are used to estimate the noise cluster posterior w(z)

l4;t,
which is then used to estimate the Gaussian mixture weights for each
frame using eqn. (4.41) and (4.42). The posterior probability w(z)

l4;t or
logw(z)

l4;t can be directly estimated by applying a NN. In this way, we avoid
estimating the deviance feature vectors which could introduce estimation
errors. The NN experimental results with w(z)

l4;t and logw(z)
l4;t as NN target

output respectively are given by table 4.8. A small value δ is added to
the w(z)

l4;t to have non-infinity log(w(z)
l4;t + δ) values when logw(z)

l4;t is used
as the NN target. Here δ = 0.0001. We do not observe a performance
improvement either by using the NN technique to estimate the noise
cluster posterior w(z)

l4;t (row nn1) or log(w(z)
l4;t + δ) (row nn2) in table 4.8

compared to the λNI result (row e4) in table 4.4. Frames whose cosine
distances DC between the SS ABS (or NN) estimated w(z)

l4;t and the oracle
ABS w

(z)
l4;t are smaller than or equal to a threshold δ(cosine) = 0.4 are

indicated by magenta dots "." (or pluses "+" in the NN case) in figure 4.8
and figure 4.9. The cosine distance DC is given by eqn. (4.64).

DC =
∑
l4

(
w

(z);SSABS
l4;t w

(z);cheatABS
l4;t

)
||w(z);SSABS

t || ||w(z);cheatABS
t ||

(4.64)

For the SS ABS experiments, the estimation errors of the w(z)
l4;t values

corresponding to these bad frames may be introduced by the estimation
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Figure 4.7: An example of estimated log 10(w(z)
i4

). Subfigures (every 50
rows) from top to bottom are estimated from oracle ABS, SS ABS, NN
with ln(w(z)

i4
+ δ) as NN target.

error of the noise power spectrum n. Therefore, a better noise power
spectrum estimator may improve the ASR performance. The cyan
lines observed in NN experiments of figure 4.7 may be caused by the
small number of training iterations. For the NN system, the errors in
the estimation of the w(z)

l4;t of these bad frames could be introduced by
the non-stationarity of the speech. It may help to improve the ASR
performance by increasing the size (#hidden layers, #neurons) of the
NN system or increasing the number of training iterations.
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Figure 4.8: An example of Mel-filter bank output in dB. Subfigures (every
22 rows) from top to bottom are: noisy input signal, clean input signal,
oracle noise in the noisy signal, SS ABS estimated noise signal. The
magenta dot and plus markers show the frames whose cosine distance
between the SS ABS, NN estimated w(z)

l4;t and the oracle ABS w
(z)
l4;t are

smaller than or equal to a threshold respectively.

4.5 Conclusions

From the experimental results, we can conclude that by including noisy
data in the training database, the performance of the ASR system
on Aurora4 test sets is significantly improved. The power ε mean
normalization algorithm improves the baseline system performance by
reducing the effect of the noise when calculating the mean value of a
noisy signal.
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w
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respectively.

By building noise type dependent Gaussian mixture weights, we did
not observe any ASR performance improvement over a condition-
independent GMM. We attribute the fact that other researchers have
found improvements to the large number of low variance Gaussians
that our system uses to model the emission density of the HMM states,
resulting in a strong baseline (both on clean and on noisy data) and a
strong performance for the multinoise model. This observation implies
that we cannot apply a low-rank tensor decomposition in a static way.
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We then hypothesized that a time-dependent acoustic model was needed
that adapts to the current noise realization, hence reducing the variation
due to the noise. The proposed noise compensation algorithm improves
further the experimental results when the deviance feature vectors are
estimated based on the oracle clean speech feature vectors.

However, when we moved to the non-oracle deviance features, the SS ABS
and LOGMMSE ABS based noise compensation algorithms only showed
marginally better results compared to the condition-independent baseline
system, because there are wrongly estimated deviance feature vectors.
These errors cause an inappropriate emission density to be generated,
which has a detrimental effect, which could only be counteracted by
sufficient smoothing of the deviance-specific models, which results in
models which are close to the condition-independent model.

We do not observe performance improvement when the NN technique
is used to estimate the noise cluster posterior w(z)

l4;t compared to the
baseline system. We experimented with different NN configurations and
convergence criteria which did not yield better results, but still the best
performing NN configuration, training paradigm, amount of training
data, and experimental settings can be questioned. To improve the
ASR performance, additional information might be needed to extract
useful deviance feature vectors. For example, we may extract noise type
information from a wider temporal context.

Since compensation for the mismatch caused by noise using GMM weight
adaptation in a non-negative latent component framework is providing
only marginal accuracy improvements, the joint compensation of noise
and speaker mismatch using the NTD framework of section 4.2 is also
expected to provide only limited gains over speaker-only compensation
and hence no experiments were conducted.
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mean
norm exp Γ(e)

(eqn.
(4.41))

L4 test set name

01 02 03 04 05
stand baseline 6.09 7.12 12.68 19.22 14.65 e1

power
ε

baseline 5.72 6.82 12.18 18.14 14.57 e2
± 0.32 ± 0.35 ± 0.45 ± 0.53 ± 0.48

oracle: soft.
updated λNI

1 50 5.79 6.93 11.54 17.65 14.16 e3

oracle: soft
ABS: ρ=100.
updated λNI

1 50 5.77 6.95 11.45 17.63 14.63 e4

oracle: soft
1 50 5.72 6.43 10.07 15.75 12.50 e5
10 50 5.72 6.50 9.94 15.75 12.42 e6

oracle: soft.
ABS: ρ=100.

1 50 5.72 6.87 10.33 16.08 13.02 e7
10 50 5.72 6.61 10.52 15.71 13.23 e8
30 50 5.72 6.61 10.46 15.64 13.00 e9
50 50 5.72 6.65 10.48 15.77 12.98 e10

mean
norm exp Γ(e)

(eqn.
(4.41))

L4 test set name

06 07 01-07 02-07
stand baseline 11.94 15.47 12.45 13.51 e1

power
ε

baseline 11.15 14.33 11.84 12.87 e2
± 0.43 ± 0.48 ± 0.18 ± 0.17

oracle: soft.
updated λNI

1 50 10.82 14.48 11.62 12.60 e3

oracle: soft
ABS: ρ=100.
updated λNI

1 50 10.95 13.82 11.60 12.57 e4

oracle: soft
1 50 9.83 12.18 10.35 11.12 e5
10 50 9.79 12.35 10.35 11.12 e6

oracle: soft.
ABS: ρ=100.

1 50 9.99 13.06 10.73 11.56 e7
10 50 9.88 12.83 10.64 11.46 e8
30 50 9.73 12.65 10.54 11.35 e9
50 50 9.81 12.44 10.55 11.36 e10

Table 4.4: WER (in %) and std (see eqn. (1.6)) of baseline and oracle
experiments . baseline: no noise compensation algorithm is applied. The
baseline std is shown by the row with "±" under the baseline WER.
oracle: the oracle clean speech feature vector x(c) is known. soft: soft
clustering (see eqn. (4.28)). ABS : both the noisy input feature vectors
and the clean feature vectors are compared with the absolute value ρ
(refer to eqn. (4.44)) to estimate the deviance feature vectors. updated
λNI: λ(e)= updated NI Gaussian mixture weights (eqn. (4.36)). stand:
standard mean normalization (see eqn. (4.61)). power ε:eqn. (4.62)
is used to perform the mean normalization. name: experiment name
referred in the main text.
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exp Γ(e)

(eqn.
(4.41))

L4 test set name

01 02 03 04 05
oracle: soft. ABS: ρ=100.
noise cluster GMMs: real SS
ABS

1 50 5.74 6.65 10.42 15.99 12.61 e11
10 50 5.74 6.58 10.41 15.90 12.82 e12
30 50 5.74 6.65 10.61 15.95 12.63 e13

exp Γ(e)

(eqn.
(4.41))

L4 test set name

06 07 01-07 02-07
oracle: soft. ABS: ρ=100.
noise cluster GMMs: real SS
ABS

1 50 10.31 12.91 10.66 11.48 e11
10 50 10.31 12.67 10.63 11.45 e12
30 50 10.31 12.63 10.65 11.46 e13

Table 4.5: WER (in %) for oracle ABS experiment where the front-end
noise cluster GMM are estimated from the real SS ABS deviance feature
vectors (see table 4.6).
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exp Γ(e)

(eqn.
(4.41))

Γ(r)

(eqn.
(4.39))

L4 test set name

01 02 03 04 05
soft. λ(e) =
updated λNI

50 5.74 6.93 12.12 17.58 14.07 ssabs1

soft

1 50 5.68 7.10 12.48 18.36 14.81 ssabs2
10 50 5.74 6.89 12.16 17.99 14.74 ssabs3
30 50 5.70 6.84 11.92 17.84 14.55 ssabs4
50 50 5.66 6.86 11.84 17.82 14.42 ssabs5
30 1.00 50 5.68 6.87 11.81 17.92 14.50 ssabs6
50 1.00 50 5.68 6.78 11.73 17.78 14.31 ssabs7
10 10.00 50 5.75 6.82 11.97 18.06 14.42 ssabs8

soft, δ = 0.01 10 50 5.66 6.84 11.90 17.50 14.52 ssabs9
soft, δ = 0.1 10 50 5.79 6.82 11.68 17.15 14.22 ssabs10
soft, δ = 0.5 10 50 5.74 6.91 11.69 17.49 14.53 ssabs11

exp Γ(e)

(eqn.
(4.41))

Γ(r)

(eqn.
(4.39))

L4 test set name

06 07 01-07 02-07
soft. λ(e) =
updated λNI

50 10.84 14.07 11.62 12.60 ssabs1

soft

1 50 11.58 14.70 12.10 13.17 ssabs2
10 50 11.41 14.27 11.89 12.91 ssabs3
30 50 11.41 13.90 11.74 12.74 ssabs4
50 50 11.34 13.82 11.68 12.68 ssabs5
30 1.00 50 11.32 13.84 11.71 12.71 ssabs6
50 1.00 50 11.26 13.84 11.63 12.62 ssabs7
10 10.00 50 11.34 13.69 11.72 12.72 ssabs8

soft, δ = 0.01 10 50 11.36 13.79 11.65 12.65 ssabs9
soft, δ = 0.1 10 50 11.02 13.95 11.49 12.47 ssabs10
soft, δ = 0.5 10 50 10.98 14.05 11.63 12.61 ssabs11

Table 4.6: WER (%) of SS ABS experiments with ρ = 100. Experiments
with different Γ(e), Γ(r), and number of noise clusters L4 are listed. soft:
soft clustering. SS ABS: spectral subtraction with an absolute value ρ
to estimate the deviance feature vectors.
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exp Γ(e)

(eqn.
(4.41))

Γ(r)

(eqn.
(4.39))

L4 test set

01 02 03 04 05
soft 1 1.00 35 5.85 7.27 11.83 18.10 14.12

10 1.00 35 5.83 7.17 11.71 18.06 13.82
30 1.00 35 5.59 7.06 11.90 18.12 14.38
50 1.00 35 5.83 7.02 11.64 17.99 14.07
10 10.00 35 5.85 7.17 11.66 17.99 14.05
30 10.00 35 5.79 6.97 11.73 18.05 13.99
30 1.00 50 5.79 7.32 12.03 17.93 14.37
50 1.00 50 5.79 7.38 11.94 17.86 14.46

exp Γ(e)

(eqn.
(4.41))

Γ(r)

(eqn.
(4.39))

L4 test set

06 07 01-07 02-07

soft

1 1.00 35 11.49 14.55 11.89 12.89
10 1.00 35 11.34 14.37 11.76 12.75
30 1.00 35 11.19 13.99 11.75 12.77
50 1.00 35 11.30 14.27 11.73 12.72
10 10.00 35 11.28 14.12 11.73 12.71
30 10.00 35 11.15 14.48 11.74 12.73
30 1.00 50 11.08 14.07 11.80 12.80
50 1.00 50 10.97 14.03 11.77 12.77

Table 4.7: WER (%) of LOGMMSE experiments. Experiments with
different Γ(e), Γ(r), and number of noise clusters L4 are listed. soft:
soft clustering. LOGMMSE: minimum mean square error log-spectral
amplitude estimator to estimate the clean speech feature vector.
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exp Γ(e)

(eqn.
(4.41))

L4 test set name

01 02 03 04 05

NN target: w(z)
l4

10 50 5.81 6.76 11.81 17.88 14.16 nn1

NN target:
logw(z)

l4

10 50 5.81 6.78 12.12 18.25 13.90 nn2

exp Γ(e)

(eqn.
(4.41))

L4 test set name

06 07 01-07 02-07

NN target: w(z)
l4

10 50 11.30 13.92 11.66 12.64 nn1

NN target:
logw(z)

l4

10 50 11.64 14.46 11.85 12.86 nn2

Table 4.8: WER (in %) for NN experiments where the front-end noise
cluster GMM are estimated from the real SS ABS deviance feature
vectors (see table 4.6). There are two hidden layers in the NN network
with sizes: [1000 1000].



Chapter 5

Conclusions and Future work

In the previous chapters, we have introduced different techniques to
improve the performance of an ASR system. In this chapter, we highlight
the original contributions given by this dissertation. Next, possible future
work is described.

5.1 Original contributions

This thesis aims at improving the robustness of a LVCSR system.
Mismatches between the training and testing databases degrade the
performance of an ASR system. In this work, we focus on compensating
the mismatches caused by environmental and speaker variability. The
main contribution of this work is to compensate for the mismatches by
developing feature vectors and acoustic models which better fit the target
environment or speaker.

• Feature-space noise compensation
In automatic speech recognition, additive background noises cause
a non-linear transformation of the clean speech feature vectors.
Clean speech feature vectors with a single Gaussian distribution
may not be expressed as a single Gaussian distribution anymore
when additive noise is present. To compensate for the mismatch
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between the training and testing data introduced by the additive
noise, we proposed a parametric histogram equalization (pHEQ)
algorithm together with a noise masking technique. In this
feature-space based method, the distributions of both the training
and testing data power spectrum feature vectors are mapped
to a parametric target distribution. The target distribution is
typically expressed as a mixture of two Gaussian probability density
functions. To compensate for non-stationary noises, noise power
spectrum estimation methods are incorporated to estimate the
noise mean value of the noisy speech feature vector distribution.

• Speaker adaptation
Besides noise, another factor which causes mismatch between
training and testing data is speaker variability. The key idea of
compensating speaker differences is to estimate speaker dependent
state emission probabilities. Gaussian mixture weights play an
important role in estimating state emission probabilities. By
assigning more weight to Gaussians which are more specific to
a target speaker and zero or less weight to the irrelevant or less
relevant Gaussians, speaker specific state emission probabilities
can be estimated. NMF is used to estimate the speaker dependent
Gaussian mixture weights by expressing the weights as a linear
combination of latent vectors, given limited amounts of enrollment
data. These latent vectors, which are estimated by maximizing the
likelihood of the training speakers, encode the systematic patterns
of the Gaussian usages of the training speakers. To learn richer
Gaussian usage patterns from the training data, the NMF-based
weight adaptation algorithm is combined with SAT or a Gaussian
exponentiation scheme. By combining the NMF-based speaker
weight adaptation algorithm with eigenvoice-based mean adaptation
algorithm, both Gaussian mixture weights and means are adapted,
which produces state emission probabilities that are more specific
to the target speaker.

• Model-based noise compensation
The original idea was to compensate for both speaker and noise
variability by generating noise and speaker dependent Gaussian
mixture weights. Non-negative tensor factorization would be used
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to estimate the noise and speaker dependent Gaussian mixture
weights. In this thesis, we focused on presenting and testing a model-
based noise compensation algorithm by estimating the Gaussian
mixture weights of the target environment. Taking into account
that noises are typically non-stationary in reality, a set of Gaussian
mixture weights is estimated per frame during evaluation. A NTD
core tensor is estimated from the training data given a set of
noise cluster GMMs, which is estimated by clustering the front-
end deviance feature vectors. In order to estimate the deviance
feature vectors, modified spectral subtraction, LOGMMSE and NN
algorithms are applied to estimate the clean speech power spectrum
and noise cluster posterior probabilities.

All the algorithms proposed above are implemented and evaluated in
a large vocabulary automatic speech recognition system. Different
databases are used to evaluate these algorithms. The Aurora4 database
is used to evaluate the front-end noise compensation algorithm. We use
the WSJ database whose training and testing database contain only clean
speech data to test the proposed speaker adaptation algorithm. Our
own Aurora4-based multinoise database is generated to test the proposed
model-based noise compensation algorithm.

5.2 Future work

In this section, we present a few possible directions or ideas which may
further improve the performance of the LVCSR system.

• We have shown that parametric histogram equalization together
with the noise masking technique can be used to compensate for
non-linear transformations of the speech corrupted by additive
noise. This technique is applied to perform noise compensation in
the feature space. It could be combined with our model-based noise
and/or speaker variability compensation algorithms. We could
derive a new noise and speaker compensation algorithm by first
using the pHEQ algorithm to tranform the feature vectors and then
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applying the NMF-based speaker weight adaptation to compensate
for the speaker variability.

• In chapter 2, we have shown that the proposed front-end noise
compensation algorithm improves the ASR performance with
IMCRA or Rangachari’s noise power spectrum estimation method.
With known noise power spectrum, the introduced method gives
even further WER reduction. A further step to improve the
performance of an ASR system could be deriving a better
instantaneous noise power spectrum estimator, for instance based
on sparse exemplar representations of noisy speech. These have
the advantage of taking a wide temporal context into account.

• In chapter 4, we have only focused on the idea of compensating
noises by adapting the Gaussian mixture weights, while the
original idea was to perform both noise and speaker variability
compensation. The next step could be to test both noise and
speaker compensation using the algorithm presented in chapter 4.
We have also shown in chapter 4 that our weight-based noise
compensation algorithm improves the performance significantly
of the ASR system when the deviance feature vectors are known.
However, in reality, the corresponding clean speech feature vectors
of the noisy speech, which are used to estimate the deviance
feature vectors, are not known. Therefore, we need to estimate
the deviance feature vector. By using the modified SS ABS or
LOGMMSE ABS algorithm to estimate the clean speech feature
vectors, we do not observe performance improvement. We also did
not observe performance improvement by using NN to estimate the
noise cluster posterior probabilities wi4 directly. New algorithms to
estimate the deviance feature vectors could be developed. Different
speech enhancement techniques can be used to estimate the clean
speech feature vectors, for example Kalman filter-based speech
enhancement [72][87]. The size of the current neural network can
be adjusted in order to get better performance. Single-layer based
forward network extreme learning machine (ELM) [36] can also
be tested to estimate the noise cluster posterior probabilities wi4
directly.
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Similar to chapter 3, the weight-based noise compensation algorithm
can be combined with mean (and variance) adaptation techniques.
The number of Gaussians could be increased and the variance of
Gaussians can be reduced such that the weights of the GMM can
reshape the state-Gaussians more.

By smoothing the posterior probabilities w(z)
i4;t (row ssabs10 in

table 4.6), which activates the correct noise cluster by assigning a
non-zero value to its corresponding w(z)

i4;t, the ASR performance is
improved. We could reduce the number of clusters, so that we don’t
have the problem of data shortage. This can be done effectively by
a NMF decomposition like in chapter 3 along the L4 dimension.





Appendix A

Non-linear effect of additive
noise

In this section, more figures are given to show the effect of the additive
noise on the distribution of the noisy speech. Figure A.1 shows the
nonlinear effect of the additive noise on Aurora4 data. Figure A.2 shows
the mean shift and variance expansion or compression of the noisy speech
compared to those of the clean speech. The non-Gaussian distribution
of the noisy signal can also be observed in figure A.2.
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Figure A.1: Logarithm (base 10) of the 10th Mel-filter bank coefficient as
observed on data extracted from the Aurora4 database. The x-coordinate
corresponds to the clean speech. The y-coordinate is the corresponding
noisy or clean coefficient.
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(a) clean data are generated with Gaussian statistics: µ = 0, σ = 1.5;
noise are generated with Gaussian statistics: µ = −3.5, σ = 0.3.
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(b) clean data are generated with Gaussian statistics: µ = 0, σ = 1.5;
noise are generated with Gaussian statistics: µ = −1, σ = 4.

Figure A.2: Estimated probability density function (from histogram)
versus logarithm power spectrum based on artificially generated data.





Appendix B

Power ε mean normalization

In this section, we will prove that when ε→ 0, eqn. (4.62)

10 log10 y −
1
ε
× 10 log10(µyε)

is equivalent to eqn. (4.61):

y(l) − µy(l)
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Eqn. (4.62) can be rewritten as follows.

10 log10 y −
1
ε
× 10 log10(µyε)

=y(l) − 1
ε
× 10 log10(E[yε]) (B.1)

=y(l) − 1
ε
× 10 log10(E[ε ln(y) + 1]) (B.2)

=y(l) − 1
ε
× 10 log10(εE[ln(y)] + 1)

=y(l) − 1
ε
× 10ln(εE[ln(y)] + 1)

ln 10 (B.3)

=y(l) − 1
ε
× 10εE[ln(y])

ln 10 (B.4)

=y(l) − E[10 log 10(y)]

=y(l) − µy(l)

(B.5)

From eqn. (B.1) to eqn. (B.2), we applied the following property. When
ε→ 0,

yε = ε ln(y) + 1 (B.6)

From eqn. (B.3) to eqn. (B.4), the Taylor series expansion is applied:

ln(1 + z) ≈ z when z is small (B.7)
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