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ABSTRACT
We propose an unsupervised framework for recognizing ani-
mals in videos using subtitles. In this framework, the align-
ment between animals and their names is performed using
an Expectation Maximization algorithm which is adapted
to two very different circumstances- 1) when the bounding
boxes are available and 2) when the frame as a whole is
used instead of bounding boxes. With the goal of maximiz-
ing precision, recall and F-measure, the experiments com-
pare a multitude of natural language processing approaches
and visual features when associating animal names in the
subtitles with visual patterns. The proposed unsupervised
methods obtain 83.1% F1 using bounding boxes and 65.7%
F1 without bounding boxes in a fully automated pipeline.

Categories and Subject Descriptors
I.2.10 [Artificial Intelligence]: Vision and Scene Under-
standing

General Terms
Algorithms

Keywords
Wildlife recognition, Cross-modal alignment, EM algorithm

1. INTRODUCTION
There has been a tremendous growth in the volume of mul-

timedia sources on the Internet. Nonetheless, a significant
portion of the content is indexed by user-tags that are often
incomplete and uninformative, making the content inacces-
sible to users. In this paper, we propose a completely un-
supervised approach to assign tags or labels to video frames
in order to make them searchable. We experiment with a
series of wildlife documentary videos with subtitles, from
the British Broadcast Corporation (BBC). In particular, we
exploit the co-occurrence of entities in the subtitles with
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There are other more sinister dangers.
Crocodiles are everywhere. The migration is the bonanza
they’ve been waiting for.
But the zebras are surprisingly well-armed.
Even in water, a zebra’s kick is more than a crocodile can
endure.

Figure 1: An example of a frame containing two
bounding boxes with the corresponding text

the animals shown in the video to align the two modali-
ties. Figure 1 shows an example of a frame together with
its corresponding subtitle. The frame shows two animals in-
dicated by the bounding boxes, while the subtitle mentions
their names: zebra and crocodile.

To accomplish this task, the entities extracted from sub-
titles are used as noisy labels for the video key frames.
The alignment between animals and their names is then
refined by an Expectation Maximization (EM) algorithm.
This algorithm is an extension of the authors’ names and
faces alignment algorithm [1], adapted to the case of an-
imals which are even more complex objects to recognize.
To the authors’ knowledge, most studies on the alignment
across text and vision have been based on people [1–3] or
scenes [4], with no focus on animals. Although the recogni-
tion of animals such as cats, dogs, monkeys, fish1 from videos
is a well-studied problem [5–8], using the weak supervision
of accompanying text in the video for the recognitions is a
novel task.

The organization of this paper is as follows: Section 2
defines our problem. Section 3 elaborates the methodol-
ogy: the pre-processing of the text and visual data, and the
alignment. Section 4 discusses the experiments and results.
Finally, section 5 presents the conclusions and future work.

1http://homepages.inf.ed.ac.uk/rbf/Fish4Knowledge/



2. TASK DEFINITION
Given a set N = {n1, n2 . . . np} of animals in video sub-

titles and a set of video key frames F = {f1, f2 . . . fq} with
their corresponding visual patterns Ai = {a1, a2 . . . am}, the
task is to identify the animals shown in the keyframes. This
task can be seen as the alignment of animal names found
in the subtitles with animal bounding boxes detected in the
images or with the general image patterns, when bounding
boxes are lacking. The result is the most probable align-
ment scheme sj ∈ Si for frame fi, where sj consists of sets
< nl, ak > where nl ∈ N and ak ∈ Ai of frame fi.

3. METHODOLOGY
The proposed method involves pre-processing of the tex-

tual and visual data and alignment across the two modali-
ties.

3.1 Pre-processing of the text data
Pre-processing of text extracts the animal mentions and

co-referring pronouns, leaving out the rest of content.

3.1.1 Named entity recognition
The first step is to identify the animals from the subti-

tles of the video. An intuitive approach would be to rely
on a named entity recognizer (NER) [9, 10]. Current NER
systems, however, recognize only persons, locations and or-
ganizations, and not animal names. Hence, we use a dif-
ferent approach, where we stem the words in the subtitles
and compare them against a list of animals obtained from
WordNet [11] to obtain the animals mentioned in the video.

3.1.2 Coreference resolution
Often, the first mention of an animal has the complete

name, while subsequent mentions use a generalized name
or just a pronoun. For example, when a blue whale is in-
troduced, the name ‘blue whale’ is mentioned in full, while
subsequent occurrences often mention just ‘whale’. In such
a case, we assume that they both refer to the same ‘general’
species. But, in addition, the subtitles use a lot of pronouns
(e.g., an animal can be referred to as ’he’ or ’she’). These
coreferences must be resolved in order to understand which
animal might be shown in the frame corresponding to the
subtitle. We combine three different coreference resolvers
which when used in a cumulative way gives the best results.
The first resolver links a mention to the immediately preced-
ing animal mention. These results are fused with the results
of two other coreference resolvers, namely the Reconcile [12]
and Stanford coreference resolution [13] tools. These tools
are implemented in a cumulative fashion. That is, the final
output of the coreference resolution is the union of the out-
puts of all the methods. This could mean that references
are interpreted in two or more different ways. For example,
when the first tool resolves the use of ‘he’ as a reference to a
crocodile, but the second tool determines this is a reference
to a zebra, the union of the two entities namely crocodile
and zebra will be the entity discovered. This is to ensure
recognition of as many entities as possible.

3.2 Pre-processing of the visual data
To analyze the video, shot cut detection and keyframe

extraction are done using [14]. Subsequently, detection of
the objects in the video frame is performed, followed by the
extraction of visual features, and their clustering.

3.2.1 Object detection and feature extraction
The objects have been ‘detected’ in two different ways.

The first approach assumes that the exact location of the
animals in the video frame is known and indicated by a
bounding box. For example, Figure 1 shows two bounding
boxes where the animals are present. Currently, bounding
boxes are being detected manually, but are expected to be
detected automatically in the future. While the results of
using the ground truth bounding boxes will be optimistic,
they provide a good indication of what is possible when the
animal detection module gives (close to) optimal results.

The second approach uses the entire frame and assumes
no information is provided about the position of the animals.

In either case, features are extracted using the Bag of
Visual Words (BoVW) [15] method.

3.2.2 Generation of objects for alignment
Using bounding boxes

Once feature vectors are built, clustering of the bounding
boxes is performed. Each object is, then, compared to the
cluster centers obtained and is replaced with the closest cen-
ter.

The clustering is done using Elkan’s k-means algorithm
[16] which produces the same results as the regular k-means
algorithm, but is computationally more efficient. This ac-
celerated algorithm eliminates some distance calculations by
applying the triangle inequality and by keeping track of
lower and upper bounds for distances between points and
centers. This algorithm, however, needs the number k of
clusters present in the data, which is not readily available.
To combat this problem, two approaches have been used:

1. Global clustering - the total number of distinct ani-
mals is counted from the text. This count constitutes
the number k of clusters. The bounding boxes will be
clustered into this number of clusters.

2. Local clustering - the video is divided into continuous
blocks, that are of fixed window size (time interval), in
such a way that each block is about a specific subset
of the animals appearing in the video.

In either case, two different distance metrics namely the L2
norm and χ2 distance have been used. In addition to the
clustering, pruning is done to remove all the clusters with
less than 5 members. The members of the clusters that
are removed are then assigned the cluster with the closest
center. The distance to the centers is calculated with the
same metric as the clusters were formed.

Each cluster cj in the set of clusters H inherits all the
animal names that co-occur with the animal patterns (here
bounding boxes) of the cluster cj . These clusters will be
used to initialize and update the EM algorithm as described
in Section 3.4.

Using entire frames Every instance is characterized by
the features generated in 3.2.1. These features are used to
initialize (by means of a naive Bayes classifier) and update
the EM algorithm as described in Section 3.4.

3.3 Assigning noisy labels to keyframes
Linking of subtitles to the keyframes is based on the method

of object detection. When bounding boxes are available,
there is the evidence of an animal present and hence the
last mentioned entity is suggested. As a result, while using



Figure 2: An example of possible alignment schemes
for the animals depicted in the frame of Figure 1

the bounding boxes, it is possible that an entity of a single
subtitle is suggested for several bounding boxes. However,
when bounding boxes are not available, the subtitles are
linked to keyframes based on the time they are mentioned
and the time the keyframe is shown. When no subtitles ap-
pear, or when there are no subtitles with entities close to
a keyframe, no name is suggested for this keyframe. On
the other hand, a subtitle can also be aligned with several
frames when they coincide in the same interval.

3.4 Alignment
Alignment is the process of mapping the objects (animal

patterns) in the video (al) to the entities mentioned in the
subtitles (nk). Figure 2 shows possible alignment schemes
for the animals depicted in Figure 1. For each frame, the
most probable alignment scheme has to be chosen from all
possible schemes. One way to accomplish this is by imple-
menting an EM algorithm. The EM algorithm has an initial-
ization step followed by the iterative E- and M-steps. The E-
step estimates the likelihood of each alignment scheme sj for
frame fi, while the M-step updates the probability distribu-
tions based on the estimated alignments over all keyframes
of the video. These steps are described below.

3.4.1 Initialization
The likelihood of the alignment scheme sj for the frame

fi is defined as follows:

Lfi,sj =
∏
α

P (nσ(α)|aα) (1)

where α is the index of the animal pattern where nσ(α) is ap-
pointed to in alignment scheme sj . The initialization step
makes an initial estimate P (n|a) of name n given animal
pattern a, based on the method of object detection as fol-
lows.

Using bounding boxes When the bounding boxes are
available, P (n|a) is estimated from the co-occurrences of
animal names and clusters of bounding boxes. In this case,
the animal pattern a is denoted by a cluster of bounding
boxes cx.

P (n|a) =

∑
fi∈Fm(fi, n, cx)∑

ck∈H

∑
fi∈Fm(fi, n, ck)

(2)

Where m(fi, n, cx) is 1 when the name n found in the sub-
title of fi is inherited by the cluster cx (Section 3.2.2). This
initialization implicitly uses the null animal (the animal is
not depicted in the frame). As is evident from this equation,

the likelihood of those alignment schemes where the name
and animal pattern co-occur frequently, is higher.

Using entire frames When there are no bounding boxes
available, clustering is not possible, and the initialization has
to be done differently. In this case, the values of P (n|c) are
estimated using a naive Bayes classifier (NBC). The clas-
sifier is used to classify data points based on the BoVW
features obtained. Given the set of unique animal names
N = {n1, n2, . . . , np} found in the subtitles of the video,
and a set of key frames F annotated by the names co-
occurring in the subtitles with the frames, the probabil-
ity of an animal name n given an animal pattern a, where
a = {g1, g2, ..., gD}, can be computed as follows:

P (n|a) =
P (n)P (g1, g2, ..., gD|n)

P (a)
(3)

The Bayesian classification approach is to find the most
probable class of the new data point or frame pattern al:

nMAP = argmaxnj∈N
P (nj)P (g1, g2, ..., gD|nj)

P (al)
(4)

= argmaxnj∈NP (nj)P (g1, g2, ..., gD|nj) (5)

The NBC assumes that the features g1, g2, . . . , gD of the
data points are conditionally independent given the target
class nj , and is trained by maximum likelihood estimation
over the training data. Note that we use no training data
that are manually annotated but solely rely on the noisy
temporal alignments of names and potential animal pat-
terns. The classifier obtained from these data is applied
on the same training data to give us the needed initial prob-
ability estimates for P (n|a).

3.4.2 E-step
The E-step estimates the likelihood of each alignment

scheme sj for frame fi. Using equation (1), the complete
log likelihood of all the frames is:∑

fi∈F

∑
sj∈Si

δi,j log(Lfi,sj ) (6)

where δi,j is a hidden variable that selects the most likely
alignment scheme sj for each frame fi and is estimated as:

δi,j =
Lfi,sj∑

sk∈Si
Lfi,sk

(7)

During the E-step, the value of δi,j is estimated.

3.4.3 M-step
In the M-step, the P (n|a) is recomputed. As with the

initialization, P (n|a) is estimated based on the method of
object detection:

Using bounding boxes When the bounding boxes are
available, P (n|a) is estimated from the co-occurrences of
animal names and clusters of bounding boxes, weighted by
the current value of δi,j .

P (n|c) =

∑
fi∈F

∑
sj∈Si

δi,jm(n, cx, sj)∑
fi∈F

∑
sj∈Si

δi,jm(cx, sj)
(8)

where m(n, cx, sj) is 1 if a bounding box of cluster cx is as-
signed to the name n in alignment sj and m(cx, sj) is 1 if a



bounding box of cluster cx is assigned in alignment sj .

Using entire frames When bounding boxes are not used,
each feature gα is used in recomputing P (n|f)

P (n|f) =

∑
fi∈F

∑
sj∈Si

∑
α δi,jm(n, gα, sj)∑

fi∈F

∑
sj∈Si

∑
α δi,jm(gα, sj)

(9)

where gα is a feature in frame fi and m(n, gα, sj) is 1 if
feature gα co-occurs with name n in alignment sj of fi and
m(gα, sj) is 1 if feature gα occurs in alignment sj .

At the end of each M-step, an extra step is added to force
links between a cluster and a name. When the first subtitle
of a block mentions an entity, it is very likely that this entity
appears in the first bounding box, due to the structure of
the DVD. Each block begins by introducing an animal which
is possibly followed by the introduction of the animal that
hunts this first animal. We exploit this knowledge by forcing
links between the first mentioned animal in a block and the
first animal shown. These links are forced into the iterative
procedure by changing the probabilities at each iteration.
When, for example, n1 appears in the first subtitle of a block
and c1 is the cluster in which the first bounding box is part
of, the link will be given a much higher probability than any
other combination in which n1 appears. It is still possible
that c1 appears in another such link. This is due to the
normalization, which is done on a per name basis.

The EM iterations stop when there are no more changes
in the obtained probabilities. Although the EM algorithm
does not guarantee convergence to the optimal solution, it
typically yields a good solution for the alignment problem.

4. EXPERIMENTS AND RESULTS
The data used in our experiments is the DVD Great Wild-

life Moments2 from the BBC. The duration of this video is
108 minutes at a frame rate of 25 frames per second, and
the frame resolution is 720x576 pixels. The video consists of
28 chapters and all the chapters except the ones containing
just one animal are evaluated, as the alignment in this case
is trivial. This leaves us with chapters 14 to 28 with the
exception of chapter 17 which is about splash tetras, a kind
of small fish. Two important sources of information are
used: the subtitles and the video frames. The subtitles are
distributed throughout the video and contain a total of 7,304
words in 545 sentences. 186 animal names are mentioned in
these subtitles. In addition to the subtitles, 1668 frames
were obtained using [14].

The evaluation covers three aspects: 1) the pre-processing
of text including the named entity recognition and corefer-
ence resolution; 2) the clustering of visual elements, i.e., the
ground truth bounding boxes; and 3) the alignment.

4.1 Pre-processing of the subtitle texts
First, to evaluate the named entity recognition, 100 sen-

tences are chosen randomly and named entities (animals) are
recognized using our WordNet based approach. In addition,
the entities present in these sentences also are manually an-
notated, yielding 55 entities that were used as ground truth.
The results of the named entity recognition on this set are
tabulated in Table 1. It can be seen that the precision, re-
call and, consequently, the F-measure of this task are quite

2http://www.bbcshop.com/science+nature/great-wildlife-
moments-dvd/invt/bbcdvd1131/

Method Precision Recall F1
Named entity recognition

WordNet Animals 93% 96.4% 94.7%
Coreference resolution

Basic 66.7% 38.3% 48.7%
Reconcile 100% 8.5% 15.7%
Stanford 61.1% 23.4% 33.8%
Basic and Reconcile 71% 46.8% 56.4%
Aggregated resolution 66.7% 51.1% 57.9%

Table 1: Results of NER and coreference resolution

Method Global Clustering Local Clustering
L2 26% 76%
χ2 29% 80%

Table 2: Clustering results (in terms of NMI) using
BoVW features which describe the bounding boxes

high. This is explained by two factors: first, the simplicity
of the subtitles, second, the names come from a fixed list of
animals, unlike the case of generic named entity recognizers
for people, locations and organizations.

To evaluate the coreference resolution, a sample of 150
randomly selected sentences is used. To obtain the ground
truth annotation, the coreferences were resolved manually,
producing 47 inter sentence coreferences. The evaluation of
the system-resolved coreferences on the set of 150 sentences
with respect to this ground truth are shown in Table 1. Note
that Reconcile has a precision of 1, but a very low recall. The
aggregated coreference system, which is the combination of
all the approaches increases the recall significantly, and has
the highest F-measure.

4.2 Clustering of visual elements
The second aspect evaluated is the clustering of bound-

ing boxes. This is measured using the normalized mutual
information (NMI) [17] which is a measure of how similar
the bounding boxes are, compared to the ground truth, in
terms of how much information they have in common.

The clustering is evaluated on BoVW features using two
distance metrics- the L2 norm and χ2 distance. The clus-
tering was performed in two ranges - over the entire video
and within the blocks identified in Section 3.2.2. The results
are tabulated in Table 2. First, note that the χ2 distance in
general performs better than the Euclidean distance. This
is reasonable since the BoVW produces histograms of visual
words and the χ2 distance is better suited to compare his-
tograms. Second, in general the NMI within the block is
significantly greater than that over the entire video. This
makes sense as the blocks share the same subject(s), elimi-
nating a considerable number of unrelated objects.

4.3 Alignment
The third aspect of evaluation is the alignment itself.

The alignment methodology depends on the object detec-
tion method - using bounding boxes or the entire frame.
The results of either approaches are reported below.

4.3.1 Using bounding boxes
To evaluate the alignment using bounding boxes, experi-

ments were performed with different modes of clustering:



Method
Animal Annotation Frame Indexing

Prec. Rec. F1 Prec. Rec. F1
Without coref. 70.2% 70.2% 70.2% 76.3% 70.3% 73.1%

With basic coref. 72.4% 72.4% 72.4% 75.7% 71.8% 73.7%
With basic & OpenNLP 77.3% 77.3% 77.3% 81.7% 77.5% 79.5%
With complete coref. 77.6% 77.6% 77.6% 82% 77.8% 79.9%

Table 3: Alignment based on temporal segmentation

Animal Annotation Frame Indexing
Without coref Aggregated coref Without coref Aggregated coref

Prec. Rec. F1 Prec. Rec. F1 Prec. Rec. F1 Prec. Rec. F1
Global k-means 60.2% 60.2% 60.2% 67.3% 67.3% 67.3% 68.6% 63.6% 66.0% 74.9% 72.8% 73.8%
Local k-means 69.9% 69.9% 69.9% 78.3% 78.3% 78.3% 75.3% 69.3% 72.2% 82.7% 78.5% 80.5%
Global χ2 67.3% 67.3% 67.3% 73.7% 73.7% 73.7% 72.7% 69.9% 71.3% 78.0% 77.5% 77.8%
Local χ2 70.9% 70.9% 70.9% 77.8% 77.8% 77.8% 77.3% 73.1% 75.1% 82.9% 81.3% 82.1%
Local χ2 pruned 73.7% 73.7% 73.7% 80.6% 80.6% 80.6% 78.7% 73.7% 76.1% 84.6% 81.6% 83.1%
Ground truth clusters 77.3% 77.3% 77.3% 87.5% 87.5% 87.5% 80.6% 76.3% 78.4% 88.5% 87.3% 87.9%

Table 4: Animal annotation and frame indexing results using bounding boxes

1. The range - local involving the blocks or global involv-
ing the entire video,

2. The distance metric L2 norm or χ2,

3. With or without pruning.

The evaluation covers two aspects:

1. Animal annotation indicating what object in the
video maps to which entity in the subtitle.

2. Frame indexing indicating what objects present in
the frame are mapped to entities in the subtitles. Frame
indexing considers the objects in the video frame and
the entities in the subtitles as two distinct groups, and
deals with the mapping of the groups of objects in
the frame to the groups of entities in the subtitles,
ignoring the actual correspondence of the individual
objects/entities.

A simple baseline approach is to use the time pointers of
the subtitles and frames as an indication of an alignment
schema (Section 3.3). The results of the animal annota-
tions and frame indexing using this temporal segmentation
based approach is shown in Table 3. Note that the use of
coreference resolution increases the precision, recall and the
F-measure of the alignment. This is because the coreference
resolution helps in identifying the real entities referred by
the pronouns, uncovering various missing links. Secondly,
comparing the annotation with frame alignments, the frame
alignments always performs better. This is because, in con-
trast to annotation, the frame indexing only maps groups of
entities, ignoring the correctness of individual animal-name
alignment. This could imply that the individual animal-
name alignments are wrongly recognized while the frame
alignment is correct. For example, a frame has two bounding
boxes: the first contains a zebra and the other one contains
a lion. If the name lion gets linked to the first bounding
box and zebra to the second one, the bounding boxes will
be labeled incorrectly, but the frame is labeled correctly.

The evaluation of the proposed approach for animal an-
notation and frame indexing, on the BoVW features, with
and without coreference resolution, over various clustering

parameters is shown in Table 4. Certain important infer-
ences can be made from Table 4. First, as in the case of
the baseline, the use of coreference resolution increases the
precision, recall and the F-measure of the alignment under
all circumstances. Secondly, the local clustering consistently
performs better than the global clustering as the local clus-
tering spans small chunks of related scenes with same or
similar subjects(s). Third, the frame indexing always per-
forms better than the animal annotations, as in the case
of the baseline. Fourth, when the clusters are pruned, the
performance is considerably higher. The last and most im-
portant observation is that local clustering using χ2, and
pruning produces the best results.

Comparing the proposed approach with the baseline, it
is evident that the proposed approach using local clustering
with χ2 and pruning gives a significant improvement in pre-
cision, recall and F-measure both with and without the use
of coreference resolution.

4.3.2 Using entire frames
When the bounding boxes of animals are not available, the

entire frames are classified using the NBC over fixed time in-
tervals. The results of the alignment using BoVW features,
over different intervals are shown in Figure 3. Similar to
the evaluation of alignment using bounding boxes, a simple
baseline of temporal segmentation (Sec. 3.3) has been used.
Note that the baseline used here is different from that of
the bounding boxes. From Figure 3, the most important
observation is that the precision of the proposed approach
is always significantly higher than that of the temporal seg-
mentation, over all time intervals. This is because the EM
algorithm corrects incorrect classifications. Second, it is evi-
dent that when the blocks or intervals chosen are very small,
the precision is higher. This is in line with our observation
that local clustering performs better than global clustering;
as block lengths increase, they resemble global clustering.
Although the precision of the proposed approach also drops
slightly with time, it is fairly stable compared to the pre-
cision of the baseline. The third observation that one can
make from the figures is that the recall increases when longer
blocks are used. The recall of the baseline is slightly higher



Figure 3: Alignment results obtained using BoVW feature vectors and aggregated coreference resolution
using entire frames

than that of the proposed approach. The F-measure in-
creases until a certain point and then drops. The optimal
F-measure is when the block length is 38 seconds. Since this
video contains 691 subtitles and its duration is 6.510 sec-
onds, on average a subtitle is shown each 9.4 seconds. Each
interval of 38 seconds contains on average four different sub-
titles. The F-measure is 65.7% and considerably lower than
that of the bounding box (in our case, ground truth) based
alignment. The reason is the significant amount of noise in-
troduced by the background when bounding boxes are not
known.

5. CONCLUSIONS
An unsupervised approach has been proposed to address

the novel task of recognizing animals from videos with sub-
titles. Experiments have been performed exhaustively using
different types of features, distance metrics and clustering
parameters. The best results were observed when BoVW
features were used together with local clustering using a χ2

distance metric. In the future, we wish to obtain ‘animal de-
tectors’ analogous to face detectors and run our algorithm
on the system-generated bounding boxes.
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