
Uncovering the Relationship between Event Log

Characteristics and Process Discovery Techniques

Seppe K.L.M. vanden Broucke1, Cédric Delvaux1, João Freitas1,
Taisiia Rogova1, Jan Vanthienen1 and Bart Baesens12

1 Department of Decision Sciences and Information Management, KU Leuven
Naamsestraat 69, B-3000 Leuven, Belgium

2 School of Management, University of Southampton
High�eld Southampton, SO17 1BJ, United Kingdom

seppe.vandenbroucke@kuleuven.be

Abstract. The research �eld of process mining deals with the extrac-
tion of knowledge from event logs. Event logs consist of the recording of
activities that took place in a certain business environment and as such,
one of process mining's main goals is to get an insight on the execution of
business processes. Although a substantial e�ort has been put on devel-
oping techniques which are able to mine event logs accurately, it is still
unclear how exactly characteristics of the latter in�uence a technique's
performance. In this paper, we provide a robust methodology of analysis
and subsequently derive useful insights on the role of event log character-
istics in process discovery tasks by means of an exhaustive comparative
study.
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1 Introduction

The research �eld of process mining deals with the extraction of knowledge from
event logs [1]. One of process mining's main analysis tasks concerns process dis-
covery, which aims to rediscover process models from recorded logs. The �eld
of process discovery and process mining in general has witnessed a tremendous
amount of interest from practitioners and researchers alike in recent years, evi-
denced for example by the large number of process discovery techniques being
proposed [1�4].

However, this reality causes a problem for practitioners wanting to use process
mining in real-life applications and environments: having so many techniques
available, it becomes di�cult to choose the most appropriate one for a given
situation without possessing a high amount of knowledge about the workings of
such techniques. This problem has already been identi�ed in [5, 6], where the
creation of benchmarks to compare the performance of di�erent techniques has
been labeled as one of the biggest challenges concerning process mining.

To tackle this issue, some authors have proposed frameworks [7] that help to
compare the performance of process discovery techniques, whereas others have
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focused on benchmarking the quality of those algorithms [8]. However, one im-
portant aspect to remark is that previous studies focused more on the algorithms
themselves together with their general performance, without going into much de-
tail on how they are in�uenced based on the characteristics of a given event log
(the starting point of analysis). In [6], the importance of these characteristics is
also mentioned. As such, this paper aims to present a benchmarking study of
process discovery techniques which will help to understand the relation between
event log characteristics and the performance of a process discovery algorithm
and can aid process mining practitioners to make more well-educated choices
about the most suitable technique for di�erent scenarios. To do so, an in-depth
analysis on the in�uence that event log characteristics have on the performance
of process discovery techniques is presented. In addition, a comparative study
between techniques' performances and accuracy in di�erent situations is also
carried out.

2 Related Work

The benchmarking of process discovery techniques is a problem that has not
been addressed extensively in the literature [6]. This is perhaps partially due
to the fact that the research �eld of process mining is quite young, having seen
its bigger boost after the publication of the alpha-algorithm by van der Aalst
et al. [1] in 2004. However, the need for such studies is real and motivated by
the proliferation of techniques and commercial products that has been occurring
recently [5].

The �rst attempt to come up with a framework that allows to benchmark
process discovery techniques was executed by Rozinat et al. [6, 9]. These studies
aim to reach a �common evaluation framework� which, under the assumption
that the log re�ects the original behavior, enables the comparison of a discov-
ered model with the event log from which it has been induced by means of
conformance analysis. After the groundwork had been set by these publications,
other authors utilized similar procedures to construct their frameworks. Weber
et al. [10] design a procedure that evaluates the performance of process mining
algorithms against a �known grounded truth�, referencing to the original process
models, with known constructs, that are used to generate the event logs used
for the conformance analysis. Although having introduced concrete experiments
on arti�cial process models, which allowed the comparison between the perfor-
mances of di�erent mining algorithms, only a small number of techniques and
models were evaluated (also taking into account a relatively small number of
structural properties).

After arguing that the procedure proposed to that date was time consuming
and computationally demanding (as this e�ort is proportional to the number of
algorithms and metrics considered), Wang et al. [7, 11] suggest a di�erent ap-
proach. Their proposed methodology allows for a more scalable method as the
evaluation of the algorithms' performance is done on a fraction of the process
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models of a given company, making it possible to choose the most suitable tech-
nique without having to mine all processes available. Finally, De Weerdt et al.
[8] include real-life event logs in their study, thus being the �rst authors to con-
sider such kind of logs. In addition, they propose the �F-score� metric as a valid
approach when evaluating the combination of di�erent accuracy dimensions.

3 Methodology

As stated before, the motivation for our study is to understand the e�ect of the
characteristics of event logs on the performance of process discovery techniques,
allowing us to pinpoint practical guidelines that helps one making problem-
tailored decisions when opting for a process discovery technique.

An experiment was designed comprising of the following phases:

Phase 1 Creation of synthetic process models and generation of event logs.
Phase 2 Mining of generated event logs using broad collection of process dis-

covery techniques.
Phase 3 Evaluation of the quality of the mined models according to the four

process model quality dimensions [6], using a collection of published
conformance checking metrics.

Before presenting the results of the study, the three phases in the experimental
setup are discussed in more detail in the following subsections.

3.1 Phase 1: Synthetic Model Construction & Event Log Generation

Eight process models with increasing complexity levels were designed. The fol-
lowing structural patterns, ordered by complexity, were taken into account: se-
quence, choice (XOR split/join), parallelism (or: concurrency, AND split/join),
loops (repetitions, recurrence), duplicate tasks (activities in the model bearing
the same label), non-free choice constructs (i.e. history dependent choices) and
�nally, nested loops. For each characteristic listed above, a process model was
constructed containing this characteristic, together with all characteristics from
less complex models, meaning that model eight (shown in Fig. 1), the most
complex model designed, contains all listed characteristics.

Arti�cial event logs were generated using CPNTools1 based on the eight
designed process models with di�erent non-structural characteristics, namely
presence of noise (removed events, swapped events and inserted events) and the
size of the event log. Table 1 shows an overview of the properties of the generated
event logs for each process model.

1 See: http://www.cpntools.org
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Fig. 1. Eight process models with increasing complexity levels were designed for use
in the benchmarking study. The process model shown here is the most complex and
contains all included characteristics.

Table 1. For each designed process model, four event logs were generated of di�erent
size, with and without noise to represent real-life scenario's.

Small Medium Medium with Noise Large with Noise

Number of events: 500 5000 5000 50000
Noise: No No Yes Yes

3.2 Phase 2: Process Model Discovery

Twelve process discovery techniques are examined: Alpha Miner [1], Alpha
Miner+ [12], Alpha Miner++ [13], Heuristics Miner [3], Genetic Miner [4], DT
(Duplicate Tasks) Genetic Miner [14], DWS Miner [15], AGNEs Miner [16], the
Evolutionary Process Tree Miner [17], Causal Miner [18], ILP Miner [19] and TS
(Transition System) Miner [20]. The list of mining algorithms was constructed in
such way so that all included process discovery techniques satisfy the following
requirements. First, their result should be represented in the form of a Petri net
or be transformable into one for the sake of clear and unambiguous compara-
bility. Second, algorithms should be publicly available and implemented in the
tools used for research, i.e. ProM 5 and ProM 6 [21], which were applied to mine
the models from the constructed event logs.

Concerning con�guration options, parameters for each discovery technique
were mostly kept to the default options. However, modi�cations were made for
the Heuristics Miner and Causal Miner. More precisely, the option �mine long
distance dependencies� was enabled for both, in order to enable to discovery
of these constructs. Also, both for Genetic Miner and DT Genetic Miner, the
�population size� was set to 10 and 100 for high and small/medium complexity
logs respectively, as to keep running time under control. For the Process Tree
Miner � another evolutionary algorithm � �population size� was also set to 10
and the �maximum number of generations� to 50.

3.3 Phase 3: Conformance Checking & Statistical Analysis

In the third and �nal phase of the experimental setup, an exhaustive conformance
analysis is performed using a large amount of conformance checking metrics in
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order to assess the quality of di�erent mined process models in respect with
the generated event logs based on four quality dimensions. Next, the results are
analyzed and compared using an exhaustive set of statistical tests.

Conformance Checking Conformance checking techniques demonstrate the
representativeness of the discovered process model and the behavior presented
in the event log. Conformance is typically measured across the following four
quality dimensions [6]:

� Fitness: the discovered model should allow for the behavior seen in the event
log;

� Precision: the discovered model should not allow for behavior completely un-
related to what was seen in the event log;

� Generalization: the discovered model should generalize beyond the example
behavior seen in the event log;

� Simplicity: the discovered model should be as simple as possible.

An overview of conformance checking metrics included in this study for each
quality dimension is provided in Table 2. The CoBeFra conformance checking
benchmarking suite was applied in order to facilitate the execution of the confor-
mance checking phase in our study [22]. It is important to note that virtually all
metric included in the study return a result in the range of [0, 1]. Most simplic-
ity metrics, however, except for Advanced Structural Appropriateness, return
an absolute value, indicating for instance a count. Therefore, we normalize these
values before performing the statistical analysis so that 0 corresponds with the
minimum (lowest) score obtained and 1 with the maximum (highest score).

Statistical Analysis After conformance analysis is performed between all
mined models and event logs, a set of statistical techniques is applied to evalu-
ate the results, enabling a robust and mathematical rigorous way of comparing
the performance of di�erent process discovery techniques (both in general and
taking into account speci�c event log characteristics).

In a �rst step, a one-way repeated measures ANOVA (Analysis of Variance)
test is executed, which is used to analyze the di�erences between the metrics
results for each quality dimension, that is, to assess whether the di�erent metrics
�agree� on their result.

Next, a regression analysis is performed to discover the relation between
structural process model and event log properties and the performance of pro-
cess discovery techniques, this for each discovery technique in each quality di-
mension, so that we can uncover main �driving factors� behind each process
discovery technique. Depending on the results of the previous ANOVA test, dif-
ferent response variables are used in the regression test: if the null hypothesis
was accepted (no di�erence in means of metric results), the average of all metrics
for one dimension was used as the independent variable (with the di�erent char-
acteristics of logs and models as dependent variables). If the null hypothesis was
rejected, the independent variable is based on the result of a carefully selected
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Table 2. Overview of conformance checking metrics included in the experimental
setup.

Name Authors Quality Dimension

Fitness Rozinat et al. [23]

Fitness
Proper Completion Rozinat et al. [23]
Alignment Based Fitness Adriansyah et al. [24]
Behavioral Pro�le Conformance Weidlich et al. [25]
Behavioral Recall Goedertier et al. [16, 26]

Advanced Behavioral Appropriateness Rozinat et al. [23]

Precision

ETC Precision Muñoz-Gama et al. [27]
Alignment Based Precision Adriansyah et al. [28]
One Align Precision Adriansyah et al. [29]
Best Align Precision Adriansyah et al. [29]
Behavioral Precision De Weerdt et al. [30]

Alignment Based Probabilistic Generalization Adriansyah et al. [28] Generalization

Advanced Structural Appropriateness Rozinat et al. [23]

Simplicity

Average Node Arc Degree Sánchez-González et al. [31]
Count of Arcs Sánchez-González et al. [31]
Count of Cut Vertices Sánchez-González et al. [31]
Count of Nodes Sánchez-González et al. [31]
Count of Places Sánchez-González et al. [31]
Count of Transitions Sánchez-González et al. [31]
Weighted P/T Average Arc Degree Sánchez-González et al. [31]

metric (or metrics) for the four quality dimensions, as it would be unfeasible to
incorporate all metrics together with each discovery technique.

Finally, a third test aims to compare the performance of di�erent process
discovery techniques in a robust manner. We apply a non-parametric statistical
approach towards the comparison of process discovery techniques as outlined in
[8, 32], encompassing the execution of a non-parametric Friedman test followed
by an appropriate post hoc test. These non parametric tests assume ranked
performances rather than actual performance estimates, calculating the aver-
age ranks per treatment, under the null hypothesis of no signi�cant di�erences
between treatments, i.e. process discovery algorithms. If the null hypothesis of
equal performance across all treatments is rejected by the Friedman test, we pro-
ceed with a post hoc Bonferroni-Dunn procedure, comparing one treatment (the
control treatment) to all others. This test thus compares the di�erent process
discovery techniques to the best performing one and assesses whether or not the
performances are similar.

4 Results

In this section the results derived from the di�erent analysis that were performed
are presented and dissected in order to come up with two major contributions:
�rst, an understanding of the correlation between event log characteristics and
technique's performance and second: a comparative performance assessment of
available process discovery techniques.
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4.1 Statistical Results

First, the results of the included statistical tests are provided. This allows both
to address the major goals of this research and to check the signi�cance analy-
sis of the results. A ranking of process discovery techniques according to their
conformance performance will be presented, followed by an analysis of run time
performance. Finally, the outcome of this benchmarking study is exposed as a
set of practical guidelines that are listed at the end of this section.

Comparing Conformance Checking Metric Result Similarity: ANOVA

The �rst statistical test performed was a one-way repeated measures ANOVA
(analysis of variance) test, with the goal of evaluating if the di�erent metrics
within the same dimension provide similar results. The null hypothesis is that
averages of all metrics (within one dimension) are equal, i.e. meaning that the
metrics within this quality dimension �agree� with one another. This hypothesis
was rejected for all dimensions; all p-values were below a signi�cance level of
0.05. A Mauchly test for sphericity [33] was performed followed by Greenhouse-
Geisser [34] and Huynh-Feldt [35] corrections to obtain valid F-ratios.

Driving Factors behind Process Discovery Algorithms: Regression A
linear regression analysis was performed to �nd the correlation between confor-
mance checking metrics (dependent variable) and characteristics of both event
logs and models (independent variables) for each of the four quality dimensions
and for every process discovery technique. As the previous test showed that
there was a signi�cant variation between results from di�erent metrics, we de-
cide on conformance checking metrics for each of the four quality dimensions
to con�gure the dependent variable. This decision was driven by the following
criteria: �rst, the conformance metric should not result in too many missing
values, indicating errors during execution or exceeding a run time limit of 24
hours. Second, the metric should not always result in very high or low values.
Third, metrics which are described in more recent literature are preferred above
earlier approaches. Based on these criteria, the following metrics were chosen to
represent each quality dimension:

� Fitness: Alignment Based Fitness (symbol used: F a, Adriansyah et al. [24])
and Behavioral Recall (symbol used: F b, Goedertier et al. [16, 26])

� Precision: One Align Precision (symbol used: P a, Adriansyah et al. [29]) and
Behavioral Precision (symbol used: P b, De Weerdt et al. [30])

� Generalization: Alignment Based Probabilistic Generalization (symbol used:
Ga, Adriansyah et al. [28])

� Simplicity: Weighted P/T Average Arc Degree (symbol used: S, Sánchez-
González et al. [31])

The results show that the values obtained by the conformance checking metrics
are indeed correlated with several event log characteristics. Table 3 provides
a summarized overview of the driving characteristics for all process discovery
algorithms for the four quality dimensions.
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Table 3. Results of regression analysis, indicating the manner by which the di�erent
process discovery techniques are in�uenced by event log and process model character-
istics.
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Choice: S ↓
P b ↓
S ↓

F b ↑
P b ↑ P b ↑

F a ↓
P a ↓

F a ↓
P b ↓
G ↑

F a ↓
F b ↑

P a ↑
S ↓

F a ↑
P a ↑
G ↑

Parallelism: P b ↓ P b ↑ P b ↑ F b ↑

Loop:

F a ↓ F b ↓
P b ↓
S ↑

F b ↓
S ↑

F a ↓ F b ↓
P a ↓ P b ↓

G ↓
S ↑ S ↑

F a ↑
P a ↑ F b ↑

F a ↑
P b ↓
S ↑ S ↑

F a ↓ F b ↓
P a ↑ P b ↓

S ↓

F a ↓
P a ↓ P b ↓

G ↓ S ↑
Invisible
tasks:

Duplicate
tasks:

F a ↓
P a ↓

F a ↑ F b ↑
P a ↑ P b ↑

G ↓
F a ↓
P a ↓ P b ↓

F a ↑ F b ↑
P b ↓
S ↓

F a ↓
G ↓

Non-free
choice:

P a ↓P b ↓
G ↓

P b ↑
F b ↑ F a ↓ F b ↑

F a ↑
P a ↑ S ↑

F a ↑ F b ↑
P b ↓

F b ↓
P b ↓

F b ↓
P a ↓ P b ↓

S ↑

F a ↓
P a ↓
G ↓

F a ↓ F b ↓
P b ↓
S ↑

Nested loop:

F a ↓F b ↓
P a ↑
S ↑

F b ↓
S ↑

F b ↓
P b ↓
S ↑ F a ↓

F a ↑ F b ↓
P b ↓
S ↑

F b ↓
S ↑

P b ↓
S ↓

F a ↓
P a ↓
G ↓ S ↑

Number of
traces: P b ↓

F a ↑
P a ↑

F a ↑
G ↓
S ↓ F b ↑ S ↑

Number of
distinct
traces: P a ↑ F a ↑

F a ↑ F b ↓
P b ↓

P b ↓
S ↑

P a ↑
F a ↑

G ↑
S ↑ F a ↑

Number of
events: P b ↑

F a ↓
P a ↓

F a ↓ F b ↑
G ↑
S ↑

F b ↓
P a ↑ S ↑

Minimum
trace length:

F a ↓
P a ↑
S ↑

F b ↓
P b ↓
S ↑

F b ↓
P b ↓
S ↑

F a ↑
P a ↑

F a ↑ F b ↓
G ↑

F a ↑ F b ↓
P a ↓ P b ↓

S ↑ F b ↓

F a ↓ F b ↓
P a ↓ P b ↓

S ↑

F a ↓
P a ↓
G ↓
S ↑ F a ↑

Average trace
length:

F a ↑F b ↑
P a ↓
S ↓

F b ↑
P b ↓
S ↓

F b ↑
P b ↑
S ↓ F a ↑

F a ↓
P a ↓

F a ↓ F b ↑
P b ↑
S ↓ F b ↑

F a ↑
P a ↑
G ↑
S ↓ F a ↓

Maximum
trace length:

F b ↑
S ↓

F b ↑
S ↓

F b ↑
S ↓ F b ↓ F b ↓ S ↓ S ↑ S ↓

Noise: S ↑
F b ↓
P b ↑ S ↑

F b ↓
P b ↓
S ↑ F a ↑

P a ↓
S ↑

P b ↓
S ↑

Number of
activities:

F a ↓F b ↓
P a ↑
S ↑

F b ↓
P b ↓
S ↑

F b ↓
P b ↓
S ↑

F a ↓
P b ↓
S ↑ P a ↑

F a ↓ F b ↓
P a ↓ P b ↓

G ↓

F a ↑ F b ↓
P b ↓
S ↑

F b ↓
S ↑

P a ↓
S ↑

F a ↓
P a ↓
G ↓
S ↑

F a ↑
S ↑

Comparative Performance Analysis of Process Discovery Algorithms:

Friedman and Bonferroni-Dunn A Friedman test is applied in order to
determine whether there is a signi�cant di�erence in the performance of the dis-
covery techniques, based on the ranking of their quality results, using the same
conformance checking metric for each quality dimension as for the regression
analysis. The results show that techniques do not perform equivalently (null hy-
pothesis rejected), this for all four quality dimensions (using a 95% con�dence
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level and using the conformance checking values obtained by the metrics se-
lected in Subsection 4.1 to establish the rankings). We thus perform post hoc
Bonferroni-Dunn tests for all quality dimensions.

Table 4 depicts an overview of the obtained results. For each quality dimen-
sion, the average rank for each process discovery technique is depicted (a higher
rank indicates better performance), with the best performing technique shown
in bold and underlined. Techniques which do not di�er signi�cantly at the 95%
con�dence level from the best performing technique are shown in bold. From
this table, a tradeo� between �tness/generalization on the one hand and simplic-
ity/precision on the other hand becomes apparent for many discovery techniques.
These results point to the di�culty of having process discovery techniques which
perform well for all four quality dimensions [36]. In addition, observe the di�er-
ences between the rankings obtained by di�erent conformance checking metrics
within the same quality dimension. This again points to the fact that metrics do
not necessary agree on the way they perform their quality assessment. As such,
many opportunities for improvement and further research remain in this area.

Table 4. Bonferonni-Dunn rankings for process discovery techniques. For each quality
dimension, the average rank for each process discovery technique is depicted (1 being
the lowest rank). Techniques which do not di�er signi�cantly at the 95% con�dence
level from the best performing technique (bold and underlined) are shown in bold.

Fitness Generalization
Alignment Based Fitness Behavioral Recall Alignment Based Pr . Generalization

ILP Miner (9.75) ILP Miner (11.11) AGNEs Miner (9.36)
AGNEs Miner (9.64) Heuristics Miner (9.61) ILP Miner (9.34)
Causal Miner (9.31) Alpha Miner+ (9.45) TS Miner (8.53)
DWS Miner (8.72) AGNEs Miner (8.89) Heuristics Miner (8.42)

Heuristics Miner (8.59) DWS Miner (8.77) DWS Miner (8.28)
TS Miner (8.48) TS Miner (6.69) Causal Miner (7.95)

Region Miner (6.80) Genetics Miner (6.56) Alpha Miner (7.22)
Process Tree Miner (6.34) Alpha Miner (6.28) Process Tree Miner (7.06)

Alpha Miner (6.30) Alpha Miner++ (6.17) Alpha Miner++ (6.28)
Genetics Miner (5.77) Causal Miner (5.28) Genetics Miner (6.00)
Alpha Miner++ (5.11) DT Genetics Miner (4.77) Region Miner (5.83)

DT Genetics Miner (4.83) Region Miner (4.08) DT Genetics Miner (4.80)
Alpha Miner+ (1.36) Process Tree Miner (3.34) Alpha Miner+ (1.92)

Simplicity Precision

Weighted P/T Average Arc Degree One Align Precision Behavioral Precision
Alpha Miner+ (11.07) AGNEs Miner (10.34) DWS Miner (10.09)

DT Genetics Miner (8.52) DWS Miner (9.20) AGNEs Miner (9.38)
AGNEs Miner (7.12) Alpha Miner (8.75) Causal Miner (8.97)
Causal Miner (6.93) ILP Miner (8.67) Alpha Miner (8.78)
DWS Miner (6.72) Heuristics Miner (8.61) Heuristics Miner (8.44)
ILP Miner (6.72) Causal Miner (7.83) ILP Miner (8.27)

Alpha Miner++ (5.43) TS Miner (7.78) Alpha Miner++ (7.45)
Region Miner (5.26) Alpha Miner++ (7.48) TS Miner (7.11)

Heuristics Miner (5.24) Region Miner (6.20) Genetics Miner (6.30)
Alpha Miner (4.79) Genetics Miner (5.52) Process Tree Miner (5.14)

Genetics Miner (4.41) Process Tree Miner (5.09) Region Miner (4.11)
Process Tree Miner (4.09) DT Genetics Miner (4.33) DT Genetics Miner (4.09)

TS Miner (3.59) Alpha Miner+ (1.19) Alpha Miner+ (2.88)
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Evaluation of Run Time Although not explicitly included in this study, for
many real-life applications, the time required to perform a discovery procedure
is a critical issue. Motivated by this fact, the run time for each algorithm was
recorded. Although the running time was not included in a statistical test as-
is, the average speed of each discovery technique was taken into account to
formulate the practical guidelines below.

4.2 Recommendations towards Choosing a Process Discovery

Technique

Taking into consideration both general performance results (from the Fried-
man and Bonferroni-Dunn tests), the in�uence of event log and process model
based characteristics (from the regression analysis) and timing issues, general
recommendations for choosing an appropriate process discovery technique are
formulated.

After considering all quality dimensions from an overall perspective, the fol-
lowing process discovery techniques are recommended. First, Heuristics Miner,
which o�ers fast run time with acceptable quality results. Next, DWS Miner,
which was found to be somewhat slower but also o�ers good quality results.
Third, ILP Miner o�ers high quality levels but comes with very high run times
and memory requirements as event logs become more complex. Finally, AG-
NEsMiner also presents a slower run time for large models, but is also able to
reach good quality levels.

Naturally, it is possible to �ne tune the selection of a discovery algorithm
in case the quality dimension of interest (or quality priorities) are known be-
forehand, this even more so when the conformance checking metric which will
be applied is known to the end user as well. Since we do not assume such prior
knowledge, we limit our recommendations to a general listing only. Similarly,
if the characteristics of the event logs are known beforehand, it also useful to
identify which techniques are best able to handle these properties, based on the
results shown in Table 4.

5 Conclusion and Future Work

This paper outlines a benchmarking study of process discovery techniques in
which event log characteristics are considered as determining factors of a tech-
nique's performance. A large set of mining algorithms and conformance checking
metrics was included and a robust statistical framework was utilized in order to
reach a set of general guidelines towards choosing a process discovery technique.

Some suggestions remain towards future work. First, the included process dis-
covery techniques were selected based on their capacity of producing Petri nets
or other representations that can be transformed into Petri nets. These kinds
of structures are considered as the most appropriate for benchmarking studies,
since the majority of process discovery techniques is able to ful�ll this condition.
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Also, most conformance checking metrics are tailored for a Petri net representa-
tion. Nevertheless, a valid suggestion for future work encompasses the inclusion
of non-Petri net based algorithms. Second, as the scope of this benchmarking
study was placed on the quality performance of various miners as driven by vari-
ous event log characteristics, less emphasis was put on the scalability of included
discovery techniques, so that their run times were only considered during the for-
mulation of general recommendations. A follow-up study can thus include this
�quality perspective� as well, requiring, however, an experimental setup contain-
ing su�cient repeated experiments (for each miner on each event log) to reach
stable average timing results. Finally, the possibility exists to include real-life
logs in the experimental set, although it is remarked that the value of doing so
will be limited based on the availability of designed, underlying process models.
If no reference model can be provided for a real-life event log, the list of included
characteristics will be limited to non-structural event log characteristics only,
without being able to incorporate structural, process model based properties.
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