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Abstract Mining frequent patterns in a single network (graph) poses a number of
challenges. Already only to match one path pattern to a network under subgraph
isomorphism is NP-complete. Classical matching algorithms become intractable even
for reasonably small patterns, on networks which are large or have a high average
degree. Based on recent advances in parameterized complexity theory, we propose a
novel miner for rooted trees in networks. The miner, for a fixed parameter k (maximal
pattern size), can mine all rooted trees with delay linear in the size of the network and
only mildly exponential in the fixed parameter k. This allows us to mine tractably,
rooted trees, in large networks such as the WWW or social networks. We establish the
practical applicability of our miner, by presenting an experimental evaluation on both
synthetic and real-world data.

Keywords Graph mining · Pattern mining · Pattern matching · Isomorphism ·
Subgraph isomorphism · Homomorphism

1 Introduction

Mining frequent patterns is one of the fundamental tasks of data mining. Traditionally,
patterns have consisted of simple sets of items. However, since the last decade interest
has been building up in mining more structured forms of patterns, such as trees and
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arbitrary graphs. This has especially been the case due to the phenomenal growth of
structured data sources such as the WWW, and social and citation networks.

There are generally two settings for mining in graphs. The first setting is the trans-
actional one, where we are given a set of graphs and a threshold t , and we want to
find patterns that occur in at least t graphs in the set. The second graph mining setting,
which we will consider in this paper, is the single network setting, where we are given
a single graph and a threshold t , and we want to find patterns that have a support of at
least t in the given single graph according to some appropriate support measure.

Central to any pattern mining task is the notion of pattern matching. In graph mining,
subgraph isomorphism is usually the matching operator of choice. Checking for even a
simple path in a graph under subgraph isomorphism is well known to be NP-complete.
Indeed, the problem of finding a path in a graph can be reduced to the Hamiltonian path
problem. However, recent advances in the theory of parameterized complexity have
produced algorithms that can tractably solve several of the computationally hard graph
problems, including subgraph isomorphism, when certain parameters of the problems
are bounded. The work of Koutis and Williams (2009) is particularly relevant in this
case. It gives a randomized algorithm for deciding subgraph isomorphism of a tree in a
network with an asymptotic complexity of O(k2 log2(k)m2k), where m is the number
of edges in the network and k the size of the pattern.

In this paper we build on the work of Koutis and Williams (2009). We present an
algorithm to mine all frequent rooted tree patterns with delay O(k2 log2(k)m2k), i.e.
the time between any two consecutive frequent patterns being output is bounded by
O(k2 log2(k)m2k). We present an implementation and experiments on both synthetic
and real-world data. To the best of our knowledge, our work is the first to tractably mine
tree patterns under subgraph isomorphism in single large (possibly dense) networks.

This work is an extension of our earlier work presented in Kibriya and Ramon
(2012). Here, we provide a more detailed description of our optimizations, the work
of Koutis and Williams (2009) and complexity theory. We add material describing
frequency sampling and potential applications of our miner. We also present extended
experimental results, and include additional figures and supporting text for better
clarity of the theory.

The rest of the paper is structured as follows. In the next section we give a brief
overview of the related work. In Sect. 3 we review some of the preliminaries required
for explaining our work. In Sect. 4, we formally define the problem we are tackling,
and then proceed and present the details of our work in Sect. 5, while also reviewing the
work of Koutis and Williams (2009). In Sect. 6, we present a thorough experimental
evaluation of our miner to establish its practical applicability, followed by a discussion
on some of its potential applications in Sect. 7. We then conclude with some final
remarks and future direction of our research in Sect. 8.

2 Related work

Most of the work done so far in graph mining is in the transactional setting. For
example, graph miners AGM (Inokuchi et al. 2000), FSG (Kuramochi, Karypis 2001),
FFSM (Huan et al. 2003), gSpan (Yan and Han 2002), MoFa/MoSS (Borgelt and

123



Nearly exact mining of frequent trees

Berthold 2002; Borgelt et al. 2005), FOG (Horváth et al. 2010) and Gaston (Nijssen
and Kok 2004), are all designed for the transactional setting. At a high level, all these
methods get as input a database D of graphs and a minimal frequency threshold t , and
produce as output the set of all patterns P for which P occurs in at least t graphs in
the database D.

These miners employ a variety of optimizations to reduce the overall runtime and
memory use, including canonical forms to avoid duplicate generation of candidates
and suitable subgraph isomorphism tests. The earlier generation of miners, AGM and
FSG, work in an apriori style fashion, whereas others, e.g. FFSM and Gaston, use
depth first search to optimize memory use (Wörlein et al. 2005). Furthermore, as in
itemset mining, considerable work has also been done in pattern summarization, by
mining more representative and comprehensive graph patterns such as closed graphs
(Yan and Han 2003; Chi et al. 2005) and maximal graphs (Huan et al. 2004; Thomas
et al. 2010). For transactional graph mining systems, the computational cost of pattern
matching is high but often manageable, as often the transaction graphs are small, or
the structure of the these graphs can be exploited (Horváth and Ramon 2010; Horváth
et al. 2010; Borgelt et al. 2005).

In addition to the above there are also some transactional miners proposed specif-
ically for trees (Chi et al. 2004; Chehreghani 2011). But they only work for mining
trees in trees, not, as in our case, mining trees in general/arbitrary graphs.

For mining in single networks, work has so far been limited. The most notable
ones are by Kuramochi and Karypis (2005), Jiang et al. (2009) and the SUBDUE
system (Cook and Holder 1994, 2000). The one by Kuramochi and Karypis (2005),
is a general purpose algorithm for mining arbitrary graph patterns in networks, but is
only efficient for sparse networks and relatively small patterns. This also holds for the
more recent (Jiang et al. 2009) which is only demonstrated for less dense networks
(networks with vertex degree ≤25). SUBDUE is one of the earliest systems proposed
for finding patterns in a single network. Its task is different however, as it does not
exhaustively search for patterns. It is an approximate algorithm that uses heuristic
search to find patterns that can best compress the network (based on the minimum
description length principle). Even though approximate, it does not scale well to large
networks even if the networks are sparse (Kuramochi and Karypis 2005).

Other works that exist for single networks are for mining evolution of networks
(Berlingerio et al. 2009; Bogdanov et al. 2011), node/edge classification (Rossi et
al. 2012; Henderson et al. 2011; Gallagher et al. 2008), or mining for patterns using
homomorphism as the matching operator (Dries and Nijssen 2012). Even though
Berlingerio et al. (2009) mine for patterns when mining their evolution rules, the
language of the patterns is specific to time evolving networks, and excludes more
general (unlabeled) patterns like trees or cycles.

For pattern matching, with subgraph isomorphism as the matching operator, usu-
ally the miners use one of a number of base matching algorithms. For general arbi-
trary graphs, Ullman (1976) and VF2 (Cordella et al. 2001) are often the popular
choices. Both of them are branch-and-bound based algorithms that employ back-
tracking and pruning strategies to eliminate large parts of the search space. VF2 is
newer and in comparison provides mostly better runtime than Ullman (Cordella et al.
2004).
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An alternative to subgraph isomorphism is to use homomorphism. Homomorphism,
as used in Dries and Nijssen (2012), has a lower computational cost (only polynomial
in the network size), but has other disadvantages. One of the major reasons why
interest in mining conjunctive queries has been declining is that candidate generation
is problematic, as illustrated by the fact that no optimal refinement operator exists
(Nienhuys-Cheng and De Wolf 1997; Nijssen and Kok, personal communication).
Moreover, depending on the application, requiring pattern vertices to map to different
network vertices (as in isomorphism) may be the most natural choice. For instance,
consider a family relationship graph. Suppose that we want to construct a pattern
matching everyone having two brothers. With subgraph isomorphism, one can just
make a pattern consisting of a person node and a node for each brother, and an edge
labeled brother between the person node and each of the brother nodes. With
homomorphism, such can not be specified so easily. A solution may be to define a
relation “is not equal” but such relation would make the graph very dense.

3 Preliminaries

3.1 Graph theory

We recall basic graph theoretic notions used in this paper. For more background in
this area, we refer the reader to Diestel (2010).

Definition 1 (Graph) A graph is a pair G = (VG , EG), where VG �= ∅ is a finite set
of vertices/nodes, and EG ⊆ {{x, y} | x, y ∈ VG} a set of edges connecting those
vertices. For any graph G its vertex and edge sets are also referred to as V (G) and
E(G) respectively. If {u, v} ∈ E(G), we say u and v are adjacent vertices and the
edge {u, v} is incident with the vertex v. In this paper, we call |V (G)| the size of G.

Definition 2 (Labeled Graph) A labeled graph is a quadruple G=(VG , EG , �G , λG),
where (VG , EG) is a graph, �G �= ∅ a set of labels, and λG : VG ∪ EG → �G a
function assigning labels to vertices and edges.

Definition 3 (Path, tree and rooted tree) A path in a graph G is a sequence
{v1, v2, . . . , vn} of pairwise distinct vertices of G such that:

{vi , vi+1} ∈ E(G), for all 1 ≤ i < n.

A tree is a graph such that there is a unique path between any pair of its vertices.
A rooted tree is a tree T in which a single vertex r ∈ V (T ), denoted by root (T ), is

distinguished and is called the root. One can represent a rooted tree and its root with
a directed graph where all edges are directed away from the root.

Definition 4 (Subgraph, (iso/homo)-morphism & graph embedding) A graph
H = (VH , EH ) is called a subgraph of G = (VG, EG), if VH ⊆ VG and EH ⊆ EG .
It is an induced subgraph if

∀v, v′ ∈ VH , {v, v′} ∈ EH ⇔ {v, v′} ∈ EG .
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Otherwise it is a non-induced subgraph.
A graph H = (VH , EH ) is said to be isomorphic to G = (VG, EG) (denoted by

H ∼= G), if there exists an edge-preserving bijective mapping of H onto G. For labeled
graphs the mapping, in addition to edge-preserving, also has to be label-preserving.
Formally, H ∼= G if there exists a function ϕ : VH → VG such that:

∀u, v ∈ VH , {u, v} ∈ EH ⇔ {ϕ(u), ϕ(v)} ∈ EG ,

and for the labeled case additionally,

∀u ∈ VH , λH (u) = λG(ϕ(u)),

and

∀{u, v} ∈ EH , λH ({u, v}) = λG({ϕ(u), ϕ(v)}).

If H is isomorphic to a subgraph of G, then we call H subgraph isomorphic to G and
write H  G. In that case, the mapping is called an embedding of H in G.

If a mapping from H to G is edge-preserving but not bijective (and hence not
one-to-one), then it defines a homomorphism between H and G.

We denote with Emb(H, G), the set of all isomorphic embeddings of H in G. Note,
that (i) the number of embeddings |Emb(H, G)| can be exponential, and that (ii) in
this paper we consider normal subgraph isomorphism rather than the more restrictive
induced subgraph isomorphism.

3.2 Group theory

In this section, we briefly review some basic concepts on group theory. These will be
mainly used in Sect. 5.2, when describing the Koutis–Williams algorithm.

Definition 5 (Group) A group G is a set of elements endowed with an arbitrary binary
operation (·), such that it satisfies the following four properties, known as the group
axioms:

– Closure If a, b ∈ G, then so does a · b.
– Associativity (a · b) · c = a · (b · c).
– Identity There exists an element i ∈ G, such that for every a ∈ G: a ·i = i ·a = a.
– Inverse For every a ∈ G, there exists an element a−1, such that a · a−1 = i

Definition 6 (Ring) A ring is a set of elements with two specified binary operations,
addition (+) and multiplication (×). It must satisfy all the group axioms for (+), all
but the inverse axiom for (×), and the following additional axioms:

– Commutativity of (+) For all a, b ∈ G, a + b = b + a.
– Distributivity of (×) over (+) For all a, b, c ∈ G, a × (b + c) = a × b + a × c

and (a + b)× c = a × c + b × c.
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If in addition to the above if it also satisfies commutativity of (×), then it is called a
commutative ring, otherwise a non-commutative ring.

Definition 7 (Field) A field is a commutative ring for which also the inverse axiom
for × holds.

For a ring R, an integer n and a ∈ R, n.a =∑n
i=1 a is called the scalar multiplication

between n and a. For any finite field F , it is necessarily the case that there exists an
integer n > 0, such that for every a ∈ F , na = 0. The smallest such n for a field is
called its characteristic.

3.3 Parameterized complexity

Parameterized complexity theory deals with fine grained analysis of problems that are
computationally hard. It is based on the observation that many computationally hard
problems have some inherent property that depends on some parameter k, given as
part of the input. The basic idea is to push the exponential dependence of problems
to this parameter k. Hence, for fixed values of k there is a polynomial algorithm. In
practice, if k is small with respect to the rest of the input, then problems for which all
known algorithms are exponential in k may become tractable. E.g., for the Vertex
Cover problem (Vertex Cover gets as input a graph G = (V, E) and asks to find
a subset C ⊆ V such that all edges e ∈ E have at least one of their endpoints in
C), the best known non-parameterized solution is a O(1.211n(=|V |)) time algorithm
(Robson 1986), whereas a parameterized solution (if we know that a solution C exists
with |C | ≤ k ) gives us a O(kn + 1.271k) time algorithm (Chen et al. 2001). Thus if
k ≤ 0.79n the parameterized solution would run faster. In many practical applications
it is often the case that k � n, and hence a parameterized solution would often
be a better choice. In the context of the current paper, we are considering subgraph
isomorphism between patterns, whose number of vertices k is typically at most a few
dozen, and large networks whose number of vertices n ranges typically in the millions
(possibly even billions). Deciding subgraph isomorphism is NP-complete, but the
parameters n and k differ orders of magnitude. Hence, for this specific application, a
parameterized algorithm only exponential in k is an interesting option.

Below are some definitions and related concepts often used in the field.

Definition 8 (Parameterized problem) A parameterized problem is a subset �

∈ �∗ ×N, where � is some alphabet (also known as a parameterized language since
a subset of �∗ is a language over alphabet �). Input for a parameterized problem is
of the form (I, k) ∈ �∗ × N, where I is called the main part and k the parameter of
the input.

Definition 9 (Fixed parameter tractability) A parameterized problem � is fixed para-
meter tractable (FPT), if there is a function f : N→ N and an algorithm that decides
whether an input (I, k) ∈ � in O( f (k).nc) steps (where c is some constant indepen-
dent of k). The problem is said to belong to the class FPT, and the algorithm is called
an FPT-algorithm. If no such algorithm exists then the problem is fixed parameter
intractable.
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Definition 10 (O∗ Notation) Often the complexity of FPT algorithms are expressed
in the O∗ notation. O∗ notation simply suppresses all the polynomial parts and shows
only the exponential factors of the normal O notation. So, for e.g., O(kn+ 1.271k) is
O∗(1.271k), and O(1.211n) is O∗(1.211n).

4 Problem statement

Let G be the language of all graphs, let Lp ⊆ G be a language of patterns, let
M : LP × G → R be some measure of interestingness, let t be a given threshold
of interestingness and G ∈ G be the network we want to mine patterns in. Then, we
would like to compute the set F(Lp,G,M,t) of interesting patterns defined by:

F(Lp,G,M,t) = {T ∈ LP : M(T, G) ≥ t}

In our case, our pattern language is the class of rooted trees.
Several frequency measures have been proposed (as measures of interestingness)

in the literature for single graph mining (Bringmann and Nijssen 2007; Calders et
al. 2011; Wang and Ramon 2012). This paper primarily focuses on the matching of
patterns, and though our methods are general, for simplicity we restrict ourselves to
the frequency measure obtained by counting the number of possible images of the root
of a rooted tree pattern. This measure is anti-monotone w.r.t. increasing pattern size,
and is defined as follows.

Definition 11 (Root image) The root image of a rooted tree T in G is the set of all
vertices v ∈ G to which root (T ) can be mapped under subgraph isomorphism, i.e.,

RI(T, G) = {ϕ(root (T )) | ϕ ∈ Emb(T, G)} ,

Definition 12 (Support) Let T be a rooted tree and G be a graph. Then, we define the
support of T in G as the size of its root image, i.e.,

supp(T, G) = |RI(T, G)|.

Figure 1 shows an example of our above defined ‘root-image’ support measure. In
the figure the root r of our pattern can only be mapped to nodes x1, x2 and x3, and not
to x4, under subgraph isomorphism and hence its frequency is 3.

For the remainder of the paper, we will consider a network G and for brevity we
will use n = |V (G)| and m = |E(G)|. Moreover, the symbol T will be used to refer
to a rooted tree pattern and we will denote its size with k = |V (T )|. We will abuse
terminology and use ‘tree’ for ‘rooted tree’ if it is clear from the context.

5 Mining frequent rooted trees

In order to realize a pattern miner for rooted trees in single networks, the two key ingre-
dients are the generation of candidate trees and the efficient counting of the frequency
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Fig. 1 Support measure based
on root images. Frequency of P
in G is 3

of patterns in the network (using subgraph isomorphism). We, therefore, first proceed
by outlining our candidate generation method. Then, we review the subgraph isomor-
phism method of Koutis and Williams (2009), which we will call Koutis–Williams
method from here on, and show how their method can be employed to compute our
above defined root-image frequency measure. We then give the complexity bounds
of our complete miner, and then outline some of the high-level optimizations that we
implemented for our miner. Finally, we give a discussion on sampling the frequency
instead of counting it exactly.

5.1 Candidate generation

In our miner, we use the same technique for generating candidate rooted trees as by
Nijssen and Kok (2004) and Nijssen and Kok (2005). It generates rooted ordered trees
that are left heavy, i.e. children of a node are ordered and each left sub-tree is larger than
the right sub-tree according to their canonical form. The left heavy property avoids
generating trees that are isomorphically equivalent.

The method works by adding nodes only to the right most path, and ensuring
that the condition of left heaviness is met with each new added node. The method
thus produces a new tree for each added node, and can do so with delay O(k)

for size k trees. The left heavy subtree condition is met by maintaining a canon-
ical form for the trees. The canonical form is defined as the string of the form
C(T ) = (depth(v1), depth(v2), · · · , depth(vk)) which is lexicographically heavi-
est among all trees of size k. The sequence (depth(v1), depth(v2), · · · , depth(vk))

is formed by doing a pre-order traversal of the tree. By maintaining such canonical
strings, a new node can only be inserted in a tree at positions where the left sub-
string is lexicographically larger than the right substring after insertion. If the trees are
labeled, then vertex and edge labels are also inserted together with the depth sequence.
Figure 2 gives some example trees, both labeled and unlabeled, with their correspond-
ing canonical string to illustrate the technique.

5.2 Subgraph isomorphism and frequency counting with the Koutis–Williams
algorithm

The Koutis–Williams method exploits the fact that for trees, subgraph homomorphism
can be decided in polynomial time. The method essentially consists of two core parts. In
the first part, it constructs an arithmetic circuit computing a polynomial P representing
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(a) (b) (c)

Fig. 2 The (rooted) unlabeled trees a and b are isomorphic to each other, but a is left-heavy compared
to b. We can treat as canonical form, the lexicographically heaviest string of pre-order traversal of depth
sequence (given below each tree), and generate only trees that are like a. Figure c shows an example of a
left-heavy labeled tree with its corresponding canonical string

all possible homomorphisms of a tree T in a network. In particular, with every network
vertex v a variable xv is associated, and every homomorphism π from the pattern T
to the network G corresponds to a term (monomial)

∏
v∈V (T ) xπ(v), i.e. the product

of variables corresponding to the mapping of the vertices of the pattern. A multilinear
term is a term where every variable occurs with degree at most 1, so e.g. xu xvxw

is a multilinear term, but xu x2
v is not. Isomorphisms are injective, and therefore the

terms in P corresponding to isomorphisms will be exactly the multilinear terms of P .
Figure 3a and b gives an illustration of this concept. Figure 3a shows the mapping of
tree T onto a network G, and the corresponding polynomial representing all possible
homomorphisms of T in G, if the mapping of root t1 ∈ V (T ) is fixed to x1 ∈ V (G).
If we fix this mapping, then we have two options for t2 and t3: (i) we map both t1 and
t2 to one vertex, giving us terms x1x2

2 and x1x2
3 , and (ii) we map one of them to x2 and

the other to x3, giving us two multilinear terms x1x2x3 and x1x3x2 in the polynomial.
The last two multilinear terms are the ones that represent isomorphisms, while, the
homomorphisms corresponding to the non-multilinear terms x1x2

2 and x1x2
3 are not

isomorphisms. As stated earlier, the polynomial gets constructed in the form of an
arithmetic circuit. An arithmetic circuit is a condensed representation of a polynomial.
While the number of terms in the polynomial may be of the order O(nk), the number
of gates in the arithmetic circuit is only O(mk). Figure 3b shows the arithmetic circuit
of the polynomial in Fig. 3a. The circuit has a node CTr , j for every subtree Tr of the
pattern T and every vertex j of the network G. The circuit is created based on the
following recursion relation:

CTr , j :=
{

x j , if |V (Tr )| = 1
∏

r ′:(r,r ′)∈E(Tr )

(∑
j ′:( j, j ′)∈E(G) x j .CTr ′ , j ′

)
, otherwise

where Tr is tree with root r and Tr ′ ⊂ Tr is its subtree, rooted at r ′. The relation
essentially allows to create a series of product and sum gates defining a circuit, similar
to Fig. 3b, representing a polynomial of all possible homomorphisms of Tr in G
with mapping of r ∈ V (Tr ) fixed to j ∈ V (G). The algorithm thus, is a dynamic
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(a) (b)

Fig. 3 All homomorphisms of T which map the root t1 on x1. Solid lines represent mappings that are also
isomorphic

programming style method where each internal (sum or product) gate needs to be
visited only once, and can be implemented using a simple table.

In its second part, the Koutis–Williams method then evaluates the polynomial.
The polynomial P is evaluated on an appropriate commutative group algebra, that
ensures all terms with squares evaluate to zero. Therefore, all terms which are not
multilinear (i.e. all homomorphisms which are not isomorphisms; in the example
above all terms except the multilinear terms x1x2x3 and x1x3x2) vanish. As detailed
later, the multilinear terms may or may not evaluate to non-zero depending on the
randomization of the algorithm. As a result, if there exists a subgraph isomorphism
between T and G, evaluating P may give a non-zero result, as we will see later with
probability at least 0.2, while if there is no such subgraph isomorphism, we are sure
P will evaluate to zero. Repeating this evaluation a sufficient number of times with
independent randomizations can boost this probability so that the risk that we make
a mistake gets arbitrarily small. In Fig. 3 for simplicity of explanation we fixed the
mapping of root t1 to x1. This corresponds to using the arithmetic circuit to decide
whether there is a subgraph isomorphism between T and G mapping t1 on x1. We can
extend this circuit to contain output gates for each of the possible images of the root
t1 (i.e. mapping of t1 to each of remaining x2, x3 and x4) to let it compute everything
needed to calculate the full count of the above defined root-image support measure.
An example for the labeled case is shown in Fig. 4. The recursion relation for circuit
creation, similar to the one given above, is outlined in Algorithm 1 (note, in case of
unmatching labels we simply multiply a term by zero thereby avoid creating subcircuit
for parts of the network whose labels do not match).

In particular, in Koutis and Williams (2009), the polynomial P is evaluated over
G F(2l)Zk

2. This is an algebraic structure built up of simpler ingredients. Let us review
these structures from the beginning. First, Z2 is the field with two possible values 0
and 1, where addition is interpreted as XOR. Its operation tables are shown in Table 1.
Z

k
2 is a commutative group consisting of all bitvectors of length k. For x ∈ Z

k
2, we

denote with xi its i th component. The group operation, · is defined as component-wise
addition modulo 2 of the elements of the bit vectors, i.e. for all x, y ∈ Z

k
2,

(x · y)i = xi + yi
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Fig. 4 All homomorphisms of
labeled T in network G, with
mapping of root t1 fixed to x1

Table 1 Operations in Z2

Fig. 5 Example computation in
Z

k
2,+

Table 2 Operations in G F(22)

where the + is the addition operation in Z2. Please note that the group operation of
Z

k
2 is denoted · rather than + here (Fig. 5). The neutral or the identity element of Z

k
2

is the zero vector, denoted by W0, containing k zeros.
G F(2l) is the unique field with 2l elements. Its elements are most commonly

represented with binary polynomials modulo an irreducible binary polynomial. As
an example, Table 2 gives the operation tables for G F(22) represented with binary
polynomials of degree at most 1 modulo x2 + x + 1. Please note that G F(2l) has
characteristic 2, i.e. a + a = 0 holds for any a ∈ G F(2l).

Finally, G F(2l)Zk
2 is a ring, the set of all linear combinations of elements of Z

k
2

with coefficients from G F(2l). In particular, for a ∈ G F(2l)Zk
2, there is a coefficient
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Fig. 6 Example calculation in G F(22)Zk
2

ag for each g ∈ Z
k
2 such that a =∑

g∈Zk
2

agg. If a =∑
g∈Zk

2
agg and b =∑

g∈Zk
2

bgg
then

a + b =
∑

g∈Zk
2

agg +
∑

g∈Zk
2

bgg =
∑

g∈Zk
2

(ag + bg)g

and

a · b =
⎛

⎜
⎝

∑

g∈Zk
2

agg

⎞

⎟
⎠ ·

⎛

⎜
⎝

∑

g∈Zk
2

bgg

⎞

⎟
⎠ =

∑

g∈Zk
2

⎛

⎜
⎝

∑

h∈Zk
2

ahbg·h

⎞

⎟
⎠ g

Figure 6 gives some example calculations.
An important property of the aforementioned ring is that for every g ∈ Z

k
2, (W0 +

g)2 = 0. This is easily seen by writing (W0 + g)2 = W 2
0 + W0 · g + g · W0 + g · g

and by noting that g · g = W0 and W0 · g = g for all g; after which g + g = 0 and
W0 +W0 = 0 due to the characteristic 2 of G F(2l). For instance,

⎛

⎝W0 +
⎡

⎣
1
0
1

⎤

⎦

⎞

⎠

2

=
⎛

⎝

⎡

⎣
0
0
0

⎤

⎦+
⎡

⎣
1
0
1

⎤

⎦

⎞

⎠

2

=
⎡

⎣
0
0
0

⎤

⎦

⎡

⎣
0
0
0

⎤

⎦+
⎡

⎣
0
0
0

⎤

⎦

⎡

⎣
1
0
1

⎤

⎦+
⎡

⎣
1
0
1

⎤

⎦

⎡

⎣
0
0
0

⎤

⎦+
⎡

⎣
1
0
1

⎤

⎦

⎡

⎣
1
0
1

⎤

⎦

=
⎡

⎣
0
0
0

⎤

⎦+
⎡

⎣
1
0
1

⎤

⎦+
⎡

⎣
1
0
1

⎤

⎦+
⎡

⎣
0
0
0

⎤

⎦ = 2

⎡

⎣
0
0
0

⎤

⎦+ 2

⎡

⎣
1
0
1

⎤

⎦ = 0

This is the crucial property which ensures that all non-multilinear terms in the poly-
nomial P evaluate to zero.

So let us now return to the evaluation of the polynomial P representing all homo-
morphisms from T to G. For evaluation, each xv in the polynomial or each xv node
in the circuit (called an input-gate) is substituted with (W0 + yv), where yv is drawn
randomly from Z

k
2 \ {W0}. Furthermore, the output of each product-gate is multiplied

by a random coefficient drawn from G F(2l) \ {0}. The arithmetic is performed over
G F(2l)Zk

2 throughout the circuit. One can show that the randomization of values
for the xv’s ensures that multilinear terms evaluate to non-zero with probability at
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least 1/4. Moreover, with l sufficiently large, the randomization of the coefficients
after the product gates1 ensures that the summation of non-zero terms evaluates to
non-zero with probability at least 7/8. The result of Koutis and Williams (2009) is
based on the following observations:

– For a set S ⊆ V (G) and variables xv = W0 + yv with yv ∈ Z
k
2, it holds that∏

v∈S xv �= 0 iff the multiset {yv|v ∈ S} is a set of linearly independent vectors
(non-multilinear terms therefore always evaluate to 0).

– A set of k randomly chosen bitvectors of length k is linearly independent with
probability at least 1/4 (as the probability of a random k × k matrix over a finite
field to have full rank is at least 1/4 (Blum and Kannan 1995))

– For any set of elements bi ∈ G F(2l)Zk
2 and randomly chosen coefficients ai ∈

G F(2l), with l = 3 + log2k, if any of the bi is non-zero, then
∑

i ai bi is zero
with probability at most k/|F | = k/23+log2k = 1/8 (due to the Schwartz–Zippel
Lemma (Motwani and Raghavan 1995) for degree-k polynomials), and therefore
it is non-zero with probability at least 7/8.

The method by Koutis and Williams (2009), thus gives a non-zero evaluation of
the circuit iff there is a multilinear term in the circuit, with probability at least 1/5
(> 1/4 · 7/8).

In Algorithm 1, we outline our implementation of the Koutis–Williams subgraph
isomorphism method. The occur method in Algorithm 1 defines an arithmetic circuit
of a polynomial for all homomorphic mappings with the mapping of root r ∈ T fixed
to some v′ ∈ G. The creation and evaluation of such circuits for all v′ ∈ G, in method
countFreq, gives us the full count of our above defined root-image support measure
for our tree pattern T .

The ar, j and x j , in the occur method, are chosen randomly from G F(2l) and Z
k
2,

and the arithmetic on the elements of array Ci, j is performed over G F(2l)Zk
2. In

our implementation we use the representation-theoretic technique similar to Koutis
(2008) for doing the evaluations, that is memory linear in k (rather than linear in
2k). In particular, this method allows us to compute the coefficient in G F(2l) of each
bitvector in Z

k
2 separately, so that we do not need to propagate data structures of size 2k

through the arithmetic circuit but can rather propagate 2k times elements from G F(2l)

(in practice, it is sufficient to only evaluate the coefficient of W0). The details of this
technique are out of the scope of this article.

As per Koutis and Williams (2009), the theoretical space complexity of occur
method is O(km) and its time complexity is O(k2m2kl2).2 By extension the time
complexity of countFreq method would be O(k2mn2kl2). However, we note that
since we use a dynamic programming style method, it is possible that with only a
single evaluation of the arithmetic circuit to obtain the values occur (T,G,r,j) for all j
and all r ∈ {V (T )\root (T )}, and hence the time complexity is still only O(k2m2kl2).

1 In our implementation however, we add random coefficients to the output of each input-gate. The two
strategies are equivalent.
2 O(km) being the size of the circuit and O(k2kl2) to do arithmetic over G F(2l )[Zk

2]
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As indicated earlier, the occur method’s success probability p > 1/5 can be
increased to an arbitrary p′, by repeating the method �log(1− p′)/ log(1− p)� times
(thereby decreasing the probability of failure).

Algorithm 1 Count frequency of tree T in a network G
1: let Ci, j be an array containing the result of mapping each vi ∈ VT to each v j ∈ VG
2:
3: function occur(T, G, r, j):
4: if Cr, j is filled then
5: return Cr, j
6: else if λT (vr ) �= λG (v j ) then
7: let Cr, j := 0.
8: else
9: let Cr, j := ar, j .x j {where x j is a randomly chosen k-bit vector and ar, j a random scalar}
10: let ST be the set of all subtrees rooted at children of vr in T

11: Cr, j := Cr, j .
∏

T ′∈ST

(∑
j ′:(v j ,v j ′ )∈EG

occur(T ′, G, root (T ′), j ′)
)

.

12: end if
13: return Cr, j
14:
15: function countFreq(T, G):
16: let: vr ∈ VT be the root of T
17: f req := 0
18: for j = 1 to |VG | do
19: if occur(T, G, r, j) then
20: f req = f req + 1
21: end if
22: end for
23: return f req

5.3 Complete miner and complexity bounds

Algorithm 2 gives pseudo-code for our complete pattern miner. It brings together all
the core components to make an apriori style miner.

We now proceed to prove its theoretical bounds. Note, the space complexity of our
miner is bounded by our main data structure Ci, j , and is O(kn).

Theorem 1 Given a network G with n nodes and m edges labeled by label set �G,
and a frequency threshold t we can mine all frequent tree patterns of size ≤ k with
delay O(|�G | log2(k)k2m2k).

Proof As mentioned earlier, the countFreq method takes O(log2(k)km2k) time for
each candidate tested. At each call made at level i ≥ 2 the generateCandidates function
in Algorithm 2 produces at most O(|�G |.k) candidates per frequent pattern in Si−1.
For each such candidate, countFreq is called, taking time O(log2(k)km2k). There-
fore, for each new solution output, the algorithm will need O(|�G | log2(k)k2m2k)

more time to finish. The theorem follows by noting that we can delay the print-
ing of the solutions (frequent patterns) in such a way that between the printing of
each pair of consecutive solutions the delay is bounded by O(|�G | log2(k)k2m2k).
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Algorithm 2 Find all patterns of size up to k
1: function findPatterns(G, k, t, �):
2: T := ∅ {set of all frequent trees}
3: S1...k := ∅ {frequent trees of size 1 . . . k}
4: C1...k := ∅ {candidate trees of size 1 . . . k}
5: for i = 1 to k do
6: if i = 1 then
7: C1 := {single vertex graphs labeled with a label in �}
8: else
9: Ci := generateCandidates(Si−1, �)
10: end if
11: Si := {c j : c j ∈ Ci∧ countFreq(c j , G) ≥ t}
12: T := T ∪ Sl
13: end for
14: return T

In particular, the algorithm works level-by-level and hence outputs its solutions in
bursts, but at any time a sufficient number of solutions are known to ensure that
the running time divided by the number of solutions found up to now is at most
O(|�G | log2(k)k2m2k).

5.4 Further optimizations

A number of optimizations are still possible with Algorithm 2. Below we mention
some of the more high level optimizations we implemented in our miner.

– Checking for homomorphisms Any subgraph isomorphism is also a homomor-
phism. Hence, if we can quickly check that there is no homomorphism between T
and G (mapping the root of T to a particular vertex of G), then we can eliminate
the work of checking for subgraph isomorphism. As mentioned earlier, homomor-
phisms for trees in networks can be found in polynomial time. In fact in our case all
we have to do is evaluate our circuit over integers, instead of the ring G F(2l)[Zk

2],
thereby avoiding all the expensive arithmetic. Evaluation is linear in the size of the
circuit and is only O(km). Note that we can perform this test not only for full trees
but also for its subtrees (i.e. calculate and store Cr, j for each r ∈ {V (T )\root (T )}
in Algorithm 1). At the expense of this linear amount of extra memory and time,
we can thus store and use results of these inexpensive tests, and avoid the more
expensive isomorphism tests for any part of the network and (sub)trees that do
not match under homomorphism. As we see in our results, for labeled networks
especially, this can offer considerable speedup.

– Sharing common subtrees Note that for each Ci for i ≥ 2 (in Algorithm 2), the
candidate trees may share a number of subtrees common among them. We do not
need to test each candidate tree in isolation. Instead we can reuse the previously
computed results of the common subparts.
In our implementation we made a directed acyclic graph (DAG) structure without
duplicate edges to represent all T ∈ Ci . Each node in this DAG represents either
a root of a T ∈ Ci or root of one of its subtrees. Several nodes can be parents of

123



A. M. Kibriya, J. Ramon

the same node and hence the corresponding trees can share subtrees. Note, that
subtrees repeated in a single candidate T are also repeated in the DAG (hence no
duplicate edges), distinction between repeated subtrees in a single T is needed to
ensure our homomorphic mappings preserve bijections at circuit creation time (the
occur method in Algorithm 1). This method shares computation at the expense of
extra memory.

– Vertex label sort list As mentioned in the previous section, the space require-
ment of our miner is bounded trivially by our main data structure Cr, j as O(kn).
We can, however, reduce this further for labeled networks. Instead of having a
static k × n array, we can use a variable length array, and instead of reserv-
ing n cells for each k, we reserve only jλT (k) ≤ n cells, where jλT (k) = |{v ∈
V (G) : λG(v) = λT (k)}| (i.e. the number of nodes in network having the same
label as the kth tree node). This offers considerable savings especially when
combined with the above memory intensive optimization of sharing common
subtrees.
To realize this variable length array, we create a vertex count list of length |�G |,
and a O(n) vertex sort list. We count how many vertices belong to each l ∈ �G ,
and while counting assign a new index to each network vertex in our vertex sort
list. Our main data structure is then created based on the counts in the vertex count
list, and its second dimension is accessed using the vertex sort list. The count and
sort lists are created (and initialized) only once for a network, and can be used for
all candidates trees generated and tested subsequently.

5.5 Sampling the frequency

Our algorithm is randomized but it can be used to obtain results which are correct
with a very high confidence. In some cases, we may be only interested in collecting
the frequent patterns and not necessarily in their exact frequency. In this section we
discuss what we can gain by only approximating frequency. Our results show that, due
to various circumstances, it may be hard to combine all our other optimizations with
a sampling strategy.

There are two natural strategies which one could consider. First, one could evaluate
only part of the arithmetic circuit and in that way check for only part of the network
vertices whether they are the image of the pattern root under a subgraph isomorphism.
Second, instead of running the algorithm until one is very confident that for every
vertex which is a root image we will have observed a witness, we could run the
algorithm only a few times.

Let us start with the first idea. suppose we check for only part of the network
vertices whether they are the image of the pattern root under a subgraph isomor-
phism. When using a ’vanilla’ (but space-expensive) implementation of the Koutis–
Williams algorithm, this works decently. Unfortunately, there are two drawbacks.
First, when sampling only a fraction q of the candidate root images, we must com-
pute a fraction larger than q of the arithmetic circuit. The fraction of the arithmetic
circuit we must compute increases quickly with increasing pattern size. Second, our
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implementation is a memory-efficient one, evaluating subgraph isomorphism by doing
2k passes over the arithmetic circuit and only using linear space rather than the
vanilla version which does one pass over the arithmetic circuit and requires expo-
nential space. Therefore, if we calculate only part of the circuit and then conclude
that our sample was not large enough to draw a definite conclusion w.r.t. the pat-
tern being frequent or not, we can not resume computation and evaluate the map-
ping of the pattern root to the network vertices which were not in the original sam-
ple. Instead, we need to do (most of) the computations again. In summary, it is
hard to give guarantees on the gain achieved when sampling only part of the root
images.

The second idea one can pursue is to run the Koutis–Williams algorithm a smaller
number of times, thereby lowering the confidence of its correctness for the individual
potential root images. Let us first better analyze the randomized behavior of the Koutis–
Williams algorithm. Suppose we run the Koutis–Williams algorithm once, evaluating
for one randomization for all network vertices whether they are an image of the pattern
root under an isomorphism. Then, what can we conclude from the result? We expect
that a fraction of at least 0.2 of the root images will be found on average. However, the
outcome for the several root images is not independent. E.g. suppose that our pattern
has three vertices, i.e. one root and two leaves. Suppose that the two leaves have
specific labels and only match to two specifically labeled vertices in the network. The
frequency of the pattern is then the number of vertices having edges to both specially
labeled network vertices. However, if the two vectors assigned to these two network
vertices are linearly dependent, the arithmetic circuit will evaluate 0 for all potential
root images. In conclusion, we can not really trust to find a fraction 0.2 (or any lower
fraction) of the root images with one run of the Koutis–Williams algorithm. How about
the other direction? We are sure that with probability at least 0.72 every multilinear
term in the polynomial represented by the arithmetic circuit evaluates to zero. However,
here again, we cannot trust that the real frequency is at least 1/(1 − 0.72) times the
number of successfully found root images in the first round. In particular, in practice
many network vertices to which the pattern root can be mapped, will be the image of the
pattern root under several different subgraph isomorphisms. Therefore, the probability
that the Koutis–Williams algorithm will detect them as root image is significantly larger
than 0.20.

This last aspect also has a positive side: as in practice network vertices are often
the image of the pattern root under several different isomorphisms, in many cases, a
smaller number of iterations of the Koutis–Williams algorithm is typically necessary
to detect all root images. Figure 7 shows for the DBLP network (described in the next
section) what fraction of the root images were discovered after a given number of runs
of the Koutis–Williams algorithm.

6 Experimental evaluation

Below we present an experimental evaluation of our miner on both synthetic and
real-world data. Our main focus here is to show the efficacy of the method in practice.
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Fig. 7 The fraction of root images found as a function of the number of runs of the Koutis–Williams
algorithm, when mining the DBLP network

6.1 Experimental setup

In our experimental evaluation, we are interested in the following experimental ques-
tions:

Q1 What size of patterns and networks can our algorithm handle within reasonable
time?

Q2 How does our pattern matching strategy compare to state of the art strategies, in
particular with VF2 (Cordella et al. 2001)?

Q3 Does our implementation scale as well as the theoretical Koutis–Williams algo-
rithm?

Q4 What is the influence of pattern mining parameters and optimizations?

To perform our experiments, we implemented a system which we will call Mint
(MIning Networks for Trees), containing a breadth-first pattern mining algorithm
using the candidate generation method outlined in Sect. 5.1. We implemented the
frequency counting based on the Koutis–Williams algorithm as described in Sect.
5.2, and a baseline Mint- VF2 using frequency counting based on the VF2 algorithm
(Cordella et al. 2001). We consider several versions of our new algorithm: First, Mint-
Std implements a vanilla version of the Koutis–Williams algorithm. Second, Mint-
Homo implements the Koutis–Williams method with the homomorphism checking
optimization, and third, Mint- Batch which includes homomorphism checking as
well as sharing common subtrees among the candidates. We call the last one Mint-
Batch, as we share subtrees only among batchsize number candidates in each pass;
otherwise the memory requirements get intractably large due to the exponential number
of frequent patterns.

In order to be able to compare the randomized algorithm to the deterministic VF2,
the subgraph isomorphism tests were repeated a sufficient number of times to achieve
a very high probability of success (1–10−6). The result was that the output of our ran-
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domized algorithm only deviated from the deterministic once the number of frequent
patterns grew larger than 106, in which case our method missed some frequent patterns
(recall our randomized algorithm has only one sided error, it never reports infrequent
patterns as frequent).

6.2 Data sets

We present results on both synthetic as well as real-world data.
For synthetic data we generated networks of size n={102, 103, 104, 105, 106, 107},

and then randomly assigned 1 of 4 labels to each of the vertices. We generated networks
from power-law model with degree distribution P(d) ∝ d−4. Such graphs show
significant clustering, as is often seen in real-world data.

For real-world data, we used the DBLP citation network3, the Facebook social
network4, and the IMDB movie database.5

The DBLP data is a snapshot of their citation network from 1992 to 2007. It is a
time evolving network, where edges are labeled by the year an author collaborated
with another author, and nodes (i.e. authors) are unlabeled. It is the same data as used
by Berlingerio et al. (2009).

The Facebook data is the Facebook friendship network obtained through two ran-
dom sampling strategies: one through uniform sampling, and the other through inde-
pendent Metropolis-Hastings random walks (Gjoka et al. 2010). For each strategy,
the raw data consists of two files: one is the actual friendship data, represented as an
adjacency list, and the other contains additional properties such as total numbers of
friends and privacy settings for each userid. We merged the two files into a single
network. For the merge, we started with the friendship file and removed all userids
that were not present in the properties file, then we labeled each node (userid) with its
privacy setting, and used a default label (i.e. no label) for the edges.

For IMDB, we extracted the movie-actor network from the raw database. Our
extracted network consists of movie, year, role and actor nodes. Movie and role nodes
were labeled by movie and role type, whereas year nodes were labeled by the year the
movie was released in. Actor nodes as well as all edges are left with a default label.

Table 3 gives basic statistics of all our real-world networks.

6.3 Results

Complete mining of synthetic data We ran the algorithms on synthetic datasets, and
mined for as large patterns as we could, using frequency threshold of 0.1, for the
duration of 1 week. Table 4 gives the number of frequent patterns found in that time
period, as a function of the network size and pattern size. It is noteworthy that as
the network size grows, due to the asymptotic properties of the power-law graphs the

3 http://www-kdd.isti.cnr.it/GERM/
4 http://odysseas.calit2.uci.edu/doku.php/public:online_social_networks
5 http://www.imdb.com/interfaces
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Table 3 Real datasets’ summary

Dataset # Vertices # Edges # Vertex labels # Edge labels Vertex degree

Average Minimum Maximum

Facebook-uniform 984,830 185,508 17 1 0.38 0 28

Facebook-mhrw 957,359 1,792,188 16 1 3.74 1 124

Dblp-9202 129,073 277,081 1 11 4.29 1 119

Dblp-0305 109,044 233,961 1 3 4.29 1 115

Dblp-0507 135,116 290,363 1 3 4.28 0 97

IMDB 30,835,467 53,686,381 144 1 1.74 1 327,915

Table 4 Number of frequent patterns for synthetic data

Network size/pattern size 102 103 104 105 106 107

1 3 2 2 2 2 2

2 10 4 4 4 4 4

3 48 22 22 22 22 22

4 295 144 142 142 142 142

5 2,077 1,076 1,066 1,066 1,066 1,066

6 15,698 8,605 8,534 8,534 8,534

7 124,687 72,084 71,688 71,688

8 1,024,216 623,360

number of frequent patterns of a given size converges. Figure 8 plots for each network
size the total time used against the pattern size, for each of the considered algorithms.
Note, that we could not run the Mint- Batch for 107 network due to its large memory
requirement. For the same reason, for 106 network we used batch-size of 20, while
for the rest we set batch-size to 100.

Sampled frequent patterns of synthetic data The number of patterns grows expo-
nentially. Nevertheless, large patterns may be of interest. A strategy which gained
popularity recently (Hasan and Zaki 2009) is to not mine all frequent patterns but
only generate a sample of them. Here, we adopt a simple sampling strategy of ran-
domly selecting only 100 frequent patterns at each level (denoted pattern size in our
breadth-first mining) of the mining process, to make extensions for the next level. This
experiment allows us to study more closely the delay (time used per pattern found) of
our miner.

Figure 9 plots for each network the delay (time used per pattern) as a function of
the size of the patterns, and also as a function of the size of the network for patterns
of size 4, for each of the considered algorithms.

Real-world datasets Here we followed essentially the same procedure as for synthetic
data, the only difference being that we used a smaller frequency threshold of 0.05 for
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Fig. 8 Log-runtime as a function of pattern size
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Fig. 9 Log-delaytime (time per pattern) as a function of pattern size, as well as a function of network size

FB-uniform, in order to mine as large patterns as possible. Higher threshold on FB-
uniform produced very few frequent patterns and we were not able to mine beyond
level 5. Like in synthetic data, we used batch-size of 20 for larger networks (Facebook)
as parameter for Mint- Batch, while we could not run it at all on our largest IMDB
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Table 5 Number of frequent patterns for real data

Network/pattern size FB-uniform FB-mhrw Dblp0305 Dblp0507 Dblp9202 IMDB

1 2 1 1 1 1 3

2 1 2 3 3 8 5

3 2 5 12 13 10 10

4 3 11 51 57 10 26

5 4 30 189 277 6 110

6 5 88 648 1,099 1

7 10 299 2,140 4,459 0
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Fig. 10 Log-runtime as a function of pattern size

network. Table 5 lists the number of frequent patterns found for each network. Figure 10
plots for each network the total time used against the pattern size, for each of the
considered algorithms. Note that for Dblp-9202 we faced a similar issue as in FB-
uniform, although less severe. However, we left the frequency threshold there at 0.1,
just to illustrate that if the number of patterns does not grow exponentially, then we
are able to mine all frequent trees in a network.

6.4 Discussion

Based on the results reported above, we can answer the experimental questions as
follows:

Q1 Using the new pattern matching method, it is computationally feasible to match
patterns up to size 17–18 (see Fig. 9). We note that for all our experiment settings
we mine up to the second last level within 48 h. The main bottleneck when mining
all patterns is the number of frequent patterns found. As this number increases
exponentially, in many settings we do not get further than pattern size 6–7 for
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larger networks. One can observe however, that for real-world pattern mining
tasks one often has prior domain knowledge allowing for pruning the search
space towards the type of patterns one is interested in.

Q2 It is clear from all experiments that the new pattern matching method is orders of
magnitude better than the VF2 algorithm, especially for larger patterns.

Q3 From Fig. 9 one can see that the pattern matching algorithm scales at least as well
as the theoretical upper bound. In particular, in contrast to VF2, our new method
scales linearly in the network size and scales indeed as O(k2 log2(k)2k) in the
pattern size.

Q4 The homomorphism check prunes away a significant amount of subgraph isomor-
phism tests for patterns which are clearly infrequent. This especially holds for the
real-world dataset.

7 Potential applications

In the above experimental evaluation, we have focused on quantitative aspects such as
computational efficiency and number of frequent patterns. Another question concerns
the meaning of tree patterns in networks. This section aims at providing some potential
applications.

7.1 Using patterns to build predictive models

Pattern mining is a fundamental step but only a first one. A natural next step is the
learning of association rules and/or more complex predictive models. The underlying
algorithm for searching and matching predictive patterns could be the same as the
one described in this paper and could have several uses. First, rule-based predictive
models such as association rules or decision trees in networks need an algorithm to
search patterns correlating with the target variable. For instance, rules could be of the
form

If pattern P can be embedded in the network such that root r is mapped to x ,
then x has label l.

Second, embeddings of patterns could serve as templates for observations or rela-
tionships of a particular form. For instance, probabilistic logical/relational models
(Getoor and Taskar 2007) contain conditional probability distributions between ran-
dom variables. Several of these models allow to specify patterns such that all embed-
dings of the pattern correspond to a dependency. For instance, the value of a painting x
may depend on the amount in the savings accounts a of all art collectors c admiring the
painter p who painted x . A conditional probability distribution could hence specify
that the value of the painting x is gaussian distributed around the maximum of the
amount labels associated to the account nodes in the set of all embeddings of the path
P with V (P) = {x, p, c, a} and E(P) = {{x, p}, {p, c}, {c, a}}. For instance, in the
Logical Bayesian Network model (Fierens et al. 2005) this would be represented with

value(x) | amount(a)← painted(p, x), admires(c, p), account(a, c)
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7.2 Some more real-world examples

In many real-world cases, patterns of interest are tree shaped. Let us consider a few
more examples. A typical network application is a social network. A possible rule
involving a tree-shaped pattern is

If person X has a friend Y and Y has posted a message M and this message M
mentions football and X lives in state C and C is in North-America, then X may
be interested in American football.

In social networks often closely related nodes have most influence on properties of a
node. In administrative applications, however, administrative constructions may often
extend over several nodes as some legal rules should be followed which can mention
several objects between which certain administrative relations hold. For instance,
imagine a network consisting of company ownership and family/kinship relations. In
many countries there are laws concerning ownership or directorship of new businesses
while an existing business is in liquidation or has filed for bankruptcy. One can imagine
that there would be individuals who would want to circumvent regulations by starting
or controlling other businesses through proxy. A rule of interest could be

If a company C1 went bankrupt and person P1 is the owner of C1, and P1 has
a likely proxy (e.g. family member) P2 and P2 started a company C2, then the
probability that C2 will go bankrupt is higher.

We can detect such potential violation of regulations by mining rooted tree patterns,
performing a guided search by growing patterns using “bankrupt” as the seed/root
and mining patterns similar to the one above. As we showed in the experiments,
it is possible to mine patterns significantly larger than the examples above and so
reasonably complex situations can be modeled.

Of course, not all patterns of importance will be tree-shaped. The work in this paper
is a first important step but in future work it would be definitely of interest to be able
to also handle non-tree patterns. However, to the best of our knowledge, for matching
non-tree patterns no algorithm is known with linear running time in the size of the
network.

8 Conclusion and future work

We present a novel algorithm for mining trees in single networks. It scales well with
respect to network size, and is only mildly exponential in pattern size, which makes it
tractable for moderately sized patterns. Our method works for both sparse and dense
graphs. We show the effectiveness of the method in practice, on real as well as synthetic
data.

Our method is based on recent results from fixed parameter tractability research.
Indeed, in pattern mining tasks in large networks we typically face pattern sizes which
are orders of magnitude smaller than the networks which may contain millions to
billions of nodes. In such cases, algorithms that are tractable in the largest parameter,
in our case even linear in the network size, are preferable. We also believe more
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generally that a better understanding of parameterized complexity can be helpful in
overcoming the computational challenges of data mining.

There are several interesting lines of future work. First, we pointed out that the com-
bination of our method with sampling techniques may be nontrivial. Further research
to develop a sampling-friendly algorithm would be a useful next step. Second, while
our work concerns tree patterns, we believe that it is possible to extend our methods to
more general graph classes. Third, our approach is currently an in-memory approach.
For really huge databases, further improvements are needed to let our algorithm orga-
nize data access economically. Fourth, sometimes one may be interested in even larger
patterns (e.g. of more than 30 vertices). It is not straightforward to develop an algorithm
to mine large patterns, and possibly mining large patterns is also a computationally
untractable problem. On the other hand, it is also possible that for practical applications
the worst case never happens and a good strategy can be found. Finally, this article
focuses on pattern matching. However, when mining large networks, we also need to
pay attention to the support measure, taking into account the dependencies between
our observations (embeddings) rather than just counting their number. We intend to
generalize our implementation such that it can be effectively used to compute also
other support measures.
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