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Abstract. In peptidomics, tandemmass spectrometry is commonly used
for peptide identification. Currently, most researchers use database search-
ing to infer the peptide sequence from its fragmentation spectrum. How-
ever, if the correct peptide identification cannot be derived from the
sequences contained in the database, this approach is bound to fail. We
introduce PIUS (Peptide Identification by Unbiased Search), a method
that tackles this limitation by searching against the six-frame translation
of the complete genome; the main motivation being that in peptidomics
there are still many good quality spectra that remain unidentified, pre-
sumably due to an incomplete search space. Differently from peptidomics
methods that allow searching against genomes, PIUS does not limit the
analysis of the genome to a set of sequences that match a list of de novo

reconstructions. Instead, it performs a scan of the complete genome. For
MALDI-TOF-TOF spectra, PIUS finds correct sequences considerably
more often than a non-exhaustive method.

1 Introduction

Peptides are molecules composed of a chain of amino acids. They are struc-
turally similar to proteins but shorter, and are known to have a key role in
many physiological processes, such as blood pressure regulation, feeding behav-
ior, water balance, analgesia, and glucose metabolism. Endogenous peptides (i.e.,
naturally occurring peptides within an organism) are typically generated from
a precursor protein through cleavage by various types of processing enzymes [1,
2]. The study of all peptides expressed at a certain time in a certain organism,
tissue, or cell type is the subject of peptidomics [3–7]. In this context, tandem
mass spectrometry (MS/MS) is commonly used for peptide identification. More
precisely, an unknown peptide undergoes fragmentation, and its fragment masses
are registered in a so-called peptide fragmentation spectrum (also called peptide
mass spectrum or MS/MS spectrum). Then, computational methods infer the
peptide sequence from its spectrum [8, 9].

Currently, most researchers use database search methods for fragmentation
spectrum analysis [10–12]: for each protein sequence in the database, potential



fragments are predicted along with their theoretical fragmentation spectrum; a
scoring function then measures how well these calculated spectra match the ex-
perimentally determined one, returning the top scoring solutions. This approach
is commonly preferred over de novo sequencing because the success of the latter
crucially depends on the quality of the MS/MS data. De novo sequencing meth-
ods infer the amino acid sequence from the mass differences between neighboring
peaks in the fragmentation spectrum. However, from spectra of moderate quality
these methods cannot extract enough information to unambiguously infer the
complete amino acid sequence.

The database search approach also has its limitations. First, if the cor-
rect fragment is not derived from one of the proteins in the database, the
search cannot provide the correct peptide identification. Second, considering
post-translational modifications (PTMs)4 [13] can drastically increase the com-
putational cost associated with the search. And third, as peptide fragmentation
[8] is a complex process which is not yet completely understood, designing scoring
functions that represent it with high fidelity is still a challenge.

We introduce a new method that tackles the first limitation (incomplete
search space). The main motivation for this work is that in peptidomics research
there are still many fragmentation spectra of good quality that remain uniden-
tified, presumably at least in part due to an incomplete search space [14, 15].
The proposed method, which we call Peptide Identification by Unbiased Search
(PIUS), performs peptide identification from MS/MS spectra using the six-frame
translation of the complete genome.

The novelty of PIUS lies in three aspects. First, a larger search space is
considered than in related studies that have performed genome-wide peptide
searches in the context of proteogenomics. Second, PIUS is designed for naturally
occurring peptide identification rather than protein identification, quantification,
or gene/protein discovery. Third, it performs an exhaustive genome-wide search,
which differs from the search strategy used by existing peptidomics methods.
We will discuss these aspects in more detail later.

The remainder of the text is organized as follows. Section 2 gives an overview
of how mass spectrometry data can be used for peptide identification, and dis-
cusses related work. Section 3 describes PIUS. Section 4 presents our experiments
and results. They show that, for the mass spectrometry data used in our evalua-
tion, the unbiased scan performed by PIUS yields top-scoring sequences identical
to an accepted “gold standard” much more frequently than the non-exhaustive
method MS-GappedDictionary [16]. We conclude in Section 5.

4 PTMs are chemical modifications that occur after the translation of nucleotides
into amino acids. In this work, we will not distinguish between in vivo PTMs and
chemical modifications that occur in vitro as they are both observed by the mass
spectrometer as amino acids with an anomalous mass.



2 Background and related work

Mass spectrometry (MS) can be defined as a technology that “weighs” unknown
molecules. To that aim, the molecules are first ionized and then their mass over
charge (m/z) is measured based on their trajectory inside the MS equipment.5

The idea behind this strategy is that the mass of a molecule reveals information
about its composition. Tandem mass spectrometry (MS/MS) is a variant of
this strategy. It combines two (or more) stages of MS. This combination allows
further analysis of fragments of interest, facilitating the identification of the
molecules being analyzed [17]. MS/MS is the technology commonly used for
peptide identification.

2.1 Peptide identification in peptidomics and proteomics

Peptide identification using MS (or MS/MS) data is used in the context of both
peptidomics and proteomics. Although the techniques and protocols used for
both contexts have common features, they have prominent differences [17]. While
in peptidomics the final goal is to identify naturally occurring peptides, in pro-
teomics peptide identification is used as a means to obtain protein identification.
As a result, for the former it is important to have a high recall rate in terms of
identified peptides, while for the latter it generally suffices to identify some of the
peptides originated from a genomic region to make a gene/protein prediction.
Another difference is that in peptidomics proteins are digested into peptides in
vivo (for example, by proconvertases [18]) at sites that are difficult to predict
reliably, while in proteomics the protein digestion occurs in vitro at predictable
cleavage sites.

As PIUS is designed for the identification of naturally occurring peptides, we
discuss MS from the point of view of peptidomics.

2.2 MS and MS/MS experiments

A typical MS experiment (see Figure 1.a) for peptide identification starts by
extracting peptides from the biological sample being analyzed (a brain tissue,
for example). The peptide mixture is then separated in smaller samples. This can
be done based on hydrophobicity by means of liquid chromatography (HPLC,
high performance liquid chromatography), for example. This sample separation
is necessary to reduce the complexity of the sample, since a mass spectrometer
can only analyze a limited amount of ions within a certain time interval. After
this stage, the samples are ready to be given as input, one at a time, to the
mass spectrometer. The peptides are then ionized and their m/z is measured
by a mass detector. This process results in an MS spectrum, which is a two-
dimensional graph that displays the relative abundance (RA) of the ions (also
called ion intensity) on the Y axis, and their m/z on the X axis.

5 The mass over charge is the mass of the ionized molecule divided by its charge.



Fig. 1. (a) MS experiment workflow; (b) MS/MS experiment workflow.

The MS/MS experiment (see Figure 1.b) goes one step further. Namely, ions
of interest are selected and subjected to fragmentation through collision. These
ions are called precursor ions. The fragment ions (or product ions) generated
from each precursor ion are then measured by a mass detector, resulting in an
MS/MS spectrum. An MS/MS spectrum is similar to an MS spectrum, with the
difference that in the former the peaks correspond to fragment ions of a peptide,
instead of complete peptide ions.

2.3 Ion fragmentation

During ion fragmentation, the precursor ion typically breaks in two parts, gen-
erating one fragment containing the N-terminus of the original peptide sequence
and a complementary fragment containing the C-terminus.6 The resulting frag-
ments will only be detected if they carry at least one charge.

According to the standard nomenclature used for peptide fragment ions that
arise from MS/MS [19, 20], ions are indicated with the letters a, b or c, if the
charge is retained on the N-terminal fragment, and with the letters x, y or z,
if the charge is retained on the C-terminal fragment. These letters are used
with a subscript that indicates the number of residues in the fragment. Figure 2
shows an example of ion fragmentation using this nomenclature. Note that the
distinction between a, b and c ions (and between x, y and z ions) lies in the
place where the peptide bound is cleaved.7

6 The N-terminus refers to the start of the peptide/protein sequence and the C-
terminus refers to its end.

7 Apart from the ions retaining the N-terminus or the C-terminus, other types of ions
can be produced during fragmentation, e.g. immonium ions and ions with partial
side chain loss. Immonium ions are produced by the combination of a and y type
cleavages and have just a single side chain.



As several copies of the same precursor ion undergo fragmentation, different
kinds of product ions can be produced (and then recorded in the MS/MS spec-
trum), as well as product ions of the same kind with different lengths (i.e., with
different numbers of residues). In the last case we speak of an ion series. Figure
2 depicts three ions for each ion series. For example, ions b1 and b2 belong to ion
series b, and their length differs in one amino acid.
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Fig. 2. Ion Fragmentation.

Variants of the aforementioned ion series can also be observed. For example,
ions may lose an ammonia molecule (reducing their mass by ca. 17 Da). These
ions are indicated by the superscript “∗”: b∗, y∗, etc. Ions that lose a water
molecule (reducing their mass by ca. 18 Da) are indicated by the superscript
“0”: b0, y0, etc.

2.4 MS/MS spectrum analysis

The information contained in an MS/MS spectrum can be used to identify the
peptide sequence it originated from. This task is called MS/MS spectrum anal-
ysis or interpretation. As this is a laborious task to be performed manually,
computational methods are used to assist peptide identification [8, 9]. In this
context, there are two distinct computational approaches: de novo sequencing
and database search. Some methods combine both approaches in a hybrid strat-
egy. They use de novo sequencing to guide/assist the database search. We briefly
describe these approaches next.

De novo sequencing

De novo sequencing methods try to identify a peptide using no other information
than its mass spectrum. More specifically, they infer the peptide sequence from



the mass differences between neighboring peaks of the same ion series; the idea
behind this strategy is that if the difference between the mass of two product ions
of the same ion type is equal to the mass of one amino acid, there is evidence that
that amino acid is part of the peptide sequence. Figures 3 illustrates the de novo

sequencing of the peptide FDKPRP. In this example, the sequence is obtained
by calculating the mass differences from both b and y ion series. Examples of de
novo sequencing methods are PepNovo [21] and Peaks [22].

Fig. 3. De novo sequencing. The peptide is sequenced by calculating the mass differ-
ences between between neighboring peaks from the same ion series.

The main limitation of de novo sequencing methods is that they can only
identify a peptide completely if the generated MS/MS spectrum is of high qual-
ity. If a number of product ions are not detected by the MS equipment, these
methods cannot extract enough information to unambiguously infer the com-
plete sequence. Moreover, the presence of multiple and redundant fragment ion
series is also a challenge for de novo sequencing [23]. In many cases, de novo

sequencing is only able to identify short fragments of the sequence.

Database search

In the database search approach, for each protein sequence stored in the database,
potential fragments are predicted along with their theoretical MS/MS spectrum.
A scoring function then measures how well these calculated spectra match the
experimentally determined peptide spectrum. The result is a list containing the
top scoring solutions. Figures 4 illustrates the database search procedure. Exam-
ples of methods that implement this approach are: X!Tandem [12], MS-fit [24],
OMSSA [25], Mascot8, and SEQUEST [10].

However, as mentioned earlier, the success of this approach relies on the pres-
ence of the solution in the database used in the search: if the correct fragment is
not derived from one of the proteins in the database, the search cannot provide
the correct peptide identification. This may result from incorrect prediction of

8 http://www.matrixscience.com/search form select.html
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protein sequences from genomic DNA due to e.g. underprediction of short open
reading frames, or errors in exon boundary prediction. A solution for this limi-
tation is to consider the six-frame translation of the entire genome, as discussed
in Section 2.5.

Hybrid methods

Hybrid methods combine elements of the two aforementioned approaches. They
use de novo sequencing in a first stage to generate peptide sequence tags (PSTs).
The resulting tags are then used to filter protein databases, reducing the number
of potential candidates in the database search. Inspect [?] and MS-Blast [?] are
examples of hybrid methods. In the next section, we discuss three other hybrid
methods, which have been proposed for genome-wide searches.

2.5 Search against the six-frame translation of the genome

To tackle the limitation of database search methods related to the incomplete
search space, recent studies have pointed out the importance of considering the
six-frame translation of the entire genome in the database search [26, 16, 9].

Although this idea has been investigated in the context of proteogenomics,9

these studies were restricted to a limited search space, as we discuss in more
detail in this section. Moreover, the final goal of these studies was protein/gene
discovery and not peptide identification (see the discussion about differences
between proteomics and peptidomics analyses in Section 2.1).

Recently, three peptidomics methods have been proposed for genome-wide
searches: MS-Dictionary [27], MS-GappedDictionary [16], and IggyPep [14]. The
three methods, which follow a hybrid approach, are briefly discussed in this
section.

9 Proteogenomics investigates the use of proteomic data (usually mass spectrometry
data) to improve genomic annotation (gene prediction, correction of DNA sequencing
errors, etc.).



Proteogenomic studies

Yates et al. [28] were the first to demonstrate the benefit of considering peptide
search against the complete translation of genomic data to improve genome
annotation. Due to the unavailability of sequenced genomes at the time, this
pioneering work used EST (expressed sequence tag) databases instead of raw
genomic data.

Since then, this strategy has been applied to raw genomic data from several
organisms. However, most of these studies considered small genomes, due to the
computational cost of such a search, as argued by Kim et al. [27]. They mainly
used genomes from bacteria [29–33], but also genomes from fungi [34, 35] and
some plants [36, 33] were used. Moreover, many of these studies [37–40, 36, 33]
considered only tryptic peptides (peptides produced by cleavage by the enzyme
trypsin) when searching the translation of the genome, which reduces the number
of candidates to be analyzed considerably. Furthermore, some studies [31, 32, 41]
limited the number of candidates to be analyzed by using peptide sequence tags
to filter the search space. One other study [36] applied the same idea but with
complete de novo reconstructions. Wang et al. [30] reduced the search space by
considering only regions of the genome predicted by a gene-finding program.

In contrast to the aforementioned studies, Fermin et al. [26] did not apply
any strategy to reduce the search space and considered a large genome (human
genome). They performed standard database search using a cluster of computers.

Peptidomics methods for genome-wide searches

Sangtae et al. [27] proposed MS-Dictionary, an efficient method for peptide iden-
tification that allows searching against the six-frame translation of the genome.
The method first creates a set of peptide reconstructions with high probability
of containing the correct solution (called a spectral dictionary). This dictionary
is then used to search against the database or the complete translation of the
genome. However, as pointed out by Jeong et al. [16], this method has two main
limitations. First, it is less efficient if MS/MS data derived from long peptide
sequences is considered, since the number of reconstructions contained in the
dictionary grows too much. Second, results from the search against the human
genome showed that the method fails to identify many peptides [16].

To overcome these limitations, Jeong et al. [16] proposed MS-GappedDictio-
nary, which builds a so-called “gapped spectral dictionary” before searching a
database (or the complete translation of the genome). The idea is similar to the
one used for MS-Dictionary, with the difference that a gapped spectral dictionary
allows reconstructions with gaps. The gaps are generated for the positions for
which the sequence reconstruction procedure is uncertain about which amino
acids should be inserted. This change results in much smaller spectral dictionaries
than those produced by MS-Dictionary, and in a larger number of correct peptide
identifications [16].

IggyPep [14] queries the full genome translation using complete de novo re-
constructions or PSTs. In contrast to MS-Dictionary and MS-GappedDictionary,



IggyPep does compute the de novo reconstructions internally, but uses the out-
put of a de novo sequencing method as input.

3 Proposed method

We introduce a new method that tackles the limitation related to the incom-
plete search space in the database search approach, discussed in Section 2.4.
The proposed method, which we call Peptide Identification by Unbiased Search
(PIUS), performs peptide identification from MS/MS spectra using the six-frame
translation of the complete genome. PIUS differs from peptide genome-wide
searches performed in the context of proteogenomics (see Section 2.5) in two
aspects. First, PIUS considers a larger search space, since it is not limited to
small genomes and does not make prior assumptions to reduce the search, such
as assumptions about enzymatic cleavages. Second, the goal of PIUS is pep-
tide identification while in the case of proteogenomics studies the goal is pro-
tein/gene discovery. In contrast to the peptidomics methods MS-Dictionary [27],
MS-GappedDictionary [16], and IggyPep [14] that also allow a search against
large genomes, PIUS does not limit the analysis of the genome to a small set
of sequences that match a list of de novo reconstructions or partial sequences
tags (PSTs). Instead, it performs an exhaustive scan of the translation of the
six reading frames of the complete genome. Therefore, this search is not biased
towards a subset of candidates, and eliminates the need for good-quality de novo

reconstructions or PSTs.
In the next sections, we describe PIUS in more detail using the following nota-

tion. During a standard sequence fragmentation, ions retaining the N-terminus
or the C-terminus of the original peptide sequence are produced. We call the
former prefix fragment ions, and the latter suffix fragment ions. We also use
the word prefix to denote a fragment of a candidate sequence containing its
N-terminus.

3.1 Overview of the method

PIUS works as follows. Given an MS/MS spectrum and a specific genome as
input, it analyzes how well each of the translated genomic sequences matches the
spectrum. To investigate these sequences, the outermost loop of the algorithm
iterates over all starting positions of each translated reading frame, and for
each starting position PIUS considers the sequences in the order of increasing
length. It moves to the next starting position when the calculated mass of the
sequence exceeds the measured mass of the intact peptide that generated the
experimental spectrum. This order of traversing the search space avoids iteration
over candidates of which the mass is too large, and allows for ions detected in a
prefix to be reused in the analysis of its extensions. Furthermore, this traversal
order is also used for pruning, as discussed later in this technical report. During
the search, PIUS keeps a running list of the top k scoring solutions, where k is
set by the user.



When analyzing a candidate sequence, PIUS first checks its calculated mass.
If this matches the mass of the measured peptide, given a certain error tolerance,
then the candidate is eligible to enter the top k solutions depending on its score.
If the mass of the candidate is too small, PIUS evaluates whether the sequence
can be a prefix of the correct solution. If not, it can prune from consideration
all its extensions.

To calculate the quality of a prefix, we calculate all ion matches that can be
analyzed up to that point,10 including suffix fragment ions, and give a score to
the prefix using the selected scoring function. The masses of the suffix fragment
ions are calculated using the mass of the parent ion and the masses of the prefix
fragment ions.11 By calculating the masses of the suffix fragment ions in advance,
we do not need to wait for the sequence to be complete to start verifying them.
Having this information gives a better evaluation of the prefix, which benefits
the pruning procedure (Section 3.3). If only prefix fragment ions were used in the
prefix evaluation, our pruning procedure would be biased towards the presence
of these ions in the candidate peptides.

Figure 5 depicts a simplified representation of the PIUS algorithm for the case
of a single translated fragment (the translation of an entire chromosome in one of
its six possible reading frames, for example). During a full genome search, PIUS
maintains the top k list until all six-frame translations of every chromosome have
been analyzed. When stop codons are found within a translated fragment, PIUS
treats the subfragments delimited by the stop codons as independent fragments.

3.2 Scoring functions

The default scoring function in PIUS is derived from the one used in SEQUEST
[10]. While the latter only considers ion series b and y, PIUS considers prefix
fragment ion series b, b∗, b0, a, a∗, and a0, as well as suffix fragment ion series y,
y∗, and y0 (see Section 2.3 for more details about ion fragmentation.). We assign
a weight to each ion series to give more importance to abundant ions. To define
the weights, we measured the relative frequency of each ion series in a distinct
dataset which we used only for this purpose and for which the correct identi-
fications were known. The user can reuse our weights, define his own weights
derived from a chosen training procedure, or enter frequencies obtained from
the literature. We call the default scoring function MIWS (multi-ions weighted
SEQUEST). It is defined as:

MIWS =

(

∑

9

j=1
wj ∗ S

j
mi

)

∗ nmi ∗ (1 + β) ∗ (1 + ρ)

nt

(1)

10 The contribution of all ion matches found in shorter prefixes is reused, so only few
ions per prefix have to be evaluated.

11 For single charged ions, for example, the mass of a suffix fragment ion is calculated by
subtracting the mass of the corresponding prefix ion from the mass of the parent ion,
plus the mass of a hydrogen atom. This calculation assumes that the final sequence,
which has the current sequence as a prefix, will have a total mass that matches the
mass of the parent peptide.
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Fig. 5. Simplified representation of the PIUS algorithm. ErrTol stands for the error
tolerance for comparing the calculated mass of the candidate sequence with the exper-
imentally observed mass.

where j iterates over the nine ion series considered; Sj
mi is the sum of the in-

tensities of matched ions for ion series j; and nmi is the total number of the
matched ions. Correction factor 1 + β increases the score when successive ions
in an ion series are found. β is initially zero and is increased by 0.075 for each
sequential ion in a series. Similarly, 1+ρ is a correction factor for the occurrence
of certain immonium ions.12 Specifically, if an immonium ion for the amino acids
His, Tyr, Trp, Met, or Phe is present in the spectrum along with the associated
amino acid in the sequence under consideration, then ρ, which is initially zero,
is increased by 0.15. If the amino acid is not present in the evaluated sequence,
then ρ is decreased by 0.15. Finally, nt is the total number of predicted sequence
ions.

Alternatively, the user can select four other scoring functions. One of them is
the original SEQUEST scoring function, which corresponds to Equation 1 when
only the b and y series are considered, and the weights are set to 1. The other
three functions are derived from the functions XI , XII , and XIII proposed by
Fenyö and Beavis [42]. As the only change that we performed was to consider
more ion series than the original formulation (we consider the same nine ion series

12 We consider the same set of immonium ions as in the original SEQUEST function.



that we consider for MIWS), we keep the original names for the functions. We
show the formulae for XI , XII , and XIII in Equations 2, 3, and 4, respectively.
In the equations, nj

mi is the total number of matched ions for ions series j.

XI =
9

∑

j=1

S
j
mi (2)

XII = XI ∗

9
∏

j=1

n
j
mi! (3)

XIII = XI ∗ exp(

9
∑

j=1

n
j
mi) (4)

3.3 Pruning procedure

When evaluating a prefix sequence, we use a pruning procedure that compares
the score calculated for that sequence to the lowest score obtained by a prefix of
the same length in the top k list. If the current score is lower than α times the
lowest prefix score, then the current sequence is not extended and we move the
starting position pointer one position downstream. The parameter α determines
the eagerness to prune; 0 6 α 6 1. Since a very short prefix is unlikely to
contain sufficient statistical evidence to decide between pruning a sequence or
not, pruning is only allowed after the prefix has reached a user-defined minimum
length L.

More formally, let v(s) be the score of the sequence s and let s(1: p) be the
prefix of s with length p. Then, given that we want to compose a good top k of
full sequences, we prune those sequences s for which the following condition is
observed

∃p > L : v(s(1: p)) < (tp ∗ α), (5)

where tp is the lowest score among the prefixes of length p of all solutions present
in the top k list.

Note that for any α 6= 0 PIUS does not compute the exact score of all
possible candidate sequences. However, PIUS still exhaustively considers every
starting position of the genome and it computes for all candidates at least an
approximation of the scoring function: the score of a prefix of at least L amino
acids.

3.4 Post-translational modifications

The user can ask PIUS to search in an even far larger search space than the one
we have just described, namely, that of sequences containing post-translational
modifications (PTMs). If this option is enabled, PIUS searches for (combinations
of) PTMs that are commonly observed in peptides, in particular: amidation,



N-terminal pyroglutamate, acetylation, methylation, dimethylation, trimethyla-
tion, half of a disulfide bridge, sodium cation, deamidation, diacetylation, phos-
phorylation, oxidation, and dioxidation. Additionally, a 12 Da or 24 Da mass
shift is allowed for the N-terminus of the peptide and the amino acids K, R, H,
C, Y, W, and F, to account for possible reactions with formaldehyde, a contam-
inant in some of the solutions used for peptidomics. Additionally, the user can
specify his own choice of arbitrary PTMs.

PIUS considers a modified amino acid residue as it was an additional residue.
Thus, when a particular PTM is considered, two amino acid residues can be
produced from the same codon of the genome: the unmodified amino acid and
the modified one. PIUS investigates both possibilities.

Of course, searching for combinations of PTMs has a large computational
cost, and the search space enlargement raises the probability to obtain false
positives. How to deal with these issues is an interesting venue for future research.
Currently, these issues are mitigated by offering to the user the option to limit
the number of PTMs considered per candidate.

3.5 Limitations of the method and possible solutions

Even though PIUS addresses the incomplete search space limitation to a great
extent (by considering the full translation of the genome), there are still cases
that are not covered by our current search strategy. We discuss three cases next.

PIUS can search for modified amino acid sequences given a list of PTMs
specified by the user. However, if the experimental peptide suffered a modifi-
cation that is not specified in this list, PIUS cannot find the correct solution.
One idea to solve this limitation is to apply strategies that can generate a list
of potential PTMs for the spectra being analyzed, and give this list as input to
PIUS. For example, sample specific PTMs can be identified based on clustering
approaches as described by Menschaert et al. [43]. Subsequently, these identified
PTMs can be included in the PIUS search.

Another limitation is related to polymorphism. This phenomenon is char-
acterized by the occurrence of two or more versions of a sequence or a set of
sequences in the genome of an organism. As PIUS does not account for this,
polymorphic peptides might not be in the search space it considers. One pos-
sibility to deal with this limitation is to allow PIUS to get, as input, genomes
encoding polymorphic information, and to try all polymorphic translations. How-
ever, depending on the amount of polymorphism in the genome, this solution
might be too computationally expensive, apart from increasing the rate of false
positives. Another possibility is to deal with polymorphism in a peptidomics
workflow in the spirit of the one proposed by Menschaert et al. [9]. This work-
flow would start with a conventional database search. Then, the spectra that
remained unidentified after the first phase would be checked for polymorphism
in a new database search. This search would take into account known informa-
tion about polymorphism in the proteome (e.g., complement the database with
different polymorphic versions of proteins). Then, the still remaining unidentified
spectra would be given as input to PIUS, which would be the last resource in the



workflow. By doing so, the spectra given as input to PIUS would have already
been checked for polymorphism earlier in the workflow. Of course, this is a par-
tial solution, in the sense that it would not account for unknown polymorphisms,
nor for polymorphisms outside the known proteome of the species.

Finally, PIUS does not consider peptides originating from splicing processes.
This limitation could be mitigated by giving to PIUS known information about
splicing of coding regions in the genome, so that this information could be used in
the genome translation. Of course, this solution relies on the current annotation
of the genome, and can thus insert bias in the search.

4 Empirical evaluation

We start the evaluation by comparing the different scoring functions imple-
mented in PIUS. Next, we evaluate the results returned by PIUS when PTMs
are considered in the search. Then, we compare PIUS with the tool MS-Gapped-
Dictionary [16]. Finally, we evaluate our pruning procedure.

4.1 Experimental setup

We evaluate PIUS on a subset of 109 spectra from a set of peptide mass spectra
from a combined set of peptide mass spectra from different mouse tissue and cell
line samples produced by MALDI-TOF-TOF13 [44], [unpublished data14]. The
subset was obtained as follows. Following the same idea discussed by Menschaert
et al. [45], we used a combination of two search algorithms (X!Tandem and
OMSSA) within SearchGui15 to obtain the peptide identification. This search
was performed against the protein sequence database SwissProt [46], without
specifying any enzymatic cleavage, with precursor mass tolerance 0.8 Da, frag-
ment mass tolerance 0.6 Da, and allowing the following PTMs: N-terminal acety-
lation, C-terminal amidation, oxidation on M, and pyroglutamination on N-
terminal Q. We then analyzed the results with Peptide-Shaker16 and retained
only those with a confidence level of 100%, allowing us to use them as a gold
standard. Among the 109 spectra, 6 spectra have a PTM: 1 spectrum with
C-terminal amidation, 1 spectrum with N-terminal pyroglutamination, and 4

13 MALDI-TOF-TOF is MS/MS by Matrix-Assisted Laser Desorption/ Ionization with
Time Of Flight selection followed by fragmentation and Time Of Flight measure-
ment.

14 Out of the 109 spectra used in the experiments, 19 spectra are part of a set of un-
published spectra from the SBO grant IWT-50164 of the Institute for the Promotion
of Innovation by Science and Technology in Flanders (IWT).

15 SearchGUI is a graphical user interface for configuring and running X!Tandem and
OMSSA simultaneously. http://code.google.com/p/searchgui/.

16 PeptideShaker is a search engine platform for visualization of pep-
tide and protein identification results from multiple search engines.
http://code.google.com/p/peptide-shaker/.



spectra with N-terminal acetylation. The size of our dataset is typical for pep-
tidomics studies, in contrast to proteomics studies, where datasets are typically
larger.

In our experiments, we verify if PIUS can identify these gold standard so-
lutions in the search space provided by the six-frame translation of the mouse
genome. This translation contains approximately 200 times more amino acids
than the mouse proteome in SwissProt. We use PIUS with an error tolerance of
0.5 Da for both peptide and fragment mass, which is large enough to account for
measurement errors in MALDI-TOF-TOF data. We arbitrarily set k = 10000,
α = 0.8, and L = 5.

4.2 Comparing different scoring functions

In this experiment, we compare the different scoring functions implemented in
PIUS: the original SEQUEST function, MIWS, XI , XII , and XIII . The results
are presented in Table 1, which shows the position in the top k list occupied
by the gold standard solutions. The perfect identification would be if the gold
standard solution for all spectra would be placed as the top 1 solution. The
numbers displayed in the table are not cumulative.

Table 1. Comparison of scoring functions.

SEQUEST MIWS XI XII XIII

Top 1 85 85 22 95 82

Top 2 3 3 3 1 5

Top 10 3 8 14 4 10

Top 50 8 4 14 2 2

Top 100 2 1 1 0 0

Top 200 0 0 5 0 2

Top 500 1 0 4 1 0

Top 1000 0 2 2 0 1

Top 2000 1 0 2 0 0

Top 5000 0 0 6 0 0

Top 10000 0 0 5 0 0

Not found 0 0 25 0 1

All scoring functions yield good results, except XI . This scoring function
ranks many gold standard solutions in low ranking positions, and misses 21 gold
standard solutions at all. The poorer performance for this scoring function is not
unexpected, since it encodes less information about the matched ions than the
other functions.



The function XII returns the gold standard solution at the top of the can-
didate list for a few more cases than functions MIWS and SEQUEST. This is
surprising, since the former does not use some of the information used by the
two latter functions, namely, the match of immonium ions and consecutive ions
within ion series. The function XIII also presents good results, but misses one
gold standard solution.

These results show that, provided an adequate scoring function, PIUS ob-
tains comparable results to those of conventional database search methods while
considering a substantially larger search space. In the remaining experiments,
we focus on the scoring functions MIWS and XII .

4.3 Searching for post-translational modifications

We now evaluate PIUS for the case where PTMs are considered in the search.
We consider the same PTMs used to obtain the gold standard solutions, and
we restrict the number of PTMs per sequence to al most one. The results are
summarized in Table 2. We show the results for the spectra with and without
PTMs separately.

Table 2. Evaluation of PIUS (with MIWS and XII) for the case where PTMs are
allowed in the search.

Spectra without PTM Spectra with PTM

MIWS XII MIWS XII

Top 1 82 90 5 6

Top 2 5 6 0 0

Top 10 5 2 1 0

Top 50 5 4 0 0

Top 100 2 0 0 0

Top 200 1 0 0 0

Top 500 0 0 0 0

Top 1000 1 1 0 0

Top 2000 1 0 0 0

Top 5000 0 0 0 0

Top 10000 0 0 0 0

Not found 1 0 0 0

For the 6 spectra with PTMs, PIUS used with MIWS finds the gold standard
solution as the top 1 solution for 5 cases, and as top 3 solution for 1 case. When
the function XII is used, PIUS finds the gold standard solution as the top 1
solution for all cases. For the 103 spectra without PTMs, PIUS used with MIWS



finds the gold standard solution as the top 1 solution for 82 cases, as the top 2
solution for 5 cases, in top 10 of solutions for 5 cases, and in a lower ranking
position for 11 cases. In this experiment, 1 gold standard solutions is missed due
to search space pruning. With XII , the results are again slightly better than
when MIWS is used: PIUS finds the gold standard solution as the top 1 solution
for 90 cases, as the top 2 solution for 6 cases, in top 10 of solutions for 2 cases,
and in a lower ranking position for 5 cases.

Note that these results for the 103 spectra with no PTM are slightly worse
than for the case where the search is performed without PTMs (Table 1). This is
not unexpected, since the search space is enlarged by also considering modified
sequences, increasing the likelihood of returning false-positives. However, for a
large majority of the cases, the gold standard solution is still returned as the
top-scoring solution. Moreover, PIUS successfully identifies the modified peptide
in the 6 spectra with PTMs. These results together show that PIUS has a high
recall rate even when PTMs are considered.

4.4 Comparing the results with MS-GappedDictionary

We now compare PIUS with the tool MS-GappedDictionary [16], using the pa-
rameters recommended by its authors. In particular, the charge range parameter
of MS-GappedDictionary is set to 1, no enzymatic cleavage was specified, and
all other parameters are left at their default values. In addition to using MS-
GappedDictionary with its default value for error tolerance of 2.0 Da, we also
test MS-GappedDictionary with the tolerance used by PIUS (0.5 Da). As this
tool does not consider PTMs in the search, we only consider the spectra without
PTMs. The results are summarized in Table 3. Note that the results we show
for PIUS are for the case when PTMs are not considered in the search.

With its default error tolerance, MS-GappedDictionary finds the gold stan-
dard solution for only 50 out of the 103 spectra. Out of these 50 cases, the
gold standard solution is the top 1 solution for 48 cases and the top 2 solu-
tion for 2 cases. Among the 53 remaining spectra, there are 3 cases for which
MS-GappedDictionary does not return any hits and 50 cases for which the gold
standard solution is not among the returned solutions. With the error tolerance
set to 0.5 Da, the gold standard solution is the top 1 solution for 57 cases, the
top 2 solution for 2 cases, and in the top 10 of solutions for 1 case. There are 3
cases for which MS-GappedDictionary does not return any hits and 40 cases for
which the gold standard solution is not among the returned solutions.

The large number of unidentified spectra returned by MS-GappedDictionary
contrast sharply with the good results reported by Jeong et al. [16]. A possible
explanation for this inferior performance is the source of the mass spectra. Jeong
et al. [16] used only mass spectra produced by an LTQ linear ion trap tandem
MS and an LCQ ion trap MS using ESI, which are generally more accurate than
MALDI-TOF-TOF spectra.

From these experimental results we can conclude that PIUS has a higher
recall rate than MS-GappedDictionary, at least for MALDI-TOF-TOF spectra.



Table 3. Comparison between MS-GappedDictionary and PIUS. We show results for
MS-GappedDictionary with error tolerance 2.0 Da (default value) and with error tol-
erance 0.5 Da (default value in PIUS).

MS-GappedDictionary PIUS

error tol. 2.0 Da error tol. 0.5 Da MIWS XII

Top 1 48 57 85 95

Top 2 2 2 3 1

Lower ranked 0 1 15 7

Not found 53 43 0 0

4.5 Evaluating the pruning procedure

In this experiment, we evaluate the pruning procedure of PIUS. We used PIUS
with the function MIWS, without considering PTMs.

In Figure 6, we display how many candidates are evaluated by PIUS when
searching against the complete translation of the genome. The number of ana-
lyzed candidates according to their sequence length. We display this analysis for
different values for the parameter α.
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Fig. 6. Evaluating the pruning procedure with different values for the parameter α.

Note that for α = 0, the pruning procedure is not used. The reason why the
curve goes down even for α = 0 is because PIUS does not extend a candidate
when its mass is larger than the mass of the precursor ion and also due to the
occurrence of stop codons in the genome translation.



We found that even the maximum α = 1 produced results practically equal to
α = 0 for our dataset in terms of which candidates were output at the end of the
search. The comparison between the resulting top k lists (with k = 10000) for
PIUS with α = 1 and α = 0 revealed that PIUS with α = 1 pruned, on average,
15 solutions which were output by PIUS without pruning. However, these pruned
solutions were not among the best solutions in the list: for all spectra analyzed,
the top 100 solutions of the two top k lists were the same; and for 61 out of
103 cases, the top 1000 solutions of the lists were the same. This shows that the
pruning procedure does not affect the top scoring solutions. However, if PIUS
finds hundreds of false positives with a better score than the correct solution
(given the scoring function in use), then there is the risk that this solution might
be pruned away from the search space. A close analysis of the results revealed
that this, in fact, happened for one spectrum: the gold standard solution, which
was ranked at position 606 with no pruning, ended up being pruned away when
α = 1 was used. This is the same gold standard solution which was pruned away
in the results shown in Table 2, where PTMs were considered in the search.

We also evaluate the computational cost for α = 0 and α = 0.8. Due to the
computational work necessary to investigate all the candidates produced by the
translation of the full genome (with α = 0), the current C implementation has a
throughput of 1.2 spectra per hour on an Intel Core i7-2600 when searching the
21 mouse chromosomes; when we apply the pruning procedure with α = 0.8, the
implementation has a throughput of 2 spectra per hour.

Taking into account the computational cost associated with the search per-
formed with PIUS, we recommend to use PIUS in a layered peptidomics workflow
[9] in case of large scale experiments. Using a similar idea as the one we discuss in
Section 3.5, this workflow would first search databases in a conventional manner,
and afterwards call on PIUS for the remaining unidentified high quality spectra.
In case this step would become a bottleneck in the workflow, the algorithm can
easily be parallelized to increase throughput.

5 Conclusions

In this technical report, we introduced a new method for peptide identification
using MS/MS data. We call the proposed method Peptide Identification by Unbi-
ased Search (PIUS). PIUS tackles the limitation related to the incomplete search
space in the database search approach by considering the six-frame translation
of the complete genome.

We evaluated PIUS on a set of 109 MS/MS spectra from a combined set of
peptide mass spectra from different mouse tissue and cell line samples produced
by a MALDI-TOF-TOF instrument. We compared our results with those of MS-
GappedDictionary, which performs a non-exhaustive search against the genome,
on the same dataset. We also evaluated the pruning procedure implemented in
PIUS.

From the experimental results we can draw the following conclusions: (1)
PIUS is very often able to reproduce successful identifications by conventional



database search methods, even though it searches a much larger space; (2) PIUS
has a high recall rate even when PTMs are considered in the search; (3) PIUS has
a higher recall rate than MS-GappedDictionary, at least for MALDI-TOF-TOF
spectra; and (4) the pruning procedure partially mitigates the computational
cost associated with the exhaustive genome-wide search, without deteriorating
the quality of the results.

These results argue in favor of using PIUS for peptide identification. In par-
ticular, we recommend to use PIUS as a last resource tool to analyze spectra of
good quality that cannot be identified by conventional database search methods.

Availability

PIUS is available at http://dtai.cs.kuleuven.be/ml/systems/pius under an open
source license.
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