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ABSTRACT
This paper proposes a novel method to estimate the breadth
of a search query. Using the spatial distribution of rele-
vant categories in a taxonomy, together with an ‘importance’
score obtained using a ranked list of search results, we de-
rive a metric that represents the breadth of a query. Several
experiments have been performed on the DMOZ hierarchy
with two different sets of queries and benchmarked with
state-of-the-art results. Evaluation of the method based
on metrics such as F-measure and accuracy indicate better
agreement with human judgements.

Categories and Subject Descriptors
H.3.3 [ Information Search and Retrieval]: Search Pro-
cess

General Terms
Algorithms, Performance
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1. INTRODUCTION
The morphological aspects of a query, in particular the

breadth or scope, help in building navigational or aggregated
search frameworks, for better presentation of search results.
We propose and evaluate a novel method for computing the
breadth of a query, which is a measure of its scope, given by
how specific or general a query is. For example, the query
‘2008 Summer Olympics- Long Jump’ is quite specific, while
‘Arts’ is very broad.

With respect to computing the generality and specificity
of a query, various approaches have been proposed. Van
Rijsbergen [7] considers generality as a measure of density
of relevant documents in a collection, which was followed by
Plachouras et al. [6]. He and Ounis [4] take into account
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the relative occurrence of the query term in the collection.
In contrast to these frequency-based approaches, we make
use of the spatial distribution of documents in a hierarchy
together with their relevance ranking, resulting in a closer
agreement with human judgements.

The organization of this paper is as follows: Section 2 in-
troduces the preliminaries. Section 3 describes the approach
used to estimate the breadth of a query. Section 4 discusses
experiments and results. Finally, section 5 presents the con-
clusions.

2. PRELIMINARIES
We assume that the search results of a query are classified

into a hierarchical taxonomy of subject classes (denoted by
facets, nodes or facet nodes in this paper). In the experi-
ments below, the DMOZ1 hierarchy is used. For each query,
we define a set of activated nodes that have documents rel-
evant to the query.

2.1 Estimating the importance of a facet node
for a query

In order to estimate the importance of a facet node, the
Discounted Cumulative Gain (DCG) [5] is computed over
the retrieved Web pages assigned to facet v. This score is
naturally dependent on the query and its ranked results R
obtained from a search engine, and is given by Eq. 1:

importance(v,R) = rel1 +
∑

i=rank(d),i>1,d∈R

reli
log2(i)

(1)

where i is the position of the retrieved document d in R,
and reli = 1 if the ith document belongs to facet v and 0
otherwise.

This score gives a measure of the contribution of a partic-
ular facet to the top-ranked results for the query. Consider
a case of two facets: The first facet has 5 documents all of
which are in the top ten results for a query. The second
has 5 documents but whose ranks are above 30. Although
the two facets have the same number of documents, the first
facet has more important results for the query and this is
reflected in the importance score.

Also, since the importance score is a function of the DCG
over documents to which a particular facet is assigned, the
nodes higher up in the hierarchy have a higher score. Note
that a facet may be viewed as very important for a certain
query, but at the same time may be insignificant for another
one.

1http://www.dmoz.org



Figure 1: Distances between two activated nodes
(shaded) is 1/4 + 1/2 + 1 + 1 + 1/2. Weights adjacent
to dotted lines denote distances

2.2 Computing distances between nodes
Since the basic relation in the taxonomy is the parent-

child relation, distance between any two nodes is represented
using the connection weights between the parent-child asso-
ciated pairs. In taxonomy T with root at level 0, the con-
nection weight D between node vi at level l and its child vj
at level l + 1 is as follows:

D(vi, vj) = 2−l (2)

Connection weights between nodes are assumed to be lower
in the base of the hierarchy and become progressively larger
as they move up. The reasoning behind this weighing scheme
is to highlight the fact that semantic differences between
nodes are more prominent at the top of the hierarchy. Using
this metric, distance between any two nodes vm and vn in
a taxonomy tree T is defined as the sum of the connection
weights between all the nodes vx spanning the path between
vm and vn. Figure 1 illustrates the weighing scheme used.
We use this metric to compute distances between activated
nodes.

3. ESTIMATING THE BREADTH
The breadth of the query is computed by quantifying the

spatial distribution of activated nodes. Formally, the task
of estimating query breadth is described as follows: Given a
query q and a set of activated nodes V in the taxonomy tree
T for a ranked set of search results R in T, the breadth β
of q is computed as the minimum weight path spanning the
nodes in V.

The idea is that a longer path would indicate a broader
query, while a shorter path indicates a narrow one. However,
only the important facets (nodes) of a query are chosen for
computing the spatial distribution. These nodes are iden-
tified based on the importance score (Section 2.1), using a
threshold assigned empirically based on a validation set.

Once the important nodes have been identified, the next
step is to find the minimum weight path traversing them.
The shortest path or minimum weight path problem in graph
theory has been extensively studied [1]. The Dijkstra’s algo-
rithm [2] is used for computing the path of minimum weight.
This algorithm needs two parameters- graph and source.
The graph used here has the following attributes: 1) Nodes
V: the set of activated facets selected; and 2) Edge weights
D: weighted distance between every pair of nodes computed
using the distance metric in Section 2.2.

The algorithm is then executed iteratively, with every
node in the set of facets chosen as the source. The node

that results in the path with the least weight is chosen as
the final source. The algorithm thus identifies the best path
connecting the important activated nodes. Other algorithms
such as Bellman-Ford algorithm, Floyd-Warshall algorithm
and Johnson’s algorithm could also be used.

The length β of the path is the breadth of the query.
Between two queries, q1 and q2, with minimum weight path
lengths β1 and β2 respectively, q1 is broader than q2 if β1
> β2. We refer to the above approach of estimating the
breadth of a query as minimum weight path method.

To summarize, the procedure for computing the query
breadth entails a) Identifying the important activated facets/
nodes and b) finding the minimum weight path traversing
the important activated nodes.

4. EXPERIMENTS AND RESULTS
Two sets of queries have been used for evaluation. The

first query set Q1 contains titles of English Wikipedia arti-
cles. These are relatively clean and well-formatted queries.
The second query set Q2 comprises real user queries col-
lected by Torres et al. [3]. These are queries for children
extracted from the AOL query log.

In either case, 550 queries were selected randomly, and
submitted to the Bing search engine, restricting search re-
sults to Web pages from DMOZ Kids and Teens subdirec-
tory. The search results are therefore annotated with subject
categories. Table 1 shows the distribution of answer pages
per query. Figure 2 shows the distribution of activated facet
nodes over the search results for the two query sets. In ei-
ther query set, there were not more than 13 activated facets
per query.

For each query, judgments are collected from five Crowd-
flower2 evaluators, who estimate the breadth of the query on
a scale of 1 to 5, where 1 means ‘Very Narrow’ and 5 means
‘Very Broad’. Only queries with an agreement of 80% or
more among the annotators (as reported by Crowdflower)
were retained, leaving us with 508 queries from Q1 and 471
queries from Q2.

The importance score of each node activated by the query
is computed using the DCG-based metric described in Eq.
1. Facets with low importance scores could be discarded, so
only top-ranked results determine the nature of the query.
The metric of query breadth as defined in section 3 would
be sensitive to the number of search results considered ‘im-
portant’. We first performed experiments to measure sensi-
tivity of the query breadth to such an importance thresh-
old. At a threshold of 0.1, a facet is considered impor-
tant even if its first relevant result is at the 1024th position
(1/log2(1024) = 0.1) on the search engine’s ranked result
list. A threshold > 1 implies a facet is considered impor-
tant only if it contains two or more relevant documents.
The relationship between the rank of the first relevant doc-
ument and importance of the category is shown in Figure
3. Figure 4 plots the inter-class average minimum weight
path for the threshold varying from 0.1 to 2.0 in steps of
0.1, across the five classes of queries in Q13. Notably, as
the threshold increases, more Web pages and corresponding
facets are blocked from contributing to the minimum weight
path. With a lower threshold, the intra-class differences are

2http://crowdflower.com/
3Results are similar for Q2, but have been omitted for clar-
ity



Table 1: Number of Web pages in DMOZ for the
queries in the two query sets

Figure 2: Size of the set of activated nodes for the
chosen queries in the two query sets

Figure 3: Importance function when the first rele-
vant document in a facet is at rank r in a ranked list
(x-axis in logarithmic scale)

Figure 4: Minimum weight path for different values
of the threshold across the five classes of queries
(Q1)- 1: Very Narrow, 2: Narrow, 3: Neither Broad
nor Narrow, 4: Broad, 5: Very Broad

more pronounced, whereas with a higher threshold, the dis-
tinctions between different classes are less distinguishable.
In the experiments reported below, the importance thresh-
old was set to 0.1, which limits the documents up to rank
1024 (1/log2(1024) = 0.1).

To compare the outcome of our query breadth score with
human judgments, the breadth score is normalized and placed
into five bins corresponding to the five ratings: very narrow,
narrow, neither narrow nor broad, broad and very broad.
To obtain real numbers in the range of 0 to 5, the scores are
linearly normalized using Eq. 3.

βi norm =
βi −min(β)

max(β)−min(β)
∗ 5 (3)

where βi refers to the breadth of the query qi, βi norm is its
normalized value and β is the vector of query breadth βi.
The multiplication factor 5 is included to ensure the scores
are within the 0 to 5 range.

We compare our model with two other models: first, the
model proposed by He and Ounis [4], called query scope,

given by Eq. 4

βi = −log
(
Nqi

N

)
(4)

where Nqi is the total number of documents containing at
least one term of query qi and N the total number of doc-
uments in the collection. Second, we use a simple baseline
(BL) that gives the cardinality |V| of the set of activated
nodes. The results of each model for each query are com-
pared with the Crowdflower judgements.

Figure 5 plots the distribution of queries based on their
breadth computed using the minimum weight path metric.
There are more queries in the Very narrow class, especially
in the set (Q1) of Wikipedia titles (names of people, places,
events, TV programs, organizations, medical conditions, an-
imals etc.).

Further, the accuracy is defined as the number of correct
predictions to the total number of predictions. Note that
this function does not discriminate different types of misclas-
sifications. For example, assume a query that is too broad
is misclassified as neither broad nor narrow. This misclassi-
fication is less severe compared to classifying a very broad



Figure 5: Distribution of the query breadth esti-
mated using minimum weight path

MWP [4] BL
Accuracy (Q1) 84.4% 70.47% 41.73%
Weighted Accuracy (Q1) 95.52% 92.61% 66.09%
Accuracy (Q2) 73.32% 65.69% 33.40%
Weighted Accuracy (Q2) 84.65% 78.17% 69.52%

Table 2: Comparison of minimum weight path with
[4] and BL for the query sets Q1 and Q2

query as a very narrow one. With this idea, the weighted
accuracy has been calculated using Eq. 5:

Weighted accuracy =

1

m

m∑
i=1

1− |predicted class− target class|i
max possible difference in predictions

(5)

where m is the number of queries. The maximum possible
difference in prediction in our case is 4, since there are 5
classes. The performances of the two approaches based on
the weighted accuracy are tabulated in Table 2. Table 3
shows the comparison of the minimum weight path model
against the model proposed by He and Ounis [4], across
different classes of queries.

From tables 2 and 3, it is evident that the F-measure, ac-
curacy and weighted accuracy of the minimum weight path

Class Precision Recall F-measure
MWP [4] BL MWP [4] BL MWP [4] BL

Q1
1 0.97 0.91 0.93 0.88 0.92 0.43 0.92 0.9 0.59
2 0.17 0.05 0.04 0.48 0.04 0.13 0.25 0.05 0.06
3 0.36 - - 1 - - 0.53 - -
4,5 1 - 0.03 0.31 - 0.31 0.48 - 0.06
Q2
1 0.60 0.56 0.36 0.97 1 0.63 0.74 0.72 0.45
2 1 1 0.5 0.65 0.12 0.23 0.79 0.21 0.31
3 1 - - 0.50 - - 0.67 - -
4 0.78 1 0.25 0.57 0.12 0.09 0.66 0.21 0.14
5 0.86 - 0.21 0.18 - 0.25 0.30 - 0.23

Table 3: Class-wise comparison of minimum weight
path (MWP) with [4] and BL for the query sets Q1
and Q2

model are higher than those of the query scope method [4]
and the cardinality-based method (BL). Such a result is
expected because in contrast to [4], we exploit additional
knowledge obtained from a taxonomy of subject classes or
facets, and weigh facets based on their importance. But it
is worth mentioning that the approach of [4] has other ad-
vantages such as determining the query’s breadth or scope
without ranked search results or the taxonomy of subject
classes. The minimum weight path model also outperforms
the baseline method that uses the cardinality of activated
nodes, highlighting the role of the additional distance mea-
sures to capture semantic differences between topics.

5. CONCLUSIONS
We have proposed an approach to estimate the breadth of

the query, using the spatial distribution of relevant facets in
a hierarchical taxonomy. Evaluation using commonly used
metrics such as precision, recall and accuracy show that our
approach is effective. While the above experiments have
been performed on the DMOZ taxonomy, the approach pro-
posed could be applied to any hierarchical classification of
documents on the Web or in proprietary repositories. In
the future, we intend to use this in building a navigational
search framework for better presentation of search results.
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