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Abstract

Recurring solutions to software engineering problems are often captured in patterns,
which describe, in a generic but reusable manner, a specific problem and a
corresponding solution. This thesis develops a deeper understanding about how
pattern catalogs can help a software architect to reconcile the software’s requirements
and the architecture in the context of security. To achieve this goal, we follow an
empirical approach.

Two aspects of development are taken into account, namely (1) the construction of the
software, and (2) its evolution over time. An analysis of the security patterns landscape
shows that sufficient security patterns exist for the construction of secure software,
but organization is needed to make them more usable. With a controlled empirical
experiment, we investigate the effect of such organization from the viewpoint of the
software architect.

Regarding patterns for secure evolution over time, we observe that no patterns have
been defined. Therefore, we propose a framework for precisely describing such
patterns (called change patterns), together with a process for applying them. We
illustrate the concepts with patterns for handling evolving trust requirements and
access control. The approach is validated by means of two empirical studies, and
implemented in a proof of concept tool.
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Beknopte samenvatting

Terugkerende oplossingen voor softwareontwikkelingsproblemen worden vaak
verpakt in de vorm van patronen. Deze patronen beschrijven, op een algemene
maar herbruikbare manier, een specifiek probleem en een bijhorende oplossing. Deze
verhandeling ontwikkelt een dieper inzicht in de manier waarop patrooncatalogi
een softwarearchitect kunnen helpen om, in het domein van softwarebeveiliging, de
vereisten van de software te verzoenen met de architectuur. Om dit doel te bereiken
wordt een empirische aanpak gevolgd.

Twee ontwikkelingsaspecten worden in beschouwing genomen, namelijk (1) het
bouwen van de software, en (2) de evolutie doorheen de tijd. Een analyse van
beschikbare beveiligingspatronen wijst uit dat er voldoende beveiligingspatronen
bestaan voor het bouwen van veilige software, maar ook dat er nood is aan meer
organisatie om ze bruikbaarder te maken. Door middel van een gecontroleerd
empirisch experiment onderzoekenwe vervolgens het effect van dergelijke organisatie
vanuit het standpunt van de softwarearchitect.

Wat betreft patronen voor veilige evolutie doorheen de tijd observeren we dat er
nog geen patronen gedefinieerd werden. We stellen daarom een raamwerk voor om
dergelijke patronen precies te beschrijven, samen met een proces om deze patronen
toe te passen. De concepten worden toegelicht aan de hand van patronen voor het
omgaan met evoluerende vertrouwensvereisten en toegangscontrole. De aanpak
wordt gevalideerd aan de hand van twee empirische studies, en is geïmplementeerd
in de vorm van een prototype.

v
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1
Introduction

Creating a software system demands the conversion of a description in the problem
domain (i.e., what the system eventually is expected to achieve, called its requirements)
to a precise description in the solution domain (i.e., the way in which the software is
structured and functions, embodied by its architecture, design and implementation),
such that the requirements are adequately fulfilled by the resulting software system.

For a long time, the problem and solution domain have been thought of as
strictly separated domains, even though various development paradigms gradually
acknowledged a need for iteration from one to another. This viewpoint has been
evolving for some time now, however. With the publication of the Twin Peaks
model by Nuseibeh in 2001 [Nus01], an explicit description has been given of the
(often already implicitly acknowledged) interaction between both domains. The main
observation of the model is that requirements and architecture cannot be separated,
but are closely interwoven, and that frequent transitions from one to the other are
necessary, especially to deal with requirements that change over time.

In practice, the relationship between both manifests itself clearly when decisions are
taken while designing the software system. These decisions lead to new problems,
or to modifications of existing ones. Refining the updated problem domain may
again require new solutions to be sought and integrated in the software, which may
introduce even more new problems, and so forth.

1



2 | chapter 1 • INTRODUCTION

For a concrete example of this interaction from the security domain, consider a
common requirement that only authorized personnel is allowed to access certain
sensitive data when using the software system. This requirement states a problem,
for which a solution must be included in the system. There are multiple alternatives,
each with their own benefits and drawbacks. For example, users may be required
to identify themselves, and before a user can access the sensitive data, it is first
verified that the user indeed has permission to access this data. In practice, this
solution can be implemented in software by introducing a central policy file that is
consulted, evaluated and enforced at each point that provides access to the sensitive
data. Alternatively, there may be good reasons not to prevent access to the data, but
just to keep track of which user has accessed which piece of data at what moment in
time, and to check for breaches of the requirement afterwards. This solution is often
preferred when denying access to the data can have severe consequences, for example
in medical information systems. In practice, this solution depends on auditing all user
actions, for example by writing them to a log file. A combination of both solutions is
also possible. Depending on the chosen solution, additional requirements need to be
introduced in the system. In the case of access prevention, new requirements must
be defined that deal with the management of the access control policies (creating a
new user or modifying the permissions that are granted to user, for example). New
requirements such as these are known as secondary security requirements [HLMN08].
These requirements would not be necessary when choosing the second alternative;
instead, that solution would introduce requirements regarding reliable storage of
audit logs, and regulating access to them.

The interactions between requirements and architecture happen not only while
developing the first version of the software, but also occur after the software has
already been deployed. Indeed, the software may remain in place for a long time,
often longer than originally anticipated by the development team. During that
time, the context in which that system is used may change, necessitating changes
to the software, like adapting how it reacts in certain situations, making internal
data available to external partners, or extending its functionality. To make it easy
to introduce such changes, the creator of the software always needs to take future,
potential evolution into account. Of course, these changes can also have a large impact
on the security of the system, so sufficient attention should be given to anticipating
them. The architecture of the software plays a central role in this evolution, as it
consists of conscious decisions about the general structure and form of the software.
The goal of these decisions is to ensure that the most important concerns are taken
into account from the very start of the development. Changing them at a later time
may be difficult, requiring invasive —and therefore costly— changes to the software
system.

Clearly, the construction of a good software architecture is not an easy task. It is
the architect’s job to create an architecture that fulfills the requirements that are laid
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out, and that can accommodate future changes. To do that, he attempts to find the
best solution for each encountered challenge, and combines those solutions into a
consistent whole. When looking for a good solution, the architect has to take into
account a large set of constraints, including technical or budget limitations, but also
company culture or legal compliance. The final solution is then selected based on the
architect’s knowledge and experience.

A solution could comprise an original, newly invented technique, although often it
resembles a solution for a similar problem encountered before, in another project or
company, for example. This implies that, not unsurprisingly, the more experience an
architect has, the easier it becomes for him (or her) to propose an adequate solution
for the problem he is facing. With a lot of solutions in the back of his head, however,
it is easy to overlook one. Also, novice architects do not start with this background
knowledge, and have to build it up over the years. Therefore, it seems reasonable
that having access to a catalog of recurring solutions supports both beginning and
experienced architects in making the right choices.

Such recurring solutions can be captured in patterns, which describe, in a generic
but reusable manner, a specific problem and a corresponding solution. Moreover, the
description is enriched with information about the known benefits, limitations, and
pitfalls of the solution. When patterns are combined into a catalog, they can also be
linked to each other, in order to provide additional guidance, for example by referring
to patterns that are often used together. An architect’s chance of success is thus
expected to increase with the availability of high-quality, usable pattern catalogs.

Reusing solutions is particularly relevant when dealing with security. Securing a
software application is very hard, as it is a delicate task where making seemingly
innocent decisions regarding a system may unexpectedly expose it to a wide range
of attacks. Therefore, a widely acknowledged principle in the software security
domain is the re-use of known protection mechanisms instead of inventing your own
[VMO02]. For instance, the system should be designed using existing, well-known
cryptographic primitives (including, for example, encryption and hashing algorithms,
authentication and authorization protocols, random number generation algorithms,
or password storage methods) that have been created and extensively reviewed by
professional cryptographers. Moreover, the implementation of these primitives should
be delegated to well-known libraries, because small oversights in the implementation
can still lead to vulnerabilities, even though the primitive itself has been securely
designed. This principle, while usually encountered in the implementation context,
also applies to other parts of the secure software engineering process.

For secure architectural design, security patterns are a particularly promising and
appealing technique given the importance of reusing well-known solutions in the
security domain. Furthermore, referring back to the premise of close interaction
between requirements and architecture, it has already been indicated how reusable
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Requirements

Architecture

Evolved
Requirements

Evolved
Architecture

evolution

construction

Figure 1.1: Schematic representation of the two dimensions that are investigated in
this thesis.

solution descriptions, in the form of patterns, can play a reconciling role between the
requirements and architecture domains, in particular in the security domain [HYS+11].
Indeed, the different parts of which a pattern is composed can be characterized in
terms of the interaction with the problem and solution spaces. This property of
patterns makes them appealing from the point of view of a software architect, as they
can provide guidance on how to transition from one to the other. Therefore, security
patterns play a central role in this thesis.

1.1 Research questions

We just observed how the concept of a pattern can play a very important role in both
security engineering and in the interconnection of requirements and architecture.
Therefore, the overarching goal of this thesis is to evaluate where and how patterns
can help a software architect to reconcile the software’s security requirements and
architecture, by exploring what kind of patterns are available, how they impact
the architect’s performance, and which possible hindrances may still exist for their
successful adoption.

Reflecting the importance of a software architecture for both a successful initial
development and later evolution of a system, this thesis is aligned along two important
dimensions, as schematically shown in Figure 1.1. In the first dimension (drawn
vertically), we zoom in on the construction of a software architecture using patterns,
starting from the requirements. The second dimension (drawn horizontally) focuses
on the coordinated evolution of the requirements and the architecture over time.
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Construction With respect to the first dimension (construction), it seems that,
despite the apparent benefits of using security patterns and the existence of a vast
body of publications on this topic, security patterns still struggle with finding their
way into common practice [LMHD06]. This could have multiple causes, such as a
low number of existing security patterns, low quality of the patterns that do exist,
or a lack of a structured way of accessing them. As a step towards identifying the
causes of this struggle, we first formulate an exploratory research question, namely
RQ1: What is already offered with respect to security patterns for constructing a software
architecture?

After having published a significant number of security patterns, the security patterns
research community itself already came to the conclusion that it was necessary to
add more structure to this body of security patterns. This translated to techniques
for classifying and relating security patterns, which subsequently became a popular
research topic. Multiple proposals have been made that aim at categorizing patterns
according to various criteria, such as the level of abstraction at which some security
pattern should be applied, the type of security requirements it can help to fulfill,
or its relationships with other security patterns. However, these proposals do not
come with an evaluation regarding their helpfulness for the software architect that
wants to use security patterns when designing an architecture. Therefore, our second
research question becomes RQ2: What is the effect of categorizing security patterns on
the performance of a software architect?

Evolution With respect to the second dimension, a technique is required to evolve
security requirements and software architectures simultaneously over time (called
co-evolution), taking into account the Twin Peaks model mentioned before. As we
will see in Chapter 2, the state of the art is still lacking a principled approach with this
goal. It is reasonable to assume that common and reusable solutions also exist in this
dimension, as many types of change can be anticipated and the software can then be
designed to easily accommodate these. Therefore, there is a potential for patterns to
provide the basis for such approach. For example, on a more detailed level, Prechelt
et al. [PUT+01] already have found that (in most cases) the use of design patterns
provides a positive effect (in terms of time or flexibility) when performing software
maintenance, compared to using a simpler alternative. This leads to our third research
question, namely RQ3: Can patterns be used to co-evolve security requirements and
software architectures?

Finally, given the existence of patterns for co-evolution, we want to quantify the
advantage of using these patterns. In particular, we would like to know whether
using these patterns reduces the effort that is required for dealing with anticipated
changes. This leads to our fourth and last research question, namely RQ4: What is the
effect of using patterns for co-evolution on the performance of a software architect?



6 | chapter 1 • INTRODUCTION

1.2 Approach

Throughout our work, we take an empirical approach when handling the encountered
topics. This entails that we attempt to objectively collect data and find statistical
evidence about the validity of our results and proposals, rather than purely theorizing
about them. While empirical software engineering has quickly gained momentum
over the last few years, its use in secure software engineering —and especially
concerning the early phases of development— is still underexplored. Hence, besides
answering the research questions outlined above, an important goal of this thesis is
to demonstrate the applicability and feasibility of empirical methods for this domain,
in order to stimulate additional studies of this kind.

In practice, we use the following approach to answer the four research questions (in
temporal order).

To answer the first research question, we have performed an exploratory study
(described in Chapter 3). We started by creating an inventory of available security
patterns, which revealed that a large body of security patterns was already available in
the literature. As our first introduction to empirical research, we have then attempted
to gain qualitative and quantitative insight into this set of collected patterns. We
have classified the patterns in the inventory by their level of abstraction, quantified
the quality of their description, and investigated the coverage of this inventory with
respect to common security objectives.

In parallel with this study, we observed that —in the second dimension— the research
area concerning reusable techniques for the secure evolution of requirements and
architecture has been underexplored. Therefore, to answer the third research question,
we have proposed a framework for expressing such patterns (Chapter 5), dubbed
change patterns.

Based on this framework, we have designed and performed a controlled experiment
involving twelve master students in order to quantitatively answer the fourth research
question. Furthermore, to complement the results obtained from this study, the change
patterns approach has also been evaluated by two participants from an industrial
partner in a more qualitative way. Both evaluations are described in Chapter 6.

Finally, the second research question is answered by means of a controlled user
study in order to quantitatively evaluate the impact on the architect’s performance
of organizing a security patterns inventory. This study is of a larger scale than
the controlled experiment mentioned above, and involves 90 master students. It is
described in detail in Chapter 4.
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1.3 Contributions

The approach outlined above leads to the following four contributions of this thesis:

1. An analysis of the security patterns landscape. Our analysis concludes that
sufficient security patterns exist for the construction of secure software, but
organization is needed to make them more usable.

2. An empirical assessment of the effects of organizing security patterns. We have
investigated the effect of organizing a body of security patterns from the
viewpoint of the software architect. The results of this study show the benefits
of this organization, and provide guidance to pattern authors about what
information needs to be included when describing patterns.

3. A framework for describing patterns for evolution, dubbed change patterns. A
precise definition of a change pattern is given, together with a process for
applying them. Furthermore, to illustrate their use and general applicability,
we have defined patterns for handling evolving trust and access control
requirements, and have developed a prototype tool that assists the architect
with using the patterns.

4. An empirical assessment of the effectiveness of change patterns. We validate the
efficacy of the approach with a controlled experiment, and test the feasibility
and applicability of the approach in an industrial context.

1.4 Overview

Chapter 2 provides background information and references to work that is relevant
in the context of this thesis. The rest of the thesis is organized in two parts, reflecting
the constructive and evolutionary dimensions mentioned above.

The first part deals with patterns for constructing a secure software architecture. In
this part, the security pattern landscape is quantitatively explored (Chapter 3), and
means for organizing it are examined. The effect of such organization is empirically
assessed by means of a controlled experiment (Chapter 4).

The second part of the thesis focuses on patterns for the secure evolution of
software requirements and architecture. First, a generic framework (dubbed change
patterns) is described for expressing such patterns (Chapter 5). This framework is
illustrated with patterns for evolving trust relationships, and is empirically validated
in Chapter 6. Next, we describe a proof of concept implementation of the change
patterns framework (Chapter 7). At the same time, the framework is applied to
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a different aspect of security, namely patterns for the evolution of access control
policies.

Finally, Chapter 8 summarizes the findings of this thesis, and outlines directions for
future research tracks.



2
Background

This chapter provides background information and references to related work
concerning the main topics of this thesis, namely patterns, requirements engineering,
software architecture, and evolution. Each of these is first treated in a general manner,
followed by a discussion of the security-related aspects.

2.1 Patterns

Christopher Alexander introduced the term ‘pattern’ for reusable solutions in 1977,
in the context of building architecture and city planning. A pattern, according to him,
“describes a problem which occurs over and over again in our environment, and then
describes the core of the solution to that problem, in such a way that you can use this
solution a million times over, without ever doing it the same way twice” [Ale77].

The concept of a pattern has become immensely popular in the software engineering
community during the past two decades. This popularity supposedly stems from the
fact that patterns can be employed out of the box by architects and designers in order
to solve known, recurrent problems. Patterns provide solid (and often ingenious)
solutions for these problems that have already been applied multiple times before.
Hence, a pattern provides three main advantages. First, the solution is known to

9
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be sound because it is time-tested. Second, benefits and drawbacks of a pattern are
known in advance and they can be taken into account while sketching the solution.
Third, patterns establish a common vocabulary that can ease the communication
between different stakeholders.

Pattern descriptions usually adhere to a well-defined structure, although that structure
may differ slightly depending on the nature and source of the pattern. Usually, at
least the following elements are included. First, the pattern should be given a name.
As this name may become part of a common vocabulary, it must be able to evoke
the essentials of the pattern. Furthermore, a pattern should clearly describe the
problem that it solves, and the context in which it is applicable. The solution of
a pattern consists of a set of participants (or roles), the structural configuration of
these participants, and a description of the interactions among them. The pattern
also explicitly mentions its consequences, possible trade-offs that must be made, and
provides hints for implementing it in practice. Finally, a pattern should give an
example of its usage, refer to known uses of the pattern, and relate it to other patterns
that are often used together with it, for example.

The most famous set of software design patterns appeared in a book of Gamma et
al. [GHJV95] in 1995, often referred to as the Gang of Four patterns. Subsequently,
the concept of patterns gained a lot of attention, and resulted in additional widely
known catalogs. For example, a well-known collection of patterns for domain analysis
was provided by Fowler in 1997 [Fow97], and patterns for software architecture are
extensively covered in a five-volume book series [BMR+96, SSRB00, KJ04, BHS07a,
BHS07b]. Many more patterns have been published since then, many of them
applicable to specific programming languages, modeling paradigms or frameworks,
making an extensive overview of them here near to impossible.

2.1.1 Security patterns

As explained in the introduction, a well-known security principle calls for the use of
community resources rather than inventing ad-hoc solutions from scratch. Security
patterns offer invaluable help in order to enforce this principle at the architectural
and design level. The description of a pattern follows the template described above,
including sections on the problem and context, the solution, the known uses, and so
on. In general, a security pattern describes a particular recurring security problem
that arises in specific contexts, and presents a generic but sound and time-tested
solution [SFBH+06b]. Using security patterns, design glitches can thus be avoided.
Moreover, security patterns can include enough detailed information (down to the
level of reference code) that also helps during the implementation phase. In other
words, security patterns are a tool that can provide additional guarantees that a
software product is correctly secured.
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The body of published security patterns is not covered here, as it is discussed in
Chapter 3. Furthermore, other surveys exist [YWM08, HAJ07, UFF12] and two
referential books are available [SN06, SFBH+06b].

2.2 Requirements

Requirements can be elicited and documented in various forms. The simplest form
of documentation is natural language, but this is also the least structured format.
Various other, more rigorous formats have been proposed in the literature, often
accompanied by guidelines for eliciting the requirements.

Use cases [JCJÖ92] are a popular mechanism to describe the functional requirements
of a system. They capture the interactions of external actors (humans or other software
systems) with the system under development. They consist of a structured textual
representation, often augmented with a graphical diagram. Use case diagrams have
been incorporated into UML [Obj10], making them awidespread technique for driving
requirements elicitation in practice.

The Problem Frames approach [Jac01] is another well-known requirements engineer-
ing technique, albeit of a more academic nature. At the core of the approach lies the
idea that the complete system can be partitioned in multiple sub-problems. Each of
these sub-problems deals with fulfilling a specific, fine-grained requirement, which is
defined as a condition on the state of the real world. The system to build (called the
‘machine’ in Problem Frames), and its environment, are modeled in so-called problem
diagrams, each of which represents one of these particular sub-problems. A problem
frame, then, is a generic description of such a sub-problem, and is in a certain sense
similar to a (design) pattern. A collection of useful problem frames are provided, for
instance the commanded behavior problem frame (where an operator instructs the
machine to perform certain actions with a certain effect in the real world), or the
information display problem frame (where the machine is responsible for obtaining
certain information about the real world, and displaying it). Of course, additional
problem frames can be defined if necessary.

A different approach to requirements engineering comes from goal-oriented require-
ments engineering methods. In these methods, the overall goals which the system
has to fulfill play a central role. In all goal-oriented approaches, goals can be further
decomposed into sub-goals, and assigned to different agents in the system.

The KAOS approach [vL09] is an example of such a goal-oriented requirements
elicitation method. Goals are refined until they are realizable by a single agent, which
may become a component in the actual system. Such a fully refined goal is called
a requirement. KAOS also allows to formally express the goals and requirements
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with temporal logic, which enables a rigorous analysis of their completeness and
correctness. Furthermore, goal refinement patterns are used extensively throughout
the methodology. Their correctness has to be proven only once, after which
instantiating them makes it easy to define a complete refinement. In KAOS, explicit
support is available for incorporating the environment of the system, for example
domain properties or external agents with which the system interacts. Finally, soft
goals in KAOS can be used to model non-functional requirements. These soft goals
are used to choose between alternative goal decompositions. Hence, they represent
the advantages and disadvantages of each alternative.

Another goal-oriented modeling technique is i* [Yu97], which is used by the Tropos
project [BPG+04]. Roughly, i* appears similar to KAOS, as it also includes the notions
of goals, soft goals, goal decomposition, and actors (agents), for example. A key
concept in i*, which is not present in KAOS, is the explicit modeling of dependencies
between actors.

Finally, we mention quality attribute scenarios [BCK03], which can be used to
document qualities (sometimes also referred to as non-functional requirements). A
quality attribute scenario describes, in a structured manner, a condition (stimulus)
that can be experienced by (a part of) the system in a certain context (environment),
and that must be handled in a certain way (response). The expected response also
comes with a measure that is used to test the fulfillment of the requirement.

2.2.1 Security requirements

For each of the requirements engineering approaches mentioned above, one or more
security-specific extensions have been proposed; these extensions are discussed
in this subsection. For a more elaborate survey of some of these extensions, we
refer to the survey of Nhlabatsi et al. [NBS+10], in which multiple approaches for
combining security patterns and requirements engineering techniques are reviewed
and compared.

Misuse cases [SO05] are an extension of use cases that can be used to model the
security threats of a system. They are defined in a similar format as regular use cases,
but introduce the notion of amisactor. Concretely, a misuse case represents a sequence
of steps, (partially) performed by a misactor, that —when executed successfully—
would lead to a violation of one of the system’s security goals. Given a misuse case,
one or more (regular) use cases can be added that mitigate the unwanted scenario.
These mitigations define the security requirements of the system. Besides offering a
notation for describing security violations, the misuse case approach provides little
assistance for effectively eliciting these violations. Its success thus strongly depends
on the experience of the person that performs it.
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Also for Problem Frames, security-oriented extensions have been proposed. For
example, the Security Engineering Process using Patterns (SEPP) process [Sch10]
proposes Security Problem Frames that represent generic security requirements. The
frames are complemented with concretized versions that model security mechanisms
that can be used to fulfill the corresponding security requirement. This process thus
provides common security problems and solutions in the form of Problem Frames,
and therefore provides more assistance to the user than misuse cases. Moreover, by
formalizing these frames, precise statements can be made about their preconditions
and guarantees. A different example of a security-oriented extension to Problem
Frames are Abuse Frames [LNI+03a, LNI+03b]. Here, the attacker’s goal is modeled
as an (anti-)requirement in a Problem Frame. This explicit representation of a negative
requirement (i.e., specifying what should not happen) is in contrast with SEPP, where
requirements denote positive properties of the system. Abuse frames can therefore
be used, like misuse cases, to elicit security requirements, which can subsequently be
modeled using SEPP.

In the KAOS approach, security is taken into account by the introduction of security
goals, anti-goals and malicious agents [vL04, vL09], similar to misuse cases and abuse
frames. Anti-goals are obtained by negating security goals from the KAOS model,
which are introduced by instantiating generic specification patterns. If the KAOS
model is formally specified, anti-goals can be automatically generated using formal
reasoning techniques. Otherwise, obstruction and refinement patterns can be used.
An anti-goal is refined until it becomes realizable, taking into account the domain
properties and the system’s behavior. At that point, the refined goal represents an
attack against the system that can then be mitigated (for example, by introducing
a new goal or by weakening an existing goal). Note that the concept of a security
goal is part of KAOS, but the concept of a security requirement is not. Consequently,
any requirement that is necessary to fulfill some security goal can be considered as a
security requirement.

Si* and Secure Tropos [GMZ05, MMZ07] are the security-specific extensions of i*
and Tropos, respectively. The notion of a dependency between actors is refined
by introducing the concepts of trust (and distrust), delegation, permissions and
ownership. In contrast to the approaches mentioned above, however, Si* does not
introduce specific concepts for misactors or anti-goals. This makes Si* very suitable
for modeling the trust assumptions on which every security mechanism is based,
and hence the socio-technical context of the system. Also, an Si* model enables
formal verification, so that (for example) mismatches between trust and dependency
relationships can be detected. Such issues would be very difficult to model and detect
in the other approaches mentioned before.

Finally, it is worth mentioning the Common Criteria standard [Com12]. The goal
of this standard is to enable independent evaluation and assurance of a system’s
security properties. Therefore, the standard defines a set of security functional
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requirements in the form of templates. Hence, for each specific system a suitable
subset of requirements needs to be chosen and concretized. The defined requirements
span a wide range topics, such as access control, data integrity, key management,
auditing, or privacy.

2.3 Software architecture

Perry and Wolf define software architecture as the triple {elements, form, rationale}
[PW92]. Elements can be processing elements, data elements or connecting elements.
Form consists of properties of and relationships between the elements. The rationale,
finally, captures the motivation of the architect for the choices that were made.

A similar definition is given by Bass, Clements and Kazman [BCK03], namely
“the structure or structures of the system, which comprise software elements, the
externally visible properties of those elements, and the relationships among them”.
The authors, while not ignoring the importance of rationale, do not consider rationale
to be part of the architecture itself. They state that an architecture, once created, can
be analyzed independently of any knowledge of the process by which it was designed.
This definition is also adopted by Rozanski and Woods [RW05].

Yet another definition of architecture can be found in the IEEE/ISO standard for
architecture descriptions [ISO11], namely, “fundamental concepts or properties of
a system in its environment embodied in its elements, relationships, and in the
principles of its design and evolution”.

Finally, Taylor, Medvidović and Dashofy [TMD10] define architecture in a broader
sense, namely, “the set of principal design decisions governing a system”. In this
definition, the authors clarify, design decisions should be understood as decisions
related to every aspect of the system, i.e., the structure (organization and composition
of architectural elements), functional behavior, interaction (communication between
elements), non-functional properties, and implementation of the system.

All these definitions are similar to a certain extent, and describe an architecture as
the collection of elements, their relationships, and some degree of rationale. They
are quite generic, however, and only talk about ‘elements’. There are many different
ways to interpret an element, which can be captured in the notion of an architectural
style. Rozanski and Woods [RW05] state that “an architectural style expresses a
fundamental structural organization schema for software systems. It provides a set
of predefined element types, specifies their responsibilities, and includes rules and
guidelines for organizing the relationships between them”. A style thus defines the
vocabulary and rules that can be used to define an architecture conforming to that
style.
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A somewhat different definition of software architecture is given by Klusener et al.
[KLV05]: “The software architecture of deployed software is determined by those
aspects that are the hardest to change”. Although related to the other definitions, this
definition stands out by explicitly highlighting the importance of software architecture
with respect to future changes to the system.

The attribute driven design (ADD) process [BCK03] reflects this as well. It is based on
the premise that the main drivers for an architecture are the system’s quality attributes
(non-functional requirements), including modifiability and security. It prescribes
to develop the system based on these quality attributes, such that that the most
important qualities of the system are certainly fulfilled. Of course, this also implies
that the decisions regarding these qualities are the hardest to change afterwards, and
appropriate care must be taken to include them right from the beginning.

2.3.1 From requirements to architecture

Multiple approaches have been proposed to assist the architect with transitioning
from the requirements to an architecture, or even (partially) automate this step. For
example, the ADD process mentioned before gradually refines the architecture by
considering the non-functional requirements of the system. The decomposition is
guided by architectural patterns and tactics that can be used by the architect.

A more systematic technique has been defined by Brandozzi and Perry [BP01].
They describe an approach for transforming a KAOS requirements model to a so-
called Architectural Prescription Language (APL) specification, which is a high-level
architectural model. Hassan et al. [HBEKE08] define a similar transformation for
KAOS models, but transform them to models expressed in the B formalism. Within
the B-method, these models can then be refined, and eventually implemented, while
guaranteeing the correctness of the refinement at all times.

As another example of a systematic technique, Grünbacher et al. [EGM, GEM04]
propose to use an intermediatemodel (called CBSP) towhich requirements aremapped.
The intermediatemodel includes a set of architectural concepts like components, buses
(connectors), system-wide features, and properties of each of these, but still remains
close to the requirements of the system. The creation of the intermediate model
is guided by a five-step process. Using this intermediate model, the gap between
requirements and architecture is reduced, and non-functional requirements can be
explicitly modeled.

More recently, Pimentel [PLC+12] proposed a process to generate architectural
models (expressed in the Acme language) from requirements models (expressed in i*),
specifically for adaptive systems (i.e., systems that adapt themselves depending on
observed changes in its environment). The approach is based on STREAM [Luc10],
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which defines transformations and mappings to refine i* models, translate them to
Acme models, and finally refine the architectural models using patterns.

In light of the Twin Peaks model mentioned in the introduction, attention should also
be given to the feedback that occurs when choosing an architectural solution. This
feedback aspect is often absent in the existing approaches, and this area of research
remains largely unexplored. Heyman et al. [HYS+11] describe the role of security
patterns in this feedback loop. Each element of which a pattern consists can be
considered to specify either (1) a component (and its behavior), which is core to the
pattern, (2) a role (and its expected properties), which is an external element that
interacts with a component, or (3) a residual goal, which is an assumption that must be
fulfilled in some way by the system. This characterization can be used to investigate
how the instantiation of a security pattern impacts the requirements model.

2.3.2 Secure software architecture

Books on software architecture often include some general advice related to security.
For example, Rozanski and Woods [RW05] define a security perspective, which
captures security-oriented architectural concerns, activities, tactics, pitfalls, and
checklists. Bass et al. [BCK03] provide general security tactics that can be used
by an architect. These tactics are categorized as tactics for resisting attacks, detecting
attacks, or recovering from an attack.

When going beyond the general advice, security at the architectural level can be
looked at from different points of view. From a constructive point of view, the question
that needs answering is how to create an architecture that has certain security qualities.
Work in this area is mainly concerned with techniques, processes and guidelines to
build a secure software architecture. On the other hand, from the modeling point of
view, the security aspects of an architecture need to be expressed and documented,
so that they can be stored and communicated. Finally, from the analysis point of
view, it can be investigated what security analyses can be performed based on some
architectural model.

Note that these three points of view are not strictly separated; for instance, analysis
techniques will often depend on specific model types, and models are usually
constructed with the help of constructive guidance.

The following paragraphs provide some references to work in each of these three
areas.

Constructive point of view The most important aspect from the constructive
point of view is support for the transition from security requirements to the
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architectural design, i.e., constructing a secure software architecture from a set
of security requirements, while being constrained by a set of non-functional
requirements. Patterns have often been proposed as a tool to facilitate this transition.

For example, Van Lamsweerde [vL03] describes a patterns-based refinement approach
for creating architectures from KAOS requirements models. The approach starts by
deriving data flow connectors between the various agents in the KAOS model. Then,
for each non-functional goal, these connectors are refined using suitable refinement
patterns. An example is given for a confidentiality goal, where a data flow connector
is refined by inserting a filter that prevents unwanted data transmissions (based on
labels and clearance levels).

More recently, another approach using patterns was proposed by Alebrahim, Hatebur
and Heisel [AHH11b]. This approach starts from Problem Frames models, which are
annotated with quality requirements (in particular, security and performance). The
Problem Frames model is then decomposed, based on an architectural distribution
style (e.g., client-server or peer-to-peer). Finally, to resolve the quality requirements,
the Problem Frames diagrams are further refined using patterns. The resulting
Problem Frames model is sufficiently rich that, when guided by the architect, an
implementable architecture can be derived [AHH11a]. A similar approach was
proposed by Schmidt and Wentzlaff [SW06], which focuses on security and usability
qualities.

Likewise, in the context of the NFR framework, security patterns are put forward to
create secure designs [Wei07]. The patterns are linked to the non-functional goals (or
forces) to which they provide a contribution, which can be either positive or negative.
Dependencies between patterns are modeled as well, by means of decomposition.
This approach thus assists the architect in selecting a suitable solution in the form of
a pattern.

Besides patterns, security design principles are also commonly used as a guidance for
creating secure software [SS75]. Taylor et al. [TMD10] summarizes some principles
that are particularly well-suited for architectural design, for example the principle of
least privilege, complete mediation or defense in depth. Furthermore, they also touch
upon access control and trust management.

Finally, Mouratidis and Jürjens [MJ10] describe how to integrate Secure Tropos and
UMLSec (a model-based security engineering approach described later in this section),
in order to assist software engineers with deriving a secure design from security
requirements. This integration includes a goal-driven security-aware process, based
on Secure Tropos, with support for developing UMLsec models. Also, a set of mapping
guidelines are given to translate Secure Tropos models to UMLsec models.
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Modeling point of view Despite the importance of architecture for security, little
work exists that specifically aims at modeling security at the architectural level. An
exception to this is the extension of existing architectural description languages
(ADLs) with support for security. Usually, the focus of these extensions lies on access
control.

For example, Secure xADL [RT05] enriches the xADL language with concepts for
access control. In particular, the concepts of a subject, principal, resource, privilege,
safeguard (or permission), and policy are introduced, Components in Secure xADL
explicitly include a security contract, comprised of the permissions that are required
and offered by that component. Furthermore, it is the responsibility of the connectors
in the architecture to enforce these contracts.

UML, when considered as an ADL, may also be used or extended to represent security
properties. In that context, UMLsec [Jür05] provides multiple stereotypes that can
be used to annotate a UML model in order to model its security properties, including
information flow, secrecy, and (role-based) access control. The stereotypes, as well as
a relevant subset of UML, are formally specified, such that it is possible to formally
verify the adherence of a design to a security property. The approach is tool-supported,
and a new implementation is being developed in the form of the CARiSMA analysis
tool [Car].

A different security-oriented extension of UML is SecureUML [LBD02], which enables
the specification of access control. It defines a meta-model based on role-based access
control, augmented with additional constraints on the state of the system expressed
in OCL. UML models that are annotated with these SecureUML concepts can then be
used to generate an access control infrastructure. An example is given for generating
a fully-configured role-based access control system for an Enterprise JavaBean (EJB)
application.

Both UMLsec and SecureUML can be used to model role-based access control, but it
has been observed that SecureUML is used to model static characteristics of RBAC,
whereas UMLsec is used to model dynamic characteristics of RBAC [MD11]. Both
approaches thus provide complementary facets of access control.

On amore abstract modeling level, security-specific extensions to Data FlowDiagrams
(DFDs) have been proposed by Abi-Antoun et al. [AAWT07], although that is not
their primary goal. Instead, their approach tries to detect security flaws by looking for
discrepancies between the designed DFD (which is used for threat modeling) and the
DFD of the actual system. As part of the approach, a DFD-level security flaw analysis
is performed, for which the DFD needs to be annotated with security properties such
as trust levels, information secrecy techniques that are applied, or authentication
types that are used.
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Security analysis point of view Threat modeling is an important first step in a
security analysis. It is used to determine which parts of the system need protection,
and which kind of protection. Threat modeling starts from a high-level architectural
description of the system, for example a data flow diagram. One example of such a
technique is STRIDE [HLOS06], which is an acronym for the types of threats that it
can detect, namely Spoofing, Tampering, Repudiation, Information disclosure, Denial
of service, and Elevation of privilege. A similar technique, LINDDUN, exists for
discovering privacy threats [DWS+11].

A second type of analysis is verifying whether an architectural design possesses a
certain desired security property. UMLsec, mentioned before, does not only provide
security-specific annotations, but can also be used to perform a formal analysis on
the design. For example, it can be verified that sensitive data does not travel over an
unsecured link or leak in another way, whether all access to some object is guarded by
another, or whether a man-in-the-middle attack is possible in some security protocol.

Much more analysis techniques have been defined to answer such questions. They
are based on a variety of formal techniques such as model checking, theorem proving,
temporal logic or petri nets. We refer to the survey by Dai and Cooper [DC07] for an
introduction to some of these architectural security analysis techniques.

Another –and particularly difficult– kind of analysis is measuring of the security
of a software system [PC10]. One approach to accomplish this is the definition of
security metrics [Jaq07]. For instance, an attack surface metric [MW11] can be used
to estimate the security of a design. The attack surface is defined based on identifying
the entry and exit points, channels, and untrusted data items that can be used to
attack a system. Measuring the surface further relies on quantifying the damage
potential and required effort for each of these elements. Once the attack surface can
be measured, reducing it can improve the security of the system.

Finally, adherence to security principles can be analyzed at the architectural level.
For example, analysis techniques exist to detect violations of the least privilege
principle [SBJ10]. Based on a Task Execution Model (TEM), derived from the system’s
architecture, and a security policy, a formal analysis pinpoints violations of the least
privilege principle in the architecture.

2.4 Evolution

The body of research related to software evolution is too broad to give an extensive
overview. Therefore, we limit ourselves to giving some key references in the
context of our work. We first briefly cover techniques for co-evolution and model
synchronization, followed by an overview of work related to evolution at the
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requirements level. Finally, we take a more in-depth look at evolution at the
architectural level, and the effects on security.

2.4.1 Co-evolution

We speak of co-evolution when “the modification in one representation [is] always
[reflected] by corresponding changes in other, related ones to ensure consistency of all
involved software artifacts” [MWD+05], which has been identified as a challenging
research frontier. While our work primarily focuses on the co-evolution of security
requirements and software architecture, the problem of co-evolution also appears
between other types of software artifacts.

Co-evolution occurs especially often in model-based software engineering, for
example when changes to a model need to be propagated to a derived model or code
(e.g., [DVMW02]). Equally, a change to a meta-model may require corresponding
adaptations to its instance models [Wac07, HBJ09].

Triple graph grammars (TGG) [Sch95, SK08] are an established technique for
performing model transformation, integration and synchronization [KW07]. A
TGG relies on an explicit, declarative correspondence between the elements in
the source and target model, and enables bi-directional transformations between
two models. Ráth et al. [RVV09] describe a different approach for incremental
model synchronization, based on change-driven model transformations. The
synchronization happens between a source model, in which a change originates,
and a target model, to which a corresponding change needs to be applied. When
the source model is modified, a description of this change (called the ‘change history
model’) is created. This change history model is transformed to a change history
model for the target model, which is then (possibly asynchronously) be applied to the
target model.

2.4.2 Requirements evolution

Considerable research has been done in the area of requirements and evolution. An
overview of related work, and a research agenda, are given in [EMW09]. Specifically
for security, Nhlabatsi et al. [NNY09] provide an extensive survey of security
requirements engineering approaches and their support for evolution.

For instance, the SecMER tool [BMP+12] offers security requirements evolution
management functionality. It supports the detection of changes to the security
requirements, the detection of violations of security constraints, and performing
an argumentation analysis about the preservation of security properties.
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2.4.3 Architectural evolution

Evolution of a system’s architecture originates from a change in the requirements
of the system, or a change in the assumptions and constraints regarding the
system’s environment. Therefore, as before, it is important to relate evolution at
the requirements level to architectural evolution. Also, the impact of a change at
the architectural level must be assessed. Of course, changes to the architecture of
a system are not isolated and need to be propagated further to other development
artifacts [MMR10].

In this section, similarly to Section 2.3.2, we provide some references concerning
evolution at the architectural level from the constructive, modeling and analysis point
of view. For additional references, we refer to the comprehensive systematic literature
review of software architecture evolution by Breivold et al. [BCL12a].

Constructive point of view As before, the reuse of known solutions (for example,
in the form of patterns, tactics, or guidelines) is a popular technique used by software
architects to achieve a modifiable system, i.e., a system in which the impact of possible
changes is reduced. For example, Bass, Clements and Kazman [BCK03] provide a
set of modifiability tactics. These tactics are divided in three groups: The first set of
tactics aims to localize modifications, for instance by maintaining semantic coherence
or anticipating expected changes. The second set prevents ripple effects, for instance
by hiding information (encapsulation), maintaining existing interfaces, or adding
intermediaries. The third set contains tactics to defer binding time, for example by
making use of configuration files or polymorphism. By applying these tactics at the
right places in the architecture, the architect creates a system that can be modified
with low architectural impact.

To ease the transition from requirements to architecture, Côté et al. [CHW07]
describe an informal approach based on problem frames, a requirements engineering
methodology. Architectural patterns are assumed to be associated to corresponding
problem frames via traceability links. In light of evolution, new sub-frames may
emerge in the specification and the architect can extend the design by incorporating
additional architectural patterns, whose selection is facilitated by the traceability
links.

Ahmad et al. [AJP12b] propose a technique for analyzing the history of changes in
service-based software architectures. The changes are captured in the form of patterns,
which are called change patterns. These patterns can then be queried and reused
when change scenarios are executed.

To guide the gradual transition from one architecture to another, Garlan et al.
[GBSC09] propose the concept of ‘evolution styles’. An evolution style is a pattern
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that can be used by the architect to plan incremental evolution paths (orthogonal to
the evolution of functional requirements) from an initial architecture to some target
architecture. For example, the evolution style that is used to illustrate the approach
describes the transition from an ad hoc, peer-to-peer architecture to a hub-and-spoke
architecture. The style characterizes the intermediate versions of the architecture
and a set of operations to assist the architect with evolving from one version to
another while making trade-offs. Furthermore, properties and constraints can be
added to the path of evolution, in order to perform analyses, trade-offs or correctness
checks. The approach is supported by a tool called Ævol [GS09], which is a plug-in
for AcmeStudio.

Graph transformations have also been used to model architectural evolution. Tamzalit
and Mens [TM10] describe how architectural restructuring can be described using
graph transformations. In particular, the approach is tailored for defining generic
restructurings that introduce an architectural style. The approach starts from defining
an Architectural Description Language (ADL) as a type graph, coupled with a set of
invariants (constraints). A concrete architectural description is then a graph that
conforms to the ADL’s type graph. Similarly, architectural styles are modeled as
type graphs that extend the type graph of the ADL. A set of graph transformation
rules formalize the process of transforming an architecture to a new architecture
that conforms to a certain architectural style, for example a client-server style. This
process (i.e., a sequence of rules) is called an evolution pattern. Through Critical
Pair Analysis (CPA), conflicts and dependencies between the individual rules can be
detected automatically.

Modeling point of view Barais [BLMDL08] studies the support of existing
approaches to evolving software architecture based on the separation of concerns
principle. It is argued that traditional ADLs do not sufficiently support separation of
concerns, for instance for crosscutting concerns such as security. As an alternative,
the TranSAT framework is presented, which considers architectural evolution from
an aspect-oriented angle. In this framework, evolution is achieved by weaving
a new concern (the ‘architectural aspect’) into an existing architecture (the ‘base
plan’). The architectural aspect consists of three parts, specified using the TranSAT
transformation language: (1) a plan, which captures the structure and behaviour that
needs to be injected; (2) a join point mask, which defines the necessary preconditions
on the base plan before the plan can be injected; and (3) a set of transformation rules,
which specify how the plan needs to be injected. Analysis is supported by static and
dynamic checks, that can be performed to ensure that the injection results in a valid
software architecture.

Razavian and Lago [RL12] define an architectural viewpoint specifically designed for
reasoning about architectural change. The viewpoint is based on the ‘find and change’
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approach, which reflects the mental model that the researchers have identified by
observing how architects deal with change in a case study. Briefly, architects focus
on one source of change at a time, find the elements that are influenced by that
source, and then perform the actual change. The viewpoint allows the modeling of
traceability paths for this approach.

Szlenk et al. [SZK12] show how a graphical notation for modeling architectural
decisions (MAD) can be used to deal with changing requirements.

McVeigh [McV09] formally defines an architectural component model (Backbone)
that supports extensibility, together with a runtime environment for this component
model and a modeling tool (Evolve).

Analysis point of view Breivold et al. [BCL12b] proposes a software evolvability
model, which identifies subcharacteristics of software evolution such as changeability,
extensibility and portability. Also, both a qualitative and quantitative method are
proposed for assessing the evolvability of a software architecture.

Bengtsson et al. [BLBvV04] present the architecture-level modifiability analysis
(ALMA) process. The process consists of five steps, namely (1) setting the goal of
the analysis (prediction of maintenance effort, assessing risks due to inflexibility, or
architecture comparison); (2) describing the software architecture; (3) elicit change
scenarios and classify and select them (using a top-down approach, starting from a
classification, or a bottom-up approach, starting from change scenarios); (4) evaluate
the effect of the change scenarios; and (5) interpret the results. The process has been
applied to three case studies, each demonstrating one of the possible analysis goals.

To assist the stakeholders inmaking decisions, Williams and Carver [WC10] define the
Software Architecture Change Characterization Scheme (SACCS).The scheme is based
on an extensive literature review and aims at providing assistance in characterizing
the impact of the change using different criteria, such as the motivation, importance,
or granularity of the change.

Khan et al. [KGGR08] present a model to characterize requirements dependencies,
which relate requirements to architectural elements. The dependencies are catego-
rized into six types: (1) goal dependencies, which relate the quality requirements (e.g.,
security, availability, etc.) to architectural elements; (2) service dependencies, which
relate functional requirements to operations at the architectural level; (3) conditional
dependencies from requirements specifying triggering events and conditions to
the architectural elements realizing them; (4) temporal dependencies, relating
requirements on the time frame of events or processes to their realization; (5)
task dependencies, connecting user input or feedback to the architecture; and (6)
infrastructure dependencies, relating requirements on resources, networks, technical
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details etc. to the architecture. They also performed an exploratory study to assess
the impact of changes in requirements dependencies on the architecture.

2.4.4 Secure software architecture evolution

Little work exists at the intersection of the secure software engineering and
architectural evolution areas. Therefore, this area lends itself well to further research.
For example, concrete security-related architectural changes could be analyzed in
order to elicit patterns or best practices to securely evolve a system. Hafiz and
Johnson [HJ08] provide a first contribution in this respect, by describing the evolution
of Mail Transfer Agent (MTA) architectures. These systems were confronted with
progressively more demanding security requirements due to their rising popularity.
The authors shown how early architectural decisions impact the security of the system
over time and how some architectural choices lead to a more secure system than
others.

Alternatively, it could be worthwhile to investigate how existing techniques for
architectural evolution support security. For example, the change patterns approach
that is described in Chapter 5 is illustrated with a catalog of patterns for changing
trust assumptions (Appendix A), which form an important class of security-related
changes.

2.5 Empirical security engineering

An important aspect of engineering is the collection of evidence that some method
or technique fulfills its promises in practice. Such evidence can be obtained by
performing empirical studies. For software engineering in general, Kitchenham et
al. [KDJ04] have suggested to adopt evidence-based software engineering (where
practice is supported by evidence obtained from empirical studies), akin to evidence-
based medicine. As another example, Hanenberg [Han10] advocates the inclusion of
human factors in software research studies when evaluating software development
technologies and approaches, in addition to the technical factors which are usually
considered. Such empirical studies can take different forms, including controlled
experiments, observational studies, case studies, or surveys, for example.

In this thesis, evaluation is mainly performed by means of controlled experiments
with human participants. A survey of such empirical experiments by Sjøberg et al.
[SHH+05] in 2005 revealed that, of the 5453 included articles (published between 1993
and 2002), only about 2 percent contains an empirical experiment with participants
performing software engineering tasks. They state that one reasons for this low
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percentage could be the large effort and resources that are required to design and run
such an experiment.

Specifically for security, the need for empirical evaluations was repeated in 2011 by
Killourhy and Maxion [KM11], who surveyed 80 security publications on keystroke
dynamics (i.e., using typing rhythm to distinguish a real user from an attacker). While
the authors believe that this area is well-suited to perform comparative experiments
and draw statistical inferences, they found that only 43 of these publications contained
results of comparative experiments, and merely 6 of them drew statistical inferences
from the data. They conclude that comparative experiments are necessary in order
to establish a science of security, because the common use of one-off evaluations
produces incomparable and misleading results.

As security engineering has both a development and usability aspect, user-based
empirical research can also be approached from these two complementary angles.
First, the development-time aspects of security comprise studies to determine, for
example, the effectiveness, efficiency, or difficulty of a technique to create a secure
software system, as experienced by a software engineer. The empirical evaluations
described in this thesis belongs to this dimension. Conversely, the second type of
empirical research concerns security techniques as experienced by an end user of
the system. For example, an investigation of the optimal balance between password
memorability and security belongs to this category. In terms of quantity, plenty of
studies of the second kind have been performed, while work in the first dimension
is rather scarce, and focuses mostly on threat analysis and risk management. In the
following two subsections, we briefly discuss both dimensions.

2.5.1 Development aspects

One of the first steps in a security engineering process is the elicitation of security
threats, to discover what to protect against. Multiple techniques exist for threat
modeling (for example STRIDE, misuse cases, or attack trees), but is unclear which
technique should be preferred in which circumstances.

Dhillon compared the STRIDE threat modeling technique to an alternative technique
that has been developed in-house [Dhi11]. Citing 30 industrial projects, the author
reports that this techniques is as effective as STRIDE concerning the identification of
the threats, and is more time-efficient. However, no supporting evidence is provided
as the comparison is only anecdotal.

Threat modeling via misuse cases has been tested in a series of three experiments.
Opdahl and Sindre [OS09] compared misuse cases to attack trees, which represent
another well-known technique also based on brainstorming by security experts.
The experiment involved 63 students and the results show that attack trees might
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lead to a higher number of identified threats. However, the study does not assess
the correctness and relevance of the produced threats. The participants did not
show any difference with respect to the preference of misuse cases over attack trees.
Karpati et al. compare misuse cases to mal-activity diagrams, a technique to model
social engineering threats in business processes [KSM12]. The study involved 75
students and fond no significant differences between the two techniques, except for a
preference of mis-activity diagrams with respect to the ease of use. Karpati et al. also
compare misuse cases to misuse case maps, a technique that extends the notation of
misuse cases and relate them to the architectural structure of the system. The study
involved 33 students and found that there is no difference in the amount of identified
threats. Further, misuse case maps have been perceived as more difficult to learn
better by the participants. They helped identifying significantly more mitigations to
the threats, however.

Meland et al. report that, in their own experience, threat modeling based on misuse
cases is a time consuming and complex task [MTJ10]. The authors suggest an
improvement of the technique based on the use of libraries of reusable threat models.
They set up an experiment with 7 professionals to test the efficacy of two alternative
libraries. The study is based on questionnaires and is therefore qualitative. The
authors did not observe any difference in the amount or type of threats discovered
with the two alternatives. Also, the participants were not particularly opinioned
about preferring one alternative over the other.

Performing a risk analysis is very related to threat modeling, as it is used to prioritize
the threats that have been found in order to focus on the threats with a higher risk
first. In this context, Hogganvik and Stølen have performed a survey study with
57 participants from both industry and academia [HS05b]. They discovered that the
terminology used in threat and risk analysis is well understood even by people without
specific training. In other studies, they have also investigated the role of graphical
risk models by means of a series user studies [HS05a, HS06, HLS09]. The objective
was to define an optimal representation for the risk diagrams that are produced by the
risk and threat analysis. In particular, they focused on the comprehensibility aspects
and demonstrated that the CORAS notation provides advantages over UML, because
it uses more intuitive icons and is augmented with text labels.

Concerning security requirements engineering methods, Massacci and Paci [MP12]
have qualitatively studied the effectiveness of four different methods (namely CORAS,
Si*, Problem Frames, and Secure Tropos). The participants (more than 40 master
students and consultants) of the study were not previously familiar with the method
they used. They applied it to a given case study while being monitored, and they
reported on their experience. This observational study lead to various insights in
terms of key features, coverage, support for analysis, and tool support for each of the
different methods.
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At the implementation level, some user studies have been performed about the
detection of security vulnerabilities. For example, Edmundson et al. [EHR+13] have
performed an experiment to study the effectiveness of security code reviews in a
web-based application context. In that experiment, 30 developers have performed a
security code review of a small web application, and the reported vulnerabilities were
studied afterwards. They found that the overall effectiveness of the reviewers was
quite low, as twenty percent of the developers found no true vulnerabilities, and none
found more than five out of the seven known vulnerabilities. Their performance could
not be predicted based on their experience, and the developers could not reliably assess
their own success. Similar observations appeared in a study by Baca et al. [BPCL09],
who have studied how the experience of 34 developers influences their ability to
effectively use a static analysis tool for finding security vulnerabilities. Also in that
study, the judgment about the correctness of the developers themselves were often
incorrect, and more development experience does not lead to better assessments.

2.5.2 End-user aspects

The second dimension concerns security techniques as experienced by an end user of
the system. As the number of publications in this dimension is huge, we provide a
small set of references to sketch the research area.

Security is most visible to users when they need to authenticate, for example by
providing a password. Users often choose passwords that are easy to remember, but
unfortunately also easy to guess for an attacker. Yan et al. [YBAG04] have performed a
controlled experiment to discover how various guidelines about choosing passwords
impacts the security of the password that a user eventually chooses. A different
study concerning passwords is performed by Wiedenbeck et al. [WWSB06], which
describe a new graphical password scheme that remains secure even when the user
is observed while entering the password, and evaluate this scheme with a user study.
An interesting observation was made by Wimberly et al. [WL11], which (by means of
a study with 96 volunteers) found that adding visible security features to a system, for
example fingerprint authentication, (on average) reduces the effort that users spend
in other security areas, such as password complexity, thereby potentially canceling
the benefit of the added security features.

Other security-related user interactions deal with warning users about insecure
or suspicious activities. For web sites, Sunshine et al. [SEA+09] have studied the
understanding of users when confronted with warnings about invalid SSL certificates.
Furthermore, they have designed new warnings, and compared these with the
traditional types of warnings. In a study by Wu et al. [WMG06], the usability of
security-related web browser toolbars (developed to prevent phishing attacks) is
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evaluated by means of user studies. They found that all tested toolbars, as well as
other security indicators, were ineffective at preventing phishing attacks.

Finally, even when confronted with warnings and given the option to make security-
related decisions, users have to understand what they are doing. Motiee et al.
[MHB10] have investigated how well Windows users adhere to the principle of
least privilege by means of a user study and interviews. They found that most
participants responded incorrectly to prompts, and had a wrong understanding of the
least privilege principle and of the security risks of using an administrator account
on their computer.

These studies all start from well-designed security measures. Nevertheless, they show
that understanding the interaction with the user is an essential part of assessing the
overall security of the system.

2.6 Conclusion

We conclude that software architecture is a key artifact to secure and evolve a system,
because it inhibits or enables the system’s quality attributes (including modifiability
and security) and makes it easier to reason about and manage change. Architectural
decisions are crucial for the security of the system, as security flaws at the architectural
level are hard or even impossible to fix afterwards without changing the architecture,
which can be a very costly operation.

Patterns have emerged as a popular technique for (among others) designing
architectures. Also in the domain of security, patterns have been proposed. As
demonstrated in the next chapter, however, an overabundance of security patterns
threatens to diminish their value, and techniques must be found to mitigate this
threat.

Besides ensuring the security of that system when it is first deployed, the architecture
will also evolve together with the system. Therefore, it should be constructed with
future evolution paths in mind. Hence, to guarantee the security of the system over
time, the architecture of the system should allow future security-related modifications
to be performed with a low impact. These modifications are often triggered by
changes at the requirements level, which calls for techniques to co-evolve (security)
requirements and software architectures.

Techniques for model-based co-evolution have started to appear, and the requirements
and the software architecture research communities too have developed methods that
facilitate the evolution of either requirements or architectures. However, the state of
the art is still lacking a principled and precise approach that handles the co-evolution
of both. To fill this gap, we propose such an approach in Chapter 5.



3
Exploring security
patterns

As stated in the previous chapters, patterns are a well-known technique to package
domain-independent knowledge and expertise in a reusable way. When securing an
application, reusing proven security solutions is an essential principle that should be
followed. Security patterns appear to be a practical way to specify such reusable
security solutions, and can furthermore assist in facilitating the transition from
requirements to architecture by linking common problems to their solutions. Of
course, in order for security patterns to be practically applicable, there must exist a
suitable set of them.

Therefore, in this chapter, we examine the published body of security patterns, by
performing an exploratory study concerning the security patterns published over
a ten-year period. We demonstrate that there is no shortage of security patterns
in the literature. Our exploration furthermore reveals that these patterns appear
to suffer from their sudden popularity. We identify the most important issues
and subsequently offer proposals for improvement. In the next chapter, we then
evaluate one representative proposal in order to see if it actually delivers the expected
improvement.

29
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Figure 3.1: Pattern publications by year.

To appreciate the popularity of security patterns, consider the publication trend of
security patterns from 1996 to 2006, when the concept of a security pattern gained
the most traction, as shown in Figure 3.1 (the green line). We have identified a total
of 218 security patterns published over this timespan of 10 years, and most of those
were published between the years 2000 and 2004.

This large number of published patterns raises a number of legitimate questions,
including:

1. Are all published security patterns really patterns?
2. Are all patterns described in a qualitative and usable manner?
3. Is the security spectrum of solutions covered appropriately by the patterns?

Concerning the first question, a clear definition of what makes a security pattern is
missing. As a consequence, the pattern landscape is very heterogeneous in terms of
level of abstraction, and contains several outliers. Starting from the goal of creating a
secure design, we provide criteria that define a good level of abstraction for a security
pattern. We then classify the patterns according to these criteria, which leads us to a
set of core patterns that fulfill our criteria. We call this dimension of the analysis the
conceptual dimension. We find that only about half of the considered security patterns
are of an appropriate level of abstraction for a software architect.

With respect to the second question, the effectiveness of a pattern is directly connected
to its quality and ease of use. In particular, this chapter provides data about how well
the patterns are documented, as an overall indicator of their quality. We call this the
quality dimension. We find that the documentation quality of the considered patterns
is mediocre, and can be improved significantly.
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Finally, to answer the third question, this chapter shows the distribution of security
patterns over the different security objectives they try to fulfill. We call this the
coverage dimension. We find that there are large differences in the coverage of the
various security objectives.

3.1 Related work

Other work assessing the overall quality of security patterns is very limited, to the
best of our knowledge. Halkindis et al. [HCS04] have performed a qualitative analysis
of patterns contained in the inventory by Blakley and Heath [BH04]. The evaluation
criterion they use is the support provided by each pattern to the ten security principles
by Viega and McGraw [VMO02]. In a previous study, Konrad et al. [KCC03] have
applied the same evaluation criteria to the inventory by Yoder and Barcalow [YB97].
Ortiz et al. [OMGMR+10] have analyzed some security patterns with respect to their
applicability for the analysis and design of secure architectures. Laverdiere et al.
[LMHD06] have discovered that security patterns are plagued by a number of issues,
including over- and under-specification, lack of generality and consensus, as well as
misrepresentation. Finally, Uzunov et al. [UFF12] have recently conducted a survey
and study similar to ours, but focused in particular on security patterns for distributed
systems. Their conclusions remain in line with our findings.

3.2 Considered sources

To perform our analysis, we have selected publications that directly refer to the term
‘security pattern’. These publications were retrieved by querying both academic and
regular search engines for security patterns, and by scanning relevant conference
proceedings. This resulted in the following set of 35 sources.

After the seminal paper by Yoder and Barcalow [YB97], several works on security
patterns have been published at the PLoP (Pattern Languages of Programs) conference,
the main venue for the software patterns research community (e.g., [Sor02, Sch03,
DGFRLP04, Sar03, Som03]). Concerning pattern catalogs, Blakley and Heath collect
an inventory of about fifteen security patterns [BH04]. In that work, the authors
also provide a description of a system of patterns that distinguishes between
availability and security concerns. The work by Steel et al. contains a very extensive
collection of security patterns, specifically meant for the Java Enterprise platform
[SN06]. A third systematic collection of security patterns is presented in the book
by Schumacher et al. [SFBH+06b]. That work approaches the use of patterns at
several levels of abstraction, not limited to architectural and design patterns, but
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also including patterns to, for example, perform risk assessment and mitigation.
Finally, an analytical body of over thirty patterns can be found in earlier work
by Kienzle et al. [KETEH06]. Other pattern sources that were considered in this
study, besides the ones already mentioned above, are [BRD98], [DF05]. [DL03],
[EH02], [EH03], [Fer02], [FLBDdVF99], [FLPS+03], [FP01], [FS03], [FSLP06], [FW03],
[Haf06], [HLF00], [KBZ01], [LP01], [LP02a] [MF06a], [MF06b], [MGS03], [RCB+02],
[RHCF06], [Rom01], [Rom02], [Sch02], [SLPF05], [SR01], and [Wei06].

3.3 Conceptual dimension

In the first dimension of the analysis, the focus lies on screening the literature in
order to identify the different levels of abstraction on which security patterns are
encountered. In particular, we are interested in the set of security patterns that can be
used by a software architect to build a secure architecture. It has been observed that
“because of the popularity of design patterns in the software engineering community,
the natural inclination is to assume that anything going by the name security patterns
should be described using a UML diagram and include sample source code. While it
is true that many interesting security patterns can be presented this way, there are
many other important patterns (some procedural, some architectural) that do not fit
within these constraints” [KETEH02]. We partly agree with the above argumentation,
but some clearly stated boundaries must be identified in order to define the real nature
of a security pattern for secure software design.

Therefore, before classifying patterns into different levels of abstraction, it is necessary
to define what exactly constitutes a security pattern. According to Coplien, a pattern
is “a relationship between a certain context, a certain system of forces which occurs
repeatedly in that context, and a certain spatial configuration which allows these
forces to resolve themselves” [Cop]. This definition mentions two important parts:
the problem statement (which includes the forces) and the solution part. In order to
be useful, the problem statement should be scoped (i.e., of the right granularity) and
relevant to the intended user of the pattern. Considering the focus of our work, this
implies that the problem statement should be relevant to the software engineering
process in general, and to practitioners that design and implement secure software in
particular. Patterns that do not fall into this category are out of scope for this study.

Some patterns do not provide a hands-on solution, and remain on a high level
of abstraction. These patterns are relevant to the problem domain, i.e., during
requirements engineering and security objective elicitation, and hence we classify
them as objectives. Two examples are the Known Partners pattern from [SFBH+06a],
which states that access to functionality and data must be restricted to securely
authenticated partners, and the Nature of Safeguards pattern from [EH03], which
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prescribes to consider a comprehensive set of safeguards when securing an application,
i.e., safeguards in the physical, technical, personnel and administration environment1.

As far as patterns with solutions are concerned, a distinction can be made between
patterns that provide a solution that is constructible as a software entity, and those
that do not. As far as the non-constructible patterns are concerned, they can be
subdivided in two categories. First, consider the Document Security Goals pattern
[KETEH06]. This pattern states that, in order for developers to make intelligent
choices regarding security, they have to understand the overall system goals and the
business case behind them. The above represents a process activity that belongs to
the requirements engineering phase, rather than an implementable solution within
the scope of the software engineer. Second, consider the Role Rights Definition
pattern [SFBH+06b]. This pattern describes how the least privilege principle can be
achieved by assigning rights to roles based on information obtained from the system’s
use cases and sequence diagrams. In this case, the example is closer to a guideline or
a best practice, rather than a pattern with a constructible solution.

The patterns with a constructible solution can be further categorized by the
level of detail their solution provides, i.e. the development phase (like design or
implementation) the pattern best belongs to. Some patterns describe very low-
level mechanisms at the implementation level, called techniques and algorithms and
protocols in this study. Examples of these are encryption key management protocols
(for instance, Session Key Exchange with Public Keys) and implementation
alternatives to manage session data (for instance, Keep Session Data in the Client).
As observed in [Lea], a pattern should describe the solution in terms of constructible
software entities and should describe the design steps or rules for constructing those
entities. For instance, software entities constituting the solution should be arranged in
a well-determined spatial and/or behavioral configuration, and they should interact
externally with abstract participants. As described by Eden and Kazman [EK03],
the proposed solution should also be intensional in nature, i.e., there should be
infinitely-many possible instances of the solution specification. In other words, the
solution should contain participants of the pattern (also known as roles) that can be
mapped onto software elements. It is this criterion of intensionality that distinguishes
architectural and design solutions from code-level solutions. It should be possible
to devise guidelines on how to map these participants to the elements of an actual
design as well.

Given this large variety of abstraction levels, our analysis focuses on identifying
what we call core patterns. A core pattern is defined as a security pattern with (1) a
problem description that is relevant for the software engineer during the (architectural
and detailed) design and (2) a constructible, intensional solution which consists of

1The second example has already been recognized as a non-pattern by the research community and,
for instance, it is cited as a valuable principle (instead of a pattern) in [SFBH+06a].
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Figure 3.2: Decision chart for pattern categorization.

software entities, arranged in a well-determined spatial or behavioral configuration,
that interact externally with abstract participants. These patterns are on a level of
abstraction that is most relevant to the software engineer, i.e., sufficiently detailed so
that they can be used constructively when architecting or designing an application,
but not so specialized that they belong to the implementation phase of an application.

3.3.1 Method

We screened the available literature by applying the definition of a core pattern
provided above. In order to make this definition operational and improve the
objectivity of the categorization approach, a decision chart was used. This chart,
shown in Figure 3.2, contains questions that allow independent reviewers to categorize
security patterns according to the patterns’ description. In order to additionally reduce
the level of subjectivity inherent to the categorization, the process was repeated
independently by two reviewers, augmented with a third in case of disagreement.
In most cases, the assignment of a pattern to a category was unanimous. A short
discussion about the cases where discussion was required is provided later on.

The categorization process consists of six questions that correspond to the criteria
which a core pattern should have. The process starts at question Q1. The questions
are (in order):

Q1 Is the problem relevant? Is the described problem relevant in the scope of secure
software development from a technical perspective, and not, for instance, a
business or management problem? In general, if the problem is not encountered
while developing or deploying an application, it is not considered relevant for
the purpose of this study.

Q2 Does the pattern offer a concrete solution? Does the description provide more than
a very high-level overview of a possible solution? Patterns that are limited
to a problem statement and do not provide an actual solution do not help the
application developer, and are mostly a rewording of security objectives.
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Abstraction level Number of patterns

Core 110 (50%)

Non-core 108 (50%)
– Activity/Guideline 43 (20%)
– Technique 30 (14%)
– Out of Scope 16 (7%)
– Algorithm/Protocol 10 (5%)
– Objective 9 (4%)

Table 3.1: Patterns by abstraction level

Q3 Is the solution constructible as a software entity? Is it clear how the described
solution can be instantiated as, or integrated in, a software element? If the
solution is not implementable, the pattern is not a software security pattern. In
the case that the solution is not constructible as a software entity, two cases
remain. If the application of the described solution is limited to a specific
moment or period within the development process, then the pattern represents
an activity. If not, the pattern is a guideline. However, the exact distinction
between an activity and a guideline is not important for this work.

Q4 Is the solution intensional? Can there be an unbounded number of distinct
instances of the solution, according to the definition of Eden and Kazman
[EK03]? More specifically, does the solution contain participants that can be
mapped to software entities that vary from one instantiation to another? If the
solution is not intensional, then it represents an (implementation) technique.

Q5 Is the solution limited to a behavioral description? Is there an inherent lack of a
structural description in the described solution? If so, the pattern represents
an algorithm or protocol. If not, the pattern is a core pattern.

3.3.2 Results

The results of the classification process are summarized in Table 3.1. Recall that, in
total, 38 sources containing 218 security patterns have been analyzed. About half of
the indexed patterns are classified as core patterns, about one fifth are activities and
guidelines, and roughly another fifth are algorithms, protocols or techniques. The
rest (11%) is either out of scope, or represents an objective and does not contain a
sufficient solution. Furthermore, we remark that, of the initial 38 sources, only 28
contain core patterns. From the viewpoint of the software engineer, these numbers
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constitute a substantial reduction: the amount of sources to be analyzed is reduced
by one fourth, while the amount of patterns to be considered is halved.

When looking at the number of published core patterns in function of time, as shown
in Figure 3.1 by the blue line, it can be seen that the core pattern trend is not impacted
by the publication peak that occurred during the period 2000–2003. This observation
indicates that the sudden increase in popularity of security patterns was not caused
by a sudden birth of new core patterns; rather, it suggests that, during that period,
the term ‘security pattern’ may have been used too loosely.

Finally, a remark on the objectivity of the provided decision chart. Using this chart, the
two reviewers only disagreed on the categorization of 15 patterns (6.9% of all patterns)
as either a core or a non-core pattern. All other patterns (203) were unanimously
classified as core or non-core.

To further quantify the agreement of the reviewers, we compute Cohen’s kappa
coefficient κ. This coefficient acts as a measure of inter-rater agreement, and takes
into account the possibility of agreement by chance. A value of κ = 1 signifies
perfect agreement, and κ = 0 means that there is no agreement beyond what is
expected by chance. There are no universally accepted rules for the interpretation of
the intermediate values, although a value of κ > 0.7 is usually considered to indicate
a strong agreement.

When only looking at the classification as either a core or a non-core pattern (and
thus grouping all non-core abstraction levels), we obtain κ = 0.8626, which is a very
high value for this coefficient. As a confirmation of this result, we observe that 100
out of the 110 final core patterns were classified as core by both reviewers (and thus
required no discussion or support from a third reviewer). Likewise, 103 out of the final
108 non-core patterns were classified unanimously as such. We thus conclude that
the two independent reviewers were in strong agreement with each other regarding
the decision about which patterns should be classified as core or non-core.

If we compute κ considering the specific non-core abstraction levels instead of a
single, aggregated non-core level, we obtain a value of κ = 0.6381, which is lower
than the previously obtained value, but still quite high. Therefore, even for the
individual abstraction levels that we identified, reasonable agreement was achieved
by using the decision chart. Within the non-core abstraction levels, the main points
of discrepancy were the distinction between an activity/guideline and the other
categories (27 conflicts of opinion) and between a technique and an algorithm/protocol
(9 conflicts of opinion). These numbers show that the definitions used for the different
categories are crisp enough to avoid major uncertainty, and hence that they are
instrumental to limit the effects of subjective judgments, especially with respect to
the distinction between core and non-core patterns.
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3.4 Quality dimension

In the second dimension of the analysis, our exploration focuses on the quality of
patterns. In this section, we only refer to the quality of the documentation; whether
or not this documentation actually describes a good and useful pattern was already
covered in the previous section, and is not taken into account here.

A security pattern without a clear and appropriate description is of limited use, if any.
Moreover, poorly described patterns will hamper the adoption of security patterns in
general. Given a good pattern description, it should be obvious to determine whether
a pattern is applicable to a particular situation and how the actual instantiation of the
pattern should be done.

We believe, supported by [BH04], that a good description of a security pattern should
at least contain the following elements:

• The problem and forces that describe the context fromwhich the pattern emerged.
This part should clarify whether or not the pattern is applicable to a specific
situation.

• The solution offered by the pattern, comprising both its structure and behavior.
The structure depicts (at least textually, and preferably also graphically) the
different participants that are present in the pattern, and the relationships
among them. The intended behavior of the participants defines (again in a
textual and graphical way) the collaborations among them.

• The consequences of implementing the pattern, highlighting both its strengths
and weaknesses.

• An example of the pattern in an easily understood software setting. This
example makes the pattern concrete and tangible. It also helps to clarify the
pattern’s intent, its use and its consequences to the user.

3.4.1 Method

All encountered patterns are assigned scores on all of the above-mentioned description
elements. A score of zero is assigned for ‘not provided’, 1 for ‘provided, but minimal’
(i.e., the provided information is illustrative, but not sufficiently constructive) and
2 for ‘provided and satisfactory’ (i.e., the provided information aids the developer
in understanding and implementing the pattern). For example, in the Replicated
System pattern [BH04], the solution consists of implementing a workload manager in
order to distribute load among different replicas of the system. However, insufficient
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Description element Importance

Problem description High

Structure description High
Structure image Low

Behavior description High
Behavior image Low

Consequences Medium
Example Low

Table 3.2: Importance of the various description elements.

Importance Weight

High wH = 4
Medium wM = 3
Low wL = 2

Table 3.3: Weights associated with the importance levels.

guidance on how to implement this manager is provided. Therefore, the description
of the solution structure is assigned a score of 1. On the other hand, the Standby
pattern [BH04] is assigned a score of 2 for the solution structure, as it refers to
additional design patterns to help the developer in implementing the solution.

For each pattern, an indicative overall quality score is obtained using the following
formula:

Quality =
∑

i wisi

smax

∑
i wi

Hence, the quality is a weighted average over the scores si of all description elements i
(with the maximum smax equal to 2), and is expressed as a percentage (where 100%
indicates a perfect score on all elements). Each description element is assigned an
importance level (either High, Medium or Low), as shown in Table 3.2. These levels
correspond to the weights wH , wM , and wL, as given in Table 3.3. The importance
levels and weight values have been assigned according to the following rationale.
The problem description and the structural and behavioral description of the pattern
are deemed equally important and hence get the highest importance and weight.
The addition of an image is helpful, but may be omitted if a good and clear textual
description of the solution is given. Hence the images are assigned a low importance,
with a weight equal to one half of the high-importance weight. The low importance
level is also assigned to the example, while the consequences are valued in between
the example and each of the images, and thus get a medium importance and weight.
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Description element Not provided (0) Minimal (1) Satisfactory (2)
Problem and forces 1 65 152
Structure description 47 101 70
Structure image 111 27 80
Behavior description 31 136 51
Behavior image 145 10 63
Consequences 32 35 151
Example 94 96 28

Table 3.4: Distribution of the description element scores over the patterns

We repeat that the obtained score is only an indicative value, which we use as an
approximate measure of how well a pattern conforms to our criteria, and has no real
significance beyond that.

3.4.2 Results

In Table 3.4, the results of the grading are shown. As a sidenote, we mention that
the reviewers agreed almost perfectly on the scores for each pattern (κ = .9705).
The table clearly shows that, for the majority of pattern descriptions, the ‘problem
and forces’ section is satisfactory. Nevertheless, the quality of the actual solution
description for these problems (which are given by the structural and behavioral
text and images) is not equally high. The lack of well-described solutions indicate
that a substantial amount of the analyzed patterns are more problem-oriented than
solution-oriented.

Figure 3.3 presents the quality distribution for both the core patterns (as discussed in
Section 3.3) and the others. It shows that the quality of the non-core patterns (light
gray color) is centered around the medium to low percentages, while in general the
core patterns (blue color) have higher ratings. Note that, as mentioned before, the
quality in this section only denotes the quality of the description of the pattern; no
score on the actual contents or value of the pattern itself was given. Patterns with a
low rating may therefore be as valuable as patterns with a high one, even though they
are documented in a less rigorous way, and vice versa. However, this graph could
indicate a correlation between the level of abstraction and documentation quality of
a pattern. That is, the elements considered important are well-suited to describe core
patterns, in contrast to guidelines, best practices, process activities and others.

Figure 3.4 combines the year of publication and the average quality of the pattern
description (calculated as above), and also gives an indication of the variance of the
quality values by plotting an individual marker for each pattern. We observe that the
quality of the pattern descriptions published between 2001 and 2003 is, on average,
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Figure 3.3: Number of patterns per quality level.
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Figure 3.4: Pattern documentation quality per year.

only mediocre, especially for the non-core patterns. During the following years, the
quality shifted to the better percentages. Also, we note that the documentation quality
of the core patterns is usually better than those of the non-core patterns published in
the same period. This graph leads to the observation that the documentation quality



3.4 • QUALITY DIMENSION | 41

of security patterns suffered from their sudden popularity.

Finally, a word on the importance of the weight values. In Table 3.3, we have assigned
a numeric value to each of the weights wH , wM and wL according the rationale
mentioned before. Consequently, the results that we have obtained are dependent
on these values. To test the validity of our findings when other values are chosen,
we have performed a one-way sensitivity analysis on the weight values. This entails
that one of the weights is varied by a small amount, while keeping the others at
their normal value, and the quality of each pattern is re-computed for each variation.
While this type of analysis can only investigate the effect of one weight at a time, and
hence does not take possible interactions between the different weights into account,
its results are easier to calculate, interpret and present than those of more complex
sensitivity analysis techniques. Moreover, it still provides a good indication of each
weight’s importance, which is sufficient for our purposes.

Figure 3.5 (to be read sideways) contains the results of our sensitivity analysis, where
we vary the weight values by either adding or subtracting a value of 1. The center
graph (with thick axis lines) is the same as Figure 3.3, i.e., using the weights from
Table 3.3. The middle column contains the results when the high weight wH is varied
from 3 (equal to the medium level value wM ) to 5. In the middle row, the graphs are
shown when the medium weight wM is varied from 2 (i.e., equal to wL) to 4 (wH ).
The diagonal from bottom left to top right displays the results when the low weight
wL varies from 1 to 3 (wM ). Finally, for reference, the top left graph contains the
results when all weights are set to 1 (i.e., no weights are used).

Unsurprisingly, the graphs show that the choice of weights indeed has an influence on
the resulting quality distribution. Nevertheless, our observation that the quality scores
of the non-core patterns (light gray color) generally lean towards lower percentages
than those of the core patterns (blue color) remains valid in each of the graphs.
Moreover, although the shape of the graph changes by varying the weights, the
average quality for both core and non-core patterns is not heavily influenced by
them. Also note how these graphs confirm our hypothesis that the description
elements that have been given a high weight are indeed important for core patterns,
as decreasing that weight (making the corresponding elements less important) shifts
the core patterns with a high quality score somewhat to lower scores (although the
average does not change very much), while the non-core patterns remain more or
less stationary. Conversely, the categories with a low weight seem less important for
core patterns, as decreasing the weight (making these parts of the description even
less important) increases the quality score of the core patterns. Finally, changing the
medium value has little effect on the distribution of the scores.
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Figure 3.5: Impact of the weight values on the pattern quality distribution.
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3.5 Coverage dimension

Security as a non-functional requirement can be refined in different security objectives,
such as confidentiality and integrity. Accordingly, security patterns can be classified
by linking them to one or more security objectives that they intend to improve. In
the third dimension of the analysis, the distribution of (core) security patterns over
these security objectives is assessed, in order to outline possible gaps.

3.5.1 Method

The list of objectives that is used for the classification is an extended version of
the well-known CIA objectives (confidentiality, integrity and availability) together
with the often-included accountability objective. According to the United States’
Committee on National Security Systems Glossary [Com10], these terms are defined
as:

confidentiality The property that information is not disclosed to system entities
(users, processes, devices) unless they have been authorized to access the
information.

integrity The property whereby an entity has not been modified in an unauthorized
manner.

availability The property of being accessible and usable upon demand by an
authorized entity.

accountability Principle that an individual is entrusted to safeguard and control
equipment, keying material, and information and is answerable to proper
authority for the loss or misuse of that equipment or information.

In most cases, authentication and authorization are needed as two important support
functions to realize the above objectives. Therefore, we consider these separately.
They are defined as follows [Com10]:

authentication The process of verifying the identity or other attributes claimed by
or assumed of an entity (user, process, or device), or to verify the source and
integrity of data.

authorization Access privileges granted to a user, program, or process or the act of
granting those privileges.

Finally, following its recent gain in importance, we include privacy as an objective,
defined as “the right of the individual to decide what information about himself should
be communicated to others and under what circumstances” [Wes70].

From a methodological perspective, two reviewers attached one or more security
objectives to each pattern when the reviewer previously classified the pattern as a
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Figure 3.6: Amount of core patterns per security objective.

core pattern. Often, the objectives are present as keywords in the pattern’s description,
and can easily be deduced. In case of conflicts, the assignment underwent additional
discussion and voting in combination with a third reviewer.

3.5.2 Results

Figure 3.6 shows the amount of patterns for each considered security objective. Note
that, since patterns may belong to multiple objectives, the total amount exceeds the
number of indexed patterns.

By far, the most well-represented objective is authorization. On the other hand, this
also suggests that many duplicate patterns may exist for this objective. Accountability
and privacy are not covered extensively. It may be surprising that objectives such
as confidentiality and availability only contain a limited number of core patterns.
This may indicate that there is room for converting guidelines and best practices into
patterns, or it may just point out that the number of ways in which to achieve this
objective is limited. Further research is necessary to confirm and fully understand
these observations, but this goes beyond the scope of this work.

When calculating the agreement coefficient as before, we obtain κ = 0.5664, which
is not considered very strong. This is a lower bound, however, as a pattern can have
multiple objectives, and any partial agreement of the two reviewers (i.e., assigning a
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unequal but still overlapping set of objectives to a pattern) is counted as a complete
disagreement, due to the method of calculating the κ-value. In fact, out of the
100 patterns that were classified as a core pattern by both reviewers, the assigned
objectives of only 3 patterns were completely disjoint. For all other patterns, there
was either a complete agreement (63 patterns) or a partial agreement (34 patterns)

3.6 Threats to validity

While the purpose of our study is only to explore the security pattern landscape, we
desire to give a truthful representation of the current situation. Even so, our findings
may give a skewed image of reality, due to the following factors.

First of all, not all security patterns may have been included in our study. For
scoping reasons, the considered set is limited to publications that directly refer to
the term ‘security pattern’. Other useful security patterns may have been published
without explicitly referring to this term, and are therefore not included in our study.
Furthermore, as mentioned earlier, more security patterns have been published since
the study was concluded.

Another potential issue is the format of so-called pattern writing workshops.
In preparation of these workshops, (draft) patterns are submitted, which are
subsequently discussed during the workshop itself, and can afterwards be improved
before being published. This improvement step is not always followed, however,
leading to some of the considered patterns being less rigorously documented, or
not universally agreed upon. Furthermore, books like that of Schumacher et al.
[SFBH+06b] include patterns that have also appeared at the workshops, causing
duplicate patterns. Nevertheless, we believe that this issue also causes confusion
for practitioners that are looking for patterns, and may thus hinder the adoption of
security patterns in general.

Finally, the criteria that were used for classification and scoring are not purely
algorithmic, but require interpretation of the pattern. This unavoidably introduces
subjectivity in the results. We have tried to mitigate this as much as possible by
using two independent experts to perform the classification, and consult a third
expert in case of disagreement. The agreement between the reviewers turns out to be
reasonably strong, especially for the conceptual and quality dimensions.
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3.7 Proposals for improvement

Security patterns may become more popular when the problems related to their level
of abstraction, quality and coverage highlighted in the previous sections are resolved.
In this section, we propose some improvements for each of the three considered
dimensions.

3.7.1 Conceptual improvements

The security patterns landscape would greatly benefit from an overall rationalization.
As an illustration, it took a full week just to skim through the descriptions of the
whole set of surveyed patterns. Clearly, this effort can not be expected from every
designer whenever a security challenge is encountered. This study provides a starting
point and identifies criteria for reducing the set of patterns. To this aim, particular
attention must be given to patterns that appeared during the most active publication
period. Indeed, Figure 3.1 compares the overall publication trend (light gray in the
upper part) with the trend of core patterns (blue line). Major discrepancies can be
noted during the publication peak, meaning that high heterogeneity is present during
that period.

Besides reduction, the body of security patterns needs to be made more accessible,
i.e., easier to consult. Over the last decade, various proposals have appeared for
organizing and classifying the security patterns. These proposals annotate the pattern
descriptions with additional information, in the form of tags or links. A more detailed
look at possible classifications, and an evaluation of the effects of adding them to a
pattern catalog, are given in the next chapter.

Finally, the simplification process should also remove significant overlaps in published
patterns. Often, patterns from different sources have different names, but similar
content, as reported byHafiz et al. [HJ06] and experienced first-handwhile performing
our analysis. This results in confusion from the side of the pattern user, as well as
duplicate work for the pattern authors. The introduction of classification schemes
in pattern catalogs may help to avoid this as well, as they make it easier to check
whether a certain pattern has already been defined.

3.7.2 Pattern quality improvements

The average documentation quality of security patterns is improving. This shows
that, as the discipline matures, the community acknowledges the importance of an
adequate description. This is also illustrated by the increase over time of the length
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of pattern descriptions, which has evolved from about 500 to 1500 words on average.
In general, quality and length appear to be correlated, even though high variance
exists. To consistently achieve a good quality level and ensure that the description
is complete, the use of a standardized template for describing the patterns would be
beneficial.

For example, patterns that successfully describe a significant problem are quite
common. Furthermore, since many of these belong to the core patterns category,
they are relevant. Because they lack a sufficiently detailed description of the solution,
however, their current form limits their usability. Hence, there is a need for substantial
reworking in order to extend the way they are articulated. A template provides the
foundation to efficiently realize this goal. Possible templates have already been
proposed and used [KETEH02, SN06, SFBH+06b].

3.7.3 Coverage improvements

Improving the coverage of the security landscape is possible in two dimensions.

First, additional security patterns for lesser covered security objectives (as shown at
the right-hand side of Figure 3.6) can be introduced. According to [Cop], patterns
capture solutions with a track record, not theories or speculation. For these patterns
to emerge, the state of the practice of their selected security areas needs to be
mature enough. For example, in privacy management (as one of the more recent
security fields), one of the emerging patterns is the grouping of personal information
(or attributes) around pseudonyms. This approach is commonly used by identity
management systems (IDMs). By representing the user by one or more pseudonyms
(aliases), the IDM retains control on disclosing personal information of a user to
third parties. Furthermore, third parties can not deduce that multiple sets of personal
information belong to the same person (represented by multiple pseudonyms), or
multiple persons, without cooperation of the IDM. This architectural approach is
proving its value as a privacy management strategy, and is already implemented in
multiple identity management systems such as Liberty and Shibboleth. Eventually, a
time-tested implementation of this approach may be captured in a security pattern.

The second dimension for improvement is strongly related to the quality issue
described in Section 3.4, and lies in converting guidelines to core patterns. For some
of the more stable security objectives such as confidentiality are mainly covered by
guidelines. If proven methods of implementing solutions for these guidelines are
available, it is possible to incorporate them in the pattern to form a core pattern
(thereby converting the light gray parts of the bars to blue). For example, the Secure
Communication pattern [LP02b] states that secrets should be transmitted encrypted
to prevent eavesdropping, without providing concrete guidance on implementing it.
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In order to come to a core pattern, this guideline could be extended with a description
of how to implement a secure connection in Java by leveraging the SSLSocketFactory.

3.8 Conclusion

In this chapter, we have performed an exploratory study to better understand the
security patterns landscape. Our study draws conclusions according to three main
dimensions:

1. A large number of security patterns exist. This number needs to be reduced
by removing candidates that do not fit into the definition of a pattern, and the
remaining patterns needs more organization.

2. The quality of documentation for existing patterns needs to be improved, to
assist the software engineer with instantiating them, e.g., by providing better
descriptions of the proposed solution and examples, and bridging the gap from
design to implementation, e.g., by providing reference code and by supporting
automation.

3. Some areas of security, like privacy, have limited support in the pattern
landscape. Emerging best practices in these areas should be captured as a
pattern, and included in the body of security patterns.

The large amount of security patterns and their heterogeneity make the selection
of “the right pattern for the job” a daunting task. By following the definition of
what makes a security pattern in Section 3.3, an inventory can be built that includes
patterns at the same level of abstraction. By adopting a common template, the overall
quality of pattern documentation would greatly benefit. Pattern inventories can also
be structured and enriched using additional information that assists the software
engineer in selecting and applying a pattern. Multiple proposals already exist for
such improvements; whether this information indeed makes it easier to find a solution
in the inventory is the topic of the next chapter.

Note that our exploratory study was concluded in the first half of 2007, and is based
on security patterns that have been published over a period of 10 years, namely from
1996 to 2006. Since then, more security patterns were published that have not been
included in this study, mostly at the yearly Pattern Languages of Programs (PLoP)
conferences. Nevertheless, the considered time interval includes the most active
security pattern publication period. When repeating this study, it would be advisable
to do this in an alternative way, namely in the form of a systematic literature review
(SLR) [Kit04]. This technique, which only recently gained momentum in the field of
software security, prescribes a more systematic technique for the retrieval, filtering
and categorization of considered publications.



4
From requirements to
architecture with
security patterns

Security patterns are a promising tool to transition from requirements to architecture.
From the previous chapter, we know that a sufficiently large set of security
patterns exists, but improvements are still possible regarding their organization and
documentation quality. In particular, pattern descriptions are expected to contain
sufficient contextual information to assist an architect with selecting a suitable pattern
for a particular problem. This is not always the case with security patterns, however.

The secure software engineering community is already trying to improve the
organization of security patterns, mainly by rationalization the patterns landscape
in order to make the offering more accessible, structured, and effective. Most
activities have focused on (1) classifying patterns, e.g., via taxonomies and (2) provide
support for navigation among patterns that are related, e.g., via pattern languages.
These proposals result into extra tags and annotations to be included in the pattern
documentation in order to improve usability [HAJ07, WFM+09]. Nevertheless, up
to now, no evidence has been collected that any of these annotations do provide an
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advantage to the end users, i.e., architects and software designers.

In this chapter, we take the perspective of the software architect, and investigate the
use of security patterns to find adequate architectural solutions given a set of security
requirements. In particular, we want to answer the question whether enriching
of a security patterns catalog with annotations actually increases the performance
of an architect when evaluating and selecting a solution in the form of a security
pattern. To answer this question, this chapter describes an empirical study in the
form of a controlled experiment. For this study, 45 teams of master students were
divided in two groups. The students had to perform 4 design tasks involving the
hardening of a software architecture via security patterns. One group had access to a
version of a security pattern catalog that is augmented with annotations; the other
group had access to the plain pattern documentation only. We have measured the
performance of the teams in terms of (1) the time it takes to carry out each task (as
an approximation of effort) and (2) efficiency, i.e., the number of patterns that are
browsed in order to come to a solution. At the end of the experiment a questionnaire
was also administered in order to validate the experimental assumptions and gather
feedback from the participants.

4.1 Annotations

Over the past decade, multiple proposals for categorizing security patterns have been
published [AZ12]. For this study, we use a specific proposal of 4 annotation types
that has been developed at KU Leuven for teaching purposes and has been applied to
a catalog of 35 security patterns [SYHJ08]. The annotations in the catalog cover four
dimensions, namely

• the security objective(s) for which the pattern provides a solution, for example
confidential data transmission, data storage integrity, accountability and so on;

• the applicability of the pattern to either the high-level architecture of a system
or its detailed design. This annotation also indicates whether the pattern is to
be applied in the core of the system or rather in its deployment environment;

• the trade-off labels, which indicate the positive or negative impact of the pattern
on other software qualities, such as performance or maintainability;

• the relationships among patterns, e.g., functional dependency, mutually-
exclusive conflict, alternative, and so on.

For example, the annotations for the Secure Logger pattern determine that it is
linked to the ‘auditability’ objective, is applicable to the core of a system architecture,
impacts positively on maintainability and negatively on performance, and is related
to the Secure Pipe and Audit Interceptor patterns, which are advised to be used as
supporting solutions [YSJa].
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The choice for this particular set of annotations was subject to two criteria. Firstly, the
annotations used in this study have to be representative of what has been suggested
in the state-of-the-art, which is shown later in this section. Therefore, it is expected
that the annotations of other proposals would yield to similar results, although this
should be verified in a separate experiment. Secondly, a catalog needs to be available
in which the annotations have been applied to actual patterns. The catalog used in
this study already existed beforehand (including the annotations), and has been tested
for over three years in courses with students. In the past, the students have used the
catalog to build realistically sized systems and have provided positive feedback: it
covers the solution space well and is manageable in a lab setup.

In the rest of this section, we relate the used annotations to what has been proposed
in the literature, for each of the four above-mentioned dimensions.

Security objectives. Hafiz et al. [HAJ07] survey the taxonomies that have been
presented so far and propose a new schema based on the following dimensions: (1)
the addressed security issues (i.e., CIA–confidentiality, integrity, availability), (2) the
application context (i.e., core security, perimeter security and exterior security), (3)
the Zachman framework (stakeholders vs. concerns [Zac87]), and (4) the Microsoft
STRIDE threat categories [HL06]. The security objectives are, in fact, a refinement
of the CIA. Security objectives are meant to provide a connect between the solution
space and the problem domain. In this perspective, Rosado et al. [RGFMP06] map out
the relationships between security requirements and security patterns. Mouratidis
et al. [MWG05, MWG06] use the Tropos requirements notation to model a security
pattern language, allowing them to document the rationale of each pattern. Mazhelis
and Naumenko [MN06] suggest a similar approach.

Applicability. In the work of Hafiz et al. [HAJ07], patterns are categorized by
their application context (e.g., core security vs perimeter security). Also, there is a
distinction between high-level architectural design and detailed design. This is in
line with the work of Rosado et al. [RGFMP06], proposing the same differentiation,
and similar to the works of Yoshioka et al. [YWM08] and VanHilst et al. [VFB09],
classifying security patterns according to the software life-cycle phases (such as
requirements, architecture and design, implementation). As another example, Konrad
[KCC03] proposes different classification means to organize patterns, such as the
nature of the patterns (creational, structural or behavioral, as defined in GoF) and their
abstraction level (network, host, application). The applicability dimension captures
this type of classification.

Trade-offs labels. Concerning the trade-off labels, they are similar to the work of
Weiss [Wei07], which traces the contribution (either positive or negative) of security
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patterns to qualities like availability, performance, cost, maintainability, usability, and
the CIA itself.

Relationships. Hafiz et al. [HAJ07] acknowledge that classification is only one
side of organization. As important as classification is navigation; that is, the ability
of guiding the reader toward the selection of a pattern. Those authors point out that
the relationships among patterns represent a key ingredient to successful navigation.
The relationships used in this study are similar to the dependencies among security
problem patterns suggested by Hatebur et al. [HHS08]. An interesting work by
Fernandez et al. [FWY+08] outlines a methodology to automatically elicit the
dependencies via the analysis of the textual description of the patterns.

4.2 Experiment design

The experiment has been performed with master students as part of the lab project for
a course on software architecture. The experiment ran over a period of two weeks and
was mainly executed during two supervised lab sessions (5 hours in total), although
the students were given the option of continuing working on the project at home
(while still being monitored by means of the tool support, as described later). The
students worked in teams of two people and we have measured the performance of
each team as a whole, as described later on. The teams have performed five design
tasks, each of which consisted of hardening an existing software architecture with
respect to a number of security requirements. To assist the teams in accomplishing
these tasks, the tool they used provided access to a catalog of security patterns. The
catalog contains 35 security patterns, mostly coming from a referential book [SN06].
Two versions of the same catalog have been used. One version (called plain) contains
the pattern documentation as it is presented in the literature. In the other version
(called annotated), the patterns are enriched with the annotations mentioned in
Section 4.1. Accordingly, the teams have been divided in two balanced groups (called
the plain and annotated group from now on) depending on the version of the
catalog they were provided with. Per design task, the average performance of the
two groups has been compared.

We are interested in determining if the presence of annotations improved the
performance of the teams regarding the selection of a suitable solution from the
security pattern catalog, and if so, to what extent. For this, we interpret performance
in two ways. First, we look at the selection time, i.e., the time that each team spent on
selecting one or more patterns from the catalog. The expected outcome is that the
teams in the annotated group will arrive at their selection more rapidly, because
they can use the annotations to quickly discard irrelevant patterns and thus work
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faster. Second, we investigate the selection efficiency (or efficiency for short) of each
team, namely whether the teams actually discarded the irrelevant patterns, and only
looked at the patterns they eventually used for solving the task. Again, it is expected
that the presence of the annotations makes the annotated group more efficient.

The rest of this section further describes the context, preparation and setup of the
experiment, and the precise measurements and research hypotheses. For more
details about the experiment’s material and setup, we refer to this experiment’s
accompanying website [YSJa].

4.2.1 Experimental object

The system that was used for the experiment comes from the domain of electronic
health care. It allows a cardiologist to remotely monitor patients with cardiovascular
diseases. The system consists of a central Patient Monitoring System (PMS) with
which various external entities communicate. The data about a patient is obtained
from sensors, for example a wearable unit that continuously measures the heart rate
and blood pressure of the patient. These sensor readings are collected and sent to the
PMS by a gateway device (e.g., a smartphone). The system stores the received data in
a sensor reading database, analyzes it, and alerts the patient’s cardiologist if further
action needs to be taken. Also, when the readings indicate an emergency (e.g., an
imminent heart attack), the emergency services are notified. Further, the system is also
accessible by people from the patient’s close environment (e.g., friends, the patient’s
general practitioner, or home caretakers). They can review the patient’s status, and
provide additional information by filling out questionnaires. The initial setup and
configuration of the system for a patient is done by a nurse that has been trained for
this purpose. Finally, the system should interact with the Hospital Information System
(HIS) of the hospital for exchanging data and/or requesting emergency assistance.

4.2.2 Participants and teams

The experiment has been executed with 90 students in their first year of a two-
year master in computer science at the KU Leuven. The students have different
backgrounds, for example secure software, artificial intelligence, or human-computer
interaction. They were enrolled in an obligatory course on software architecture and
the work done by the students in the context of the experiment was integral part of
the course syllabus. As mentioned before, the participants worked in pairs and have
been allowed to choose their own teammate. This is a standard practice at KU Leuven
and the experimenters could not control that (e.g., via random team assignment). The
45 teams have been randomly assigned to the two treatment groups, leading to 22
teams in the plain group and 23 teams in the annotated group. By using stratified
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Table 4.1: Background of the participants

Program & specializations plain annotated Total
Computer Science 31 33 64

Distributed Systems 5 5 10
Secure Software 8 8 16
Software Engineering 3 2 5
(Other) 15 18 33

Informatics 4 6 10
Applied Informatics 7 6 13
Other 2 1 3
Total 44 46 90

randomization, an attempt has been made to balance the assignment of teams to
groups with respect to the background of the students. In Table 4.1, the distribution
of the participating students across the different study programs, specializations and
groups are given. Note that sometimes, within a single team, each member had
a different background. This has hindered a perfectly balanced group assignment.
However, participants with a security background are evenly distributed across the
two treatment groups.

The students were made aware of their participation to an experiment and of the fact
that their work was monitored, although the goals (hypotheses) of the experiment
were not communicated to them. It has been made clear to the participants that
the experimenters would not look at the raw measurements until after their grades
for the course were made official. This pledge is important because the course was
taught by the experimenters themselves and we wanted to avoid any perception of
coercion from the participants. The message has been reinforced several times during
the duration of the course. Furthermore, the participants were given a ten days grace
period to opt out from the experiment after the course’s grades were made official
and before the experimenters started analyzing the measurements. No participant
decided to opt out.

4.2.3 Course and lab material

The experiment was part of the hands-on project for a one-semester course on
software architecture, which consisted of two parts. In the first part (4 weeks), the
students were taught to build a software architecture, following the attribute-driven
design method [BCK03]. In the accompanying lab project, the students created and
documented (in UML) the architecture for the PMS system outlined before. This part
of the project was not part of the experiment.
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During the second part of the course, the students have received four lectures on
various security-related topics such as understanding, eliciting and documenting
security requirements, documenting security architectures, and using security
patterns. The students were also given a tutorial about the security patterns contained
in the catalog. The students in the annotated group received an additional (very
short) lecture, explaining the annotations that were available to them in the catalog.
In the accompanying lab project, an initial architecture of the PMS system (the
same for all teams) needed to be hardened by instantiating security patterns. The
architecture was created by the experiment designers and explained to the participants
beforehand. The documentation of the PMS architecture is not detailed here due to
space limitations and is provided to the interested reader on the website [YSJa].

During the first part of the course, the students were free to choose the tools to work
with, e.g., for drawing UML diagrams. To facilitate the collection of the measurements
for the experiment, during the second part the students have been obliged to use a
custom tool that we provided (and that was unavailable during the first part). Before
the experiment started, the participants have received a tutorial and a demonstration
on how to use the tool. All lab material (including the initial architecture, the catalog
and the tasks to be performed) were digitally provided to the participants by means
of the tool. Copies of the lab material are available on the website. More details about
the tool are given later in Section 4.2.6.

4.2.4 Tasks

Each task consists of elaborating the software architecture in order to support a
security requirement. The requirement is documented via a description of the threats
to protect against, in the form of two misuse cases [SO05], and a description of how
the system is expected to react, in the form of a quality attribute scenario [BCK03].
Table 4.2 contains a high-level description of the five tasks that were given to the
teams. The table also contains the expected impact of the task on the architecture
and the patterns from the catalog that could possibly be used for completing the
task. Clearly, this additional information was not provided to the students. Note
also that, in tasks A and B, the correct solution requires the selection of a system of
collaborating patterns, while in tasks C–E a single pattern can be found that solves
the problem entirely. Further, task E is expected to be the easiest one to solve.

4.2.5 Process

All teams were given a process to follow when hardening the architecture. This
provides the students with the necessary guidance so that they do not get “stuck”
with the tasks, as they never used security patterns before. The process is lightweight
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and very intuitive, as it resembles any problem solving approach: a list of potential
solutions is scouted first and then the most adequate is chosen. For each task, the
teams follow the steps below:

1. Study the requirement that should be implemented and assess which parts of
the architecture are impacted and how. If the requirement is already sufficiently
supported by the current architecture, skip all remaining steps and go to the
next task.

2. Quickly skim through the security pattern catalog, and create a shortlist of
possibly interesting patterns for the current task.

3. Study the patterns from the shortlist more thoroughly, evaluate the real
effectiveness of each candidate, make trade-offs with other qualities that are
important for the architecture, detect conflicts with already implemented
patterns and make a final selection of patterns to instantiate.

4. Instantiate the solution in the architecture by injecting the pattern in the design.
This step is not used in the context of this experiment. The observations on
this step are part of a follow-up study.

Note that participants were not requested to build a secure architecture from the
ground up. Therefore, there was no need for them to follow a more articulated
architecture creation process like the Attribute Driven Design [BCK03].

For the teams in the annotated group, the process steps are the same, but the
activities are augmented so that the students can take advantage of the annotations
in the catalog they are using. In particular:

• In step 1, the team must assign a security objective to the requirement.

• In step 2, the security objective is to be used to quickly select the relevant
patterns for the shortlist. Further, the annotations about the relationships with
other patterns can be used to extend the shortlist.

• In step 3, the annotations about the conflicts with other patterns and the trade-
offs (with performance, availability and modifiability) are to be used to facilitate
the final selection.

4.2.6 Experiment execution

The experiment was conducted using a tool that was used independently by the
participants, both (supervised) during the lab sessions as well as (unsupervised)
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at home. The tool fulfills four purposes: (1) presentation of the tasks in the right
order, (2) enforcement of the process that has to be followed, (3) providing the pattern
catalog, with or without annotations depending on the participant’s group, and (4) the
collection and submission of traces and measurements. The use of a tool is important
to counter a common threat to internal validity, i.e., when the participants do not
follow the planned lab procedures.

In practice, each team receives a unique code, which is entered when first starting the
tool. The tool then configures itself for that specific team, for example by loading the
correct order of the tasks and enabling or disabling the display of the annotations in
the catalog browser, depending on the team’s assignment to the groups (annotated
or plain). The configuration of the tool is done via an (encrypted) configuration file
that contains, for all teams, the unique code, the treatment group assignment, and
the task sequence. In this way, only one version of the tool had to be distributed to
all participants.

The most important difference with respect to the tool’s user interface for both groups
is the presence or absence of annotations in the pattern descriptions. The screenshots
in Figures 4.1 and 4.2 show the tool’s interface for each group. The tool is a customized
Eclipse environment, consisting of a viewer to display the description of the tasks to
be performed, a browser to navigate the security pattern catalog (left-hand side in
Figure 4.1), a wizard to enforce the process described above (right-hand side), and the
Topcased UML Editor1 (not shown in the screenshots).

Task presentation The tasks are presented to the teams only via the tool (i.e., not
on paper or online) to make it harder to pass the task descriptions around (which
would allow teams to already take subsequent tasks into account, thereby biasing any
per-task measures), and to enforce the task execution order. The first task (Task A in
Table 4.2) is a warm-up task in order for the team to become familiar with the system,
the tool and the pattern catalog. Each team performs this task first. The other four
tasks (Task B–E from Table 4.2) have to be completed sequentially (i.e., postponing a
task is not allowed), and incrementally (i.e., each task is executed in the context of
the architecture resulting from the previous tasks). In order to weed out the learning
effect, the order of execution of tasks B–E is randomized across the teams.

In practice, the tasks are described in the form of HTML documents, which are
displayed by a browser that is part of the tool. The files that contain these HTML
documents are encrypted, to prevent the participants from (easily) gaining access to
them outside of the tool environment.

1Version 4.3.0, available from http://www.topcased.org

http://www.topcased.org
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Figure 4.1: Partial screenshot of the tool, configured for the group with annotations,
showing the catalog browser on the left and the process wizard on the right

Process enforcement All teams were given the process from Section 4.2.5 to
follow when hardening the architecture. Following this process is important for the
experiment, because strict adherence to it allows the experimenters to obtain detailed
observations regarding the manner in which patterns were selected. Therefore, the
process wizard in the tool enforces the sequential execution of the tasks, and of the
process steps within each task.

In the study step of the process, the tool requires the team to enter a description
of the expected impact, or to skip the remaining steps after giving a rationale for
their choice. The group with annotations also has to enter the security objective that
has been assigned to the requirement. During the shortlist step, the tool provides
the security pattern catalog (recording each accessed pattern), and keeps track of
the created shortlist. For the final selection step, the tool again displays the security
pattern catalog, and keeps track of the final selection. During these first three steps of
the process, the diagrams of the architecture are accessible in read-only mode via the
UML editor. Finally, when instantiating the solution, the tool is used to display the
security pattern catalog. Also, the read-only protection on the UML editor is lifted
during this step of the process, which ensures that all modeling activities happen
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Figure 4.2: Partial screenshot of the tool, configured for the group without annotations

exclusively during this step.

Pattern catalog browser The security patterns catalog is only available through
the tool, and could not be printed. For the plain group, the browser to navigate the
catalog is a simple HTML viewer with an alphabetically sorted index of all available
patterns.

For the annotated group, the browser additionally allows to filter the index according
to a specific security objective, the applicability of the pattern, the trade-off labels
of interest, or a combination of the above. Also, the annotations and relationships
between the patterns are displayed in the pattern description.

Measurement collection The tool is instrumented to monitor the team’s actions
in the background. In particular, the tool collects the following information for each
task:

• the time spent in each step of the process (study, shortlist, select and instantiate);
• the patterns that are browsed in the catalog;
• the patterns that are shortlisted and finally selected;
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• the total time each pattern is looked at;
• the total time each editor (task viewer, pattern catalog, UML editor) is active;
• the modifications that are performed on the UML model of the system.

The tool is also equipped with a pause button, which the teams were instructed to use
when they were taking a break. Pressing this button stops the time measurements
and at the same time hides all information that is visible in the tool, until work is
resumed.

The collected measurements are stored in an encrypted log file, and are automatically
transmitted to a web server after the completion of every task. The teams were made
aware of this beforehand, so they knew they had to be connected to the Internet
when completing a task. However, they did not know precisely which measures were
collected.

To summarize, the design of the experiment is presented in Figure 4.3. Both the plain
and annotated groups have followed the same process (except for the augmentations
described in Section 4.2.5), have used the same tool and performed the same set of
tasks. The only difference between the groups were the features of the security pattern
catalog. The annotated group teams had access to an annotated catalog, together
with filtering functionality based on these annotations. The plain group had access to
the same catalog, but without annotations and filtering options. The design has been
validated and calibrated in a small try-out before being used with the participants.

After the experiment, the teams have been asked to fill out an online questionnaire
(cfr. Section 4.4).

4.2.7 Measures and experimental hypotheses

First, we measure the selection time (T ) as the time (in seconds) that is necessary for
a team to arrive at their final pattern selection for each task. This measure includes
the first three activities of the process, that is, studying the requirement, creating
a shortlist of patterns and making the final selection. For each task, we test the
(effective) null hypothesis that the mean selection time for both groups is equal:

HT
0 : µA

T = µP
T

where µA
T and µP

T are the average selection time of the annotated and plain group,
respectively.

Second, we measure the selection efficiency (E) as follows. Nview is the total number of
patterns that the team looked at (i.e., opened in the catalog browser) when performing
a task, ignoring whether or not the pattern was retained or discarded for instantiation.
Nselect is the number of patterns that the team finally selected for instantiation in the
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Figure 4.3: Design of the experiment

architecture for that task. The selection efficiency then is E = Nselect/Nview. As every
selected pattern must have been viewed, Nview ≥ Nselect and thus 0 ≤ E ≤ 1. Note
that E = 1 means that every viewed pattern was selected, maximizing efficiency.
Again, for each task we test the (effective) null hypothesis that the mean efficiency
for both groups is equal:

HE
0 : µA

E = µP
E

where µA
E and µP

E are the average selection efficiency of the annotated and plain
group, respectively.

4.3 Data analysis

In the analysis, we ignore the warm-up task A, as it is heavily influenced by other
factors such as the teams becoming familiar with the tool, the system and the process.
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Table 4.3: Number of data points for time T and efficiency E

Task Invalid
Outliers Remaining

T E
T E

plain annot plain annot
B 2 2 2 21 20 19 22
C 1 5 1 19 20 20 23
D 2 2 3 20 21 19 21
E 4 2 2 21 18 20 19

Total 9 11 8 81 79 78 85

4.3.1 Data validation and outlier removal

Before starting with the analysis of the data, we observed that in nine cases we did
not obtain measurements for some tasks. Eight of these cases correspond to teams
that decided that a task was already covered by the architecture. Hence, they skipped
that task and no measurements about the execution of the rest of the process are
available. Also, for one team, all data from task B was missing due to an occasional
crash of the (otherwise very reliable) tool. These cases have been discarded.

Additionally, some of the obtained data points have been labeled as outliers, and
excluded from further analysis. Data points are discarded when they are more than
1.5 times the inter-quartile range above (below) the upper (lower) quartile. The
boxplots showing the outliers for both the time and the efficiency measures can be
found in Figures 4.4 and 4.5, respectively. Concerning the time measure, across all
tasks, 11 data points were labeled as outliers from the set of 171 available data points,
resulting in a reduction of 6.4%. Concerning the efficiency measure, across all tasks, 8
data points were removed, resulting in a reduction of 4.7%. The number of remaining
data points per task and treatment group is shown in Table 4.3.

4.3.2 Summary of the results

The descriptive statistics of the time T can be found in the left-hand side of Table 4.4.
The results (see the ∆Mean column) indicate that, on average, the annotated group
has spent more time in most of the cases. This is a surprising result that goes against
the expectations. Mind that tasks C–E are of medium to low difficulty. Task B is the
most difficult one according to the experiment designers and, here, the difference
between the two groups is negligible.

The descriptive statistics of the efficiency E can be found in the left-hand side of
Table 4.5. The results show that, on average, the annotated group is largely more
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Figure 4.4: Boxplots of selection time T per task

Table 4.4: Analysis for the selection time T

Task
plain annotated ∆ Mean p-value

Mean
(sec)

Stdev Mean
(sec)

Stdev

B 1639 1141 1614 1170 −1.5% .9897
C 1220 681 1648 804 +35.1% .0817
D 1911 1072 2109 978 +10.4% .4263
E 1373 859 1701 917 +23.9% .1830

efficient in tasks B and C. The difference is much smaller in task D. These tasks are
of medium to high difficulty. Task E is considered to be the easiest, as confirmed
by the participants (cfr. Section 4.4). In this case, the selection of the right pattern
could have been done very efficiently by simply looking at the names of the patterns.
Hence, using the annotations is likely to be an unnecessary complication. This could
explain why the annotated teams underperformed in task E.
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Figure 4.5: Boxplots of efficiency E per task

Table 4.5: Analysis for the efficiency E

Task
plain annotated ∆ Mean p-value

Mean Stdev Mean Stdev
B 0.139 0.093 0.349 0.230 +151.1% .00018
C 0.109 0.056 0.239 0.110 +119.3% .00010
D 0.139 0.080 0.146 0.086 +5.0% .7995
E 0.185 0.142 0.111 0.061 −40.0% .1183

4.3.3 Statistical analysis

In order to select a suitable statistical test, we use the Shapiro-Wilk normality test
to determine whether the data follows a normal distribution. This is the case in
task C for T and task D for E. In both cases, the two sample populations also have
equal variance. When the data is normally distributed, we test the hypothesis by
means of the (two-tailed) t-test, which is a parametric test. Otherwise, we use the the
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Table 4.6: Number of viewed and selected patterns per group and task

Task
Viewed patterns Selected patterns

plain annotated plain annotated
min med max min med max min med max min med max

A 20 34.535 5 15 31 2 2 8 1 3 5
B 1 10 33 0 5 15 1 1 2 1 2 3
C 2 10 35 3 7 23 1 1 2 1 1 4
D 2 9 35 4 12 28 1 1 3 1 1 3
E 1 10 35 1 15 23 1 1 3 1 1 5

(non-parametric) Wilcoxon rank-sum test (also known as Mann-Whitney U test). We
always use α = 0.05 as the significance level.

The resulting p-values of the statistical tests for time (T ) and efficiency (E) are given
in the right-hand side of Tables 4.4 and 4.5, respectively.

Concerning the time, none of the measured differences are statistically significant,
and as such we cannot reject the null hypothesis HT

0 . Based on these results, we
cannot conclude that the annotations had any effect on the mean selection time of
the two groups.

Concerning the efficiency, the results are statistically significant for tasks B and C.
This allows us to confidently reject the null hypothesis HE

0 and conclude that, for
these two tasks, an improvement in efficiency was obtained by providing annotations
in a pattern catalog.

Finally, we remark that we have also re-analyzed the data without removing the
outliers, as discarding outliers is sometimes regarded as a controversial practice.
However, we report that we have obtained the same conclusions. Concerning T , the
annotated group is slower in tasks B–E. However, the differences are not statistically
significant. Concerning E, the same trends are observed: an advantage for the
annotated group in tasks B and C, a tie in task D, and a disadvantage in task E. The
differences in tasks B and C are still statistically significant.

4.3.4 Interpretation of the results

The experimenters’ expectation, namely that the annotated group would be faster
in selecting patterns because they can more easily focus on the relevant ones thanks
to the guidance provided by the annotations, does not appear to hold. Nevertheless,
for tasks B and C, there is a significant increase in efficiency, which shows that fewer
irrelevant patterns are indeed browsed by the annotated group.
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To explain this effect, Nview and Nselect (the contributors to the efficiency) should be
investigated separately. Therefore, Table 4.6 shows the number of patterns that was
viewed and eventually selected by each group per task. The data show that for tasks
B and C the annotated group viewed less patterns than the plain group (Nview
decreases), but retained more in their final selection (Nselect increases). By applying
the Wilcoxon test, these differences are found to be statistically significant for the
selected patterns during task B (p-value 0.013) and C (0.015), and for the viewed
patterns during task B (0.029). For the viewed patterns during task C, the decrease is
close to being significant (p-value 0.051).

The decrease in Nview indicates that the annotated group was more focused when
choosing a suitable pattern, as they invested their time in gaining a deeper insight
into a subset of the patterns. This could be the result of filtering the catalog based on
the security objective annotations.

Also, it is plausible that the relationship information led the annotated group
to select additional (complementary) patterns, thereby increasing Nselect. This
observation is supported by the graphs in Figure 4.6. Each graph contains a node
for each pattern in the catalog, and two nodes are connected when there exists a
relationship in the catalog. The nodes are colored according to their popularity: the
darker the node is colored, the more teams have viewed (left side) or selected (right
side) that pattern when finding a solution for each task. These graphs graphically
show our previous observation, namely that the plain group usually viewed more
patterns, especially for tasks B and C. Additionally, however, the selected patterns of
the annotated group appear to be related via relationship links. This suggests that
the presence of the relationships in the catalog may be the cause of the increase in
number of selected patterns.

Follow-up experiments should be carried out to confirm these (more specific)
hypotheses, however.

4.3.5 Discussion

With time, it is natural that a team becomes more familiar with the solutions in the
catalog. This effect is irrelevant in the previous discussion, due to the randomized
order of the task execution. When the team uses the catalog for the first time, however,
it is intuitively expected that the impact of the annotations would be larger. To assess
this effect, Table 4.6 and Figure 4.6 also contain the warm-up task A (first task for
every team).

It is clear that the number of viewed patterns for task A is much higher for the plain
group than for the annotated group. Every team in the plain group at least looked
at 20 patterns when completing the first task, and half of the teams in that group
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Figure 4.6: Viewed and selected patterns per task



4.3 • DATA ANALYSIS | 69

looked at every pattern in the catalog. For the annotated group, the minimum and
median are much lower, and no team looked at the entire catalog during task A. The
difference between the two groups is statistically significant (Wilcoxon, p = 1×10−7).
This demonstrates that annotations can have a beneficial impact when an architect is
confronted with a pattern catalog for the first time, e.g., because she is dealing with a
software quality she is less acquainted with. The annotations make it unnecessary to
familiarize yourself with the whole catalog beforehand.

A legitimate question is how the correctness of a team’s solution was determined.
Indeed, a team may quickly and efficiently select and instantiate a set of patterns,
but that does not necessarily mean that their solution correctly solves the task.
Unfortunately, no automatic mechanism exists for judging the correctness of a
software architecture. To further complicate matters, a solution that appears to
be ‘wrong’ at first sight may still turn out to be correct, after learning the underlying
reasons from the team. Therefore, it is impossible to systematically and objectively
determine the correctness of the resulting architecture. We can, however, look at
the grades that the teams received for the lab project. The teams had to hand in a
lab report for this part of the course, which was graded independently from the rest
of the course itself. It is important to note that the grades have been assigned by
six teaching assistants. As the graders were no stakeholders of the experiment or
its outcome, they can be assumed to be unbiased. Also, the graders performed an
up-front calibration of their grading criteria on two reports, in order to guarantee
homogeneity in their scores. Reports have been graded on a scale from 0 to 20, which
is familiar to the TAs. Overall, the average score obtained by all teams is 11.7 with the
first quartile equal to 9.5. Hence, the bulk of the grades distribution is above the 50%
threshold and it can be concluded that the teams did a fair job. The plain group did
slightly better than the annotated group by .7 points on average, but this difference
is not statistically significant.

We have performed an analysis considering only the teams (about 30) that passed
the 50% threshold in their grades. These are the teams that produced higher quality
artifacts. We report that the same conclusions of Sections 4.3.2 and 4.3.3 can be
drawn. The only difference concerns T : in task D the annotated group was faster
(10%). Considering the 60% threshold (about 20 teams), the same trends are observed.
However, the differences are more polarized.

Additionally, we performed an initial attempt at assessing the pattern selections made
by the subjects, which is hard as there is no single correct baseline to compare against.
We restrict ourselves to the most popular pattern selected by each group, as shown
earlier in Figure 4.6. The data show that, for each task, both groups usually ended
up selecting the same pattern at the heart of their solution. Recall, however, that the
teams in the annotated group sometimes selected more patterns than the teams in
the plain group. Hence, while the annotations did not cause major differences with
respect to the chosen pattern, they might have influenced the completeness of the
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final solution. Further experiments are necessary in order to corroborate or refute
this claim.

4.4 Questionnaire

At the end of the experiment, the teams were asked to fill in an online questionnaire.
The purpose of the questionnaire is to validate the experimental assumptions and to
gather feedback from the participants.

4.4.1 Validation of the experimental assumptions

A number of assumptions have been made while designing the experiment. For
instance, we assume that the process is rather intuitive and hence natural to follow,
or that the tool is easy to use. These assumptions guarantee that the measures are
not altered by the experimental conditions. If not verified, the above assumptions are
to be considered as threats to the validity of the results.

Tables 4.7 and 4.8 present the questions asked to the participants, and the median of
the answers (or the mode for yes/no questions). The full set of questions and answers
is available online [YSJa]. Note that the order of the questions has been rearranged for
presentation purposes. A first assumption of the study is that the participants were
adequately prepared when entering the experiment. The answers to Q1.(1–4) indicate
that this was indeed the case. We also assume that the participants understood the
tasks they were assigned. This is very important for the sound construction of the
experiment. The assumption is confirmed by the answer to Q2.(1–4).

Concerning the complexity of the individual tasks (questions Q3 and Q4), the
participants report that the warm-up task is more difficult. This is not surprising,
because this is the very first task executed by each team. The rest of the tasks are
executed in a randomized order and are perceived as easier. Tasks B–D are all
considered of average difficulty. It looks like the higher difficulty anticipated by
the experiment designers for task B (due to the fact that a system of patterns needs to
be selected) is not particularly worrisome for the participants. Task E appears to be
easier than the others (as expected). Tasks B and C lead to a statistically significant
difference concerning the selection efficiency. Since they are of comparable nature
according to the participants, the results obtained in the two tasks may reinforce each
other.

We also assume that the process described in Section 4.2.5 did not force the
participants to adhere to a counterproductive workflow. From the answers to
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Table 4.7: Questionnaire

Question Answer
1. The tutorial and warm-up task were sufficient to
become familiar with:
(Strongly disagree/Disagree/Neutral/Agree/Strongly agree)

Q1.1. The tool Agree
Q1.2. The architecture of the PMS system Agree
Q1.3. The process Agree
Q1.4. The security patterns catalog Agree
2. Rate your understanding of the task’s description:
(Very unclear/Unclear/Average/Clear/Very clear)

Q2.(1–4). Task A–E Clear
3. Were all the tasks of similar difficulty? (Yes/No) No
4. Rate the difficulty of each task:
(Very hard/Hard/Average/Easy/Very easy)

Q4.1. Task A Hard
Q4.1. Task B Average
Q4.2. Task C Average
Q4.3. Task D Average
Q4.4. Task E Easy
5. Indicate your agreement with these statements:
(Strongly disagree/Disagree/Neutral/Agree/Strongly agree)

Q5.1. The pattern-based process is intuitive Agree
Q5.2. The process puts too many constraints Neutral
Q5.3. The catalog does not contain enough patterns Disagree
Q5.4. The description of the patterns is clear Neutral
Q5.5. The process wizard is user-friendly Agree
Q5.6. The UML editor is user-friendly Disagree
Q5.7. The catalog browser is user-friendly Disagree
Q5.8. Overall, the pattern-based process is useful Agree
6. I am satisfied with the selected patterns.
(Strongly disagree/Disagree/Neutral/Agree/Strongly agree)

Q6.(1–4). Task B–E Agree
7. How difficult was it to find a suitable pattern?
(Very hard/Hard/Average/Easy/Very easy)

Q7.(1–4). Task B–E Easy

questions Q5.1, Q5.2 and Q5.8, we can conclude that the participants felt that the
process was intuitive and useful.

A third assumption was that the security patterns catalog was sufficiently large to
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Table 4.8: Questionnaire cont’d (annotated group only)

Question Answer
8. To what degree was the following information
helpful to shortlist a pattern in step 2?
(Not helpful at all/Not helpful/Neutral/Helpful/Very helpful)

Q8.1. Trade-off labels Neutral
Q8.2. Relationships among patterns Helpful
Q8.3. Security objectives Very helpful
Q8.4. Applicability Neutral
9. To what degree was the following information
helpful to select a pattern in step 3?
(Not helpful at all/Not helpful/Neutral/Helpful/Very helpful)

Q9.1. Trade-off labels Helpful
Q9.2. Relationships among patterns Helpful
Q9.3. Security objectives Helpful
Q9.4. Applicability Neutral

execute all the assigned tasks. This is confirmed by the answers to question Q5.3.
However, the description of the patterns (which comes from the state-of-the-art) is
reported to be less than ideal in question Q5.4. This confirms the concerns about the
usability of the existing patterns, as mentioned in the previous chapter.

A further assumption tested in questions Q5.(5–7) is that the tool has no impact on
the performance of the participants by being hard or counterintuitive to use. The
answers to the questionnaire show that the tool was well absorbed by the participants,
especially concerning the process wizard (Q5.5). They did complain about the limited
usability of the Topcased UML editor (Q5.6), which is used to instantiate the selected
patterns. According to the feedback, browsing UML diagrams was not an issue.
Modifying the diagrams during step 4 was more tedious. Note, however, that this step
is not used for the measurements. Hence, this issue has no effect on the outcome of
the study. The participants of both groups were also slightly annoyed by one specific
monitoring feature of the catalog browser. Pattern descriptions are organized into
sections, e.g., problem, forces, solution, and so on. The tool records which section is
accessed the most over each step (this data was not used for this experiment). To this
aim the sections must be opened via a mouse click and they close automatically after
60 seconds.
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4.4.2 Additional feedback

Per task, we asked the teams to rate their level of satisfaction with respect to the
solution they selected (Q6). We also asked about the level of perceived difficulty
related to the selection (Q7). The teams agree that they found a satisfactory pattern
for each task (median is 4 in a satisfaction scale of 5) . They also considered the
selection process as easy (median is 2 in a difficulty scale of 5).

For the annotated group only, we also gathered some feedback about the perceived
usefulness of the annotations (questions 8 and 9). Overall, the participants see less
value in the ‘applicability’ annotation. On the contrary, the connection between
requirements and solutions via the ‘security objectives’ is very much appreciated,
especially in step 2.

4.5 Threats to validity

4.5.1 Internal validity

The familiarity of the participants with the concepts used in the experiment (patterns,
misuse cases, quality scenarios, UML, and so on) might have an impact on the
participants’ performance. We tried to mitigate this threat by providing extensive
training on all the matters during the class hours. However, we cannot guarantee
that all participants attended all the necessary classes.

Also, the annotated group has received about half an hour of additional lecture to
make them familiar with the annotations. However, as the lecture only explained the
nature of the annotations and how to use them, and not the pattern catalog nor the
case study, we believe that the impact on the results is negligible.

The participants were not supervised at all times, as theywere allowed towork at home.
Further, the experiment spanned over two labs sessions. These are opportunities for
treatment diffusion, as the teams might have interacted.

Furthermore, the number (and type) of patterns in the catalog might have influenced
the results. E.g., organization and navigation might become more helpful for larger
catalogs, resulting in a bigger difference between the groups.

4.5.2 External validity

The main issue threatening the generalization of the results concerns the use of
master students instead of professionals. However, it is generally advised to test
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new theories starting with students via exploratory studies [Tic00, CJM10]. Further,
Runeson observes that differences can be small between graduate students (our case)
and professionals [Run03].

The results might also be specific for the selected set of annotations. Although in
Section 4.1 we have shown that the set is representative of the related work, replica
studies are likely to be needed in order to establish whether alternative annotations
would lead to similar conclusions.

The tasks are of a small size with respect to real-world design endeavors. Larger tasks
also require longer time for the experiment execution, to the further detriment of
the control on the experiment itself. Given the time-frame of the experiment (2 lab
sessions), the used tasks represent the best compromise. However, we acknowledge
that the study should be replicated with larger tasks.

The results might be influenced by the objects used in this study. For instance, the
PMS system is a realistic application, but one of moderate size. Also, the experiment
was performed only using this architecture. This represents a drawback in terms of
the realism of the experiment. On the other hand, some interfering issues (such as
getting to know the system) are reduced thanks to the limited size.

Finally, the tool that was used to browse the patterns had a few counterintuitive
constraints, to make it possible to monitor the subjects’ actions. As reported in the
questionnaire, this has hindered the subjects, with possibly a negative impact on their
performance or motivation.

4.6 Conclusion

We believe that security patterns can play a key role in creation of a secure software
architecture from a set of security requirements. Nevertheless, given the current state
of practice, the architect that wants to use them needs to be supported. Fortunately,
much proposals have already been published that help an architect with the selection
of a suitable solution in the form of a security pattern. These proposals focus on
classifying patterns based on various criteria, and providing support for navigation
among related patterns. In practice, they result in extra tags and annotations that are
to be included in the documentation of the patterns.

In this chapter, we investigate whether such proposals effectively provide a benefit
to the architect. Therefore, we have performed a controlled experiment with 90
participants, in order to determine the impact of these annotations on an architect’s
performance. The study was conducted with a set of annotations that is representative
for the annotations proposed in the literature.
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Surprisingly, the results do not show an advantage in terms of the time that is
necessary to complete a design task. On the other hand, the use of annotations
noticeably reduced the number of irrelevant patterns that were considered in two out
of the four cases we investigated. This result is statistically significant and applies to
a master student population and for tasks of average difficulty.

The main observation from this study is that it should not be considered self-evident
that annotations always provide an advantage to users of security patterns. Therefore,
we recommend that new proposals in this area are carefully evaluated. From
questionnaires administered after the experiment, it appears that clearly annotating
a pattern with its security objective is found most helpful. Furthermore, it appears
that the presence of relationships between the patterns has an impact on the number
of eventually selected patterns.

From a practical point of view, this experiment demonstrated the benefit of
using tool support when performing empirical experiments related to software
engineering. Indeed, without the tool, scalable, automated data collection for
controlled experiments about (secure) software design like this would be nearly
impossible to achieve. The tool that was developed specifically for the experiment can
be reused for executing other empirical experiments related to software engineering.
While the process that the subjects have to follow is specific for each experiment, the
configuration of the tool with respect to the active team, their treatment group and
task sequence, as well as the presentation of the tasks is easily reusable for different
experiments. Furthermore, the measurement subsystem in the tool is written in a
generic way, and allows to easily collect additional types of measurement.





5
Patterns for secure
co-evolution

The previous chapters were focused on security patterns as a vehicle for designing
software given a set of security requirements. From this chapter onwards, we
supplement this constructive viewpoint with the effects of time, by studying the
use of patterns for the secure evolution of software.

Supporting evolution in a principled way is becoming of uttermost importance
for larger and larger classes of software systems. For instance, long-lived systems
(including smart cards, portable devices, home appliances, and so on) are characterized
by an operational time that is much longer than the building time. Due to their
longevity, such systems inevitably face changes in their environment, their (security)
requirements, as well as their design and implementation.

As a second example, services in the “Internet of the Future” will be the result of
very complex compositions spanning across multiple administrative domains, and
will be operated by a heterogeneous consortium of stakeholders (service providers,
platform providers, content providers, consumers) that will dynamically evolve over
time, often in opportunistic ways due to business considerations. In this scenario,
change is deemed as a normal business condition. For instance, trust relationships

77
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among the stakeholders of such services are very likely to change over time, along
with other (security) requirements.

Clearly, change has a multi-level impact reaching from the requirements analysis
down to the run-time configuration of systems. As illustrated byMens et al., achieving
co-evolution between different types of software artifacts is a challenging task that is
still open to seminal research [MWD+05].

This chapter presents a novel approach to deal with co-evolution in a precise and
practical way: change patterns. In general, a change pattern provides a framework
to systematically evolve a certain artifact in face of changes taking place in another
artifact, which is developed at a different level of abstraction. Intuitively, some
artifacts expose a tighter relationship vis-a-vis change. That is, they co-evolve in
ways that go beyond a generic, imprecise ripple effect. For instance, the development
of the requirements and the software architecture are known to be closely intertwined
[Nus01]. In these cases, patterns of co-evolution (i.e., change patterns) are likely to
be observed.

A change pattern guides the designer through two stages. First, the artifact (e.g., the
software architecture) is prepared in view of a change that is likely to happen in the
future. Then, whenever the change takes place, the artifact is evolved accordingly.
Therefore, change patterns resolve the tension field between preparing a system for a
foreseen change and actually performing the change. The tension is resolved in light
of external (often non-functional) considerations such as, for instance, reducing the
total effort spent on evolving the system.

In this chapter, we introduce the idea of change patterns and provides a precise
definition based onmodel-driven engineering principles. This foundation is illustrated
via a specific family of change patterns that allows the co-evolution of trust
requirements and secure software architectures. Further, change patterns are
leveraged to build a methodology that guides a software architect towards the design
of a highly-evolvable system. The process assumes that a sufficiently complete catalog
of change patterns is at hand. While an illustrative catalog of patterns has been
developed (see Appendix A), the definition of an extensive collection of change
patterns goes beyond the scope of the intended contribution of this thesis. The
validation of the approach, by means of an experimental study and an industrial
evaluation, is described in the next chapter. Finally, to showcase the generality and
feasibility of the presented ideas, the approach has been applied in a different context,
and proof of concept tool has been developed. Both will be presented in more detail
in Chapter 7.

Throughout this chapter, particular attention is given to trust relationships between
the system and its context. Trust and trustworthiness are the basis of security, because
the need for security in a system originates from the presence of untrusted entities.
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Therefore, to be able to effectively secure a system, it is important to know (and
explicitly state) which entities are trusted for certain tasks, and which are not. In the
context of the emerging classes of systems mentioned above, these trust requirements
are subject to continuous change. Therefore, they are of particular importance in
terms of evolution, and have been addressed in this work.

5.1 Running example

The illustrations in this chapter are based on a prototype of a ‘home gateway’,
currently in development by a telecommunications operator. The home gateway
is a device placed at a customer’s home, through which the customer’s devices (e.g.,
a laptop, a smartphone, a tablet, home appliances, and so on) connect to the operator
network and the Internet.

The gateway performs access control, prohibiting access to insecure devices, for
instance when a virus is detected or the configuration is not up-to-date. Additionally,
the gateway acts as a service platform, enabling third-party service providers to offer
home services to the customer. An example of such a service is a news feed service
that delivers personalized news feeds to the customer, or a domotics service that
allows a customer to remotely inspect and control his home appliances. The service
platform is based on the OSGi [OSG] specification, and home services are installed
as bundles onto this platform.

In our discussion, the focus lies on the infrastructure for purchasing and obtaining
home service bundles.

5.2 Background

As mentioned earlier, we will focus on trust relationships between the system and
its context. To model these relationships, we use the Si* language [GMZ05, MMZ07],
which is an extension of the i* modeling framework [Yu97]. Si* augments i* with
several security-specific concepts, from which delegation and trust are the most
important ones in the context of this chapter. This section gives a very brief
introduction to the Si* language, based on the running example described above.

The primary concept in an Si* model is an actor. An actor is defined as “an active
entity that has strategic goals and performs actions to achieve them” [MMZ07]. In Si*,
actors are subdivided in agents and roles, but we will only use agents from now on.
Agents can represent software entities, humans, or entire organizations, both from
the system under development as from that system’s environment. Graphically, they
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are represented by a circle containing a horizontal line. Figure 5.2 shows an Si* model
for our running example. It contains three agents, namely User, Home Gateway and
Service Provider.

Besides actors, Si* models can contain three types of services, namely goals (shown
as a rounded rectangle), tasks (represented using a hexagon) and resources (depicted
using a rectangle). Goals define strategic interests of an actor, and can be decomposed
in a set of sub-goals if necessary. Tasks and resources are concrete means to fulfill a
goal. A task represents a sequence of actions that can be executed by an actor. A task
can also produce or consume resources. For example, Figure 5.2 shows the user’s goal
‘Enjoy home service’. It is decomposed in two sub-goals, namely ‘Purchase home
service’ and ‘Use home service’, which are the two prerequisites that need to be met
before the user can enjoy some home service. The figure also shows two tasks, namely
paying for a received home service and delivering the purchased home service to the
user.

Actors and services can have various relationships between them. These relationships
are shown by connecting the service and the involved actor, and indicating the type
of relationship and direction. For example, agents can delegate the execution of a
service to another agent, captured by a ‘Delegation of Execution’ (De) relationship.
For goals, this means that the delegatee becomes responsible for achieving the goal.
When delegating a task, the delegatee is responsible for executing the task’s actions,
and when delegating a resource, the delegatee becomes responsible for delivering
that resource. In our example, the home gateway delegates the task of delivering
a purchased home service to the service provider. In this way, the service provider
becomes responsible for effectively delivering the service to the user.

Usually, the notion of delegation is coupled with a trust relationship. A trust
relationship, and in particular a ‘Trust of Execution’ (Te) relationship, represents
the trust of one actor upon another actor with respect to some service (i.e., achieving
a goal, executing a task or delivering a resource). In our example, the home gateway
agent trusts the service provider to correctly deliver a home service to the user. Finally,
it is also possible to model ‘Distrust of Execution’ (Se) relationships (not shown in
this picture), which denote the opposite relationship, namely an actor that does not
trust another actor with respect to some service.

Besides relationships related to the execution of a service, Si* also defines a ‘Delegation
of Permission’ (Dp) and ‘Trust of Permission’ (Tp) relationship. With a delegation of
permission relationship, an actor can give permission to another actor to execute a
particular service. A trust of permission relationship expresses that an actor trusts
another actor not to abuse any obtained permissions related to a particular service.
In parallel with the execution relationships, there is also a ‘Distrust of Permission’
(Sp) relationship.
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Figure 5.1: Conceptual model of change patterns (expressed in UML)

5.3 Change patterns at a glance

At a high level, a change pattern can be described as a reusable source of knowledge
concerning the co-evolution of two related artifacts. The changes in a given artifact
(called the driver) are characterized via a change scenario. In order to cope with
this change, a change pattern provides guidance about how to transform the second
artifact (called the companion). The guidance provides a principled way of executing
a transformation that fulfills certain constraints, e.g., the minimization of the impact.
The transformations in the companion can, in turn, generate feedback to the driver.

Depending on the type of artifacts involved, there can be many families of change
patterns. For instance, patterns of evolution are likely to be found among design and
implementation, requirements and test cases, and so on. To illustrate this idea, we
focus on requirements in the driver seat and the architecture as the companion. A
change pattern from this family can be denoted as change patternRA, although the
subscript is left implicit in the remainder of this chapter.

When the requirements of a system evolve, the system’s architecture most likely
needs to be updated to accommodate the changed requirements. Keeping the
requirements and architecture synchronized, such that the system at all times fulfills
its requirements, is a big challenge for a software architect.

Change patterns can help to achieve this challenge, by providing advice to the architect.
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A generic kind of change at the requirements level is captured in a change pattern by
means of a change scenario, which consists of a pair of requirements templates that
describe, in a generic way, the situations before and after the anticipated change. To
interpret a scenario in the context of a concrete system, a binding needs to be defined
in order to link a requirements template to that system’s requirements model.

Moreover, the pattern provides a collection of architecture-level solutions that enable
the system to respond to the change, while minimizing the effort required to evolve
the architecture. Additionally, the principled solutions suggested by a change pattern
aim at reducing the impact (in terms of disruptive change) of the evolution. This is
important when the system that evolves has already been deployed, and recalling the
system to carry on major changes to the architecture is prohibitive.

The solution contains a generic architectural template, and a transformation based on
that template, called the guidance. The architectural template provides a reference
point to start applying the change. This way, the guidance can be expressed in
generic terms. Again, to apply the guidance in the context of a concrete system, a
binding needs to be defined between the architectural template and the concrete
system’s architectural model. Finally, the solution describes the feedback, which
is a transformation that captures the influence of the architectural changes on the
requirements model.

A conceptual model of these concepts is shown in Figure 5.1. Amore precise definition
is given in Section 5.5, together with some examples.

5.4 Modeling the system

Based on model-driven engineering principles [Béz06], this section describes the
models and metamodels that are used in this work to represent requirements and
architecture, together with the adopted notations.

5.4.1 Requirements model

We assume that the requirements are expressed in a requirements model R that
conforms to a requirements metamodel R (written R : R).

The requirements metamodel R itself conforms to a meta-metamodel M . Multiple
meta-metamodels have been defined and are used in practice. OMG’s Essential MOF
(EMOF) [Obj06] has been chosen for this work, as it is widely known and used, and
has a compatible Java implementation in the Eclipse Modeling Framework (EMF),
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Figure 5.2: Requirements model in Si* for the running example (R)

namely Ecore [SBPM09]. Ecore offers concepts such as a Class and a Structural
Feature, which correspond to EMOF’s Class and Property, respectively.

Illustration Trust requirements are chosen as an illustration in this chapter. Since
trust relationships are a forefront concept in the Si* approach, that approach is used
to express our requirement models. Note, however, that the general applicability of
change patterns is not impacted by this choice in any way.

The Si* requirements model R for the running example is given in Figure 5.2, and
was already described in Section 5.2. To recap, it contains three agents (User, Home
Gateway and Service Provider) and defines various services. The home gateway is
the system under development, and the user and the third-party service provider
are examples of external agents. The home gateway is responsible for handing the
purchase of a home service by the user, and to achieve that goal, delegates the task of
delivering a purchased home service to the service provider, and trusts the service
provider to execute that task.

In this work, all metamodels are expressed in Ecore. We use the Si* metamodel RSi*

as defined by the Si* Tool [sis], which includes the concepts of agents, services (goals,
tasks and resources), and delegation and trust relationships. For instance, an agent is
defined as an Ecore Class with a Structural Feature for its name. A trust relationship
is also defined as a Class, with features such as the source object, the target object and
the kind of the relationship. We have extended the metamodel with one additional
attribute for agents, namely whether or not the agent is a system agent, i.e., part of
the system that is developed. This concept is necessary for specifying the change
scenarios, as described in Section 5.5.1.
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Figure 5.3: Initial architecture

5.4.2 Architectural model

The architecture is represented using a model A that conforms to an architectural
metamodel A . Typical architectural metamodels define concepts like components,
ports, connectors, and required and provided interfaces. Clearly, an architectural
metamodel also conforms to some meta-metamodel.

Illustration In this work, UML 2 [Obj10] is used as the architectural metamodel,
which has been modeled in Ecore as part of the Eclipse UML2 project [ecl].

We graphically represent UML models using the structure diagrams and composite
structure diagrams, as defined in the specification.

The architectural model for the running example is shown in Figure 5.3. The Home
Gateway component is based on the Java Runtime and the OSGi framework [OSG].
Purchasing of home services is handled by the Service Store Bundle, which is accessed
by the customer using a Browser. The bundle connects to the Operator to obtain a
list of third-party service providers and services, which it presents to the customer.
Purchasing a home service is handled by directly contacting the Service Provider.
Note that the architecture of the running example is deliberately kept simple to

easily grasp the rest of the chapter. For the same reason, the relationship between
the OSGi bundle, the OSGi framework and the Java Runtime is not expressed using
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Â Â?

Requirements

Architecture

f

f(BR̂′→R′)

apply Â g(BÂ→A)
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Figure 5.4: Formalization of a change pattern

a deployment view, which would enable a more adequate representation. Also, no
behavioral view on the system is included.

5.5 Change patterns defined

As mentioned in Section 5.3, a change pattern describes a generic evolution at the
requirements level, and provides the appropriate actions to take with respect to
the system’s architecture when that evolution occurs. Hence, a change pattern is
composed of two parts: the change scenario and the set of architecture-level solutions.
A graphical representation of the change pattern concepts, the relation with a concrete
system, and the notation, is given in Figure 5.4. The different parts of this figure are
explained gradually within the next two subsections. In the first subsection, the
concept of a change scenario is examined more closely. Then, the architecture-level
solutions of a change pattern are investigated.
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(a) Situation before change (in Si*)

(b) Situation after change (in Si*)

Figure 5.5: Change scenario for ‘disappearing trust’ pattern

5.5.1 Change scenario

A change scenario (the green part in Figure 5.4) describes a change at the requirements
level in an abstract and domain-independent way. Conceptually, it is characterized
by a generic before and after situation. For example, when Si* is used, the evolution
of a trust relationship to a distrust relationship is a change scenario. We refer to this
example as the ‘disappearing trust’ scenario. In Figure 5.5a, the before situation of
this scenario is shown. It contains a system agent that requires the execution of a
service task, for which it needs and trusts an external party. Figure 5.5b represents
the situation after evolving from a trust relationship (Te) to a distrust relationship
(Se).

In practice, an occurrence of the change scenario needs to be detected in a system’s
requirements model. To this aim, both the before and the after situation of a
change scenario are defined as a template. We call these templates the initial
requirements template (denoted R̂) and the anticipated1 requirements template (denoted
R̂′), respectively.

A template consists of a set of ‘roles’, which are elements that should be instantiated
when the template is applied to a concrete system. For the disappearing trust pattern
of Figure 5.5, there are roles for the System and External Party agent, the Service task,
and the delegation and trust (or distrust) relationships. In addition to the roles, a
template comeswith a set of constraints. For instance, the type of the elements that are
allowed to play a certain role can be declared. Also, a template can impose constraints
on the configuration of the elements, or it can embed a constraint regarding the value

1This name refers to the anticipated change, and is used interchangeably with the situation after change.
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of a certain property. For example, in the template for the disappearing trust scenario,
the type of the System role is constrained to instances of the Agent class from RSi*.
Moreover, the dependency and trust relationships must be directed from the system
to the external party, and the value of the trust relationship’s kind must be equal to
‘Te’; for the anticipated template, this must be ‘Se’.

A (role) binding between the template R̂ and a concrete requirements model R is
a mapping of each role in R̂ to an element from R, such that all constraints of the
template are fulfilled. We denote such binding as BR̂→R. There can exist multiple
distinct bindings between a template and a concrete model. Further, bindings can be
discovered manually, but are preferably identified automatically by the application
of pattern matching techniques. Our prototype tool (see Section 7.6.1) is based
on the VIATRA framework[vis]. This framework offers support for defining and
executing graph transformations. Concretely, the matching is performed using EMF
IncQuery[BHR+10], an extension to VIATRA. EMF IncQuery allows to efficiently
(i.e., nearly instantaneous) detect the appearance and disappearance of a pattern in
an EMF model. This requires that the templates are specified using the graph pattern
language of the VIATRA framework.

As an illustration, Figure 5.6 contains the specification of the initial requirements
template of the ‘disappearing trust’ scenario as a pattern in VIATRA. For our purposes,
the parameters of the pattern correspond to the roles of the template, namely System,
ExtParty, Svc, DeRel and TeRel. The body of the pattern specifies the constraints
that must be fulfilled in order for the pattern to match. It is possible to include
patterns defined elsewhere as a sub-pattern by means of the ‘find’ keyword. The
constraints specify that the System variable must be a system agent, by calling the
pattern ‘systemAgent’ defined elsewhere. ExtParty can be any other instance of the
Agent class2. Svc must be an instance of the Service class, which is used for goals,
tasks and resources as mentioned in Section 5.4.1. Furthermore, DeRel must be a
delegation of execution relationship between System and ExtParty for the service Svc,
specified using the delExecRel subpattern. Similarly, TeRel must be a trust of execution
relationship between the same agents and service. For brevity, the specifications of
the referred subpatterns (i.e., systemAgent, delExecRel and trustExecRel) are not
included.

The same technique is used to recognize that a change scenario has taken place, by
matching the anticipated requirements template R̂′ against the modified requirements
model R′.

Note that the constraints provide more expressiveness than the graphical representa-
tion of Figure 5.5. For example, the constraints can be used to indicate the absence of
a certain subpattern (using the ‘neg find’ construct in VIATRA), or require a specific

2By default, the different arguments of a pattern in VIATRA are bound injectively, i.e., always mapped
to distinct elements, unless the pattern is declared using the ‘shareable’ keyword.
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pattern disappearingTrustBefore (
System, ExtParty, Svc, DeRel, TeRel) = {

find systemAgent(System);
Agent(ExtParty);
Service(Svc);
find delExecRel(DeRel, System, ExtParty, Svc);
find trustExecRel(TeRel, System, ExtParty, Svc);

}

Figure 5.6: Specification of initial template in VIATRA

value for some property (using the ‘check’ keyword in VIATRA). Specifying the
absence of an element may be necessary, for instance, when defining a pattern for the
introduction of a previously non-existing trust relationship with an external agent.
To constrain the initial requirements template such that it only matches when no
such relationship exists, a negative constraint must be added.

On the other hand, the graphical representation using before and after models is more
intuitive for the end user of the change pattern. Therefore, a change pattern should
provide both representations. The template is used to automatically find suitable
bindings, whereas the before and after models are used to present the pattern to the
user.

Note that the approach does not depend on the use of VIATRA in particular, and
other technologies can be used to perform the pattern matching. For example, for
demonstration purposes, we have also implemented this step using Prolog.

Illustration When the initial template of the ‘disappearing trust’ scenario
(represented in Figure 5.6) is matched against the running example’s requirements
model R (Figure 5.2), one binding BR̂→R is automatically discovered by the VIATRA
patternmatching engine. This binding is shown in Figure 5.7. The System role is bound
to the Home Gateway agent, the ExtParty role to the Service Provider agent, and the
Svc role is bound to the Deliver Service task. Also the delegation and trust relationship
roles from the template are bound to the corresponding concrete relationships.

With the binding BR̂→R, a change scenario instance is identified that represents the
change from a trust relationship to a distrust relationship between the Home Gateway
and the Service Provider for the task Deliver Service.
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Role Bound element from R

System hg : agent(Home Gateway)
ExtParty sp : agent(Service Provider)
Svc ds : task(Deliver Service)
DeRel rel(De, hg, sp, ds)
TeRel rel(Te, hg, sp, ds)

Figure 5.7: Binding BR̂→R

5.5.2 Architecture-level solution

An architecture-level solution (the blue part in Figure 5.4) prescribes a strategy
that can be followed when the associated change scenario occurs, in order to re-
synchronize the architecture with the changed requirements. Multiple solutions can
be available to deal with the same change scenario. Each alternative solution may
provide different guarantees and have different non-functional properties associated
with it. Therefore, when choosing a suitable solution, these aspects need to be known
(i.e., documented in the pattern description) and taken into account.

A solution consists of three elements, namely the architectural template, the guidance
and the feedback. Each of these is discussed in the next subsections.

Architectural template

First, the architectural template Â describes the reference infrastructure for the
solution. Just like the requirements template from Section 5.5.1, it contains a set of
roles and constraints that specify a certain structure and configuration of architectural
elements. It represents the situation before the requirements have changed, while
ensuring that all elements are identified that play a role in the architectural refactoring
as expressed by the guidance (discussed in the next subsection).

In order to use the solution, the architectural template Â must be applied to the
concrete system’s architecture A. This means that there must exist a binding BÂ→A

that maps the roles from template Â to elements from A while fulfilling all constraints.
Like before, an additional graphical representation of the architectural template is
provided for presentation purposes. This graphical representation is very useful to
the architect, because the template needs to be applied manually to the architecture.
For clarity, the architecture without an applied architectural template is denoted as
A−.

Illustration Consider again the ‘disappearing trust’ change scenario depicted in
Figure 5.5. For this aforementioned change scenario, two possible solutions have
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Figure 5.8: Architectural template

been identified, as described below. Note that neither solution completely prevents
the misbehavior of the distrusted party, but helps in detecting and proving it. The
first solution describes how the system can monitor the external party, such that
anomalies can be detected during the execution of the task. This requires that
the external party provides information regarding the execution of its task. This
solution is not detailed further in this chapter, but can be found in Section A.2.1 of the
appendix. The second solution entails requiring a commitment from the external party
before actually requesting the execution of the task. By obtaining and storing such
commitment, the system acquires proof that can be used to demonstrate the external
party’s misbehavior. This corresponds to the non-repudiation pattern described in
[CKK+09].

Figure 5.8 contains a diagram showing the structural aspect of the architectural
template for this solution. Note that, if desired, the template can be richer than
the structural model shown here, for example by also including a behavioral or
deployment model. However, we limit ourselves to the structural part for simplicity,
as mentioned in Section 5.4.2. The template consists of four parts. The first part
(top row in Figure 5.8) is aligned with the requirements template. It defines two
components ‘System’ and ‘External party’, corresponding to the agents in Figure 5.5a.
Both components communicate through the ‘Service’ interface, which corresponds
to the delegation of execution of the ‘Service’ task.

The next three parts of the template need to be present in order to support the change
guidance (described in the next subsection). They prescribe (2) a mechanism such
that the system’s operations can be intercepted, and the invocation can be inspected
(and possibly blocked) by configurable handler components; (3) the presence of a
Cryptographic Module, which provides operations for verifying digital signatures.
This module will be used by the system to verify the digitally signed commitments;
(4) a component offering Secure Storage. This component will be used by the system
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to securely store the received commitments, so they can be used as proof in case of
dispute.

It is not strictly necessary to concretely instantiate every part of the template when the
template is applied to the system. However, all parts must be available at the point in
time where the guidance is executed. At minimum, they force the architect to reason
about the feasibility of introducing these dependencies at a later time. For example,
until the guidance is executed, it is not strictly necessary to already instantiate the
Cryptographic Module. However, it is important that it is verified up-front that the
needed cryptographic functionality (i.e., signature verification) can be put into place
whenever necessary (and is not prohibited by resource or platform constraints, for
example).

Note that it is hard to completely accommodate the disappearance of a trust
relationship purely on a technical level. Often, a surrogate (e.g., monitoring) must be
put into place [GMZ05], which is believed to sufficiently restore trust in the external
party. This surrogate is a constraint on functional requirements, i.e., it must be fulfilled
for the system to function properly. Installing such solution is not just an architectural
modification: it introduces new functionality, necessary to implement the solution.
Therefore, it also has an impact at the requirements level. These new requirements
have been identified as ‘secondary security requirements’ in the literature [HLMN08].
The feedback loop from the solution space back to the requirements space is described
by the Twin Peaks model [Nus01, HYS+11], and will be dealt with by the feedback
part of the solution in Section 5.5.2.

Guidance for co-evolution

The second part of the architecture-level solution is the guidance g. It describes how
the architecture must be transformed in reaction to the change scenario. The guidance
can be executed automatically, if it is specified using a transformation language, or it
can be applied manually by the architect.

Based on the architectural template Â, the transformation g describes how to obtain a
modified architecture that implements the solution and conforms to a target template
Â?, which represents the desired final state. Applying the guidance in the context of
a concrete architecture A requires a binding BÂ→A. The application of the guidance
using this binding is denoted as g(BÂ→A).

Illustration The changes described by the guidance for the ‘disappearing trust’
change pattern, with respect to the architectural template Â from Figure 5.8, can be
broken down to four steps. First, the guidance defines the creation and connection of a
new handler that is responsible for obtaining the commitment from the external party.
Second, the external party is extended with support for providing such commitment,
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and the new handler is connected to the external party. In the last two steps, the new
handler is connected to both the cryptographic module and the secure proof storage.
More specifically, the guidance prescribes the following changes:

1. (a) define a new component CommitmentHandler that specializes the Handler
component from the template;

(b) connect the System to the CommitmentHandler by defining a connector
between the ‘handlers’ port from System and the port on the Handler
component;

2. (a) define a new interface CommitmentProvisioning, packaged in the External-
Party component;

(b) add a new port to component ExternalParty, which provides the interface
CommitmentProvisioning;

(c) add a new port to component CommitmentHandler, which requires the
interface CommitmentProvisioning;

(d) connect CommitmentHandler to ExternalParty using the corresponding
ports;

3. (a) add a new port to component CommitmentHandler, which requires the
interface SignatureVerification;

(b) connect CommitmentHandler to CryptographicModule using the corre-
sponding ports;

4. (a) add a new port to component CommitmentHandler, which requires the
interface Storage;

(b) connect CommitmentHandler to SecureStorage using the corresponding
ports.

Behaviorally, the commitment handler gets invoked before the actual request for the
service is issued. The handler will first request a commitment from the external party.
When the commitment is received, its digital signature must be verified and, if valid,
the commitment needs to be securely stored. Only when all these steps have been
completed successfully, the actual request should be issued. If desired, the behavioral
aspects of the solution can be specified using the behavioral part of UML, e.g., by
including activities, interactions or state machines.

In order to automate the guidance, the provider of the pattern can use a transformation
language such as QVT [Obj11] to specify it. The transformation should take the model
of the architecture as input (e.g., a UML model), together with a binding between the
roles from the template and the provided architectural model. It then updates the
architectural model according to the guidance by making structural and/or behavioral
changes to the model. Due to the complexity of the UML metamodel and the length
of the transformation corresponding to the guidance described above, we omit a
complete listing of it at this point. An excerpt of the guidance transformation,
specified as an Operational QVT transformation, can be found in Figure A.4 of
Appendix A.
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Feedback to requirements

As mentioned in Section 5.5.2, a particular solution often has an impact on the
requirements once the guidance is applied. This impact is called feedback, and serves
two purposes.

First, by following the guidance, additional (secondary) requirements may be imposed
upon the system, that represent functionality needed to implement the change.
Equally, the guidancemight be effective only if additional assumptions can be expected
to hold. These new requirements and assumptions are not part of R̂′, and thus
the requirements model needs to be updated to reflect these new requirements and
assumptions.

Simultaneously, the effects described in the change scenario can be softened or
reverted by a solution. For instance, a trust relationship may be restored after it
disappeared, due to the implementation of a protection mechanism. Thus, following
the guidance may restore the requirements model to the model before the change, as
if the change has never happened, or the impact of the change may be diminished.
The feedback also captures these effects on the requirements model.

The effect of feedback is closely related to the Twin Peaks model [Nus01, HYS+11].
The original Twin Peaks model describes the interwoven refinement of requirements
and architecture in the design phase of the system. Here, however, we identified
a different kind of feedback, which arises from evolution (and not refinement).
When the requirements evolve after the system has been completely designed and
deployed, and the architecture is updated to conform to these new requirements, this
architectural update may again have an impact on the requirements. The impact can
lead to the introduction of new elements in R′ or the modification of elements already
present in R′.

The feedback is represented similarly to the guidance, namely as a transformation f
at the requirements level. It captures how the solution affects the requirements when
the guidance is applied to the architecture, and is applied on a requirements model
that is in the evolved situation, i.e., that conforms to the anticipated requirements
template R̂′. Applying the feedback results in an updated requirements model that
conforms to a template R̂?, such that the architecture is again consistent with the
requirements model. It is not always necessary to provide feedback, and it can thus
be an empty (i.e., changeless) transformation.

Illustration The feedback for the ‘disappearing trust’ pattern describes the
transition from the anticipated requirements template R̂′ in Figure 5.5b to the one
shown in Figure 5.9. The notion of a commitment, and the functionality for obtaining
and checking it, need to be introduced in the requirements model after the guidance
is followed, in order to synchronize the requirements and the architecture. Indeed,
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Figure 5.9: Requirements template after feedback

obtaining and verifying the commitment concerns new functionality that the system
must implement as a consequence of the evolution of trust. The decrease of trust has
been (partially) mitigated by means of this commitment; it is believed that the external
agent will properly execute the service, because it has non-repudiably committed to
it. Therefore, the trust relationship is restored in the requirements model.

Again, due to the complexity of the UML metamodel and the length of the
transformation, we omit a complete listing of the feedback here. An excerpt of
it, specified as an Operational QVT transformation, can be found in Figure A.6 of
Appendix A.

Note that, as mentioned earlier, the solution does not provide a strong guarantee that
the task will be executed correctly. It only enables the system to obtain evidence that
the external party did not properly fulfill its task. Furthermore, the external party still
needs to be trusted, both for providing the commitment and fulfilling it after it has
committed to it. Nevertheless, because of the commitment, it is deemed less likely
that the external party will cheat.

5.5.3 Defining change patterns

In summary, for a complete definition of a change pattern, the following information
should be provided:

• A description of a change scenario, as initial and anticipated requirements
templates R̂ and R̂′, and a graphical representation of these.

• One or more solutions for the change scenario, each containing:
– an architectural template Â, and a graphical model of the template
– a guidance transformation g
– a feedback transformation f
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– a description of the guarantees, advantages and disadvantages of the solu-
tion, and the impact of the solution on other non-functional requirements.

5.6 Using change patterns

Change patterns are meant to be collected in a catalog. For instance, an illustrative
catalog has been composed for a family of change patterns related to trust
relationships (Appendix A, [YSJb]). However, an architect needs a methodology
to effectively use a catalog in order to design an evolvable architecture. To this aim,
this section describes such a process, which is accompanied by a proof-of-concept
tool [YSJb] providing automated assistance. More implementation details about the
tool are given in Section 7.6.1. However, tool support is not required, as all steps can
be executed manually.

The first input to the process is a requirements model R, representing the set of
requirements and assumptions of the system. Additionally, the process requires an
initial architectural model A− that already fulfills the requirements, but has not yet
been prepared for the evolution of these requirements. Therefore, the process cannot
be used to design an architecture from scratch, but requires that the architecture is at
least roughly defined.

In the prototype, a traceability model is introduced to connect the requirements and
architectural model for the change patterns that have been applied. The traceability
model records the bindings and decisions that are made during the process. For
instance, using this model it is possible to retrieve the applied change patterns and
the solutions that have been chosen.

The process consists of three stages. First, during the change assessment phase, the
requirements model is analyzed and the applicable change patterns from the catalog
are selected. Second, in the preparation phase, the architecture is prepared with
respect to the selected patterns. Both of these phases happen during the design of
the system. The final phase of the process occurs when the system’s requirements
actually change. Here, the architectural and requirements models co-evolve to a new,
consistent state. Each phase is presented in more detail in the next subsections.

5.6.1 Change assessment phase

In this phase, matches are sought between the system’s requirement model R and the
evolution scenario from each change pattern in the catalog. An evolution scenario
fits with the system requirements if a binding BR̂→R can be found. Finding these
matches corresponds to solving the subgraph isomorphism problem, which is NP-
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complete. However, in our prototype, which uses the incremental pattern matching
framework EMF IncQuery[BHR+10], this does not cause noticeable delays. This is
confirmed by the evaluation in [BHR+10] which shows that results are returned
nearly instantaneously, even for very large models, at the cost of an increased
initialization time of the pattern matching engine. This is acceptable because the
initialization occurs only once at the start of a modeling session.

Each template that fits the requirements model gives rise to a change scenario instance,
which is uniquely defined by the combination of the (generic) change scenario and
the binding with the concrete requirements model. The found scenario instances are
stored in the traceability model for later reference.

For each change scenario instance, its relevance, importance and likelihood needs to
be estimated. To determine the relevance, the transition from R to R′ is investigated.
The architect, the analyst and the other stakeholders need to assess whether this
transition is meaningful and realistic for the system and environment at hand. This
may not always be easy, and may require some creative thinking. If the scenario is
not relevant, it is discarded and the process continues with the next scenario instance.

The importance and likelihood estimation is similar, and in fact closely related, to
the risk analysis of the system. The stakeholders will have to decide which of the
following alternatives is the better choice in the context of the system: allocating
resources to support the evolution scenario now, even though it may never happen,
or ignoring the evolution scenario until it takes place, possibly leading to a greater
cost in the future. Additionally, observe that other solutions, independent of the
architecture, might be possible and preferable, and should be considered.

The decision to support or discard a scenario instance, and the reasons for that, should
be explicitly documented. This information can be integrated in the traceability model.

Illustration By matching the requirements template from Figure 5.5a to the initial
requirements model in Figure 5.2, a change scenario instance is found with the binding
in Figure 5.7. The obtained change scenario instance challenges the trust relationship
between the home gateway and the third-party service provider. Assuming that
the stakeholders agree that the loss of this trust relationship is relevant, likely and
important, the scenario is selected for inclusion.

5.6.2 Preparation phase

If it has been decided that the scenario needs to be supported, a suitable solution needs
to be selected. The suitability is determined by, for instance, the feasibility of applying
the architectural template Â to the current architecture, the guarantees given by the
solution, the implied trade-offs, and the solution’s feedback. If necessary, multiple
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solutions for the same scenario can be selected and implemented simultaneously, e.g.,
to implement multiple layers of protection. Again, the chosen solutions are recorded
in the traceability model. Note that, if no solution from the catalog seems to be
suitable, a custom solution should be defined, possibly outside the change patterns
framework. Providing an extensive catalog of change patterns is not our main goal
at this time, and the current catalog should be extended in the future.

When a solution has been chosen, it needs to be ensured that the associated
architectural template Â is in place. The architectural model A− is prepared for
the scenario by applying the template, resulting in a new architectural model A.

Illustration Take the case where the solution based on commitments from
Section 5.5.2 is chosen by the stakeholders. The initial architecture of the system
(Figure 5.3) is prepared so that it implements the template Â from Figure 5.8. The
resulting architecture is shown in Figure 5.10, together with the binding BÂ→A.
Elements that correspond to roles from the template are shaded in gray and annotated
using notes.

The service store bundle is extended with a handler mechanism. This allows
external handlers to intercept the purchase operation and perform additional actions,
possibly preventing the purchase from being requested. Currently, no handlers have
been configured yet. To provide cryptographic operations, the Java Cryptography
Architecture (JCA) is used, which is included in the default Java Runtime Platform.
The operator further decides that the secure storage, necessary to store proof of the
service provider’s commitment, will not be located on the home gateway itself, but
provided by the operator’s platform.

At present, the architect has to manually ‘inject’ the template. Afterwards, the
architect can use the prototype tool to specify the binding between the architectural
template and the architecture, which is then stored in the traceability model
mentioned before.

5.6.3 Evolution phase

Later in the lifetime of the application, if and when the requirements of the system
evolve, the traceability model can be used to determine whether the evolution
corresponds to a foreseen scenario instance. If this is the case, the guidance g
that belongs to the chosen solution is applied automatically, and the application’s
architecture is updated to the new situation. Additionally, the requirements model is
updated by applying the feedback f .

Illustration Assume the trust upon a service provider disappears, because
customers complain about the provider’s failure to deliver purchased services. This
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(a) Prepared architecture (A)

Roles from template Â Architecture A

System Service Store Bundle
A Service Provider
Cryptographic Module Java Runtime
Secure Storage Operator
IHandler PurchaseHandler
Service Purchase
SignatureVerification Signature
Storage Proof Storage

(b) Binding (BÂ→A)

Figure 5.10: Prepared architecture and binding
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Figure 5.11: Evolved architecture (A?)

corresponds to the change scenario for which a change pattern was selected and
installed. The guidance from the solution needs to be applied to the system’s
architecture using the binding from Figure 5.10b. This is done automatically by
the tool when the change scenario instance is triggered. The guidance is executed,
resulting in an updated UML2 model.

The resulting architecture is shown in Figure 5.11. Thanks to the preparation, the
impact of this change is limited: the commitment handler is added to the home
gateway and wired to the other components, and the service provider needs to offer
a commitment provisioning service. Other components, especially those within the
home gateway device which are expensive to recall or update, remain unchanged
during this evolution.

Note that the requirements model also needs to be updated, according to the feedback
given by the solution. The resulting requirements model is not shown, but it can be
inferred by combining Figures 5.2, 5.7, and 5.9.
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5.7 Discussion

Change patterns can assist the architect in finding a balance between the preparation
of the architecture for a change that will possibly never happen, and the impact
and effort of the change should it happen in the future. For this, the description of
the change patterns should be further enriched with detailed information about the
applicability, consequences and pitfalls, akin to traditional software design patterns.

The main goal of a change pattern is to reduce the effort of co-evolving requirements
and architecture. Besides this effort, attention must be given to the impact of a change
on the architecture. A change with local impact only modifies a small and related set
of architectural elements, and can therefore be performed more easily. A non-local
change modifies multiple elements, but still complies with the overall architectural
design (e.g., the used styles are preserved). Finally, an architectural change modifies
the architecture in more fundamental ways, and can be a very costly operation. A
change pattern can thus strive to minimize high-impact (i.e., architectural and most
non-local) changes in the evolution phase, by prescribing them in the preparation
phase using the architectural template, and restricting the guidance to low-impact
changes.

The process proposed in Section 5.6 forces the architect to explicitly assess a set
of evolution scenarios for the system, corresponding to the scenarios found in the
catalog of patterns. This systematic exploration helps the architect in achieving amore
complete solution. While this chapter presents change patterns for security and trust
requirements in particular, the proposed concepts are more generally applicable. They
are independent of a specific choice of metamodel, so a catalog of change patterns
can be implemented for different requirements and architectural metamodels. The
success of the approach, however, largely depends on the extensiveness of the catalog
that is available to the architect, as the best solution for a foreseen evolution scenario
may not be part of the catalog. This chapter is meant to introduce and formalize the
fundamental concepts related to change patterns; providing an extensive catalog is
beyond the scope of this thesis.

Even if a suitable pattern is found in the catalog, the applicability of the solution can
be limited by the existing architecture’s style. It is possible that the architecture needs
to be significantly refactored in order to integrate the architectural template. This is
usually not a problem when the metamodels dictate a particular style of modeling,
but worsens when languages are used where multiple modeling styles are common
(such as UML). When this is the case, it is important for the architect to carefully
consider the alternative options, such as choosing a different solution that fits better,
or deciding not to prepare for the evolution scenario at that point in time.

Finally, whenever predefined solutions are offered and used, a key issue is the
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correctness of these solutions, i.e., does the solution actually solve the problem
and doesn’t applying the solution introduce unwanted side-effects. Also for change
patterns this is an important question, especially for the guidance and feedback
transformations. The user of the change pattern needs to be confident that the
supplied transformation works correctly in the user’s specific case. Therefore, the
pattern author must attempt to define the transformation such that it works correctly
in as many cases as possible, and explicitly state the necessary conditions for its
correct operation if possible. For critical situations, a formal correctness proof of the
transformation may be required. These issues are not specific for the change patterns
approach, and remain a challenging topic for future research.

5.8 Conclusion

In this chapter, change patterns have been introduced as a promising idea that uncloses
the opportunity for a new stream of research. The main goal of a change pattern is
to provide guidance to efficiently cope with the impact of a change scenario across
artifacts. This guidance can be described in a precise framework that incorporates
the possible need for feedback to the original artifact. The change patterns have been
precisely described in model-driven terms and their potential as a means to support
automation has been illustrated. Further, the practice of using change patterns is
characterized by means of a process.

The next chapter describes an experimental study to validate the hypothesis that
change patterns reduce the required effort to co-evolve the requirements and
architecture of a system, and an industrial evaluation to assess whether the approach
is easy to learn. The chapter after that explores the use of change patterns with
different requirements and architectural models, to show their general applicability,
and describes a prototype tool that supports the use of change patterns.





6
Evaluating change
patterns

The change patterns approach described in the previous chapter has been validated in
two ways. First, it has been empirically validated by means of a controlled experiment
involving 12 subjects. This experiment is described in Section 6.1. Furthermore, to
evaluate the feasibility and applicability of the approach in an industrial context, an
evaluation exercise was performed with an industrial partner. The results of this
evaluation are given in Section 6.2.

6.1 Experimental validation

To evaluate the change patterns approach by means of a controlled experiment, we
have divided 12 subjects in two equally sized groups. The first group (treatment
group) has to first prepare and then evolve an architectural model according to the
change patterns approach. The assignment refers to five change scenarios for the
architecture of a Crisis Management System (CMS) handling the rescue operations in
case of road accidents. The second group (control group) has to go through the same
phases (preparation and evolution) with the same application (CMS) but uses common

103
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software engineering knowledge instead of the change patterns. The objective of this
study is to test whether:

• The treatment group spends less effort, overall, in executing the assigned task,
with respect to the control group

• The treatment group spends less effort in the evolution phase in particular

We thus want to test whether access to the concepts of the change patterns approach
(independent variable) has an impact on the required effort for handling the change
scenarios (dependent variable). Note that the prototype tool has not been used in the
experiment, as this would introduce a second independent variable which could bias
the results. Testing the effectiveness and usability of the prototype would require a
second experiment, but this is out of scope for this study. The material for replicating
this experiment can be found on the change patterns website [YSJb]; the catalog of
change patterns can also be found in Appendix A.

6.1.1 The CMS application

The experiment has been performed based on the requirements and architecture of a
(fictitious) crisis management system (CMS). A brief description of the application
goes as follows. When an eye witness of a traffic accident calls the crisis management
center, an operator answers the call. The operator creates an eye witness report,
based on the information provided by the caller, and enters it into the system. Once a
previously unknown traffic accident has been reported, the crisis management system
assigns an available coordinator to the accident. The coordinator uses the system,
containing a planner, to define a strategy to handle the accident. A strategy consists
of a sequence of (possibly interdependent) missions, for instance transporting the
injured to the hospital, redirecting traffic, and towing the vehicle.

To propose a strategy, the system has links to external information providers, such as
the traffic information center or the national weather service. Furthermore, the system
can contact resource providers, such as various ambulance and helicopter providers,
the police, or towing services. The information obtained from the information
providers, as well as the information acquired from the resource providers, is used to
calculate a strategy.

All subjects of the experiment received a description of the system, including a domain
model of the system, an extensive model of the system’s requirements represented in
Si*, and an initial architecture of the system, described usingmultiple UML component
diagrams.



6.1 • EXPERIMENTAL VALIDATION | 105

(a) Before (b) After

Figure 6.1: Si* diagrams for change scenario CS1

6.1.2 Evolution tasks

Each subject has been assigned with the following tasks, organized in two phases.

Preparation phase The subject is given the 5 change scenarios of Table 6.1. Each
scenario is described textually and, more rigorously, by means of Si*, i.e., a pair of
before and after diagrams. Figure 6.1 provides the diagrams associated to the change
scenario CS1. The complete list of change scenarios is available online [YSJb]. Note
that most of the scenarios in Table 6.1 are supported by an existing change pattern in
the catalog that was provided to the subjects of the treatment group (Appendix A). In
one case, there is no supporting pattern.

The subjects are told that the 5 scenarios must be considered as equally likely to
happen in the future. However, the subjects are told that not all of them will actually
become real. Only a subset (not specified at present time) will be required to be
supported in the next phase. The subjects are asked to prepare the architecture so
that it is easy to implement the changes that are necessary in order to support the
future change.

The outcome of this phase is:

• The updated architectural model (in UML);

• A report explaining, per each scenario, the strategy adopted by the subject to
prepare the architecture and a summary of the modifications that are foreseen
at the architectural level in the next phase, in case the scenario becomes real.
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Scenario Summary Change pattern
CS1 The stakeholders want to have the possibility to switch

their custom geocoding application (to translate
location information to GPS coordinates) to a more
powerful geocoding system, which will likely be
offered by an external party in the future.

CP5 “Delegate execu-
tion of a service to a
trusted actor” (A.2.5)

CS2 With the wide-spread usage of mobile phones, the
stakeholders of the CMS conclude that it should be
possible to extend the current call-oriented system to
a system that allows eye witnesses to report traffic
accidents via text messages (SMS, MMS).

Not supported

CS3 External parties, such as insurance companies and
the government, have expressed interest in obtaining
data from traffic accidents to extract statistics. The
stakeholders agree that this extension would be useful
in the future, as long as the data is not publicly
available to everyone.

CP6 “Delegate
permission to a
service to a trusted
actor” (A.2.6), and CP7
“Providing additional
service with delegated
execution” (A.2.7).

CS4 Studies have shown that, over time, some service
providers (mainly the less-critical ones, e.g., the
towing services) may no longer perform their assigned
missions correctly. To avoid liability problems, the
architecture should be designed such that these
liability issues can be resolved if they occur.

CP1 “Evolving trust of
execution upon exter-
nal actor” (A.2.1).

CS5 Currently, the police shares its availability information
with the crisis management center. The representa-
tives of the police have the fear that this sensitive
information might be abused in the future. To not
unnecessarily delay the introduction of the system,
the system will be given permission to access the
police availability information for the time being, and
are trusted with this permission, but some stronger
guarantee should be put in place in the future.

CP4 “Evolving trust of
permission from exter-
nal actor” (A.2.4).

Table 6.1: Change scenarios
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Evolution phase The subjects are told that change scenarios CS4 and CS5 are
indeed taking place and the extended requirements must be supported in the
architecture, while the other scenarios are not important anymore. The subjects
are asked to modify the architecture prepared in the previous phase. The outcome of
this phase is:

• The evolved architectural model (in UML);

• A report explaining, per each scenario, how the evolved architecture supports
the new requirements and an account of the major changes (and their rationale).

6.1.3 Subjects

Subjects have been chosen via convenience sampling. In particular, the students
of a course of the Master in Computer Science program (engineering degree) have
been selected. The course is mandatory for students majoring in either “distributed
systems” or “secure software”. The Master program takes two years to complete and
follows a Bachelor program of three years. The students are in their last year. In total,
12 subjects have been enrolled in the experiments. Of these, 7 students are majoring
in distributed systems and 5 in secure software. From each major, 3 students are part
of the treatment group.

The students were aware of their participation in an experiment. It has been clarified
to the students that the measures collected during the experiment do not contribute
to the grading. Obviously, the goals of the experiment have not been disclosed to
the subjects. In the context of the course, all subjects have been instructed on the
following topics:

• Software architectures basics (5 hours)

• Documenting SW architectures in UML (2.5 hours)

• Documenting requirements in i* and Si* (2.5 hours)

• Tactics to handle modifiability in SW architectures (recap of 30 minutes)

Further, the treatment group received a 2.5 hours lecture on the change patterns
approach before entering the experiment. The catalog has also been reviewed with
the participants of the treatment group, before the beginning of the experiment. The
control group has been exposed to the same material after leaving the experiment.
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Session 1 Session 2 Session 3 Session 4
Control Lab 0 Lab 1 Lab 2 Lecture on
group (Warm up) (Preparation) (Evolution) change patterns
Treatment Lab 0 Lecture on Lab 1 Lab 2
group (Warm up) change patterns (Preparation) (Evolution)

Table 6.2: Schedule of the experiment

6.1.4 Experiment design

As described in Table 6.2, each subject performed three lab sessions in total. At the
beginning of each lab, an assignment has been given on paper.

In Lab 0, the students were given a simplified version of the architecture, where a
few components were aggregated and presented as one sub-system. A corresponding
Si* model was also provided. The students had to perform four tasks. The first
two tasks require the modification (and hence the understanding) of the given Si*
requirement models. Similarly, the last two tasks require the modification (and hence
the understanding) of the given UML architectural models. Collectively, the four tasks
allow the subjects to become familiar with the application and modeling environment.
As this was a warm up phase, no measures were collected. The students had to
complete the assignment using both lab hours and home work, while preparing a lab
report on their actions and rationale.

In Lab 1, the subjects were given the complete Si* model and the complete UML
model for the system. All subjects started from the same models, irrespective of what
they personally did in Lab 0. It is fair to assume that, as the differences among the
models given in Lab 0 and Lab 1 are only minor, the subjects were familiar with the
given application. The assignment was asking the subject to prepare the architecture
according to the tasks in Table 6.1. Subjects performed the tasks sequentially. The
order of the tasks for each subject, however, was randomized. The students had to
complete the assignment using both lab hours and home work, while preparing a lab
report on their actions and rationale.

In Lab 2, the subjects were asked to execute the evolution phase for the change
scenarios CS4 and CS5 in Table 6.1. Other scenarios were to be ignored. The subjects
had to reuse the architecture they prepared in Lab 1. Subjects performed the tasks
sequentially. The order of the tasks for each subject, however, was randomized. The
students had to complete the assignment using both lab hours and home work. They
turned in a lab report before the exam period started. Both groups were instructed
in class on the tactics presented in [BCK03] concerning modifiability of software
architectures. A copy of the tactics’ description was provided to the subjects on paper.
The subjects were also provided with an example (based on the Crisis Management



6.1 • EXPERIMENTAL VALIDATION | 109

System) explaining what it means to prepare and evolve an architecture. The example
was given on paper and discussed in class.

As mentioned before and shown in Table 6.2, the treatment group received a specific
lecture on how to apply the change patterns methodology. As the control group had
to start Lab 1 while the change patterns were explained to the other group, chances
that knowledge had leaked to the control group were minimized.

The three assignments, the models used in the lab sessions, and the support material
(example of planned and executed evolution, lecture on change patterns, catalog of
change patterns, lecture on modifiability tactics, and so on) are available via [YSJb].
All assignments entailed the modification of UML and Si* models. To this aim, a
tailored tool has been provided to the subjects. The tool integrates in Eclipse (Helios
release) the Si* tool [sis] and the Topcased UML editor [top].

The use of the tool has been explained to the students by means of two tutorial
sessions in class. Also, the students had time to familiarize themselves with the tool
during the warm up lab session.

The tool has been instrumented to keep track of the modification to the models
executed by the subjects and the time they spent on each tasks. The tool has a “pause”
button the subject could press when taking a break. Further, the subjects have been
asked to work exclusively via the tool. For instance, use of pen and paper for drafting
has been discouraged. The rationale for this request is to make the measure more
accurate.

Each time the students were done with a task (e.g., the preparation of the architecture
for a given change scenario) they had to export the project they created within tool.
The exported file contained the results of their work (the final models), the record of
the modifications, and the measures of time spent. The exported file was encrypted
and the student did not have access to the data therein. The exported file had to be
turned in via the course management platform, and in due time.

The study was semi-supervised. The students were fully supervised during lab hours
and, for instance, the instructors were taking care that the tool was used at all times
and that the pause button was pressed during breaks. However, the students had to
complete the assignments during home work. They used the tool at home as well, but
we had to trust that they were following the above instructions.

6.1.5 Measurements

The subjects were monitored by the instrumented tool that transparently creates log
files based on the subject’s actions. The tool records a time stamp (with millisecond
resolution) whenever an editor is opened and closed. From these time stamps, the
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total editing time can be calculated. The start and end of the pause mode is also
recorded. Subtracting the total paused time from the total editing time gives the
effective time. Note that, as all editors are hidden when the tool is paused, the
effective time captures the time needed to edit the models as well as the time spent
on viewing and interpreting them.

Additionally, all modifications (additions, deletions, changes) to the semantic models
(i.e., everything beyond mere graphical changes such as location, size, color, etc.) are
recorded with a time stamp, the feature that was modified, and a representation of
the new (or removed) value.

The subjects were asked to separately submit their results after dealing with each
change scenario CS1-CS5 in the preparation phase, and each of the evolution scenarios
(CS4 and CS5) in the evolution phase. This means that all logged events of previous
tasks are also included in all logs of subsequent tasks. Therefore, the obtained
measures are cumulative. By successive subtraction, measures per task can be
obtained.

To test the hypotheses related to effort presented in the next subsection, the effective
time T1 (as defined above, expressed in minutes) is calculated per task in the
preparation phase. Similarly, for the evolution phase, we calculate the effective
time T2.

6.1.6 Test hypotheses

The experimental results are used to try to reject the following two null hypotheses:

H ′
0 The average combined effort of preparing and evolving the architecture

(µT 1+T 2) is the same in the control group (CG) and the treatment group (TG).

H ′′
0 The average effort to evolve the architecture (µT 2) is the same in the control

group (CG) and the treatment group (TG).

In practice, we are interested in understanding whether the change patterns approach
gives an overall competitive edge (H ′

0) and if the effort in the evolution phase is
reduced (H ′′

0 )

6.1.7 Results and analysis

Test for normality The small size of the sample already suggests the use of non-
parametric test statistics. Nevertheless, we test the normality of the sample data using
the Shapiro-Wilk test, which is the most suitable test given the small data set. The
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(a) Boxplots of T 1 and T 2 for CS4 and CS5 (b) Boxplots of T 1+T 2 for CS4
and CS5

Figure 6.2: Boxplots of the results

test indicates that not all the dependent variables are normally distributed. Hence, for
homogeneity, the non-parametric two-tailed Mann-Whitney-Wilcoxon test is used
later on as location test.

Descriptive statistics Figure 6.2 shows box plots of the results for T1, T2 and
T1 + T2 (in minutes) over the two evolution scenarios (i.e., CS4 and CS5). Please
note that change scenarios CS1–3 have not been followed up for evolution by the
students and, hence, are not considered here. The box plots reveal that some data
points (2, 9 and 10) lie far from the other points and could be regarded as outliers.
Because of the already limited sample size, however, these points are retained. Since
outliers are present (and because a non-parametric test is used), it is more meaningful
to report the median value rather than the mean, as it is less biased by extreme values.
Table 6.3 gives the median values for T2 and T1 + T2. The interquartile ranges in
Figure 6.2 provide an unbiased measure of dispersion.

In summary, the treatment group always performs better than the control group
in terms of overall effort (H ′

0). For the treatment group using change patterns, the
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Effort in minutes T2 T1 + T2
CS4 CS5 CS4 CS5

Control group median 49.26 41.80 68.10 89.97
Treatment group median 21.22 42.42 53.47 61.86

p-value 0.240 0.699 0.485 0.589
1 − β 0.28 0.06 0.07 0.07

Table 6.3: Descriptive and test statistics

median of T1 + T2 is 21% smaller for CS4 and 31% smaller for CS5. For H ′′
0 , the effort

spent in the evolution phase (T2) in the experiment is about the same (for CS5) or
57% lower (CS4).

Statistical test The results of the 2-tailed Mann-Whitney-Wilcoxon test are shown
in the second-last row of Table 6.3. Statistical significance (p < 0.05) is never achieved.
Hence, the null hypotheses cannot be rejected.

Power In order to investigate whether we were committing a Type II error (a null
hypothesis is not rejected despite being false), the power of the statistical test has
been retrospectively investigated. The last row of Table 6.3 contains the results of
the post-hoc power analysis for T2 and T1 + T2. The values are way below the
conventional threshold of 80% and, therefore, the results of the statistical test are not
reliable.

6.1.8 Observations

Besides the quantitative measures of the previous subsection, the submitted solutions
and reports also allow for some qualitative observations.

First, we observed that the subjects of the treatment group could easily identify the
change pattern corresponding to each change scenario. This was also true for scenario
CS3, which combined two change patterns. Likewise, all subjects in the treatment
group concluded that CS2 could not be dealt with by the change patterns in the
catalog.

Further, it was apparent that both the control group and the treatment group used
similar strategies to deal with the evolving trust relationships. This suggests that the
solutions given in the catalog are meaningful to practitioners.
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As far as the solutions themselves are concerned, it was observed that the subjects
of the control group made more errors. For example, they often introduced a single
new component that had to take care of the change scenario on its own. However,
the resulting architecture was often not functionally correct. For instance, a proxy
component was added to enforce authorization in CS3, but the proxy did not expose
the proxied interface to its client. For the treatment group, the solutions tend
to be more sound, although minor problems were discovered. For instance, the
architectural template was occasionally instantiated in the wrong place. A post-
experiment discussion with the subjects revealed that a deployment and behavioral
description of the solution, in addition to the structural description that was already
provided, could be helpful.

Finally, it appears that change patterns push the architect to do something in
preparation. The control group experienced more ‘freedom’ to postpone all actions
to the evolution phase, and often did, whereas the treatment group felt that a
solution from the catalog needed to be applied. However, when the control group did
something in preparation, it often amounted to implementing almost the full solution,
leaving little work for the evolution phase. In this respect, we believe that change
patterns can help the architect with finding a suitably balanced solution.

6.1.9 Threats to validity

Internal validity

The subjects were not familiar with all the technologies that were used in the
experiment (in particular, the Si* notation). This may have negatively influenced
their performance. However, by means of the lectures and the warm-up lab session,
it is hoped that the impact of this factor has been reduced to a minimum.

As a second threat to internal validity, the subjects could have communicated with
each other, both within the same group or between the control and treatment group.
Also, material such as the catalog could have been passed on to other subjects.
To counter this, the subjects were repeatedly reminded of the fact that they were
participating in an experiment, and that it was important that the subjects in both
groups worked independently. Furthermore, the lab sessions were supervised, so that
the supervisor could restrict the inappropriate sharing of information. Also, due to the
lab schedule and randomization of tasks, each subject was almost always performing
a different task than the other subjects. Finally, even though it was observed that the
solution strategies of both groups are similar, no subject from the control group clearly
implemented a solution from the catalog, indicating that not much communication
between the groups has occurred.
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A third threat to internal validity relates to the difficulty of obtaining accurate
measurements about the software design process as performed by a subject. For
instance, the subjects may have forgotten to pause the tool when taking a break,
although the subjects were repeatedly reminded by the lab supervisors. Also, subjects
may have forgotten to export their intermediate result (including the measurements)
right after performing each task, thereby distorting the per-task measurements.
Finally, the way in which the tool was used outside the classroom (i.e., at home)
could not have been controlled.

External validity

The main issue threatening the generalization of the results concerns the use of
master students instead of professionals. However, it is generally advised to test
new theories starting with students via exploratory studies [Tic00, CJM10]. Further,
Runeson observes that differences can be small between graduate students (our case)
and professionals [Run03].

Another threat is the fact that the tasks in the experiment were designed with change
patterns in mind. Indeed, three of the five tasks are covered by exactly one change
pattern. The case study of the crisis management system itself, however, was already
used during an earlier run of a similar course, and hence not specifically designed for
this experiment. This threat limits the generalization of this study to these evolution
scenarios for which change patterns have been defined.

The tasks are also of a small size with respect to real-world design endeavors. Larger
tasks require more time for the experiment execution, and loosen the control on
the experiment itself. Given the time-frame of the experiment (2 lab sessions), the
used tasks represent the best compromise. However, we acknowledge that the study
should be replicated with larger tasks.

6.2 Industrial evaluation

The previous section shows that, because of the limited sample size, the results of
the experiment are not statistically significant. Also, because the experiment was
executedwith students, the conclusions of the experiment cannot easily be generalized
to practitioners. Therefore, in order to evaluate the feasibility and applicability of
the approach in an industrial context, and to evaluate whether the approach can be
(self-)learned easily, an evaluation exercise was performed with an industrial partner.
The following subsections describe the case study, setup, execution and results of this
exercise.
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6.2.1 Case study

The exercise was performed on a case study provided by the industrial partner. The
case study involves the home gateway device, upon which the running example from
Section 5.1 in the previous chapter is inspired. The industrial partner is currently
developing a prototype of this device. The prototype focuses on a different scenario
than that of purchasing home services, namely obtaining news feeds. Via the
home gateway, a user (via a client device) can obtain news feeds from one or more
news providers. These feeds can be personalized, and some feeds requires a paid
subscription in order to access them.

The industrial partner created a UML description of the architecture of the case study.
The experimenter then defined a corresponding requirements model expressed in Si*.
These models define the initial situation on which the exercise is based. All models
were shared with the participants before the exercise started, in order to identify and
remove any remaining problems.

6.2.2 Participants

In the exercise, two participants working for the telecommunications operator
developing the prototype have applied the proposed approach to the home gateway
case study.

The first participant is a telecommunications engineer. This participant has four years
of experience as a professional, plus one more year as an intern. The participant
performs technical work in research projects, and is specialized in application design
and communication protocols. He has plenty of programming experience (mostly
on prototypes), and has experience with software architecture and design. He has
limited experience with requirements engineering. This participant is currently also
completing a PhD program.

The second participant does an internship at the telecommunications company, cur-
rently working there for six months, and is about to graduate as a telecommunications
engineer. The software engineering experience of this participant is mainly academic.

6.2.3 Design and setup

The exercise consisted of three phases. Each of these phases is explained in the
following subsections. In summary, during the study phase the participants learned
the change patterns approach and acquired the necessary background knowledge (i.e.,
the UML and Si* modeling languages). During the execution phase, the participants
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autonomously applied the change patterns approach, which consists of preparing the
architecture of the case study for two given evolution scenarios, and afterwards
evolving the architecture for one of them. Finally, in the follow-up phase, the
participants responded to a questionnaire and participated in an interview.

Study phase

In this phase, the participants autonomously studied the necessary background
information to perform the exercise. The provided study material consisted of (1)
a set of slides about the relevant portions of UML (namely component, composite
structure and deployment diagrams); (2) a textual tutorial and slides about Si* (and i*
on which Si* is based); (3) a textual description about the change patterns concepts
and approach, complemented with slides summarizing the approach; and (4) the
catalog of change patterns to be used during the execution phase. The material about
UML served as a recap, as UML was already known to the participants beforehand.
The rest of the material was new to them. The participants were asked to keep time
sheets of their activities during this phase.

Execution phase

At the start of this phase, a short presentation about the change patterns approach was
given to refresh the participants’ memory. Afterwards, the participants were given
two tasks, described later in this section. For each task, a possible evolution scenario
was provided to the participants, for which they had to prepare the architecture of the
case study by applying the change patterns approach and using the catalog. Each of
the scenarios corresponded to a specific pattern from the catalog, but this information
was not shared. Finally, the participants were asked to evolve the second scenario.
They did not know which scenario was to be evolved in advance.

The execution phase was monitored via a video conference. The experimenter could
continuously monitor the participants using a webcam, and simultaneously track
the performed actions using screen sharing software. During the exercise, the
experimenter created an event log, e.g., noting down questions that were asked,
actions that were undertaken or difficulties that were encountered.

To edit the UML and Si* models, the participants used the same tool as the subjects
from the controlled experiment in Section 6.1.

Scenario 1: Diminished trust concerning credentials The users give permis-
sion to the home gateway device to cache the credentials for the feed service, as shown
in Figure 6.3a. They also trust the gateway device to not abuse these credentials.
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(a) Before

(b) After

Figure 6.3: Si* diagrams for change scenario 1

(a) Before

(b) After

Figure 6.4: Si* diagrams for change scenario 2

However, in the future, it is conceivable that some users may lose their trust in the
gateway device with regard to this permission. For example, a malicious piece of
software could use the gateway to obtain access to the paid feeds without the user’s
consent. This new situation is depicted in Figure 6.3b.

Although the scenario is unlikely in the current setup, it may happen in the future,
e.g., when more third parties can install their bundles on the gateway. Therefore, the
architecture of the gateway should be prepared such that a low-impact solution to
this trust problem can be instantiated in the future.

Scenario 2: Diminished trust concerning service delivery Users currently can
only use the gateway at their own home for accessing the feed service. Most likely, a



118 | chapter 6 • EVALUATING CHANGE PATTERNS

user will trusts his/her own gateway, as shown in Figure 6.4a.

However, with mobile devices as clients, it is expected that users will want to access
their feeds at all times, also when they are at another place, for example at a friend’s
house (roaming). In this case, there is no longer a trust relationship with the home
gateway for providing the news feed service. For instance, a user may fear that the
untrusted gateway will request more (paid) feeds than the user wants. This situation
is shown in Figure 6.4b.

While the roaming scenario is currently not foreseen to be deployed, it is possibly
going to be deployed in the future. Therefore, the architecture of the gateway should
be prepared such that a low-impact solution to this trust problem can be instantiated
in the future.

Follow-up phase

After the execution phase, the participants were given a questionnaire to rate their
experience with the approach. Later, a follow-up phone interview was conducted
with each of the participants, to clarify their responses to the questionnaire and to
provide additional feedback. The questionnaire, and the participants’ answers, are
available online [YSJb].

6.2.4 Findings

The goal of this validation exercise is to explore whether the change patterns approach
is suitable in the industrial context, and to pinpoint the issues that might hinder its
adoption. To be industrially applicable, (1) the effort required from software engineers
to learn the approach should be acceptable; (2) the methodology to apply the change
patterns should be clear and sound; and (3) the provided catalog of change patterns
should be clear and valuable for the user. In the following subsections, the results of
the exercise with respect to these three aspects are discussed.

Learning curve

Both participants did not have any prior knowledge about the change pattern
approach or the Si* methodology, but were already familiar with UML. This profile is
typical for software engineers working in an industrial context.

The participants reported a study time of 5 to 6 hours, which includes the time to
study the change patterns approach and the Si* methodology, the time needed to
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refresh the relevant parts of UML, and the time spent installing and experimenting
with the tool that was used.

The participants have acquired the necessary knowledge in an off-line and au-
tonomous manner (with the exception of the short summarizing presentation at
the start of the execution phase). Hence, it can be concluded that the total time
for learning the approach, including its dependencies, is acceptable for software
engineers.

In the follow-up interview, the less experienced participant indicated that the
training was insufficient: while the concepts were clear after studying the provided
documentation, some practical experience with the approach was found necessary in
order to apply it correctly. Therefore, in order to estimate the learning time of the
approach, the time needed to perform an exercise should be added.

Change pattern methodology

The execution phase of the evaluation exercise lasted about 2 hours. In general, both
participants were able to successfully apply the approach. For both scenarios, the
participants selected the correct pattern from the catalog and correctly instantiated a
solution.

In the follow-up interview, it was indicated that most problems encountered during
the exercise are related to the operation of the graphical editor in the tool, which are
independent from the change patterns approach. The reported problems with the
approach itself are the uncertainty about whether a selected pattern is actually the
correct one (although both participants eventually selected the correct pattern) and
the difficulty of selecting between the alternative solutions for a single pattern.

Furthermore, one of the participants remarked that relying on a catalog with a
predefined set of solutions could prevent out-of-the-box thinking, as the range of
solutions that are considered for a problem may be limited to the ones in the catalog.
On the other hand, this participant acknowledges, the value of the catalog is not
to provide every possible solution, but to remind the reader of solutions that have
proven to work in the past. Therefore, each solution should be carefully examined
in the context of the system before applying it, and it may be necessary to come up
with a solution that is not in the catalog.

Overall, the answers to the questionnaire [YSJb] show that both participants found
the change patterns approach useful and think it can be successful in an industrial
context.
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Pattern catalog

In the follow-up interview, one participant has remarked that the catalog provides
sufficient support for dealing with changing trust relationships, but it should cover
additional types of change (besides changing trust relationships) before industrial
adoption would be considered.

Furthermore, to alleviate the difficulty of selecting between the alternative solutions
of a pattern, the description of the pattern should include more information about
the trade-offs (benefits and drawbacks) for each of the solutions that are proposed.
Also, both participants indicated that the distinction between the preparation and
evolution part of each solution in the catalog should be made more explicit.

In terms of tool support, the availability of an electronic version of the catalog
(integrated in the tool) was suggested by both participants.

6.3 Conclusion

In this chapter, we have experimentally validated the effects of change patterns on the
performance of a software architect. In a controlled experiment we have measured
the performance of 12 master students in a course on software architecture while they
performed five tasks related to software evolution, where half of the group did use
change patterns and the others did not. The results of our study, although too limited
in size to achieve statistical significance, support the hypothesis that change patterns
reduce the required overall effort to co-evolve the requirements and architecture of a
system. Also, the study showed that the participants had little difficulty in identifying
and applying the correct change pattern, and that the solutions of participants that
used change patterns were similar to the solutions of those without access to the
patterns.

Furthermore, a small-scale industrial evaluation was conducted with two participants
from an industrial partner. This evaluation showed that the approach is easy to learn in
a limited amount of time. The participants concluded that, given some improvements
to the pattern catalog and the used tool, the approach can be successful in an industrial
context.



7
Implementing change
patterns

In Chapter 5, we have defined a framework for representing change patterns, which
is illustrated using a catalog of patterns for changing trust relationships expressed
in Si* and UML. In this chapter, we look at the change patterns approach from a
more practical point of view. We describe a proof of concept implementation of
this framework [YSJb], and outline how this implementation can be used by its two
main stakeholders, namely the modeler of the system and the pattern author. At
the same time, we use change patterns with a different type of security requirement
and a different architectural modeling formalism, in order to substantiate our claim
that the framework itself is independent from the use of Si* or UML. In particular,
we focus on changes in access control requirements, which we model using the
Problem Frames approach. For the architecture, we use the Kevoree platform, a model-
based middleware platform that enables runtime reconfiguration. These choices also
allow us to explore the use of change patterns for propagating a change from the
requirements model down to the running system.
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7.1 Running example

As a running example for this chapter, we use the development of electronic health
care system. For presentation purposes, we limit ourselves to a very simple system,
namely one that allows a doctor to view the electronic health record (EHR) of a patient.
We consider one particular change to this system, namely extending it with support
for emergency situations by means of ‘emergency levels’ [BP09]. When a certain
emergency level is made active, additional policies become enabled that grant more
permissions to the doctors that are using the system, for example the right to view
records of patients to which they would not have been granted access otherwise.

7.2 Background

The discussion in this chapter refers to attribute-based access control mechanisms,
the Problem Frames approach and the Kevoree middleware platform. For readers that
are not familiar with one of these concepts, the next three subsections provide a brief
introduction.

7.2.1 Attribute-based access control

The model for access control policies that we use is based on the attribute-based
access control paradigm. In particular, it borrows from the XACML specification
[OAS05], in which access control policies (primarily) consist of a set of rules that are
evaluated by a Policy Decision Point (PDP) to obtain an access decision for a particular
access request. The individual rules consist of predicates on the values of attributes
of the subject, resource, action, and environment that are part of the request. When
evaluating a policy rule, the values of these attributes are obtained from a Policy
Information Point (PIP). For simplicity, we will consider the PIP to be a part of the
PDP component in this chapter, and refer to the union as PDP. Once the final access
decision is made, it is enforced by the Policy Enforcement Point (PEP), which guards
access to the protected resources. Also, a policy may contain obligations, which are
actions that must be performed whenever an access decision is enforced.

7.2.2 Problem Frames

The Problem Frames approach, developed by Jackson [Jac01], is a technique for
requirements elicitation and modeling. A system that needs to be built is represented
as a set of diagrams that, when combined, define what the system should do. One
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of the crucial principles is the inclusion of the system’s real world environment in
the diagrams. Two types of diagrams are defined, namely context diagrams, which
model the system located its environment, and problem diagrams, which detail the
context diagram by modeling individual requirements. In this chapter, we will mainly
be concerned with the problem diagrams.

Requirements in Problem Frames are always conditions that must be fulfilled in the
real world. Note that this is different from other definitions of a requirement that
boil down to directly constraining the behavior of the system itself. Instead, in the
Problem Frames approach, constraints that directly talk about the behavior of the
system are called specifications. This distinction stresses the importance of relating
the behavior of the system to that of its environment.

A problem diagram is composed of a set of domains. Figure 7.1a shows an example of
a problem diagram for our running example. The system is represented as a special
domain, called the ‘machine domain’. In our example, the machine domain is the
EHR Viewer. It is represented with a rectangle with a triple left border. Each problem
diagram contains a single machine domain (although this machine can be regarded
as a subset of the entire system, if needed).

Other types domains that can appear in themachine’s environment are causal domains
(which follow well-known laws, like mechanical devices for example), biddable
domains (which can act unpredictably, and often represent humans) and lexical
domains (which represent information or data). Domains are graphically represented
by rectangles. A letter in the bottom right corner indicates the type of the domain
(with ‘C’ for causal, ‘B’ for biddable, and ‘X’ for lexical). If a domain has to be designed
as part of designing the system, it is called a designed domain, which is represented
by a double left border. If not, the domain is called a given domain. In our example,
there is a biddable (given) domain for the doctor, a causal domain for the terminal
that the doctor uses, and a (designed) lexical domain that represents an electronic
health record.

The domains in a problem diagram are connected via shared phenomena. A
phenomenon is always controlled by one domain, but can be connected to multiple
domains. It can represent a simple value, the current state of a domain, or an event.
Our example problem frame contains phenomena such as the event ViewEHR, shared
between the doctor and the terminal, which indicates that the doctor commanded the
display of an EHR via the terminal. Another example of a shared phenomenon is the
data that is part of the EHR domain, which is also available to the machine.

A requirement, then, is an intangible description of relationships between phenomena
of the domains in the system’s environment. It is represented as a dashed oval,
connected to the domains to which it refers via dashed lines. Note that it can refer to
phenomena of a domain that are not shared with any other domain. In the example,
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the requirement states that every doctor that is accessing some EHR is allowed to do
so by the access control policy rules. Note that, for simplicity, the phenomena that
the requirement refers to have not been explicitly represented in this figure. They
consist of the state of the doctor accessing some EHR, the access control policy rules,
and the electronic health record that is viewed.

Remark that we have not yet described how the access policy is modeled. For this,
we use less common Problem Frames concept, namely a (lexical) description domain.
According to Jackson, this is a tangible description, embodied in the physical domain
(in contrast to a requirement, which is an intangible description). It is used for
’late binding’, i.e., specifying behavior in a lexical domain that the machine must
be exhibit at runtime (instead of describing the exact behavior once and for all in
the requirement). It has shared phenomena with the machine (solid line), which
represent the representation of the policy rules, and references to other domains over
which the policy predicates (dashed lines), just like a requirement. The phenomenon
between the description domain and the requirement, then, represents the meaning
(semantics) of the policy rules.

7.2.3 Kevoree platform

The Kevoree platform [FMF+12] aims at enabling distributed reconfigurable software
development. It is built around a component model, which includes concepts such
as components, nodes, ports and channels. Components are deployed on nodes, and
communicate via their ports using channels. The component model is backed by
an implementation that allows a developer to easily define new components, ports
and channels. It is possible to combine various node types in a single system. Some
examples of node types that are currently supported are JavaSE, Android and Arduino
nodes.

In Kevoree, the running system is represented and managed as a model. Components
within the system can retrieve and inspect this model, and update it directly via the
model API, or by means of a scripting language. The updated model can then be
(re-)deployed, which causes the running system to reconfigure itself. The Kevoree
platform synchronizes the changes so that they become visible to the other nodes in
the system.

In summary, the Kevoree platform allows the model-based management of a running
system, by supporting the retrieval of the architecture of the running system as a
model, themodification of this architectural model, and the automated reconfiguration
of the running system based on the updated model.
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7.3 Modeling the example

In this chapter, we do not focus on changes to individual policy rules, as these
(typically) have little impact on the system’s structure. Indeed, as access control rules
are typically specified in a policy document that is interpreted by the PDP, changes
to the individual rules can be made by updating the policy document file, and feeding
the updated file to the PDP. While the access decisions themselves may change after
interpreting these new rules, the system’s architecture remains unchanged. Within
the access control model proposed by the XACML specification, modifying individual
rules is thus not very relevant from an architectural point of view.

Instead, the aspect of the policy that is interesting—from the architectural point of
view—is the set of subjects, resources, actions, attributes and obligations that can be
used when specifying the rules. We call this the expressivity of the policy. Whenever
the expressivity of the policy changes (for example, by adding a reference to a new
attribute, resource, etc. in the policy), the architecture of the system may need to be
adapted to ensure that the policy can still be evaluated and enforced.

In contrast to specifying individual rules, outlining the expressivity of the policy is an
activity that belongs to the problem domain of the software development process, i.e.,
it should be done during the requirements engineering of the system. We choose to
incorporate the expressivity of the policy in the Problem Frames approach described
earlier, which appears to be well-suited for this purpose.

In the context of our running example, the system needs to be extended with
functionality to set the current emergency level, and should make the current
emergency level available as an (environment) attribute to the PDP. The Problem
Frames model of the example system (before the notion of an emergency level is
introduced) is shown in Figure 7.1a, and was described in Section 7.2.2. As a reminder,
it shows a system that consists of an EHR Viewer (the machine domain), which a
doctor can use (via a terminal) to view a patient’s EHR. This access is regulated by
means of a policy, which currently can only refer to the doctor’s and patient’s identity
attribute.

A simplified model of the Emergency Level subsystem is shown in Figure 7.1b. It
consists of a management machine domain that can retrieve and update the current
emergency level. To connect both subproblems, the current emergency level should
be made available to the policy, as shown in the right hand part of Figure 7.1c.

The initial architecture of the running example, represented in a manner similar to
Kevoree’s editor, is shown at the top of Figure 7.2. It has three Java nodes: one for the
client, one for the business logic and one where the data is stored. On these nodes,
several components are deployed, such as the doctor’s client GUI, the e-health system
containing the business logic, the policy decision point, and a user database. Also,
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(a) Problem frames model of the example before making the emergency level
available to the policy

(b) Model of emergency level handling

(c) Model of the example after making the emergency level available

Figure 7.1: Problem frames models of the example
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Figure 7.2: Initial (top) and final (bottom) Kevoree architecture of the e-health example

one of the nodes needs to contain a component dedicated to the change patterns
approach, which will discussed in Section 7.6.

The bottom of the figure shows the architecture of the example after the proposed
change, i.e., after the emergency level attribute is made available to the policy decision
point.
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Figure 7.3: Example scenario with initial requirements template R̂ (top) and the
anticipated template R̂′ (bottom)

7.4 A change pattern for access control

This section introduces a change pattern for access control that can be used to solve
the situation presented in Section 7.3. This change pattern uses Problem Frames to
model the requirement scenario. In particular, the change scenario of the pattern
deals with extending the access control policy with the ability to refer to an attribute
of the environment. Figure 7.3 contains a graphical representation of this scenario. It
describes a domain that represents the environment, controlling an attribute that is
originally not referred to by the policy. This is the initial template R̂ of the change
pattern. The anticipated template R̂′, then, is the situation in which the policy does
refer to that attribute.

It is important to note that, as mentioned in Chapter 5, the graphical representation
from Figure 7.3 is by itself not well-suited to precisely capture the scenario. Indeed, to
automatically detect instances of these templates, it is necessary to include negative
conditions (here indicated with a cross) and other constraints to prevent a domain
that represents a resource or subject matches with the environment domain from
the template, for example. Nevertheless, the graphical representation can be used to
visualize the pattern in a user-friendly way.

A solution for this pattern, specified in terms of an architecture based on Kevoree,
consists of the following. The general idea of the solution is to deploy a component
in the system that provides the value of the attribute to the PDP.

The guidance of the solution is based on an architectural template Â (expressed using
the Kevoree metamodel), shown at the top of Figure 7.4, that essentially defines
roles for the component type of the new attribute provider, the port of the PDP for
connecting to the attribute provider, the channel to use, and the node on which the
attribute provider needs to be deployed. Applying the guidance then generates and
executes a Kevoree script that instantiates a new instance of the attribute provider,
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Figure 7.4: Initial architectural template Â (top) and the template Â? after applying
the guidance (bottom) of the example pattern

Figure 7.5: Template after feedback R̂?

deploys it on the correct node in the system, and connects it to the correct port of the
PDP, so that the system matches the template at the bottom of Figure 7.4. Executing
this guidance does not just update a model of the system, but also reconfigures the
running system so that it conforms to the updated requirements.

The solution also contains a feedback part. Indeed, the new attribute provider needs
to ensure that it always returns the correct attribute value. At the requirements
level, this is translated to the introduction of a new domain that represents a model
of the environment, and a new requirement that demands the correspondence of
the attribute value of the model and the real attribute value of the environment. A
graphical representation of this situation is given in Figure 7.5.
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7.5 Tool support for change patterns

The change patterns approach is supported by a proof of concept tool, and has two
aspects, each of which is relevant to a different stakeholder. The first (and primary)
stakeholder is the end user. In this context, this is the person (or group of people) that
models the requirements and the architecture of the system. In the e-health system,
for example, this person needs to add the concept of emergency level to the Problem
Frames model, specify how the emergency level is managed, and specify that the
current emergency level can influence access control decisions. Furthermore, this
stakeholder is responsible for creating the architecture, which is based on Kevoree in
our e-health example.

The second stakeholder is the author of a change pattern catalog. This person
documents change patterns with respect to a certain domain, like access control
in our example. In practice, he does not directly interact with the prototype, but uses
a framework (i.e., an API) that allows him to specify patterns that can be used by the
modelers. For instance, he should specify a change pattern (consisting of a scenario
and a solution) for dealing with a new environmental attribute for an access control
policy.

The rest of this section describes the tasks of these two stakeholders in more detail.
We also show how the prototype can be used for each of these tasks. More details
about the actual implementation of the prototype are given in Section 7.6.

7.5.1 Modeler tasks

When the modeler modifies the requirements model of the system, other models of
the system (e.g., the architecture) should be updated accordingly, so that all models
remain consistent. Eventually, the running system should be updated as well so that
the model describes the actual system.

In our running example, the modeler needs to maintain consistency over two models,
namely the Problem Frames model that is used for describing the expressivity of an
access control policy on the one hand, and the architectural model defined using
the Kevoree framework on the other hand. The prototype supports this action
by continuously monitoring the model that is being edited, based on the available
set of change patterns, as described later in Section 7.6.1. In the e-health example,
the modeler edits the original Problem Frames model (Figure 7.1a) in Eclipse, and
augments it with the concept of an emergency level (Figure 7.1c).

By adding the emergency level, the Problem Frames model now corresponds to the
initial situation of the change pattern from Section 7.4. This is automatically detected
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Figure 7.6: Change Patterns Dashboard

and brought to the attention of the modeler, who can then choose to either select
or ignore that particular instance. To this aim, the prototype contains a change
pattern dashboard view, shown in Figure 7.6. When a new instance of a pattern has
been found, this is indicated by adding the instance in the leftmost list (“Undecided
instances”).

The modeler can then include the newly detected pattern instance for further analysis,
or choose to ignore it. In practice, selecting an instance for further analysis means
that the model is kept being monitored to detect the occurrence of the anticipated
situation for that instance. To judge the relevance of the pattern instance, it can be
opened for inspection, resulting in the editor shown in Figure 7.7. This editor shows
the name and a description of the instance, and shows the elements from the model
that play the roles of the template defined by the change pattern scenario.

At the same time, if the pattern instance is not ignored, one or more solution
instances can be attached. A solution instance corresponds to a transformation of
the architecture of the system. In Figure 7.7, it is visible that the catalog contains
one solution for this evolution scenario in combination with an architecture modeled
in Kevoree, namely connecting the policy decision component with the attribute
provider component of the new attribute.

If the modeler selects this solution, he has to link the generic architectural solution
template to the actual architecture of the system, by specifying a binding between the
roles of the template and the elements in the system’s actual architecture. Concretely,
the modeler has to select, for each role of the template, the Kevoree model element of
the running system that should play this role, as shown in Figure 7.8. The solution is
now prepared, and this makes the system ready to automatically handle the inclusion
of the emergency level in the policy’s attributes in the future (if necessary).
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Figure 7.7: Change pattern instance details

When the modeler at a later time edits the access control policy model, and adds a
reference from the policy to the current emergency level (i.e., updating the model
to the one shown in Figure 7.1c), this is detected as an occurrence of the previously
selected change pattern instance. The modeler is then prompted to apply the prepared
solution, as shown in Figure 7.9. When the solution in the e-health case is applied, the
Kevoree model is automatically adapted to the one in Figure 7.2, by adding an instance
of the Emergency Manager component, and adding a binding between the PDP
component and this new component. Of course, this requires that an implementation
of an Emergency Manager component is already available. The new model is then
deployed to the running system, and from that point on, the emergency level attribute
is effectively available to the policy evaluation engine.

Note that, in our example, the actual running system is updated automatically. While
it may not always be necessary (or even desirable) to do this, it demonstrates a
powerful usage scenario that becomes available by using the proposed approach.
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Figure 7.8: Preparing a solution by specifying the binding

Figure 7.9: Apply the solution
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7.5.2 Pattern author tasks

The patterns that are used by a modeler have to be defined beforehand by a pattern
author. This stakeholder can use the provided framework to define patterns in an
easy manner. Defining a pattern consists of two parts: defining the change scenario,
and defining one or more solutions for that scenario. Scenarios and solutions are
coupled using the extension mechanism of Eclipse, so it is also possible to define only
a scenario, or to define a solution that belongs to an already existing scenario. In this
way, existing change pattern catalogs can be extended with new solutions simply by
installing a new plugin.

To specify a change scenario, the pattern author starts by creating the two
requirements templates of the change scenario, namely the situation before and
after the change. These templates can be specified in any suitable manner, as long
as there is a method to find all matches of a template with an actual model. Our
prototype offers support for specifying patterns using EMF IncQuery [BHR+10], but
other techniques can easily be added.

To define a solution, the pattern author again creates two templates, namely of
the architectural template before and after the solution is applied. Additionally, a
transformation must be defined that converts a model that matches the first template
to a model that matches the second. Again, transformations can be specified using any
available technology. For the running example, a solution is defined that connects a
PDP component with an Attribute Provider component by adding a binding between
their ports. The transformation is performed by generating and executing a Kevoree
reconfiguration script, which updates the architecture of the running system.

To make this pattern available to other users, two factory classes should be
implemented, based on classes from the change pattern framework. One factory
is responsible for creating the scenario, the other for the solution. These factory
classes are placed in the Eclipse plugin with the above scenarios, and are registered as
an extension to the change pattern framework using the Eclipse extension mechanism.
Other users can now use the pattern simply by installing the plugin.

7.6 Implementation details

The implementation of our prototype consists of two parts. The first part of the tool
is a set of Eclipse plugins that implement support the change patterns framework
from Chapter 5. This part, therefore, is a reusable framework that can be reused for
all change patterns, including the Si*-based trust patterns from Appendix A and the
Problem Frames-based pattern from this chapter. The second part of the tool is written
specifically for connecting the framework to the Kevoree platform, to implement the
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Figure 7.10: General architecture of the prototype

solutions for the access control change pattern. Both parts are described in the
following subsections.

7.6.1 Change patterns framework

The prototype tool [YSJb] is implemented as a collection of Eclipse plugins, and is
based on the Eclipse Modeling Framework (EMF). Figure 7.10 shows the general
structure of the tool, with the Si*-based patterns from Chapter 5 as example. Besides
the core framework, additional plugins (shown in the ‘Technology support layer’) are
used to integrate the framework with different technologies (such as EMF IncQuery
and QVT, for example) that can then be used by pattern authors. The tool takes
advantage from the standard Eclipse extension mechanism by defining an extension
point that allows other plugins to add new change patterns (shown in the ‘Pattern
catalog’ layer). The tool has been designed to be extensible with other meta-models;
currently, it handles Si* and Problem Frames as requirement models, and UML and
Kevoree as architectural models.

The requirements model R is continuously monitored for changes, and after each
change the requirements model is matched against the initial requirements templates
of the change patterns in the catalog. For all patterns that are currently implemented,
this matching is performed using the EMF IncQuery framework [BHR+10], although
any mechanism can be used. The advantage of EMF IncQuery is that matching
happens incrementally, i.e., a change to a model does not require all patterns to be
matched again. Instead, only the matches that can possibly have been influenced by
the applied change are recomputed. In this way, pattern matching remains nearly
instantaneous, even for very large models.

Using the pattern matching, change scenario instances (i.e., bindings BR̂→R) are
automatically detected and reported to the user while the requirements model is



136 | chapter 7 • IMPLEMENTING CHANGE PATTERNS

being edited. The user can view the details for each of these scenario instances,
and accept or reject the scenario for further consideration. For the accepted scenario
instances, the user then selects one or more corresponding architecture-level solutions
to apply. From then on, the requirements model is also monitored for the appearance
of the anticipated situations (corresponding to R̂′) of these change scenario instances.
Their appearance automatically triggers the execution of the appropriate guidance
and feedback transformations.

Note that the initial and anticipated situations are described using two separate
templates, and are independently matched with the requirements model. This means
that, when a binding with an anticipated requirements template is found, it must be
determined to which initial situation it corresponds, in order to apply the solution
that was chosen for that change scenario instance. This correspondence is, by default,
determined by checking if all common roles (i.e., roles that have the same name) of
the initial and anticipated templates are bound to the same element. If, for some
pattern, this is not the correct behavior, the author of the pattern can override this.

If the pattern author chooses to base a pattern on EMF IncQuery, he needs to define
both the initial and the anticipated requirements models as VIATRA graph patterns,
from which code is generated to perform the pattern matching. Other pattern
matching techniques can be used as well, but then the pattern author also needs to
implement the framework’s interface for finding the matches. The exact mechanism
that is used is not exposed to the rest of the framework or the end user.

Similar to the detection, the precise method for executing the guidance and the
feedback is shielded from the rest of the implementation and the end user. The
guidance and feedback implementation receives the model to be updated as an input,
as well as the binding between the corresponding template and that model. This
binding is used to retrieve elements from the model by their role name. In the base
implementation, support is provided for regular Java code or a QVT transformation,
but it is straightforward to use a different specification method, such as another
transformation languages. For the example in this chapter, we use Java code to
generate a Kevoree reconfiguration script.

In contrast with the complexity of implementing a transformation, the guidance and
feedback can also be specified in a simpler, less flexible alternative, namely as an EMF
Change Description. A Change Description records the net difference between an
initial and a final model, but not the process of going from one to the other. This
implies that, to use a Change Description, the template and the relevant part of the
concrete model must have exactly the same structure, as no advanced behavior (loops,
conditional actions, etc.) can be used. For example, connecting two ports located at
a different depth in a component hierarchy requires that new ports are introduced
at the intermediary levels. This transformation cannot be specified in a generic way
using a Change Description, but requires the control structures of a transformation
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language. For simple patterns, however, using a Change Description might be a viable
solution, as it is easier from the perspective of the pattern author.

7.6.2 Connecting with Kevoree

For the example in this chapter, the Eclipse environment needs to be connected to the
Kevoree runtime. This is achieved as shown in Figure 7.11. The left hand side shows
the Eclipse environment, which is used for modeling. This environment contains
the plugin for the change pattern framework (displayed in bold). Additionally, it
contains a plugin that defines change scenarios for access control modeled using
Problem Frames, and the plugin that defines solutions based on Kevoree for these
change scenarios.

The right hand side shows the Kevoree environment. It consists of several JavaSE
nodes, which are connected through the Kevoree middleware framework. One of the
nodes contains a component that makes the Kevoree model of the running system
available via CDO1. This link enables the modeler to refer to Kevoree elements in
Eclipse when specifying the solutions, and allows applying the transformations
defined by the solutions to the running system.

1CDO is an Eclipse technology to enable distributed, concurrent access to a single EMF Ecore model.
More information is available on http://www.eclipse.org/cdo.

http://www.eclipse.org/cdo
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7.7 Conclusion

In this chapter, we have delved a bit deeper into the practical usage of the
change patterns approach from Chapter 5. We have described a proof of concept
implementation for the approach, which assists the modeler that uses change patterns,
as well as the author of change patterns. The implementation is extensible, and allows
customization where necessary.

Additionally, we have applied the change patterns approach to a different type of
security-oriented change, namely changes to access control policies, and to different
types of requirements and architectural models. By using an adaptive middleware
technology, we have explored the use of change patterns to propagate changes from
the requirements down to the running system.



8
Conclusion

Patterns are an important and established technique for designing software. They
capture existing, time-proven solutions in a reusable manner. While the most popular
usage of patterns occurs at the design level, we believe that they can also play an
important role in the connection of requirements and software architecture, especially
in the area of security in which the reuse of tested solutions is considered essential.

The overarching goal of this thesis, then, is to gain a deeper understanding of
exactly how patterns can help a software architect to reconcile the software’s security
requirements and the architecture. We believe that we have provided more insight
in the use of patterns for this purpose, by taking two important dimensions of
development into account, namely the construction of secure software on the one
hand, and the secure co-evolution of requirements and architecture on the other hand.

In particular, this thesis makes the following four contributions:

1. An analysis of the security patterns landscape. We have charted the
prevalence of patterns in the literature aimed at the construction of secure
software, concluding that plenty of security patterns have been documented
already. Also, in relation to security requirements, the patterns adequately
cover the spectrum of security objectives, even though some security objectives
(e.g., authorization) have received more attention than others (e.g., privacy).

139
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Nevertheless, some weaknesses can be identified in this body of patterns. In
particular, there is a large variance in the level of abstraction of the published
patterns, as well as in their documentation quality.

2. An empirical assessment of the effects of organizing security patterns.
The security pattern community has recognized the problems mentioned earlier,
and various suggestions to improve the state of practice have appeared. These
improvements are centered around organizing a body of security patterns, by
classifying the patterns along several dimensions, and by relating them. We
have empirically evaluated the effect of such organization for one representative
set of patterns, from the viewpoint of the software architect. This evaluation
was conducted with 45 teams, each consisting of two master students, that
solved secure software design tasks using a security pattern catalog. We have
measured the effects of adding organization to a pattern catalog upon the
time and efficiency of the teams. Surprisingly, our study did not demonstrate
an improvement with respect to the time that was spent solving the tasks.
For some tasks, however, there was a significant improvement in terms of
efficiency, i.e., the number of patterns that were browsed in order to solve the
tasks. Our findings suggests that the organization of the catalog may lead to
a deeper understanding of the patterns in the catalog, possibly driven by the
relationships between the patterns. Organizing the catalog also remarkably
lowered the barrier for the architect when he is confronted with a catalog for
the first time, but this effect wears out quickly.

3. A framework for the definition of patterns for co-evolution. Creating a
secure design is only one side of the coin. Once the design is created, and the
software has been developed, changes to the software’s requirements will occur.
These changes may impact the security of the system, and so attention should
be given to their possible occurrences. We claim that the concept of change
patterns can be used to support the co-evolution of security requirements
and software architecture. Therefore, we have given a precise definition of
change patterns, together with a process for applying them. When following
this process (for which we have developed a prototype tool), the software
architect is made aware of potential evolution scenarios, based on the current
requirements model. These scenarios are backed by one or more potential
solutions, from which the architect can pick the most suitable one, if desired.
These solutions prescribe how the architect can best prepare the architecture
for the potential evolution, and how it should be updated when the evolution
actually happens. To illustrate the potential of change patterns, we have defined
patterns for handling evolving trust requirements and evolving access control
policies. These last patterns have also been used in a proof of concept for end-
to-end change propagation, where a change in the requirements automatically
leads to the reconfiguration of a system.
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4. An empirical assessment of the effectiveness of change patterns. We
have validated the efficacy of the proposed change pattern concept in two ways.
First, we have performed a controlled experiment with 12 master students.
The participants have prepared and evolved an architecture for a given set
of scenarios. One group of participants were taught about change patterns,
and had access to a catalog; the other participants did not. The experimental
results indicate that the use of change patterns increases the performance of the
architect (measured as time spent), although the sample size was too small to
obtain statistically significant results. Second, we have tested the feasibility and
applicability of the approach in an industrial context. Two participants working
at a telecommunication operator have autonomously studied and applied the
change patterns approach to a case study. They were familiar with with the
material within a few hours, and were able to successfully follow the approach.
Both participants concluded that the approach can be successful in an industrial
context, given some refinements to the catalog and tools.

Future directions

In this thesis, we have uncovered the potential of using patterns for bridging the
gap between the requirements and software architecture domains. Nevertheless,
substantial further research can be conducted in this area. In particular, we identify
the following research tracks:

Empirical evaluation In a first step, replications of our experiments can be
conducted. These replications can be based on the material we have provided, in
order to get confirmation of our results. Alternatively, in order to be able to generalize
our results, our hypotheses should be verified using different kinds of subjects (e.g.,
practitioners instead of students), different case studies, or different pattern catalogs.

Our experiments also lead to a new set of hypotheses that can be tested.

For example, it could be worthwhile to investigate whether the usability of security
patterns published after 2006 has significantly improved, compared with the results
of our exploratory study. Also, it would be useful to perform a study (in the form
of a survey, for instance) in order to possibly discover additional reasons why the
adoption of security patterns is not (yet) comparable to that of the well-known design
patterns.

More research can also be done regarding the most useful types of annotations for
organizing security patterns. For instance, the participants of our study have indicated
that annotating a security pattern with a security objective is most helpful during
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selection, while relationships between patterns seem to have had some influence
on the final set of selected patterns, yet the exact nature of these influences is still
unknown.

A very interesting (but much more challenging) experiment would attempt to
determine whether security patterns help to improve the security of the resulting
system. The most important challenge here lies in developing an objective manner to
measure the security of two systems at the architectural level, or (if that turns out to
be infeasible) at least a repeatable, objective method to compare them with respect to
their security.

Pattern mining A pattern is taken to be a proven solution to a problem. That is,
the solution proposed by the pattern has been employed extensively in real world
applications and survived the test of time. Therefore, it is likely that the known uses
of a solution can be used as a measure for the pattern’s value. Instead of analyzing
the patterns starting from their description, as we have done, it would be worthwhile
to analyze existing software to detect the presence of security patterns, similar to
what has recently been done for design patterns [TCSH06] or architectural tactics
[MSCHC12]. A first step in this direction has been taken by Bunke et al. [BS11] for
security patterns, and Ahmad et al. [AJP12a] for architectural evolution.

A different analysis that would be valuable to perform, albeit quite difficult, is the
uncovering of previously unknown security patterns in existing software products.

Also, the concept of a change pattern, while developed in the context of secure
software engineering in this thesis, might be more generally applicable. Therefore, an
interesting track of research could be to identify patterns for evolution in a different
context, and evaluate whether these patterns can be expressed using the change
patterns framework.

Consolidation, tool support and automation As demonstrated in this thesis, the
security patterns landscape is currently very fragmented and heterogeneous. To assist
the software architect in applying security patterns, the integration of a consistent set
of security patterns in design tools is likely to increase their adoption. Tool support
for patterns could consist of a simple digitally available catalog of patterns, or could
be more advanced. For example, automated detection of the violation of certain
patterns appears feasible, similar to how recent versions of Visual Studio can validate
the adherence of code to a layered architectural style [Mic], for example. Finally,
exploring the automated application of security patterns (according to an architect’s
specification) would lead to a valuable tool for software architects. This becomes
significantly more challenging, but also more powerful, when it can be formally
proven that a transformation that applies a pattern is correct.



A
Change patterns for
evolving trust
relationships

A.1 Introduction

The catalog that follows presents change patterns in which a trust relationship (trust
of execution or permission) changes, insofar that the relationship crosses the system
actor’s boundary. This means that the changing relationship represents a change in
requirements or assumptions.

In the catalog, each change pattern entry shows the situation before and after the
changing trust relationship using the Si* notation. Also, an example gives a concrete
illustration of the case. Subsequently, one or more solutions are described. The
solutions are also applied to the example given before. It is important to keep in mind
that only architectural solutions are considered. For instance, restoring trust between
two parties by signing an agreement on paper may also be possible, but does not have
an architectural impact. Also, multiple solutions to the same problem may sometimes
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be combined.

It is not claimed that the patterns are the only or best solutions, or that the set of
patterns or their solutions is complete. They only offer choice, and provide guidance,
to the architect. Also, in their current form, the patterns focus on the description of
the change scenario and architectural solutions within the change patterns framework,
and lack an elaborate description of their consequences, pitfalls and trade-offs. Hence,
when choosing and implementing one of these patterns, the architect has to carefully
evaluate the consequences of the proposed solutions in the light of other architectural
constraints that have to be taken into account.

For easy browsing, an overview of the change patterns in the catalog, with references
to the corresponding section and page number, is given in Table A.1.
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A.2.1 Evolving trust of execution upon external actor (page 146)

Solution 1: Require commitment (page 146);
Solution 2: Use execution monitoring (page 151)
A.2.2 Evolving trust of execution from external actor (page 155)

Solution 1: Provide commitment (page 155);
Solution 2: Enable execution monitoring (page 158)
A.2.3 Evolving trust of permission upon external actor (page 160)

Solution 1: Apply least-privilege principle (page 161);
Solution 2: Attribute-based access control (page 161);
Solution 3: Use permission monitoring (page 163)
A.2.4 Evolving trust of permission from external actor (page 167)

Solution 1: Request confirmation (page 167);
Solution 2: Enable permission monitoring (page 169)
A.2.5 Delegate execution of a service to a trusted actor (page 170)

Solution: Encapsulate service (page 170)
A.2.6 Delegate permission to a service to a trusted actor (page 172)

Solution: Access control (page 173)
A.2.7 Providing additional service with delegated execution (page 174)

Solution: Introduce bridge component (page 174)
A.2.8 Providing additional service with delegated permission (page 176)

Table A.1: Change pattern catalog overview
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A.2 Pattern catalog

A.2.1 Evolving trust of execution upon external actor

For the first change pattern, suppose that the System actor relies on an External Party
to execute a certain service (i.e., it delegates execution of the service to the external
party). Originally, the system trusts the external party to (at least) fulfill the delegated
service. Over the course of time, this trust relationship may change, and the trust
relationship can disappear. This is shown in Figure A.1.

(a) Before (b) After

Figure A.1: Evolving trust of execution upon external actor

This causes a problem: the system expects the external party to achieve the delegated
goal, but at the same time, does not trust it to do so. To resolve this problem, additional
mechanisms will have to reinstate the trust of the system in the external party.

Example The system to be built is a travel agency system. The system needs to
make reservations on flights from an airline. It relies on an external party, namely
the airline reservation system, to make the reservation when requested. Initially,
the travel agency assumes all reservations will be made correctly. After some clients
complained because their reservation was incorrect, the travel agency no longer trusts
(but still needs) the airline system for making the reservations.

Solution 1: Require commitment

A first solution for the case above is to achieve a form of non-repudiation. To re-gain
the trust in the external party, the system will require a commitment, and evidence
of this, that it will do what is expected. This evidence can, in case of dispute, be used
by the system to prove that the external party did not fulfill its promises. Therefore,
before the external party can fulfil the service, the system requires from the external
party a commitment (a piece of evidence) that it will do so. Fulfilling the original



A.2 • PATTERN CATALOG | 147

service is thus split in two: first, checking that a correct commitment from A has
been received, and second, fulfilling the actual service.

Note that the system trusts the external party to deliver the commitment; if no
commitment is provided, the system should not rely on the external party for
fulfilling the service. Alternatively, in case neither party trusts the other, a (fair)
non-repudiation protocol can be used between the parties. The protocol then ensures
that no party can obtain a benefit over the other, usually by using a mutually trusted
third party.

Example The travel agency can require a confirmation from the airline system,
before the reservation is made. This confirmation should include all data that will be
used to make the reservation. The travel agency should check the information in this
confirmation, and the reservation should only be made if the travel agency correctly
validated the confirmation. In case of later dispute, the confirmation can be used as
evidence by the travel agency. This assurance suffices for the travel agency to restore
its trust in the airline.

Architectural support template At the architectural level, it is clear that this
solution requires the system to carry out additional actions and checks before and/or
after one of its services is invoked. At a later point in time, these actions and
checks might be removed or replaced. The architecture of the application therefore
should allow flexible addition and removal of these actions and checks, preferably by
reconfiguration.

The architectural support template for supporting the above scenario is shown in
Figure A.2.

Handlers The system foresees an extension point, allowing one or more handler
components to be registered. The handlers will be notified, through the Handler
interface, whenever a request to fulfill the service is about to be made to the external
party. They can then inspect, modify or delete the request parameters, or append
additional information. Moreover, they can block the request altogether, e.g., when a
necessary condition is not fulfilled. The registration of the handlers with the system
could, for example, occur in the implementation, or could be handled via configuration
options.

Whenever the execution request for the operation is about to be issued, the registered
handlers are called sequentially. If none of the handlers prohibited the execution of
the operation, because of a failed check for instance, then the actual operation runs.
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Figure A.2: Architectural support template

After the operation has been executed, but before the result is returned to the system,
the handlers are called again.

Without support from the underlying platform, the implementation has to be done
manually for each operation. In this case, it is clear that aspect-oriented technologies
can provide a significant benefit. They enable the modular interception technique
that is needed for this pattern.

When a middleware platform is used, this functionality is often available by default.
For example, in the Java Enterprise Edition, web service clients written using JAX-WS
can specify client handlers in a handler chain. These handlers will be called before
any operation of the web service is called, and/or before any result is returned to the
caller. The handlers have the possibility to, among others, inspect the entire SOAP
body and add header fields.

Cryptographic module To verify the digitally signed commitment evidence from
the external party, the system needs access to a cryptographic module. Therefore, it
must be verified that the platform offers a suitable module (e.g., JCA in Java), or such
module can easily be added.

Secure storage When evidence is received from the external party, it needs to
be securely stored. Therefore, a secure storage facility must be available, or it must
be possible to easily add such storage. The main requirements for the storage are
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Figure A.3: Change guidance

that the stored data should be irrefutably timestamped and integrity-protected (i.e.,
unmodifiable and unremovable).

Change guidance To implement the solution when the trust relationship change
occurs, a commitment handler needs to be developed (see Figure A.3). When invoked,
this handler must request a commitment from the external party. This commitment
must include the values of the (relevant subset of the) parameters that will be used in
the actual fulfilment of the service. The commitment handler must resolve a reference
to the commitment provider, request a commitment and verify the validity of the
returned commitment (both its contents and the digital signatures). If the commitment
is valid, it needs to be stored, and the fulfilment of the request can continue. If the
commitment is invalid, or has been forged, the request must be aborted.

The commitment handler should then be added to the set of registered handlers (in
the implementation, or by means of configuration).

An excerpt from the description of the guidance transformation in QVTo is given in
Figure A.4.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.5.

An excerpt from the description of the feedback transformation in QVTo is given in
Figure A.6.
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transformation RequireCommitment (
inout a r c h i t e c t u r e : UML,
in b ind ing : CHP ) ;

. . .
mapping Model : : f o l l owGuidance ( ) {

s e l f .map i n s t a l lCommi tmentHand l e r ( ) ;
s e l f .map i n s t a l l Commi tmen tP r ov i s i on i ng ( ) ;
s e l f .map connec tToCryptograph icModule ( ) ;
s e l f .map connec tToSe cu r eS t o r age ( ) ;

}
mapping Model : : i n s t a l l Commi tmen tP r ov i s i on i ng ( ) {

e x t e r n a l P a r t y ( ) . packagedElement +=
map commi tmen tP rov i s i on ing I F ( ) ;

var p r o v i d e r P o r t : =
e x t e r n a l P a r t y ( ) .map commi tmen tP rov i s i on ingPor t ( ) ;

var commitmentPort : =
map commitmentHandler ( ) .map reqCommitmentPort ( ) ;

system ( ) .map connec t (
commitmentPort ,
map commitmentHandlerProper ty ( ) ,
p r o v i d e r Po r t ,
e x t e r n a l P a r t y P r o p e r t y ( ) ) ;

}
mapping Model : : connec tToCryptograph icModule ( ) {

var commHandler : Component : = map commitmentHandler ( ) ;
var s i g P o r t : = objec t Po r t {

name := ’ s i gn a t u r e ’ ;
type : = objec t Component {

name := ’ S i gn a t u r ePo r t ’ ;
packagedElement += objec t Usage {

c l i e n t += type ;
s u p p l i e r += s i g V e r i f I F ( ) ;

} } ; } ;
var c r y p t o S i g n a t u r e P o r t : = s i g n a t u r e P o r t ( ) ;
var c r yp t oP r op e r t y : = c r yp t oP r op e r t y ( ) ;
system ( ) .map connec t (

c r y p t o S i g n a t u r e P o r t ,
c r yp t oP rope r t y ,
s i g Po r t ,
map commitmentHandlerProper ty ( ) ) ;

end { commHandler . packagedElement += s i g P o r t . type ; }
}
. . .

Figure A.4: Excerpt from the guidance g specified in Operational QVT
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Figure A.5: Require commitment feedback

Solution 2: Use execution monitoring

A second solution in this case is the use of monitoring (Figure A.9). By monitoring
the external party, the system hopes to acquire enough assurance to trust upon the
execution of the service by the external party. Note that the monitoring does not
prevent the external party from executing the service incorrectly. However, because
of the high chance of being detected, the external party now has more incentive to
execute the service correctly.

Monitoring can be performed using communicating software components, but could
also be handled by intervening humans (e.g., using e-mails, telephone, letters, etc.).
Therefore, the exact monitoring mechanism is not part of the solution. In general,
however, monitoring an agent requires that some information from that agent is
provided to the agent that performs the monitoring, either spontaneously or upon
request.

Example The travel agency system can send an e-mail to inform one of the travel
agency’s employees that a reservation with an airline has been made. The employee
should then confirm with the airline that the reservation has been made correctly,
and if not, contact the airline and make sure that the problem gets resolved. From the
viewpoint of the system, the reservation will be made once it has been sent to the
airline system and the e-mail to the employee has been sent. Therefore, its trust in
the airline system is restored.
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transformation RequireCommitmentFeedback (
inout req : SISTAR ,
in b ind ing : CHP ) ;

. . .
mapping inout Diagram : : app lyFeedback ( ) {

var ev i d ence : = objec t SISTAR : : S e r v i c e {
s e r v i c eType : = EServ i ceType : : RESOURCE ;
name := ” Commitment ␣ Ev idence ” ;

} ;
/ / 1 . remove t r u s t / d ependency r e l a t i o n s h i p s

s e l f . _ o b j e c t : =
s e l f . _ ob j e c t −>ex c l ud i ng ( de lExe c () ) − > ex c l ud i ng ( t r u s t E x e c ( ) ) ;

/ / 2 . add commitment e v i d e n c e
system ( ) . s e r v i c e s += ev i d ence ;

/ / 3 . add ’ c h e c k commitment e v i d e n c e ’ t a s k
/ / and add ’ f u l f i l l commitment ’ t a s k

system ( ) .map addCommitmentChecking ( ) ;
/ / 4 . d e compose

_ o b j e c t += objec t Compos i t ion {
sou r c e : = s e r v i c e ( ) ;
t a r g e t : = map checkCommitmentTask ( ) ;
compos i t ionType : = EComposit ionType : : AND;

} ;
_ o b j e c t += objec t Compos i t ion {

sou r c e : = s e r v i c e ( ) ;
t a r g e t : = map f u l f i l lCommi tmen tTa sk ( ) ;
compos i t ionType : = EComposit ionType : : AND;

} ;
/ / 5 . d e l e g a t e / t r u s t commitment e v i d e n c e

s e l f . _ o b j e c t += objec t SISTAR : : Dependency {
dependencyType : = EDependencyType : : TRUST_EXECUTION ;
sou r c e : = ev i d ence ;
t a r g e t : = e x t e r n a l P a r t y ( ) ;

} ;
s e l f . _ o b j e c t += objec t SISTAR : : Dependency {

dependencyType : = EDependencyType : : DELEGATION_EXECUTION ;
sou r c e : = ev i d ence ;
t a r g e t : = e x t e r n a l P a r t y ( ) ;

} ;
/ / 6 . d e l e g a t e / t r u s t f u l f i l l commitment t a s k

. . .
}
. . .

Figure A.6: Excerpt from the feedback f specified in Operational QVT
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Figure A.7: Architectural support template

Figure A.8: Developing a monitor handler

Architectural support template Like the solution in Section A.2.1, this solution
also requires the interception of the service execution. Therefore, it requires an
architectural support template introducing configurable handlers as described before,
and shown in Figure A.7.

Change guidance To implement this solution when the trust relationship changes,
a monitor handler needs to be developed (see Figure A.8). This monitor handler
gets invoked when the service from the external component is requested. The exact
implementation of the monitor depends on the type of monitoring chosen, and has
to be defined on a case-by-case basis. For instance, the monitor could periodically
retrieve information from the external component, or it could send an e-mail to a
person responsible for monitoring the service fulfilment. The monitor handler can
then be added to the set of registered handlers (in the implementation, or by means
of configuration).
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Figure A.9: Use monitoring feedback

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.9.
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A.2.2 Evolving trust of execution from external actor

In this change pattern, the system provides certain services that are relied upon by
an external party. Initially, the external party trusts the system to fulfil the service
correctly, but this trust may disappear later during the lifetime of the system. This
scenario is depicted in Figure A.10.

(a) Before (b) After

Figure A.10: Evolving trust of execution from external actor

This case is the complement of the previous case. Here, the system actor is the actor
that is no longer trusted. As expected, the solutions to this case are related to the
previous case. Instead of requiring a commitment, the system will now have to
provide one. Similarly, instead of monitoring the external agent, the system will now
have to enable monitoring by another agent.

Example The system we are building is an airline reservation system. The system
is relied upon by an external actor, the travel agency. Initially, the airline believes all
travel agencies trust their reservation system. After some disputes about reservations,
though, the travel agency no longer trusts (but still needs) the airline reservation
system for making the reservations. The airline reservation system now needs to be
changed, such that the trust from the travel agency is restored.

Solution 1: Provide commitment

The system can offer commitments for the services requested by other parties. The
commitment should be requested and provided before the actual service is fulfilled.
Note that, similar to the converse situation, the external actor trusts the system to
deliver the commitment. If this is unacceptable, a (fair) non-repudiation protocol can
be used between the parties. The protocol then ensures that no party can obtain a
benefit over the other.



156 | appendix A • CHANGE PATTERNS FOR EVOLVING TRUST RELATIONSHIPS

Figure A.11: Validator architectural support template

Example The airline reservation system can provide a confirmation to the travel
agency. This confirmation contains all information that will be used to make the
reservation. The travel agency then verifies the confirmation. Only if the verification
is successful, the reservation is made. Because the commitment assures the travel
agency of the correctness of the reservation, its trust is restored.

Architectural support template The system should be designed such that it is
easy to validate the parameters used for providing the commitment, i.e., it should be
ensured that no commitment is generated for a request that cannot be fulfilled. A
possible solution for this is the introduction of a validator component as part of the
system, which is responsible for validating a set of parameters for a service. Moreover,
to digitally sign the commitment, the system should have access to a component
offering cryptographic operations. This support template is shown in Figure A.11.

Change guidance To implement this solution when the trust relationship changes,
the system needs to be extended with a service to provide a commitment. This service
will contact the validator to ensure the validity of the parameters, before constructing
the commitment. If the parameters are valid, the commitment is digitally signed and
returned. From this point on, the system has committed to fulfil the service with the
given parameters. This is shown in Figure A.12.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.13.
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Figure A.12: Change guidance

Figure A.13: Provide commitment feedback
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Solution 2: Enable execution monitoring

A second solution to restore the trust from the external party is to enable monitoring
of the service execution. The external party delegates the task of monitoring the
system to a monitor actor, which is then responsible for checking the fulfilment of
the service by the system. Although this does not ensure the correct fulfilment of the
service, it will most likely lead to a bigger incentive for the system actor to ensure a
correct execution. Note that monitoring can happen continuously and automatically
by using a software monitor, or can be performed occasionally and manually (by an
auditing company, for instance).

Example The airline reservation system can enable external actors (i.e., airline
employees, or travel agency employees) to observe its actions. For example, a travel
agency employee could be able to request information about a reservation, to ensure
its correctness. In this way, additional assurance is given to the travel agencies about
the reservations, and the trust relationship is restored. Alternatively, an external audit
company could be responsible for discovering misbehaviour of the airline reservation
system.

Architectural support template The system should be extended with a status
collector component (Figure A.14), which gets informed about the status of each
service execution, and stores this information. Collecting the status of service requests
may or may not already be necessary for executing the service. This status collector
can be a separate component dedicated to this purpose, it can be integrated with
the functional implementation of the service, or it can be a part of the auditing and
logging infrastructure.

Change guidance To implement this solution when the trust relationship changes,
the status information obtained by the status collector must be made available to the
monitor component (Figure A.15). This could be achieved entirely using software,
or the information could be made available to humans (e.g., displaying on a screen).
Whatever the used mechanism, the information needs to be accessible to the outside
of the system.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.16.
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Figure A.14: Architectural support template

Figure A.15: Enable monitoring using a status collector
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Figure A.16: Enable monitoring feedback

A.2.3 Evolving trust of permission upon external actor

This change pattern does not deal with trust of execution, but rather with trust of
permission. Suppose a system allows an external actor to fulfil a service, and trusts
this actor not to abuse this permission. Over time, this trust relationship can disappear,
so that the actor still receives the permission (as it may need it to perform its work),
but is no longer trusted with it. This scenario is shown in Figure A.17.

(a) Before (b) After

Figure A.17: Evolving trust of permission upon external actor

Example The system we are building is a hospital information system. The system
gives permission to another actor, a nurse of the hospital, to access all information
about the patients. Initially, the hospital trusts the nurse not to abuse this permission.
After the nurse was caught using this permission to gain illegitimate access to a
celebrity’s medical records, the hospital system does not trust the nurses anymore.
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Figure A.18: Least-privilege principle

Solution 1: Apply least-privilege principle

Instead of giving the external actor permission to the complete service, the permission
can be made more fine-grained. If the service consists of (or can be split into) multiple
sub-services, giving permission to execute a small subset of these may suffice; access
to all other sub-services can be denied. This corresponds to applying the well-known
principle of least privilege, and is shown in Figure A.18.

Applying least privilegemay have a large impact on the architecture, however, because
it significantly alters the interfaces of the system. Therefore, it is hard to create an
architecture that can, in the future, be modified to comply with the least privilege
principle without requiring many alterations to the architecture. This means that, to
apply this solution, the architect needs to design the architecture from the beginning
according to the least privilege principle. If this is impossible, one of the other
solutions needs to be chosen.

Example Instead of having access to all known information about a patient, the
nurse in the hospital may now only access the information which she needs for her
job. All other information is not accessible to her anymore.

Solution 2: Attribute-based access control

Instead of giving the external party permission to the complete service, an access
control policy can be put in place. The policy will define permissions based on the
identity of the external party. The permissions can be further refined by attaching
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Figure A.19: Authorization enforcer architectural support template

conditions that depend on the context (e.g., parameters for the service, attributes of
the subject or a resource, the current time, etc.).

Example The nurse can only access the patient information of patients for who
she is a designated nurse, and only within the nurse’s working hours. A nurse
has to identify herself before gaining access to patient information. The context
information can be obtained from multiple systems: the designated nurses for a
patient are provided by the patient administration system, while the working hours
of the nurse are provided by the scheduling system. This restricted access control
limits the possible scope of malicious actions of the nurse, so that the trust is restored.

Architectural support template This solution requires the presence of an access
control infrastructure. This can be done, for instance, by using an authorization
enforcer (Figure A.19). The authorization enforcer will, before an operation is executed,
check whether the subject that invoked the operation has permission to do this.

Almost every framework or middleware has built-in support for access control. For
instance, in the Java Enterprise Edition framework, role-based access control can be
easily enabled for every remotely accessible operation, without writing any custom
code.

If access control needs to be implemented by hand, the access control functionality
can be developed using the handler pattern as described in Section A.2.1. The
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Figure A.20: Authorization enforcer guidance

authorization enforcer is then implemented as a handler for each operation in the
system that needs access control.

Additionally, all information that is needed to make access control decisions need to
be available to the authorization enforcer. This means that each component that can
provide necessary information needs to act as a context provider (Figure A.20).

Change guidance To implement this solution when the trust relationship changes,
the authorization enforcer in the architecture needs to be updated with the new,
attribute-based policy. It also needs to be configured such that it can access all
context providers that are necessary to evaluate the new policy.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.21.

Solution 3: Use permission monitoring

Alternatively, all service executions by the untrusted actor aremonitored. Themonitor
is responsible for verifying that permissions are not abused.
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Figure A.21: Attribute-based access control feedback

Example A nurse can still access the information from all patients in the hospital,
but every access attempt is logged and periodically reviewed by the responsible doctor.
Because of the increased risk in being detected when illegally accessing patient files,
the trust in the nurses is restored. Note that, in this case, the doctor acts as the
monitor.

Architectural support template This solution requires that all service executions
can be intercepted, so they can be logged. For this purpose, the support template
using a handler like in Section A.2.1 can be used. Furthermore, it must be possible to
store audit events, preferably integrity-protected. A suitable architectural template is
shown in Figure A.22.
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Figure A.22: Use permission monitoring architectural template

Figure A.23: Use permission monitoring guidance

Guidance When necessary, an audit logger can be deployed in the system, as
shown in Figure A.23. This component is reponsible for recording audit events, which
can then be viewed by the monitor console.
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Figure A.24: Use permission monitoring feedback

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.24.
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A.2.4 Evolving trust of permission from external actor

In this change pattern, the system obtained permission from an external actor to fulfil
some service. The external party also trusts the system not to abuse this permission.
Later, however, this trust disappears. This is shown in Figure A.25.

(a) Before (b) After

Figure A.25: Evolving trust of permission from external actor

Example The system we are building is a hotel booking website. The site obtains
permission from its customers to process the credit card information of the user. The
users trust the hotel site not to abuse this information. When illegitimate use of the
information is detected (e.g., the credit card is used for purchases after the hotel’s
credit card database has been obtained by an attacker), the users no longer trusts the
hotel with their credit card information.

Solution 1: Request confirmation

Each time the system performs a service, it needs to request a confirmation from the
external party that the service may be fulfilled, as illustrated in Figure A.27.

This conformation can take various forms. For instance, it could be digitally signed
permission or a one-time token created by the external party whenever necessary.
The system could store the obtained permission or tokens, in case of later disputes.
Alternatively, if some piece of information that is required to fulfil the service is
never stored by the system, and must always be provided by the external system, the
submission of this information by the external party can be seen as a confirmation as
well. The latter case is what happens with the CVV2 number on credit cards.

Example The hotel booking website needs the CVV2 number to initiate a
transaction with the payment gateway. Since the credit card security standards
mandate that all systems processing credit card data never store this number, the
hotel booking website will need to obtain the CCV2 number from the client for each
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Figure A.26: Request confirmation guidance

Figure A.27: Request confirmation feedback

transaction. By entering this number, the client thus gives a confirmation of the
transaction to the hotel booking website, and

Architectural support template Obtaining and verifying the confirmation needs
to be done before the service execution. This can be achieved using the handler
architectural template from Section A.2.1.

Change guidance When the system is no longer trusted with the permission for
a service by the external party, a confirmation handler is developed and configured
for the service (Figure A.26). This confirmation handler will take care of obtaining
and verifying the confirmation, before fulfilling the service request.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.27.
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Figure A.28: Enable permission monitoring feedback

Solution 2: Enable permission monitoring

Alternatively, the system can allow the monitoring of its service fulfilment.

Example The credit card company can monitor the transactions of the hotel
booking system. With this information, the credit card company can offer a service
to notify the customer of all initiated transactions concerning his credit card.

Architectural support pattern The system needs to allow monitoring its actions;
therefore, it needs to provide data about its actions to the monitor. The technical
solution is therefore the same as ‘Solution 2: Enable execution monitoring’ described
in Section A.2.2.

Feedback The feedback of this solution strategy on the requirements model,
expressed in SI*, is shown in Figure A.28.
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A.2.5 Delegate execution of a service to a trusted actor

For this change scenario, assume the system uses a certain service that it provides
itself. Over time, the provisioning of the system may move to an external actor, as
shown in Figure A.29. We assume that the external party is trusted by the system for

(a) Before (b) After

Figure A.29: Delegate execution of a service to a trusted actor

executing this service. If this is not the case, the change pattern from Section A.2.1
needs to be considered together with this pattern.

Example Consider a route planning system. Originally, the system was designed
for a single country, used a custom written software for geo-coding (converting
street names to geographic coordinates). When the system is extended to work
internationally, an external geo-coding service is used. The system needs to be
modified so that this external service is used.

Solution: Encapsulate service

To easily enable the transition from the internal to the external service implementation,
the service should be encapsulated from the rest of the application. This is a well-
known design solution for creating maintainable software solutions.

The service can now be changed from the internal to the external implementation,
without modifications to the rest of the system. As an additional advantage, if the
external actor decides to change the interface of its service, the encapsulated service
can be adapted to this change without propagating this change to the rest of the
system.

Example The route planner system contains a geo-code component. Originally,
the geo-code component contains the custom implementation. When the decision is
made to use an external service, the implementation is changed to access that service.
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Figure A.30: Encapsulate service template

Architectural support template A proxy component should be introduced in the
architecture, as shown in Figure A.30.

Change guidance When the change scenario occurs, the proxy needs to be
modified such that it uses the external service instead of the internal implementation,
either through changing its configuration, or modifying the implementation. The rest
of the system remains unchanged. This is shown in Figure A.31.
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Figure A.31: Encapsulate service guidance

A.2.6 Delegate permission to a service to a trusted actor

In this change scenario, assume the system owns a certain service. Over time, the
system may be opened for external actors. This means that external actors gain
permission to fulfil the service. Or, the service may already be available for some
external parties, but needs to be available to an additional one. This scenario is shown
in Figure A.32. We assume that the external party is trusted by the system for not
abusing this permission. If this is not the case, the change pattern from Section A.2.3
needs to be considered together with this pattern.

(a) Before (b) After

Figure A.32: Delegate permission to a service to a trusted actor
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Example Suppose the systemwe are developing is a social network site. The system
owns information about its users. Over time, the social network site wants to allow
an advertising company to access this information, in order to deliver personalized
advertisements. Of course, other external parties should not be allowed access to this
data.

Note that this scenario will often happen together with the scenario in Section A.2.7.

Solution: Access control

A solution for this evolution scenario is putting access control in place. Before
the service is fulfilled, the request sent to an access control enforcer. The policy
that is enforced by this actor should be easy to modify, for example by updating a
configuration file.

Example The social network site creates an API for obtaining user data, but restricts
access to this API to the advertising company.

Architectural support template This solution requires the presence of an access
control infrastructure, as described in Section A.2.3.

Change guidance To implement this solution when the new trust relationship
appears, the policy of the authorization enforcer in the architecture needs to be
updated to grant permission to the new external party.

Feedback The feedback is identical to the feedback in Figure A.21.
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A.2.7 Providing additional service with delegated execution

In this scenario, consider a service of the system that originally is used only by the
system itself. Over time, an external party may decide to rely on the system for this
service. This means that the system exposes new (but already implemented) services
to its environment. Since external parties do now rely on this service, the service
cannot be modified without breaking the external actors. This scenario is shown
in Figure A.33. Note that we assume that the external party trusts the system for
executing this service. If this is not the case, the change pattern from Section A.2.2
needs to be considered together with this pattern.

(a) Before (b) After

Figure A.33: Providing additional service with delegated execution

Example The system under development is a system for a car rental company. An
important service offered by the system is creating a reservation for a car. Originally,
the reservation service is only used within the car rental company, but over time the
car rental company wants to give travel agencies the opportunity to directly create
car reservations. Once the first travel agency is connected to their system, changing
the reservation service becomes difficult because the travel agency depends on it.

Solution: Introduce bridge component

Introduce a bridge component for the service, which remains stable over time.
External systems connect with this bridge component. When the internal imple-
mentation of the service changes, the bridge is modified such that it provides the
same functionality, but uses the new implementation. It achieves this by converting
the input given to the internal service, and result that is returned. In this way, the
changed implementation has no observable effects. This solution is a widely-known
and common technique to create evolvable systems.
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Figure A.34: Introduce bridge component template

Example The car rental company implements a service bridge, which is used by the
external systems. When the internal implementation of the service needs to change,
the bridge is modified as well so that nothing has changed from the viewpoint of the
external systems.

Architectural support template A service bridge component should be intro-
duced in the architecture, as shown in Figure A.34.

Change guidance When the change scenario occurs, the external system is
connected to the service bridge instead of to the internal implementation of the
service, as shown in Figure A.35.
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Figure A.35: Introduce bridge component guidance

A.2.8 Providing additional service with delegated permission

In this final scenario, consider a system that owns and provide a certain service.
Over time, the ownership of the service may be transferred to another actor, while
the system keeps providing the service and has permission to do so, as shown in
Figure A.36.

(a) Before (b) After

Figure A.36: Providing additional service with delegated permission

Since this evolution has no influence on the behaviour of the system (because the
system will still provide the service, just as before), no architectural solutions are
necessary for this evolution scenario. The transfer of ownership will manifest itself
as an action outside the system (e.g., the signing of a contract).
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This scenario may need to be considered together with the scenario described in
Section A.2.4, when the trust of permission from the external party may disappear
over time.
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