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ABSTRACT
Multi-objective optimization problems are usually solved with
evolutionary algorithms when the objective functions are
cheap to compute, or with surrogate-based optimizers oth-
erwise. In the latter case, the objective functions are mod-
eled with powerful non-linear model learners such as Gaus-
sian Processes or Support Vector Machines, for which the
training time can be prohibitively large when dealing with
optimization problems with moderately expensive objective
functions. In this paper, we investigate the use of model
trees as an alternative kind of model, providing a good com-
promise between high expressiveness and low training time.
We propose a fast surrogate-based optimizer exploiting the
structure of model trees for candidate selection. The empir-
ical results show the promise of the approach for problems
on which classical surrogate-based optimizers are painfully
slow.

Keywords
Multi-objective optimization, Surrogate model/fitness ap-
proximation, Machine learning, Genetic algorithms

Categories and Subject Descriptors
G.1.6 [Numerical Analysis]: Optimization—Global opti-
mization

1. INTRODUCTION
Multi-objective optimization has been an active research

topic in the field of evolutionary computation, leading to the
development of powerful multi-objective genetic algorithms
such as NSGA-II [2]. While such algorithms have obtained
good results on a wide range of multi-objective optimization
problems, their performance often comes at the cost of a
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large number of fitness evaluations: they typically evolve
hundreds of individuals for thousands of generations.

In some problem domains, evaluating the fitness of a so-
lution is difficult, time-consuming or expensive. In these
cases, it becomes interesting for the optimization algorithm
to spend more time to intelligently select which solutions
precisely to evaluate. This idea has led to the development
of surrogate-based optimization (a.k.a. sequential model-
based optimization) techniques. Such techniques work by
approximating the expensive objective functions by cheap
models, which are learned from the fitness evaluations that
have been made so far. These models are then used to de-
cide which solution to evaluate next at each iteration of the
optimization procedure.

Current state-of-the-art surrogate-based optimization
methods rely on powerful non-linear model learners such
as Gaussian processes or Support Vector Machines (SVM).
These models are learned at every iteration (or at least up-
dated every k iterations) of a surrogate-based optimizer with
a number of training samples that grows continuously, since
more and more samples are acquired during the optimiza-
tion process. Given that the time-complexity for learning a
Gaussian process or an SVM is at least quadratic in the num-
ber of samples, the iterations of a surrogate-based optimizer
relying on these models take more and more time during the
course of optimization, until eventually becoming painfully
slow and taking much more time than the evaluation of the
expensive objective functions itself.

Surrogate-based optimization is usually advocated in the
case of extremely expensive objective functions, which typ-
ically involve some manipulation in the real world. For ex-
ample, a solution may define a chemical mixture, for which
certain properties need to be measured. Such a chemical
experiment can take hours or even days and typically has a
high monetary cost. While it perfectly makes sense to spend
a high amount of time to train expressive models in such
situations, there exist optimization problems that lie some-
where in between cheap objective functions and extremely
expensive objective functions. For example, when learning
a decision policy in reinforcement learning, or when tuning
the hyperparameters of an algorithm, evaluating one solu-
tion typically takes a few seconds to a few minutes. In such
intermediate cases, the idea of surrogate-based optimization



still seems relevant, but learning the models should not be
a too expensive operation.

In this paper, we introduce Multi-objective Optimization
with Surrogate Trees (MOST), a new surrogate-based op-
timizer based on model trees. A model tree is a decision
tree for regression, in which the leaves contain linear models
[15]. Model trees are generally less expressive than Gaussian
processes or SVMs, however they are much faster to train
and, even more importantly, their training time complexity
does not scale too fast with respect to the number of train-
ing samples. Furthermore, we believe that in many cases, a
surrogate model can be slightly inaccurate, as long as it can
properly identify promising regions of the search space. The
fast learning of model trees makes our approach relevant
for multi-objective optimization problems with moderately
expensive objective functions.

The rest of this paper is structured as follows. Section 2
formalizes the problem of multi-objective optimization and
Section 3 overviews current solution methods. The proposed
approach, MOST, is then introduced in Section 4 and exper-
imentally evaluated in Section 5. Finally, we discuss future
work and conclude in Section 6.

2. MULTI-OBJECTIVE OPTIMIZATION
We denote by X the solution space and by f1, . . . fn the

set of objective functions, fi : X → R. Without loss of gen-
erality, we assume that the goal is to minimize the values
of all objective functions (if a function fi is to be maxi-
mized, it can always be replaced by −fi). We define F (x) =
(f1(x), . . . , fn(x)) and call this vector the fitness of x.

We define a partial order between fitnesses as follows:
F (x) ≤ F (x′) if and only if ∀i : fi(x) ≤ fi(x

′). A solu-
tion x weakly dominates a solution x′ (denoted as x � x′)
if and only if F (x) ≤ F (x′). x dominates x′ (x ≺ x′) if and
only if x � x′∧∃i : fi(x) < fi(x

′). We call x Pareto-optimal
if and only if @x′ ∈ X : x′ ≺ x. The Pareto front is the set
of all x ∈ X that are Pareto-optimal.

The task of multi-objective optimization can now be de-
fined as: Given: a solution space X and n objective func-
tions f1, . . . fn, Find: the Pareto front.

In this paper, as in most other papers on multi-objective
optimization, we make the additional assumption that X is
an d-dimensional hyperrectangle in a vector space; that is,
X ⊂ Rd and for each i, 1 ≤ i ≤ d, there exist an li and ui

such that for each x ∈ X , li ≤ xi ≤ ui, with xi the i’th
component of vector x.

To evaluate the quality of a set of solutions produced by
a multi-objective optimization algorithm, we adopt the hy-
pervolume metric. Given a set of solutions S, the hyper-
volume of S with respect to a reference point p, denoted
HV (S,p), is the volume of the set {F (x)|F (x) ≤ p ∧ ∃s ∈
S : s � x}, that is, the volume of that part of the fitness
space that is the image of all solutions that are weakly dom-
inated by a solution in S and that is upper bounded by p.
When p = (maxX (f1(x)),maxX (f2(x)), . . . ,maxX (fn(x)))
(so that F (x) ≤ p for all x ∈ X ), we simply write HV (S).
Figure 1 illustrates the Pareto front, Pareto-optimal points
and the hypervolume metric for a two-dimensional fitness
space.
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p
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Figure 1: The dashed lines represent the Pareto
front for two objective functions f1 and f2 in a min-
imization setting. The points x(i) denote Pareto-
optimal solutions. The area bounded by the dashed
and dotted lines represents the hypervolume metric
for this Pareto front with respect to the reference
point p.

3. RELATED WORK
A wide range of algorithms have been proposed to solve

multi-objective optimization problems. These algorithms
mainly fit into two classes: evolutionary algorithms and
surrogate-based algorithms. We detail here the baseline al-
gorithms used in our experiments, which consist of one rep-
resentative algorithm for each of these two classes.

3.1 Multi-Objective Evolutionary Algorithms
An extensive review of evolutionary algorithms for mul-

ti-objective optimization can be found in [17]. We focus in
this paper on the nondominated sorting genetic algorithm II
(NSGA-II) [2], which is often considered as the current state
of the art for multi-objective optimization with genetic al-
gorithms. The central component of NSGA-II is a selection
procedure based on non-domination sorting. This procedure
is invoked at each generation and works as follows. First, in-
dividuals (i.e. solutions from the current population) which
are not dominated by any other individuals are assigned the
rank of 1. Individuals of rank 1 are then conceptually re-
moved from the population, and the individuals which are
now non-dominated are assigned the rank of 2. These indi-
viduals are then also conceptually removed and the process
is repeated until having enough selected individuals. In or-
der to select exactly a given number N of individuals, the
solutions from the last front are sorted so as to approxima-
tively maximize their spreading in the fitness space. Since
the best members are guaranteed to survive to the next pop-
ulation, elitism is ensured in NSGA-II.

3.2 Multi-Objective Surrogate-Based Optimi-
zation

Overviews of algorithms using surrogate models to reduce
the number of fitness evaluations required to solve multi-
objective optimization problems can be found in [8] and [16].
In this paper, we focus on one representative such method:
ParEGO [7]. At each iteration of ParEGO, a Gaussian pro-
cess is learned for modeling a randomly chosen linear com-



Algorithm 1 MOST

Input: Objective functions f1, . . . , fn
Input: Number of evaluations per iteration η
Output: Pareto front approximation P
i← 0
T0 ← Evaluate initial sampling of the input space
while computational budget is not exhausted do

Mi ← Train n model trees on Ti

Ci ← Generate set of candidates based on Mi

Si ← Select η most promising solutions from Ci and
evaluate them

Ti+1 ← Ti ∪ Si

i← i+ 1
end while
return paretofront(Ti)

bination of the objective functions, using the fitnesses that
have already been evaluated so far. To mitigate the quickly
escalating cost of model building, only up to 11d+24 points
are used. An interesting property of Gaussian processes is
their ability to produce uncertainty estimations on their pre-
dictions. Thanks to this property, it is possible to evaluate
for each candidate solution x ∈ X , what the improvement
of the hypervolume could be, if this solution was evaluated
[4]. At each iteration, ParEGO selects the next candidate
solution by solving an inner optimization problem aiming at
maximizing this quantity.

The use of decision trees for modeling objective functions
has as of yet received relatively little attention. One example
of work relying on an ensemble of decision trees (i.e. random
forests) is [5]. This work has been applied to the configu-
ration of algorithm hyperparameters in the single-objective
case. We are not aware of any work in multi-objective op-
timization using decision trees to model the objective func-
tions.

4. MULTI-OBJECTIVE OPTIMIZATION
WITH SURROGATE TREES

This section introduces Multi-objective Optimization with
Surrogate Trees (MOST). We first give the general outline
of the algorithm and then discuss each step in detail.

4.1 Algorithm overview
Algorithm 1 describes MOST on a high level. Every sur-

rogate-based optimizer needs an initial sample to train the
surrogate for the first time. As is usually done in this sit-
uation, the algorithm starts by creating a Latin Hypercube
sample of the entire decision space [9]. The size of the sam-
ple is 11(d+ 1).

After initialization, each step of the optimization algo-
rithm works as follows. First, one model tree is induced per
objective function, based on the fitnesses evaluated so far
(Section 4.2). Then, the algorithm generates the set of so-
lutions Ci that are Pareto-optimal according to optimistic
predictions produced by the model trees (Section 4.3). Fi-
nally, η solutions are selected from Ci based on a hypervol-
ume improvement heuristic (Section 4.4). These solutions
are evaluated using the real objective functions and included
in the training set Ti. This procedure is repeated until the
computational budget is exhausted.

4.2 Model trees
A model tree [13] is a tree-structured representation of a

function. The internal nodes of the tree contain tests that
map any solution x ∈ X onto one of a finite set of outcomes,
and have a child for each possible outcome. Any solution
can be sorted down the tree by following a path from the
root to a leaf, at each internal node moving to the child
associated with the outcome of the test in that node. Each
leaf contains a function X → R. A prediction can be made
for any solution x by finding the leaf to which x belongs and
by applying the function in that leaf to x.

Most model tree learners consider only linear functions for
the leaves; the tree as a whole then represents a piecewise
linear function. Perhaps the best-known model tree learner
is M5 [13]. It is very fast, but uses a heuristic that does not
take into account the piecewise linear structure of the model.
RETIS [6] uses a mathematically more natural heuristic, but
is much slower (cubic in the number of attributes). In this
work, we use the Mauve algorithm [15], which was designed
to alleviate some of M5’s problems without sacrificing much
efficiency. We refer to Vens et al. [15] for more details.

4.3 Candidate Generation
Traditional surrogate models like Gaussian processes and

SVMs can provide an uncertainty on their predictions. These
uncertainties lie at the core of classical candidate genera-
tion heuristics such as Expected Improvement [10] and Most
Probable Improvement [11]. A model tree does not provide
such uncertainty estimations natively. However, we can ap-
proximate the model uncertainty by measuring the residual
variance of the linear model in the appropriate leaf.

We define the optimistic prediction of objective i for a
solution x (denoted f̂∗i (x)) as follows:

f̂∗i (x) = f̂i(x)− b ·
√
var(fi(x)), (1)

where var(fi(x)) is the residual variance for the model of
fitness i at x. This variance can be estimated as

var(fi(x)) ' 1

|Lx| −DF
∑

x(j)∈Lx

(
fi(x

(j))− f̂i(x(j))
)2
,

(2)
where DF is the number of model parameters in the leaf
and Lx is the set of training solutions in the same leaf as x.

Rather than using the model prediction f̂i(x) as objec-

tive values for solutions in C, we use the value f̂∗i (x). As
such, the parameter b in Equation (1) directly controls the
exploration-exploitation trade-off of the algorithm.

The set of candidate solutions C are those that are Pareto-
optimal with respect to f̂∗1 , . . . , f̂

∗
n. In order to identity these

solutions, we can exploit the structure of the model trees.
Note that, as for any decision tree, each leaf L of a model
tree covers a unique hyperrectangular subspace XL of the
decision space, of which the bounds are defined by the tests
on the path from the root of the tree to the leaf. We call
a set of n leaves {L1, . . . , Ln} compatible if their subspaces
overlap, i.e. Xinter = XL1 ∩ XL2 ∩ . . . ∩ XLn 6= ∅. Since the
objective functions in each subspace are modeled by linear
functions, it is possible to find the local Pareto front in a
subspace Xinter very efficiently using the simplex method.
In order to identify the whole Pareto set C, this simplex-
based procedure is repeated for each set of compatible leaves
and the solutions are then filtered by keeping only those that
are non-dominated.



A major drawback of our candidate generation strategy
is that its complexity is exponential in the number n of ob-
jective functions. Note, however, that many practical multi-
objective optimization problems only have two or three dif-
ferent objective functions. In such cases, our approach is
reasonably efficient and remains much faster than, for ex-
ample, the optimization of the Expected Improvement on
top of a Gaussian process.

4.4 Candidate Selection
Once a candidate set C is generated, the algorithm needs

to decide which solutions will be kept for evaluation. There-
fore, we rank candidate solutions using the expected hyper-
volume improvement heuristic. If P is the current Pareto
front, and x(i) is a solution from the candidate set C, the
expected hypervolume improvement is defined as:

∆HV (x(i),P) = HV (P ∪ {x(i)})−HV (P), (3)

where the fitness of x(i) is estimated as (f̂∗1 , . . . , f̂
∗
n).

The hypervolume improvement score indicates the poten-
tial impact of a solution x on the hypervolume metric H. In-
stead of calculating H(P ∪{x(i)}) for each x(i) ∈ C, Beume
et al. present a faster solution for the case of bi-objective
problems [1]. To calculate the hypervolume improvement
of a candidate, the candidate is added to the existing set.
Using the fast non-dominated sorting algorithm, we obtain
the Pareto front and sort them in ascending order of the
first objective value f1. This set is also sorted in descending
order with respect to the second objective value f2, since
the points are mutually non-dominating. If the candidate is
dominated by at least one existing solution in the known set,
the hypervolume improvement score is equal to zero. Other-
wise it will take place at the i’th location in the sorted front
P, and its hypervolume improvement score can be efficiently
calculated from the sorted front as follows:

∆HV (x(i),P) = (f1(x(i+1))−f1(x(i)))(f2(x(i−1))−f2(x(i))).
(4)

At each iteration, MOST selects the η candidates with
highest hypervolume improvement scores and evaluates them
with the real objective functions.

5. EXPERIMENTS
We now compare MOST to ParEGO and NSGA-II on ten

classical benchmark problems.

5.1 Setup
We use NSGA-II with a population size of 100, a crossover

probability of 0.9 and a mutation probability of 1/d, where
d is the dimensionality of the problem. For ParEGO, we use
the implementation provided by its author with its default
settings1. For all problems, we use MOST with the same
setting: the number of candidates evaluated per iteration
is equal to η = 4 and the exploration-exploitation trade-
off is set to b = 10−3. Since MOSTs uncertainty measure
is based on the residual variance, the uncertainty decreases
with added training points, but it never truly reaches zero.
Therefore a low value for b seems appropriate.

For each problem, the real Pareto front is known. In or-
der to evaluate the hypervolume metric, we set the reference
point to the maximum value of each objective of these true

1http://www.cs.man.ac.uk/~jknowles/parego

Pareto fronts. Each algorithm is run 10 times on each prob-
lem, and the results are then averaged over these runs. We
also give in our results the worst and best runs as error bars
on the curves and draw the optimal hypervolume values as
solid lines without markers. All experiments were executed
on machines with an Intel Core i7-2600 processor and 16GB
of memory. For each experiment, the algorithms are allowed
to run for a maximum of 5 hours, or 105 fitness evaluations,
whichever comes first.

5.2 Test Problems
We selected five low-dimensional and five high-dimensional

bi-objective benchmarks that are widely used in the multi-
objective optimization literature. Our selection of test prob-
lems contains problems with dimensionality d ranging from
2 to 30; problems where the Pareto front follows a compli-
cated curve in solution space; problems where the density
of solutions decreases near the Pareto front and problems
where the Pareto front is not connected in objective space.
We now discuss the characteristics of each of the test prob-
lems in detail.

OKA1.
The OKA1 test problem [12] is defined as:

Minimize f1 = x′1

Minimize f2 =
√

2π −
√
|x′1|+ 2|x′2 − 3 cos(x′1)− 3|

1
3

x′1 = cos
( π

12

)
x1 − sin

( π
12

)
x2

x′2 = sin
( π

12

)
x1 + cos

( π
12

)
x2

x1 ∈
[
6 sin

( π
12

)
, 6 sin

( π
12

)
+ 2π cos

( π
12

)]
x2 ∈

[
−2π

( π
12

)
, 6 cos

( π
12

)]
In parameter space, the Pareto optima can be found on

the curve x′2 = 3 cos(x′1) + 3(x′1 ∈ [0, 2π]).

OKA2.
The OKA2 test problem [12] is defined as:

Minimize f1 =x1

Minimize f2 =1− 1

4π2
(x1 + π)2 + |x2 − 5 cos(x1)|

1
3

+ |x3 − 5 sin(x1)|
1
3

x1 ∈[−π, π], x2, x3 ∈ [−5, 5]

The Pareto optima can be found on a spiral-shaped curve
in the three-dimensional parameter space.

KNO1.
The KNO1 test problem [7] is defined as2:

2This definition differs slightly from the one given by
Knowles et al. We use the definition as it is implemented in
the ParEGO source code, in order to enable a comparison
with the results published in [7].



Minimize f1 =20− r cos(φ)

Minimize f2 =20− r sin(φ)

r =9−
[
3 sin

(
5

2
(x1 + x2)2

)
+ 3 sin (4(x1 + x2))

+5 sin (2(x1 + x2) + 2)]

φ =
π

12(x1 − x2 + 3)

x1, x2 ∈[0, 3].

The Pareto optima can be found on the line x1 + x2 =
4.4116. There are 15 locally optimal fronts in this function,
and the true Pareto front lies just beyond a locally optimal
front with a much larger basin of attraction.

VLMOP2.
The MOP2 benchmark has been introduced by Veldhuizen

and Lamont [14]:

Minimize f1 = 1− exp

(
−

n∑
i=1

(
xi −

1√
n

)2
)

Minimize f2 = 1− exp

(
−

n∑
i=1

(
xi +

1√
n

)2
)

x1, x2 ∈ [−2, 2], n = 2.

We use this benchmark with n = 2 variables. The Pareto
front is concave and is obtained with solutions lying on the
line x1 = x2;x1, x2 ∈ [−1/

√
n, 1/

√
n].

DTLZ1a.
The DTLZ1 benchmark [3] is scalable in the number of

objectives and in the number of decision variables. We use
it with two objectives and six decision variables. Further-
more, the original DTLZ1 benchmark is too rugged for our
purposes. Therefore, like in Knowles et al., we adapted the
g function to use 2π in the cosine term instead of 20π. The
DTLZ1a function is then defined as:

Minimize f1 =
1

2
x1(1 + g)

Minimize f2 =
1

2
(1− x1)(1 + g)

g = 100

[
5 +

6∑
i=2

[
(xi − 0.5)2 − cos (2π(xi − 0.5))

]]
xi ∈ [0, 1], i ∈ {1, . . . , 6}.

The Pareto front appears when all but the first decision
variables are equal to 0.5, and the first decision variable has
any value in [0, 1].

ZDT.
The ZDT benchmark suite was first described by Zitzler

et al. [18]. The suite features benchmarks with Pareto
fronts that are convex (ZDT1), non-convex (ZDT2), dis-
crete (ZDT3), highly multimodal (ZDT4) with 219 local
Pareto optimal fronts, and have a non-uniform distribution
of the solutions (ZDT6). We do not use the ZDT5 bench-
mark since it’s a problem with binary decision variables. All

benchmarks in the suite have two objectives. ZDT1, ZDT2
and ZDT3 have n = 30 decision variables, while ZDT4 and
ZDT6 have n = 10 decision variables.

5.3 Low-dimensional benchmarks
We first compare NSGA-II, ParEGO and MOST on the

low-dimensional benchmarks. Figure 2 displays the hyper-
volumes obtained by the three algorithms as functions of
the number of fitness evaluations. We observe that in gen-
eral ParEGO requires fewer evaluations to reach a given hy-
pervolume than its competitors. However, since training a
Gaussian process is an expensive operation, ParEGO per-
forms fewer fitness evaluations during the time-budget of 5
hours. As a result, its final hypervolumes are generally the
lowest ones.

On KNO1, OKA1 and VLMOP2, our algorithm performs
similarly as NSGA-II. This illustrates the expressiveness vs.
training time compromise of model trees: MOST does not
work as well as ParEGO, but it is much faster than the latter
and has a performance comparable to the state-of-the-art
genetic algorithm NSGA-II.

On the DTLZ1a problem, MOST has a poor performance:
a hypervolume of zero means that all of the solutions ex-
plored by the algorithm fall beyond the chosen reference
point. On this problem, both decision variables are in the
range [0, 1], while the maximum of both objective values is
526. This might skew the coefficients of MOSTs linear mod-
els such that it is impossible to discriminate regions of good
and bad fitness values. Perhaps a normalization of the ob-
jective values, as is the case in ParEGO, might alleviate this
problem, but further investigation falls outside the scope of
this paper and can be more appropriately handled in future
work.

Apart from DTLZ1a, we observe that the strongest dif-
ferences between ParEGO and MOST appear for the OKA1
and OKA2 problems. This might be attributed to our can-
didate generation procedure. This procedure creates sets of
candidates in an axis-parallel fashion in parameter space.
In these two benchmarks, the Pareto optima lie on compli-
cated curves in solution space. This causes MOST to need
additional evaluations in order to accurately approximate
the Pareto front. However, we still note that, for these two
problems, with the fixed time-budget of 5 hours, MOST was
able to explore more solutions and hence reached a better
Pareto front than ParEGO.

5.4 High-dimensional benchmarks
We now move to the more challenging high-dimensional

benchmarks from the ZDT suite. On these problems, train-
ing the Gaussian process becomes a real bottleneck, hence
it is important to evaluate the optimization algorithms with
respect to both the number of fitness evaluations and the
CPU-time taken by the whole procedure. Additionally, since
we are particularly interested in the case of moderately ex-
pensive objective functions, we consider an additional series
of experiments, in which the fitness evaluation time is arti-
ficially set to 1 second.

Figure 3 shows the hypervolumes obtained by the three
methods as functions of (i) the number of fitness evaluations,
(ii) the cpu-time with fitness evaluations taking 1 second and
(iii) the cpu-time with the normal fitness evaluations (which
take nearly zero time). These three cases correspond to sce-
narios with extremely expensive objective functions, mod-
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Figure 2: Low-dimensional benchmarks: hypervolume vs. number of fitness evaluations.

erately expensive functions and cheap objective functions,
respectively.

With the increased dimensionality, the Gaussian processes
become painfully slow to train. As a result, ParEGO was
not able to discover solutions beyond the reference point for
any of the ZDT problems, within the time limit of 5 hours.

On ZDT4, MOST was also unable to reach solutions be-
yond the reference point. The cause is most likely in the
highly multimodal nature of the problem. The model tree
was unable to grasp the complexity of the problem using
only linear models, and as such, was unable to locate re-
gions of good fitness. On the four other problems, MOST
clearly outperforms its competitors in the scenarios of very
expensive and moderately expensive objective functions and
is even competitive with NSGA-II for cheap objective func-
tions.

5.5 Impact of dimensionality
In order to better understand the transition from low-

dimensional problems to high-dimensional problems, we per-
form an additional set of experiments by varying the dimen-
sionality n of ZDT1 from two to fourteen. Figure 4 shows
the hypervolume that was reached after 10, 103 and 105 sec-
onds for MOST, NSGA-II, and ParEGO, as functions of n.
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Figure 4: Impact of dimensionality on algorithmic
performance for the ZDT1 benchmark.
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Figure 3: High-dimensional benchmarks: hypervolume vs. number of fitness evaluations, cpu-time with 1s
per fitness evaluation, cpu-time



Both MOST and NSGA-II come within 99.9% of the opti-
mal hypervolume after 103 seconds for all values of n, hence
we displayed only one curve for these cases. After 10 sec-
onds, ParEGO (resp. NSGA-II) discovers solutions that lie
beyond the reference point only when the dimensionality is
lower than 6 (resp. 8), whereas in the same time MOST
already reaches close to optimal performance on the whole
range of n values. Furthermore, we see that this result ob-
tained in 10 seconds is better than the result of ParEGO
after 105 seconds. This clearly shows that on the ZDT1
problem MOST benefits from the properties of surrogate-
based optimizers while not suffering from the computational
cost that is traditionally associated with such optimizers.

6. CONCLUSION
Multi-objective optimization is usually solved using evo-

lutionary algorithms in the case of cheap objective functions
or surrogate-based optimizers for highly expensive objec-
tive functions. We presented a new, fast surrogate-based
optimization algorithm to address the intermediate case of
moderately expensive objective functions. Our approach is
based on the use of model trees, which are decision trees of
which the leaves contain linear models. Model trees have
two main advantages in our context: first, they constitute
a good compromise between high expressiveness and low
training time, and second, the structure of decision trees per-
mits a fast procedure to identify the solution that maximizes
the expected hypervolume improvement. We have evaluated
our approach on low-dimensional and high-dimensional op-
timization problems and shown its usefulness for problems
with moderately expensive objective functions.

The work presented in this paper can be extended in dif-
ferent ways. In order to make our surrogate-based optimiza-
tion algorithm even faster, we could investigate incremen-
tal decision-tree learners: instead of re-learning the whole
trees at each iteration from scratch, such learners incremen-
tally modify the current trees in order to take into account
the newly evaluated fitnesses. Another way of improvement
would be to rely on truly “multi-objective” decision trees.
Indeed, we currently learn one decision tree per objective
function. Instead, one could learn a single tree that mod-
els simultaneously all the objective functions. While our
current approaches does not scale well with respect to the
number of objective functions, such multi-objective decision
trees could lead to a very fast selection procedure, even in the
case of many objectives. Finally, in the spirit of surrogate-
based filtering techniques, we could investigate combinations
of model trees with more traditional evolutionary techniques
in order to combine the advantages of fast modeling with de-
cision trees and fast exploration of the search space through
mutation and cross-over operators.
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