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Tutorial Overview

I. Probabilistic topic modeling in monolingual settings

From Panini to Latent Dirichlet Allocation

Probabilistic Latent Semantic Analysis

Latent Dirichlet Allocation

Representations of words and documents by means of
probabilistic topic models

Probabilistic topic models in information retrieval
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Tutorial Overview

II. Probabilistic topic modeling in multilingual settings

Multilingual data resources and comparable corpora

Latent language-independent concepts → cross-lingual topics

From Latent Dirichlet Allocation to bilingual Latent Dirichlet
Allocation

Representations of words and documents by means of
multilingual probabilistic topic models

Evaluation of probabilistic topic models
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Tutorial Overview

III. Applications of multilingual probabilistic topic models

Cross-lingual news clustering

Cross-lingual document classification

Cross-lingual semantic word similarity

Cross-lingual information retrieval

. . .
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Part I: Monolingual
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Overview

Latent semantic topic models → probabilistic models of
content:

Probabilistic Latent Semantic Analysis (pLSA)

Latent Dirichlet Allocation (LDA)

Approximate inference → examples of use of:

Expectation Maximization algorithm

Variational inference

Gibbs sampling

Integration of the probabilistic topic models in retrieval models
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Going Back in History

Panini = Indian grammarian (around 6th-4th century B.C.) who
wrote a grammar for sanskrit

Realizational chain when creating natural language texts:

Ideas → broad conceptual components of a text → sub-ideas
→ sentences → set of semantic roles → set of grammatical
and lexical concepts → character sequences
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Probabilistic Topic Models

Generative model for documents → probabilistic model by which
documents can be generated:

Select a document dj with probability P (dj)

Pick a latent class/concept zk with probability P (zk|dj)
Generate a word wi with probability P (wi|zk)

[Hofmann; SIGIR 1999]
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Latent Semantic Topic Models

= A class of unsupervised (or semi-supervised) models in which
the semantic properties of words and documents are expressed in
terms of topics

Latent Semantic Indexing → the semantic information can be
derived from a word-document matrix

But, LSI is unable to capture multiple senses of a word!

Solution: Probabilistic topic models
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Probabilistic Topic Models

[Steyvers and Griffiths; 2007]
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Probabilistic Topic Models

Trained on a large corpus we learn:

Per-topic word distributions

Per-document topic distributions

[Blei; CACM 2012]
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Probabilistic Graphical Models

Node represents a random variable (or group of random variables)

Edge represents probabilistic relationships between these variables

a b

c d

e

Bayesian network → directed graphical model
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Plate Notation

Plate:

Graphical notation that allows multiple nodes to be expressed
more compactly

Represents N nodes of which only a single example is shown

a z b

N

shaded node: observed variable

non-shaded node: hidden/latent variable

directed edge: conditional dependency of head node on tail node
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Observed vs. Latent

Observed node/variable:

We know the current value, as it is observable

Latent (or hidden) node/variable:

A variable whose state can not be observed → its existence
and value can only be inferred by observing the outcome of
the observed variables
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Observed vs. Latent
Or observed and latent together?

Imagine a graphical model, describing a process with
observable nodes X and hidden nodes θ where the
dependency probabilities of X on θ are unknown

The process runs for several times, which yields a collection of
observed variables x: this can be used to estimate the values
ϑ of variables θ

The best guess that can be made about ϑ, is to claim that
since it generated the observations x, this x is the most likely
outcome of ϑ

In terms of probabilities: we are looking for the value of ϑ
that gives the highest probability for P (x|ϑ): called L(ϑ|x) or
the likelihood of ϑ given x
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How to Find the Latent Variables?

Most likely values of parameters: maximum likelihood of a model

Exact likelihood with dependence of variables → likelihood
impossible to calculate in full

We have to approximate the calculations, e.g., by:

Expectation-maximization algorithm → an iterative method
to estimate the probability of unobserved, latent variables:
until a local optimum is obtained

Gibbs sampling → update parameters sample-wise

Variational inference → approximate the model by an easier
one
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Probabilistic Latent Semantic Analysis
(pLSA)

Generative story for pLSA

For each j of the D documents:

Select a document dj with probability P (dj)

Choose a mixture of latent classes/concepts θj in that document dj

For each word position i of the M word positions in dj :

Choose a latent class/concept zk with probability P (zk|dj)
Choose a word wi with probability P (wi|zk)

14 / 145



pLSA - Plate Model

d z w

M

D

John goes into the building, 
sits down waitress shows him 
menu. John orders. The waitress 
brings the food. John eats 
quickly, puts $10 on the table 
and leaves...

John goes the park with the 
magnolia trees and meets 
his friend, ...

Topic 1

Topic 2
...

waitress 
food
$ menu
... park,

tree,
...

D = number of documents
M = number of word tokens 
(in terms of word positions)

[Hofmann; SIGIR 1999]
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pLSA

Translating the document or text generation process into:

pLSA - Joint probability model

P (dj , wi) = P (dj)P (wi|dj)

P (wi|dj) =

K∑
k=1

P (wi|zk)P (zk|dj)

where K = number of topics (defined a priori)
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pLSA Training

Training: maximizing the likelihood function

L =

D∏
j=1

M∏
i=1

P (dj , wi)
n(dj ,wi) =

D∑
j=1

M∑
i=1

n(dj , wi) logP (dj , wi)

where n(dj , wi) = frequency of wi in dj

Training → e.g., with EM algorithm
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pLSA Training

Initial estimates of the parameters P (wi|zk) and P (zk|dj)

E-step → posterior probabilities are computed for the latent
variables zk, based on the current estimates of the parameters:

EM algorithm for pLSA: E-step

P (zk|dj , wi) =
P (wi|zk)P (zk|dj)∑K
l=1 P (wi|zl)P (zl|dj)
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pLSA Training

M-step → parameters are re-estimated in order to maximize the
likelihood function:

EM algorithm for pLSA: M-step

P (wi|zk) =

∑D
j=1 n(dj , wi)P (zk|dj , wi)∑D

j=1

∑M
l=1 n(dj , wl)P (zk|dj , wl)

P (zk|dj) =

∑M
i=1 n(dj , wi)P (zk|dj , wi)∑M

i=1

∑K
l=1 n(dj , wi)P (zl|dj , wi)

Iterating the E-step and M-step defines a converging procedure
that approaches a local maximum
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pLSA - Disadvantages

pLSA learns P (zk|dj) only for those documents on which it is
trained except for some limited folding in

folding in: repeat EM by clamping the previously learned
per-topic word distributions

Number of latent variables (topics) to learn grows linearly
with the growth of the number of documents
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Latent Dirichlet Allocation (LDA)

How LDA “generates” a document collection:
[Blei, Ng & Jordan, JMLR 2003]

α θ zji wji

β φ

M

D

For each doc in a
collection of D docs

For each word position
in a doc of length M

Word token at position i in
doc dj

Topic assignment to a word at
position i in doc dj

Per-document
topic distribution

Per-topic word
distribution

K

|V |
· · ·

Dirichlet priors
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Latent Dirichlet Allocation (LDA)

α θ zji wji

β φ

M

D

Algorithm 2.1: Generative story for LDA()

sample K times φ ∼ Dirichlet(β)
for each document dj

do


sample θ ∼ Dirichlet(α)
for each word position i ∈ dj

do

{
sample zji ∼Multinomial(θ)
sample wji ∼Multinomial(φ, zji)
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LDA

Latent Dirichlet Allocation (LDA) treats topic mixture weights
as a K-parameter hidden random variable θ
(K = number of topics)

Training:

Key inferential problem → computing the distribution of the
hidden variables θ and z given a document, i.e.,
P (θ, z, φ|w, α, β) intractable for exact inference

Several methods for approximate inference

Inference for a new document:

Given α and β: we infer θ (per-document topic distribution)
and φ (per-topic word distribution) of the new document
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LDA - Dirichlet Priors

Priors:

Capture our initial uncertainty about the parameters

E.g., conjugate priors

Conjugate priors

P (X|Θ) ∼ A ∧ P (Θ) ∼ B ∧ P (Θ|X) ∼ B ⇒
B is the conjugate prior to A

The conjugate prior of a multinomial distribution → Dirichlet
distribution!
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LDA - Dirichlet Priors

Several images of the probability density of the Dirichlet distribution when K = 3 for

various parameter vectors α; clockwise: α = (6, 2, 2), (3, 7, 5), (6, 2, 6), (2, 3, 4).

[Source: Wikipedia]
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LDA - Dirichlet Priors

Dirichlet distribution →characterized by a set of
hyper-parameters α1, . . . , αK so that:

θ ∼ Dirichlet(α1, . . . , αK)

αi Dirichlet prior can be interpreted as a prior observation
count for the number of times a topic zi is sampled in a
document before having observed any actual words from that
document

Similarly, θ ∼ Dirichlet(β1, . . . , β|V |), where βi is a prior
observation count on the number of times a vocabulary word wi is
sampled from a topic before any actual observations
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LDA - Dirichlet Priors

Use of a symmetric Dirichlet prior for α and β:

Symmetric Dirichlet distribution, where all of the elements
making up the vector α or β have the same value

Good estimates depend on the number of topics (K) and the
vocabulary size (|V |): e.g., αi = 50/K and βi = 200/|V |
(often βi = 0.01 in a realistic text collection)
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LDA - Training

Markov Chain Monte Carlo (MCMC) sampling:

A Markov chain is a random process, consisting of different
states

Each state j has a probability Pij of being reached from state
i (Pij can be 0), called the transition probability → if a
Markov chain has the first order Markov property, Pij is only
dependent on state i

Several Monte Carlo Markov Chain sample algorithms are
possible that perform a random walk over a Markov chain →
e.g., Gibbs sampling
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LDA - Training - Gibbs Sampling

Gibbs sampling:

Common inference technique for graphical models

P (z) = P (z1, . . . , zL): distribution from which we want to
sample

The states that are reachable from a given state are those
where only one variable differs in value

Consider initial state for the Markov chain
Each step of the Gibbs sampling: replaces the value of one of
the variables by a value drawn from the distribution of that
variable conditioned on the values of the remaining variables
By cycling through each variable until convergence, the
equilibrium state is reached

The samples are then coming from the full joint distribution

After this burn-in period, samples are saved at regular intervals
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LDA - Training - Gibbs Sampling

Gibbs sampling
1 Initialize {zi : i = 1, . . . , L}
2 For τ = 1, . . . , T :

Sample z
(τ+1)
1 ∼ P (z1|z(τ)2 , z

(τ)
3 , . . . , z

(τ)
L )

Sample z
(τ+1)
2 ∼ P (z2|z(τ+1)

1 , z
(τ)
3 , . . . , z

(τ)
L )

. . .
Sample z

(τ+1)
j ∼ P (zj |z(τ+1)

1 , . . . , z
(τ+1)
j−1 , z

(τ)
j+1, . . . , z

(τ)
L )

. . .
Sample z

(τ+1)
L ∼ P (zL|z(τ+1)

1 , z
(τ+1)
2 , . . . , z

(τ+1)
L−1 )

The sampling is done sequentially and proceeds until the sampled
values approximate the target distribution
[Bishop; 2006]

30 / 145



LDA - Training - Gibbs Sampling

The Gibbs sampling procedure:

Initializes randomly (usually a uniform distribution of
probabilities)

Considers each word token in each document in the text
collection in turn

Estimates the probability of assigning the current word token
to each topic, conditioned on the topic assignments of all
other word tokens (the updating step)

From this conditional distribution, a topic is sampled and
stored as the new topic assignment for this word token (the
sampling step)
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LDA - Training - Gibbs Sampling

The updating formula is:

Updating topic assignment probabilities

P (zji = k|z¬ji,wj , α, β) ∝
nj,k,¬i + α

nj,·,¬i +Kα
·
vk,wji,¬ + β

vk,·,¬ + |V | · β

The entire procedure is basically updating (n and v) counters:

nj,k = the number of times topic k is assigned to some word token in
document dj

nj,k,¬i = the number of times topic k is assigned to some word token in
document dj not counting the current word wji

nj,.,¬i = summation of nj,k,¬i over all K topics
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LDA - Training - Gibbs Sampling

Updating topic assignment probabilities

P (zji = k|z¬ji,wj , α, β) ∝
nj,k,¬i + α

nj,·,¬i +Kα
·
vk,wji,¬ + β

vk,·,¬ + |V | · β

vk,wji
= the number of times word wji is associated with topic k in the

entire corpus

vk,wji,¬ = the number of times word wji is associated with topic k in the
entire corpus not counting the current wji

vk,.,¬ = summation of vk,wji,¬i over all vocabulary words → counts the

total number of words associated with topic k, again not counting the

current wji
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LDA Training - Gibbs Sampling

In the sampling step, we need to choose the actual topic
assignment for the word token at position i in document dj
conditioned on the probability of the assignments:

Sampling topic assignments

sample zji ∼ P (zji = k|z¬ji,wj , α, β)
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LDA - Training - Gibbs Sampling

Following this, the next steps are:

Sampling and updating proceeds until the equilibrium state is
reached

The sampling algorithm gives direct estimates of topic
assignments for every word token at position i in each
document dj

As the last step, many applications require estimates of φ
(per-topic word distributions) and θ (per-document topic
distributions)
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LDA - Training - Gibbs Sampling

From the burned-in samples, the estimates of the output
distributions are:

Per-document topic distributions

P (zk|dj) = θj,k =
nj,k + α∑K

k∗=1 nj,k∗ +Kα

Per-topic word distributions

P (wi|zk) = φk,i =
vk,wi

+ β∑|V |
i∗=1 vk,wi∗ + |V |β
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LDA - Training - Gibbs Sampling

[Steyvers and Griffiths; 2007]
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LDA - Training - Gibbs Sampling (Demo)
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LDA - Inference

LDA possesses a fully generative semantics → inference on
previously unseen documents

Inferring a model → calculate distributions for the unseen
document based on the distributions from the trained model

Inference with Gibbs sampling → the same cycle of updating and
sampling!

LDA inference - updating formula

P (zji = k) ∝ nj,k,¬i + α

nj,·,¬i +K · α
·
vk,wji + β

vk,· + |V | · β
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LDA - Training - Variational Inference

α θ zji wji

β φ

M

D

ζ zji

η θ

M

D

[Blei, Ng & Jordan; JMLR 2003]
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LDA - Training - Variational Inference

Variational inference requires a simplied model to approximate
the real one → calculation is based on variables whose
dependencies have been removed
→altering the original model

Modification of the original graphical model → the chain
α→ θ → z is replaced by chains ζ → z and η → θ
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LDA - Training - Variational Inference

Compute an approximation of the original model by the
simpler model for which the KL divergence between the two
models P (θ, z|ζ, η) and P (θ, z|w, α, β) is minimal

Iterative updating of η (per-document topic distributions) and
ζ (per-topic word distributions) and recalculation of
corpus-level variables α and β by means of EM algorithm
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LDA - Example Output

[Steyvers and Griffiths; 2007]
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LDA - Example Output

Topic 1 Topic 2 Topic 3
document (1.55%) theory (1.51%) rhetoric (1.57%)

markup (1.19%) physics (1.13%) literature (1.28%)
documents (1.06%) mechanics (1.03%) literary (1.07%)

language (0.80%) physical (1.02%) works (1.03%)
text (0.79%) quantum (0.99%) poetry (0.85%)

version (0.68%) space (0.93%) style (0.68%)
elements (0.65%) interpretation (0.72%) writing (0.60%)

languages (0.64%) theories (0.58%) poets (0.59%)
element (0.64%) classical (0.56%) writers (0.53%)

reference (0.63%) mathematical (0.50%) rhetorical (0.53%)
. . . . . . . . .
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Probabilistic Topic Models

Determining the number of topics

The above models rely on a number of topics a priori set

Models that dynamically allocate topics:

Chinese Restaurant Franchise topic model, which uses a
stochastic mechanism called the Chinese Restaurant Process.

[Blei, Jordan, Griffiths & Tenenbaum; NIPS 2003]
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Probabilistic Topic Models

Probabilistic models of text generation (cf. model of text
generation by Panini)

Understanding by the machine = we infer the latent structure
from which the document/text is generated

Today:

Commonly based on bag-of-words representations

More complex graphical models are being researched in
natural language and multimedia processing
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Use of Topic Models

Uncover the hidden topical patterns of the collection

Annotate the documents according to these topics

Use the annotations to organize, summarize and search
the texts

Consider incorporation of a probabilistic topic model into a
language model for retrieval
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Language Retrieval Model

Integration of pLSA or LDA in language retrieval model, e.g.:

Language model for retrieval

P (q1, . . . , qm|dj) =

m∏
i=1

(
λP (qi|dj) + (1− λ)P (qi|C)

)

where the first part is computed from a topic model

Topic model based retrieval model

P (qi|dj) =

K∑
k=1

P (qi|zk)P (zk|dj)

qi = query word [Wei & Croft; SIGIR 2006]
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What Have We Learned?

Advanced text representations offer possibility to probabilistically
model content and to integrate the models into retrieval models:

e.g., language models (and inference net models)

Important:

Concept of latent topics

Approximate inference methods for parameter
estimations in Bayesian networks: e.g., EM and Gibbs
sampling
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Research Questions to be Solved

Further investigations into probabilistic content models of
retrievable objects:

More complex hierarchical structures

Integration of other latent variables

Integration of good initialization methods for approximate
inference algorithms especially when a large number of
variables has to be estimated

Integration of limited supervision and other external and/or
prior knowledge
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Research Questions to be Solved

LDA is a basic building block in many other more complex models
→ the more complex data generating process

[Blei, KDD Tutorial 2011]
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Multilingual Data?

More and more information becomes available in many different
languages → multilingual information overload

We need cheap and effective tools to search and organize these
enormous amounts of multilingual information with minimum
human input
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Moving to Multilingual Settings

Why move to multilingual settings?

Increased functionality (e.g., building translation resources,
cross-lingual tasks)
More available data in many different languages
More reachable users
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Moving to Multilingual Settings

Problems and challenges:

High-quality training datasets are more difficult to obtain

Certain structure required: linked documents, thematic
alignment between document collections

Comparable vs. parallel data

We will focus on bilingual problems, adaptations to more
languages are possible
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Multilingual Corpora
What is a Comparable Corpus?

Many different corpora types:

1 Parallel corpora → sentence-aligned, the best, but the most
expensive and not available for many language pairs and many
domains

2 Comparable corpora → different sub-types: noisy-parallel,
true comparable, very non-parallel...

3 Unaligned (Monolingual) corpora

Properties of comparable corpora:

Containing documents with non-aligned sentences, which are
not exact translations of each other, but still they discuss
similar subjects → thematic alignment

Usually available in abundance: Wikipedia, news sites...
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Multilingual Corpora
What is a Comparable Corpus?

Comparable corpora show a wide variation of non-parallelism:

Variations manifested in terms of difference in author,
domain, theme, time period and language

Advantages: more up-to-date, more abundant and more
accessible

Less constraints and assumptions for comparable corpora:

Words/terms have multiple senses per corpus

Terms have multiple translations per corpus

Translations might not exist in the target document

Frequencies and positions are generally not comparable
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Comparable Corpora

[http://www.ethnologue.com/ethno docs/distribution.asp?by=area]

Parallel corpora → not available for many language pairs

Comparable corpora → abundant on the Web, but often
unstructured and noisy

Can probabilistic topic models deal with uncertainty in such
non-parallel but thematically aligned collections?
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Comparable Texts - Wikipedia Articles
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Multilingual Probabilistic Topic Models

Can probabilistic topic models provide a valuable
contribution?

Use multilingual topic models:

To provide a language-independent high-level
representation of documents across languages

To compare and operate with multilingual content content
without translation dictionaries!

As a knowledge source and a lexical bridge in cross-lingual
applications

The requirement of multilingual probabilistic topic models:

Thematic alignment in document collections → semantically
coherent cross-lingual topics
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Multilingual Probabilistic Topic Models

Early approaches → training LSI, pLSA and LDA on artificially
created concatenated documents

But recently...

MuPTM

Multilingual Probabilistic Topic Modeling (MuPTM) →
learning latent true cross-lingual topics from multilingual text
collections
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Multilingual Probabilistic Topic Models
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Multilingual Probabilistic Topic Models

Several models emerged in the last few years:

1 BiTAM
[Zhao & Xing, ACL 2006]

2 bilingual LDA (BiLDA) and polylingual LDA → in focus in
this presentation
[Ni et al.; WWW 2009; De Smet and Moens, SWSM 2009; Mimno et al.,

EMNLP 2009]

3 MuTo
[Boyd-Graber and Blei, UAI 2010)]

4 JointLDA
[Jagarlamudi and Daumé, ECIR 2010)]

5 PCLSA
[Zhang et al., ACL 2010)]
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Multilingual Probabilistic Topic Models

All these models learn a set of language-independent
cross-lingual concepts, i.e., cross-lingual topics!

1 Each document, regardless of its actual language (!!), may be
represented in a uniform way by means of cross-lingual topics!
→ Language-independent document representation
→ Per-document topic distributions → P (zk|dj)

2 Each topic is represented as a probability distribution over
vocabulary words in each language!
→ Language-specific topic representations
→ Per-topic word distributions → P (wSi |zk) and P (wTj |zk)
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Multilingual Probabilistic Topic Models

Definition
Multilingual Probabilistic Topic Modeling Given a theme-aligned
multilingual corpus C, the goal of multilingual probabilistic topic
modeling is to learn and extract a set of K latent language-independent
concepts, that is, latent cross-lingual topics {z1, . . . , zK} that optimally
describe the observed data, that is, the multilingual corpus C.

Extracting latent cross-lingual topics actually implies learning

per-document topic distributions for each document in the corpus, and

discovering language-specific representations of these topics given by

per-topic word distributions in each language
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Multilingual Probabilistic Topic Models

Topic 1 EN-NL Topic 2 EN-NL
violence geweld bank leningen
dialogue gebeurtenissen banks bank
police volk loans eib
peaceful politie credit investeringsbank
violent president eib banken
condemn democratische banking kredieten
leaders gemeenschap investment activiteiten
message afgelopen loan krediet

Desirable properties:

1 Intra semantic coherence of cross-lingual topics

2 Inter semantic coherence of cross-lingual topics

3 Similar documents have similar representations
(monolingually and across languages)
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Bilingual LDA (BiLDA)

zSji wSji

α θ

zTji wTji

φ

β

ψ

MS

MT

D

A pair of
linked docu-
ments

Words in
a doc of
language S

Words in
a doc of
language T

Per-document topic
distributions: shared
for the document
pair Per topic-word distribu-

tions for language S

Per topic-word distribu-
tions for language T
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BiLDA - Generative Story

Algorithm 3.1: Generative story for BiLDA()

initialize: (1) set the number of topics K;
(2) set values for Dirichlet priors α and β
sample K times φ ∼ Dirichlet(β)
sample K times ψ ∼ Dirichlet(β)
for each document pair dj = {dSj , dTj }

do



sample θj ∼ Dirichlet(α)
for each word position i ∈ dSj

do

{
sample zSji ∼Multinomial(θ)

sample wSji ∼Multinomial(φ, zSji)

for each word position i ∈ dTj
do

{
sample zTji ∼Multinomial(θ)

sample wTji ∼Multinomial(ψ, zTji)
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BiLDA - Modeling Assumptions

Bilingual LDA assumes the existence of alignment at the document
level

One shared θ per one document pair → it assumes thematic
alignment between documents constituting the pair

However, documents in a document pair are not direct
translations

BiLDA can deal with comparable data

More parallel data → semantically more coherent topics

Bilingual LDA → the straightforward extension of LDA to the
multilingual settings → key modeling and training concepts remain
the same!
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BiLDA - Training

Goal → discover the layer of latent cross-lingual concepts/topics
that describe the observed data in an optimal way
→ the most likely values for distributions θ, φ and ψ are sought

We need to learn:

Which topics are important for a particular document pair
→ per-document topic distributions θ

Which words are important for a particular latent topic in
each language
→ per-topic word distributions φ and ψ
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BiLDA - Training

Again, many approximative techniques:

Variational method - again, approximating the original model
with a simplified model [De Smet & Moens, SWSM 2009]

φ zji

ψ zji

η θ

MS

MT

D

Expectation-propagation [Minka 2013, CoRR abs 2013]

Gibbs sampling → prevalent in the literature on
(multilingual) probabilistic topic model [Vulić, De Smet & Moens,

Information Retrieval 2012]
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BiLDA - Training - Gibbs Sampling

Similar to LDA:

Consider each word token in each document in the text
collection in turn

Update/estimate the probability to assign the word token
to one of the cross-lingual topics

Sample the actual topic assignment for the word token
according to the estimated probabilities
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BiLDA - Training - Gibbs Sampling

BiLDA requires two sets of formulas to converge to correct
distributions:

One for each topic assignment zSji assigned to a word position

i that generated word wSji in a document given in language S
in a document pair dj

One for each topic assignment zTji assigned to a word position

i that generated word wTji in a document given in language T
in a document pair dj
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BiLDA - Training - Gibbs Sampling

Updating topic assignment probabilities - source

P (zSji = k) ∝
nSj,k,¬i + nTj,k + α

nSj,·,¬i + nTj,· +K · α
·

vS
k,wS

ji,¬
+ β

vSk,·,¬ + |V S | · β

Updating topic assignment probabilities - target

P (zTji = k) ∝
nTj,k,¬i + nSj,k + α

nTj,·,¬i + nSj,· +K · α
·

vT
k,wT

ji,¬
+ β

vTk,·,¬ + |V T | · β

n counters = as for LDA, the number of times a topic has been sampled in a
document

v counters = as for LDA, the number of times a word has been associated with

a topic [Vulić, De Smet & Moens, Information Retrieval 2012]
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BiLDA - Training - Gibbs Sampling

Sampling topic assignments - source

sample zSji ∼ P (zSji = k|zS¬ji, zTj ,wS
j ,w

T
j , α, β)

∼
∫
θj

∫
φ

P (zSji = k|, zS¬ji, zTj ,wS
j ,w

T
j , α, β, θj , φ)dφdθj

Sampling topic assignments - target

sample zTji ∼ P (zTji = k|zT¬ji, zSj ,wS
j ,w

T
j , α, β)

∼
∫
θj

∫
ψ

P (zTji = k|, zT¬ji, zSj ,wS
j ,w

T
j , α, β, θj , ψ)dψdθj

zSj = all source topic indices for document dSj in a document pair
zS¬ji = all source topic indices in dSj excluding zSji.

wS
j denotes all source words in dSj
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BiLDA - Training - Gibbs Sampling

From one complete burned-in Gibbs sample of the whole document
collection, the final distributions are estimated:

Per-document topic distributions

P (zk|dj) = θj,k =
nSj,k + nTj,k + α∑K

k∗=1 n
S
j,k∗ +

∑K
k∗=1 n

T
j,k∗ +Kα

→ Both documents in one document pair have the same
per-document topic distributions
→ Every document can be represented as a mixture of
language-independent latent cross-lingual topics
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BiLDA - Training - Gibbs Sampling

Per-topic word distributions - source

P (wSi |zk) = φk,i =
vS
k,wS

i
+ β∑|V S |

i∗=1 v
S
k,wS

i∗
+ |V S |β

Per-topic word distributions - target

P (wTi |zk) = ψk,i =
vT
k,wT

i
+ β∑|V T |

i∗=1 v
T
k,wT

i∗
+ |V T |β

→ Language-specific representations of cross-lingual topics in
each language
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BiLDA - Inference

The model possesses a fully generative semantics → inference on
previously unseen documents

Inferring a model → calculate distributions for the unseen
document based on the distributions from the trained model

Inference performed on only one language at a time:

BiLDA inference - updating formula

P (zSji = k) ∝
nSj,k,¬i + α

nSj,·,¬i +K · α
·

vS
k,wS

ji
+ β

vSk,· + |V S | · β
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MuPTM - Output
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MuPTM - Evaluation

Shallow qualitative analysis → inspecting top words in topic
representations

Quantitative analysis → perplexity or the “confusion” of the
model on unseen text collections
→ intrinsic evaluation

perp(Cu) = exp

(∑
d∈Cu log

(∏
w∈d P (w)

)∑
d∈Cu N

d

)

P (w) = word w’s marginal probability according to a specific model calculated

as
∑

k P (w|k,Ω); Ω = model parameters

Extrinsic evaluation → See how well the model performs in
practical applications!!
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What Have We Learned?

Why extend probabilistic topic models to multilingual settings

How to extend them

How to train and infer the models on unseen documents

Per-document topic distributions
→ Language-independent document representation

Per-topic word distributions
→ Language-specific topic representation

What now? Using these representations in various
cross-lingual applications!
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Future Work

BiLDA → a straightforward extension of the LDA model to
multilingual settings

Extensions of more advanced and task-specific LDA-like models to
multilingual settings also possible!

Using sentential and syntactic information

Operating with N-grams instead of words

Integrating shared and non-shared topical structure for
modeling more divergent comparable corpora

Dealing with flexible number of topics
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MuPTM in Practice

A set of cross-lingual topics → a bridge between languages!

The knowledge from the learned per-topic word distributions and
per-document topic distributions is useful in many applications:
(note: not necessarily as the only source of evidence!)

Cross-lingual news clustering

Cross-lingual document classification

Cross-lingual semantic word similarity

Cross-lingual information retrieval

. . .

Cross-lingual you-name-it task
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Application I:
Cross-Lingual News Clustering
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Cross-Lingual News Clustering
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Cross-Lingual News Clustering

Given a large news archive in many different languages:

1 Detect all occurring events

2 Cluster news stories covering the same event regardless of their
actual language

→ We will use multilingual topic models to achieve the event-driven

news clustering across languages
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Cross-Lingual News Clustering

Goal → Event-driven news clustering

Similarity between news stories

Two news stories si and sj are considered similar and are most likely
discussing the same event if their per-document topic distributions are
similar, that is, if the values P (zk|si) and P (zk|sj) are similar for all
zk ∈ Z, where Z is the set of K latent cross-lingual topics

Language-independent representation of stories!
→ The actual language of the story is irrelevant!

→ It doesn’t matter if we operate in monolingual or multilingual settings!
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Cross-Lingual News Clustering

Methods:

Cluster documents with similar distributions over cross-lingual
topics

Dissimilarity metric: symmetric Kullback-Leibler (KL)
divergence

Hierarchical agglomerative clustering with complete linkage
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Cross-Lingual News Clustering

Trained on 7612 Wikipedia English articles randomly selected from Wikipedia
in its Dutch version

Tested on randomly selected 18 events of Google news (with 50 English and 60
Dutch test documents) in the period of July 16-18, 2009

Precisionj =
|CLj ∩Gj |
|CLj |

Recallj =
|CLj ∩Gj |
|Gj |

CLj=machine-generated cluster to which story sj belongs
Gj = ground truth cluster to which story sj belongs
[De Smet & Moens, SWSM 2009]
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Application II:
Cross-Lingual Document

Classification
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Cross-Lingual Document Classification

Cross-lingual document classification

Learning how to label/categorize texts written in one language,
and propagate these labels to another language

Knowledge transfer → learn/transfer category labels from source
to target

Example use → spam filtering, on emails in different languages
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Cross-Lingual Document Classification

S T
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Cross-Lingual Document Classification

How:

Create large unlabeled multilingual training corpus

A text collection we want to classify has labels only in one
language S

Learn a multilingual probabilistic topic model on the training
corpus

Infer the model on the text collection → represent all
documents by means of per-document topic distributions
→ Language-independent document representations!

Learn classifier in S, apply in T

Advantages:

Little labeling necessary

Easier to create larger training sets
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Cross-Lingual Document Classification
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Cross-Lingual Document Classification

BiLDA is trained on general comparable document-aligned corpus
(Wikipedia)

Given a labeled document collection LS in the source language and
an unlabeled collection UT in the target language both
represented by cross-lingual topics

We use the probabilities P (zk|dSj ) and P (zk|dTj ) for all zk ∈ Z
(where Z is the set of K cross-lingual topics) as classification
features

Training of the classifier (support vector machine) on LS, testing
on UT
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Cross-Lingual Document Classification

Four languages: English → source; Spanish, French and Italian →
target

Training

WS W T #Pair-docs

T= Spanish 29, 201 27, 745 18, 672
T= French 27, 033 20, 860 18, 911
T= Italian 23, 346 31, 388 18, 898

Classification

books films prog sport video

English 1, 000 1, 000 1, 000 1, 000 1, 000
Spanish 1, 000 1, 000 263 1, 000 1, 000
French 1, 000 1, 000 592 1, 000 1, 000
Italian 1, 000 1, 000 290 1, 000 764
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Classification - Experiments

Comparisons between:

BiLDA

LDA: monolingual training on concatenated document pairs
and merged vocabularies → old common approach

Results in terms of F-1 scores:

Precision: which percentage of documents we classify
correctly

Recall: how many correct labels we find

F1:
2× Precision×Recall
Precision+Recall

[De Smet, Tang & Moens, PAKDD 2011]
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Classification - Results

Classification results → LDA vs BiLDA

105 / 145



Classification - Results

What about the number of topics?
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Classification - Results

Topic smoothing → combining topic features obtained from
different BILDA models with different K = number of topics

→ should be more robust
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Classification - Results

Topic smoothing vs No smoothing
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Classification - Results

Multilingual probabilistic topic modeling → a possibility to
represent documents in a uniform way regardless of their
actual language
→ per-document topic distributions as classification
features

High classification accuracy, less labeling needed

Importance of multilingual modeling (vs. merged
monolingual)

A concept of topic smoothing → more robust classification
models
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Application III:
Cross-Lingual Semantic Word
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Semantic Word Similarity

So far, only per-document topic distributions were utilized

What about per-topic word distributions?

Intuition → Same latent concepts, i.e., cross-lingual topics should
use semantically similar words to adequately describe these
concepts in different languages
→ Exploit inter-semantic coherence!
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Semantic Word Similarity

Distributional hypothesis [Harris 1954] → words with similar
meanings are often used in similar contexts

Multilingual topic models provide a mathematical representation of
this context!

Exploiting per topic word distributions to obtain semantically
similar words and ultimately translation candidates

Definition

Cross-lingual semantic word similarity Given source language
word wSi provide a ranked list of NT = {wT1 , . . . , wTNT } target
language words that are semantically similar to the given word
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Semantic Word Similarity

Intuition → words in different languages that have similar
distributions over cross-lingual topics are closely related

z1

z2

z3

soccer voetbal calcio

z1 0.54 0.55 0.51

z2 0.02 0.03 0.03

z3 0.22 0.23 0.22

Cross-lingual topics span a shared latent semantic space
Values on axes → P (zk|wi)
→Conditional topic distributions
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Semantic Word Similarity

Several methods and their combinations proposed
[Vulić, De Smet and Moens, ACL 2011; Vulić and Moens, EACL 2012; Vulić

and Moens, NAACL 2013]

→ Testing similarity of conditional topic distributions of a
source and a target word with scores P (zk|wSi ) and P (zk|wTj ) →
using similarity metric (KL or JS divergence, cosine, Hellinger
distance, etc.)

→ Semantic word response or the Cue method →
P (wTj |wSi ) =

∑K
k=1 P (wTj |zk)P (zk|wSi )

→ Comparing word vectors with term-frequency - inverse topical
frequency (TF-ITF) scores
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Semantic Word Similarity - Results

Even when a correct translation is not found → lists contain
semantically similar words!

Language-pair-independent framework for mining
semantically similar words trained on comparable data
without a dictionary!
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Semantic Word Similarity - Results
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Semantic Word Similarity - Results

Ranked lists of semanticall similar word may be converted to
probabilistic translation dictionaries

Treaty

Convention

Verdrag
(Treaty) Ratified

Ratify

Ratification

Treaty

Convention

Verdrag
(Treaty) Ratified

Ratify

Ratification

2.
24

96

0.7
675

0.7093

0.5934
0.5894

0.
45

82

0.1
564

0.1444

0.1209
0.1201

It could be very useful in cross-lingual information retrieval!
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Application IV:
Cross-Lingual Information

Retrieval
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Cross-Lingual IR

Cross-lingual information retrieval (CLIR) deals with retrieval of
documents that are written in a language different from the
language of the user’s query

Multilingual information retrieval (MIR) → Target documents
could be in many different languages

Key question → In building the CLIR and MIR systems could we
use:

1 Language-independent document representations by
means of distributions over cross-lingual topics?

2 Language-specific representations of topics in many
different languages?

Answer → YES!
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Cross-Lingual IR
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Source query Q in S

z1

z2

z3

zK

Latent cross-lingual topics

z4

Target document collection in T

d1
T

d2
T

d3
T

.

.

.
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Cross-Lingual IR

From another angle → language-independent representation:
→ map each document (regardless of its language) into the shared
θ-space of cross-lingual topics!

dSj dTj

φ ψ

θ -space
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Cross-Lingual IR

Each target document dj is represented as a mixture over
cross-lingual topics from the set Z as given by per-document
topic distributions P (zk|dTj )
Note → having this representation we do not need to know the actual

language of the document at all → extension to multilingual retrieval

The values P (qi|zk) from per-topic word distributions are
used to calculate the probability that a cross-lingual topic zk
will generate some source query word qi

Output distributions from multilingual probabilistic topic models
are easily embedded in the language modeling framework for IR!
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Cross-Lingual IR

MuPTM-based CLIR model

Pmuptm(QS |dTj ) =

m∏
i=1

Pmuptm(qSi |dTj )

=

m∏
i=1

K∑
k=1

P (qSi |zk)P (zk|dTj ) =

m∏
i=1

K∑
k=1

φSk,iθ
T
j,k

→ This is the basic building block in MuPTM-based
language models for CLIR!

→ Cross-lingual topics bridge the lexical schism without a
dictionary! [Vulić et al., Information Retrieval 2012]

123 / 145



Cross-Lingual IR with MuPTM

The core MuPTM-based language model for cross-lingual IR
follows these steps:

Train the model on a (usually general-domain non-parallel)
training corpus and learn per-topic word distributions φ and
ψ, and per-document topic distributions θ

Infer the trained model on another corpus in the target
language T and obtain per-document topic distributions θT

for all documents in that corpus
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Cross-Lingual IR with MuPTM

For each term qSi ∈ QS do:

1 Obtain probabilities φSk,i = P (qSi |zk) from per-topic word
distributions for S, for all k = 1, . . . ,K

2 Obtain probabilities θTj,k = P (zk|dTj ) for each document dTj
from the collection

3 Combine the probabilities to obtain the final probability that a
source term qSi is generated by a document model dTj via the
latent layer of cross-lingual topics:
Pmuptm(qSi |dTj ) =

∑K
k=1 P (qSi |zk)P (zk|dTj )

Compute the final query likelihood for the entire query
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More Advanced CLIR Models

Language modeling framework → We can integrate additional
uncertain evidences, such as:

Words shared across languages (e.g., searching for Angela
Merkel in Dutch/Italian/French/English)

Semantically similar words (e.g., obtained from per-topic
word distributions) → a sort of query expansion

Lexicon entries or bilingual dictionary entries built from
parallel data (if available)

...
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More Advanced CLIR Models

A model that combines the words shared across languages with the
knowledge from cross-lingual topics

→ combines standard document representation with topical
representation

MuPTM-unigram CLIR model

P (qSi |dTj ) = λPmle(q
S
i |dTj ) + (1− λ)Pmuptm(qSi |dTj )

= λ

(
NdTj

NdTj + µ
Pmle(q

S
i |dTj ) +

(
1−

NdTj
NdTj + µ

)
Pmle(q

S
i |CollT )

)
+ (1− λ)Pmuptm(qSi |dTj )
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More Advanced CLIR Models

Questions:

How would you combine semantically similar words obtained
from per-topic word distributions of a topic model in a CLIR
model?

How would you use parallel corpora and lexicon entries in a
CLIR model?

How would you combine semantically similar words or
dictionary entries with the topical representation?

Does fusing all the evidence yield better retrieval models?

How does the quality of training corpora affect overall
retrieval quality?
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More Advanced CLIR Models

Answers:

For all answers and results check [Vulić et al., AIRS 2011,
Information Retrieval 2012]

We have also combined topical representations in a relevance
modeling framework for monolingual ad-hoc retrieval and
CLIR → check our talk tomorrow!
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CLIR - Experiments

Two used languages: English and Dutch
Multilingual topic model: BiLDA

Training Europarl 6, 206 documents (parallel)
Wikipedia 7, 612 documents (comparable)

Test
NL 190, 604 documents
EN 166, 753 documents

Queries
2001 2002 2003

NL 47 42 53
EN 50 50 56

Results: Recall vs. Precision & MAP
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CLIR - Results
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CLIR - Results
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CLIR - Results

And what about the number of topics K?
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CLIR - Conclusions

Multilingual probabilistic topic models → a novel
language-independent, language-pair-independent and
self-contained framework for cross-language text mining and
information retrieval

Unsupervised retrieval models!

Machine-readable translation resources (hand-crafted
dictionaries or parallel corpora) are not needed!

Trained on comparable document-aligned corpora
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CLIR - Conclusions

Again, importance of multilingual modeling (vs. merged
monolingual) → results on CLIR tasks with monolingual LDA
trained on concatenated documents and merged vocabularies
were really low → between 0.01 and 0.03 MAP scores

Many different evidences lead to better results, which are
competitive and sometimes even outperforming standard
dictionary-based methods

It is useful to embed topical knowledge and advanced
language-independent representations into more complex
retrieval models
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General Conclusions I

Probabilistic topic modeling offers many opportunities for
advanced language-independent and
language-pair-independent document and word/term
representations

Multilingual probabilistic topic modeling:

a modeling concept convenient for large and unstructured
multilingual text collections

sound theoretical foundation and interpretation

potential and utility in various multilingual and cross-lingual
applications

may be trained on non-parallel abundant data → serve as
useful knowledge sources for virtually any language pair
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General Conclusions II

It is easy to embed the knowledge learned by (multilingual)
probabilistic topic models into probabilistic frameworks for
various (cross-lingual) tasks (e.g., document classification,
information retrieval)

Their (uncertain) results can be used in evidence-combining
methods in order to infer relevance and improve overall
retrieval performance

Here, their power in retrieval only illustrated with simpler
language retrieval models → potential for researching more
advanced methods (e.g., with relevance modeling framework,
our paper tomorrow!)
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General Conclusions III

We have presented only a subset of possible applications
→ Other possibilities:

Cross-lingual word sense disambiguation

Transliteration

Cross-lingual keyword and keyphrase extraction

Cross-lingual summarization

. . .

An open question → Is it possible to apply the same
modeling methodology in multimodal settings?
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What to Take Home after This Tutorial?

How to model data generation using probabilistic topic models

How to model, train and infer basic monolingual and
multilingual probabilistic topic models

What are latent cross-lingual topics

How to bridge the gap between different languages using the
latent cross-lingual topics

What are per-document topic distributions and per-topic word
distributions

How to use the models’ output distributions in various
monolingual and cross-lingual tasks

How to use topical knowledge in monolingual and
cross-lingual information retrieval models
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Challenges for You

Building new probabilistic topic models by extending the basic
models presented in this tutorial

Building more advanced IR models using topical knowledge

Applying probabilistic topic models in new tasks and new
domains
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Thanks

Thanks to Wim De Smet and Jie Tang whose work
significantly contributed to this tutorial!

The tutorial is given in the framework of the EU ICT COST
Action MUMIA (MUltilingual and Multifaceted Interactive
information Access - IC1002)

Finally, thank you for attending! We hope that you’ve learned
something today!
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