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Abstract. State coverage is a relatively new metric to evaluate the quality of test
suites. While most existing test adequacy criteria measure the degree of explo-
ration of the code under test, state coverage estimates the strength of the asser-
tions in the test suite. Initial experiments have shown that there is a correlation
between state coverage and mutation adequacy, and that expert users can discover
new faults by modifying the test suite to increase state coverage. Since the faults
injected by mutation testing are relatively simple, it is not clear whether these
experiment are valid in a broader setting. Furthermore, these results may not be
reproducible by average users, since they usually lack full understanding of the
internals of the tool.
This paper presents a user-based experiment to evaluate whether the state cov-
erage of a test suite correlates with the number defects it discovers. While the
results of the experiments fail to confirm this hypothesis, they do raises impor-
tant questions. First, test suites with high state coverage should be good in finding
logical software faults, but these faults occur less frequently than structural faults.
Second, state coverage is not monotonic in the size of the test suite. Therefore,
adding new test cases which check new properties and detect new faults can often
reduce state coverage. Based on this, we suggest a number of improvements.
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1 Introduction

In order to detect software faults, programmers often develop test sets. The question that
arises when developing a test set is how the programmer will know when his test set
is sufficiently elaborated to have a good chance that a large amount of faults have been
detected. To make that decision, a lot of test adequacy metrics were defined. Those met-
rics indicate the reliability of a test set with respect to the detection of faults in the code
under test. The existing metrics are divided into three classes based on their underlying
approach [13]: structural metrics, fault-based metrics and error-based metrics.

Although a lot of metrics for test adequacy already exist, there seems to be a void in
the range of available metrics. Currently used metrics tend to focus on measuring a cer-
tain amount of code that is executed by the test set. Both structural and error-based met-
rics apply this technique. On the other hand, test adequacy metrics that verify whether
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a test set sufficiently checks the program’s behavior are rather rare [7]. Checking the
behavior of programs is nevertheless important to verify that the program correctly im-
plements the desired functionality. Fault-based metrics do focus on the behavior of the
code under test, but most fault-based techniques are very expensive in terms of execu-
tion time. State coverage was originally developed to fill up this void in the range of
available metrics for test adequacy. State coverage focuses on checking the behavior of
the code under test like fault-based metrics, but pursues the low execution cost and low
effort in use of structural metrics [7]. Due to its specific focus on behavior checking,
state coverage is best used in combination with a metric that concentrates on measuring
an amount of code executed by the test set [11]. This way, both the amount of executed
code and the behavior of the code are monitored.

While the theory behind state coverage sounds promising, its practical merits still
need to be demonstrated. Previous experiments to evaluate state coverage indicate that
it is a promising metric [11, 7]. However, both earlier experiments have disadvantages.
Koster et. al. [7] have shown a correlation between the state coverage of test suites and
their mutation adequacy score [3, 5]. Unfortunately, it is unlikely that intricate logical
faults can be created by using simple syntactic mutations. Therefore, the mutation ad-
equacy score may not be a good proxy for measuring a test suites’ capacity to detect
faults. Vanoverberghe et. al. [11] performed a case study on an open source project.
By increasing the state coverage of the test suite, they discovered several new faults.
However, since the user of the case study had expert knowledge about state coverage, it
is not clear whether these results can be reproduced by average users.

In this paper, we perform a two-phase experiment to compare the state coverage of
a test suite with its capacity to detect faults. First, we follow the process of Vanover-
berghe et. al. [11], and try to find new faults by increasing state coverage. Afterward, we
manually inject more faults according to a documented distribution of common faults
in software [8]. Second, we ask external users to write a test suite, and we compare
the state coverage of the resulting test suites with the number of detected faults. This
process avoids the the influence of pre-existing knowledge about state coverage, and it
allows more intricate faults.

Unfortunately, both phases of the experiment fail to confirm that state coverage
correlates with the number of detected faults. Therefore, we verify a number of poten-
tial causes for these surprising results. Most importantly, state coverage is designed to
measure the strength of the properties that are checked using assertions. Therefore, test
suites with high state coverage focus on logical software faults, which did not occur
frequently in the experiment. Alternatively, it is surprising that the state coverage of a
test suites can often be reduced by adding new test cases to the test suite. This behavior
occurs when the new test cases perform many write operations, but only check a few of
them using assertion. This lack of monotonicity adversely affects the correlation with
the number of detected faults.

The remainder of this paper is structured as follows. Section 2 introduces the defini-
tion of state coverage and illustrates it by means of an example. Section 3 describes the
design of the experiment. In Section 4, the results of this experiment are presented and
possible causes for the results are discussed. Finally, section 5 describes the conclusion.



2 State coverage

In [11] state coverage is defined as the ratio of the number of state updates which are
read by assertions to the total number of state updates.

For example, consider the class Person in Figure 1a. This class contains a field name
and provides a getter, a setter and a default setter. Figure 1b shows a test case for this
class. During the execution of this test case, there are three status updates to the field
name: in the constructor, setName and setNameDefault. The test case uses getName to
read the values written in the constructor and setName and checks them in an assertion.
Consequently, the test case has 2/3 or 66 percent state coverage.

class Person {
String name;

Person(String name) {
this.name = name;

}
void setName(String name) {

this.name = name;
}

void setNameDefault() {
this.name = "John Doe";

}
}

(a) The Person class

class TestPerson {
@Test void test() {
Person anne = new Person("Anne");
assertEquals("Anne", anne.getName());
//SC Person.ctor: 100%

anne.setName("Anne-Maria");
assertEquals("Anne-Maria", anne.getName());
//SC Person.setName: 100%

anne.setNameDefault();
//SC Person.setNameDefault: 0%

}
}

(b) The TestPerson class

Fig. 1: Example to illustrate state coverage

The existing definitions of state coverage [7, 11] use a complex dependency algo-
rithm to decide whether a test case reads a written value in an assertion. In this paper, we
use lightweight state coverage, a variant which monitors the fields that are read while
evaluating the expression of the assertion and remembers the writes that are responsible
for it. While this is slightly less precise, it is easier to understand and more efficient.

3 Design of the experiment

3.1 Goal

As discussed in the first chapter, the earlier experiments regarding the efficiency of
state coverage [11, 7] show that state coverage could be a promising metric for test
adequacy. However, both experiments exhibit serious disadvantages. The main goal of
the experiment described in this paper is to evaluate the efficiency of state coverage
without the manifestation of these disadvantages so that the results of this experiment
become more generally applicable. The experiment will therefore investigate the direct
relationship between state coverage and the number of detected faults. Furthermore,
non expert users will be employed to develop test sets instead of experts in the matter
of state coverage.



3.2 Hypotheses

The experiment described in this paper evaluates two different hypotheses. The first
hypothesis, hypothesis 1, states that a user will find more faults in the code under test by
elevating the state coverage percentage than when state coverage is not being applied.
The user will thus discover new faults by applying state coverage to an existing test
set. Hypothesis 2 reads as follows: Consider a given program and different test sets
that verify that program. The higher the state coverage percentage of a test set, the
more faults the test set will detect in the program code when that test set is applied to
the program. In other words, hypothesis 2 states that a correlation between the state
coverage percentage and the number of detected faults in a program exists.

Hypothesis 1 is weaker than hypothesis 2, but can be checked more easily. Hypoth-
esis 1 will therefore serve as a quick check to offer a first indication concerning the
efficiency of state coverage. It simply states that elevating the state coverage percent-
age will cause more faults to be found than when state coverage is not applied. The
experiment is designed so that this hypothesis can quickly be examined. The stronger
hypothesis 2 will further investigate the relation between state coverage and the number
of faults found in the program under test, guided by the results for hypothesis 1.

3.3 Structure of the experiment

The experiment designed to evaluate the two discussed hypotheses is based on different
existing experiments [2, 9, 12, 1, 4, 10] to evaluate the efficiency of other test adequacy
metrics. In general, these experiments have the same structure: In a chosen program,
faults are introduced. For that program, different test sets are created. Each of those test
sets has a certain coverage percentage. By executing the test sets and monitoring the
amount of faults in the program code found by the test sets, the relation between the
coverage percentage and the detection of faults in the program can be observed. The
remainder of this section describes the choices that were made regarding the employed
program, the injected faults and the creation of test sets.

For the program, we chose a Java application (the MOP-application) which was
developed in the software design course of the third year of the bachelor in informatics
at the KULeuven. We made this choice because the voluntary users involved in the
experiment need to be able to write a test set for the program in a limited amount of time.
Hence, the program needs to be rather small. In addition, it allows minor modifications
to the program to avoid tool-related problems.

In the first phase of the experiment, we developed a test set for the MOP-application.
First, the existing test set for the MOP-application was extended to reach a code cover-
age percentage 1 of approximately 90 percent. The faults discovered in this step were
registered for later consultation. The use of code coverage is important, because state
coverage does not measure the degree of exploration of a test suite. By combining code
coverage and state coverage in the experiment, we ensure that both the amount of exe-
cuted code and the behavior of that executed code is monitored.

In a second step of this first phase, the state coverage percentage of the developed
test set was also increased to reach approximately 90 percent. To that end, assertions

1 instruction coverage as measuerd by EclEmma [6]



were added to the existing test set. Thus, the code coverage percentage of the test set
stayed the same. The faults that were found while increasing the state coverage per-
centage, were recorded together with the state coverage percentage of the test set on the
moment the fault was found.

In this first phase it became clear that developing a test set for the original MOP-
application was too time-consuming for the voluntary users’ time constraints. The orig-
inal MOP-application was therefore shortened. In the rest of this text, the original MOP-
application will always be referred to using the word “original”. Other occurrences of
the word MOP-application refer to the shortened version. After this shortening, addi-
tional faults were injected manually into the program. In total, 20 faults were present in
the simplified MOP-application. Four of those faults were faults that were discovered
in the first phase of the experiment. Nine faults were explicitly injected in the program
code. The choice of the faults to inject was based on a documented distribution of com-
mon faults in software [8]. A last group contains the additional seven faults that users
of the experiment detected while writing a test set for the program in the second phase
of the experiment.

In this second phase, the users developed a test set for the MOP-application with
injected faults. The users of the experiment were voluntary students in the last year
of the master in computer science. Like in the first phase of the experiment, the users
initially developed a test set for the MOP-application that reached a code coverage
percentage of approximately 90 percent. In this first step, the users were kept in the
dark about the existence and practice of state coverage. After this step, the users were
informed about the existence of state coverage and the Java state coverage tool. They
were asked to use that tool to increase the state coverage percentage of their developed
test sets to approximately 90 percent. During this phase, all the faults that the users
detected were registered together with the code and state coverage percentage on the
moment the fault was found.

3.4 Threats to validity

As for any other experiment, there are a number of threats to the validity of the conclu-
sions of the experiment.

Internal validity The experiment took place in two different sessions. Therefore, there
may be a discrepancy between the results of these sessions. In practice, we have not
observed significant differences between both sessions.
Since the users first tested the program using code coverage, the users may have
become more proficient in the programming language and the testing environment
before using state coverage. However, both the programming language and the test
environment were well-known to the users before the start of the experiment.

External validity In the experiment, a self-written application is used. It is possible
that the chosen program is not representative enough for realistic programs. The
chosen application was developed by students instead of experienced programmers.
Moreover, there is a lot of variation in software applications, so a single program
can never represent them all. This threat to validity is inherent to our choice for the
MOP-application and will have to be kept in mind while analyzing the results.



Another threat is the result of the choice of the injected faults. The faults that were
already present in the MOP-application and that were found by either us or the
users of the experiment are real faults. Although the injected faults were selected
by using a distribution of common software faults, there is no guarantee that this
distribution is correct nor that the injected faults correctly represent the determined
classes. This threat is inherent to our choices and will have to be kept in mind while
analyzing the results.
The last threat to the validity of the experiment is the fact that students may not
be the best users for the experiment. Students may not achieve the same results
as experienced programmers. In addition, experiences state coverage users may
achieve better results. On the other hand, state coverage was developed to help users
develop good test sets, so even less experienced users should be able to benefit from
it.

4 Evaluation of the results

4.1 Phase 1

The results of phase one of the experiment, where we developed a test set for the origi-
nal MOP-application, are limited. The goal of this phase was to perform a preliminary
evaluation of hypothesis 1 by checking whether increasing the state coverage percent-
age would cause additional faults to be found in the original MOP-application. How-
ever, during the part of this phase where the state coverage percentage was increased, no
additional faults were found. Based on these results, hypothesis 1 can not be accepted.
The results of phase two will further investigate hypothesis 1 and 2 based on the data
gathered from the user experiment, since the data gathered in this phase is too limited
to draw any general conclusions.

Most likely, no additional faults were found because state coverage assists in finding
a specific class of faults, and these faults are rather rare in the original MOP-application.
State coverage was designed to measure the strength of the assertions in a test suite.
Most discovered faults were structural faults, such as null pointer exceptions due to
improper handling of null arguments. This kind of fault can not be detected by adding
new assertions. Instead, test suites with high state coverage focus on logical faults, such
as violations of an invariant or a post condition. Of the 13 discovered faults, only one
could be found by increasing state coverage. However, it was already discovered while
increasing code coverage.

4.2 Phase 2

A first goal of the experiment was to evaluate whether elevating the state coverage per-
centage of a test set would lead to more detected faults in the program code (hypothesis
1). In this phase also, like in phase one, none of the 13 users found an additional fault
during the state coverage part of the experiment. This result suggests that the explicit
augmentation of state coverage has little effect on the number of faults found. How-
ever, before such a rigorous conclusion can be drawn, a more detailed investigation is
required.



Before proceeding to the evaluation of hypothesis 2, we check a control hypothesis
about code coverage which states that there is a positive correlation between the code
coverage of a test suite and the number of faults it detects. During the experiment, users
were required to gather snapshots of their test set on certain points in the development.
The users were asked to create a snapshot every time they detected a fault, at the end
of the code coverage part of the experiment and at the end of the state coverage part of
the experiment. These snapshots are the data that is used to evaluate the hypotheses. In
figure 2, a chart is shown that displays the code coverage percentage of these snapshots
on the y-axis and the number of detected faults on the x-axis. A visual inspection of
the chart reveals a correlation between the code coverage percentage and the number
of faults found. To confirm hypothesis 2, we need a similar correlation between state
coverage and the number of detected faults.

Fig. 2: Code coverage evolution

The chart that displays the state coverage percentage of the users’ snapshots on the
y-axis and the number of detected faults on the x-axis is shown in Figure 3. Unfortu-
nately, there is no correlation visible in this chart. There does not seem to be a positive
relation between the state coverage percentage and the number of detected faults. Both
the results for hypothesis 1 and 2 thus seem to indicate that state coverage is not an
efficient test adequacy metric. In the remainder of this section, two possible causes for
these unexpected results will be discussed. Afterwards state coverage will be critically
analyzed and suggestions for the improvement of state coverage will be presented.



Fig. 3: State coverage evolution

4.3 Potential causes for the results

Frequency of logical faults As discussed before, state coverage was designed to mea-
sure the strength of the assertions in a test suite. Consequently, it will probably only
correlate with the number of logical faults in the code base. Because state coverage
measures the fraction of the state updates that are read in assertions, it implicitly focuses
on incorrect state updates. After executing the experiment, we can conclude that these
faults are rather rare in the MOP-application. Of the 20 faults in the MOP-application,
only three faults are caused by an incorrect state update. Unfortunately, only one of
those three faults was actually discovered by users. Therefore, there is insufficient data
to be representative for all such faults.

While state coverage focuses on missing state updates, logical faults can also be
caused by missing state updates. Since test suites with high state coverage usually con-
tain more assertions, it is likely that they will also discover more missing state updates
and therefore we can broaden the scope to general logical faults. Of all detected faults
in the MOP-application, 35.7 percent of the total amount of detected faults can be dis-
covered using assertions. When we only consider these faults, there is an indication that
state coverage influences the detection of faults.

To investigate this, the appropriate test classes for finding a fault were divided into
two groups. One group contained the test classes that were implemented by a user, but
were not able to detect a certain fault in the class under test. The other group con-
tained the test classes that were able to detect a certain fault in the class under test.
For both groups, the average state coverage percentage was calculated. On average, test
classes that discover a fault have a higher state coverage percentage (42 percent) than
test classes that do not discover the fault (34 percent). These results indicate that, when



focusing on logical faults, the correlation between state coverage and the detected num-
ber of faults may improve. Since the variance between the state coverage within one
group is rather high and the number of data points is still small, the results are not
significant enough to draw strong conclusions.

The most important question that remains based on this analysis is the question
whether faults that are caused by incorrect state updates are as rare in real applications
as they were in the MOP-application. If so, the specific focus of state coverage on such
faults is probably not justifiable.

Monotonicity Another reason why state coverage may not have a correlation with the
number of detected faults is that it is not monotonic in the size of the test suite. Most
test adequacy criteria can only increase when new test cases are added to the test suite.
Since state coverage is relative to the exploration of the test suite, exploring a new path
in the program may introduce new state updates and thus reduce state coverage, even if
it discovers new faults by rereading a small fraction of them in an assertion.

Consider the chart depicted in Figure 4. This chart displays the number of detected
faults on the x-axis and the absolute number of covered state updates on the y-axis. The
represented points are again the snapshots of the users’ test sets. In this chart, there is
a positive correlation between the number of detected faults and the number of covered
state updates. Thus, the absolute number of covered state updates has an influence on the
detection of faults after all. However, this influence is not reflected in the state coverage
percentage, as shown in Figure 3.

Fig. 4: Absolute state coverage evolution



Since the state coverage percentage can both increase and decrease when additional
code is added to the test set, it may require much more effort from the tester to maintain
a high state coverage ration. Therefore, high state coverage may be too strict to discover
a high number of faults.

However, covering state updates in assertions seems promising since a correlation
between the absolute number of covered state updates and the number of detected faults
is present.

4.4 Analysis of state coverage

In this section, the current form of state coverage is thoroughly analyzed. First, the ben-
efits and drawbacks of state coverage will be discussed. Afterwards, several suggestions
for the improvement of state coverage will be presented to eliminate some of the current
drawbacks.

Benefits The most important benefit of state coverage is the fact that the metric fo-
cuses the programmers attention on checking the behavior of the code under test. This
focus is different than the focus of most existing metrics for test adequacy. Hence, state
coverage is not another metric of the same kind, but it is an innovative metric with an
original approach. Another benefit of state coverage is that it is easily understandable.
Comprehensibility is an essential quality for a test adequacy metric. State coverage is
easily explicable by means of a definition and some simple examples. The users of the
experiment confirmed state coverage’s understandability and had little or no problems
learning to work with state coverage.

A last benefit of state coverage is the fact that it can be calculated efficiently. Unlike
the mutation adequacy score, state coverage can be measured by monitoring a single
execution of the test suite. Both state coverage and mutation testing focus on the behav-
ior of the code under test, but the execution cost of state coverage is far lower than that
of mutation testing.

Drawbacks A first drawback of state coverage that needs to be considered is the fact
that state coverage in its current form always has to be used in combination with another
metric for test adequacy. State coverage only considers the code that is executed by
the test suite to calculate the state coverage percentage. Therefore, state coverage will
always have to be applied in combination with a metric that monitors the amount of
executed code.

A second disadvantage of state coverage is the fact that in the current implementa-
tion of state coverage, a lot of useless assertions may need to be written to achieve a
high state coverage percentage. On the one hand, not all state updates are equally likely
to be incorrect. On the other hand, the state coverage percentage is currently calculated
per test method. If a certain piece of code occurs in different test methods, state cov-
erage will require to check the state updates for that piece of code in each test method
separately, creating a bunch of duplicated assertions.

A last disadvantage arises from the disappointing results of the experiment. State
coverage by design focuses on logical faults. This class is implicitly reduced to incorrect



state update. These faults were rare in the MOP-application. If broader experiments
suggest that logical faults do not occur frequently enough in real applications, achieving
high state coverage may require too much effort with respect to the rewards that can be
gained.

Suggestions for improvement A first aspect of state coverage that can be improved is
the implementation. As discussed in the previous section, the current implementation
calculates the state coverage percentage per test method. A possible improvement of
this approach is to calculate state coverage for the whole test and thus join the results of
all test methods. In this way, a lot of repeated assertions can be avoided by registering
the same state updates only once. A problem that could arise using this new approach
is the fact that the memory usage might increase to unacceptable levels since all state
updates will need to be kept in memory during the entire execution of the test set. In
addition, this requires an intelligent way to join the state updates of different test cases.

As discussed before, the definition of state coverage currently allows the state cov-
erage percentage to increase as well as decrease on expansion of a test set. It may be
possible to create a variant of state coverage that is monotonously increasing. For ex-
ample, this can be done by using a more static version of state coverage where the
maximum number of state updates is fixed statically. The advantage is that the new def-
inition will more strongly comply with the expectations of the users. A drawback of
this approach is that the definition of state coverage may be less dynamic and therefore
easier to achieve.

5 Conclusion and future work

State coverage is a promising metric to evaluate the strength of the assertions in a test
suite. Unfortunately, the results of our experiment fail to confirm that there is a correla-
tion between state coverage and the number of detected faults.

Based on an analysis of the results, the main open question is whether logical soft-
ware faults occur frequently enough to justify the increased effort to achieve high state
coverage. In addition, it seems worthwhile to explore new variants of state coverage. On
the one hand, state coverage only helps to find logical software faults which are caused
by incorrect state updates, as opposed to the full spectrum of logical software faults. On
the other hand, a monotonic metric is more convenient to work with and may have a
better correlation with the number of detected faults.
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