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Abstract. Termination analysis has received considerable attention in
Logic Programming for several decades. In recent years, probabilistic
extensions of Logic Programming languages have become increasingly
important. Languages like PRISM, CP-Logic, ProbLog, and CHRiSM
have been introduced and proved very useful for addressing problems in
which a combination of logical and probabilistic reasoning is required.
As far as we know, the termination of probabilistic logical programs has
not received any attention in the community so far.

Termination of a probabilistic program is not a crisp notion. Given a
query, such a program does not simply either terminate or not terminate,
but it terminates with a certain probability.

In this paper, we explore this problem in the context of CHRiSM,
a probabilistic extension of CHR. We formally introduce the notion of
probabilistic termination. We study this concept on the basis of a number
of case studies. We provide some initial sufficient conditions to character-
ize probabilistically terminating programs and queries. We also discuss
some challenging examples that reveal the complexity and interest of
more general settings. The paper is intended as a first step in a challeng-
ing and important new area in the analysis of Logic Programs.

Keywords: Termination Analysis, Probabilistic LP, Constraint Handling
Rules.

1 Introduction

Termination analysis has received considerable attention from the Logic Pro-
gramming research community. Over several decades, many key concepts have
been defined and formally studied (e.g. acceptability [3] and various variants of
it), several powerful techniques for automatic verification of termination have
been designed (e.g. the query-mapping pairs [15], constraint-based termination
[7], the dependency-pairs framework [20]) and systems, implementing these tech-
niques, currently provide very refined analysis tools for the termination property
(e.g. cTI [17], Aprove [12], Polytool [21]). The main goals have been to support
the study of total correctness of programs, to facilitate debugging tasks and to
provide termination information for program optimization techniques such as
partial evaluation and other transformation systems [16,14,29].
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Several Logic Programming related languages have been considered in all this
work. Most research has addressed pure Prolog, but other languages, such as full
Prolog [25,28], CLP [18], and CHR [8,30,22] have also been considered.

In the past decade, probabilistic extensions of Logic Programming have be-
come increasingly more important. Languages like PRISM [24] and ProbLog [6]
extend Logic Programming with probabilistic reasoning and allow to tackle ap-
plications that require combinations of logical and probabilistic inference. Prob-
abilistic termination analysis for imperative languages [19,13] and for rewrite
systems [5,4] has already been studied in the past. However, as far as we know,
termination analysis in the context of (rule-based) probabilistic logic program-
ming has not yet received any attention, with the exception of some comments
on probabilistic termination in [10]. The work of Bournez and Garnier (a.o.
[5,4]) is closest to what is presented in this paper, although it focusses on pos-
itive almost sure termination (i.e., the mean derivation length is finite, which
is a stronger notion of termination than the one we consider) for probabilistic
abstract reduction systems and for probabilistic rewrite systems. They provide
general soundness and completeness results. These results are of theoretical in-
terest, since many programming languages have a formal operational semantics
that can be seen as an abstract reduction system. However, in practice, theorems
like the guaranteed existence (for probabilistically terminating programs) of a
“level mapping” function (under certain conditions) do not necessarily provide
a way to actually find such functions and prove probabilistic termination. In
particular, it is not straightforward to get an intuitive understanding and to see
which kind of programs terminate probabilistically, and why they do so.

It is the aim of the current paper to provide an initial investigation of the
problem, mostly based on case studies, for the special instance of one spe-
cific programming language. Our study will be performed in the context of the
probabilistic-logical language CHRiSM [26], a language based on CHR [9,27,11]
and PRISM [24].

CHR – Constraint Handling Rules – is a high-level language extension based
on multi-headed rules. Originally, CHR was designed as a special-purpose lan-
guage to implement constraint solvers (see e.g. [2]), but in recent years it has
matured into a general purpose programming language. Being a language exten-
sion, CHR is implemented on top of an existing programming language, which
is called the host language. An implementation of CHR in host language X is
called CHR(X). For instance, several CHR(Prolog) systems are available [27].

PRISM – PRogramming In Statistical Modeling – is a probabilistic extension
of Prolog. It supports several probabilistic inference tasks, including sampling,
probability computation, and expectation-maximization (EM) learning.

In [26], a new formalism was introduced, called CHRiSM, short for CHance
Rules Induce Statistical Models. It is based on CHR(PRISM) and it combines
the advantages of CHR and those of PRISM.

By way of motivation, let us consider a simple example of a CHRiSM program
and briefly look at its termination properties.
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Example 1 (Repeated Coin Flipping) Suppose we flip a fair coin, and if
the result is tail, we stop, but if it is head, we flip the coin again. We can
model this process in CHRiSM as follows:

flip <=> head:0.5 ; tail:0.5.

head <=> flip.

In Section 2 we formally introduce the syntax and semantics of CHRiSM, but
intuitively, the first rule states that the outcome of a flip event has an equal
probability of 0.5 to result in head or in tail. The second rule is not probabilistic
(or has probability 1): if there is head, we always flip again.

The program would typically be activated by the query flip. In a computation
for the query flip, the first rule will either select head or tail, with equal
probability. The choice is not backtrackable.

It is unclear whether we should consider this program as terminating or non-
terminating. The program has an infinite derivation in which the coin always
lands on head. However, out of all the possible derivations, there is only one
infinite one and its probability of being executed is limn→∞(0.5)n = 0. So, if we
execute this program, the probability of it terminating is equal to 1. Therefore,
it is debatable whether we should call the program non-terminating and we will
need the more refined notion of probabilistic termination. �

In this paper we will study the notion of probabilistic termination. Most of this
study is based on a number of case studies, where we compute the probabilities
of termination for specific programs. We also compute the expected number
of rule applications for some of these programs. For some classes of programs,
we are able to generalize the results of our examples and formulate and prove
probabilistic termination theorems. However, for the more complex programs,
our study reveals that the mathematical equations modelling the probability of
termination sometimes become too complex to solve. This is not surprising since
even universal termination, let alone probabilistic termination, is undecidable in
general.

The paper is organized as follows. In Section 2 we recall the syntax and seman-
tics of CHRiSM. In Section 3 we define probabilistic termination of a CHRiSM
program. We relate it to universal termination and we study some simple exam-
ples. Section 4 introduces a class of programs that behave like Markov chains, for
which we provide a termination criterion. In Section 5 we discuss more complex
examples and show that solving such examples provides a challenge for currently
available mathematical techniques. We conclude in Section 6.

2 CHRiSM

In this section we briefly recall the CHRiSM programming language, in order to
make this paper as self-contained as possible given the limited space. However
we encourage the reader to refer to [26] for a more detailed description.
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A CHRiSM program P consists of a sequence of chance rules. Chance rules
rewrite a multiset S of data elements, which are called (CHRiSM) constraints
(mostly for historical reasons). Syntactically, a constraint c(t1,..,tn) looks like
a Prolog predicate: it has a functor c of some arity n and arguments t1,..,tn
which are Prolog terms. The multiset S of constraints is called the constraint
store or just store. The initial store is called the query or goal, the final store
(obtained by exhaustive rule application) is called the answer or result.

We use {[ ]} to denote multisets, � for multiset union, � for multiset subset,
and ∃̄AB to denote ∃x1, . . . , xn : B, with {x1, . . . , xn} = vars(B) \ vars(A),
where A and B are arbitrary formulae and vars(A) are the (free) variables in A;
if A is omitted it is empty.

Chance rules. A chance rule has the following form: P ?? Hk \ Hr <=> G | B.
where P is a probability expression (as defined below), Hk is a conjunction of
(kept head) constraints, Hr is a conjunction of (removed head) constraints, G
is a guard condition, and B is the body of the rule. If Hk is empty, the rule is
called a simplification rule and the backslash is omitted; if Hr is empty, the rule
is called a propagation rule, written as “P ?? Hk ==> G | B”. If both Hk and
Hr are non-empty, the rule is called a simpagation rule. The guard G is optional;
if it is omitted, the “|” is also omitted. The body B is a conjunction of CHRiSM
constraints, Prolog goals, and probabilistic disjunctions (as defined below).

Intuitively, the meaning of a chance rule is as follows: If the constraint store S
contains elements that match the head of the rule (i.e. if there is a (satisfiable)
matching substitution θ such that (θ(Hk) � θ(Hr)) � S), and furthermore, the
guard θ(G) is satisfied, then we can consider rule application. The subset of S
that corresponds to the head of the rule is called a rule instance. Depending on
the probability expression P, the rule instance is either ignored or it actually
leads to a rule application. Every rule instance may only be considered once.

Rule application has the following effects: the constraints matching Hr are
removed from the constraint store and then the body B is executed, that is,
Prolog goals are called and CHRiSM constraints are added into the store.

Probability expressions. In this paper, we assume probabilities to be fixed num-
bers. The CHRiSM system also supports learnable probabilities and other types
of probability expressions. We refer to [26] for an overview.

Probabilistic disjunction. The body B of a CHRiSM rule may contain probabilistic
disjunctions: “D1:P1 ; ... ; Dn:Pn” indicates that a disjunct Di is chosen with
probability Pi. The probabilities should sum to 1 (otherwise a compile-time error
occurs). Unlike CHR∨ disjunctions [1], which create a choice point, probabilistic
disjunctions are committed-choice: once a disjunct is chosen, the choice is not
undone later. However, when later on in a derivation, the same disjunction is
reached again, the choice can of course be different.

Operational Semantics. The operational semantics of a CHRiSM program
P is given by a state-transition system that resembles the abstract operational
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semantics ωt of CHR [27]. The execution states are defined analogously, except
that we additionally define a unique failed execution state, which is denoted by
“fail” (because we don’t want to distinguish between different failed states). We
use the symbol ω??

t to refer to the (abstract) operational semantics of CHRiSM.

Definition 1 (identifiers). An identified constraint c#i is a CHRiSM con-
straint c associated with some unique integer i. This number serves to dif-
ferentiate between copies of the same constraint. We introduce the functions
chr(c#i) = c and id(c#i) = i, and extend them to sequences and sets, e.g.:

chr(S) = {[ c | c#i ∈ S ]}

Definition 2 (execution state). An execution state σ is a tuple 〈G, S,B,T〉n.
The goal G is a multiset of constraints to be rewritten to solved form. The store
S is a set of identified constraints that can be matched with rules in the program
P. Note that chr (S) is a multiset although S is a set. The built-in store B is the
conjunction of all Prolog goals that have been called so far. The history T is a
set of tuples, each recording the identifiers of the CHRiSM constraints that fired a
rule and the rule number. The history is used to prevent trivial non-termination:
a rule instance is allowed to be considered only once. Finally, the counter n ∈ N

represents the next free identifier.

We use σ, σ0, σ1, . . . to denote execution states and Σ to denote the set of all
execution states. We use DH to denote the theory defining the host language
(Prolog) built-ins and predicates used in the CHRiSM program. For a given
program P , the transitions are defined by the binary relation �−−→P ⊂ Σ × Σ
shown in Figure 1. Every transition is annotated with a probability.

Execution of a query Q proceeds by exhaustively applying the transition rules,
starting from an initial state (root) of the form σQ = 〈Q, ∅, true, ∅〉0 and per-
forming a random walk in the directed acyclic graph defined by the transition
relation �−−→P , until a leaf node is reached, which is called a final state. We use
Σf to denote the set of final states. The probability of a path from an initial
state to the state σ is simply the product of the probabilities along the path.

We assume a given execution strategy ξ that fixes the non-probabilistic choices
in case multiple transitions are applicable (see section 4.1 of [26]).

We use σ0�−−→pP ∗ σf to denote all k different derivations from σ0 to σf :

σ0 �−−→p1,1

P σ1,1 �−−→p1,2

P σ1,2 �−−→p1,3

P . . . �−−→p1,l1

P σf

...

σ0 �−−→pk,1

P σk,1 �−−→pk,2

P σk,2 �−−→pk,3

P . . . �−−→pk,lk

P σf

where

p =
k∑

i=1

li∏

j=1

pi,j .
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1. Fail. 〈{[ b ]} �G, S,B,T〉n �−−→1P fail

where b is a built-in (Prolog) constraint and DH |= ¬∃̄(B ∧ b).

2. Solve. 〈{[ b ]} �G, S,B,T〉n �−−→1P 〈G, S, b ∧ B,T〉n
where b is a built-in (Prolog) constraint and DH |= ∃̄(B ∧ b).

3. Introduce. 〈{[ c ]} � G, S,B,T〉n �−−→1P 〈G, {c#n} ∪ S,B,T〉n+1

where c is a CHRiSM constraint.
4. Probabilistic-Choice. 〈{[ d ]} �G, S,B,T〉n �−−→pi

P 〈{[ di ]} �G, S,B,T〉n
where d is a probabilistic disjunction of the form d1:p1 ; . . . ; dk:pk or of the
form P ?? d1 ; . . . ; dk, where the probability distribution given by P assigns
the probability pi to the disjunct di.

5. Maybe-Apply. 〈G,H1 �H2 � S,B,T〉n �−−→1 − p

P 〈G,H1 �H2 � S,B,T ∪ {h}〉n
foo 〈G,H1 �H2 � S,B,T〉n �−−→pP 〈B �G,H1 � S, θ ∧ B,T ∪ {h}〉n
where the r-th rule of P is of the form P ?? H ′

1 \ H ′
2 <=> G | B,

θ is a matching substitution such that chr(H1) = θ(H ′
1) and chr(H2) = θ(H ′

2),
h = (r, id(H1), id(H2)) 	∈ T, and DH |= B → ∃̄B(θ ∧ G). If P is a number, then
p = P. Otherwise p is the probability assigned to the success branch of P.

Fig. 1. Transition relation �−−→P of the abstract operational semantics ω??
t of CHRiSM

If σ0 is an initial state and σk is a final state, then we call these derivations an
explanation set with total probability p for the query σ0 and the result σk. Note
that if k = 0, i.e. there is no derivation from σ0 to σf , then p = 0. We define a
function prob to give the probability of an explanation set: prob(σ0�−−→pP ∗ σk) = p.

If σ0 is an initial state and there exist infinite sequences si of transitions

σ0 �−−→pi,1

P σi,1 �−−→pi,2

P σi,2 �−−→pi,3

P . . .

then we call these sequences infinite derivations from σ0. We use σ0�−−→pP ∗ ∞ to
denote the (possibly infinite) set D of infinite derivations from σ0, where

p = lim
l→∞

|D|∑

i=1

l∏

j=1

pi,j .

Note that if all rule probabilities are 1 and the program contains no proba-
bilistic disjunctions — i.e. if the CHRiSM program is actually just a regular CHR
program — then the ω??

t semantics boils down to the ωt semantics of CHR.

3 Probabilistic Termination

In the contexts of Prolog and CHR, the usual notion of termination is universal
termination: a program P terminates for a query Q if Q does not have an infinite
derivation for P .

For some CHRiSM programs, universal termination is too strong. In order to
be able to execute (sample) a program, probabilistic termination is sufficient.
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Definition 3 (Probabilistic termination). A program P probabilistically ter-
minates for a query Q with probability p if the probability of the event that the
computation for Q in P halts is equal to p, i.e.

p =
∑

σ∈Σf

prob(σQ �−−→P ∗ σ) = 1− prob(σQ �−−→P ∗ ∞).

A program P probabilistically terminates for a query Q if the program prob-
abilistically terminates for Q with probability 1. A program P probabilistically
terminates if it probabilistically terminates for all finite queries.

Note that the above definition does not give a general practical method to com-
pute the termination probability for a given query, and like universal termination,
probabilistic termination is undecidable. Note also that in general the number
of finite derivations may be infinite.

Although many CHRiSM programs do not universally terminate (so they have
infinite derivations) universal termination is of course sufficient for probabilistic
termination. This already provides us with a practical way of proving probabilis-
tic termination of one class of CHRiSM programs. In general, we can associate
to any CHRiSM program P a corresponding CHR∨ program [1], CHR∨(P), by
removing all the probability information from P . As already mentioned, apart
from removing the probability factors, this transformation changes committed
choice disjunctions into backtrackable disjunctions. However, from a perspective
of proving universal termination, this is not a problem, because we need to prove
that all derivations are finite anyway.

Proposition 1. For any CHRiSM program P and query Q, P is probabilistically
terminating for Q if CHR∨(P) is universally terminating for Q.

Proof. If CHR∨(P) has no infinite derivation for Q, then P has no infinite deriva-
tion for Q. Thus the probability of halting is one.

Proving that CHR∨(P) universally terminates for Q can be done using the tech-
niques presented in [8], [30], or [22]. The latter technique has been automated and
implemented [23]. Of course, these techniques were developed for CHR, rather
than for CHR∨, but again, a CHR∨ program can easily transformed into a CHR
program with the same universal termination behavior.

Example 2 (Low-power Countdown). Consider the CHRiSM program:

0.9 ?? countdown(N) <=> N > 1 | countdown(N-1).

0.9 ?? countdown(0) <=> writeln(’Happy New Year!’).

representing a New Year countdown device with low battery power, which may or
may not display its New Year wishes starting from a query countdown(10). At
every tick, there is a 10% chance that the battery dies and the countdown stops.

Consider the CHR program obtained by omitting the probabilities. The ranking
techniques of all three of the approaches presented in [8,30,22], prove universal
termination for that program and the same query. Thus, Low-power New Years
Countdown will terminate (universally and probabilistically) as well. �
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Fig. 2. Repeated coin flipping example

However, the main attention in this paper will be addressed to the case in
which the CHRiSM program does not universally terminate.

Example 3 (Repeated Coin Flipping cont’d) Consider again Example 1.

flip <=> head:0.5 ; tail:0.5.

head <=> flip.

Recall that the only infinite derivation has probability limn→∞(0.5)n = 0, so
that we can conclude that the program probabilistically terminates.

Figure 2 shows the derivation tree for this program, assuming the query flip.
This derivation tree corresponds to a finite cyclic derivation graph. There is only
one cycle in this graph and its probability is less than one. �

Example 4 (Basic a-to-a) In terms of termination behavior, the coin flipping
program is equivalent to the following program, given the query a:

0.5 ?? a <=> a.

To analyze the probabilistic termination of programs we have to compute the
termination probability as the sum of the probabilities of all terminating deriva-
tions. It is not difficult to see that for the above program, just as in the original
coin flipping program, the termination probability is

∑∞
i=1(0.5)

i = 1. �

The above example can be generalized to the case where the probability is some
p between 0 and 1, instead of 0.5. Consider the rule “p ?? a <=> a.” where
p is a fixed probability. All terminating derivations consist of n rule applica-
tions followed by one non-applied rule instance. Thus, the probability of such a
derivation is pn(1− p). Hence, the total termination probability s for the above
program is s =

∑∞
n=0 p

n(1−p). To solve this infinite sum it suffices to note that
s− ps = 1− p, so if p < 1 we have s = (1− p)/(1− p) = 1. If p = 1 we get s = 0
since every term is zero.
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Fig. 3. Markov chain representing the economy

We can compute the expected number of rule applications (i.e., the average
run time) as follows, assuming p < 1 so the probability of non-termination is
zero:

∑∞
n=0 p

n(1−p)n = p/(1−p). So e.g. if p = 3/4, then the expected number
of rule applications is 3.

4 Markov Chains and MC-Type Computations

Example 5 (Bull-bear) Consider the following CHRiSM program, which im-
plements a Markov chain modeling the evolution of some market economy:

s(T,bull) ==> (s(T+1,bull):0.9 ; s(T+1,bear):0.1).

s(T,bear) ==> (s(T+1,bear):0.7 ; s(T+1,bull):0.2 ; s(T+1,recession):0.1).

s(T,recession) ==> (s(T+1,recession):0.7 ; s(T+1,bear):0.2 ; stop:0.1).

Figure 3 illustrates the transitions. In every state the most likely option is to
stay in that state. Also, a bull market can become a bear market, a bear market
can recover to a bull market or worsen into a recession, and in a recession we
can recover to a bear market or the market economy transition system may come
to an end (e.g. a socialist revolution happened).

In this case, the program terminates probabilistically. This can be shown as
follows. From every execution state, the probability of termination has a nonzero
lower bound, as can be verified from Fig.3. Indeed, it is easy to see that in every
state, the probability of terminating “immediately” (i.e. by taking the shortest
path to the final state “stop”) is at least 0.001. Now, every infinite derivation
has to visit one of the states in Fig.3 infinitely often. Let px be the total prob-
ability of all derivations that visit state x infinitely often, then the probablity of
non-termination is at most pbull+pbear+precession. We now show that px = 0.
Consider all subderivations of the form x�−→y1�−→y2�−→ ...�−→x where all in-
termediate yi �= x. The total probability for all such subderivations has to be less
than 0.999, since there is a subderivation x�−→p ∗ stop with p ≥ 0.001 (where all
intermediate steps are different from x). This means that the probability px is
bounded from above by

lim
n→∞(0.999)n = 0

so the probability of termination is one. �

In the previous two examples, the transition graph is essentially finite, in the
following sense: there exists a finite set of abstractions of states and probabilis-
tic transitions between these abstract states and an abstraction function from
execution states to abstract states, such that for all reachable executions states,
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concrete transitions between these states are mapped to transitions between
abstract states, with the same probability, and conversely.

More formally, we introduce MC-graphs and MC-type computations.

Definition 4 (MC-graph). An MC-graph is an annotated, directed graph,
(V,A, L), consisting of a finite set of vertices V = {v1, . . . , vn}, a set of arcs,
A ⊆ V × V , and a function L : A →]0, 1]. We refer to L as the probability
labeling for A.

It should be clear that an MC-graph represents a Markov Chain.

Definition 5 (MC-type computation). Let P be a CHRiSM program and Q
a query to P. The computation for P and Q consists of all possible transitions
σ�−−→pP σ′, reachable from the initial state 〈Q, ∅, true, ∅〉0.

The computation for P and Q is an MC-type computation, if there exists an
MC-graph (V,A, L) and a function α : Σ → V , such that:

– If there is a transition σ�−−→pP σ′ of type Probabilistic-Choice or Maybe-
Apply (see Fig. 1) in the computation for P and Q, where p > 0 (we omit
impossible transitions), then (α(σ), α(σ′)) ∈ A and L((α(σ), α(σ′))) = p.

– If α(σ) ∈ V , (α(σ), v) ∈ A and L((α(σ), v)) = p, then there exists a reach-
able execution state σ′ ∈ Σ, such that α(σ′) = v and σ�−−→pP σ′ is in the
computation for P and Q.

Example 6 (a-to-a, bull-bear cont’d) In the a-to-a example, V = {a, stop},
A = {(a, a), (a, stop)}, L((a, a)) = p, and L((a, stop)) = 1−p. All reachable non-
final execution states are mapped to a, all final states are mapped to stop.

In the bull-bear example, the MC-graph is essentially as represented in Fig-
ure 3, with the addition of the loop-arcs on the vertices bull, bear and recession.
The mapping α maps an execution state of the form 〈G, S,B,T〉n to the node x

iff s( ,x) ∈ G or s( ,x)#k ∈ S and ( , k) �∈ T. �

Note that a leaf node (a node without outgoing edges) in the MC-graph corre-
sponds to final states. We have the following criterion for probabilistic termina-
tion of MC-type computations.

Theorem 1. Let P be a CHRiSM program and Q a query, such that the com-
putation for P and Q is MC-type and let (V,A, L) be the associated MC-graph.
The program P probabilistically terminates for Q if for every node vi ∈ V , there
is a path in A from vi to a leaf node.

Proof. The argument is identical to the one for the bull-bear example above.

It is tempting (but wrong) to think that a CHRiSM program P is probabilistically
terminating if every cycle in its derivation graph has a probability p < 1. This
is a tempting idea, because, for such programs, every infinite derivation has
probability zero. However, even for MC-type computations, this is wrong.
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Example 7 (Infinite Coin Flipping) The following program terminates with
probability zero, although every infinite derivation has probability zero:

flip <=> head:0.5 ; tail:0.5.

head <=> flip.

tail <=> flip. �

5 The Drunk Guy on a Cliff and More

Now let us analyze a more challenging toy example in which the transition graph
is essentially infinite. Consider the following rule:

0.5 ?? a <=> a, a.

We are trying to find the termination probability s for the query a. With
probability 0.5, the program terminates immediately (the rule instance is not
applied), and with probability 0.5, it terminates if and only if it (independently)
terminates two times in a row for the query a. If terminating once has probability
s, then terminating twice has probability s2, so we get the following equation:

s = 0.5 + 0.5s2

The only solution to this equation is s = 1. Somewhat counter-intuitively, the
above program does terminate probabilistically.

In general, consider the above rule with an arbitrary fixed probability p:

p ?? a <=> a, a.

We can compute the termination probability as follows. Again, either the pro-
gram terminates immediately or it has to terminate twice from the query a, so
s = (1 − p) + ps2. Solving for s, we get s = 1 or s = 1−p

p , so taking into ac-

count that 0 ≤ s ≤ 1 (since s is a probability), we have s = 1 if p ≤ 1/2 and
s = (1 − p)/p if p ≥ 1/2 (see Fig. 4).

The “drunk guy on a cliff” puzzle is defined as follows. There is a sheer cliff,
and a drunk guy is facing the cliff. He is staggering drunkenly back and forth.
One single step forward from his current location will send him hurtling into
the abyss, a step backward will bring him closer to safety. The chance of him
staggering backwards (at any time) is p, the chance of him staggering forwards
is 1− p. What is the chance that he will eventually fall into the abyss?

We can model the drunk guy on a cliff as follows:

dist(0) <=> true.

dist(N) <=> N > 0 | dist(N+1):p ; dist(N-1):(1-p).

with the initial query dist(1). The only way to terminate is by reaching dist(0),
i.e. by falling into the abyss. So the drunk guy on a cliff puzzle boils down to
computing the termination probability of the above program.
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Fig. 4. Termination probability for the rule “p ?? a <=> a,a”
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Fig. 5. Derivation graph for the drunk guy on a cliff program

For example, consider the case p = 1/2 and the query dist(1). The proba-
bility of termination s = s(dist(1)) can be computed as follows:

s(dist(i)) =
1

2
s(dist(i− 1)) +

1

2
s(dist(i+ 1))

Given that s(dist(0)) = 1, it is easy to verify that

s(dist(1)) =
1

2
+

1

2
s(dist(2)) =

2

3
+

1

3
s(dist(3)) =

3

4
+

1

4
s(dist(4)) = . . . = 1

It turns out that we have already solved this problem. Consider again the
program consisting of the single rule “p ?? a <=> a,a”, and consider an ω??

t

execution state σ = 〈G, S,B,T〉n in a derivation starting from the query “a”.
The probability of termination from state σ only depends on the number of
a/0 constraints for which the rule could still be applied, which is the following
number:

∣∣G � {[ a#n ∈ S | (1, n) �∈ T ]}∣∣. Let us call this number the distance to
termination and denote it with d(σ). When considering a rule instance, there
are two options: with probability p, the distance increases by one (the rule is
applied), and with probability 1 − p, the distance decreases by one (the rule is
not applied). The program terminates as soon as d(σ) = 0.

An alternative way to compute the termination probability of the above pro-
grams is as follows. All terminating derivations consist of n rule instances that
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are applied (or distances that are increased) and n + 1 rule instances that are
not applied (or distances that are decreased), for some number n. For example,
for n = 3 we have the following five derivations: +++−−−−, ++−+−−−,
++−−+−−, +−++−−−, and +−+−+−− where “+” means “applied”
(or incremented) and “−” means “not applied” (or decremented). For a given
number n of applied rule instances, the number of possible derivations is given
by the n-th Catalan number1 Cn = (2n)!/(n!(n+1)!). This gives us the following
formula to compute the termination probability s:

s =

∞∑

n=0

pn(1− p)n+1 (2n)!

n!(n+ 1)!

The above infinite sum converges to the same values for s we already cal-
culated above. However, this alternative formulation allows us to compute the
expected number of rule applications (of the rule “p ?? a <=> a,a”). The ex-
pected number of rule applications is given by:

Ep =

∞∑

n=0

pn(1− p)n+1 (2n)!

n!(n+ 1)!
n

Figure 6 shows the expected number of rule applications Ep as a function of

p. As p gets closer to 1/2, the value for Ep grows quickly: for p = 2k−1
2k+1 , we have

Ep = 2k−1
2 . The border case p = 1/2 is interesting: the termination probability

is 1 but the expected number of rule applications is +∞. As p gets larger than
1/2, the termination probability drops and so does the expected number of rule
applications of the (increasingly rare) terminating derivations.

Multi-headed Rules. So far, we have only considered single-headed rules. One
of the simplest “interesting” cases is the following rule: (with less than three a’s
in the body, the program terminates universally)

p ?? a, a <=> a, a, a.

Given the query “a,a”, there are two rule instances to be considered: (a#1, a#2)
and (a#2, a#1). If both instances are not applied (probability (1 − p)2), the
program terminates; otherwise we are further away from termination.

We define the termination distance d(σ) of an execution state σ = 〈G, S,B,T〉n
as a pair d(σ) = (n,m) where n =

∣∣G
∣∣ is the number of “not yet considered”

a’s and m =
∣∣S
∣∣ is the number of “considered” a’s. Given the query “a,a”, the

initial state has distance (2, 0).
The termination probability s(n,m) of a state with distance (n,m) can be

computed as follows. If n = 0, the rule can no longer be applied so we have

1 The Catalan numbers are named after the Belgian mathematician Eugène Charles
Catalan (1814-1894). They are sequence A000108 in The On-Line Encyclopedia of
Integer Sequences (http://oeis.org/A000108).
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Fig. 6. Expected number of rule applications (if terminating) for “p ?? a <=> a,a”

termination. If n > 0, we can take one a/0 and consider all matching rule
instances. Since there are m possible partner constraints and two (symmetric)
occurrences of the active constraint, there are 2m rule instances to consider. If
none of these rule instances are applied, we just add the a/0 constraint to the
store, so the new distance will be (n − 1,m + 1). However, if one of the rule
instances is applied, we get a new distance (n + 2,m − 1). So the termination
probability s(n,m) is given by the following equations:

{
s(0,m) = 1
s(n,m) = (1− p)2ms(n− 1,m+ 1) + (1− (1 − p)2m)s(n+ 2,m− 1)

Note that if m = 0, there are no partner constraints so there are no rule
instances to consider, i.e. s(n, 0) = s(n− 1, 1).

Unfortunately, we have not found a closed-form solution for the above equa-
tions. The example shows that, while the complexity of the programs increases,
the mathematical models representing the probability of termination become too
complex to be solved by standard techniques.

6 Conclusion and Future Work

In this paper we presented the results of an initial investigation of the concept of
probabilistic termination of CHRiSM programs. This research has mostly taken
the form of a number of small case studies, in which we attempt to reveal the
intuitions concerning the concept of probabilistic termination and present some
ways of (manually) proving probabilistic termination. In the process, for some
of the cases, we also study the expected number of rule applications.

For some classes of programs, we have generalised the observations in our
case studies and we formulated and proved termination conditions. In partic-
ular, for universally terminating programs we obviously also get probabilistic
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termination. Therefore, techniques developed to prove universal termination of
CHR are sufficient to prove probabilistic termination of corresponding CHRiSM
programs. We also identified the class of MC-type programs and formulated and
proved a sufficient probabilistic termination condition for it.

For more general classes of programs, termination proofs may become quite
complex. We elaborated on a few more complex (but still toy) cases, where
sometimes we are able to solve the problem, but in other cases, we observe
that the equations expressing probabilistic termination are too complex to be
solved with standard techniques. In this exploratory paper we have focused on
intuition and examples. It would be interesting to investigate to what extent the
theoretical work of [5,4] can be transferred to our setting.

Finally, note that although this work has been in the context of CHRiSM,
most of the ideas are also applicable to other probabilistic logic programming
languages like PRISM and ProbLog. In most of the probabilistic inference al-
gorithms used in the implementations of these languages (e.g. probability com-
putation, learning), it is assumed that the program universally terminates. An
interesting direction for future work is to generalize these algorithms such that
they can handle (certain classes of) probabilistically terminating programs.
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