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In various engineering applications, the solution of the Helmholtz equation is required

over a broad frequency range. The simplest approach, which consists in solving the

system of equations obtained from a finite element discretization for each frequency,
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becomes computationally prohibitive for fine increments, particularly when dealing

with large systems, like those encountered when addressing mid-frequency problems.

Alternative approaches involving reduced-order models built via Padé approximations

are now well established for systems exhibiting polynomial frequency dependency

of second-order kind and for frequency independent excitations. This paper treats

systems of more complicated wavenumber dependency, likely to be encountered when

applying frequency dependent boundary conditions and/or loadings. The well-condi-

tioned asymptotic waveform evaluation (WCAWE) is selected as the method of choice

and the approximated Taylor coefficients are computed by differentiating the contin-

uous frequency dependent models obtained through a fitting process of the system

entries. The method is benchmarked first against the Second-Order Arnoldi (SOAR)

algorithm on a simple second-order system. Then it is applied to realistic large scale

interior and exterior Helmholtz problems exhibiting high-order polynomial or rational

frequency behavior. In either case, the proposed methodology is shown to reduce the

computational time of the frequency sweep by an order of magnitude when compared

to the direct approach.

& 2012 Elsevier Ltd. All rights reserved.
1. Introduction

Frequency sweeps over a wide frequency range and for a large number of frequencies are required in many applications
in acoustics, like car cavity design as interior problems or radiation of vibrating structures as exterior problems. Since the
complex symmetric matrix arising from the finite element discretization of the Helmholtz problem is wavenumber
dependent, computing the solution generally involves a separate inversion at each frequency, leading to a computational
cost which grows linearly with the number of frequency evaluations. When dealing with large systems, like those arising
when tackling mid-frequency applications, this becomes computationally expensive, if not prohibitive.
All rights reserved.

: þ32 16 384 505.

(M. Souza Lenzi), sanda.lefteriu@lmsintl.com (S. Lefteriu), hadrien.beriot@lmsintl.com (H. Beriot),

al., A fast frequency sweep approach using Padé approximations for solving
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Modal superposition has been the preferred method in commercial software in the past decades to reduce the
computational burden associated to the original problem. The eigenmodes of interest are computed once, leading to a
reduced-order model obtained through an appropriate projection, which can be easily inverted at a large number of
frequencies [1]. Furthermore, the eigenmodes provide useful physical insights to engineers on the global behavior of the
dynamical system. However, the modal superposition technique is only efficient when applied to systems with polynomial
frequency dependency of first-order kind (standard state-space or descriptor systems) which renders it inappropriate for
many applications. Moreover, in the mid-frequency range, the modal density and modal overlap increase, causing the
modal superposition to become less effective.

As an alternative to modal superposition, fast frequency sweep (FFS) methods have received a considerable attention in
the engineering community. The objective of FFS is to accelerate the computation of the frequency response such that the
solution can be obtained at a much larger number of points for the same computational effort. The basic idea is to compute
the solution at a few key frequencies (expansion points) and then determine the behavior at intermediary points by
extrapolating the response in the neighborhood. The extrapolation is based on the knowledge of the derivatives of the
solution evaluated at the expansion points (also called moments).

One moment matching approach which has received particular attention is the Padé type approximation [2]. This
technique approximates the response around an expansion point by a rational function of a given order by matching terms
in the Taylor series expansion. The use of Padé approximation versus more classical Taylor series expansions is motivated
by the fact that the response function has singular points (poles), where the Taylor series does not converge.

Padé approximants can be computed by matching the moments in an implicit way via Krylov subspace projections.
Padé-via-Lanczos (PVL) [3,4] and matrix Padé-via-Lanczos [5,6] achieve moment matching by building Krylov subspaces
using the Lanczos process. Krylov methods were shown to lead to substantial improvements for large scale multi-
frequency analysis in various engineering applications [7–11].

Moment matching for systems with first-order polynomial frequency dependency in the system matrix is well
understood. However, its application to systems of second-order kind with mass, stiffness and constant non-proportional
damping systems is only possible through a linearization, which doubles the dimension of the original problem and
increases memory requirements substantially [12]. Therefore, researchers developed methods to solve the quadratic
eigenvalue problem directly [13–15]. A major breakthrough was achieved in 2005 by the so-called Second-order Arnoldi
(SOAR) algorithm [16], as it allows for an elegant and efficient way of reducing second-order systems while preserving
their second-order structure. It is based on a generalization of the standard Krylov subspace to a second-order Krylov
subspace, constructed from one initial vector and two particular matrices. Several improvements and extensions of SOAR
can be found in the literature, like the ‘‘Refined Second-Order Arnoldi (RSOAR)’’ [17], ‘‘SAPOR: Second-Order Arnoldi
method for Passive Order Reduction’’ [18] and the ‘‘Two-Sided Second-Order Arnoldi Algorithm’’ [19–21].

In this paper, the focus is on problems with more complicated frequency behavior of the system matrix and of the right-
hand side. In many real-life engineering applications involving Helmholtz solutions, some properties of the model
(impedance, loadings,y) are provided under the form of a set of data points and their frequency behavior is not known
explicitly. Furthermore, for exterior Helmholtz applications, modeling the unbounded domain requires the introduction of
a specific operator on the truncation surface which is typically frequency dependent. Although Padé-via-Lanczos may be
implemented in combination with a Dirichlet-to-Neumann (DtN) non-reflecting map [22], this can only be done through
an ad hoc modification of the algorithm. In the general case, the frequency dependency may be too complicated for
adapting Krylov methods. Here, radiation problems are tackled through the introduction of locally conformal Perfectly
Matched Layers (PMLs) around the computational domain [23], which are shown to yield a matrix equation with rational
frequency dependency.

For such non-second-order systems, methods based on direct Padé approximations have to be employed. The first
method applying Padé approximation was the Asymptotic Waveform Evaluation (AWE) [24], which computes and
matches moments explicitly. The approximants are computed by setting up a Hankel linear system, whose solution
determines the coefficients of the rational function [25]. This approach was successful in reducing the complexity of
systems arising from a finite element method (FEM) discretization of electromagnetic systems [26]. However, this Hankel
system is inherently ill-conditioned, which limits the expansion to moderate orders [2]. As an alternative, Galerkin AWE
(GAWE) [31] enforces a Galerkin treatment and, unlike AWE, GAWE does not form the Padé approximants explicitly.
Instead, the original matrix is projected onto the subspace formed by the orthonormalized moments and a Galerkin
condition is imposed, making the residual of the approximation orthogonal to the moments subspace.

Nevertheless, both AWE and GAWE compute the moments explicitly through an ill-conditioned vector-generation process
and therefore exhibit a small bandwidth of convergence. To alleviate this particular issue, Slone [28] introduced the well-
conditioned AWE (WCAWE) algorithm. This implicit moment matching process generates moments that do not stagnate,
thanks to the introduction of correction factors, yielding an approximation with a significantly wider bandwidth [29].

Padé approximation is intrinsically a single frequency expansion technique. To apply it over a wide frequency range, a
multi-expansion point strategy must be implemented to render an efficient FFS algorithm [30]. For instance, a multi-point
extension of GAWE (MGAWE) was introduced by Slone et al. [31], while the Adaptive Windowing Algorithm (AWA),
developed by Tuck-Lee et al. [10] and applied in conjunction with the block Lanczos algorithm, is another example. In
Lenzi et al. [32], the combination of AWA and SOAR was able to provide reduced-order models with good levels of accuracy
over a wide frequency range.
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The objective of the paper is to propose a more general approach to accelerate the computation of Helmholtz interior
or exterior FFS problems, including those involving non-explicit frequency dependencies in the matrix and right-hand
side entries. As no differentiation can be performed in symbolic closed form, a system identification procedure which
constructs function approximations for all system entries is proposed to approximate the Taylor coefficients of the
solution. The subspace computed from this system identification step is then used in the WCAWE algorithm coupled with
an AWA multi-point strategy. Though the examples and formulations presented here assume only uncoupled acoustics
problems in quiescent medium, it is believed that it could be also applied for coupled vibro-acoustic or convected acoustics
applications.

The paper is structured as follows. Section 2 presents the interior and exterior Helmholtz boundary value problems and
discusses the frequency dependency of the resulting algebraic systems. Section 3 introduces the WCAWE algorithm, while
Section 4 discusses its application to systems with complicated frequency dependency. In Section 5, the WCAWE algorithm
is coupled with a multiple expansion points strategy. Finally, in Section 6, the proposed approach is validated on several
academic and industrial test cases, while Section 7 concludes the paper.

2. Problem description

This section introduces the interior and exterior Helmholtz boundary value problems and their finite element
formulations. The frequency dependency of the algebraic system resulting from their discretization is also discussed.

2.1. The interior acoustic problem

Consider an inviscid compressible fluid comprised in a bounded domain O with boundary G. The boundary G is divided
into two non-overlapping partitions Gn,Ga, such that G¼Gn [ Ga. The steady-state acoustic pressure field created by a set
of harmonic excitations at wavenumber k is described by the Helmholtz interior boundary value problem

r
2pþk2p¼�s in O, (1)

rp � n¼�irovn on Gn, (2)

rp � n¼�iroAnp on Ga, (3)

where k¼o=c, with o, the angular frequency, and c, the speed of sound. Eq. (1) is the Helmholtz equation with a source
term s. In this equation, p denotes the complex amplitude of the pressure representing a time harmonic variation given by
p0 ¼ ReðpeiotÞ. It is assumed that this pressure field represents a small perturbation around an ambient reference state in
the fluid. Eqs. (2) and (3) state the Neumann and Robin boundary conditions, respectively, in which vn,r and An represent
the normal velocity on the boundary Gn, the fluid density and the admittance coefficient value on boundary Ga,
respectively.

2.2. The exterior acoustic problem

Let us now consider the case of an inviscid compressible fluid in an infinite domain O1. A scattering object with
boundary G is submerged into this fluid. The boundary value problem of radiation and scattering from this obstacle in an
unbounded region O1 consists of Eqs. (1)–(3) together with the Sommerfeld radiation condition

lim
9r9-1

9r9
qp

q9r9
�ikp

 !
¼ 0, (4)

where r represents the domain position vector. This condition expresses the fact that no energy can possibly come from
infinity, thus guaranteeing the uniqueness of the solution.

In order to render this boundary value problem amenable for finite element discretization, it is necessary to
reformulate it into an equivalent bounded one. This is achieved through the introduction of a PML. The PML technique,
which was first proposed by Berenger [33], is a popular technique for the simulation of waves in unbounded media due to
its effectiveness, simplicity and flexibility [34–36]. The idea is to surround the computational domain by a nonphysical
PML medium in which the outgoing waves are absorbed.

The computational domain for modeling exterior Helmholtz problems using PML is shown in Fig. 1. The unbounded
domain O1 is first truncated using some artificial surface Gint which encloses the scatterer and all the sources. The volume
comprised between G and Gint defines the physical computational domain denoted Ophy, where the solution of the boundary
value problem is desired. The volume contained between Gint and some outer surface Gext defines the nonphysical PML
region Opml ¼O\Ophy.

The PML derivation typically relies on a global separable coordinate system. Using Cartesian, spherical or cylindrical based
PML definitions and combining them, a wide range of geometries can be efficiently tackled. Still, in some applications, an
unnecessarily large free-space region must be discretized between the PML and the object under investigation. Consequently,
researchers tried to extend the flexibility of the method by implementing more general formulations. Lassas et al. [37]
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Fig. 1. Computational domain for exterior acoustics applications.

M. Souza Lenzi et al. / Journal of Sound and Vibration ] (]]]]) ]]]–]]]4
introduced a normal tangential coordinate system based on a parametrization of the boundary. Later on, Zschiedrich et al. [38]
developed a specific coordinate system able to cope with any polygonal domains. Recently, a new PML realization was
proposed by Ozgun et al. called ‘‘locally conformal PML’’ [23,39], which allows to easily design an arbitrarily shaped convex
absorbing region. The originality of the method lies in the fact that the variational formulation is solved directly in the complex
space, yielding a conceptually simple scheme which retains most of the regular FEM implementation.

In this paper, the locally conformal PML realization is used. In this approach, each point P in Opml � R3 is mapped onto
~P in the complex PML region Y � C3 based on the following complex coordinate transformation [39]:

~x ¼ xþ
1

ik
gðxÞnðxÞ, (5)

where x 2 R3 and ~x 2 C3 are the position vectors of the points P in real space and ~P in complex space, respectively. The
parameter x 2 ½0;1� determines the local positioning of P inside the layer, the unit vector n indicates the outward
absorption axis and gðxÞ is a monotonically increasing function of x, typically quadratic, which is referred to as the
absorption function. This function vanishes at x¼ 0 to ensure the continuity of the transformation (5) at the interface Gint

with the physical domain. Note that if a spherical absorbing layer is considered, the transformation (5) is shown to be
equivalent to the classical spherical PML transformation [23].

The Helmholtz equation is modified inside the PML medium through the complex coordinate transformation (5) as
follows:

~r
2
~pð ~xÞþk2 ~pð ~xÞ ¼ 0 8x in Opml, (6)

where ~p is the analytic continuation of the unknown pressure field to complex space and ~r is the transformed nabla
operator which reads

~r ¼ ½J�1
�T � r, (7)

with J, the Jacobian matrix of transformation (5) with entries

J½i,j� ¼
q ~xi

qxj
: (8)

Inside the physical domain, the standard Helmholtz equation (1) holds and the continuity between the fields p and ~p is
ensured by the following relation:

~x ¼ x 8x 2 Gint:

On the external surface Gext a Dirichlet boundary condition is applied

~p ¼ 0 8x 2 Gext: (9)

In summary, the Helmholtz exterior boundary value problem consists of Eq. (6) in the PML medium, of Eq. (1) in the
physical domain and of the conditions (2), (3) and (9) applied on the boundary qO¼G [Gext.

2.3. Finite element formulation

For the sake of conciseness, only the weak form associated to the exterior acoustic boundary problem described in
Section 2.2 is presented. The expression corresponding to the interior configuration can be easily retained by removing all
PML medium contributions.
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The weak form on the PML medium can be obtained using the method of weighted residuals and is given in the
complex space as Z

Y
f ~r ~q � ~r ~p�k2 ~q ~pg dY, (10)

where ~q is a scalar weight function in the complex space vanishing at Gext. The weak form (10) can be transformed into the
real space coordinates by using Eq. (7)Z

Opml

fð½J�1
�T � r ~qÞ � ð½J�1

�T � r ~pÞ�k2 ~q ~pgdetðJÞ dOpml: (11)

In most PML realizations, the real space form (11) is used. The originality of the locally conformal PML method lies in
the fact that it relies directly on the complex residual statement (10). This formulation is solved directly in the complex
space, using elements with complex nodal coordinates (for more details, see [23]). After adding the physical domain
contribution, the Helmholtz exterior boundary value problem leads to the following integral formulation:Z

Y
f ~r ~q � ~r ~p�k2 ~q ~pg dYþ

Z
Ophy

frq � rp�k2qpg dOphy�io
Z
Ga

rAnqp dGa ¼

Z
Ophy

qs dOphyþ io
Z
Gn

rqvn dGn, (12)

for all functions (p, q) continuous, piecewise linear in Ophy and for all functions ð ~p, ~qÞ continuous, piecewise linear in Y and
vanishing on Gext.

2.4. Algebraic system

The discretization of the weak form (12) yields the following algebraic system:

Zðf Þpðf Þ ¼ bðf Þ, f ¼
o
2p

, (13)

where Z is a sparse, square, complex symmetric matrix of size N, p is the vector containing the nodal pressure unknowns and b
is the right-hand side vector. The size of the system depends on the number of degrees of freedom in the discretization, but it
ranges typically from 104 to 106 for industrially relevant problems. Solving Eq. (13) over a large set of frequencies F

F ¼ ff 1,f 2, . . . ,f Nf
g,f 1 ¼ f min,f Nf

¼ f max (14)

is referred to as a frequency sweep problem. For interior acoustics applications with constant impedance An, the system matrix
Z exhibits a second-order frequency dependency

Zðf Þ ¼K�ð2pf Þ2Mþ ið2pf ÞD, (15)

with constant stiffness matrix K, mass matrix M and damping matrix D. For such algebraic systems and for a constant right-
hand side, bðf Þ ¼ b, Krylov-based algorithms such as SOAR [16] can be used efficiently.

In any other case, such approaches are not directly applicable. For instance, the system arising from the discretization of
the Helmholtz-PML formulation is much more complex. In fact, the in-depth analysis provided hereafter reveals that it is
rational of high order. Let us consider the frequency dependency of the Jacobian matrix given in Eq. (8). From the
transformation (5), the following relation holds:

J¼H1þ
1

k
H2,

where H1, H2 are frequency independent. Considering the expression of the integral in Eq. (11), the frequency dependency
of the PML entries originates from the contributions of the matrix inverse and of the determinant of the Jacobian J.
Consequently, the system matrix Z arising from computations involving PML exhibits a frequency dependency of rational
kind, which cannot be written under the quadratic form in Eq. (15).

The PML elements used in the numerical examples in Section 6 are provided by the commercial software LMS Virtual.Lab
Acoustics [40]. Constant-length layers of elements are directly extruded from the triangle mesh outer FEM surface, following
the node normals, yielding a structured pentahedral mesh pattern in the PML region (see Fig. 9(b)). In Fig. 2 two different
pentahedras are studied, a straight one (Fig. 2(a)), as likely to be extruded from a straight surface with collinear normal at
nodes, and a distorted one (Fig. 2(b)), as likely to be extruded from a curved surface with different normal at nodes.

The 6�6 matrix, denoted as Ze, of each element was computed in symbolic closed form to extract the frequency behavior of
its entries. For more details about the elementary matrices computation of the locally conformal PML realization, the reader is
referred to [23]. The elementary matrix entries of these two elements were found to be of complexity

Ze½i,j� �O
P5ðf Þ

Q3ðf Þ

� �
ðstraightÞ and Ze½i,j� �O

P17ðf Þ

Q15ðf Þ

� �
ðdistortedÞ, (16)

where Pn and Qm are non-zero polynomials of degree at most n and m respectively. Concerning the rational function
characteristics, a root finding analysis reveals that all poles lie on the positive imaginary axis, except for the pole at 0þ0i,
which is shared by all matrix entries. The frequency behavior of the entries ½i,j� ¼ ½2;2� and ½i,j� ¼ ½5;4� is shown in Fig. 3(a) for
non-dimensional wavenumbers between k¼0 and k¼10. Both entries clearly exhibit a pole at k¼0. For the diagonal entry, the
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Helmholtz finite element models, Journal of Sound and Vibration (2012), http://dx.doi.org/10.1016/j.jsv.2012.05.038

dx.doi.org/10.1016/j.jsv.2012.05.038
dx.doi.org/10.1016/j.jsv.2012.05.038
dx.doi.org/10.1016/j.jsv.2012.05.038


Fig. 2. PML elements considered for the symbolic analysis of the elementary matrix entries. (a) Straight element; (b) Distorted element.
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zeroes of the (2, 2) entry of the distorted element matrix in the complex plane.
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behavior indicates also the presence of a zero between k¼3 and k¼4. The poles and zeroes of this diagonal entry for the distorted
element are shown in Fig. 3(b). The plot suggests that there are almost pole-zero cancellations, indicating that a rational
approximation of order lower that 17 (see Eq. (16)) is able to capture the behavior. This study of the PML entries is relevant for the
numerical example in Section 6.

It should be emphasized that the previous analysis only concerns the elementary matrix entries. The PML entries in the
global matrix Z will comprise contributions from all the neighboring elements and, as such, will exhibit a rational behavior of
much higher order than those given in Eq. (16). Such systems with complex frequency dependency can only be tackled using
Padé based techniques. In the following section, the Well Conditioned Asymptotic Waveform Evaluation is introduced.

3. Well-conditioned asymptotic waveform evaluation (WCAWE)

This section introduces the WCAWE algorithm [29]. Using the Taylor coefficients of the system matrix and of the right-
hand side (RHS), this algorithm computes the subspace of moments in a robust manner by introducing correction factors.
In the original paper, the method was applied to systems with polynomial frequency dependency. This paper extends its
applicability to systems with rational frequency dependency in some of the entries. Moreover, the original algorithm may
suffer from breakdown, so Section 3.2 discusses this possible situation and proposes an improvement.

3.1. Original algorithm

This section presents the efficient computation via WCAWE of the subspace of moments used in the Galerkin projection
performed to reduce the complexity of the original problem.
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For the time being, assume a single expansion frequency f0 (the case of multiple expansion points is treated in Section 5) and
denote f�f 0 by s. One can write a Taylor series expansion around f0 for the solution vector

pðf Þ ¼ pðf 0Þþp0ðf 0Þsþp00ðf 0Þ
s2

2!
þ . . . þpðnÞðf 0Þ

sn

n!
þ . . . , (17)

where pðnÞ denotes the nth-order derivative of p. The derivatives are obtained by differentiating Eq. (13), which yields the
following recursive expression:

pðnÞðf 0Þ ¼
qnp

qf n

����
f ¼ f 0

¼ Zðf0Þ
�1 qnb

qf n

����
f ¼ f 0

�
Xn

i ¼ 1

Ci
n

qiZ

qf i

�����
f ¼ f 0

qn�ip

qf n�i

�����
f ¼ f 0

2
4

3
5, (18)

where Ci
n ¼ n!=i!ðn�iÞ! is the binomial coefficient. Introducing the following notations:

wnþ1 ¼
1

n!

qnpðf Þ

qf n

����
f ¼ f 0

,

Zn ¼
1

n!

qnZðf Þ

qf n

����
f ¼ f 0

, (19)

bn ¼
1

n!

qnbðf Þ

qf n

����
f ¼ f 0

, (20)

and performing rearrangements, ones finds that the moments, namely wnþ1, are obtained through the following process:

w1 ¼ Z�1
0 b0

w2 ¼ Z�1
0 ðb1�Z1w1Þ

^

wnþ1 ¼ Z�1
0 bn�

Xn

i ¼ 1

Ziwn�iþ1

" #
: (21)

Galerkin Asymptotic Waveform Evaluation amounts to forming the moment-matching subspace Wn ¼ ½w1 . . . wn� 2 C
N�n and

imposing that the residual is perpendicular to Wn, yielding the following solution vector:

pnðf Þ ¼WnðW
H
n Zðf ÞWnÞ

�1
ðWH

n bðf ÞÞ,

where ð�ÞH stands for the complex conjugate transpose. However, the moments computed using Eq. (21) become linearly
dependent very soon (for small values of n) due to repetitive premultiplication by Z�1

0 , causing the vectors to align in the
direction of the eigenvector associated to the largest eigenvalue of the matrix Z�1

0 . Therefore, the aim of Well Conditioned
Asymptotic Waveform Evaluation [29] is to compute this space in an alternative way, which yields a meaningful result even for
high n. The pseudocode is outlined in Algorithm 1.
Algorithm 1. WCAWE
Please c
Helmho
Data: Z0 , . . . ,Zn; b0 , . . . ,bn; n: number of moments to be matched around f0
Result: pnðf Þ: approximation of the original solution pðf Þ
1
 ~w1 ¼ Z�1
0 b0;
2
 U½1;1� ¼ J ~w1J, w1 ¼ ~w1U�1
½1;1�;
3
 for i¼2,y,n do0 16

4

5

6

7

~w i ¼ Z�1
0

Xi�1

j ¼ 1

bje
T
1PU1
ði,jÞei�j�Z1w i�1�

Xi�1

j ¼ 2

ZjW i�jPU2
ði,jÞei�j

@ A;
for j¼ 1, . . . ,i�1 do

U½j,i� ¼wH
j
~w i , ~w i ¼ ~w i�U½j,i�w j

j
;

U½i,i� ¼ J ~w iJ, w i ¼ ~w iU
�1
½i,i�;

666666666664

8
 for f 2 F doj

9
 pnðf Þ ¼WnðW

H

n Zðf ÞWnÞ
�1
ðW

H

n bðf ÞÞ=nZðf Þ & bðf Þ come from the FEM matrix assembly �=;
In the following, some notation is clarified:
	
 PUw
ði,jÞ ¼

Qj
k ¼ w U�1

½k:ði�jþk�1Þ,k:ði�jþk�1Þ�,

	
 U½i:j,i:j� denotes the block of the matrix U from rows i to j and columns i to j,
ite this article as: M.S. Lenzi, et al., A fast frequency sweep approach using Padé approximations for solving
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 ei is the ith unit vector: all its entries are 0 except the ith, which is 1, so the operation eT
1PU1
ði,jÞei�j selects the entry on

row 1 and column i�j of the matrix PU1
ði,jÞ, while PU2

ði,jÞei�j is selecting the i�j column of PU2
ði,jÞ.

3.2. Breakdown of WCAWE

The algorithm may break down in some particular situation. Suppose that the Taylor coefficients of the matrix Zðf Þ are:
Z0, Z1 ¼ Z0, Z2aZ0 and those of the right-hand side follow the same pattern: b0, b1 ¼ b0, b2ab0. The moments according to
Eq. (21) are

w1 ¼ Z�1
0 b0,

w2 ¼ Z�1
0 ðb1�Z1w1Þ ¼ Z�1

0 b0�Z0Z�1
0|fflfflffl{zfflfflffl}

I

b0

0
@

1
A

|fflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
0

¼ 0,

w3 ¼ Z�1
0 ½b2�Z1w2�Z2w1� ¼ Z�1

0 ½b2�Z2Z�1
0 b0�a0:

Applying the WCAWE process, described in Algorithm 1, in double precision for this case yields the following:
1.
P
H

~w1 ¼ Z�1
0 b0, U½1;1� ¼ J ~w1J) w1 ¼ ~w1U�1

½1;1�.� �

2.
 ~w2 ¼ Z�1

0 b1eT
1PU1
ð2;1Þe1�Z1w1 ¼ E, where E is a vector with entries below machine precision.
3.
 U½1;2� ¼wH
1
~w2 ¼ E) ~w2 ¼ ~w2�U½1;2�w1 ¼ E.
4.
 U½2;2� ¼ J ~w2J¼ E) w2 ¼ ~w2U�1
½2;2� ¼ E=E. Note that this is non-zero in finite precision, since it is obtained by dividing two

small quantities. At this point, breakdown has occurred since w2 should be 0, or close to machine precision. Therefore, by
adding this moment to the space and continuing with the recursive procedure, the following moments are no longer matched.

As inverses of blocks of the upper triangular matrix U are used in the WCAWE algorithm (the PUw
ði,jÞ quantities),

breakdown will occur when a diagonal entry is below machine precision. This happens when ~w i in line 4 of Algorithm 1 is
either 0 or a linear combination of vectors already in the subspace. In both cases, the entry U½i,i� is 0 (or below machine
precision), so the modified Gram-Schmidt process fails. The proposed remedy is to set U½i,i� to 1. Note that [29] point out
that there are no constraints in choosing the coefficients in the matrix U, so changing the value of the U½i,i� entry from 0 to 1
avoids breakdown, but still ensures that the moment matching property holds. However, this remedy yields an
unnecessary column in Wn, since the ~w i moment, which is 0 or linearly dependent on the previous moments, is kept in
the projection subspace. Therefore, when computing the approximation, the projection should be done on the subspace
formed by the linearly independent moments. This can be computed via a rank-revealing singular value decomposition
(SVD) or QR decomposition or by saving the indices of the useful moments. The latter approach is discussed in Algorithm 2.
Algorithm 2. WCAWEnobreakdown
lease c
elmho
Data: Z0 , . . . ,Zn; b0 , . . . ,bn; n: number of moments to be matched around f0
Result: pnðf Þ: approximation of the original solution pðf Þ
1
 ~w1 ¼ Z�1
0 b0;
2
 U½1;1� ¼ J ~w1J, w1 ¼ ~w1U�1
½1;1�;
3
 k¼1, ŵ1 ¼w1 /* first linearly independent moment*/;
4
 for i¼2,y,n do0 16

5

6

7

8

9

10

11

12

13
~w i ¼ Z�1
0

Xi�1

j ¼ 1

bje
T
1PU1
ði,jÞei�j�Z1w i�1�

Xi�1

j ¼ 2

ZjW i�jPU2
ði,jÞei�j

@ A;
for j¼ 1, . . . ,i�1 do

U½j,i� ¼wH
j
~w i , ~w i ¼ ~w i�U½j,i�w j

j
;

U½i,i� ¼ J ~w iJ;

if U½i,i�oE then

U½i,i� ¼ 1,w i ¼ ~w iU
�1
½i,i�

��� ;

else

w i ¼ ~w iU
�1
½i,i�;

k¼ kþ1,ŵk ¼w i= � addlinearlyindependentmoment � =

$

666666666666666666666666664

14
 for f 2 F do
15
 pqðf Þ ¼ ŴkðŴ
H

k Zðf ÞŴkÞ
�1
ðŴ

H

k bðf ÞÞ
j

Algorithm 2 assumes that the first moment is not 0 and therefore has a non-zero norm (see line 2). This is a valid
assumption since the first moment is simply the response at the expansion frequency f0.
ite this article as: M.S. Lenzi, et al., A fast frequency sweep approach using Padé approximations for solving
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4. Computing the Taylor coefficients

Eq. (18) involves the derivatives of the matrix Z and of the right-hand side b with respect to frequency. These are not
known, as Z and b are not analytical functions of frequency, but rather only assembled at discrete frequency values in
the desired range. Hence, this section outlines the two main steps related to computing the Taylor coefficients given in
Eqs. (19) and (20):
	

P
H

constructing polynomial or rational interpolating functions for the entries of Z and b from the assembled matrices at
the desired frequencies (Section 4.1).

	
 performing the differentiation with respect to frequency of the polynomial or rational interpolating functions (Section 4.2).

Some notation is first introduced. Sz denotes the set of non-zero entries of the sparse complex matrix Zðf Þ and Nz

denotes the cardinality of this set. Similarly Sb denotes the set of non-zero entries of the sparse vector bðf Þ and Nb, its
cardinality. The sparsity patterns Sz and Sb are assumed to be frequency independent. Within Sz and Sb, the frequency
dependencies may be very different from one entry to another. Section 4.1 describes the fitting approach used to identify
polynomial or rational functions of appropriate orders for the non-zero matrix entries with complicated frequency
behavior. Most matrix entries exhibit a simple frequency dependency (typically quadratic) and a polynomial fit suffices to
model them.

4.1. Interpolation approach

Denoting by xk, the value of some entry x in the sparsity pattern of the matrix Z or the vector b at frequency fk, obtained
from a standard assembly procedure, an approximation x̂ðf Þ is sought, either as a polynomial

x̂ðf Þ ¼
Xm

h ¼ 0

ahf h for x 2 Sz or x 2 Sb, (22)

or as a rational function.

x̂ðf Þ ¼
aðf Þ

bðf Þ
¼

Pm
h ¼ 0 ahf hPm
l ¼ 0 blf

l
for x 2 Sz or x 2 Sb: (23)

The choice of a rational function is motivated by the fact that entries associated with certain properties and/or boundary
conditions exhibit singular frequency dependencies (see Section 2.4) which cannot be captured via polynomial
interpolation. This interpolation procedure aims at finding the optimal order of the approximation and the associated
coefficients ah,8h¼ 0, . . . ,m or ah,bl,8h,l¼ 0, . . . ,m.

For polynomial interpolation, computing the coefficients amounts to solving a least-squares system Vma¼ x with

Vm ¼

1 f 1 f 2
1 . . . f m

1

1 f 2 f 2
2 . . . f m

2

^ ^ ^ & ^

1 f Nf
f 2

Nf
. . . f m

Nf

2
666664

3
777775, a¼

a0

a1

^

am

2
6664

3
7775, x¼

x1

x2

^

xNf

2
66664

3
77775, (24)

where Vm denotes the Vandermonde matrix and m is the interpolation order.
For rational interpolation, after multiplying by the denominator and bringing everything on one side, a similar system

can be set up: ½Vm �diagðxÞVm�½
a
b� ¼ 0. The vector of coefficients is computed as the null space of the tall matrix

½Vm �diagðxÞVm�.

4.1.1. Chebyshev points

The frequency samples used to set up the rows of the Vandermonde matrix in Eq. (24) are user-defined, and typically
equidistant. However, as indicated in [41], using equispaced samples prevents convergence of an m-point polynomial
interpolant to a function f on ½�1;1�, as m-1, even if f is analytic. This is due to the Runge phenomenon, which causes
oscillations near the endpoints. Even for functions for which convergence should take place in theory, this ill-conditioning
causes divergence in floating point arithmetic. On the other hand, polynomial interpolants in Chebyshev points converge
for analytic functions. Chebyshev nodes over the interval ½a,b� are defined as

aþb

2
þ

b�a

2
cos

2i�1

2m
p

� �
, i¼ 1, . . . ,m:

These points are generated in the interval ½f min,f max� and used for setting up the Vandermonde matrix in Eq. (24). Chebyshev
points are not included in the set F at which the solution is required and therefore this approach requires extra assembling of
the system matrix and the right-hand side. Nevertheless, numerical experiments indicate that this extra cost is compensated by
the better fitting accuracy, which leads to more accurate moments, eventually leading to gains in accuracy.
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4.1.2. Implementation aspects

The basic idea has been described in the previous section, but implementing it in a straightforward manner would lead
to an inefficient algorithm. Therefore, this section discusses various implementation aspects.

To determine the interpolation order m, one can loop over the possible orders, starting from 2 until some maximum
order, e.g., 8, and stop when polynomial interpolation yields acceptable errors. If this was not the case, one can use a
similar loop to test which order is appropriate for rational interpolation. Instead of using an error criterion, this paper
employs a test for stagnation. If the errors for two consecutive polynomial orders are in the same order of magnitude, the
rest of the orders are no longer tested and rational interpolation is used. If stagnation occurs in rational interpolation as
well, the polynomial or rational model which yields the lowest error is retained.

Another implementation aspect relates to the number of Chebyshev points used to set up the rows of the Vandermonde
matrix in Eq. (24): rather than employing Nf, we use a percentage p percent (typically p¼5 or 10). The motivation is that solving
the linear system to determine the fitting coefficients can become computationally prohibitive for a large number of points.

The procedure described above is feasible for the right-hand side vector. However, applying it to all entries in the
sparsity pattern of the system matrix Zðf Þ is very expensive, since Nz can reach 107

�108 for large-scale systems. Therefore,
an exploratory phase, in which the above procedure is applied for the diagonal entries of Zðf Þ, followed by a final phase, in
which the interpolation order for the off-diagonal entries is estimated based on those of the diagonal entries, was
implemented. The appropriate kind and order of interpolation for an off-diagonal entry Z½i,j� is determined as:
	

P
H

polynomial of the minimum order between those of Z½i,i� and Z½j,j�, if both entries are polynomial functions; if this yields
unsatisfactory results, the maximum order is used;

	
 rational of the minimum order between those of Z½i,i� and Z½j,j�, if both entries are rational; if this yields good results, to

avoid overfitting, lower orders are also tested and the one with the smallest errors is stored; if the minimum order was
unsatisfactory, a rational model of the maximum order is employed;

	
 polynomial of the minimum order between those of Z½i,i� and Z½j,j�, if one entry is polynomial and the other is rational;

this situation occurs at the boundary of the physical and the PML domains, in which case the physical node exhibits a
polynomial behavior, while the PML node is interpolated by a rational function.

It is worth emphasizing that the proposed system identification process is purely algebraic, as it only requires the system
matrix and right-hand side entries assembled at the desired frequencies. Provided that all entries can be written under the form
(22) or (23) for moderate orders, no specific a priori knowledge of the boundary value problem at hand is needed and the
proposed approach will closely match the original moments. On the other hand, if some of the matrix or right-hand side entries
exhibit a more complex frequency dependency (for locally conformal PML applications for instance) the system entries can
only be approximated through a fitting procedure. If this fitting procedure fails, based on some predefined deviation criterion,
the user has the possibility to split the initial frequency sweep problem into smaller ones. When the system identification
process is judged satisfactory enough on each subproblem, the FFS algorithm can be applied.

4.2. Computing the derivatives

Recall that Zðf Þ and bðf Þ are only known at a discrete number of frequency samples. Up to this point, the construction of a
continuous model in the frequency, which can be differentiated, was discussed. This section discusses the differentiation process.

For entries interpolated by polynomials, computing derivatives is rather straightforward. Suppose x̂ðf Þ is the continuous
polynomial obtained from fitting entry i (see Eq. (22)). The first derivative is simply x̂

0
ðf Þ ¼

Pm�1
h ¼ 0ðhþ1Þahþ1f h, the second

one is x̂
00
ðf Þ ¼

Pm�2
h ¼ 0ðhþ1Þðhþ2Þahþ2f h, and so on, until the mþ1 derivative, which is 0.

On the other hand, for entries interpolated by rational functions, computing derivatives is more involved. Suppose x̂ðf Þ

is the continuous rational function obtained from fitting entry i (see Eq. (23)). The first step amounts to computing the
derivatives of the numerator and denominator polynomials, respectively, as outlined in the previous paragraph. Next, the
following recursive formula can be applied (the quotient formula):

x̂
ðhÞ
ðf Þ ¼

aðhÞðf Þ�
Ph�1

l ¼ 0 Cl
hx̂
ðlÞ
ðf Þbðh�lÞ

ðf Þ

bðf Þ
: (25)

5. Multiple expansion points strategy

To obtain accurate solutions over a wide frequency range, a multi-frequency strategy must be coupled with the Padé
approximation to allow for an efficient fast frequency sweep algorithm. This strategy can be applied in two ways. The classical
approach is to use rational-like subspace methods [42,43], where a single subspace is built using vectors from all expansion
points. Another approach is to simply store the approximate solution pnðf Þ for the frequencies close to the expansion point
where the approximation is accurate and build a new moments subspace when considering a new expansion point [10].

When applying Padé approximations, one of the main issues is where to place the expansion points. For systems with
known dynamic behavior (i.e. known natural frequencies), there exists a clear connection between the location of the
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interpolation points and the convergence behavior of the approximation [42]. However, in practice, the behavior of the
original system is rarely known a priori and the choice may only be motivated through experience.

Moreover, the size of the subspace built around each expansion frequency is another parameter which influences the
quality of the approximation. Two different strategies may be chosen: an order-adaptive approach, where the subspace
order is increased with the distance to the expansion frequency, and a constant-order approach.

All these issues can be addressed through a proper sequential algorithm. The Adaptive Windowing Algorithm (AWA) of
Tuck-Lee et al. [10] provides an intuitive and simple framework to generate non-overlapping frequency windows which
span a given frequency range. A ‘‘window’’ refers to the frequency range covered successfully (with respect to a predefined
error estimator) by the approximation from one expansion point. The expansion frequencies are simply placed at the
center (in a linear or logarithmic sense) of the frequency window. This algorithm is therefore not of rational kind, in the
sense that the moments subspaces are not combined. Furthermore, AWA is an order adaptive algorithm as, starting from
an initial subspace order nmin, the increase in order is achieved through a comparison between two approximations pnk

and
pnkþ 1

, where nkþ1 ¼ nkþDn and Dn is a positive integer. If the difference is below the desired tolerance, the solution pnk
is

considered to have converged within that particular window. The process stops when nk exceeds some predefined
maximum subspace order nmax, in which case one or two new windows are created according to the remaining frequencies
where the approximation was poor. The procedure continues until both edges of the initial frequency range are reached.

In this paper, a slightly different version of the AWA algorithm is implemented. Rather than checking the convergence of two
consecutive subspace orders, the error estimator driving the windowing algorithm is simply defined as the normalized residual

rnk
ðf iÞ ¼

JZðf iÞpnk
ðf iÞ�bðf iÞJ

Jbðf iÞJ
for i¼ 1, . . . ,Nf : (26)

This is compared to a user-defined accuracy value Etol at frequencies fi above and below the expansion frequency. If it is below
Etol, the approximation pnðf iÞ is stored for that particular frequency, otherwise the subspace is increased by Dn, until it reaches
nmax or the bounds of the initial frequency bandwidth.

The AWA scheme is depicted in Fig. 4. It should be noted that some frequency windows (i.e. frequency windows 3 and 4)
can be sufficiently represented by a small subspace order, whereas in the other frequency windows the maximum number of
moments are required to accurately represent the solution.

In summary, the FFS approach proposed in the paper consists of the following steps. It begins with the system
identification process described in Section 4.1. Once this step is completed, the windowing algorithm defines in an
iterative manner that bounds the current window and the position of the expansion frequency. At each expansion
frequency, also referred to as master frequency, the following four steps are performed:
	

P
H

Taylor coefficients: computed according to Section 4.2;

	
 System assembly: assembly of the FE system matrix and right-hand side vector;

	
 Matrix factorization: factorization of the system matrix;

	
 Subspace computation: application of WCAWE, described in Algorithm 2 lines 1–13.
For all the other frequencies inside the window, also referred to as slave frequencies, three main operations are performed:
	
 System assembly: assembly of the FE system matrix and right-hand side vector;

	
 Reduced system solving: projection of the original system onto the subspace and solving the reduced system as shown

in line 15 of Algorithm 2;

	
 Residual comparison: computation of the residual using Eq. (26) and comparison with the user defined criterion Etol.

The timings of the different processes will be indicated in the numerical examples.
Fig. 4. Illustration of the AWA scheme considering initial subspace order nmin ¼ 10, maximum subspace order nmax ¼ 30 and Dn¼ 10.
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6. Numerical examples

This section discusses several numerical examples validating the proposed approach. In Section 6.1, a typical interior
acoustics problem is investigated. The proposed WCAWE implementation is first benchmarked against SOAR on a second-
order system with constant admittance. For the second test case, the performance of the FFS is assessed on a large scale
non-second-order system with realistic acoustic treatment.

Section 6.2 is devoted to an exterior acoustics problem involving PML. The first test case consists of a sphere with a
vibrating cap radiating in free field. An analytical solution is provided to assess the accuracy of the discrete model. In a
second test case, a problem involving a non-spherical PML is investigated. The efficiency of the FFS algorithm is judged in
terms of both time and accuracy.

6.1. Interior acoustics problem

The interior acoustics test case illustrated in Fig. 5 represents a simplified Finite Element (FE) model of a car cavity. The
coarse and refined meshes used for the computations are shown in Fig. 5(a) and (b) respectively. The three dimensions of
the model as well as the different boundary condition sets are shown in Fig. 5(c). To model some acoustic treatments,
admittance boundary conditions are applied on the headliner and on the carpet list of faces. The engine loading is
represented either by a point source or by a normal velocity applied on the firewall. The pressure field inside the car cavity
is governed by the interior Helmholtz boundary value problem presented in Section 2.1.

6.1.1. WCAWE vs SOAR

Let us first consider the case of a constant admittance Anðf Þ ¼ An and a constant right-hand side bðf Þ ¼ b, as obtained
when applying a point source. In this case, the system matrix arising from the FE discretization can be written under the
quadratic form given in Eq. (15) and Krylov subspace techniques can be employed. The SOAR algorithm introduced in [16]
was implemented in the Matlab programming language for benchmarking against WCAWE.

The coarse mesh used for the analysis depicted in Fig. 5(a) contains 1002 nodes and 1615 tetrahedral elements. The
sound speed and fluid density are respectively c¼340 m/s and r¼ 1:225 kg=m3. A constant normalized admittance
An ¼ An � rc¼ 6:8� 10�3

þ6:9� 10�2 i is applied on the headliner and carpet set of faces. A constant unitary source of the
form sðxsÞ ¼�4pdðx�xsÞ is applied at xs ¼ ½0:5,0:45,0:9�. The frequency range of interest is f min ¼ 10 Hz up to f max ¼ 200 Hz,
with increments of 1 Hz. In this test case, the goal is to compare the WCAWE and the SOAR approximations from a single
subspace with no adaptive windowing. The single expansion frequency is chosen in the middle of the frequency range at
f 0 ¼ 105 Hz. Furthermore, the system identification process described in Section 4 is not applied as the system is assumed
to be of second-order kind and the Taylor coefficients are automatically retrieved from Eq. (15).
Fig. 5. Finite element mesh and geometry of the car cavity model. (a) Coarse mesh, 1002 nodes; (b) Refined mesh, 472 696 nodes; (c) Dimensions of the

model and boundary conditions sets.
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In Fig. 6(a), the real part of the response for entry 261 of the solution vector p is compared to two approximations
obtained by matching n¼20 moments: the first obtained with WCAWE, and the second with SOAR. Both approximations
are in very close agreement as they match the original behavior in the entire frequency window, even close to resonances.
In Fig. 6(b), the normalized numerical error of the solution vector pðf Þ is plotted for the two methods. To study the effect of
the size of the moments subspace, results are shown for n¼10 and 20. These results confirm that WCAWE and SOAR yield
similar approximations. The convergence with respect to the subspace size n is also satisfactory. When increasing from 10
to 20 moments, the numerical error is significantly reduced, which expands the frequency range of validity of the two
approximations.

6.1.2. Large scale test case

The proposed FFS approach combining the system identification, the WCAWE algorithm and the AWA procedure is now
tested on a non-second-order large scale system with realistic acoustic treatment description. The refined mesh used for
the computation is depicted in Fig. 5(b). It contains 472 696 nodes and 2 751 336 tetrahedral elements. Using a rule of
thumb of 10 grid points per wavelength, the mesh upper frequency limit is 1200 Hz. The normalized admittances of the
headliner and the carpet are assumed to be cubic functions of frequency

An ¼ ð0:025iþ0:034iÞf þð0:25þ0:67iÞf
2
�ð0:15þ0:60iÞf

3
ðheadlinerÞ, (27)

An ¼ ð0:08iþ0:20iÞf þð1:72þ1:77iÞf
2
�ð1:13þ1:92iÞf

3
ðcarpetÞ, (28)

with f ¼ f=2000, hence yielding an algebraic system Zðf Þ with fourth-order polynomial frequency dependency. The
admittance values are plotted in the range ½10;2000� Hz in Fig. 7.

To represent the engine loading, a constant velocity vn ¼ 1� 10�4 m=s is applied on the firewall, yielding a first-order
polynomial frequency dependent right-hand side bðf Þ. The WCAWE algorithm was implemented in the FORTRAN 90
computing language within the LMS vibro-acoustic solver. Computations were performed on a PC system with 24 Gb of
RAM and 2.80 GHz CPU speed. For all sparse system matrix factorizations (including for the direct approach), the state-of-
the-art MUltifrontal Massively Parallel sparse direct Solver (MUMPS) [44] was used.

The frequency response is required over the range ½20;1200� Hz with a 1 Hz increment (1181 individual frequencies).
The corresponding non-dimensional Helmholtz number ranges between kD¼0.6 and kD¼36, where the typical model
dimension is D¼1.62 m. The FFS algorithm begins with the system identification presented in Section 4.1. The fitting
procedure is applied on a set of 59 Chebyshev points generated in the range ½20;1200� Hz. The outcome of the exploratory
fitting phase performed on the 472 696 diagonal entries is the following:
	

P
H

98.15 percent of the entries are interpolated by a polynomial of order 2.

	
 1.85 percent of the entries are interpolated by a polynomial of order 4.
The 3 260 451 off-diagonal entries are then interpolated with polynomial orders 2 and 4, according to the results of the
exploratory phase. The outcome of the final fitting procedure is as follows:
	
 99.21 percent of the entries are interpolated by a polynomial of order 2.

	
 0.79 percent of the entries are interpolated by a polynomial of order 4.
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Fig. 7. Cubic normalized admittance values used for the headliner (thin line) and the carpet (bold line) of the car cavity.
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In terms of computational cost, the exploratory and final fitting phases are performed in 12 s and 26 s, respectively.
Fitting errors are quantified by measuring the maximum and the mean entry deviations

dmaxðf kÞ ¼ max
x2Sz ,Sb

9x̂ðf kÞ�xk9
9xk9

, (29)

and

dmeanðf kÞ ¼
X
8x2Sz ,Sb

9x̂ðf kÞ�xk9
9xk9

 !
�

1

NzþNb
, (30)

at each frequency fk in the set F. In this particular test case, the maximum and mean matrix entry deviations do not vary
significantly with frequency and are of the following orders of magnitude:

dmaxðf kÞ � 10�10, dmeanðf kÞ � 10�15: (31)

Results are depicted in Fig. 8 for nmin ¼ 10, nmax ¼ 50, Dn¼ 10 and a convergence criterion on the residual set to Etol ¼ 10�4. The
FFS algorithm needs 23 windows to cover the full frequency range, as shown in Fig. 8(a). For low frequencies, the reduced
model approximation bandwidth is typically larger, the first two windows reaching up to 170 Hz bandwidth. At higher
frequency, as the modal density increases, the bandwidth of the approximation reduces and stagnates around 40 Hz.

The timings for the different operations performed at the 23 master and 1181 slave frequencies are detailed in Table 1.
The main computational cost involves the matrix factorization performed by MUMPS in about 9 min using around 10 Gb
of memory. The subspace computation inside the WCAWE algorithm, namely the orthogonalization process and the
associated corrections, is also computationally intensive. For n¼50, it requires around 5 min, while the projection and
solving the reduced system are minor operations in comparison. Still, the difference in timing between n¼10 and n¼50
pleads for the use of an adaptive approach inside each window, particularly when using large values of nmax.

The full FFS computation with 1 Hz increment including pre-processing and system identification took 8 h 31 min 13 s.
Comparatively, with such a fine increment, a direct computation would have taken � 179 h. As shown in Fig. 8(b), this
does not come at the price of a significant loss of accuracy. The approximate sound pressure level obtained with the FFS
shows an excellent agreement with the one computed using the direct approach with a 10 Hz increment.

To study the influence of the subspace maximum order on the overall performance of the FFS, other computations were
performed using nmax ¼ 20 up to nmax ¼ 40. The different timings are compared in Table 2.

Increasing the maximum subspace order nmax tends to reduce the number of windows and thus the number of
factorizations needed to cover the frequency range. However, the subspace computation inside the WCAWE algorithm is
also computationally intensive and roughly scales with Oðn3

maxÞ. The optimal value of nmax therefore lies in the trade-off
between limiting the number of windows and ensuring that the moments computation does not hinder the full process.
Speed-up factors between 14 and 21 are reported in all cases when compared to the direct approach.
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Helmholtz finite element models, Journal of Sound and Vibration (2012), http://dx.doi.org/10.1016/j.jsv.2012.05.038

dx.doi.org/10.1016/j.jsv.2012.05.038
dx.doi.org/10.1016/j.jsv.2012.05.038
dx.doi.org/10.1016/j.jsv.2012.05.038


Table 1
Detailed timings (h:min:s) reported on the large scale car cavity test case for nmax ¼ 50.

The full FFS process involves 23 master frequencies and 1181 slave frequencies.

Operation Timings Performed at frequencies

Taylor coefficients 00:00:02 Master

Matrix factorization 00:09:07 Master

Subspace computation (n¼50) 00:04:48 Master

System assembly 00:00:03 Slave

Reduced system solving (n¼10) 00:00:02 Slave

Reduced system solving (n¼20) 00:00:03 Slave

Reduced system solving (n¼30) 00:00:06 Slave

Reduced system solving (n¼40) 00:00:09 Slave

Reduced system solving (n¼50) 00:00:12 Slave

Table 2
Timings (h:min:s) and speed-up factors reported on the large scale car cavity test case for several values of

nmax.

nmax # of windows Subspace timings Total timings Speed-up

20 61 00:00:45 12:11:05 14.7
30 44 00:01:35 10:27:26 17.1
40 37 00:02:53 10:46:29 16.6
50 23 00:04:48 8:31:13 21

Fig. 8. Results obtained for the large scale car cavity test case with cubic admittance for nmin ¼ 10, nmax ¼ 50 and Dn¼ 10. (a) Residual and windows

(vertical lines); (b) Frequency response at the field point.
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6.2. Exterior radiation problems with PML layers

6.2.1. Sphere with vibrating cap

The problem geometry used for the first exterior acoustic application is depicted in Fig. 9(a). It consists of a rigid sphere
with a vibrating cap. Under free-field conditions, the complex pressure at any position outside the sphere is given by

pðr,yÞ ¼
�ircv0ðf Þ

2

X1
n ¼ 0

½Pn�1ðcos aÞ�Pnþ1ðcos aÞ� hnðkrÞ

h0nðkaÞ
Pnðcos yÞ, (32)

where r is the distance to the evaluation point, hn are the spherical Hankel functions of the first kind, Pn are the Legendre
functions, v0ðf Þ is the uniform normal velocity of the spherical cap and a is the radius of the sphere. A complete derivation
of the analytical solution in Eq. (32) can be found in [45]. To guarantee a good accuracy of the analytical solution, the
infinite summation has been truncated at 2k, following the rule suggested by Ihlenburg [46].
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Fig. 9. Sphere with vibrating cap exterior acoustic application using locally conformal PML. (a) Sketch of the problem; (b) Mesh used for the

computations (Physical tetrahedral mesh þ PML pentahedral mesh).

Fig. 10. Vibrating cap velocity (abs. value).
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The parameters are chosen as follows. The sphere radius is a¼0.6 m, the angle defining the vibrating cap is a¼ p=3 rad.
The sound speed and fluid density are c¼340 m/s and r¼ 1:225 kg=m3, respectively. To test the ability of the FFS to deal
with right-hand sides with complex frequency dependency, the cap normal velocity is chosen as the response of a classical
three degrees of freedom mass-spring-damper in series, tuned to have resonances in the frequency range of interest. The
three masses are chosen respectively (in kg) as M1 ¼ 60, M2 ¼ 40 and M3 ¼ 20, the stiffness of the three springs (in N/m) is
chosen to be K ¼ 2:7� 105 and the three viscous dampers have damping constant (in N s/m) C¼20. The three masses are
subject to a unitary force. The analytical solution to this simple dynamical system can be found in [1]. The velocity of the
third mass m3 is applied as the cap normal velocity v0ðf Þ (depicted in Fig. 10). The three resonances are found respectively
at f¼256 Hz, f¼636 Hz and f¼976 Hz.

Considering the applied velocity boundary integral in the weak form (12), the right-hand side frequency dependency is
rational of order 6.

The mesh used for the computations is shown in Fig. 9(b). The physical region, comprised between the inner radiating
sphere and an outer sphere of radius 1 m, contains 233 718 nodes and 1 352 298 tetrahedral elements. The PML elements
are obtained from an automatic extrusion along the node normals of the outer sphere triangle elements, yielding 177 800
pentahedral elements and 88 910 additional nodes. The total number of unknowns for the resulting algebraic linear
system is hence N¼ 322 628. The mesh is considered valid up to 1000 Hz using an 8 grid points per wavelength rule
of thumb.

The FFS algorithm is applied in the range ½200;1000� Hz with a 1 Hz frequency increment (801 individual frequencies).
The corresponding non-dimensional Helmholtz number ranges between kD¼3.7 and kD¼18.5, where D¼1 m. The FFS
algorithm begins with the system identification procedure described in Section 4.1. The fitting procedure is applied on
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a set of 40 Chebyshev points (5 percent of the total number of frequencies) distributed within in the frequency interval.
The outcome of the exploratory fitting phase performed on the 322 628 diagonal entries is as follows:
	

P
H

66.93 percent of the entries are interpolated by a polynomial of order 2.

	
 0.02 percent of the entries are interpolated by a rational of order 3.

	
 8.84 percent of the entries are interpolated by a rational of order 4.

	
 18.46 percent of the entries are interpolated by a rational of order 5.

	
 5.77 percent of the entries are interpolated by a rational of order 6.
Rational functions are required to approximate the entries arising from the PML discretization, whereas second-order
polynomials represent the standard FE entries. The outcome of the final fitting phase for the 2 498 829 off-diagonal entries
is as follows:
	
 62.29 percent of the entries are interpolated by a polynomial of order 2.

	
 4.21 percent of the entries are interpolated by a rational of order 4.

	
 30.62 percent of the entries are interpolated by a rational of order 5.

	
 2.88 percent of the entries are interpolated by a rational of order 6.
The fitting process is also applied on the 1602 non-zero entries of the right-hand side: all entries are interpolated with a
rational order 6. In terms of computational cost, the exploratory and final fitting phases were performed in 41 s and 02 min
46 s, respectively. The entries associated to the physical domain, which are intrinsically of second-order frequency
dependency, exhibit a maximum deviation close to machine precision. On the other hand, the frequency behavior of the
PML entries is too complex to be properly captured and can only be approximated through the rational fitting procedure.
This is reflected in the maximum and mean matrix entry deviations of the system entries, as defined in Eqs. (29) and (30),
which are plotted as a function of frequency in Fig. 11(a). The maximum entry deviation is around dmax � 10�7.

Once the system is identified, the AWA algorithm is launched and the windowing process starts. The results are
depicted in Fig. 11 for nmin ¼ 10, nmax ¼ 20 and Dn¼ 10. The convergence criterion on the residual is again chosen as
Fig. 11. Results obtained for the sphere with vibrating cap test case with PML for nmin ¼ 10, nmax ¼ 20 and Dn¼ 10.
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Etol ¼ 10�4. Using these parameters, only 5 frequency windows are required to cover the full frequency range (see
Fig. 11(b)). Each matrix factorization is performed by the MUMPS solver in 4 min 15 s using 6.2 Gb of memory. Solving the
frequency sweep problem for the 801 individual frequencies using the direct approach would have taken about 57 h. The
timings of the FFS are reported in Table 2 for maximum subspace dimensions nmax ¼ 20, nmax ¼ 30 and nmax ¼ 40. In either
case, the frequency sweep problem is solved within 2 h, yielding a speed-up factor higher than 30 (Table 3).

It should be emphasized that this test case is challenging for the non-reflecting operator, as the radiation pattern
exhibits a strong directivity. The backward radiation is especially difficult to capture accurately, since it is generated by the
scattering of the waves on the edges of the vibrating cap. These scattered waves typically impinge the PML at angles very
far from normal incidence, for which spurious reflections are typically higher [36]. To assess the ability of the FFS to
represent accurately the full dynamics of the initial problem at hand, a field point is chosen at the back of the sphere
(r¼ 0:8,y¼ p), where the solution is the most difficult to capture.

Again, the analysis of the frequency responses demonstrates that the speed-up provided by the FFS algorithm does not
come at the price of a significant loss of accuracy. Fig. 11(c) compares the sound pressure levels at the chosen field point
obtained with FFS and the direct approach solved with a 10 Hz increment. The frequency responses compare very well
along the full frequency range. The analytical solution computed with Eq. (32) is also plotted. Again, no notable differences
can be observed, all sound pressure levels are in excellent agreement.

6.2.2. Drop-shape with vibrating cap

As a last test case, an application involving a non-spherical PML is considered. A cross-section of the computational
mesh is provided in Fig. 12. The drop-shaped scatterer consists of a conic surface of height 2.2 m mounted on top of a unit
radius half sphere centered at the origin. The physical region comprised between the scatterer and the PML contains
468 402 nodes and 2 690 870 tetrahedral elements. The PML region obtained from a direct extrusion along the node
normals of the outer physical surface contains 226 030 pentahedral elements and 113 025 nodes. The total number of
unknowns for the resulting system matrix is hence of N¼ 581 427.

Except for the shape and size of the scatterer and subsequent surrounding computational domain, all parameters are
similar to the previous test case. The same mesh length, fluid properties, frequency bandwidth of interest and vibrating cap
velocity are applied. Also, the same parameters are considered for the system identification procedure. The fitting
algorithm is applied on a set of 40 Chebyshev points distributed within the frequency interval. The statistics of the final
fitting phase indicate that:
	

Fig
PM

P
H

72.42 percent of the entries are interpolated by a polynomial of order 2.

	
 4.44 percent of the entries are interpolated by a rational of order 4.

	
 9.48 percent of the entries are interpolated by a rational of order 5.

	
 13.66 percent of the entries are interpolated by a rational of order 6.
In comparison with the sphere test case, the fitting process is more involved. This is caused by the matrix entries
associated to the non-spherical PML which seem to exhibit a more complex dependency than their spherical counterpart.
Table 3
Timings (h:min:s) and speed-up factors reported on the sphere with vibrating cap test case for several values of nmax.

nmax # of windows Subspace timings Total timings Speed-up

20 5 00:00:30 01:30:28 37.8
30 5 00:01:05 01:38:14 34.8
40 5 00:02:01 01:47:54 31.7

. 12. Mesh cross-section of the application case consisting of the drop shape with vibrating cap using locally conformal PML: physical region (white),

L region (grey) and vibrating cap (black).
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This is in agreement with the analysis provided in Section 2.4, which establishes a clear link between the PML element
distortion and the complexity of the frequency dependency of the system entries. This is reflected in the maximum and
mean entries deviation of the system matrix, which are plotted as a function of frequency in Fig. 13(a). The maximum
entry deviation is found to be two orders of magnitude higher than for the spherical test case (dmax � 10�5). Nevertheless,
in spite of this significant loss of accuracy in the system identification, the FFS results are satisfactory. The FFS timings are
reported in Table 4 for maximum subspace dimensions nmax ¼ 20, nmax ¼ 30 and nmax ¼ 40. As increasing nmax did not lead
to a smaller number of windows (7 windows are needed in each case), the highest speed-up factor is obtained for the
lowest subspace dimension nmax ¼ 20. In any case, the speed-up factor is again superior to 30. Also of interest is the
comparison between the matrix factorization and the subspace computation timings. For this test case, each matrix
factorization is performed by MUMPS in 9 min 33 s. The computation of a subspace matching 20 moments at the master
frequency requires only an additional 10 percent of that initial effort. This subspace can then be used to efficiently
extrapolate the frequency response in the neighbourhood.

The residual history, driving the AWA bisection algorithm is plotted in Fig. 13(b) for the case nmax ¼ 20, highlighting the
frequency coverage of the 7 windows and the location of the master frequencies. In the absence of an analytical solution,
the direct solution computed with a 10 Hz increment is used as a reference. It is compared with the FFS solution in
Fig. 13. Results obtained for the drop shaped scatterer with vibrating cap test case with PML for nmin ¼ 10, nmax ¼ 20 and Dn¼ 10.

Table 4
Timings (h:min:s) and speed-up factors reported on the drop-shape with vibrating cap test case for several values

of nmax.

nmax # of windows Subspace timings Total timings Speed-up

20 7 00:00:56 03:08:28 37.2
30 7 00:01:57 03:21:52 34.3
40 7 00:03:37 03:40:23 31.4
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Fig. 13(c) for a field point located at the back of the scatterer (r¼ 1:2,y¼ p). The FFS frequency response is again in
excellent agreement with the direct solution along the full frequency range.

7. Conclusion

This paper proposes an algorithm to accelerate the computation of frequency sweeps for Helmholtz finite element
models which exhibit a non-second-order frequency dependency. The application of the well-conditioned asympotic
waveform evaluation (WCAWE) is extended to systems with undefined frequency behavior. WCAWE, a robust algorithm
which computes an orthogonal basis for the subspace of moments of a dynamical system, has been coupled with a multi-
expansion points strategy to render an efficient FFS procedure. A system identification step is used to construct polynomial
or rational function approximations for all system entries, which allows for the computation of the derivatives needed in
the expression of the Taylor coefficients. For systems with a complicated frequency behavior, the moments calculated with
the proposed approach are not exact and can only be approximated. However, the numerical examples demonstrate that
substantial accelerations are possible while maintaining a high level of accuracy of the frequency response. This approach
allows tackling more easily a larger set of mid-frequency applications, helping to address a broader frequency range for a
given computational effort as compared to the direct solution strategy.
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