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Abstract

The integration of probabilistic reasoning with logic programming has become
one of the challenges in Artificial Intelligence. Lately, a lot of Probabilistic
Logic Programming (PLP) formalisms have surfaced. Given that PLP is the
combination of logic programming and probabilities which are two very different
fields, it is expected that researchers from several fields come up with different
approaches to tackle the presented challenges. This has resulted in a new
discipline called Probabilistic Logic Learning (PLL) or Statistical Relational
Learning (SRL) and a very active research community.

Within this community, ProbLog a probabilistic extension of Prolog, has
appeared. ProbLog was motivated by the task of mining links in large
probabilistic graphs. The simple but powerful ProbLog formulation was
extended in order to support inference on several different models. Soon
ProbLog evolved into a general purpose probabilistic programming language
that provides infrastructure for many PLL/SRL tasks. The two most critical
aspects of a PLP language are its expression power, and its scalability over
common PLL problems.

This thesis focuses on the extension and implementation of ProbLog. Tabling
is a well known method for avoiding re-computation in logic programming; we
present how tabling can be implemented for ProbLog. Tabling has significant
benefits for performance and also allows ProbLog to handle cyclic programs.
In order for the ProbLog system to perform inference, it manipulates large
Boolean formulae. We present the manipulation of Boolean formulae and several
novel algorithms that improve the performance of this task. Furthermore, we
present patterns, called AND/OR-clusters, that can be used to reduce a Boolean
formula to an equivalent one. Besides performance improvements of the ProbLog
system, we also present several novel extensions to the ProbLog language, such
as: general negation, probabilistic meta calls and ProbLog answers. Finally, we
present two applications of ProbLog that use several of the features we have
contributed to ProbLog.
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Chapter 1

Introduction

Probabilistic Logic Programming

We start by briefly describing the field of Probabilistic Logic Programming
(PLP). Lately, we have seen rapid growth in this field which is also known under
the names statistical relational learning [21], probabilistic logic learning [14]
and probabilistic inductive logic programming [15]. Several frameworks have
appeared in order to provide tools for assist in performing these tasks. Over
time the generalization of these tools has driven several researchers to develop
specialized programming languages [16,17,23,57–59,67,73].

The birth of the PLP field actually started when, in parallel, researchers from the
inductive logic programming community (ILP) incorporated stochastic aspects
in their methodologies and when researchers from traditional machine learning
(ML) community incorporated relational information in their methodologies.
Soon these two communities combined their specialities in order for the field
to appear. Thereafter, the field has bloomed and the new methodologies have
been applied in several applications [22].

To address the needs of the new field, several research groups developed
frameworks or extended general programming languages in order to provide
the infrastructure required for the development of the combined methodologies.
In the logic society where ILP originated, the research focused on adding
stochastic elements to propositional logic and other logics. Several formulations
based on logic programming appeared such as PRISM [73], ICL [63, 64] and,
ProbLog [16]. Even formulations based on first order logic emerged such as
MLNs [67], FOProbLog [8]. Also similar frameworks came forth from the

1



2 INTRODUCTION

functional programming point of view, such as IBAL [57], Church [23] and
Figaro [59].

Probabilistic logic programming aims at extending logic programming with
probabilistic information. Logic programming is based on using logical
statements in order to represent the problem the program aims to solve. These
programs have both a declarative and a procedural meaning. Usually, logic
programming uses a set of clauses in order to deduce new clauses that are asked
from the user.

Typical probabilistic extensions will introduce probability in these rules in the
following ways, (a) by introducing the probability that an “event” causes with
some probability an other “event” which leads to Causal Probabilistic Logic
(CP-Logic) [87] or (b) by introducing probabilistic independent choices [63], or
(c) by attaching probability as the existence of a rule like in the Distribution
Semantics [72]. Finally, the user can query the probabilistic theory in order to
deduce more probabilistic rules.

Related Work

ProbLog is closely related to other probabilistic logic systems such as PHA [60,
61], ICL [62], PRISM [73], and PITA [69]. All these systems either take
assumptions that reduce their usability in modelling or are forced to tackle
computational expensive problems. The motivation behind developing these
systems is to use them for machine learning and data mining tasks for which, in
both cases, big amounts of data need to be processed. Scalability under these
tasks is very important.

PHA, which stands for Probabilistic Horn Abduction, is one of the first Prolog
based frameworks that can perform probabilistic inference. The system was
inspired by Bayesian Networks and was designed with the aim of modelling
Bayesian Networks. To that end PHA defines “disjoints” which are assumed
mutually independent. PHA’s disjoints can be defined both for facts and rules.
Furthermore, it takes several other assumptions of which the two most important
are: PHA programs must be acyclic and all rules of an atom must be mutual
exclusive.

Programming in Statistical Modelling (PRISM) is very similar to PHA. Its aim
is to also model (Hidden) Markov Models. To that end it uses “multi value
switches” which are assumed to be independent of each other. PRISM’s multi
value switches are a separate entity of the language and are used similarly as
facts. Furthermore, it takes the same two important assumptions that PHA
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also has. A significant difference from PHA is that PRISM uses tabling to
significantly boost the system performance.

ICL stands for Independent Choice Logic and is a natural successor of PHA.
PHA’s assumption about mutual exclusiveness implies it cannot model several
relevant problems. ICL addressed exactly that issue by lifting that assumption.
By lifting that assumption ICL inference now requires to solve the disjoint sum
problem. Unfortunately, the ICL implementation AILog2 that uses conditioning
to assess the probability of a sum of products1 does not scale to larger problems.
Finally, ICL retains the assumption that ICL programs must be acyclic.

ProbLog’s initial implementation target is to overcome the expression limitations
of PRISM and the performance limitations of ICL. Instead of using independent
disjunctions ProbLog uses “probabilistic facts” which again are assumed to be
independent. The initial ProbLog implementation still assumes that the ProbLog
program is acyclic. The most significant difference was the introduction of
Reduced Ordered Binary Decision Diagrams (ROBDDs) for solving the disjoint
sum problem. This approach, for inference, scales much better than ICL’s
implementation. The ProbLog system was motivated in order to perform data
mining over large probabilistic networks, such as Sevon’s Biomine network [77],
which contains relationships among genes, proteins, enzymes etc. Mining these
type of networks has been considered an important and challenging task [56].

Finally, PITA is not a full PLP framework but a specific tabled inference
approach that very much resembles the tabling used by ProbLog. A limitation
of PITA is that it does not support cycle handling and thus is again limited to
acyclic programs.

Contributions

In this thesis we focus on implementation issues triggered from the probabilistic
extension of Prolog: ProbLog. ProbLog’s semantics are briefly presented in
Chapter 2. We discuss efficiency and implementation issues related to ProbLog
and, more generally, with extending Prolog with probabilistic information. For
what concerns efficiency, the initial ProbLog implementation used ROBDDs in
a rather naive way, did not have tabling and, used a single Boolean formula
preprocessing method. Throughout the thesis we present how we improved all
these. Furthermore, the initial ProbLog implementation had limited modelling
expressiveness, it did not support general negation, did not handle acyclic

1To assess the probability of a sum of products we need, to solve the disjoint sum problem;
see [66] for more details.
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programs and did not supported probabilistic inference nesting. Again, through
the thesis, we are going to present how we added these features in the system.

We make a clear distinction between three steps that ProbLog takes in order to
calculate the probability of a query: the first step is the SLD resolution, the
second step is Boolean formulae preprocessing and the third step is Boolean
formulae compilation. In ProbLog we compile Boolean formulae in ROBDDs in
order to solve the disjoint sum problem. Inference in many probabilistic logic
systems is based on representing the proofs of a query as a Boolean formula in
disjunctive normal form (DNF). Assessing the probability of such a formula is
known as a #P-hard task. In practice for ProbLog, a large DNF is given to a
ROBDD software package to construct the corresponding ROBDD. The DNF
has to be transformed into the input format of the package. This procedure is
called the preprocessing step.

The work presented in this thesis, aims to improve the performance of ProbLog
in several different aspects. The main performance contributions of this
thesis are tabling which improves the first step of inference, several Boolean
formulae preprocessing methods that target to improve the second and
third step of inference and, variable compression an approach for reducing
Boolean formulae before compiling them in order to improve the performance
of the ROBDD generation. Besides performance related contributions, we
also extended the expressive power of the ProbLog language and added new
functionality such as: general negation, support for cyclic programs, and
nested inference. Finally, we also implemented two ProbLog applications
that were only feasible because of the system extensions we have made.

Our contributions in more detail include a script language that we developed
in order to describe Boolean formulae for ROBDD generation. This script
language was our first contribution to the ProbLog system and it allowed it to
handle ROBDDs in a structured and efficient way. We introduced tabling in the
system and managed a significant performance improvement over several types
of ProbLog programs. Furthermore, by extending our tabling support to handle
probabilistic cycles, we achieved in removing the acyclic program assumption.
In the thesis we present how we achieved tabling for ProbLog programs and
explain how the approach can be extended for probabilistic logic programs
in general. Tabling proved to be an indispensable feature for ProbLog, both
allowing harder queries to be proven and simplifying the modelling of several
problems. Finally, through tabling, a design for implementing general negation
for ProbLog was made. In the preprocessing step we investigate and compare
different preprocessing methods and add a novel data structure to further
improve the preprocessing. Furthermore, we present a generalized preprocessing
algorithm that can handle Boolean formulae that have nested parts such as
the ones generated from tabling. The nested preprocessing algorithm could be
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combined with any of the presented preprocessing algorithms that ProbLog
uses. Up to a point, we identify which method performs better depending
on the Boolean formula structure and present several different optimisations.
Our next important contribution is the identification of patterns formed by
Boolean variables that occur in DNF Boolean formulae, namely AND-clusters
and OR-clusters. Our method compresses the variables in these clusters and
thus reduces the size of ROBDDs without affecting the probability. We give
two polynomial time algorithms that detect AND-clusters and OR-clusters
respectively in DNF Boolean formulae. While the algorithms presented are
only applicable to Boolean formulae in DNF form, we still achieved significant
improvements to the generation of ROBDDs. Our approach makes it feasible
to deal with ProbLog queries that give rise to larger DNFs. While our methods
for Boolean formulae manipulation are motivated and applied in the ProbLog
context, our results and concepts could be applied in any discipline that works
with DNF Boolean formulae.

Moreover, we contributed a new ProbLog implementation namely ProbLog20112

where we address several challenges that were discovered over time. The
most important contribution in that implementation is the abstraction of
ProbLog’s inference in what we call a ProbLog engine. A ProbLog engine is
parametrized in such a way that it allows us to implement different inference
methods in a similar way. Through the use of ProbLog engine we are able
to implement tabling and general negation in a much better way than what
in the ProbLog2010 implementation was implemented. Both the new tabling
and the new general negation lift several preconditions that the ProbLog2010
implementation required. Furthermore, the ProbLog engine approach allows
us to perform nested probabilistic inference. Nesting becomes possible by
suspending and resuming instances of ProbLog engines. With our approach we
realise several extensions of ProbLog such as meta-calls, negation, and answers
of probabilistic goals.

Finally, part of our contributions are two ProbLog applications. The goal of
those applications is to demonstrate the usability of ProbLog features and
generally the usability of ProbLog in modelling. The first application uses the
ProbLog machinery to realise a probabilistic extension of first order logic. The
second application is an analyser for a network protocol designed to be used in
Mobile Ad hoc networks (MANETs). This work shows how ProbLog can be
useful in a field different from data mining or machine learning.

The work related to the script language was presented at a Poster reception [41].
Our contributions for tabling where reported in [42, 43]. The work related

2Within the thesis we have two different ProbLog implementations. The original one which
we will refer as ProbLog2010 and an alternative which we call MetaProbLog and we refer to
it as ProbLog2011.
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to the different preprocessing methods was published in [47]. The AND/OR-
clusters where stated in [44]. The new implementation and inference nesting
was presented in [45]. The applications FOProbLog and Analysing FADIP
appeared in [8, 88], [46] respectively.

The rest of the thesis has the following structure. First, we present the basis
of ProbLog semantics and implementation in Chapter 2. Chapter 3 gives a
thorough description of ProbLog tabling. In Chapter 4 we present several
different preprocessing algorithms and a generalized algorithm that manipulates
nested Boolean formulae. Chapter 5 presents the AND/OR-clusters and how
they can be used to reduce the size of DNF Boolean formulae. Chapter 6
describes the ProbLog2011 implementation and how we achieve nested inference.
At Chapter 7 we show two different applications of ProbLog that use several of
the contributions presented in this thesis. Finally, we conclude with Chapter 8.



Chapter 2

ProbLog

In this chapter we give a brief introduction and description of ProbLog, a
probabilistic extension of Prolog. We explain the distribution semantics which
ProbLog uses in Section 2.1, and define the success probability of logic programs
in Section 2.2. Then we describe some of the inference algorithms used in
ProbLog. We make the distinction between knowledge compilation approaches
and the rest of the approaches. We describe in greater detail the knowledge
compilation approaches in Section 2.3 making distinct separation of the steps
that are involved in their computation. Finally, we briefly mention the other
inference approaches in Section 2.4.

2.1 ProbLog and the Distribution Semantics

A ProbLog program T [16, 35, 37] consists of a set of facts annotated with
probabilities pi :: pf i – called probabilistic facts – together with a set of standard
definite clauses h : −b1, . . . , bn. that can have positive and negative probabilistic
literals in their body. A probabilistic fact pf i is true with probability pi.
These facts correspond to random variables, which are assumed to be mutually
independent. Together, they thus define a distribution over subsets of LT =
{pf1, . . . , pfn}. The definite clauses add arbitrary background knowledge (BK)
to those sets of logical facts. To keep a natural interpretation of a ProbLog
program we assume that probabilistic facts cannot unify with other probabilistic
facts or with the background knowledge rule heads.

Definition 1. ProbLog Program: Formally, a ProbLog program is of the form
T = {pf1, . . . , pfn} ∪BK.

7
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Probabilistic Facts:

0 . 3 : : edge (1 , 2 ) .
0 . 7 : : edge (1 , 3 ) .
0 . 4 : : edge (2 , 3 ) .

Background Knowledge:

path (X, Y):−
edge (X, Y) .

path (X, Y):−
edge (X, Z) ,
Y \== Z ,
path (Z , Y) .

1

2
0.3

30.7

0.4

Figure 2.1: A ProbLog program: the probabilistic facts represent the
probabilistic graph; the background theory a naive approach to check for
reachability.

Given the one-to-one mapping between ground definite clause programs and
Herbrand interpretations, a ProbLog program defines a distribution over its
Herbrand interpretations.

The distribution semantics are defined by generalising the least Herbrand
models of the clauses by including subsets of the probabilistic facts. If fact
pfi is annotated with pi, pfi is included in a generalised least Herband model
with probability pi and left out with probability 1− pi. The different facts are
assumed to be probabilistically independent, however, negative probabilistic
facts in clause bodies allow the user to enforce a choice between two clauses.

As such, a ProbLog program specifies a probability distribution over all its
possible non-probabilistic subprograms. The success probability of a query is
defined as the probability that the query succeeds in such a random subprogram.
ProbLog follows the distribution semantics [72].

For a better explanation of the probability distribution defined by a ProbLog
program we use the example program of Figure 2.1.

2.1.1 Possible Worlds

As we previously mentioned ProbLog defines a probability distribution for all
the possible non-probabilistic programs it contains. Each single possible set of
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Possible Worlds
edge(1,2) edge(1,3) edge(2,3) Probability

false false false (1 − 0.3) · (1 − 0.7) · (1 − 0.4) = 0.126
false false true (1 − 0.3) · (1 − 0.7) · 0.4 = 0.084
false true false (1 − 0.3) · 0.7 · (1 − 0.4) = 0.294
false true true (1 − 0.3) · 0.7 · 0.4 = 0.196
true false false 0.3 · (1 − 0.7) · (1 − 0.4) = 0.054
true false true 0.3 · (1 − 0.7) · 0.4 = 0.036
true true false 0.3 · 0.7 · (1 − 0.4) = 0.126
true true true 0.3 · 0.7 · 0.4 = 0.084

N∑
i=1

pworldi
= 1.000

Table 2.1: All possible worlds for the ProbLog program of Figure 2.1. The
possible worlds that satisfy the query: path(1,3) are highlighted.

probabilistic facts of the ProbLog program is called a possible world. The
Table 2.1 presents all possible worlds for the ProbLog program of Figure 2.1.
One can notice that having only three different probabilistic facts generates
eight possible worlds. Actually the possible worlds of a ProbLog program are
exponential in the number of probabilistic facts (2N where N the number of
probabilistic facts).

Definition 2. Probability of Possible World: The probability of a possible world
equals to the product of the probability of all probabilistic facts in Ltrue ⊆ LT
that are true in the possible world and 1-probability of all probabilistic fact in
Lfalse ⊆ LT that are false in the possible world.

Pworld =
∏

pfi∈Ltrue

pi ·
∏

pfj∈Lfalse

(1− pj) (2.1)

where Ltrue ∩ Lfalse = LT and Ltrue ∪ Lfalse = ∅.

Lemma 1. Sum of all Possible Worlds: The sum of the probabilities of all
possible worlds equals to

∑
wi∈Worlds

Pwi
= 1.0.

2.2 Success Probability

One of the most important tasks for ProbLog is to calculate the success
probability of a query. In ProbLog, inquiring the success probability of a
query means asking for the probability that a randomly selected possible world



10 PROBLOG

satisfies that query. Such worlds contain the probabilistic facts needed to satisfy
the query, but can also contain many more probabilistic facts.

Definition 3. Success Probability: The success probability Ps(q|T ) of a query
q is the summation of the probabilities of all possible worlds for which there
exists a substitution θ such that qθ is entailed by T , i.e.,

Ps(q|T ) =
∑

wi∈Worlds

P (q|wi) · Pwi
(2.2)

where P (q|wi) = 1.0 if there exists a substitution θ such that wi ∪ BK |= qθ
and P (q|wi) = 0.0 otherwise.

Equation (2.2) states that we are able to calculate the success probability of
a query by summing the probabilities of all worlds that satisfy the query. As
the number of subprograms to be considered is exponential in the number of
probabilistic facts, this approach quickly becomes infeasible with increasing
problem size.

For example, using the graph of Figure 2.1 the success probability of the query
path(1, 3) can be calculated by summing all the possible worlds where the
query is satisfied. Observing Table 2.1 we find the five highlighted worlds to
satisfy the query path(1, 3). Summing the probabilities of each world gives us
the success probability of the query path(1, 3), in this case: 0.294 + 0.196 +
0.036 + 0.126 + 0.084 = 0.736.

2.3 Knowledge Compilation Approaches

In ProbLog one calculates the success probability using several differ-
ent inference methods. We can separate all inference methods in two
big different types. The first type compiles Boolean formulae to a
structure that the probability calculation is easy. Inference methods
like these are problog_exact [35], problog_kbest [34], problog_low [34],
problog_delta [16], problog_threshold [34]. All these methods follow the
following steps to prove a query and calculate the probability of its success.

1. SLD resolution is used to prove the query and collect Boolean formulae
that represent the possible worlds.

2. Boolean formulae preprocessing is used to optimize the collected
Boolean formulae.
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3. ROBDD compilation is used to compile all collected Boolean formulae
in Reduced Order Binary Decision Diagram (ROBDD).

The second type of inference methods do not compile any Boolean formulae in
a structure. There are several such approaches which we present in Section 2.4.
Also there are knowledge compilation approaches that use different structures
than ROBDD for compilation, those approaches follow a similar structure for
inference like the three step one we present here. Figure 2.2 shows visually the
three steps. We later use the same diagram to illustrate where our contributions
affect ProbLog.

2.3.1 SLD Resolution

As previously mentioned the number of possible worlds is exponential to the
number of probabilistic facts. The naive approach of enumerating all possible
worlds and then summing the ones that satisfy the query quickly becomes
computationally intractable. For that reason ProbLog uses different strategies
to calculate the success probability of a query.

Instead of collecting possible worlds, one can collect partial worlds, called proofs,
that contain the minimally needed probabilistic facts to prove the success of
a query. For example instead of collecting all the possible worlds that have
edge(1,3)=true, one can collect the proof edge(1,3) representing four possible
worlds in one proof. Similarly, for the other explanation of query satisfaction
one can collect the proof edge(1,2),edge(2,3) to represent the two possible
worlds.

To collect proofs ProbLog takes advantage of the proving mechanism of Prolog.
Through SLD resolution Prolog enumerates all proofs for a query. For our
example the generated SLD tree of proving the query path(1,3) can be seen
at Figure 2.3. Then ProbLog employs a reduction to propositional formula
in disjunctive normal form (DNF) for the collected proofs. As stated earlier,
probabilistic facts can be seen as random variables, implying that we are able to
represent a proof as a conjunction of such facts. The set of all proofs then are
represented as a disjunction, producing a DNF formula. The success probability
then corresponds to the probability of this formula being true.

Still, the number of proofs a query might have in the worst case scenario is
exponential. Efficiently collecting those proofs and being able to represent them
and as a consequence represent the DNF formula in a compact data structure
is crucial.
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?-path(1,3)

?-edge(1,3) ?-edge(1,Z), 3\==Z, path(Z,3)

□ ?-3\==2, path(2,3)

Z = 2

?-3\==3, path(3,3)

Z = 3

?-path(2,3)

?-edge(2,3) ?-edge(2,Z'), 3\==Z', path(Z',3)

failure

□ ?-3\==3, path(3,3)

Z' = 3

failure

Figure 2.3: The complete Prolog SLD tree when proving the query: path(1,3)
of the ProbLog program of Figure 2.1. The squares represent success.

2.3.2 Tries

To address the issue of representing the proofs efficiently, ProbLog uses tries.
Tries are a data structure used for compact dictionary representation and fast
word finding. Further, in the logic programming society tries are widely used
for indexing terms for tabling. ProbLog uses tries to compactly store terms
that represent proofs. Taking advantage of the depth first nature of SLD
resolution, the proofs are constructed with having common prefix part. Tries, as
a prefix sharing structure, compacts the common parts of proofs saving memory
resources.

Back to our example, we present the collected proofs stored in a trie in Figure 2.4.
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Collected proofs: e(1, 3) ∨
e(1, 2) ∧ e(2, 3)

t(/)

e(1,2) e(1,3)

e(2,3)

Figure 2.4: Collected proofs and generated trie for the ProbLog program of
Figure 2.1. We abbreviate the probabilistic facts edge/2 as e/2.

To further illustrate the benefits of tries for collecting the proofs we use
the slightly bigger graph of Figure 2.5(a). For this graph the query
problog_exact(path(1, 5), P), collects four proofs that represent the DNF
Boolean formulae shown at Figure 2.5(b), we will abbreviate the query as
path(1,5). Using a trie to store these proofs results in the trie shown at
Figure 2.5(c). In this trie we can see that some nodes are re-used instead
of appearing twice. Nodes e(1,2), e(2,3) and e(1,3) are a common prefix
among the proofs. Instead of storing them twice the trie structure discovers this
commonalities and saves space. Later we present how ProbLog takes further
advantage of these commonalities to improve the efficiency.

2.3.3 Boolean Formulae Preprocessing

Up to here we have described how ProbLog has collected the set of proofs in
a trie structure that represents a DNF Boolean formulae. The next step in
ProbLog execution is the preprocessing of the Boolean formulae to an ‘optimal’
form that will contain less redundant operations. For example the Boolean
formulae of Figure 2.5(b) could be written like: ((e(1, 2) ∧ e(2, 3)) ∨ e(1, 3)) ∧
((e(3, 4) ∧ e(4, 5)) ∨ e(3, 5)) to save six operations.

In order to discover possibly redundant operations ProbLog takes advantage
of the trie prefix sharing. The algorithm Recursive Node Merging which
is presented in detail in Chapter 4 takes advantage of some suffix sharing.
ProbLog implements three more algorithms namely Naive, Decomposition
and Depth Breadth Trie.
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1

2
0.3

30.7

0.4
4

0.8

50.6

0.2

0.3::edge(1, 2).
0.7::edge(1, 3).
0.4::edge(2, 3).
0.8::edge(3, 4).
0.6::edge(3, 5).
0.2::edge(4, 5).

(a) A probabilistic graph without cycles.

e(1, 2) ∧ e(2, 3) ∧ e(3, 4) ∧ e(4, 5) ∨
e(1, 2) ∧ e(2, 3) ∧ e(3, 5) ∨
e(1, 3) ∧ e(3, 4) ∧ e(4, 5) ∨
e(1, 3) ∧ e(3, 5)

(b) The collected proofs for the graph by the
query: path(1,5) in their DNF Boolean formula
form.

t(/)

e(1,2) e(1,3)

e(2,3) e(3,4) e(3,5)

e(3,4) e(3,5)

e(4,5)

e(4,5)

(c) The collected trie for the graph by the query: path(1,5).

Figure 2.5: The graph together with the Boolean formula in DNF form and the
collected trie by the query: path(1,5), used as an example.
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 e(4,5) 

 e(3,4) 

 e(3,5) 

 e(2,3) 

 e(1,2) 

 e(1,3) 

root

n0

n0

n0

n0

false

n0

n0

true

Figure 2.6: The ROBDD representing the Boolean formula of Figure 2.5(b).

2.3.4 Reduced Order Binary Decision Diagrams (ROBDDs)

Reduced Order Binary Decision Diagrams (ROBDDs) are a very widely used
data structure in computer science. ROBDDs provide a compact way to
represent Boolean formulae. Also ROBDDs maintain some important properties
which are required for our usage. A ROBDD is an acyclic rooted graph. A
ROBDD might consist of nodes that represent Boolean variables; two different
types of outgoing edges from each node represent the two possible assignments
of the Boolean variables; and finally, up to two leaf nodes that represent the
constants true and false.

Figure 2.6 presents the ROBDD of the Boolean formula of Figure 2.5(b). Each
layer of nodes represent a Boolean variable, a layer can have more than one
node annotated n0, n1, etc.; the Boolean variable the nodes belong to can be
seen on the left side. Every node has two outgoing edges: one continues which
represents the true assignment of the Boolean variable and one dashed that
represents the false assignment of the Boolean variable. Finally, the two leaf
nodes are shown in rectangle shape stating the state of the formula for each
distinct assignment of variables. More formally:

Definition 4 (ROBBD). A Reduced Order Binary Decision Diagram (ROBBD)
is a rooted, directed acyclic graph with:

• One or two terminal nodes of out-degree zero labelled false (0) or true (1).
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• A set of variable nodes u of out-degree two. The two outgoing edges
are given by two functions low(u) and high(u). Each variable node u is
associated with a variable var(u).

• All paths through the graph respect a given linear variable ordering x1 <
x2 < · · · < xn.

• No two distinct nodes u and v have the same variable name and low-
and high-successor, i.e., var(u) = var(v) ∧ low(u) = low(v) ∧ high(u) =
high(v)→ u = v.

• No variable node u has identical low- and high-successor, i.e., low(u) 6=
high(u).

For further details on ROBDDs, we refer to [1, 3, 9].

2.3.5 Boolean Formulae Compilation and SimpleCUDD

In order to compile Boolean Formulae in ROBDDs, ProbLog uses the Colorado
University Decision Diagrams (CUDD)1 [80] framework. CUDD was chosen
because of its efficiency and completeness as a library for generating successfully
ROBDDs. The main difficulty in using CUDD is that both the ROBDD
generation and the traversing operations need to be encoded in a C2 program
and thereafter compile it. For that reason one is forced to coding a different
program for each separate ROBDD that one wants to generate and traverse.
For ProbLog that boils down to a new C program for each single query needed
to be calculated.

In order to address the above problem we developed an application in C named
SimpleCUDD3 [40, 41], that interfaces CUDD to the user, in our case ProbLog.
SimpleCUDD focuses on providing a simple interface and minimizing the
resource cost for communicating the user’s instructions to CUDD. SimpleCUDD
uses a scripting language to describe Boolean formulae to be compiled in
ROBDDs. Also, it has a collection of extra features that are useful for ProbLog
and any similar application that needs to add extra information to ROBDD
nodes. It is not in the scope of this document to describe SimpleCUDD in
depth. Through the rest of the document we present SimpleCUDD ROBDD
scripts and for that reason we briefly explain some of the syntax here.

1http://vlsi.colorado.edu~fabio/CUDD/
2CUDD also includes a C++ environment which is simpler to use but still requires to code

everything in C++.
3https://lirias.kuleuven.be/handle/123456789/253405

http://vlsi.colorado.edu~fabio/CUDD/
https://lirias.kuleuven.be/handle/123456789/253405
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2.3.6 Syntax of the Script Language

The SimpleCUDD package contains a parser that uses the following grammar to
describe a Boolean formula that is to be compiled to a ROBDD. The grammar
has: operators, variables, intermediate steps, constants, return result and
comments.

Operators

SimpleCUDD script language defines the operators: (=, ~, *, +, #).

The operator (=) is used to define assignment. It can appear only once in
each instruction line.

The operator (~) represents the negation. It is used as the negation for variables,
intermediate steps, constants and even the negation of operators.

The operator (*) represents the logical AND. If it appears combined with
the negation operator (~*) the combined operator represents the logical
NAND.

The operator (+) represents the logical OR. If it appears combined with
the negation operator (~+) the combined operator represents the logical
NOR.

The operator (#) represents the logical XOR. If it appears combined with
the negation operator (~#) the combined operator represents the logical
XNOR.

An important limitation of the script language is that there are no proper
operator priorities between AND, OR and XOR. This results in resolving the
operation in the order of appearance. Similarly the syntax does not allow the
use of brackets to prioritize the operation. Finally, it is important to mention
that the parsing works from right to left instead of left to right.

The described limitations might limit the ways the scripting language can be
used, but do not limit its expressive power. The scripting language using the
intermediate steps can enforce priority.

ROBDD Variables

A ROBDD variable can consist almost of any symbol. The syntax of ROBDD
variables has the following naming limitations:
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1. A ROBDD variable name can not start with the capital letter L.

2. A ROBDD variable name can not have any of the operator symbols.

3. It is suggested that ROBDD variables should not use the symbols ‘<>’.

Examples of valid ROBDD variable names are: X1, x1, 123, foo, _abc.
Assignments to ROBDD variables are not allowed. The ROBDD variables
are the Boolean literals of the formula that is under transformation to become
a ROBDD. The “variables” that represent parts of the ROBDD, are called
intermediate steps.

Intermediate Steps

Intermediate steps are required to refer to stored parts of the ROBDD. Then by
combining these parts the complete ROBDD is constructed. Intermediate steps
need to be distinguished from variables. The correct syntax for intermediate
steps is as followed:

1. An intermediate step should start with a capital L.

2. An intermediate step should have after the capital L an integer number.

3. The number must be from 1 up to the defined intermediate steps variable
set at the file header.

Examples of valid intermediate names are: L1, L2. Intermediate steps are used
for ROBDD assignment. After assigning a ROBDD at an intermediate step,
that step can be used as a ROBDD variable. Reassigning a new ROBDD to
the intermediate step is not allowed.

Constants

The are two constants:

1. TRUE, this is the logical true and should be written capitalized.

2. FALSE, this is the logical false and should be written capitalized.

The constants are used in the same way as the variables.
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Generated ROBDD definitions of
Figure 2.4 Figure 2.5(b)

1 L1=e(1,3) 1 L1=e(1,2)*e(2,3)*e(3,4)*e(4,5)
2 L2=e(1,2)*e(2,3) 2 L2=e(1,2)*e(2,3)*e(3,5)
3 L3=L1+L2 3 L3=e(1,3)*e(3,4)*e(4,5)

4 L4=e(1,3)*e(3,5)
5 L5=L1+L2+L3+L4

Table 2.2: ROBDD definitions generated by the naive approach for the Boolean
formulae of Figures 2.4 and 2.5(b) respectively.

The Return Result Syntax

At the end of a script a return result needs to be declared. The return result
can be any one or more4 of the previously assigned intermediate steps, ROBDD
variables or constants. For example: L3. For the purpose of this text we can
skip the return result from the ROBDD definitions by assuming always that
only the last definition is returned.

Definition 5 (ROBDD Definition). A ROBDD definition is a complete line of
a ROBDD script.

We present two example ROBDD scripts in Table 2.2 that correspond to the
Boolean formulae of Figures 2.4 and 2.5(b) respectively.

Using Boolean formulae preprocessing, as mentioned before, the ROBDD
definitions of the Boolean formula of Figure 2.5(b) would be optimized to
match the ones presented at Table 2.3. In this specific example preprocessing
reduces the amount of operations from 11 to 6.

2.3.7 ROBDD Generation and Probability Calculation

In addition than easily generating ROBDDs, SimpleCUDD also provides
functionality to efficiently traverse ROBDDs and perform calculations over
their nodes. At Algorithm 2.1 we present a dynamic programming algorithm
used by ProbLog to calculate the probability of an annotated ROBDD. This
algorithm was first presented in [16]. SimpleCUDD provides the functionality
for annotating variables, to traverse and remember traversed nodes. For these
purposes it uses indexed tables, and a hash table when necessary.

4Returning a forest of ROBDDs in practice. This is a convenient feature for many ProbLog
applications which are not in our scope.
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Generated ROBDD definitions
1 L1=e(3,4)*e(4,5)
2 L2=L1+e(3,5)
3 L3=L2*e(2,3)
4 L4=L3*e(1,2)
5 L5=L2*e(1,3)
6 L6=L4+L5

Table 2.3: ROBDD definitions of the Boolean formula of Figure 2.5(b) generated
by performing Boolean formulae pre-preprocessing.

Algorithm 2.1 A recursive dynamic programming depth first algorithm to
traverse and calculate in linear time the probability of an annotated ROBDD.
input The assumed root node Node of a ROBDD, a data structure V ars that

contains the annotated information for the ROBDD variables, and a history
data structure His which initially is empty and is used to store the traversed
nodes and calculated probabilities.

output The calculated probability Prob of the ROBDD and a History with
the calculation of the probability for each traversed node.

function CalcProbability(Node, V ars,His)
if Node = TRUE then
return (1.0, His)

if Node = FALSE then
return (0.0, His)

if Node ∈ His then
return (HistoryValue(His,Node), His)

LowNode := LowNodeOf(Node)
(LowNodeProb,His) := CalcProbability(LowNode, V ars,His)
HighNode := HighNodeOf(CurrentNode)
(HighNodeProb,His) := CalcProbability(HighNode, V ars,His)
V arProb := VariableAnnotatedValue(V ars,Variable(Node))
Prob := V arProb · LowNodeProb+ (1− V arProb) ·HighNodeProb
AddToHistory(His,Node, Prob)
return (Prob,His)
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SimpleCUDD provides us with and indexed table that is used for easy access to
the values of the annotated ROBDD variables; to easily traverse the ROBDD
it provides two functions LowNodeOf and HighNodeOf; and finally, for
remembering traversed nodes it provides an efficient hash table His that uses a
variable index to remember nodes traversed and calculated values.

The Algorithm 2.1 as can easily be shown has a worst case complexity O(N+M)
where N is the number of nodes and M the number of edges. Indeed the
memoization of each node results in calculating every node only once.

2.4 Other Approaches

Further than the compilation approaches, ProbLog uses several other methods
for calculating the probability of a ProbLog program. Namely, a Monte Carlo
Markov Chain approach, a Monte Carlo approach that samples programs
problog_program_sampling [34], a Monte Carlo approach that samples
explanations of DNF formulae problog_DNF_sampling [78], and a compilation
approach using weighted CNF’s instead of annotated ROBDDs [18]. In this thesis
we later focus on problog_program_sampling and problog_DNF_sampling.

There are other extensions of ProbLog that use inference or extend inference like
learning [26,27], decision theory ProbLog [86], algebraic ProbLog [38], continues
distributions [25]. These issues are out of the scope of this thesis.

2.4.1 Approximate Inference: Program Sampling

An alternative approach to inference is the use of Monte Carlo methods, that is,
to use the ProbLog program to generate large numbers of random subprograms
and to use those to estimate the probability. More specifically, such a method
proceeds by repeating the following steps:

1. sample a logic (sub)program L from the ProbLog program

2. search for a proof of the initially stated query q in the sample L ∪BK

3. estimate the success probability as the fraction P of samples which hold
a proof of the query

The implementation of this approach for ProbLog, as described in [35], takes
advantage of the independence of probabilistic facts to generate samples lazily
while proving the query, that is, sampling and searching for proofs which are
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ProbLog Inference Method: Program Sampling

Step 1: SLD Resolution

ProbLog
Program

Program Sampling
Sampled
ProbLog
Program

Prolog
SLD resolution

P

Figure 2.7: The diagram for the program sampling inference method.

interleaved. To assess the precision of the current estimate P , at each m samples
the width δ of the 95% confidence interval is approximated as

δ = 2 ·
√
P · (1− P )

N
(2.3)

If the number of samples N is large enough the interval of confidence becomes
smaller, and the probability that the estimate is close to the true probability of
the query increases.

Figure 2.7, shows the diagram for the program sampling inference method.

2.4.2 Approximate Inference: DNF Sampling

Program Sampling as presented in [35] generates samples by exploring the
SLD tree, which can be expensive if there are many failing derivations. DNF
Sampling for ProbLog as presented in [78] focuses on sampling possible worlds
containing a proof of the query of interest. This method first constructs the
DNF for the query as in exact inference, and then applies the Monte-Carlo
algorithm of Karp and Luby [32] to estimate the probability of the DNF.

DNF Sampling associates each possible world w to the first conjunction that
is true in w. Samples are generated by first sampling a conjunction ci with
probability P (ci)/

∑n
j=1 P (cj), and then generating a possible world by setting

the truth values of the variables in ci such that ci is true, and sampling
truth values for remaining variables. As for each pair (ci, w), the probability
of sampling that pair is P (w)/

∑n
j=1 P (cj) and thus proportional to P (w),

given a sufficient number N of samples, the fraction Naccepted/N of positive
samples approaches P (F )/

∑n
j=1 P (cj), and we can thus estimate P (F ) as∑n

j=1 P (cj) ·Naccepted/N .
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Algorithm

Let F = C1 ∨ . . . ∨ Cm be a propositional DNF for query q in the ProbLog
program T , where the Ci contain neither contradictions nor multiple occurrences
of the same variable. We denote possible worlds – truth value assignments to all
random variables – by w. The space from which samples are drawn is defined
as U = {(w, i)|w |= Ci}, and we associate each possible world w with the first
conjunction that is true in w, that is, the samples that will be accepted are
those from A = {(w, i)|w |= Ci ∧ ∀j < i : w 6|= Cj}. For each possible world w
with w |= F , U thus contains a pair (w, i) for each Ci that is true in w, whereas
A only contains the pair with minimal i. We define the sum of probabilities for
DNF F as

ST (F ) =
m∑
i=0

∏
fj∈Ci

pj (2.4)

Note that if conjunctions are mutually exclusive, ST (F ) is equal to the
probability of F being true, but it can be much higher in general.

DNF Sampling generates N samples in the following way

1. randomly choose Ci according to P (Ci|T )/ST (F )

2. randomly choose a possible world w where Ci is true

3. increment Naccepted if (w, i) ∈ A

The probability of formula F is then estimated as

PDNF (q|T ) = ST (F ) · Naccepted
N

(2.5)

Note that depending on the structure of the problem and the value of ST (F ),
estimates based on small numbers of samples may not be probabilities yet, that
is, they can be larger than one, especially if the actual probability is close to
one. This is due to the fact that a sufficient number of samples is needed to
identify overlap between conjunctions by means of sampling and to accordingly
scale down the overestimate ST (F ).

2.4.3 Convergence

DNF Sampling is an instance of the fully polynomial approximation scheme
of Karb and Luby [32], that is, the number of samples required for a given
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ProbLog Inference Method: DNF Sampling

Step 2: Sample DNF

Step 1: SLD Resolution

Trie(DNF) DNF Sampling P

ProbLog
Program

Prolog
SLD resolution

Trie(DNF)

Figure 2.8: The diagram for the DNF sampling inference method.

level of certainty is polynomial in the input length (the DNF in our case). For
formal detail, we refer to [32], and instead give a rough illustration here. The
algorithm uses the normalization factor ST (F ) from equation (2.4), therefore,
in each sampling step, the probability that the ith conjunction is sampled is
P (Ci)/ST (F ). It is then completed into a possible world according to the fact
probabilities. This possible world will be accepted exactly if all conjunctions
with smaller index are false in it. So the probability of sampling a specific Ci and
a world which will be accepted for this conjunction is P (Ci∧¬DNFi−1)/ST (F ),
where DNFi =

∨
j=1...i Cj . As each world can only be accepted by exactly one

conjunction, the probability of sampling an arbitrary world that will be accepted
is the sum of this probability over all conjunctions, and for N samples, the
estimated number of accepted possible worlds and the corresponding probability
estimate thus are:

E[Naccepted] =N · P (C1) + P (C2 ∧ ¬DNF1) + ...+ P (Cn ∧ ¬DNFn−1)
ST (F )

Pestimated =E[Naccepted]
N

· ST (F )

=P (C1) + P (C2 ∧ ¬DNF1) + ...+ P (Cn ∧ ¬DNFn−1)

The last line corresponds to one way of solving the disjoint-sum-problem for
the original DNF, which is exactly what the purpose of the algorithm is.

Figure 2.8, shows the diagram for the DNF sampling inference method.
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2.4.4 Weighted CNF ProbLog

Another approach worth mentioning is the weighted CNF ProbLog [18]. In
this approach ProbLog semantics and syntax is used but the three steps
(SLD-resolution, Boolean formulae preprocessing and ROBDD compilation) of
ProbLog have been significantly modified.

The first step, SLD-resolution has been renamed to Grounding. The step is
modified to use Prolog’s SLD resolution in order to collect the relevant ground
logic program for a query with evidence instead of the derivations of a query.
In order to achieve that the system uses the concept of a dependency set of a
ground atom with respect to a ProbLog program as presented in [27].

The second step named Conversion to CNF is the equivalent of the Boolean
formulae preprocessing step. The new system requires to convert the collected
ground logic program into a CNF instead of keeping the Boolean formulae into
its original form. In order to achieve that one could use Clark’s completion if
the collected logic program is acyclic. For logic programs that contain cyclic
rules, the system uses two different approaches. The first approach named
Rule-based conversion to CNF uses the approach presented in [30] and it is
based on converting the rules that introduce cycles to rules with auxiliary atoms
and then converting in a CNF formulae. The second approach used is called
Proof-based conversion to CNF and uses nested tries, a recursive structure
which is described in depth in Section 3.2.3 and a cycle breaking algorithm that
is described in detail in Section 3.4. The resulting Boolean formulae is then
converted in a CNF by using conversion rules from mathematical logic.

Finally, the third step named sd-DNNF compilation uses sd-DNNFs (Smooth
Deterministic Decomposable Negation Normal Form) instead of ROBDDs as
in the original ProbLog. For this step the system uses the CNF to sd-DNNF
implementation presented in [49]. After the generation of the sd-DNNF a
polynomial bottom-up algorithm is used to calculate the probability. These
three steps are shown visually in Figure 2.9.

Let PS be a denumerable set of propositional variables. NNF is a directed
acyclic graph where each leaf node is labelled with true, false, X or ¬X,
X ∈ PS; and each internal node is labelled with ∧ or ∨ and can have arbitrarily
many children. An sd-DNNF is an NNF structure that satisfy three extra
properties: decomposability, determinism and smoothness. The notion
of determinism appears to be necessary (but not sufficient) for algorithms to
perform model counting in polynomial time. Assessing the probability of a
weighted Boolean formula is a variant of weighted model counting. As presented
in [12] both ROBDDs and sd-DNNFs have the determinism property. Other
similar structures that have determinism are: d-DNNF, FBDD and MODS. For
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AND

OR OR

AND

AND AND

AND

e(3,5) OR OR

e(3,4)~e(3,5) e(4,5) e(1,2) ~e(1,3) e(2,3)

e(1,3)OR OR

~e(3,4) ~e(4,5) ~e(1,2) ~e(2,3)

Figure 2.10: The equivalent sd-DNNF for the ROBDD of Figure 2.6 representing
the Boolean formula of Figure 2.5(b).

more details on sd-DNNF, the reader can consult [12]. Figure 2.10 shows the
equivalent sd-DNNF for the ROBDD presented in Figure 2.6.

2.5 Conclusion

We have briefly presented the probabilistic logic programming language ProbLog
which uses the distribution semantics. We presented some details about its
inference infrastructure, especially around the knowledge compilation approach
that uses ROBDDs. We clearly stated three different stages in the inference
process, namely: SLD resolution, Boolean formulae preprocessing, and Boolean
formulae compilation. We explain in some detail the syntax for the scripting
language that ProbLog uses to describe Boolean formulae. Finally, we mentioned
further approaches to inference and briefly presented two approximation
inference methods.



Chapter 3

Tabling of Probabilistic Logic
Programs

The implementation of ProbLog [37] is based on the use of tries [19] and reduced
ordered binary decision diagrams (ROBDDs) [1, 9]. The execution of ProbLog
programs uses SLD-resolution to collect all the proofs for a query. In order to
compute correct probabilities, ProbLog gathers for each successful proof of the
query the list of probabilistic facts the proof uses. The lists of probabilistic
facts of all different successful proofs are compactly represented by a trie. Such
a trie is then considered to be a sum of products (a disjunction of conjunctions
of probabilistic facts). ROBDDs are used to solve the disjoint sum problem and
to obtain the correct probability of the query.

This chapter discusses the use of tabling for probabilistic logic programs.
Tabling [5,11,84] is a very well known approach that reuses previous calculations
instead of recomputing them, in order to improve the performance of some logic
programs. Besides giving performance benefits, tabling also can be used for
writing more declarative programs and to handle some programs that do not
terminate because of execution cycles.

All three benefits of tabling for logic programs apply also to probabilistic
logic programs. There has been a significant amount of research for tabling
lately, which has provided many Prolog systems with tabling mechanisms.
Furthermore, several different strategies and many different optimizations [82]
have been developed.

The challenge is to find out how tabling can be combined with the ProbLog

29
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execution mechanism. Tabling mechanisms are available in XSB [65,83], YAP
[70, 71] and other Prolog systems. The basic idea is to collect the answers
of a tabled subgoal in a table and, when the subgoal is re-encountered, to
reuse the tabled answers instead of computing them. As a consequence of this
memoization, tabling ensures termination of programs with the bounded term-
size property, i.e., programs where the size of subgoals and answers produced
during an evaluation is less than some fixed number. In the case of ProbLog,
tabling answers is not sufficient, as the proofs are needed too. Also cycles have
to be dealt with correctly.

The main contributions of this chapter are the identification and realisation
of the necessary tabling mechanism for ProbLog programs while respecting
the current ProbLog optimizations, such as the exploitation of tries and the
optimized translation of tries into ROBDDs. Through program transformation
we adapt the selected tabled predicates when called, to construct their own trie,
memorise it, and integrate it in the final trie.

ProbLog’s motivating link discovery applications and other typical ProbLog
programs have only ground goals. In order to table them, we represent the SLD
proof tree as a set of nested tries. We implemented a light-weight dedicated
tabling for ground goals that supports nested tries and obtained impressive
time improvements for some classes of programs. By the virtue of the nested
tries, we also realize suffix sharing and thus a substantial memory compaction.

Furthermore, we study in Section 3.4 how the modifications to the trie structure
affect the next calculation steps, in particular the construction of the ROBDDs.
In the case of non cyclic programs, our nested tries have important performance
impact to the generation of ROBDDs. Tabling and nested tries are crucial in
the tractability of the whole process. We get promising results and are able to
answer a larger set of queries for typical ProbLog programs. In a probabilistic
setting it is often the case that the same goals re-appear. For example for
determining the weather on day N there are several cases to be considered and
in several of them one needs to know the weather on the day before (N − 1), or
the day before that (N − 2).

By adding cycle detection, path-finding programs, typical for link discovery,
also benefit from the memoization. Unfortunately, the cycles are transferred to
the nested tries; this results in propagating the work load to the generation of
the ROBDD definitions. In order to tackle this inefficiency, we describe several
novel optimizations that aim in improving the performance of generating and
constructing ROBDD definitions. We see promising improvements from all
these optimizations.
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Experiments with typical statistical relational learning tasks show that our light-
weight tabling boosts the performance of ProbLog with respect to both execution
time and memory consumption. Alternatively, we have obtained similar results
by using the standard YAP tabling mechanisms. In order to benefit directly
from standard tabling, we handle probabilistic inference differently from what
the ProbLog2010 implementation does using an abstracted ProbLog engine
which is further explained in Chapter 6. Figure 3.1 presents graphically the
ProbLog parts that are modified by tabling.

Our work is similar to the PRISM [73, 74] tabling mechanism, as both
mechanisms are restricted to ground goals and both mechanisms are memorising
all the proofs. PRISM assumptions such as exclusiveness and no cycles imply
that PRISM computations are simpler, in the sense that they do not have to
deal with the disjoint sum problem. PRISM contains a linear tabling system [75].
Only when PRISM is executing its learning algorithms, its tabling is extended
to do something special, namely to build support graphs which represent the
shared structure of explanations for an observed goal. The support graphs play
a central role in efficient EM learning of PRISM programs. The proofs ProbLog
needs to compute are somewhat similar to these explanations. One could
compare ProbLog’s nested tries with PRISM support graphs. Differences are
that PRISM assumes the exclusiveness condition for the proofs, while ProbLog
does not, and that ProbLog requires the handling of cycles as it is intended for
link discovery in graphs.

Another very similar approach is the one from PITA [69], which is an other
tabled inference method. In PITA, instead of handling the cycles, they authors
table programs that do not introduce cycles for example, the path program with
a member check. But differently from PRISM the system continues inference
in a similar way as ProbLog (with the use of ROBDDs) by not assuming
exclusiveness and solving the disjoint sum problem.

Another example of tabling that needs the memoization of proofs, is in the
scope of justification [24]. In logic programming justification is referred to the
derivation which justifies the success or failure of a goal. Justifications are
mainly used for debugging logic programs. It is important to note that tabling
in justification keeps only one proof [55] instead of all the proofs, and that it
requires tabling of non-ground goals. Finally, [36] proposes tabling for another
ProbLog inference method, namely Monte Carlo sampling.

The chapter is structured as follows. First, we briefly explain how tabling alters
SLD to SLG resolution in Section 3.1. We present our running example and
the nested tries and identify the necessary tabling support in Section 3.2. Then
follows ProbLog tabling in Section 3.3 where we explain the usage of tabling
and introduce the cycles in a probabilistic setting. Transforming the nested tries
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to ROBDD definitions and further to a sum of products efficiently is described
in Section 3.4. The description of the implementation and the needed program
transformation that realise ProbLog tabling are found in Section 3.5. Section 3.6
contains the experimental evaluation. And we finally conclude in Section 3.7.

This chapter is based on the publications [42, 43] and is extended to include
the complete program transformation that realizes ProbLog tabling, as well
as a second program transformation that uses the built-in tabling mechanism
of the Prolog system. The chapter also describes several optimizations that
further improve the performance of generating ROBDD definitions and briefly
evaluates them experimentally.

3.1 SLG Resolution

A logic program that uses tabling alters the resolution mechanism from SLD
to SLG. Tabling strategies either use a suspension/resumption mechanism or
a linear tabling mechanism to build a forest of SLG trees [11], while in SLD
resolution there is only a single tree.

In logic programming the programmer can choose to table a predicate. When a
subgoal of the tabled predicate is encountered for the first time, most Prolog
tabling mechanisms suspend the resolution of the parent goal and start proving
the subgoal. As soon as a successful derivation for the subgoal is found the
answer is memoized in a table and the execution of the parent goal is resumed.
Note that if the subgoal fails, its failure is memoized. This subgoal is called the
generator subgoal.

All other occurrences of the subgoal, after the first, are called consumer
subgoals. For programs without cycles, the consumer subgoals are in a different
derivation branch than that of the generator subgoal. This means that the
subgoal has been evaluated either as failure or successful with at least one
answer. These repeated occurrences are not evaluated but the result of their
generator subgoal evaluation is used. In case of a cycle, the two subgoals share
the same derivation branch. It is possible that the generator subgoal has already
found and memoized a successful answer. In this case the consumer cyclic
subgoal consumes that answer and succeeds. If no answer has been generated
yet, then the consumer subgoal is suspended and waits until the generator
subgoal either finds an answer or fails. Then the execution of the suspended
consumer subgoal is resumed to consume the answer.

In tabling, new answers for a subgoal are generated only from the generator
subgoal. A consumer that requires a new answer that has not been generated
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?-path(1,E)

?-edge(1,2)

E = 2

?-edge(1,3)

E = 3

?-edge(1,Z), E\==Z, path(Z,E)

□ □ ?-path(2,E)*

Z = 2

?-path(3,E)**

Z = 3

□ failure

?-path(2,E)*

?-edge(2,3)

E = 3

?-edge(2,Z), E\==Z, path(Z,E)

□ ?-path(3,E)*

Z = 3

failure

?-path(3,E)*

failure ?-edge(3,Z), E\==Z, path(Z,E)

failure

Figure 3.2: The complete Prolog SLG forest when proving the query: path(1,3)
of the ProbLog program of Figure 2.1 at page 8. The squares represent success.
* Represents the initiation of a new SLG tree. ** Represents a reused result.

yet returns the control to the generator subgoal. For this to be feasible a
completion mechanism for each tabled predicate is kept which marks if a
generator subgoal has still unexplored derivations. Figure 3.2 presents the SLG
trees that are generated from proving query path(1,E) of the ProbLog program
shown in Figure 2.1 at page 8.

There are two main strategies for collecting answers with tabling, namely local
and batch evaluation [65,83]. Local and batch evaluation differ in that batch
evaluation eagerly returns answers while local evaluation may not return any
answers to a parent goal until the subgoal is as far as it can be evaluated.
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path (X, Y):−
path (X, Y, [X ] ) .

path (X, Y, _):−
edge (X, Y) .

path (X, Y, V):−
edge (X, Z) ,
Y \== Z ,
\+ member(Z , V) ,
path (Z , Y, [ Z |V ] ) .

(a) Non-tabled path/2 predicate.

:− problog_table path /2 .

path (X, Y):−
edge (X, Y) .

path (X, Y):−
edge (X, Z) ,
path (Z , Y) .

(b) Tabled path/2 predicate.

Figure 3.3: Non-tabled & tabled path/2 predicate.

In logic programs, tabling only needs to remember whether the goal succeeded or
failed, and, in the case of non ground goals, the answers with which it succeeded.
Tabling a probabilistic logic program imposes the extra challenge that each
proven subgoal has probabilistic information that needs to be remembered.

3.2 ProbLog & Tabling Preliminaries

Before explaining the exact tabling mechanism used in ProbLog, we first present
the running example for tabling. We then need to mention the ground goal
assumption we take and explain what a nested trie is. Finally, we present the
technical details about the tabling mechanism.

3.2.1 ProbLog Tabling Example

It is common practice in tabling research to use the path predicate as a running
example. Also for ProbLog tabling we use the path predicate of Figure 3.3 but
with probabilistic graphs instead of deterministic ones. Figure 3.3(b) presents
the tabled version of the path predicate of Figure 3.3(a). The tabled path/2
relies on tabling to handle any cycles introduced by the graph structure, while
the non tabled version needs to keep a list V of visited nodes and to do a
member check.

To explain all the features of tabling we use two different graphs, the first
graph is presented in Figure 3.4 together with the probabilistic edge/2 facts
that represent it in ProbLog; and the second graph is presented in Figure 3.5
together with the extra probabilistic edge/2 facts required to represented it in
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0 . 3 : : edge (1 , 2 ) .
0 . 7 : : edge (1 , 3 ) .
0 . 4 : : edge (2 , 3 ) .
0 . 8 : : edge (3 , 4 ) .
0 . 6 : : edge (3 , 5 ) .
0 . 2 : : edge (4 , 5 ) .

Figure 3.4: A probabilistic graph without cycles.

ProbLog. The first graph does not contain any cycles while the second one
does.

Through the chapter we use the following two ProbLog queries: problog_exact(
path(1, 3), P) and problog_exact(path(1, 5), P) to illustrate different
aspects of the behaviour with tabling; we abbreviate the queries as path(1,3)
and path(1,5) respectively. The answer to the first query is P = 0.736 and
the answer to the second query is P = 0.488704. The answer to these specific
queries is the same for both the directed and undirected graph. The reason is
that the undirected graph does not add any new paths for those specific queries.
As shown later, the difference between the two graphs is the introduction of
cycles.

3.2.2 Ground Goal Assumption

Typical ProbLog goals are ground; indeed, in a probabilistic framework, one
is interested in the probability that a goal can be proven, rather than in what
the answers are. While later we show how to generalize tabling for non ground
goals and return its answers, in this first part we focus on ground goals.

1

2
0.3

30.7

0.4
4

0.8

50.6

0.2

0 . 3 : : edge (2 , 1 ) .
0 . 7 : : edge (3 , 1 ) .
0 . 4 : : edge (3 , 2 ) .
0 . 8 : : edge (4 , 3 ) .
0 . 6 : : edge (5 , 3 ) .
0 . 2 : : edge (5 , 4 ) .

Figure 3.5: An undirected probabilistic graph introducing cycles.
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3.2.3 Nested Tries

ProbLog collects all the SLD refutations of a query as lists of probabilistic facts
in a trie. The probabilistic part of ProbLog programs creates new requirements
for the tabling mechanism. Our tabling builds a forest of SLG trees [11], one
for the original query and one for each tabled subgoal. For each tabled goal, we
need to memoize its contribution to the trie. To achieve this, we break up a
single trie into a set of nested tries. The nested trie of a goal represents the
successful proofs of the goal just as a normal trie does, but the parts of the trie
that are contributed by other tabled subgoals are replaced by a reference to the
trie of that subgoal.

When ProbLog uses tabling while proving the topquery, it constructs a set of
nested tries. This set of nested tries is equivalent with the trie that a non-tabled
program would generate: it contains all the information about the complete
successful proofs, the SLD refutations, of the topquery.

To better illustrate the differences between a single trie and a forest of nested
tries we use the query path(1,5) for the non-cyclic graph of Figure 3.4. We
present in Figure 3.6 the collected trie for the non tabled evaluation of our query
and we present in Figure 3.7 the collected forest of nested tries for the tabled
evaluation of the same query. We abbreviate the probabilistic facts edge/2
as e/2 and the subgoals path/2 as p/2. With t/1 we represent the trie of the
relevant subgoal and by t(/) the trie of the topquery.

An attentive reader can notice the trie prefix sharing in Figure 3.6 where the
first part of the proofs is being reused. Also, notice that the suffix of the proofs
is similar but tries can not detect this similarity and fail to perform reuses there.
On the other hand the nested tries allow us to easily detect this suffix similarity
which comes from proving the same goal twice. And this suffix is reused as
can be seen in Figure 3.7 where the trie for the subgoal path(3, 5) is being
referred to two places.

The original trie shown in Figure 3.6 is equivalent with the nested tries of
Figure 3.7. One could completely reconstruct the original trie by following in a
depth first matter the nested trie entries in the nested tries. For example, the
leftmost branch of the trie is reconstructed if one follows the leftmost branches
in the nested tries. Starting from the topquery trie we need to follow the
trie t(p(1, 5)), following the leftmost branch of trie t(p(1, 5)) we get the first
node e(1, 2) and find a reference to the trie t(p(2, 5)). Continuing this process
we construct the proof e(1, 2), e(2, 3), e(3, 4), e(4, 5) which is identical with the
leftmost entry of the original trie.
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t(/)

e(1,2) e(1,3)

e(2,3) e(3,4) e(3,5)

e(3,4) e(3,5)

e(4,5)

e(4,5)

Figure 3.6: The collected trie for the graph of Figure 3.4 using the predicate of
Figure 3.3(a) by the query: path(1,5).

3.3 ProbLog Tabling

Definition 6 (Probabilistic Predicate). We call probabilistic predicate, any
predicate that directly or indirectly uses at least one probabilistic fact in any of
its definitions.

As shown earlier in Prolog a predicate must be indicated by the programmer
to be tabled with the use of the directive table/11. ProbLog tabling follows
a similar approach but uses the directive problog_table/1. The directive
problog_table/1 must be used to properly table a probabilistic predicate. One
could use the ProbLog directive for tabling purely logical predicates or use
the original Prolog table/1 directive. While both would work the latter is
more efficient as it does not perform the extra bookkeeping that probabilistic
predicates require. To table a probabilistic fact, again one should use ProbLog’s
tabling directive. Like in Prolog tabling, using tabling on probabilistic facts
does not have any significant performance impact.

When ProbLog encounters a generator subgoal, it creates a table entry for the
subgoal with an empty nested trie, and starts proving it. As soon as a successful

1For example: :- table path/2
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t(/)

t(p(1,5))

t(p(1,5))

e(1,2) e(1,3)

t(p(2,5))

e(2,3)

t(p(3,5))

e(3,4) e(3,5)

t(p(4,5))

e(4,5)

t(p(2,5)) t(p(3,5)) t(p(3,5))

t(p(4,5))

Figure 3.7: The collected nested tries for the graph of Figure 3.4 using the
predicate of Figure 3.3(b) by the query: path(1,5).

proof for the subgoal is found, it is added to its nested trie. Note that if the
subgoal fails, no proof is added and the nested trie remains empty.

ProbLog eagerly collects the proofs for the generator goals implementing a local
tabling strategy. For programs without cycles, tabling deals completely with a
generator subgoal before the parent goal is resumed and it is known whether
the subgoal failed or succeeded. If the generator subgoal fails, resumption
of the parent goal fails its current proof. If the generator subgoal succeeds,
on resumption of the parent goal, a reference to the nested trie of the tabled
subgoal is added to the current proof of the parent goal. For occurrences of
consumer subgoals, tabling avoids re-computation by adding a reference to the
appropriate nested trie in the current proof.

3.3.1 Cycles in a Probabilistic Setting

Until now, we presented how tabling avoids repeated subcomputations. Tabling
typically also deals with cycles. The probabilistic context determines how to
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handle cycles.

An attentive reader might indeed have noticed that the path program of
Figure 3.3(a) is a version that encodes cycle detection explicitly by using
\+ member(X, V). That version does not benefit from tabling as almost all
the calls to path/3 are different. The path/2 program in Example 3.3(b) has
no code to detect cycles. We use this program and the undirected graph of
Figure 3.5 to explain how tabling should support cycle handling in a probabilistic
framework.

For the query path(1,3) on the graph of Figure 3.5 with the program of
Figure 3.3(b), we collect the following two proofs: edge(1,2), edge(2,3)
and edge(1,3). Trying to prove the query path(1,3) with the program of
Figure 3.3(b) without tabling, one will enter in an infinite cycle when asking for
multiple answers, such as the one between nodes 1 and 2 due to edge(1,2) and
edge(2,1). ProbLog’s calculation of success probability requires the collection
of all proofs and to that end it searches all branches of the SLD tree of a query
which means that in the presence of a cycle the execution gets caught in a loop.
The SLD tree for path(1,3) is indeed infinite. Tabling detects this type of
cycles on the SLG trees and handles them either as failures when the cycle
subgoal has no succeeding derivations or as success if the cycle subgoal has
succeeding derivations.

In the presence of cycles, logic programming tabling uses a completion
mechanism to ensure that all answers are returned to all consumers. For
our ground ProbLog goals, this boils down to returning information about
failure or success and in case of success the nested trie. A simple way to achieve
this for consumer goals that give rise to a cycle, is to assume that the generator
goal will succeed and add a reference to the partially completed nested trie of
the generator goal to the parent goal proof. Although a nested trie represents
all the proofs for the subgoal, we do not need its final value to reuse it, i.e. to
put a reference to it in the other tries.

The logic programming tabling completion mechanism monitors that all choice
points of a generator goal have been explored. It also remembers all the locations
where a non completed generator goal was used by a consumer. When the
generator goal produces a new answer, the execution returns to any consumer
to use that new answer [82]. In our case, as the answer is limited to success or
failure of the goal, we do not require the execution to return to the consumer.

Now, our nested tries no longer only contain successful proofs. We optimistically
assumed success for consumer goals giving rise to a cycle. If none of the goals
involved in the cycle has a finite successful proof, they all fail. In this case,
the nested tries contain references to failed subgoals. This failure is dealt with
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during the ROBDD script generation step.

3.4 Nested Tries to ROBDD Definitions

As described in Section 2.3, SLD resolution is responsible for collecting the
explanations that prove the query. These proofs form a Boolean formula, more
specifically the collected formula of a non tabled ProbLog program without
calls to negated probabilistic predicates2 is in disjunctive normal form (DNF).

With tabling, SLD resolution is modified to SLG resolution and together with
this modification also the DNF Boolean formula is modified to a forest of nested
DNF sub-formulae. More precisely the Boolean formula now is a more compact
representation of the previous DNF formula. Each subgoal has its own DNF
formula that might refer to another DNF formula of another subgoal.

This section discusses how to extract the ROBDD definitions from the set of
nested tries generated by ProbLog tabling. The main challenge for generating
the ROBDD definitions from the nested tries, is tackling the encoded cycles in
the set of nested tries efficiently.

By “unfolding” the nested tries back to a single Boolean formula we risk to
actually redo much of the work that tabling saved us. Actually this process can
end up being significantly more expensive, than the non tabled SLD evaluation,
if treated naively. For that reason it is very important to perform as much reuse
we can on the unfolding and avoid as many unfolding computations possibly.

3.4.1 Handling the Simple Case

We first present the case where there are no cycles in the nested tries. Using the
generated forest of nested tries of Figure 3.7 at page 39 and traversing it naively
depth first we get the ROBDD definitions of Table 3.1. The first column of the
table presents the nested trie where currently the algorithm is; the second table
column gives either the action taken by the algorithm or the generated ROBDD
definition. Notice that lines from L1 to L3 are repeated in lines from L6 to L8.
This repetition appears because the nested trie t(p(3, 5)) is being referred twice
in the forest of tries. The second appearance of t(p(3, 5)) is credited in tabling
reusage of proven goals. We optimistically would want to take advantage of this
multiple appearance by not unfolding multiple times nested tries and by taking
advantage of suffix similarity.

2The non tabled ProbLog program could still contain negated probabilistic facts or negated
non probabilistic subgoals, facts.
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Nested Trie Generated ROBDD definitions
t(p(1,5)) Follow reference: t(p(2,5))
t(p(2,5)) Follow reference: t(p(3,5))
t(p(3,5)) Follow reference: t(p(4,5))
t(p(4,5)) 1 L1 = e(4,5)
t(p(3,5)) 2 L2 = e(3,4) * L1
t(p(3,5)) 3 L3 = e(3,5) + L2
t(p(2,5)) 4 L4 = e(2,3) * L3
t(p(1,5)) 5 L5 = e(1,2) * L4
t(p(1,5)) Follow reference: t(p(3,5))
t(p(3,5)) Follow reference: t(p(4,5))
t(p(4,5)) 6 L6 = e(4,5)
t(p(3,5)) 7 L7 = e(3,4) * L6
t(p(3,5)) 8 L8 = e(3,5) + L7
t(p(1,5)) 9 L9 = e(1,3) * L8
t(p(1,5)) 10 L10 = L5 + L9

Table 3.1: The ROBDD definitions for the Boolean formula of the nested tries
of Figure 3.7 generated by the naive approach.

To achieve these improvements we use a table that memoizes nested tries
unfolding and use that to reuse the generated ROBDD definitions of unfolded
tries. Table 3.2 presents the ROBDD definitions of our previous example of
the nested trie forest of Figure 3.7 at page 39 and the table used to memoize
trie unfolding. Notice that, through this dynamic programming approach, the
unfolding of a forest of tries that does not contain any cycles is linear in the
nodes of all nested tries.

The third column of Table 3.2 presents the memoized ROBDD intermediate
step which represents the generated ROBDD definitions for the nested trie
shown in the first column. The algorithm that generates these definitions again
works in depth first manner. It first traverses the leftmost branch of the first
nested trie. Whenever it finds a reference to another nested trie it must first
generate the ROBDD definitions of the new found (child) nested trie before it
generates any ROBDD definition for the parent nested trie. In that manner for
the nested tries of Figure 3.7 at page 39 the algorithm will first traverse through
all child nested tries until it reaches t(p(4, 5)) which does not have child nested
tries. Then it generates the first ROBDD definition which by memoizing the
intermediate step (L1) we can reuse the unfolding of this nested trie. Following
this strategy we get the ROBDD definitions of Table 3.2. Notice that this time
the nested trie t(p(3, 5)) is reused at line 6 of instead of being generated again
as in Table 3.1 lines 6 to 8.
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Nested Generated ROBDD Memoized
Trie definitions ROBDD Step
t(p(1, 5)) Follow reference: t(p(2,5))
t(p(2, 5)) Follow reference: t(p(3,5))
t(p(3, 5)) Follow reference: t(p(4,5))
t(p(4, 5)) 1 L1 = e(4,5) L1
t(p(3, 5)) 2 L2 = e(3,4) * L1
t(p(3, 5)) 3 L3 = e(3,5) + L2 L3
t(p(2, 5)) 4 L4 = e(2,3) * L3 L4
t(p(1, 5)) 5 L5 = e(1,2) * L4
t(p(1, 5)) 6 L6 = e(1,3) * L31

t(p(1, 5)) 7 L7 = L5 + L6 L7
1Reusage of the generated ROBDD definitions.

Table 3.2: ROBDD definitions for the Boolean formula of the nested tries of
Figure 3.7 generated through memoization.

This approach presented up until here is very much related and similar to the
dynamic programming approach PRISM [73,74] follows. The extra assumptions
imposed by PRISM ensure the absence of cycles in the probabilistic information.

3.4.2 Handling Cycles and the Ancestor List

Introducing cycles in the graph alters things significantly. While the tabling
mechanism deals the cycles at the proof collection stage, it propagates the
problem to the next stage namely the generation of ROBDD definitions. Three
new complications arise because of the cycles. First we need a mechanism to
detect cycles, then find what ROBDD definition to generate for a cycle, and
finally decide when an unfolded trie can be reused.

To detect the cycles we introduce an ancestor list, for each encountered nested
trie, that remembers the previously visited nested tries. This ancestor list is
similar to the path kept by a depth first search algorithm for detecting cycles.

Definition 7 (Ancestor List). The ancestor list At(g) of a nested trie t(g) is
the set of nested tries that were traversed to reach t(g).

Cycles typically give rise to proofs that do not contribute to the final probability.
Figure 3.8 shows the collected nested tries, that contain infinite cycles, for the
query path(1,5) of the undirected graph in Figure 3.5. Consider the following
two successful proofs reconstructed from the nested tries:

edge(1,2),edge(2,3),edge(3,5)
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t(/)

t(p(1,5))

t(p(1,5))

e(1,2) e(1,3)

t(p(2,5))

e(2,1) e(2,3)

t(p(3,5))

e(3,1) e(3,2) e(3,4) e(3,5)

t(p(4,5))

e(4,3) e(4,5)

t(p(2,5)) t(p(3,5)) t(p(1,5)) t(p(3,5))

t(p(1,5)) t(p(2,5)) t(p(4,5)) t(p(3,5))

Figure 3.8: The collected nested tries for the undirected graph of Figure 3.5
using the predicate of Figure 3.3(b) by the query: path(1,5).

edge(1,2),edge(2,3),edge(3,1),edge(1,3),edge(3,5)

What do we notice about their contribution to the final probability? At the
level of the Boolean formula, we can simplify the disjunction of the first and
the second proof to the first proof: (edge(1, 2) ∧ edge(2, 3) ∧ edge(3, 5)) ∨
(edge(1, 2) ∧ edge(2, 3) ∧ edge(3, 1) ∧ edge(1, 3) ∧ edge(3, 5)) ≡ edge(1, 2) ∧
edge(2, 3)∧edge(3, 5)∧(true∨(edge(3, 1)∧edge(1, 3))) ≡ edge(1, 2)∧edge(2, 3)∧
edge(3, 5). We say that the first proof is more general than the second one. Let
set(p) denote the set of probabilistic facts of a successful proof p in a trie.
Definition 8 (More general proof). A proof p is more general than a proof
p′ denoted by p ≺ p′ iff set(p) ⊂ set(p′).
Definition 9 (Proof in a trie). A proof p is in a trie T iff p ∈ T .
Definition 10 (Non-minimal proof). A proof p is a non-minimal proof in a
trie T iff there ∃p′ ∈ T where p′ � p.

The following theorem states that for a goal g with a trie t(g), we can safely
eliminate the proofs that contain an identical goal with the ancestor list At(g).
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Theorem 1 (Non-minimality of cycles). Let ga be the first occurrence (ancestor)
and gd the second occurrence (descendant) of a goal g in the ancestor list of a
complete successful proof. If unfolding t(g) for the first occurrence ga constructs
for g a finite successful proof without adding gd to the ancestor list, then, the
unfolding of t(g) that also adds gd in the ancestor list, constructs non-minimal
proofs.

Proof. Suppose that unfolding t(g) for the first occurrence ga constructs the
following complete successful proof prl for ga: prb.prt.prc with set(prb) =
{pb1, ..., pbn}, set(prc) = {pc1, ..., pcl} and prt resulting from unfolding t(g) for
the second occurrence gd. We have to show that prl is a non-minimal proof in
t(g): there must be another proof prs in t(g) such that set(prs) ⊆ set(prl).

From the hypothesis of the theorem we know that g has at least one finite
successful proof pra with set(pra) = {pa1, ..., pam} that does not add gd to
the ancestor list. When this is used to unfold the second occurrence of t(g),
set(pra) ⊆ set(prl) and thus prl is non-minimal. The same reasoning holds for
all other finite successful proofs of g that do not add gd to the ancestor list.
Finally, we could unfold t(g) again by prb.prt.prc resulting in prb prb.prt.prc.prc,
but in the end, to get a finite successful proof, one of the finite successful proofs
of g that do not add gd to the ancestor list will be used. Thus again prl is a
non-minimal proof.

When unfolding detects a cycle, we can prune the current proof: either because
it is a failing proof or by Theorem 1 it gives rise to non-minimal proofs. If
pruning results in an empty trie, which encodes failure, we can prune the parent
branch.

Previously we showed that it is crucial to reuse the unfolding of nested tries as
much as possible. The absence of cycles allowed us to use all re-appearances
of nested tries and thus ensures a linear algorithm for generating the ROBDD
definitions. Unfortunately with the presence of cycles the naive reusage of
unfolding is not possible. We use the example graph of Figure 3.9 as a counter
example where the reusage of unfolding produces erroneous results. The counter
example uses the query: path(1,4) to collect the nested tries of Figure 3.10.
Using the naive approach of blindly reusing any memoized ROBBD definitions
by a nested trie unfolding, for our counter example, the ROBDD definitions in
Table 3.3 are generated.

The ROBDD definitions of Table 3.3 calculate a probability of P = 0.5058; but
the correct probability is actually Pcorrect = 0.545. This difference results from
the cycle introduced by the undirected edge from node 2 to 3 of the graph in
Figure 3.9. As the unfolding occurs depth first like, the algorithm unfolds the
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Figure 3.9: A probabilistic graph with cycles which is used as a counter example.
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Figure 3.10: The collected nested tries for the counter example graph of
Figure 3.9 using the predicate of Figure 3.3(b) by query: path(1,4).
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Nested Generated ROBDD Memoized
Trie definitions ROBDD Step
t(p(1, 4)) Follow reference: t(p(2,4))
t(p(2, 4)) Follow reference: t(p(3,4))
t(p(3, 4)) Found cycle: prune proof
t(p(3, 4)) 1 L1 = e(3,4) L1
t(p(2, 4)) 2 L2 = e(2,3) * L1
t(p(2, 4)) 3 L3 = e(2,4) + L2 L3
t(p(1, 4)) 4 L4 = e(1,2) * L3
t(p(1, 4)) 5 L5 = e(1,3) * L11

t(p(1, 4)) 6 L6 = L4 + L5 L6
1Reusage of the generated ROBDD definitions.

Table 3.3: ROBDD definitions for the Boolean formula of the counter example
nested tries of Figure 3.10 generated through memoization. These definitions
calculate an erroneous result and are used as a counter example proving that
simple memoization is not sufficient.

ROBDD definitions of the nested trie t(p(3, 4)) before it unfolds the nested
trie t(p(2, 4)). The first branch of t(p(3, 4)) resolves in a cycle as it contains a
reference to t(p(2, 4)) which currently is an ancestor nested trie. By Theorem 1
the branch with the cycle is dropped. The ROBDD definition for t(p(3, 4)) is
shown at line 1 of Table 3.3. Later on, the nested trie t(p(3, 4)) is encountered
from the branch of the nested trie t(p(1, 4)), in this case t(p(2, 4)) is not an
ancestor and thus the first branch of t(p(3, 4)) is not part of a cycle. Now it
has a probability mass to offer, but because of the memoization the current
strategy reuses the previous result and calculates the probability wrongly.

The above example illustrates that it is erroneous to reuse the unfolding of
nested tries that introduce cycles. It is not safe as different occurrences might
give rise to different proofs. Actually, it depends on the context of the occurrence
of the nested trie, in particular on the ancestor list of the occurrence. In order
to maintain unfolding reusage for nested tries with cycles, we start from the
following observation. When two occurrences of a reference to a nested trie have
exactly the same ancestor list, then obviously the unfolding of the references
will introduce exactly the same cycles and exactly the same ROBDD definitions.

Theorem 2 (Same ancestor and ROBDD definitions). Let t1 with ancestors A
be the first occurrence of a nested trie, and t2 another occurrence with ancestors
A. Both occurrences have the identical ROBDD definition unfolding.

Proof. Indeed as t1 and t2 are the same nested trie and each occurrence has
the same ancestor list A, exactly the same branches from t1 and t2 would be
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Nested Generated ROBDD Ancestor Memoized
Trie definitions List ROBDD
t(p(1,5)) Follow reference: t(p(2,5)) []
t(p(2,5)) Found cycle: prune proof [t(p(1,5))]
t(p(2,5)) Follow reference: t(p(3,5)) [t(p(1,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Follow reference: t(p(4,5)) [t(p(1,5)),t(p(2,5))]
t(p(4,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5)),t(p(3,5))]
t(p(4,5)) 1 L1 = e(4,5) [t(p(1,5)),t(p(2,5)),t(p(3,5))] L1
t(p(3,5)) 2 L2 = e(3,4) * L1 [t(p(1,5)),t(p(2,5))]
t(p(3,5)) 3 L3 = e(3,5) + L2 [t(p(1,5)),t(p(2,5))] L3
t(p(2,5)) 4 L4 = e(2,3) * L3 [t(p(1,5))] L4
t(p(1,5)) 5 L5 = e(1,2) * L4 []
t(p(1,5)) Can not reuse L3 []
t(p(3,5)) Found cycle: prune proof [t(p(1,5))]
t(p(3,5)) Can not reuse L4 [t(p(1,5))]
t(p(2,5)) Found cycle: prune proof [t(p(1,5)),t(p(3,5))]
t(p(2,5)) Found cycle: prune proof [t(p(1,5)),t(p(3,5))] false
t(p(3,5)) e(3,2) * false1 [t(p(1,5))]
t(p(3,5)) Can not reuse L1 [t(p(1,5))]
t(p(4,5)) Found cycle: prune proof [t(p(1,5)),t(p(3,5))]
t(p(4,5)) 7 L6 = e(4,5) [t(p(1,5)),t(p(3,5))] L7
t(p(3,5)) 8 L7 = e(3,4) * L6 [t(p(1,5))]
t(p(3,5)) 9 L8 = e(3,5) + L7 [t(p(1,5))] L9
t(p(1,5)) 10 L9 = e(1,3) * L8 []
t(p(1,5)) 11 L10 = L5 + L9 [] L11

1False simplifies the expression.

Table 3.4: ROBDD definitions for the Boolean formula of the nested tries of
Figure 3.8 generated through memoization and ancestor list check.

pruned as cycles resulting to exactly the same ROBDD definitions.

Returning to our running example and using Theorem 2 we present the ROBDD
definitions generated for the nested tries of Figure 3.8 at page 44 in Table 3.4.

3.4.3 Optimization I: Subset

Unfortunately if we remain at the reusage stated at Theorem 2 then for many
ProbLog programs that contain cycles the benefit gained by SLG resolution
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will be lost during the generation of the ROBDD definitions. Fortunately, we
can do better than that.

Theorem 3 (Ancestor subset check). Consider two references to the same
nested trie, one occurrence t1 has ancestor list A1 and the other occurrence t2
has ancestor list A2 such that A1 ⊂ A23. Then t2 will at least participate in
the same cycles as t1.

Proof. Obviously as A2 contains all ancestors of A1 (and possibly more) then
all the cycles appearing at the unfolding of t1 will appear at the unfolding of t2
(and possibly more).

As is shown by Theorem 1 unfolding the proofs of a cycle produces non-minimal
proofs that do not alter the Boolean formulae. Thus from Theorem 3 and 1
we can conclude that the Boolean formula of t1 is equivalent to that of t2 and
dynamic programming can reuse it instead of unfolding t2 during the generation
of ROBDD definitions.

Returning to the example of Figure 3.5, Table 3.5 shows the generation process
of the ROBDD definitions in parallel with the memoization of the dynamic
programming approach. As the third column we have added the ancestor list
generated at each step of the generation. The 1 annotates a reusage of the nested
trie t(p(2,5)) which only occurs if ancestor subset check is used. At that location
we can see that the ancestors for t(p(2,5)) where A2 = [t(p(1, 5)), t(p(3, 5))]
but the ROBDD definitions memoized had as ancestors A1 = [t(p(1, 5))]. As
A1 ⊂ A2 the ROBDD definitions for t(p(2,5)) are reused. If we had re-
calculated t(p(2,5)), as if ancestor subset check was not used, the resulting
ROBDD definition would be false. This result would have simplified the final
ROBDD script. We address this issue later.

With this approach we managed to restore some reusage of the nested trie
unfolding, which as shown in the experiments improves the performance
significantly. Unfortunately, the complexity of the unfolding algorithm still
depends highly on the presence of cycles and in the worst case scenario appears
to be exponential.

3.4.4 Optimization II: Ancestor List Refine

We present a further optimization that aims at further reuse of nested trie
unfolding. This optimization relies on the observation that only the nested tries
that appear in the branches of a nested trie and the children of the children and

3An ancestor list can be interpreted as a set of ancestors.
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Nested Generated ROBDD Ancestor Memoized
Trie definitions List ROBDD
t(p(1,5)) Follow reference: t(p(2,5)) []
t(p(2,5)) Found cycle: prune proof [t(p(1,5))]
t(p(2,5)) Follow reference: t(p(3,5)) [t(p(1,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Follow reference: t(p(4,5)) [t(p(1,5)),t(p(2,5))]
t(p(4,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5)),t(p(3,5))]
t(p(4,5)) 1 L1 = e(4,5) [t(p(1,5)),t(p(2,5)),t(p(3,5))] L1
t(p(3,5)) 2 L2 = e(3,4) * L1 [t(p(1,5)),t(p(2,5))]
t(p(3,5)) 3 L3 = e(3,5) + L2 [t(p(1,5)),t(p(2,5))] L3
t(p(2,5)) 4 L4 = e(2,3) * L3 [t(p(1,5))] L4
t(p(1,5)) 5 L5 = e(1,2) * L4 []
t(p(1,5)) Can not reuse L3 []
t(p(3,5)) Found cycle: prune proof [t(p(1,5))]
t(p(3,5)) 6 L6 = e(3,2) * L41 [t(p(1,5))]
t(p(3,5)) Can not reuse L1 [t(p(1,5))]
t(p(4,5)) Found cycle: prune proof [t(p(1,5)),t(p(3,5))]
t(p(4,5)) 7 L7 = e(4,5) [t(p(1,5)),t(p(3,5))] L7
t(p(3,5)) 8 L8 = e(3,4) * L7 [t(p(1,5))]
t(p(3,5)) 9 L9 = e(3,5)+L6+L8 [t(p(1,5))] L9
t(p(1,5)) 10 L10 = e(1,3) * L9 []
t(p(1,5)) 11 L11 = L5 + L10 [] L11

1Reusage of L4 as the memoized ancestor list of t(p(2,5)) is a subset of the new ancestor
list that t(p(2,5)) would be produced with. Formally: [t(p(1,5))] ⊆ [t(p(1,5)),t(p(3,5))].

Table 3.5: ROBDD definitions for the Boolean formula of the nested tries of
Figure 3.8 generated through memoization and ancestor list subset check.

so forth can affect the generation of the ROBDD definitions. Thus, we could
refine the ancestor list to a smaller subset that contains only those.

Theorem 4 (Descendants of nested tries). The ROBDD definitions of a nested
trie T with ancestor list A and descendants list D depend only on the nested tries
that appear both in A and D thus the ancestor list can be refined as A′ = A∩D.

Proof. It is easy to prove the base case of Theorem 4, if a nested trie does
not contain any reference to another nested trie then the resulting ROBDD
definitions are always the same regardless of the ancestors. Assuming that
all the descendant nested tries in DT1 that are referred have no descendants
themselves then the ROBDD definitions of T depend only on the appearance of
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the DT1 in the ancestor list. Either a descendant nested trie from DT1 appears
in the ancestor list and introduces a cycle reducing the ROBDD definitions, or
it does not appear and unfolding it will produce further ROBDD definitions.
Similarly if a descendant nested trie contains references to other descendants
then the produced ROBDD definitions for this nested trie will depend to its
descendant nested tries. Applying this reasoning recursively to all descendants
then it is clear that the resulting ROBDD definitions are influenced only by the
descendants that also appear in the ancestor list.

From the implementation point of view this optimization imposes extra
challenges. First it requires that we collect an exhaustive list of all descendants
used and maintain it after backtracking, further it requires at each reuse of
ROBDD definitions of a nested trie to include the descendants of that nested
trie as descendants of the parent nested trie. Both issues are solved by using
the refined ancestor list of the memoized nested trie as its descendants list.

We present in Table 3.6 an example of extra memoization reusage because of
the ancestor list refinement. Notice that the ancestor list of t(p(4,5)) shrinks
from [t(p(1,5)),t(p(2,5)),t(p(3,5))] to [t(p(3,5))], this allows it to be reused at
the second encounter of the same nested trie, as now the ancestor list of the
memoized t(p(4,5)) is a subset of the ancestor list for the second occurrence of
t(p(4,5)) which is [t(p(1,5)),t(p(3,5))].

Through the use of this optimization, further reusage was possible and significant
performance benefits appear in many queries that contain cycles especially if
the nested tries contain symmetries.

3.4.5 Optimization III: Pre-process Step

Another interesting observation is that while the ancestor subset check, increases
the reuses of previous unfolded ROBDD definitions, it often uses more complex
ROBDD definitions than necessary to describe the Boolean formulae. The
pre-process optimization aims at improving exactly that.

The underlying idea is that an inexpensive pre-process step can generate the
basic unfolding of each nested trie together with its minimal ancestor list. Then
during the generation of ROBDD definitions, before reusing any memoized
unfolding, we first check if any minimal unfolding can be reused to introduce a
simpler Boolean formulae instead.

Table 3.7 presents the ROBDD definitions generated by the pre-process step,
for the nested tries of Figure 3.8 at page 44. This optimization does not follow
any references or checks for any cycles, it processes every nested trie once and
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Nested Generated ROBDD Refined Memoized
Trie definitions Ancestor List ROBDD
t(p(1,5)) Follow reference: t(p(2,5)) []
t(p(2,5)) Found cycle: prune proof [t(p(1,5))]
t(p(2,5)) Follow reference: t(p(3,5)) [t(p(1,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Follow reference: t(p(4,5)) [t(p(1,5)),t(p(2,5))]
t(p(4,5)) Found cycle: prune proof [t(p(3,5))]1
t(p(4,5)) 1 L1 = e(4,5) [t(p(3,5))]1 L1
t(p(3,5)) 2 L2 = e(3,4) * L1 [t(p(1,5)),t(p(2,5))]
t(p(3,5)) 3 L3 = e(3,5) + L2 [t(p(1,5)),t(p(2,5))] L3
t(p(2,5)) 4 L4 = e(2,3) * L3 [t(p(1,5))] L4
t(p(1,5)) 5 L5 = e(1,2) * L4 []
t(p(1,5)) Follow reference: t(p(3,5)) []
t(p(3,5)) Found cycle: prune proof [t(p(1,5))]
t(p(3,5)) 6 L6 = e(3,2) * L42 [t(p(1,5))]
t(p(3,5)) 7 L7 = e(3,4) * L13 [t(p(1,5))]
t(p(3,5)) 8 L8 = e(3,5) +L7+L6 [t(p(1,5))] L8
t(p(1,5)) 9 L9 = e(1,3) * L8 []
t(p(1,5)) 10 L10 = L5 + L9 [] L10

1Refinement of the ancestor list with the children nested tries of the current nested trie.
2Reusage of the generated ROBDD definitions as [t(p(1,5))] ⊆ [t(p(1,5)),t(p(3,5))].
3Reusage of the generated ROBDD definitions as [t(p(3,5))] ⊆ [t(p(1,5)),t(p(3,5))].

Table 3.6: ROBDD definitions for the Boolean formula of the nested tries of
Figure 3.8 at page 44 generated through memoization, ancestor list subset check
and ancestor list refinement.

it assumes false as the result of each branch that contains a reference to any
other nested trie. In that way, it generates and memoizes the base case for each
nested trie with an ancestor list that contains all referred children nested tries.
By using the memoized base cases shown in Table 3.7 the full generation of the
ROBDD definitions of the nested tries is shown in Table 3.8. Notice that the
nested trie t(p(4,5)) is immediately reused from the pre-processed memoizations.
Also notice that, because the algorithm uses the first memoized unfolding that
has a suitable ancestor list, the nested trie t(p(2,5)) is reused from the pre-
processed tries instead of the newly generated tries. This simplifies the ROBDD
definitions imposing less work on the ROBDD generation; in our example the
final ROBDD definitions shown in Table 3.8 contain 8 operations against the
10 and 9 operations from the ROBDD definitions generated respectively in
Table 3.5 and Table 3.6.
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Nested Generated ROBDD Ancestor Memoized
Trie definitions List ROBDD
t(p(1,5)) [t(p(2,5)),t(p(3,5))] false
t(p(2,5)) [t(p(1,5)),t(p(3,5))] false
t(p(3,5)) 1 L1 = e(3,5) [t(p(1,5),t(p(2,5)),t(p(4,5))] L1
t(p(4,5)) 2 L2 = e(4,5) [t(p(3,5))] L2

Table 3.7: ROBDD definitions generated from the pre-process step for the
nested tries of Figure 3.8.

Nested Generated ROBDD Ancestor Memoized
Trie definitions List ROBDD
t(p(1,5)) Follow reference: t(p(2,5)) []
t(p(2,5)) Found cycle: prune proof [t(p(1,5))]
t(p(2,5)) Follow reference: t(p(3,5)) [t(p(1,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) Found cycle: prune proof [t(p(1,5)),t(p(2,5))]
t(p(3,5)) 3 L3 = e(3,4) * L21 [t(p(1,5)),t(p(2,5))]
t(p(3,5)) 4 L4 = e(3,5) + L3 [t(p(1,5)),t(p(2,5))] L4
t(p(2,5)) 5 L5 = e(2,3) * L4 [t(p(1,5))] L5
t(p(1,5)) 6 L6 = e(1,2) * L5 []
t(p(1,5)) Follow reference: t(p(3,5)) []
t(p(3,5)) Found cycle: prune proof [t(p(1,5))]
t(p(3,5)) e(3,2) * false2 [t(p(1,5))]
t(p(3,5)) 7 L7 = e(3,4) * L21 [t(p(1,5))]
t(p(3,5)) 8 L8 = e(3,5) + L7 [t(p(1,5))] L9
t(p(1,5)) 9 L9 = e(1,3) * L8 []
t(p(1,5)) 10 L10 = L6 + L9 [] L10

1Reusage of a pre-processed nested trie t(p(4,5)) as [t(p(3,5))] ⊆ [t(p(1,5)),t(p(2,5)),
t(p(3,5))].
2Reusage of a pre-processed nested trie t(p(2,5)) as [t(p(1,5)),t(p(3,5))] ⊆ [t(p(1,5)),
t(p(3,5))]. False simplifies the expression.

Table 3.8: ROBDD definitions for the Boolean formula of the nested tries of
Figure 3.8 generated through memoization, with ancestor list subset check,
ancestor list refinement and using pre-processed ROBDD definitions.
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In contrast to the previous ones this optimization comes at an added cost. It
takes one extra iteration among all nested tries to generate the pre-processed
ROBDD definitions. This cost is linear in the number of variables stored inside
the nested tries; as the algorithm has a higher worst case complexity, this cost
is insignificant. This is verified by the experiments where the cost is barely
noticeable and in many cases the benefit much more significant.

3.4.6 Optimizing the Representation

As we already said, the unfolding of the nested tries heavily depends on the
ancestor and the descendant lists. In order to perform set operations we handle
both the ancestor and descendant lists as ordered lists that contain only unique
nested trie references. To further improve the performance of the algorithm
we use arbitrary long integers as bit-strings to represent both the ancestor and
descendant lists as sets.

While the manipulation of the lists is not the main reason for the computational
overhead in generating the ROBDD definitions, in big problems the maintenance
of the lists in the correct form and the subset check has an observable cost.
By using arbitrary long integers those operations become significantly faster
providing a noticeable improvement in performance as we can see in the
experiments.

Finally, we need to mention that Algorithm 4.4 which uses these optimizations,
can be found and is further explained in Section 4.8. The algorithm is quite
complex and uses several other algorithms as its components, therefore we urge
the reader to continue reading and return to this section again at that point, if
needed.

3.5 Implementation

ProbLog tabling has been realized through a program transformation. This
final section presents two different transformations that implement ProbLog
tabling. The first one is shown in Algorithm 3.1, can be used in a Prolog system
without tabling but is limited to work only on fully grounded goals, while the
second transformation is shown in Algorithm 3.2 takes advantage of the existing
tabling of a Prolog system and can work with any type of goals.
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3.5.1 Light Weight Tabling Implementation

In order to be able to explain the tabling implementation we mention that
the predicates nb_getval/2, b_setval/2 which handle global variables in
Prolog [76] are available in several Prolog systems. For further information
concerning global variables please see a Prolog manual [71]. Similarly, in
the transformation we use the predicates put_trie_entry/2, empty_trie/1,
merge_trie/3. These predicates are based on Yap’s trie implementation. For
more information please look Yap’s manual [71]

For this approach we use a custom made, light weight tabling implementation.
The transformation used is presented in Algorithm 3.1. This implementation
has the advantage that it is more flexible and easier to integrate with any
Prolog system. This approach is used in the ProbLog2010 implementation.
We are not able to use the built-in approach together with the ProbLog2010
implementation because of limitations in the way inference collects information
in its data structures when performing inference.

The main concept is to transform the body of the tabled predicate so that it
first checks within a table whether the specific grounded goal of the predicate
has been called before or not. This approach is viable only for ground goals
because it memorizes only success or failure of a goal. It also memorizes the
derivations used to prove the goal and constructs the nested tries.

The tabling mechanism is based on using a table for memoizing entries. These
entries, when stored, use as a key the grounded head (Head) of the goal. This
key is indexed similarly as in a hash table for fast access. In the table we store
the trie identifiers GoalTrie, Trie, SuspendedTrie and the goal’s completion
state.

The Trie is used to store the successful derivations of the goal; the
SuspendedTrie is used to store the derivations that resulted in a cycle; failed
derivations are ignored. At the completion of a goal, if successful derivations
exist for the goal, then all Trie entries and all SuspendedTrie entries are
merged into GoalTrie. If there are no successful derivations, the completed
entry is memoized and is reused as if it succeeded normally, but because of the
empty GoalTrie it signifies failure instead of success. Every tabled goal has its
own unique set of those three tries.

The goal_lookup/5 predicate has two responsibilities: first responsibility is
to return the stored entry under the key Head; its second responsibility is to
initialize three empty tries with identifiers GoalTrie, Trie, SuspendedTrie for
the key Head if there is not yet a stored entry for the key Head.

As we mentioned, the goal_lookup/5 predicate is responsible for the read access



56 TABLING OF PROBABILISTIC LOGIC PROGRAMS

Algorithm 3.1 ProbLog tabling transformation for only ground goals without
using built-in tabling support.
input A clause to be tabled (Head :- Body).
output A transformed clause (Head :- NewBody).

term_expansion((Head :- Body), (Head :- NewBody)):-
NewBody = (

goal_lookup(Head, GoalTrie, Trie, SuspendedTrie, Completion),
(Completion = newgoal ->

update_table(Head, GoalTrie, Trie, SuspendedTrie, ongoing),
nb_getval(explanation, ParentExplanation),
nb_getval(trie, ParentTrie),
b_setval(explanation, []),
(

Body,
nb_getval(suspended_tries, Susp),
(memberchk(GoalTrie, Susp) ->

b_setval(trie, SuspendedTrie)
;

b_setval(trie, Trie)
)
nb_getval(explanation, CurrentExplanation),
nb_getval(trie, CurrentTrie),
put_trie_entry(CurrentTrie, CurrentExplanation),
fail

;
update_table(Head, GoalTrie,Trie,SuspendedTrie, finished)

)
\+ empty_trie(Trie),
merge_trie(Trie, SuspendedTrie, GoalTrie),
b_setval(trie, ParentTrie),
b_setval(explanation, [GoalTrie|ParentExplanation])

; Completion = ongoing ->
nb_getval(suspended_tries, Susp),
b_setval(suspended_tries, [GoalTrie|Susp]),
nb_getval(explanation, CurrentExplanation),
b_setval(explanation, [GoalTrie|CurrentExplanation])

; Completion = finished
nb_getval(explanation, CurrentExplanation),
b_setval(explanation, [GoalTrie|CurrentExplanation])

)
).
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to the table and returns the appropriate tries (GoalTrie, Trie, SuspendedTrie)
and completion status of the goal. There are three possible completion statuses
for a goal: newgoal when a goal appears for the very first time, finished when
all the choice points of a goal have been explored and ongoing when the goal
has at least one open choice point.

When there is no entry for the key Head in the table, goal_lookup/5 predicate
returns the status newgoal and initializes three new tries (GoalTrie, Trie,
SuspendedTrie) to return.

The predicate update_table/5 is responsible for the write access to the table.
Its first functionality is, to create an entry under the access key Head when no
such entry already exists in the table; in that entry it stores GoalTrie, Trie,
SuspendedTrie. The newly created entry starts with the the newgoal status.
The second functionality of update_table/5 is, when an entry under the key
Head already exists to update the state of the goal. The predicate never creates
a second entry under the same key Head.

When a new goal is encountered the transformed predicate reads the global
variables (explanation, trie) of ProbLog2010 which are responsible for
collecting the probabilistic information. It then alters them in order to create a
nested trie for each goal. After each successful derivation the tabling mechanism
checks whether the current goal is suspended in order to choose in which of the
two tries (Trie, SuspendedTrie) to store the derivation.

When goal_lookup/5 returns the ongoing state, it means that the resolution
discovered a cycle. To handle the cycle we simply mark the goal as suspended
and assume success of the derivation in order to continue the execution normally.

If by the end of the goal proving, there are no successful derivations then the
cycle derivations stored in the SuspendedTrie should all fail, the goal fails and
GoalTrie remains empty indicating failure.

Reusage in this tabling implementation is very simple. Whenever goal_lookup/5
returns a completion status finished then GoalTrie is returned to be added in
the collected derivations of the father goal. Regardless of success of the goal the
GoalTrie is added. For this reason when we generate the ROBDD definitions
from the nested tries we handle the empty tries as false branches.

3.5.2 Built-in Tabling

Using the built-in tabling of a Prolog system has many benefits. First of
all, the tabling mechanism of ProbLog now can be generalized to work also
with non-ground goals. Second, we do not need to implement a complex
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completion mechanism and to use suspended tries any-more. This approach still
produces the nested tries and maintains the connection between the goal and
the appropriate trie within the tables of the tabling mechanism. The problem
with this approach is that it imposes extra requirements on the structure of the
ProbLog inference algorithm. The built-in tabling approach is used in the new
ProbLog implementation.

ProbLog tabling is again implemented as a program transformation which is
shown in Algorithm 3.2. The transformed body of the original predicate calls a
new predicate that is tabled by Prolog and that has two additional arguments.
The first new argument is EngineID an identifier that is used for specifying to
which ProbLog engine the goal exists. This argument protects the tables from
repeated executions of the same goals with different inference methods. It is
also used to check for reuse over compatible inference methods. The second
argument is SubTrie which is the trie that stores the derivations that prove the
goal.

The predicate goal_lookup/2 is responsible to assign a unique SubTrie at each
goal the first time that it is called. The relation among the trie SubTrie and
the goal Head is stored in the arguments of the predicate and inside the internal
table of the Prolog tabling mechanism.

This approach takes advantage of the ProbLog engine which is presented in
Section 6.3. The ProbLog2010 implementation does not have an engine, nor
states. The light weight tabling approach we used for ProbLog tabling in
ProbLog2010 inspired the concepts of an engine and a state in ProbLog which
then appeared in the new ProbLog2011 implementation.

3.6 Experiments

Our tabling directly interacts with the first two execution steps of ProbLog,
SLD resolution and Boolean formulae preprocessing. The third step (ROBDD
compilation) is affected indirectly. It is well-known that ROBDD packages use
heuristics while constructing a ROBDD and that their behaviour depends on
the input, i.e., different inputs describing the same Boolean formula can give rise
to different results and/or execution times. We address the following questions:

1. How does our light weight tabling implementation perform both in time
and in space for the SLD-resolution?

2. How do the nested tries compare with their flat equivalents during the
Boolean formulae preprocessing and the ROBDD compilation?
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Algorithm 3.2 ProbLog tabling transformation that uses Prolog built-in
tabling support.
input A clause to be tabled (Head :- Body).
output A list containing two transformed clauses (Head :- NewBody,

NewHead :- NewBody2).

term_expansion((Head :- Body), [(Head :- NewBody),
(NewHead :- NewBody2)]) :-

Head ..= [Predicate|Arguments],
atom_concat(Predicate, ’_internal’, NewPredicate),
append(Arguments,[EngineID,SubTrie],NewArguments),
NewHead ..= [NewPredicate|NewArguments],
length(Arguments, Arity),
NewArity is Arity + 2,
table(NewPredicate/NewArity),
NewBody = (

get_problog_state(explanation, Explanation),
get_problog_state(trie, Trie),
set_problog_state(explanation, []),
NewHead,
set_problog_state(explanation, [SubTrie|Explanation]),
set_problog_state(trie, Trie)

),
NewBody2 = (

Body,
goal_lookup(Head, SubTrie),
set_problog_state(trie, SubTrie),
continuation_explanation

).
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3. How do the nested tries with cycles perform and what are the effects of
the ancestor subset check?

3.6.1 Benchmark Programs

Our benchmarks represent three different categories of problems that are typical
for ProbLog. Our weather benchmark is a typical example of a (Hidden)
Markov Model (HMM). In this type of problems the value of the current time
state depends on the value of the previous time state. It is well known that
time series problems, when naively implemented, are of exponential complexity.
Using tabling for this type of problems we expect significant improvement as
memoization reduces the complexity of the problem to linear4. The size of the
weather problem is determined by the “Day” argument.

The bloodtype benchmark models a Bayesian network and infers the
probability of a person’s bloodtype based on its ancestors. The size of the
problem depends on the number of generations and the interconnectivity of the
nodes that represent the family. We took a randomly connected pedigree chart
of fifteen generations and ask for the bloodtype of random persons from each
generation.

From the link discovery [16] applications, we took a graph benchmark, namely
a number of graphs from the biomine database [77]. This benchmark expresses
connections between various types of objects such as genes, proteins, tissues, etc.
and predicts relationships among them. We use the program of Figure 3.3(a)
for the non-tabled version and the program of Figure 3.3(b) for the tabled
version. For our experiments we used the first sample of graphs and the queries
of [16]. The size is determined by the number of edges of the graph and the
interconnectivity between the nodes. As these graphs are cyclic, cycle handling
is necessary.

3.6.2 Results

All the experiments are performed on an IntelR CoreTM2 Duo CPU at 3.00GHz
with 2GB of RAM memory running Ubuntu 8.04.2 Linux under a usual load.
The reported times are the averages of five runs from which we dropped the
best and worst time and all times are in milliseconds. For the SLD resolution
and the Boolean formulae preprocessing, we used a time-out of 1 hour, while for
the ROBDD compilation we used a 1 minute time-out. One reason for that is

4The complexity statements regard only the SLD resolution step as it is always #P-Hard
to assess the probability for a sum-of-products.
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Memory SLD/SLG Boolean formulae ROBDD
(Bytes) resolution preprocessing compilation

Day non-tab tab non-tab tab non-tab tab non-tab tab
1 352 912 0 0 0 0 5 5
2 1048 2148 0 0 0 0 5 5
13 184941472 15744 115400 2 2584 4 802 37
14 554824408 16980 380011 3 7938 4 2380 36
167 - 206088 - 25 - 89 - 9728

1600 - 1977276 - 262 - 3587 - -

Table 3.9: Results for the weather program. Times are in milliseconds.

that we want to measure the effects on the first two steps and a second reason
is that we know from experience that for our benchmarks most ROBDDs either
will be built within one minute or run out of memory.

The results for the weather benchmark are in Figure 3.11 and in Table 3.9.
Figure 3.11(a) shows that the SLD resolution execution times of the non-tabled
version are exponential with respect to the “Day” argument, while the tabled
version is linear. Figure 3.11(b) shows the scaling of the SLD resolution for
queries that the non-tabled version fails to compute, as it exceeds the available
memory.

When we consider all three steps of ProbLog in Table 3.9, we see that the tabled
version manages to compute “Day 167”, while the non-tabled version stops at
“Day 14”. The tabled version is limited by the ROBDD compilation step that
generates the ROBDD using a state-of-the-art ROBDD tool. Table 3.9 shows
that the tabled version can continue the SLG-resolution step even further. For
weather, the tabled version outperforms the non-tabled version in all stages
including the ROBDD compilation.

Another interesting point is the memory usage to represent the proofs which
goes from exponential to linear for the tabled version as shown in Figure 3.11(c).
In Figure 3.11(d) we see the gain in memory is similar to the gain in time. This
can be explained by the suffix sharing in the nested tries.

For the bloodtype benchmark, the results are in Table 3.10. The effect of
increasing the input size, namely the number of generations, has also an impact
on the interconnectivity and this clearly affects the results. For example, the run
for 5 generations turns out to have less connectivity and thus faster execution
times. The tabled version clearly outperforms the non-tabled version for the
SLD-resolution and the Boolean formulae preprocessing. The slowdown for the
ROBDD compilation for smaller problems is relative small. By tabling, we can
collect the proofs even for the 15th generation, where the non-tabled benchmark
stops at the 3rd generation.
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(a) Comparison of SLD/G resolution times for
non-tabled versus tabled implementation.
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(b) Day parameter impact on SLG resolution
time in tabled implementation.
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(c) Comparison of memory usage for non-
tabled versus tabled implementation.
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(d) Day parameter impact on memory con-
sumption in tabled implementation.

Figure 3.11: Tabling benchmarks for the weather program. ProbLog SLD/SLG
resolution times are shown in (a), day parameter impact at time is shown in (b);
memory consumption comparison is shown in (c), day parameter impact at
memory is shown in (d).
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(a) Comparison of SLD/SLG resolution of
non-tabled with tabled implementation
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(b) Edges parameter impact on SLG resolu-
tion time in tabled implementation
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(c) SLD/SLG resolution and Boolean formu-
lae preprocessing comparison of non-tabled,
tabled and tabled without ancestor subset
check implementation
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(d) Boolean formulae preprocessing compari-
son with/without ancestor subset check

Figure 3.12: Graph benchmark results.

Again ROBDD compilation is the limiting factor. This benchmark also illustrates
that the difficulty in generating a ROBDD really depends on its input and not
directly on the size of the problem.

In the graph benchmark we study the benefits of tabling in combination with
cycle handling. As shown in Figure 3.12(a), the tabled version has a significant
performance improvement for the SLD-resolution. Figure 3.12(b) shows that
increasing the number of edges in the graph affects the SLG-resolution linearly.
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Table 3.11 displays the results of running three different queries: Query
1: path(’HGNC_983’,’HGNC_582’), Query 2: path(’HGNC_582’,’HGNC_983’)
and Query 3: path(’HGNC_620’,’HGNC_582’) on the same graphs. The figures
in Figure 3.12 correspond to the first query. The effect of tabling on the memory
usage is a bit different now. Using nested tries for tabling favours suffix sharing
rather than prefix sharing. It seems that in some graphs prefix sharing is more
important for memory compaction than suffix sharing. However, in bigger
graphs, the nested tries are again improving significantly memory consumption.
Another observation is that the tabled version requires to construct the nested
tries even for goals that fail or succeed without probabilistic facts. This
introduces a significant minimum memory cost to the implementation.

Unfortunately, we notice in Figure 3.12(c) that all the versions behave
exponential when summing up the SLD/SLG resolution times and the Boolean
formulae preprocessing times. Figure 3.12(d) presents the times for generating
the ROBDD scripts from the nested tries with cycles and the performance gain
of the ancestor subset check. While the tabled version without the ancestor
subset check is less efficient (total time) than the non-tabled version, the version
with the ancestor subset check shows significant performance gains in all cases.
Using the ancestor subset check, sometimes causes a small slowdown during the
execution of the ROBDD scripts. This is due to non-minimal proofs introduced
by reused cycles.

In all our benchmarks without tabling, we see that the cost of the first two
steps is usually higher than the cost of the third step. But, while tabling makes
the first step scale linearly and similarly improves the second step for some
benchmarks, we notice sudden exponential blow ups for the third step, as is to
be expected for a #P-hard problem.

Finally, we present in Table 3.12 the results of experiments related with the
several different optimizations presented in Section 3.4. For these experiments
we used the same experimental setting as we did for the graph based experiments,
but in this case we use the built-in tabling implementation of Section 3.5.2 and
we compare the optimizations related with the generation of ROBDD definitions
from the nested tries. As before, we notice that having no optimization at
all is the worst strategy and that using the first optimization: subset check
is very important. With that in-mind all optimization experiments are made
in conjunction with subset checking. Furthermore, we notice that generated
ROBDD definitions with subset checking perform substantially worse than the
non-optimized ROBDD definitions.

The ancestor list refine optimization aimed at increasing the reuse of
unfolded nested tries and at decreasing the Boolean formulae preprocessing time.
Comparison of the results of subset checking without and with ancestor list
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refine confirm that the optimization achieves its target. Notice in Table 3.12 that
there is a significant improvement in several queries for the Boolean formulae
preprocessing time; also we notice an improvement in ROBDD compilation
time.

As was previously explained, the pre-process optimization targets in reclaiming
the lost performance, compared with the no optimization and subset check at
the ROBDD compilation step. We notice that the performance for ROBDD
compilation improves significantly comparing the subset check column with
our without pre-process. In parallel, we also see that the Boolean formulae
preprocessing time is improved. Depending on the query, pre-process performs
better than ancestor list refine and vice-versa. Most of the times, we notice that
using the ancestor list refine performs a bit better than using the pre-process
and, because of that, we say that overall it is a bit better. As both optimizations
are independent from each other, we can use both. Unfortunately, we do not
really see an improvement compared from when we are using only one of the
two. From that we conclude that the two optimizations are not compatible and
possibly take advantage the same source of inefficiency.

The last column of Table 3.12 presents the results for using a different
representation for the ancestors. We used the ancestor list refine optimization
setting as it is slightly better in average than the other ones to see the impact of
the different representation. The different representation obviously only affects
the Boolean formulae preprocessing time and we can notice that there is an
improvement. Especially for query 2 we can notice that this improvement is
significant.

Finally, we want to mention that the results in Table 3.11 and Table 3.12, while
they are from the same benchmarks and are using the same queries, origin from
two different implementations. Namely our light weighted implementation
of tabling and the built-in implementation of tabling. For that reason,
the performance varies a bit. An important difference among the two
implementations is that our light weighted tabling has a special treatment
of cycle introducing derivations. This treatment orders differently the cycle
introducing branches of nested tries. We have noticed that in specific cases such
as the 2nd query for 1000 edges the order of the branches might play a big role
in performance.

3.7 Conclusions

In this chapter we successfully identified the requirements for a tabling mecha-
nism for ProbLog and presented two different program transformations in order
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to extend ProbLog with a tabling mechanism. The first transformation actually
realizes a light weight tabling mechanism while the second transformation uses
the built-in tabling mechanism of the underlying Prolog system.

We also introduced a new data structure namely nested tries where ProbLog
tabling records the relevant part of the SLD tree of grounded goals, namely
the probabilistic facts that are used in the proofs. In ProbLog terms, the tries
of clause identifiers are tabled. When a goal has to be re-computed, ProbLog
just reuses the tabled trie creating a nested structure. Nested tries establish
prefix and suffix sharing. Furthermore, we presented how cycle handling can be
performed using the nested tries.

Our experiments have shown that tabling is definitely beneficial for the
SLD-resolution step, where the memory and time consumption can go from
exponential to linear. Nested tries establish prefix and suffix sharing which are
crucial for good results.

Tabling also affects the next ROBDD related steps of ProbLog. For benchmarks
without cycles, tabling further reduces the execution times, as these steps also
benefit from the compaction by the sharing. In the graph benchmark, we
see that tabling improves the overall performance of the system. While the
improvement for SLD resolution is remarkable, the work is partly transferred to
the Boolean formulae preprocessing step. Our approach encodes the cycles of the
SLD resolution by the nested tries. The ancestor subset check is indispensable
during the Boolean formulae preprocessing.

Finally, we presented further optimizations related with the generation of
ROBDD definitions and we did a short experimental evaluation of them. We
can see that while both ancestor list refinement and pre-process optimizations
provide a significant improvement, unfortunately they appear not to co-operate
for an even greater gain. A further improvement, that is important for
performance, is the representation chosen for the ancestors. We saw that
we can have a significant performance gain when the task is hard.





Chapter 4

Preprocessing I: Boolean
Formulae to ROBDD
Definitions

This chapter focuses on the different approaches for generating ROBDD
definitions from a Boolean formula. First, we present three different approaches
namely: naive, decomposition [66] and recursive node merging [35] in
Sections 4.2, 4.3 and 4.4 respectively. All three approaches generate a script
of ROBDD definitions from a single trie that represents a DNF Boolean
formula. In Section 4.5, we present a new structure named depth breadth
trie (dbtrie) that allows further optimization of ROBDD definitions before the
script generation. We combine the recursive node merging method with the
dbtrie structure. Section 4.6 presents a complexity analysis of all presented
preprocessing algorithms. We verify the benefits and claims experimentally in
Section 4.7. Finally, Section 4.8 generalizes our approaches to be usable with
the previously presented nested tries and with Boolean formulae different from
DNFs through the introduction of negation.

As is shown in the experimental part in Section 4.7, all of the presented
approaches significantly outperform the naive method. But unfortunately
depending on the structure of the Boolean formula to be processed there is no
single best method. Figure 4.1 presents graphically the ProbLog parts that are
modified by preprocessing.

This chapter is based on the publication [47]. New with respect to [47] is the
extension of the approaches to nested tries and the support for general negation.
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(a) A probabilistic graph without cycles.

e(1, 2) ∧ e(2, 3) ∧ e(3, 4) ∧ e(4, 5) ∨
e(1, 2) ∧ e(2, 3) ∧ e(3, 5) ∨
e(1, 3) ∧ e(3, 4) ∧ e(4, 5) ∨
e(1, 3) ∧ e(3, 5)

(b) The collected proofs for the graph by the
query: path(1,5) in their DNF Boolean formula
form.

t(/)

e(1,2) e(1,3)

e(2,3) e(3,4) e(3,5)

e(3,4) e(3,5)

e(4,5)

e(4,5)

(c) The collected trie for the graph by the query: path(1,5).

Figure 4.2: The graph together with the Boolean formula in DNF form and the
collected trie by the query: path(1,5), used as an example.
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L1 = e(3,4)*e(4,5)
L2 = e(3,5)+L1
L3 = e(2,3)*L2

L1 = e(1,2)*e(2,3)*e(3,5) L4 = e(3,4)*e(4,5)
L2 = e(1,2)*e(2,3)*e(3,4)*e(4,5) L5 = e(3,5)+L4
L3 = e(1,3)*e(3,5) L6 = e(1,3)*L5
L4 = e(1,3)*e(3,4)*e(4,5) L7 = e(1,2)*L3
L5 = L1+L2+L3+L4 L8 = L7+L6

(a) Naive (b) Decomposition

L1 = e(3,4)*e(4,5)
L2 = e(3,5)+L1 L1 = e(3,4)*e(4,5)
L3 = e(1,3)*L2 L2 = e(3,5)+L1
L4 = e(2,3)*L2 L3 = e(1,3)*L2
L5 = e(1,2)*L4 L5 = e(1,2)*e(2,3)*L2
L6 = L3 + L5 L6 = L3+L5

(c) Recursive Node Merge (d) Depth Breadth Trie

Table 4.1: ROBDD Definitions of the Boolean Formula of Figure 4.2 generated
from each preprocessing method.

4.1 Preprocessing Example

The running example of this chapter is shown in Figure 4.2. The graph used is
in Figure 4.2(a), the DNF Boolean formula is in Figure 4.2(b) and finally the
collected trie is in Figure 4.2(c).

Table 4.1 presents the resulting ROBDD definitions generated by the four
different methods used for the example in Figure 4.2.

4.2 Naive

The naive method directly mirrors the structure of the DNF Boolean formula
by first constructing all conjunctions of the DNF Boolean formula and then
combining those in one big disjunction. Table 4.1(a) shows, at the top left, the
resulting script for the proofs of our example.
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4.3 Decomposition

The decomposition method [66] recursively divides a DNF Boolean formula into
smaller ones until only one variable remains. To do so, it first chooses a Boolean
variable from the formula, the so-called decomposition variable dv, and then
breaks the formula into three subformulae. The first subformula f ′1 contains the
conjunctions that include dv, the second subformula f ′2 those that include the
negation of dv and the third subformula f3 those that include neither of the
two. Then, by applying the distribution axiom, the original Boolean formula
can be re-written as f = f ′1 ∨ f ′2 ∨ f3 = (dv ∧ f1) ∨ (¬dv ∧ f2) ∨ f3. Up to now
we have not presented examples where negated literals like ¬dv occur; later in
Section 4.9.2 we discuss further about negated literals and also in Chapter 6 we
fully explain general negation and give examples where it is used.

As all three new subformulae f1, f2 and f3 do not contain dv, they can be
decomposed independently. The most simple choice for the decomposition
variable is the first variable of the current formula, however, various heuristic
functions can be used as well, cf. [66]. Algorithm 4.1 formalizes the
decomposition method, while Table 4.1(b) again shows, at the top right,
the result for our example query. All definitions resulting from the same
decomposition step are written as a block at the end of that step, omitting
those equivalent to false to avoid unnecessary ROBDD operations.

For example, if for the DNF of Figure 4.2(b) we choose as a decomposition
variable e(1, 2) then the DNF is broken in three parts: f1 = (e(2, 3) ∧ e(3, 4) ∧
e(4, 5)) ∨ (e(2, 3) ∧ e(3, 5)), f2 = false and f3 = (e(1, 3) ∧ e(3, 4) ∧ e(4, 5)) ∨
(e(1, 3) ∧ e(3, 5)). The algorithm first further decomposes f1 by choosing e(2, 3)
as the decomposition variable to: f1 = (e(3, 4) ∧ e(4, 5)) ∨ e(3, 5), f2 = false
and f3 = false. At the next recursion variable e(3, 4) is chosen and the
produced formulae are: f1 = e(4, 5), f2 = false and f3 = e(3, 5). Finally,
the first ROBDD definition is written as: Li = e(3, 4) ∗ f1, Lj = e(3, 4) ∗ f2,
Lk = Li + Lj + f3 → Li = e(3, 4) ∗ e(4, 5), Lj = e(3, 4) ∗ false, Lk =
Li + Lj + e(3, 5) → L1 = e(3, 4) ∗ e(4, 5) and L2 = e(3, 5) + L1. Now the
algorithm can return to the previous step and similarly produce L3 = e(2, 3)∗L2
and so forth.

4.4 Recursive Node Merging

The approach followed in ProbLog, as described in [35], exploits the sharing
of both prefixes – as directly given by the tries – and suffixes, which have
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Algorithm 4.1 Decomposition method.
input A DNF Boolean formula and a start index i for ROBDD definitions.
output The ROBDD definitions for the Boolean formula in a script file, the

next available ROBDD definition index j and Ln the last ROBDD definition
written.

function decompose(DNF, i)
if DNF = true or DNF = false or DNF = {{dv}} then
return (DNF, i)

f1 := false; f2 := false; f3 := false
dv := choose_decomposition_variable(DNF )
for all conj ∈ DNF do
if dv ∈ conj then
drop dv from conj to obtain c
f1 := f1 ∨ c

else if ¬dv ∈ conj then
drop ¬dv from conj to obtain c
f2 := f2 ∨ c

else
f3 := f3 ∨ conj

(Lf1 , j) := decompose(f1, i)
(Lf2 , k) := decompose(f2, j)
(Lf3 , l) := decompose(f3, k)
write Ll = dv ∗ Lf1

write Ll+1 = ¬dv ∗ Lf2

write Ll+2 = Ll + Ll+1 + Lf3

return (Ll+2, l + 3)

to be extracted algorithmically. We will call this approach recursive node
merging.

Recursive node merging traverses the trie representing the DNF bottom-up. In
each iteration it applies two different operations that reduce the trie by merging
nodes. The first operation (depth reduction) creates the conjunction of leaf
nodes that are a single child with their parents. The second operation (breadth
reduction) creates the disjunction of all children nodes of a node, when these
children nodes are all leaves. In our new implementation of this method, depth
reduction can be applied to an arbitrary chain of ancestor nodes with a single
child.

Algorithm 4.2 shows the details for this method and Figure 4.3 illustrates its
step-by-step application to the example trie in Figure 4.2(c). The resulting
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script can be found on the bottom left in Table 4.1(c).

Algorithm 4.2 Recursive node merging. replace(T,C, Li) replaces each
occurrence of C in T by Li.
input A trie T representing the DNF Boolean formula.
output The ROBDD definitions for the Boolean formula in a script file.

function Recursive_Node_Merging(T )
i := 1
while ¬leaf(T ) do
S∧ := {(C,P )|C leaf in T and single child of P}
for all (C,P ) ∈ S∧ do
write Li = C ∗ P
T := replace(T, (C,P ), Li)
i := i+ 1

S∨ := {([C1, . . . , Cn], P )| leaves Cj are all the children of P in T, n > 1}
for all ([C1, . . . , Cn], P ) ∈ S∨ do
write Li = C1 + . . .+ Cn
T := replace(T, [C1, . . . , Cn], Li)
i := i+ 1

For both reduction types, a subtree that occurs multiple times in the trie is
reduced only once, and the resulting conjunction/disjunction is used for all
occurrences of that subtree (procedure replace() in Algorithm 4.2). Recursive
node merging thus performs some suffix sharing.

Because of the internal structure of tries it is not necessary to explicitly collect
the leaf nodes at each iteration (represented by the terms S∧, S∨); we can
instead just ask for the next leaf of the trie. Note however, that the replace()
procedure fully traverses the trie to search for repeated occurrences of subtrees
and that can be quite costly. Actually, in the worst case scenario when no
replacement occurs the procedure increases the complexity for each operation
from O(N) to O(N2). Furthermore, the original implementation of the recursive
node merging algorithm worked on a list based representation of tries which
required the transformation of the trie to a set of lists before performing the
algorithm it self.

4.5 Depth Breadth Trie

In this section, we introduce our new approach to implement recursive node
merging. The initial implementation explicitly performed the costly replace()
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t(/)

e(1,2) e(1,3)

e(2,3) e(3,4) e(3,5)

e(3,4) e(3,5)

e(4,5)

e(4,5)

(a) Original Trie.

t(/)

e(1,2) e(1,3)

e(2,3) L1 e(3,5)

L1 e(3,5)

(b) Step 1.

t(/)

e(1,2) e(1,3)

e(2,3) L2

L2

(c) Step 2.

t(/)

e(1,2) L3

e(2,3)

L2

(d) Step 3.

t(/)

e(1,2) L3

L4

(e) Step 4.

t(/)

L5 L3

(f) Step 5.

t(/)

L6

(g) Step 6.

Figure 4.3: Execution of the recursive node merging shown in Algorithm 4.2 for
the example trie of Figure 4.2.
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procedure of Algorithm 4.2. The new approach avoids this by storing all ROBDD
definitions in a central data structure. For each new definition, we first check if
it is already present in the data structure, and if so, reuse the corresponding
reference Li. As such a check/insert operation can be done in a single pass
for tries, we introduce an additional and specific trie configuration for this
purpose, that we named depth breadth trie. Apart from this improvement,
the depth breadth trie has the additional advantage of allowing one to easily
identify common prefixes on the level of ROBDD definitions, which was not
possible before. As we will see, this leads to the definition of three new
(optional) optimizations that can be performed during recursive node merging
to further reduce the number of Boolean operations to be performed in ROBDD
construction.

A depth breadth trie is divided in two parts corresponding to the two reduction
types of recursive node merging: the depth part collects the conjunctions,
the breadth part the disjunctions. This separation is achieved by two
specific functors of arity two, depth/2 and breadth/2. Their first argument
is a Prolog list containing the literals that participate in the formula, the
second argument is the unique reference Li assigned to the corresponding
ROBDD definition. For example, the terms depth([e(3,4),e(4,5)],L1)
and breadth([e(3,5),L1],L2) represent definitions L1 = e(3, 4) ∗ e(4, 5) and
L2 = e(3, 5) + L1 respectively. Note that reference L1 introduced by the first
term is used in the second term to refer to the corresponding subformula. At the
same time, those references provide the order in which ROBDDs are defined in
the script. Figure 4.4 shows the complete depth breadth trie built by recursive
node merging for our example DNF, which produces the ROBDD definitions
shown in Table 4.1(c).

In the following, we introduce the three new optimizations that can be exploited
with the depth breadth trie. The motivation behind these optimizations is to
decrease the amount of operations performed in ROBDD construction. The
optimizations are illustrated in Figure 4.5. Figure 4.5(a) presents the initial trie
used in all cases, Figures 4.5(b), 4.5(c) and 4.5(d) correspond to Optimizations
I, II and III, respectively.

Optimization I (Contains Prefix): The first optimization occurs when a
new formula [p1, . . . , pn] to be added to the depth breadth trie contains
as prefix an existing formula [p1, . . . , pi], i ≥ 2, with reference Ln. In
this case, the existing formula will be reused and, instead of inserting
[p1, . . . , pn], we will insert [Ln, pi+1, . . . , pn] and assign a new reference to
it.

Optimization II (Is Prefix): The second optimization considers the inverse
case of the first optimization. It occurs when a new formula [p1, . . . , pi],
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t(/)

depth breadth

e(3,4) e(1,3) e(2,3) e(1,2) e(3,5) L3

e(4,5) L2 L2 L4

L1

L1

L2L3 L4

L5

L5 L6

Figure 4.4: The ROBDD definitions generated by using recursive node merging
as in Algorithm 4.2 collected in a depth breadth trie.

i ≥ 2, to be added to the depth breadth trie is a prefix of an existing
formula [p1, . . . , pn] with reference Ln. In this case, we split the existing
subformula representing [p1, . . . , pn] in two: one representing the new
formula [p1, . . . , pi] with a new reference Lr−1, the other representing the
existing formula, but modified to re-use the new reference Lr−1, that is,
[p1, . . . , pn] is replaced by [Lr−1, pi+1, . . . , pn].

Optimization III (Common Prefix): The last optimization generalizes the
two previous ones. It occurs when a new formula [p1, . . . , pn] being added
to the depth breadth trie has a common prefix [p1, . . . , pi], i ≥ 2, with an
existing formula [p1, . . . , pi, p

′
i+1, . . . , p

′
m] with reference Ln. In this case,

first, the common prefix is inserted as a new formula with reference Lr−1,
triggering the second optimization, and second, the original new formula
is added as [Lr−1, pi+1, . . . , pn] using Lr−1 as in the first optimization.

Each repeated occurrence of a prefix of length P identified by one of the
optimizations decreases the total number of operations required by P − 1.
Consider that M and N are the lengths of formulae fM and fN , respectively,
and that fN is a prefix of fM . Then, optimizations I and II decrease the
amount of operations from N − 1 +M − 1 to N − 1 +M −N = M − 1, this
is a total decrease of (N − 1 + M − 1) − (M − 1) = N − 1 and as fN was
the prefix formula then N = P . For Optimization III, consider two formulae
fM and fN of length M and N respectively with common a prefix fP of
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t(/)

depth

a

b

c

Ln

(a) Initial trie

t(/)

depth

a Ln

b

c

Ln

d

Ln+1

(b) Adding [a, b, c, d]

t(/)

depth

a Ln-1

b

Ln-1

c

Ln

(c) Adding [a, b]

t(/)

depth

a Ln-1

b

Ln-1

c

Ln

d

Ln+1

(d) Adding [a, b, d]

Figure 4.5: Examples that trigger (b) Optimization I, (c) Optimization II and
(d) Optimization III for the depth breadth trie.
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t(/)

depth breadth

e(3,4) e(1,3) e(1,2) e(3,5) L3

e(4,5) L2 e(2,3)

L2L1

L1

L2L3

L5

L5

L6

Figure 4.6: The ROBDD definitions generated by using recursive node merging
with multiple depth node reduction collected in a depth breadth trie.

length P , the number of operations decreases from (N − 1) + (M − 1) to
(P − 1) + (N − P ) + (M − P ) = N + M − P − 1, and if a third formula fK
shares the same prefix, the number of operations it requires again reduces to
(K − 1)− (P − 1) = K − P .

Algorithm 4.3 formalizes the implementation of these three optimizations. One
should notice that with the depth breadth trie, the references Li are no longer
incremented by one but by the length of the formula being added. This is
necessary as Optimizations II and III insert additional subformulae that have
to be created before the current formula is added, and thus need to be assigned
a smaller reference. As our formulae always contain at least two elements,
using the length of the formula to increment Li is sufficient to leave enough
free places for later use with Optimizations II and III. Figure 4.6 presents the
depth breadth trie of the same DNF by taking in account multiple depth node
reductions and having longer than one increment for references. The ROBDD
definitions for this depth breadth trie are shown at Table 4.1(d).

The order given by those references will therefore ensure that subformulae will
be generated before being referred to. Moreover, as we are using tries, these
optimizations can be performed while adding the new formulae. During insertion,
if the new definition branches off an existing one after two or more steps, the
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insertion of the new formula is frozen while the appropriate optimization is
performed and resumed afterwards.

Our implementation in fact offers four choices of optimization level: no
optimizations, Optimization I only, Optimizations I and II, or all three
optimizations. Furthermore, the minimal length of common prefixes can be
adapted. Note that depending on the order in which the formulae are inserted,
different optimizations might trigger and the resulting trie might be slightly
different.

Finally, we want to mention that all different preprocessing methods (naive,
decomposition, recursive node merging) can be easily modified to use a depth
breadth structure in order to store the generated ROBDD definitions.

4.6 Complexity of Preprocessing Methods

This section analyses the worst case complexity of our preprocessing algorithms.
We use N to denote the number of proofs or conjunctions and M to denote
the number of probabilistic facts or Boolean variables. From our experience,
N >> M usually holds for typical ProbLog programs.

4.6.1 Naive Method

The naive approach writes N conjunctions, each with a maximum ofM Boolean
variables, and one disjunction of length N . Thus, its worst case complexity is
O(N ·M +N) = O(N ·M).

4.6.2 Decomposition Method

The decomposition method repeatedly scans a DNF to assign conjunctions
to subformulae which are then in turn decomposed further. If decomposing
on the first variable of the current formula, the decomposition variable is
determined in constant time. In the worst case, the N conjunctions of the
initial DNF are of length M each. Thus, the first decomposition step needs
to scan the entire formula, corresponding to a cost of N · M . This then
results in three recursive calls for each part, respectively, with N1, N2 and
N3 conjunctions subject to the constraint N = N1 +N2 +N3, with maximal
length M − 1 for each conjunction. Decomposing the ith part in turn requires
scanning with cost Ni · (M − 1), that is, the total cost of the second level is
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Algorithm 4.3 Depth breadth trie optimizations. COUNTER is a global
counter and replace(Literals, C, Li) replaces C in Literals by Li.
input A trie T representing either the depth or breadth part of the depth
breadth trie and a list Literals with the literals to be added.

output Updates T to contain the Literals and returns the reference Li assigned
to Literals in T .

function Update_Depth_Breadth_Trie(T , Literals)
if (Literals, Li) ∈ T then
return Li

for all (List, Li) ∈ T do
if List is prefix of Literals then
/* Optimization I */
Literals := replace(Literals, List, Li)
return Update_Depth_Breadth_Trie(T, Literals)

if Literals is prefix of List then
/* Optimization II */
T := remove((List, Li), T )
T := add((Literals, Li−length(Literals)), T )
List := replace(List, Literals, Li−length(Literals))
T := add((List, Li), T )
return Li−length(Literals)

if Literals, List have a common prefix Prefix and length(Prefix) > 1
then
/* Optimization III */
Lj := Update_Depth_Breadth_Trie(T, Prefix)
Literals := replace(Literals, Prefix, Lj)
return Update_Depth_Breadth_Trie(T, Literals)

Counter := Counter + length(Literals)
T := add ((Literals, LCounter), T )
return LCounter
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N1 ·(M−1)+N2 ·(M−1)+N3 ·(M−1) = (N1 +N2 +N3)·(M−1) = N ·(M−1).
Again, it then results in three recursive calls for each part, with Ni1, Ni2 and
Ni3 conjunctions respectively, with maximal length M − 2 for each conjunction,
and subject to the constraint Ni = Ni1 +Ni2 +Ni3. In general, due to the fixed
number of conjunctions to be assigned to subformulae, the total cost of the j-th
decomposition level is N · (M + 1− j). As the number of such levels is bound
by the number of variables M that can be used for decomposition, the overall
cost is

∑M
j=1 N · (M + 1− j) and thus O(N ·M2).

4.6.3 Recursive Node Merging

Recursive node merging complexity strongly depends on the amount of prefix
sharing in the initial trie. In the following analysis, we will consider our new
approach using the depth breadth trie.

In the first iteration of the algorithm, it is possible that no conjunctions (depth
reductions) are found, in which case the size of the trie is not reduced. However,
in later iterations, depth reduction will always reduce the depth of the trie by at
least one. Likewise, breadth reduction will always reduce the number of leaves
by at least one, that is, after O(min(M,N)) iterations, either the depth or the
breadth of the trie will be reduced to one and the algorithm will terminate with
the next iteration. In each iteration, both depth and breadth reductions will
touch each leaf, leading to a complexity of O(N) for each iteration.

Viewed over all iterations, depth reduction will scan and reduce each branch of
the trie once, starting from the leaves, and process each node once leading to a
complexity of O(#nodes) = O(N ·M).

Obtaining a reference for each depth and breadth reduction corresponds to a
check/insert operation on the depth breadth trie, which is linear in the number
of nodes the reduction term contains, plus the number of sibling nodes visited.
Note however that searching through a chain of sibling nodes that represent
alternative paths in the trie could be too expensive if we have a large number
of nodes. To avoid this problem, a threshold value (8 in our implementation)
controls whether to dynamically index the sibling nodes through a hash table,
hence providing direct node access and optimizing search. Further hash collisions
are reduced by dynamically expanding the hash tables. As each node in the
proof trie participates in one reduction, for the total execution, the cost of
obtaining references is thus bound by O(8 ·#nodes) = O(N ·M).

Therefore, the overall complexity of recursive node merging using a depth
breadth trie is O(min(M,N)) ·O(N) +O(#nodes) +O(#nodes) = O(N ·M).
While the constant factor is higher than for the naive method, in practice, this
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is typically outweighted by the fact that prefix sharing causes the number of
nodes in the proof trie to be far less than N ·M .

4.7 Experimental Results

We report on experiments comparing the four preprocessing methods: naive,
decomposition (dec), recursive node merging as described in [35] (rnm) and
recursive node merging with the depth breadth trie (dbt). The environment
for our experiments was a C2Q 2.83 GHz 8 GB machine running Linux. We
use Yap Prolog 6.0 and the CUDD ROBDD package [80] with the group sifting
algorithm for variable reordering [53].

As rnm has been developed to exploit structure sharing in the trie, whereas
dec is a general purpose method, we consider two benchmarks that show the
difference in this aspect. The first is a three-state Markov model, where we query
for the probability of a sequence of length N ending in a given state. Proofs
for such queries share large amounts of structure. The second is the domain
of connectivity queries in biological graphs that originally motivated ProbLog.
In this case, we consider two different ProbLog inference methods which lead
to different types of formulae. Exact inference as discussed in Chapter 2
produces formulae with high sharing in both prefixes and suffixes of proofs
(which correspond to paths starting and ending at specific nodes). On the other
hand, upper bound formulae as encountered in bounded approximation [35]
typically contain small numbers of proofs and large numbers of so-called
stopped derivations, i.e. partial proofs cut off at a probability threshold.
While the latter still share prefixes, their suffixes are a lot more diverse. This
type of formulae has been observed to be particularly hard for ProbLog. In our
experiments, we use a 144 edge graph extracted from the Biomine network also
used in [35], and query for acyclic paths between given pairs of nodes. We use
a set of 45 different queries, some chosen randomly, and some maximizing the
degrees of both nodes.

We thus set up experiments to study the following questions:

Q1: How do the different preprocessing methods compare on more, or less
structured problems?

Q2: What is the impact of each optimization and which parameters affect
them?

Table 4.2 presents the results for the Markov model. In this benchmark, no
extra optimizations are triggered for dbt. Times are given in milliseconds
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Preprocessing ROBDD compilation
N naive dec rnm dbt naive dec rnm dbt
1 2 2 0 0 6 6 6 6
2 3 3 0 0 6 6 6 6
3 3 5 1 0 6 6 6 6
4 5 14 3 1 7 7 7 7
5 12 48 10 1 22 27 27 24
6 36 187 39 2 95 33 27 24
7 94 518 93 5 251 45 28 25
8 286 1,934 219 8 786 87 28 25
9 974 7,142 676 25 3,698 188 31 25
10 3,313 26,293 2,369 92 20,854 539 35 29
11 11,109 109,407 7,316 346 256,330 1,638 43 31
12 37,745 442,805 22,759 1,076 / 5,024 96 31
13 / - 73,631 2,733 / - 205 48
14 / - - 10,100 / - - 75

Method dbt is implemented in C, other preprocessing methods in Prolog.

Table 4.2: Average runtimes for preprocessing and ROBDD compilation on
three-state Markov model, for sequence length N .

and are averages over three runs. ROBDD compilation uses a timeout of 600
seconds. When a method reaches this timeout, it is not applied to larger
problems. These cases are marked with (/). Cases marked with (-) fail due to
memory during script preprocessing; this also occurs when using dbt at length
15. Note that dbt is implemented in C, while the other preprocessing methods
are implemented in Prolog, which partly accounts for the time differences. In
this experiment, both trie based methods clearly outperform the naive and dec
methods, and dbt also clearly outperforms rnm. In particular, preprocessing
with rnm is one order of magnitude slower than with dbt, and also leads
to somewhat slower ROBDD compilation. As a first answer to Q1, we thus
conclude that for structured problems, dbt is indeed the first choice.

For the graph domain, we use a timeout of 300 seconds, and a cutting threshold
δ = 0.05 for obtaining upper bound formulae. As the naive method always
performs worst, it is excluded from the following discussion. Typically, all
optimizations for the dbt method are triggered, with type I being most frequent
(note that type III increases type I usage).

In exact inference, cf. Table 4.3, ROBDD compilation times for all methods are
very close and rarely exceed 4 seconds. However, preprocessing time for dec is
one and two orders of magnitude higher than for rnm and dbt, respectively.
Again, this is due to the high amount of suffix sharing in those tries, which is
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Method Preprocessing ROBDD compilation Sum
avg sdev avg sdev avg sdev

dec 40,076 38,417 2,235 1,313 42,312 39,543
rnm 3,694 3,632 1,844 1,150 5,538 4,110
dbt 124 117 1,998 1,318 2,123 1,355
dbt1 125 118 1,891 1,697 2,016 1,708
dbt2 125 118 1,481 630 1,607 667
dbt3 128 120 1,446 769 1,575 800
Average and standard deviation of times over 45 queries.
Method dbti uses all optimization levels l ≤ i.

Table 4.3: ROBDDs for exact inference over the graph domain.

exploited by our method, but causes repeated work during construction for the
decomposition method. This also explains the slightly higher ROBDD execution
times for dec. Again these results clearly enforce our first conclusions about
Q1. Regarding Q2, these results show that our optimizations are incrementally
effective in reducing construction time without introducing costs in preprocessing
time.

For upper bound ROBDDs, the results are more diverse. Here, we focus on
the comparison between dec and dbt with different optimization levels, where
dbti refers to dbt using all optimization levels l ≤ i. For presentation of results
in Table 4.4, we partition queries in categories by using two thresholds on
ROBDD compilation time (t < 15, 000ms for Easy, 15, 000ms ≤ t < 50, 000ms
for Medium and t ≥ 50, 000ms for Hard), and use majority vote among the
methods different preprocessing methods to decide the query’s class (as one
single test query finishes in few milliseconds, it is omitted from the results).
The last column gives the number of queries reaching the timeout in ROBDD
compilation.

Compared to exact inference, preprocessing times for dec are lower, as significant
parts of the tries are unique and only small parts cause redundant work. On
average, ROBDDs obtained by dec have smaller construction times than those
obtained from dbt, even though variation is high. Table 4.5 compares methods
by counting the number of queries for which they achieve fastest upper bound
ROBDD compilation. Together, those results provide the second part of the
answer to Q1: for problems with less suffix sharing, scripts obtained from dec
often outperform those obtained from dbt.

Concerning the optimization levels, Table 4.4 indicates that for the graph case,
their effect varies greatly. For all levels, we observe cases of improvement as well
as deterioration. We suspect that optimizations are often performed to greedily.
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Method All rnm + dbt rnm + All dbt All dbt
dec 26 - - -
rnm 2 14 6 -
dbt 6 30 13 16
dbt1 2 - 9 10
dbt2 5 - 9 9
dbt3 3 - 7 9
Method dbti uses all optimization levels l ≤ i.

Table 4.5: Upper bound ROBDDs: number of queries where method leads to
fastest ROBDD compilation, for various sets of methods.

Initial experimentation on artificially created formulae indicate that several
factors influence performance of optimizations, among which are: (i) the length
of the shared prefix; (ii) the number of times it occurs; (iii) the structure of the
subformulae occurring in the prefix; and (iv) the structure of the suffixes sharing
the prefix. While the latter three are harder to control during preprocessing, we
performed a first experiment where we only trigger the optimizations for shared
prefixes of minimal length n > 2. Results on upper bound formulae confirm that
this parameter indeed influences ROBDD compilation, again to the better or
the worse. We conclude that, while we identified certain parameters influencing
the success of optimizations in synthetic data, in the case of less regular data,
the answer to Q2 remains an open issue for further investigation.

4.8 Nested Tries

In Chapter 3 we presented the notion of nested tries and their generation
through tabling. We also presented how the nested tries are converted to
ROBDD definitions and discussed several optimizations (subset check, ancestor
list refine and pre-process); we refer to these optimizations as the nested trie
optimizations. The complete algorithm for processing nested tries with the
nested trie optimizations as presented in Chapter 3 is shown in Algorithm 4.4.
The main complication for this algorithm as mentioned in Chapter 3 is related
with the cycle handling. Furthermore, it is important to maintain an efficient
preprocessing of the nested tries. In order to achieve that, we have presented the
nested trie optimizations that improve different performance aspects. Here we
present the generalized algorithm that can use any of the preprocessing method
presented in this chapter to generate the ROBDD definitions from nested tries.

Algorithm 4.4 is presented in three parts. The first part, which is the function
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Nested_Trie() is responsible for initializing the data structures needed by
the algorithm. The most important part of the algorithm is included in function
Nested_Trie_Recursive() and finally the third part shown in Algorithm 4.5
is the pre-process optimization presented in Section 3.4.5.

Algorithm 4.4 can be used in conjunction with any of the different preprocessing
algorithms presented in this chapter. In Algorithm 4.4, the chosen preprocessing
method is called by the function call Preprocessing_Method(). The
preprocessing methods in order to be integrated in Algorithm 4.4 need to
function as follows:

1. The preprocessing algorithm needs to create a copy of the trie that is about
to be processed. This is important, as the same trie can be processed
several times with different ancestors sets. Different ancestor sets could
produce different ROBDD definitions.

2. The preprocessing algorithm must reduce the trie at each iteration by
removing any processed part of the Boolean formula, similarly as the
recursive node merging method does. This is important in order to ensure
termination.

3. Whenever the preprocessing algorithm detects a nested trie, it stops its
process and returns control to the nested trie Algorithm 4.4 which is
responsible to replace the nested trie with a ROBDD definition reference
(for example: L10, false, etc.). After, the preprocessing algorithm is
called again to continue the generation of ROBDD definitions from the
point where it had stopped. Note, that only one copy of the trie is at
all times kept; this copy is reduced while it is processed. In that way
the algorithm knows exactly where its processing had stopped. A second
occurrence of the same trie is resolved as a cycle.

Algorithm 4.4 starts with calling one of the preprocessing methods as shown at
line 1. Whenever a descendant nested trie (Tnested in Algorithm 4.4) is found,
the preprocessing method is stopped for Algorithm 4.4 to handle the nesting.
First, Algorithm 4.4 at line 6 checks if the descendant nested trie introduces
a cycle in order to prune the branch by replacing Tnested with false as shown
in line 7, otherwise it checks at line 8 if the descendant nested trie is already
memoized with the appropriate ancestor list (ATnested

or superset of that list).
If so, the algorithm re-uses the memoized result as shown in lines 9-11. Finally,
if the nested trie is neither a cycle nor memoized, Algorithm 4.4 recursively
executes the generation processing for the descendant nested trie in order to
get a suitable ROBDD definition reference to replace Tnested which is shown in
lines 13-16.



92 PREPROCESSING I: BOOLEAN FORMULAE TO ROBDD DEFINITIONS

The memoization for this algorithm is performed by using as key the trie
identifier. We can memoize a result whenever it is fully processed, which means
that no more descendant nested tries have been left to be processed. Then for
each trie identifier we use a bucket which contains the different possible results.
Those results are scanned linearly to find one that is suitable for re-usage
depending on the ancestor list.

Algorithm 4.5 formalizes the pre-process optimization presented in Section 3.4.5.
It operates over each nested trie by assuming that all references to other nested
trie are pruned. In that way it generates and memoizes base cases which can be
re-used by Algorithm 4.4. As it is shown the algorithm uses the preprocessing
methods in a similar way as Algorithm 4.4 uses them. Note that the memoized
ancestor list is the descendant list of the nested trie, as this ancestor list would
generate these ROBDD definitions.

4.9 Negation

4.9.1 Negated Literals

Handling negated literals for ProbLog is relatively simple. A negated literal is
produced by negating a single probabilistic fact. This means that the negated
literal succeeds when the probabilistic fact does not exist in the possible world,
thus the probability for the negated literal is P (not(pf)) = 1−P (pf). One can
simply interpret the negation of a single probabilistic fact as negating the literal
in the Boolean formula.

4.9.2 General Negation

With the introduction of nested tries, one can handle general negation for
ProbLog. As it is argued in [36] negation as defined in the well-founded
semantics [20] is more suitable for ProbLog programs. Using nested tries one
can implement negation as in the well-founded semantics for ProbLog.

When negating a goal in ProbLog the expected result is the probability that
the goal fails instead of succeeds, thus P (not(G)) = 1 − Psuccess(G). On the
Boolean formula level we negate the DNF part of the goal at hand. As a nested
trie actually corresponds to the proofs required for a specific goal, negating the
nested trie results in negating the specific part of the DNF and thus achieves
our goal.
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Algorithm 4.4 The generalized nested trie to ROBDD definitions approach
that uses all presented preprocessing methods and optimizations.
input A root trie T of the nested tries to generate ROBDD definitions and an

empty depth breadth trie DBT to store the generated ROBDD definitions.
output Updates DBT to contain the generated ROBDD definitions for T and

returns the reference Lend that represents the complete Boolean formula.

1: function Nested_Trie(T , DBT )
2: Tries := Collect_Tries_In(T )
3: Lbegin := Pre-process(Tries, DBT , 1)
4: (Lend, _) := Nested_Trie_Recursive(T , DBT , ∅, ∅, Lbegin)
5: return Lend

input A trie T of the nested tries to generate ROBDD definitions, the depth
breadth trie DBT to store the generated ROBDD definitions, the ancestor
tries AT and any previously known descendant tries DT of the trie T .

output Updates depth breadth trie DBT to contain the ROBDD definitions
generated for T . Returns for trie T the representative reference Lend and
all its descendant tries as DT .

1: function Nested_Trie_Recursive(T , DBT , AT , DT , Lbegin)
2: (Lend, Tnested) := Preprocessing_Method(T , DBT , Lbegin)
3: if Tnested 6= null then {T contains a nested trie Tnested}
4: ATnested

:= AT ∪ {T}
5: DT := DT ∪ {Tnested}
6: if Tnested ∈ ATnested

then {Tnested introduces a cycle}
7: Replace the occurrence of Tnested in trie T with false.
8: else if Is_Memoized(Tnested, ATnested

) then
9: (LTnested

, DTnested
) := Get_Memoized_Result(Tnested, ATnested

)
10: Replace the occurrence of Tnested in trie T with LTnested

.
11: DT := DT ∪DTnested

12: else {Tnested is not a cycle, neither is memoized.}
13: (LTnested

, DTnested
) := Nested_Trie_Recursive(Tnested, DBT ,

ATnested
, ∅, Lend + 1)

14: Replace the occurrence of Tnested in trie T with LTnested
.

15: DT := DT ∪DTnested

16: Lend := LTnested

17: return Nested_Trie_Recursive(T , DBT , AT , DT , Lend + 1)
18: else {T is fully processed}
19: AT := AT ∩DT {Ancestors Refine}
20: Memoize(T , AT , DT , Lend)
21: return (Lend, DT )
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Algorithm 4.5 The algorithm that performs the pre-process optimization in
all Tries.
input A trie collection Tries to be pre-processed, the depth breadth trie DBT

to store the generated ROBDD definitions and the starting ROBDD definition
reference Lbegin.

output Updates DBT to contain ROBDD definitions for the pre-processed
tries and returns the reference Lend + 1 that represents the next free ROBDD
definition reference.

function Pre-Process(Tries, DBT , Lbegin)
Lend := Lbegin
for all T ∈ Tries do
DT := ∅
(Lend, Tnested) := Preprocessing_Method(T , DBT , Lend)
while Tnested 6= null do
Replace the occurrence of Tnested in trie T with false.
DT := DT ∪ {Tnested}
(Lend, Tnested) := Preprocessing_Method(T , DBT , Lend)

memoize(T , DT , DT , Lend)
return Lend + 1

Complications arise when considering cycles. We have shown that a cycle does
not contribute to the probabilities mass and can be dropped. At that point
we where considering cycles in which both goals (the one proving and the
one introducing the cycle) are not negated. It is easy to show that the same
reasoning applies when both goals are negated. But when only one of the two
goals that form a cycle is negated, special handling is required.

The problem in this specific situation is that a paradox is defined which states:
that a goal is proven if the negation of the goal is proven (p← ¬p). These type
of theories lie in the undecided part of the well-founded semantics which has no
practical use for ProbLog. To tackle the problem we assume that all undecided
atoms do not provide any probabilistic information and we can remove them.
In Chapter 7, we present an application of general negation where we need to
perform model verification and inconsistent clauses such as the previous one are
detected and calculated to provide a normalization factor. Specifically for that
application we used Stickel’s [81] approach for proving inconsistencies. This
results to a logic very similar to that of Nilson [52].

While, in general, nested tries are only used for tabled goals, we implemented
ProbLog negation for goals to generate their own nested tries regardless whether
the goal is tabled or not. A consequence of general negation and this approach
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is, that the produced Boolean formulae are no more in DNF form. Fortunately,
our approaches for computing the probability are not limited to DNF formulae
and the issue is easily resolved.

4.10 Conclusions and Future Work

We introduced depth breadth tries as a new data structure to improve
preprocessing in ProbLog, and compared the resulting method and its variations
to the method used so far as well as to the decomposition method presented
by [66]. Our experiments with the three-state Markov model and with exact
inference confirm that our trie based method outperforms the other methods
on problems with a high amount of suffix sharing between proofs. At the same
time they reveal that the decomposition method is more suited if this is not the
case, and thus is a valuable new contribution to ProbLog. Finally, we presented
how our preprocessing methods generalize to handle nested tries and negation.
Though that our approaches are inspired by ProbLog they can be used by other
applications that use Boolean formulae regardless their form.

While the three depth breadth optimizations, aimed at reducing the number of
ROBDD operations, can greatly improve performance in some cases, in others,
they have opposite effects. Initial experiments suggest that those optimizations
should be applied less greedily. Future research could be in the line of a more
in depth study of the factors influencing the effects of these optimizations. Also
further investigation of the respective strengths of our trie based approach
and the decomposition method, and to exploit those in a hybrid preprocessing
method could be an interesting research topic.





Chapter 5

Preprocessing II: Variable
Compression

ProbLog uses ROBDDs to compute the success probability of a query. While
the complexity of the calculation of the probability is linear in terms of the size
of the ROBDD, the generation of the ROBDD is an NP-hard task.

It is well-known that the variable ordering used to construct the ROBDD for a
Boolean formula has an impact on the size of the ROBDD. The orderings that
give rise to smaller ROBDDs are called good orderings: constructing smaller
ROBDDs takes less time and space and also the computation of the probability
is faster. State-of-the-art ROBDD tools use heuristics to decide about the
variable ordering, which search space is exponential.

In this chapter we present an approach that reduces the search space for the
variable ordering by decreasing the number of variables in the Boolean formula,
namely by replacing subsets of variables by new representative variables. We
call this variable compression. In the context of ProbLog we can perform
variable compression if the calculated probability of the new ROBDD remains
the same.

In order to do variable compression before the ROBDD generation, we need to
detect these variable subsets in the Boolean formulae, or in the case of ProbLog
at the level of the DNF. We discovered sets of variables in the DNF for which
we can compute the contribution of such a set of variables to the probability
of the ROBDD independently from the rest of the ROBBD and replace these
sets by new representative variables. We name these sets AND/OR-clusters.

97
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The AND/OR-clusters are determined for a particular DNF and as such they
are query-dependent. Remember that a DNF contains all the proofs of a query.
Figure 5.1 presents graphically the ProbLog parts that are modified by variable
compression.

In this chapter, we first give the cluster definitions and present how the clusters
can be used to compress variables in Section 5.2. Next, we show how to discover
AND/OR-clusters in DNF Boolean formulae in Section 5.3 and Section 5.4
respectively. Finally, we present some experiments for the AND-clusters in
Section 5.5 and a complexity analysis of the algorithms in Section 5.6.

This chapter is based on publication [44]; novel is the discussion of OR-clusters
and the complexity analysis of all algorithms.

5.1 Example

For this chapter we use the example ProbLog program of Figure 5.2. This
program represents the graph of Figure 5.3(a). The edges in the graph are
labelled with the probabilities and with the Boolean variables (xi) that will be
used in the ROBDD. We use the query path(1, 3) which collects the proofs
shown as a trie in Figure 5.3(b). The collected trie represents the DNF Boolean
formula: (x0 ∧x2)∨ (x0 ∧x3 ∧x6)∨ (x1 ∧x4 ∧x5 ∧x2)∨ (x1 ∧x4 ∧x5 ∧x3 ∧x6).
Figure 5.4 presents three possible ROBDDs, (a) with a bad ordering for the
variables, (b) with a good ordering for the variables and (c) with the ordering
by ProbLog. The success probability of the query is P = 0.498296.

Comparing the three ROBDDs of Figure 5.4 it is clear that we want to avoid
generating ROBDDs with a bad ordering. The heuristics used by the ROBDD
package do not take into consideration special properties (such as annotated
disjunctions, chains of probabilistic facts, graph structure, etc.) that arise from
specific domains like the probabilistic one.

5.2 Cluster Definitions

We define two kinds of clusters and prove that their compression does not affect
the final probability. We define the clusters in terms of the ROBDDs, as the
idea of looking for patterns can also be valuable for other application areas that
use ROBDDs.
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Probabilistic Facts:

0 . 5 : : edge (1 , 2 ) .
0 . 4 : : edge (1 , 4 ) .
0 . 7 : : edge (2 , 3 ) .
0 . 8 : : edge (2 , 6 ) .
0 . 9 : : edge (4 , 5 ) .
0 . 7 : : edge (5 , 2 ) .
0 . 4 : : edge (6 , 3 ) .

Background Knowledge:

path (X, Y):−
path (X, Y, [X ] ) .

path (X, Y, _):−
edge (X, Y) .

path (X, Y, V):−
edge (X, Z) ,
Y \== Z ,
\+ member(Z , V) ,
path (Z , Y, [ Z |V ] ) .

Figure 5.2: ProbLog example program. The probabilistic facts edge/2 and for
background knowledge the predicate path/2.

Definition 11. Let F be a Boolean formula with variables v1, . . . , vl. The
variables {x1, . . . , xk} ⊆ {v1, . . . , vl}, k > 1, form an AND-cluster if there
exists a variable ordering such that the ROBDD R of F

1. has only one node ni for variable xi, 1 ≤ i ≤ k,

2. node nj has as its only incoming edge the high edge of node nj−1, 2 ≤ j ≤ k,

3. and the low edges of the nodes {n1, . . . , nk} connect to the same node in
R.

An example of AND-clusters can been seen in Figure 5.5(a).

Definition 12. Let F be a Boolean formula with variables v1, . . . , vl. The
variables {x1, . . . , xk} ⊆ {v1, . . . , vl}, k > 1, form an OR-cluster if there
exists a variable ordering such that the ROBDD R of F

1. has only one node ni for variable xi, 1 ≤ i ≤ k,

2. node nj has as its only incoming edge the low edge of node nj−1, 2 ≤ j ≤ k,

3. and the high edges of the nodes {n1, . . . , nk} connect to the same node in
R.

An example of OR-clusters can been seen in Figure 5.5(b).

In a probabilistic framework like ProbLog that uses ROBDDs to calculate
probabilities, each ROBDD variable has an assigned probability. To be able to
compress the clusters of variables to new representative variables, we need to
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1 20.5 (x0)

4

0.4 (x1)

30.7 (x2)

6

0.8 (x3)

50.9 (x4)
0.7 (x5) 0.4 (x6)

(a) The probabilistic graph of the example ProbLog program.

t(/)

e(1,2) (x0) e(1,4) (x1)

e(2,3) (x2) e(2,6) (x3) e(4,5) (x4)

e(6,3) (x6) e(5,2) (x5)

e(2,3) (x2) e(2,6) (x3)

e(6,3) (x6)

(b) The collected trie for the query: path(1,3).

Figure 5.3: The probabilistic graph of the example ProbLog program shown in
Figure 5.2 and collected trie for the query: path(1,3).
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(a) Bad ordering:
(x0-x1-x2-x3-x4-x5-x6)

 x0 

 x1 

 x4 

 x5 

 x2 

 x3 

 x6 

root

n0

n0

n0

n0

false

n0

n0

true

n0

(b) Good ordering:
(x0-x1-x4-x5-x2-x3-x6)

 x6 

 x3 

 x2 

 x5 

 x0 

 x4 

 x1 

root

n0

n0

n0

n0

false

n0 n1

true

n0

n0

(c) ProbLog ordering:
(x6-x3-x2-x5-x0-x4-x1)

Figure 5.4: ROBDD for the query: path(1, 3) of the example ProbLog program
shown in Figure 5.2. ROBDD notation is explained at Section 2.3.4

compute the probabilities of the representative variables such that the probability
we compute for the ROBDD as a whole does not change.

Definition 13 (Replacing a cluster by a representative variable). Replacing a
cluster of variables {x1, . . . , xn} by a representative variable V is the equivalent
of removing all nodes of the variable in ROBDD and replacing them by one. All
ingoing edges to the cluster would be ingoing edges to the representative variable.
Similarly, the representative variable node outgoing edges will go to the same
nodes where the cluster’s outgoing edges are going.

Theorem 5 (Probability of AND-cluster). Replacing an AND-cluster {x1,
. . . , xn} by a representative variable V with probability PV = PAND({x1, . . . , xn})
=

n∏
i=1

P (xi) does not change the probability of the ROBBD as a whole.

Proof. First consider the simple case of a ROBDD that consists of exactly one
AND-cluster, {x1, . . . , xn}. The probability of this ROBDD is P (x1) ·P (x2) · ... ·
P (xi) · ... ·P (xn) ·1+(1−P (x1) ·P (x2) · ... ·P (xi) · ... ·P (xn)) ·0 =

n∏
i=1

P (xi). But

in general, an AND-cluster has an outgoing high edge to a part T with PT and
its low edges connect to a part F with PF . The probability of the ROBDD part
that includes the AND-cluster can be generalised as P = P (x1)·P (x2)·...·P (xi)·
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... ·P (xn) ·PT + (1−P (x1) ·P (x2) · ... ·P (xi) · ... ·P (xn)) ·PF = PT ·
n∏
i=1

P (xi) +

PF −PF ·
n∏
i=1

P (xi) = (PT −PF ) ·
n∏
i=1

P (xi) +PF . If we replace the AND-cluster

with a new representative variable V with PV and calculate the probability, we
get P = PV ·PT +(1−PV ) ·PF = PV ·PT +PF −PV ·PF = (PT −PF ) ·PV +PF .
Therefore PV = PAND({x1, . . . , xn}) =

n∏
i=1

P (xi).

Theorem 6 (Probability of an OR-cluster). Replacing an OR-cluster {x1,
. . . , xn} by the representative variable V with probability PV = POR({x1, . . . , xn})
= P (x1) + (1− P (x1)) · POR({x2, . . . , xn}) and POR({xn}) = P (xn) does not
change the probability of the ROBBD as a whole.

Proof. First consider the simple case of a ROBDD that consists of exactly
one OR-cluster, {x1, . . . , xn}. The probability of this ROBDD is P (x1) · 1 +
(1 − P (x1)) · (P (x2) · 1 + (1 − P (x2)) · . . . · (P (xi) · 1 + (1 − P (xi)) · . . . ·
(P (xn) · 1 + (1 − P (xn)) · 0)) . . .) = P (x1) + (1 − P (x1)) · POR({x2, . . . , xn}).
But in general an OR-cluster has its high edges to a part T with PT and an
outgoing low edge to a part F with PF . The probability can be generalised
as P = P (x1) · PT + (1 − P (x1)) · (P (x2) · PT + (1 − P (x2)) · . . . · (P (xi) ·
PT + (1 − P (xi)) · . . . · (P (xn) · PT + (1 − P (xn)) · PF )) . . .) = (P (x1) + (1 −
P (x1)) ·P (x2) + . . .+ (1−P (x1)) · . . . · (1−P (xi−1)) ·P (xi) + . . .+ (1−P (x1)) ·
. . . · (1− P (xn−1)) · P (xn)) · PT + (1− P (x1)) · . . . · (1− P (xn)) · (PF /PT ). If
we replace the OR-cluster with a new representative variable V with PV and
calculate the probability, we get P = PV · PT + (1 − PV ) · PF if we replace
PV = P (x1) + (1 − P (x1)) · P (x2) + . . . + (1 − P (x1)) · . . . · (1 − P (xi−1)) ·
P (xi) + . . . + (1 − P (x1)) · . . . · (1 − P (xn−1)) · P (xn) then we need to prove
that 1 − PV = (1 − P (x1)) · . . . · (1 − P (xn)) ⇒ 1 − (P (x1) + (1 − P (x1)) ·
P (x2) + . . .+ (1− P (x1)) · . . . · (1− P (xi−1)) · P (xi) + . . .+ (1− P (x1)) · . . . ·
(1− P (xn−1)) · P (xn)) = (1− P (x1)) · . . . · (1− P (xn)). Finally by using the
distribution rule we see that the previous formula is a tautology. Therefore
PV = POR({x1, . . . , xn}) = P (x1) + (1− P (x1)) · POR({x2, . . . , xn}).

5.2.1 Using the Clusters for Variable Compression

We illustrate the variable compression with our path(1, 3) example. In
Figure 5.5(a) we have two AND-clusters, {x1;x4;x5} and {x3;x6}. After
compression we obtain the ROBDD in Figure 5.5(b) with two new Boolean
variables x1,4,5, x3,6 and their associated probabilities P (x1,4,5)1, P (x3,6)2. After

1P (x1,4,5) = PAND({x1;x4;x5}) = 0.4 · 0.9 · 0.7 = 0.252
2P (x3,6) = PAND({x3;x6}) = 0.8 · 0.4 = 0.32
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root

n0
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(d) Compressed.

Figure 5.5: Compressing ROBDD for the query: path(1,3). Notation: coloured
nodes represent clusters.

AND-compression we have two OR-clusters, {x0;x1,4,5} and {x2;x3,6} as shown
in Figure 5.5(b); by further compressing them we get the ROBDD in Figure 5.5(c)
with two new Boolean variables x0,1,4,5, x2,3,6 and their probabilities P (x0,1,4,5)3,
P (x2,3,6)4. Finally, by compressing the single AND-cluster {x0,1,4,5;x2,3,6} of
the ROBDD in Figure 5.5(c) we end up with the ROBDD in Figure 5.5(d) that
has a single Boolean variable x0,1,4,5,2,3,6 and probability P (x0,1,4,5,2,3,6)5.

Not all ROBDDs can be compressed to a single variable, but iterating AND/OR-
cluster based variable compression can lead to an easier to construct ROBDD.
We want to use variable compression to be able to deal with queries that caused
timeouts. So, we are willing to pay a certain cost to detect the clusters. In order
to use our variable compression in practice, we first have to detect AND-clusters
in DNFs.

5.3 Discovering AND-clusters

To be able to benefit from AND-cluster compression, we need to identify them
before the ROBDD generation. Fortunately, AND-clusters also appear in the
DNF representing the proofs: either all the probabilistic facts of an AND-cluster

3P (x0,1,4,5) = POR({x0;x1,4,5}) = 0.5 + (1− 0.5) · 0.252 = 0.626
4P (x2,3,6) = POR({x2;x3,6}) = 0.7 + (1− 0.7) · 0.32 = 0.796
5P (x0,1,4,5,2,3,6) = PAND({x0,1,4,5;x2,3,6}) = 0.626 · 0.796 = 0.498296
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appear in a proof, or none of them. A naive approach to detect AND-clusters
is to find longest common subsequences (LCS) in the conjunctions of the DNF,
however this is an NP-hard problem [39]. As our problem is a special case of
the LCS we can do better.

Theorem 7. Every set of Boolean variables {v1, . . . , vn} in a set of clauses
{cl1, . . . , clm} satisfying: ∀vi ∈ {v1, . . . , vn} occur(vi) = (

⋂
vi∈clj clj) ∩

(
⋂
vi 6∈clj clj) = {v1, . . . , vn}, forms an AND-cluster; where clj denotes the

complement of the set clj with respect to the set of the Boolean variables in all
clauses.

Proof. Indeed, if in a DNF Boolean formula we take all clauses cl1, . . . , clk ∈
{cl1, . . . , clm} where vi appears and in those and only those all {v1, . . . , vn}
appear, then by the distribution property we can create a single clause of the
form (v1 ∧ · · · ∧ vn) ∧ (cl′1 ∨ · · · ∨ cl′k) with cl′i ∧ (v1 ∧ · · · ∧ vn) = cli.

In ProbLog setting we call the Boolean variables as probabilistic facts, and the
clauses as proofs. Thus, the first part of occur(pfi) is the set of probabilistic
facts that occur in each proof in which pfi occurs. The second part is the set
of probabilistic facts that do not occur in proofs that do not contain pfi. The
first set is a possible AND-cluster for pfi but it might also contain probabilistic
facts that occur in proofs that do not contain pfi. In order to exclude the latter
ones, the possible AND-cluster has to be restricted to probabilistic facts that
only occur in proofs containing pfi.

5.3.1 The Book Marking Algorithm for AND-clusters

Based on Theorem 7, the Book Marking Algorithm 5.1 deals with all the proofs
one by one and ensures that for all probabilistic facts pfi seen by the algorithm
so far occur(pfi) is computed. The algorithm encodes a proof by a bit string.
We order the probabilistic facts by their chronological appearance in the proofs.
The ith probabilistic fact is denoted by pf(i). The ith bit encodes whether the
probabilistic fact pf(i) is used in the proof. We refer to the bit string as the
occurrence number (ON) of the proof.

We use a two dimensional matrix (MA) of bits to represent the AND-clusters.
Row k corresponds to the probabilistic fact pf(k) and represents occur(pf(k)).
Column l represents the probabilistic fact pf(l). The element l of a row k
indicates whether pf(l) forms an AND-cluster with pf(k). This matrix grows
incrementally as we deal with the proofs one by one and the size of each
dimension is equal to the number of different, already seen probabilistic facts.
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Dealing with a new proof involves computing ON and then computing its
impact on the AND-clusters already in MA according to Theorem 7 using the
following three operations:

1. for each previously seen probabilistic fact i which appears in this proof,
we compute MA[i] = MA[i] ∧ON ;

2. for each previously seen probabilistic fact i that does not occur in this
proof, we compute MA[i] = MA[i] ∧ ¬ON ; and

3. we grow MA to include AND-clusters for the probabilistic facts that were
not seen before.

After all proofs of the DNF have been dealt with, all the rows in MA with more
than one active bit (i.e. set to 1) represent an AND-cluster.

Algorithm 5.1 The Book Marking algorithm for AND-clusters.
input A DNF Boolean formulae (DNF) and the count of different variables in
the Boolean formulae (Count).

output A two dimensional bit matrix represented as a matrix of integers
containing all AND-clusters (Matrix).

function bookmarking(DNF,Count)
MatrixSize := 0
create(Matrix, Count)
for all Proof ∈ DNF do
OccurrenceNumber := bit_encode(Proof)
for (i := 0; i < MatrixSize; i+ +) do
if (2i&OccurrenceNumber) > 0 then {Existing matrix row and pfi
in OccurrenceNumber - operation 1}
Matrix[i] := Matrix[i]&OccurrenceNumber

else {Existing matrix row and pfi not in OccurrenceNumber -
operation 2}
Matrix[i] := Matrix[i]&not(OccurrenceNumber)

for (i := MatrixSize; i < bit_length(OccurrenceNumber); i + +)
do {Add a new matrix row - operation 3}
Matrix[i] := not(2MatrixSize − 1)&OccurrenceNumber

MatrixSize := max(bit_length(OccurrenceNumber),MatrixSize)
return Matrix

After all proofs of the DNF have been processed, the resulting matrix can
be processed in a straightforward way: iterate over all matrix rows starting
the count from 0, and every row i that has a value greater than 2(i+1) is
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representing an AND-cluster. Because the row of each probabilistic fact that
is a member of an AND-cluster fully represents that AND-cluster, we have
multiple appearances of the same AND-cluster. As the matrix is symmetric
with respect to its diagonal we can check if any bit before the ith is active and
that informs us about duplicates.

5.3.2 An Example of the Book Marking Algorithm for AND-
clusters

As an example for the Book Marking algorithm we use the proofs of path(1,3):
[x0, x2], [x0, x3, x6], [x1, x4, x5, x2], [x1, x4, x5, x3, x6]. Each row of Table 5.1
corresponds to a single proof (PR), and has the probabilistic fact order (OL),
the occurrence number (ON) and the matrix (MA).

For the first proof, the algorithm uses the order x0 < x2 to compute 11 as the
occurrence number of the proof. As initially the matrix MA is empty, operation
3 uses the ON to construct a MA with two rows and two columns with all bits
activated.

For the second proof the algorithm adds x3 and x6 to the order which becomes
x0 < x2 < x3 < x6. The algorithm computes ON = 1101; note that we are
reading the bit strings from right to left. Operation 1 computes the conjunction
of 1101 with the row of x0: 11∧ 1101 = 0011∧ 1101 = 0001. This operation sets
the bit corresponding to x2 to 0 as x0 and x2 are no longer an AND-cluster.
For the row of x2, operation 2 computes 11 ∧ neg(1101) = 0011 ∧ 0010 = 0010
and sets the bit for the probabilistic fact x0 to 0. Finally, the algorithm extends
MA by two new rows and columns for the probabilistic facts x3 and x6 with,
as values of the rows, neg(11) ∧ 1101 = 1100 ∧ 1101 = 1100. Note that also the
existing rows are expanded with new columns set to 0.

When all proofs are dealt with, the Book Marking Algorithm has found two
different AND-clusters, namely {x1;x4;x5} and {x3;x6}. Without variable
compression, ProbLog generates the ROBDD of Figure 5.4(c), which has a size
in between the sizes of the other two ROBDDs in Figure 5.4. After compressing
the variables of the AND-clusters to a representative variable x1, 4, 5 with
P (x1, 4, 5) = 0.252 and x3, 6 with P (x3, 6) = 0.32, we get the compressed
proofs: [x0, x2], [x0, x3,6], [x1,4,5, x2], [x1,4,5, x3,6]. For the compressed proofs,
ProbLog generates the ROBBD of Figure 5.5(b).

The algorithm as presented here only tackles proofs that contains either positive
or negative occurrences of each probabilistic fact and not both. If in one proof
a probabilistic fact is positive and in an other is negative, this probabilistic fact
is not part of an AND-cluster.
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5.4 Discovering OR-clusters

Similarly to AND-clusters, in order to benefit from OR-cluster compression,
we need to identify them before the ROBDD generation. Fortunately, also
OR-clusters appear in the DNF representation of the proofs. By using the
distributive property so that each probabilistic fact of an OR-cluster appears only
in a single clause, then the formed clauses are identical (except the probabilistic
fact belonging to the OR-cluster). Again, our detection problem is similar to
the LCS problem. Fortunately, again it is a special case which we can solve in
polynomial time.

Theorem 8. Every set of Boolean variables {v1, ..., vn} in a set of clauses
{cl1, ..., clm} satisfying ∀vi ∈ {v1, ..., vn}, (1) vi ∈ cli and (2) vi 6∈ clj with
i 6= j, 1 ≤ i, j ≤ n and (3) (cli \ {vi}) = (clj \ {vj}) forms an OR-cluster.

Proof. Indeed, if in a DNF Boolean formula we take all the clauses cl1, ..., clk ∈
{cl1, ..., clm} where v1, ..., vn appear, by the distribution property we can create
a single clause of the form (v1 ∨ · · · ∨ vn) ∧ cl′ where cl′ is the common part of
cl1, ..., clk.

In ProbLog setting we call the Boolean variables as probabilistic facts, and
the clauses as proofs. Thus, using the above observation we separately apply
the distribution property for each probabilistic fact, collecting all “common”
clauses cl1, . . . , clk. Finally, we compare all the clauses among them to identify
the variables that have identical clauses. Those variables that have identical
clauses participate in the same OR-cluster.

5.4.1 The Book Marking Algorithm for OR-clusters

Based on the previous observation and on Theorem 8, the Book Marking
Algorithm 5.2 first collects all clauses for each variable by using the distributive
property. As we apply the distribution property in the whole DNF formula
each clause might contain both disjunctions and conjunctions. For that
reason, we encode the conjunctions as a bit string generating like before an
OccurrenceNumber and then each encoded conjunction is being stored in an
ordered set. This way the order of variables and duplicate conjunctions will not
affect later the comparison to determine whether two clauses are identical.

After all variables have been processed then we need to compare all the generated
clauses among them. For this final step we compare all steps and we modify
a Matrix which will finally contain all OR-clusters. Notice in Algorithm 5.2
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that by using the bitwise OR operator we mark all the identical clauses in the
Matrix.

Finally, the resulting matrix can be processed in a straight forward way: iterate
over all matrix rows starting the count from 0, and every row i that has a
value greater than 2(i+1) is representing an OR-cluster. Because the row of
each probabilistic fact that is a member of an OR-cluster fully represents that
AND-cluster, we have multiple appearances of the same OR-cluster. As the
matrix is symmetric with respect to its diagonal we can check if any bit before
the ith is active, and that informs us about duplicates.

Algorithm 5.2 The Book Marking algorithm for OR-clusters.
input A DNF Boolean formulae (DNF) and the count of different variables in
the Boolean formulae (Count).

output A two dimensional bit matrix represented as a matrix of integers
containing all OR-clusters (Matrix).

function bookmarking(DNF,Count)
create(Matrix, Count)
create(Clause, Count)
for (i := 0; i < Count; i+ +) do
Matrix[i] := 2i

for (V ariable := 0;V ariable < Count;V ariable+ +) do
Clause[V ariable] := Distribution_Property(V ariable,DNF )

for (i := 0; i < Count; i+ +) do {Clause comparison process}
for (j := i+ 1; j < Count; j + +) do
if (Clause[i] = Clause[j]) then
Matrix[i] := Matrix[j] := Matrix[i]|Matrix[j] {Where | denotes
the bitwise OR operator}

return Matrix
function Distribution_Property(V ariable,DNF )

CreateSet(Clause)
for all (Proof ∈ DNF ) do
OccurrenceNumber := bit_encode(Proof)
if (2V ariable&OccurrenceNumber > 0) then
OccurrenceNumber := OccurrenceNumber − 2V ariable
Clause := AddToSet(OccurrenceNumber, Clause)

return Clause
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5.4.2 An Example of the Book Marking Algorithm for OR-
clusters

To finish our example for the Book Marking Algorithm, we now continue from
the compressed proofs that we stopped earlier: [x0, x2], [x0, x3,6], [x1,4,5, x2],
[x1,4,5, x3,6]. The Table 5.2 is broken into three parts: first is the encoding of
the proofs in integer numbers, where we also present the order list (OL) used
for encoding; the second part is performing the distributive property for each
variable over the DNF; finally we present the clause comparison process that
actually discovers the OR-clusters in the DNF formulae.

The second step of our example shown at Table 5.2 presents the final result of
the encoding for the clause. Each conjunctive clause is encoded to a bit string.
In our example there are only single literal conjunctive clauses but assume that
we had the conjunction 1∧ 2, this gets encoded by activating bits 1,2 (110) from
a zero indexed bit string and would result in the number 6. We perform this
encoding as it is easy to insert, sort the resulted integers and keep efficiently at
all times sorted sets which later we can efficiently compare.

For the final step, we present the initial Matrix for each iteration of the
comparison and the concluding Matrix for the same iteration. We only present
the two iterations where the clauses actually are identical and the matrix is
being manipulated. The final return Matrix for our example is MA = [9, 6, 6, 9].

Finally, we can see that the algorithm detected two OR-clusters, namely:
{x0; x1,4,5}, {x2; x3,6} and will compress the two OR-clusters into two new
probabilistic facts x0,1,4,5 and x2,3,6 respectively. The new probabilities
for these facts are P (x0, 1, 4, 5) = 0.626 and P (x2, 3, 6) = 0.796. After this
compression ProbLog generates the ROBDD shown in Figure 5.5(c).

5.5 Experiments for AND-clusters

We implemented the variable compression method using only AND-clusters
within ProbLog. To judge the practicality and the impact, we use ProbLog
benchmarks that discover links in real biological networks [77]. Graphs model
probabilistic links between concepts such as genes, proteins, etc. The first
benchmark consists of a graph of concepts related to the Alzheimer disease that
has 23, 060 edges; because of the size, inference for this graph soon becomes
intractable. We query for the existence of a path between two given nodes,
to control the problem size we limit the maximum path length. For the
second benchmark, we take the experiments (the same data sets and the same
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First Step: Numeric Encoding of Proofs
x0, x2
x0, x3,6
x1,4,5, x2
x1,4,5, x3,6

=⇒

0, 1
0, 2
3, 1
3, 2

Order List (OL) = [x0, x2, x3,6, x1,4,5]
Second Step: Perform Distributive Property for each Variable

Variable Boolean Clause Set Encoded Clause
0 0 ∧ (1 ∨ 2) Clause[0]=[2,4]=[0010, 0100]
1 1 ∧ (0 ∨ 3) Clause[1]=[1,8]=[0001, 1000]
2 2 ∧ (0 ∨ 3) Clause[2]=[1,8]=[0001, 1000]
3 3 ∧ (1 ∨ 2) Clause[3]=[2,4]=[0010, 0100]

Third Step: Clause Comparison Process
Starting Matrix =⇒ Concluding Matrix
1 0 0 0 0
0 1 0 0 1
0 0 1 0 2
0 0 0 1 3
0 1 2 3

i=0;j=3−−−−−−−−−−−−−→
Clause[i]=Clause[j]

1 0 0 1 0
0 1 0 0 1
0 0 1 0 2
1 0 0 1 3
0 1 2 3

Starting Matrix =⇒ Concluding Matrix
1 0 0 1 0
0 1 0 0 1
0 0 1 0 2
1 0 0 1 3
0 1 2 3

i=1;j=2−−−−−−−−−−−−−→
Clause[i]=Clause[j]

1 0 0 1 0
0 1 1 0 1
0 1 1 0 2
1 0 0 1 3
0 1 2 3

Table 5.2: An example of the Book Marking algorithm for OR-clusters shown
in Algorithm 5.2.

queries) from [16]. All the graphs are fragments of the same network [77]. The
experiments should give answers to the following questions:

Q1: What is the compression ratio in a real life data set?

Q2: How does compression improve the performance of generating an ROBDD?

Q3: In which cases is the variable compression beneficial?

The default setting of ProbLog is to use CUDD’s [80] group sifting [53] dynamic
reordering during ROBDD compilation. CUDD uses the following memory-time
trade-off. It starts by consuming memory without reordering the variables; once
the memory usage passes a threshold, it starts reordering the variables and as a



EXPERIMENTS FOR AND-CLUSTERS 113

consequence it consumes time. While CUDD is implemented in C, our Book
Marking algorithm is implemented in Yap Prolog [71].

When we increase the problem size for the first benchmark, we see that the
ROBDD compilation time is the limiting factor. We executed three different
queries with a timeout of 1 hour for the ROBDD compilation. Each query was
executed 5 times and we present the averaged times for the ROBDD compilation.
Table 5.3 presents the comparison of executing the queries with four different
settings. The results are presented grouped by the three queries (a), (b) and
(c). The first and second column use the dynamic reordering strategy; the third
and the fourth use the order in which probabilistic facts appear in the proofs
as a static ordering; the first and third column use variable compression of
AND-clusters. Our experiments confirm that for big ProbLog problems dynamic
reordering performs better than static ordering. Variable compression improves
the ROBDD compilation times and has the expected effect both for dynamic
and static orderings.

The second part of Table 5.3 presents the compression statistics which are
independent of the reordering method: the time to do variable compression,
the number of AND-clusters found, the number of variables before compression
(ovars), the number of variables after compression (cvars), and finally the
variable compression ratio6. We note that the time cost for doing the variable
compression is much less than the time gained during ROBDD compilation.
More importantly, the time for finding the AND-clusters is polynomial (as
shown in the next section), while that for ROBDD compilation is exponential.
Because our constant costs are relatively high, we notice that in small problems
variable compression needs more time than we gain during ROBDD compilation,
but those problems are solved very fast either way. The benefit of variable
compressing is far more significant for larger problem sizes.

In order to confirm the positive results for the compression ratio and the better
performance of the ROBDD compilation, we use the larger set of experiments
of our second benchmark. We study the impact of variable compression in
combination with dynamic reordering as it was confirmed to be the better
option for ProbLog. In this benchmark, all the queries can be computed without
variable compression. The behaviour of queries is diverse, as some spent most of
the time in the ROBDD compilation and others in SLD resolution. Among the
360 queries of [16], 100 queries do not use any probabilistic facts. We divided the
other 260 queries into 3 groups: the first group contains 92 queries that generate
tiny ROBDDs with less than 20 variables; the second group contains 152 queries
that generate small ROBDDs with 20 or more variables, but less than 100;
and finally the third group contains the queries that generated relatively big

6Ratio = (ovars - cvars) / ovars
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ROBDDs with more than 100 variables.

For the ’Tiny’ group we obtain an average compression ratio of 42%. Their
ROBDD compilation times and the variable compression times are too small to
draw any conclusions. For the other two groups, we compute averages for each
group and for both groups together. The results are in Table 5.4. We give the
variable compression ratio, the time gain realised for the ROBDD compilation,
and the variable compression time relative to the SLD resolution time.

Query ROBDD ROBDD Com. Compression
Group Compr. Ratio Time Gain Time Ratio
Small (28± 11)% (40± 36)% (26± 41)%
Big (27± 5)% (47± 23)% (69± 107)%
All (28± 10)% (41± 36)% (32± 53)%

The reported times are in milliseconds. All presented results are
average and with their standard deviation.
Compr. Ratio = (original variables - variables after compression)
/ original variables.
ROBDD Com. Time Gain = (ROBDD time without compression
- ROBDD time with compression) / ROBDD time without
compression.
Compression Time Ratio = (SLD time with book marking
algorithm - SLD time without) / SLD time without.

Table 5.4: AND-cluster experimental results for the second set of benchmarks.

While the results might be specific for the application, they confirm the actual
presence of AND-clusters in real world datasets. In this real dataset we encounter
a compression ratio that ranges from 7% to 61% with an average of 28%. The
compression ratio results are similar to the ones of the first benchmark.

In the ‘Small query’ group 44% of the queries have a small number of variables
and they do not need variable reordering neither before nor after compression:
their time gain is near 0. Most of the other queries in the ‘Small query’ group
need reordering before and no reordering after compression, so they have a huge
time gain up to 87%. On average we end up with a gain of 40%.

For the ‘Big query’ group the average gain is larger, namely 47%, but the
variation is less as all the queries need reordering before and after compression.
Here the gain comes from having less variables that have to be dealt with during
the reordering by the state-of-the-art tool.

Comparing the variable compression time with the SLD resolution time shows
that the former is smaller than the latter, but its cost is relatively higher for
the ’Big’ queries.
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Our experiments7 yield promising results, answering our initial questions by
showing that there is in real life ProbLog applications a role for variable
compression, as it improves significantly the performance of the ROBDD
compilation.

5.6 Complexity Analysis

The Book Marking algorithm for AND-clusters shown in Algorithm 5.1 has a
worst case complexity of O(M ·N2) where M is the number of proofs seen and
N is the number of different probabilistic facts; usually for ProbLog applications
M >> N . For all M proofs, we do a bitwise encoding, and then we modify the
matrix Matrix.

By using an indexed table, the encoding of a proof is done in O(N) time
and requires O(N) space to remember the index for each probabilistic fact
encountered. Each proof needs to modify Matrix which is an NxN bit table.
Activating or deactivating a bit in the table is done in constant time, but in
the worst case all bits needs to be processed resulting in O(N2) operations. So,
the total time complexity is O(M · (N +N2)) = O(M ·N2) and the total space
complexity O(N +N2) = O(N2).

One can take advantage of the symmetry and other properties of the NxN bit
matrix Matrix to avoid some computations. These optimisations reduce the
constant times rather than the complexity. One such optimisation is that we
use arbitrary precision integers to represent each row of Matrix.

The worst case complexity of the Book Marking algorithm for OR-clusters
shown in Algorithm 5.2 is similar O(M · N2 + N2) = O(M · N2). In more
detail, the first part of the algorithm requires N steps to collect, for each
probabilistic fact, the clauses from the M proofs in the DNF formulae in
which the probabilistic fact appears. The maximum size for each clause is N .
Thus, in the worst case scenario, N steps are required to collect MxN sized
proofs. The second part of the algorithm which compares all collected clauses
takes N2 steps. Unfortunately, the total space complexity of this algorithm is
worse than the previous one. Collecting the clauses can require memory up to
O(M ·N2); while the second step requires an NxN matrix resulting to a final
O(M ·N2 +N2) = O(M ·N2) memory complexity.

7For our experiments we used an IntelR CoreT M2 Duo CPU at 3.00GHz with 2GB of
RAM memory running Ubuntu 8.04.2 Linux.
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5.7 Related Work and Conclusions

We exploit regularities, AND-clusters and OR-clusters, observed in ROBDDs to
improve the generation of ROBDDs for DNFs in ProbLog. Variable compression
based on these clusters reduces the number of variables in the DNFs. This
results in smaller ROBDDs, whose generation uses less time and memory, and
as such we can deal with ProbLog queries that used to cause timeouts. Our
method is a preprocessing step that detects clusters of Boolean variables. Taking
into account the probabilistic setting, variable compression is feasible and can
be followed by any other variable ordering heuristic. For other applications, one
might be able to find different meaningful compressions, or one might just use
our clusters as input to existing variable ordering heuristics.

Variable ordering heuristics also exploit structural properties of the problem
modelled by the ROBDD such as connected variables [2,53]. Heuristics designed
for one application area might perform poorly in another context [50]. We are
not aware of variable ordering heuristics being used in a probabilistic context.

Hintsanen [28] argues that structural properties are important for finding the
most reliable subgraph. He calculates the probability of subgraphs connecting
two nodes and searching for the subgraph with the maximum probability. The
paper identifies as a special case the series-parallel subgraphs for which they
can compute the probability polynomially. These series-parallel subgraphs have
similarities with our AND/OR-clusters.

We have presented a polynomial algorithm for detecting the AND-clusters and
we have obtained promising results for an application using a real database.
For ProbLog the best results are obtained by combining AND-cluster variable
compression with the group sifting dynamic variable ordering of CUDD. By
using variable compression we managed to answer more queries. We showed
that AND-cluster based variable compression is beneficial for more complex
ROBDD.

For a future implementation of the Book Marking algorithm, C would be a better
choice than Prolog both for time efficiency as for space. This would reduce the
hidden constant factors of Prolog and would also save Prolog garbage collector
executions. It is worth noting that the first iteration to discover AND-clusters
could be computed in parallel with the SLD resolution.

A further task would be to implement the presented OR-cluster discovery
algorithm and verify experimentally its benefits. In addition to the technical
improvements, a challenging task is to investigate how we can take advantage
of the AND/OR-clusters in other Boolean forms like CNF. Unfortunately,
discovering AND/OR-clusters in nested tries imposes fundamental difficulties
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as both bookmarking algorithms presented here are based on properties of
the DNF Boolean form. For example, collecting the clauses required for the
OR-clusters would be the equivalent of unfolding the nested trie structure to
a DNF. Finally, the goal would be to generalise the method and to be able to
compress repeated structures in the ROBDD such as XOR-like clusters. The
size of the ROBDDs is one of the limits that is currently reached when executing
ProbLog programs. We think that an approach based on variable compression
can push this limit.



Chapter 6

A New Implementation:
MetaProbLog

In this chapter we present technical details of the ProbLog2011 implementation.
The motivation for this implementation is the inability to extend the
ProbLog2010 implementation with support for features such as: meta-
programming, higher-order probabilistic calls, modularity issues, memory
management. Also, it is more elegant in ProbLog2011 to perform general
negation for non-tabled goals and to use the built-in tabling mechanism of a
Prolog system as shown in Section 3.5.2.

In order to achieve these new features we introduce the abstract ProbLog engine
concept. Our solution allows the engine to suspend the resolution of a query qc
with its relevant probabilistic information, to start the resolution of a new query
qn and to compute its desired result, and then use the result of qn when resuming
the inference of qc. Our approach is based on ProbLog engines. A ProbLog
engine has a set of parameters and a state. Every different instantiation of these
parameters implements a different ProbLog inference method. By suspending
the execution of the current ProbLog engine and creating a new one, we are able
to support nested inference. To suspend and resume ProbLog engines we use
a stack. The contributions of this work are: (1) a general solution for nesting
ProbLog queries; (2) the implementation of new primitives; (3) a ProbLog that
abides to the Prolog module system; (4) better memory management.

In Prolog, we typically write a program and then we formulate goals in terms
of the program predicates. The program predicates can call new Prolog goals,
effectively nesting them. A Prolog system uses SLD resolution to compute the

119
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failure or success of the goals and in case of success the answer substitutions.
During SLD resolution goals are nested in a very natural way: in order to prove
a particular goal the conjunction of nested goals must be proven. Results of
goals are always used in the same way: failure causes backtracking and on
success we use the answer substitution. Meta-programming makes it possible
to construct some of the nested goals at run-time, but once the Prolog system
has mapped such a callable term to a goal, execution continues as if the query
was known at compilation time. This feature of Prolog allows the programmer
to easily form programs that include higher-order functionality.

For Problog, in order to compute the probability of a query, the inference
methods need to do some bookkeeping about the probabilistic facts used for
proving the query. This bookkeeping interferes with meta-programming and
as a consequence does not directly allow higher-order functionality. Current
probabilistic logic programming languages such as PHA [61], PRISM [73,74],
PITA [68,69], do not support nested inference1. We are presenting an approach
for nested inference. Nested inference in a probabilistic logic programming is
required for implementing higher-order probabilistic calls. Nested inference
in ProbLog interferes with the necessary bookkeeping performed. Moreover,
ProbLog queries can return different kinds of results. For a ground query,
ProbLog can compute its success probability. For a non-ground query, ProbLog
can compute the different answers for the query together with their respective
probabilities.

In the new approach, instead of computing the probability, ProbLog can also
return detailed information about the annotated facts used during the proofs of
the query, for example the corresponding DNF. Therefore, we present a more
general ProbLog predicate that has the form problog_inference(Inference,
Query, ResultType, Result). The variable Inference is used to specify the
used inference method; Query the user’s query to be proven; ResultType the
type of return result we are interested in, for example the probability, or the
corresponding DNF(nested tries); and finally Result is the returned result.

In most Prolog systems programming in the large is achieved through the use
of modules. The ProbLog2010 implementation was not taking into account
modularity. One was unable to write a program that would be encapsulated
by a module: when ProbLog2010 would load it would make assumptions that
all ProbLog programs where situated in the user namespace. Furthermore, it
would assert information about probabilistic facts, and internal structures in
the user namespace. The behaviour of ProbLog2010 implementation would
prevent other Prolog based extensions to cooperate harmonically. ProbLog2011

1We use the term “nested inference” when we refer to a higher-order call that contains
probabilistic information.
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implementation fully conforms to the module system of Yap Prolog, allowing
users to make ProbLog programs that lie in different namespaces than the user
namespace. The ProbLog2011 implementation is fully encapsulated, allowing
the user to safely import it as a separate library without interfering with other
Prolog extensions.

Prolog systems base their memory management on the use of an automated
garbage collector. ProbLog2010 creates several structures where the automated
garbage collector of Prolog is not aware of. That results in used data that
remain after the termination of a query. In order to tackle these memory leaks,
ProbLog2011 completely alters the way it manages memory compared with
ProbLog2010. The new approach keeps track of used data structures over each
query and is able to fully remove unnecessary data structures on the termination
of queries.

The main focus of this chapter, is to introduce the ProbLog engine abstraction
used to achieve nested inference and explain how technically it can be used to
implement several different inference methods. We also explain in detail the
new memory management. Then we explain the new higher-order primitives
that we have implemented and illustrate their functionality with some examples.
We finally describe the modularity improvements we made.

Section 6.1 presents the limitation of the existing system and motivates the
need for probabilistic meta-calls. We briefly present the running example in
Section 6.2. Then we propose a way to overcome these limitations by the usage
of ProbLog engines in Section 6.3. Then follows some new primitives and some
examples of their usage in Section 6.4. Section 6.5 presents the ProbLog2011
implementation modularity improvements. A few experiments are presented in
Section 6.6 and finally, Section 6.7 concludes.

This chapter is been based on [45].

6.1 Why Probabilistic Meta-calls

Many real life applications use probabilistic inference to make decisions about
a task. For a probabilistic logic system, to fully support decision making, the
nesting of its inference methods is required. Consider for example the problem
of inferring the semantic similarity between two words. While there are many
approaches to tackle this problem, there is no best one. A reasonable approach
is to infer the word similarity in different independent ways and then use a
combination model. One could represent the synonym relation between words
as a probabilistic graph and write a ProbLog program to infer the probability
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of two words having the same meaning. This technique does not perform well if
spelling errors appear in the words. One could write another ProbLog program
to find the probability of a spelling error. There are several ways to use these
results in a probabilistic model. The final model that uses probabilistic inference
during probabilistic inference, can be looked at as a higher order model.

The existing ProbLog implementation does not support nested inference.
Moreover, once we start using nested inference we also want to determine at run-
time the actual ProbLog query. We call the proposed extensions probabilistic
meta-calls.

In Prolog, goals are nested all the time as the basic step of SLD resolution
proves a goal by proving the goals in the body of a unifying clause. Moreover,
goals can be constructed as Prolog terms at run-time and then Prolog’s support
for meta-calls transforms the terms into executable goals.

As we have presented, the ProbLog2010 system can compute a probabilistic query
of the form problog_inference(Inference, Query, Result) for a given
Query, with a chosen Inference method and returns the success probability at
Result. Note that during this inference no nested calls to problog_inference/3
are allowed as they interfere with the bookkeeping of the use of probabilistic
facts.

In this chapter we generalise the problog_inference/3 predicate, to allow
nested inference and to support meta-call features. In addition of determining
at run-time the inference method and the query, we also want to specify
what kind of result we want: the success probability of the query, or
a specific representation of the bookkeeping information on which the
probability computation is based. The generalised ProbLog query will call
problog_inference( Inference, Query, ResultType, Result) and these
calls can be nested. We introduce the notion of a ProbLog engine that allow us
to implement the general problog_inference/4 meta-predicate.

6.2 Example

To illustrate the features of this chapter we use the example ProbLog program
in Figure 6.1. The program encodes a probabilistic graph which is a typical
example in ProbLog. In this type of programs the usual queries are for the
probability that a path exists between two nodes in the graph; or a query that
contains an unbound variable for a node asks what the probability that a path
exists which starts or ends at the node that was given as an input; finally, one
can ask what is the probability that a path exists in the graph by leaving both
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Probabilistic Facts:

0 . 3 : : edge (1 , 2 ) .
0 . 7 : : edge (1 , 3 ) .
0 . 4 : : edge (2 , 3 ) .
0 . 8 : : edge (3 , 4 ) .
0 . 6 : : edge (3 , 5 ) .
0 . 2 : : edge (4 , 5 ) .

Background Knowledge:

path (X, Y):−
edge (X, Y) .

path (X, Y):−
edge (X, Z) ,
Y \== Z ,
path (Z , Y) .

1

2
0.3

30.7

0.4
4

0.8

50.6

0.2

Figure 6.1: An example of a probabilistic graph and the corresponding ProbLog
program.

arguments unbound. In the ProbLog2010 implementation it is not possible
to query about the answers of a query, thus with which binding the query
succeeded.

6.3 Technical Details

Before describing the ProbLog engine, we want to point out that for the exact
inference of Section 2.3, ProbLog collects the probabilistic facts used in a success
branch of the SLD tree of the query in a list (a so-called explanation or proof),
and also collects all explanations as a DNF, which is typically represented
by a trie. This trie is then transformed into a ROBDD in order to compute
the correct success probability. On the other hand, program sampling as in
Section 2.4.1 samples a possible world which is kept in a list2 and counts the
successful derivations.

Some shortcoming of the previous system are: the lack of intermix different
inference methods; each inference method needs its own SLD-resolution kernel;
the difficulty to use alternative data structures and to extend or modify current
functionality. We identified the need for an abstract framework that provides
a common SLD-resolution kernel, that can be instantiated to realise different
inference methods and/or different design options.

2Or an equivalent data structure like an array.
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6.3.1 ProbLog Engine

The ProbLog engine is an abstraction that allows dynamic modifications of
Prolog’s resolution to uniformly implement the different bookkeeping methods
needed by the different inference methods. By parametrisation of the ProbLog
engine, one parametrises the resolution.

The basic functionality of the parametrised ProbLog engine is the resolution of
the query together with the bookkeeping about the probabilistic facts that are
used during this execution. By setting the parameters of the ProbLog engine,
different instances are created that correspond to different inference methods
and to different result types.

The difference with the ProbLog2010 implementation is the parametrised design,
but also the organisation of the data-structures of the ProbLog engine. Each
instance of the ProbLog engine has its own unique identifier, which is used
when working with instance specific data. This instance-based organisation is
necessary for the nested inference.

In the rest of this section we explain the relevant parameters of the ProbLog
engine and how the nesting is supported.

6.3.2 Parameters of the ProbLog Engine

In order to define an instance of a ProbLog engine that implements an inference
method, we specify two “continuation” predicates that deal with the construction
of the explanations and the construction of the DNF. We also decide about
the kind of data structures that are used to represent the explanations and the
DNF. The instance of the ProbLog engine uses two “registers” to refer to the
two data structures.

More specifically, we use two “continuation” predicates that are used during the
SLD resolution to implement the adequate bookkeeping for the probabilistic
facts, which are called annotated facts in this context: a fact annotated with a
probability is a probabilistic fact3. Both predicates are used to perform inference
specific tasks and are different from inference method to inference method.

The first dynamic “continuation” predicate is continuation_af/2 (af stands
for annotated fact) which is called every time the proven goal is an annotated
fact. The first argument is the unique identifier of the annotated fact and

3We use annotated facts instead of probabilistic facts, for the low level implementation,
in order to support different type of annotations such as the ones used in Decision Theory
ProbLog [86] and Algebraic ProbLog [38] extensions.
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the second argument the annotation of the fact, typically its probability. The
second dynamic “continuation” predicate is continuation_explanation/0
and is called every time the SLD resolution reaches a successful derivation.
In addition to the two predicates, each instance of a ProbLog engine has two
“registers”. These registers contain a reference to the instance specific data
structures in which the information about the usage of annotated facts is
collected. The first register (actually the referred data structure) is used by
continuation_af/2 and the second by continuation_explanation/0. These
registers are part of the state of the ProbLog engine that has to be saved and
reset for nested inference.

6.3.3 Inference Method: Exact

In Figure 6.2(a) we present the parametrisations that implements the exact
inference method. The continuation_af/2 predicate is responsible for
collecting the identifiers of the used annotated facts in a list, i.e., the ID of
the used annotated fact is added to the current explanation (referred to by the
first register). The continuation_explanation/0 predicate is responsible for
collecting the explanations in a trie: it adds the current completed explanation
to the trie (referred to by the second register). The first register refers to the
current (partial) explanation, and the second to the trie under construction.

6.3.4 Inference Method: Program Sampling

In Figure 6.2(b) we present the parametrisations that implement the program
sampling inference method which we briefly explained in Section 2.4.1.
For program sampling, the continuation_af/2 predicate is responsible for
checking whether the annotated fact or its negation is in the current sampled
possible world, and if not to sample it and add it or it’s negation. The
continuation_explanation/0 predicate does not need to do anything. In
this example we represent a partial possible world by a list but it could be
represented by an array or another data structure. The first register refers to
the current partial possible world. The equivalent bookkeeping for the second
register would be the complete possible world, but because it is not required to
sample the complete possible world we only need and keep a unique identifier
which refers to the sample.
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Continuation_af = (continuation_af(ID, _Probability):-
add_to_explanation(ID)),

Continuation_explanation = (continuation_explanation:-
add_to_trie(completed)),

problog_engine_init(exact,
continuations(Continuation_af,

Continuation_explanation),
state(list, trie)).

(a) ProbLog engine parametrisation for exact.

Continuation_af = [(continuation_af(ID, _Probability):-
in_possible_world(ID, Result),
!, call(Result)),

(continuation_af(ID, Probability):-
sample(Probability, Result),
add_possible_world(ID, Result),
call(Result))

],
Continuation_explanation = (continuation_explanation),
problog_engine_init(program_sampling,

continuations(Continuation_af,
Continuation_explanation),

state(list, identity)).

(b) ProbLog engine parametrisation for program sampling.

Figure 6.2: Modifying the SLD resolution for exact, program sampling inference
methods.

6.3.5 ProbLog Memory

Together with the ProbLog engine strategy we also redesigned the way
ProbLog handles memory. There where several drawbacks in the ProbLog2010
implementation. Most characteristic was that plenty of execution related data
would not be properly destroyed after the faulty termination of a query. Similarly,
even a correct termination of a query could not ensure that all related data had
been removed from memory. In order to address these issues the ProbLog2011
implementation creates a memory space for each ProbLog engine. Together
at the destruction of the ProbLog engine the ProbLog garbage collector is
responsible to remove all used data from memory.

To structure ProbLog’s memory more efficiently we distinguished the memory
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into two different types, static memory and dynamic memory. ProbLog’s static
memory contains data that are usually constructed by the compilation of a
ProbLog program and are not affected by the execution of a query. For example,
the annotations of facts are all stored in ProbLog’s static memory. The focus
of this memory is to provide fast access to the data. The second and more
interesting part is ProbLog’s dynamic memory.

All data that are stored to the dynamic memory are marked to belong to a
specific ProbLog engine. This is easily achieved by adding to the stored data
the ProbLog engine identifier. Obviously, data for the dynamic memory can
only be produced when a ProbLog engine is active. Furthermore, any memory
access of data must belong to the same ProbLog engine that stored it. In this
way, data of a ProbLog engine are protected from another ProbLog engine. This
is a crucial feature for meta calls and for properly using the built-in tabling
mechanism.

The most obvious benefit of this approach is, that it is easy to reclaim used
memory from a ProbLog engine after it is destroyed. In that way we can ensure,
both for the proper or faulty termination of a query, that no traces of the
execution are left in memory. We need to mention that the built-in tabling
mechanism does not permit to partially abolish tabled results. To overcome
this limitation and to ensure that all tables are cleared, the ProbLog system
schedules the abolishment of tabled results after the termination of all nested
engines. After the termination of a query, a ProbLog finalization step is called
which fully “cleans” the memory. This finalization step optionally triggers the
host Prolog garbage collector in order to ensure that non referred Prolog terms
are removed too.

Prolog uses an automated memory management through the use of a garbage
collector. The implementation of ProbLog uses several structures that Prolog’s
garbage collector cannot automatically remove. For example, it asserts facts,
creates tries, arrays or generates records. Furthermore, the unpredictable
nature of a garbage collector generates latency and can cause several problems.
ProbLog’s finalization step, instead of being triggered periodically, is activated
at the termination of each engine. By also triggering Prolog’s garbage collector,
we reduce the influence of terminating a query on the performance of the next
query.

The presented strategy showed significant improvement especially in the ability
of the system to call several queries. Optionally, the garbage collector can
be configured to keep information which future queries can reuse in order to
save execution time. This implemented but experimental feature potentially
improves the execution of a query by reusing previous results, similarly to
tabling, instead of recalculating the query. Also the feature allows the reuse of
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tabled calls from compatible engines extending the tabling benefits over meta
calls. Programs that call several times similar queries or sub-parts of a query,
(e.g., for learning) can have huge benefits from an approach like this.

6.3.6 Nesting ProbLog Engines

The nesting of ProbLog engines, requires a suspension/resumption mechanism
for which we use a stack. The active ProbLog engine is called the current
engine.

When a new engine is initialised, it first pushes the current engine on the top of
the stack and then becomes the active engine. When an engine has finished all
its computations, it ends by popping the stack of engines.

When pushing an engine on the stack, we save the engine parameters:
continuation_af/2, continuation_explanation/0, the two registers, and
the unique identifier of the engine. This information is sufficient to implement
the nesting of engines using a stack discipline. Note that the information kept
in the stack is related to the probabilistic bookkeeping.

6.3.7 Calling the ProbLog Engine

Probabilistic inference in ProbLog is invoked through problog_inference/3.
Given the inference method and the query one retrieves the probability that the
query succeeds. When the given query is non-ground, problog_inference/3
computes as success probability the success probability of all the instances of
the query without binding the variables. Later at Section 6.4.3 we present a new
inference method that returns the answers through backtracking by binding the
non-ground variables.

An instance of ProbLog engine is used to execute the problog_inference/2,
problog_inference/3, and problog_inference/4 predicates. The four
arguments of the predicate problog_inference/4 are Inference, Goal,
ResultType, Result. The argument Inference is used to define which
ProbLog inference method is used and its possible values are pure, exact,
program_sampling, and current, where pure denotes that the engine behaves
as pure Prolog and current instructs the engine to use the same inference
method as was being used. The argument Goal denotes the goal that needs
to be proved by the call. ResultType denotes that we are interested in the
success probability of the goal or in the explicit representation of the collected
information and its possible values are probability and info. Finally, the
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argument Result is the returned probability or the detailed information that
the engine returns.

The following predicates problog_inference/3 and problog_inference/2 are
used as syntactic sugar.

problog_inference(Inference, Goal, Probability):-
problog_inference(Inference, Goal, probability, Probability).

problog_inference(Goal, Probability):-
problog_inference(current, Goal, probability, Probability).

6.4 Nested Inference

With our ProbLog engine based approach we can realise several interesting
extensions as is described in the following subsections. Nested inference allows
us to compute the success probability of a new child query that was possibly
defined at run-time, and use the success probability during the execution of
the parent ProbLog query. The nested inference allows us to interleave any
combination of different inference methods or inference tasks. Furthermore,
returning the explicit information instead of the success probability can be used
to formulate the counterpart of the \+/1 predicate of Prolog. Finally, we use
our approach to support non-ground queries.

6.4.1 Nested Inference Returning Success Probability

Our approach allows us to perform nested inference. The nested inference
computes the correct results as every call to problog_inference suspends the
previous ProbLog engine, starts a new independent ProbLog engine and uses
the result when the previous one is resumed. In the example of Figure 6.3,
ProbLog inference is used to decide which route will be taken.

6.4.2 Nested Inference Returning Information & ProbLog
Negation

The implementation of negation as failure in Prolog uses a meta-call as shown in
Figure 6.4(a). ProbLog negation [36] is a more complex task due to bookkeeping
issues. In the ProbLog2010 implementation, probabilistic facts could be easily
negated as their integration is very simple and, as presented in Section 4.9.2,
also tabled goals can be negated, but no other goals. Our approach allows to
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?- Input =..., problog_inference(exact, model(Input), Psucc).

model(Input):-
some_computation(Input, From),
decide_route(From).

decide_route(From):-
problog_inference(path(1, From), P),
(P < 0.3 ->

path(From, 5)
; P < 0.6 ->

path(From, 4)
;

path(From, 3)
).

Figure 6.3: An example of inference within inference using the ProbLog program
of Figure 6.1.

negate all probabilistic goals, namely goals that use in their proofs probabilistic
facts.

Different inference methods require different implementations of negation. We
illustrate the difference using the exact and program sampling inference methods.

For exact inference, proving the negation of a probabilistic fact means to add
to the explanation the complementary probabilistic fact4. As probabilistic facts
are represented by Boolean variables, we simply mark them negated. This
negation clearly does not alter the representation of the DNF formula.

The success probability of a probabilistic goal Goal is computed from
a representation of its corresponding DNF. In order for the negation of
a probabilistic goal problog_not(goal) to succeed, the negation of the
corresponding DNF should hold or the corresponding CNF should hold.

Now consider the contribution of the subgoals to the final DNF: their
corresponding annotated facts are scattered over the different explanations in
the DNF. If we allow problog_not in ProbLog, we need to do something special
to incorporate the CNFs in a correct way. Moreover the calls to problog_not
can be nested. Our solution uses the suspend/resume mechanism to compute
the DNF for the negated probabilistic goal. We use nested tries to represent the

4Probabilistic facts are represented as random variables, negating them results to the
complementary random variable with probability 1− P .
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’\+’(Goal):-
call(Goal), !, fail.

’\+’(_).

(a) Negation as Failure in Prolog.

problog_not(exact, Goal):-
problog_inference(current,Goal,info,DNF),
continuation_af(not(DNF), _).

problog_not(program_sampling, Goal):-
\+ Goal.

(b) ProbLog Negation for exact and program sampling inference methods.

Figure 6.4: Negation

DNF: by collecting the explanations of the subgoals separately we store them in
nested tries (as used for tabling, see [42,43] and Chapter 3) and in these nested
tries we can indicate which parts need to be negated.

In the case of program sampling, things are very different. Instead of proof
collection, we count in how many samples the query succeeds. In the process of
constructing a possible world, we sample each probabilistic fact that we need to
prove. At each sample, a probabilistic fact either succeeds or fails. Negating a
probabilistic fact means inverting success with failure and failure with success.
Similarly, a probabilistic goal succeeds or fails depending on the possible world
sampled, and its negation again means the inversion on success and failure.
For that reasons one can use the negation as failure as defined in Prolog for
ProbLog programs when doing program sampling.

ProbLog negation has many uses in modelling. First of all it can be used to
calculate the probability of a query not succeeding. Further on, it has been
used to model annotated disjunctions which are needed for many probabilistic
models such as a hidden Markov models, Bayesian networks and other. Some
example uses are shown in Figure 6.5.

6.4.3 Nested Inference Returning Answers & ProbLog An-
swers

Finding all the answers of a non-ground query in Prolog is done through
backtracking. In ProbLog, we also need to calculate the success probability of
the query having a particular answer.
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% This example encodes a coin toss.
0.50::heads(_Number).
toss(Number, heads) :- heads(Number).
toss(Number, tails) :- problog_not(heads(Number)).

% This example encodes the following Sprinkler/Rain
% Bayesian network from wikipedia.

SPRINKLER
RAIN T F

F 0 . 4 0 . 6
T 0 . 0 1 0 . 9 9

SPRINKLER

GRASS WET

RAIN

GRASS WET
SPRINKLER RAIN T F

F F 0 . 0 1 . 0
F T 0 . 8 0 . 2
T F 0 . 9 0 . 1
T T 0 . 9 9 0 . 0 1

RAIN
T F

0 . 2 0 . 8

0.20::rain.
0.01::sprinkler_on(rain).
0.40::sprinkler_on(no_rain).
0.80::grass_wet(rain).
0.90::grass_wet(sprinkler).
0.99::grass_wet(both).
sprinkler :- rain, sprinkler_on(rain).
sprinkler :- problog_not(rain), sprinkler_on(no_rain).
grass_wet :- problog_not(sprinkler), rain, grass_wet(rain).
grass_wet :- sprinkler, problog_not(rain),grass_wet(sprinkler).
grass_wet :- sprinkler, rain, grass_wet(both).

Figure 6.5: Example uses of ProbLog negation
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problog_answers(Inference, Goal, P):-
init_inference(pure_prolog_engine),
call(Goal),
problog_inference(Inference, Goal, P),
(suspend_engine; (resume_engine, fail)).

Figure 6.6: Simplified ProbLog Answers

We implemented this task by using Prolog to find the answers of the query.
Once we have an answer, we have a grounding of the query and we can do
probabilistic inference for this ground query. A simplification of the actual code
implementing ProbLog answers is shown in Figure 6.6. With this extension we
can return answers to non-ground queries tupled with their success probability.
We call this extension ProbLog answers.

The call(Goal) goal is using Prolog’s backtracking mechanism to enumerate
all possible answers by fully ignoring any probabilistic information related with
the query. When an answer is found, problog_inference(Inference,Goal,P)
uses the appropriate inference method to calculate the probability of the answer.

This simplified code calls problog_inference/3 also when a particular answer
occurs again. This inefficiency is solved easily by memoizing the calculated
answers.

We need to add some functionality to the stack discipline. After dealing with
one answer, we need to re-activate the parent engine5 for continuing the previous
goal, but when execution backtracks back to call(Goal) we need to again
activate the pure Prolog engine that returns us the answers. To solve this we
implemented a special suspension mechanism which swaps the order of engines
in the stack.

Finally, the last difficulty is that the different engines need separate garbage
collectors which must be triggered when an engine is not needed anymore,
thus we need a mechanism to tell us when the call(Goal) is completed or the
user commits to an answer6. This problem is solved with the help of YAP’s
setup_call_cleanup/3 built-in predicate.

ProbLog answers has many uses. Non-ground queries are needed to find which
nodes are connected in probabilistic graphs and with which probability. One can
use it in combination with other higher-order calls such as Prolog’s findall/3,
forall/2, etc. answering even more complex queries such as which node is more

5The outer engine that called ProbLog answers.
6When for example the choice points are cut.
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connected_node(From, To, P):-
problog_answers(path(From, To), P).

find_most_probable_node(From, MaxNodeTo, MaxP):-
findall(To-P, problog_answers(path(From, To), P), Tuples),
findmax(Tuples, MaxNodeTo, MaxP).

Figure 6.7: Example uses of ProbLog answers

probable to be connected with a node in a probabilistic graph. See example in
Figure 6.7.

6.5 Modularity

It is easy to argue that a module system is an essential feature of a programming
language. It facilitates the easy safe reuse of existing code and the development
of general purpose libraries. Yap Prolog has a module system [71] based on the
Quintus Prolog module system [29] and as ProbLog has been developed as an
extension of Yap Prolog it should at least abide by its module system.

The ProbLog2010 implementation violates the rules of the module system,
resulting in programmers being unable to write modular ProbLog programs.
Furthermore, the ProbLog2010 implementation compiles code without taking
into account other modules or other possible Prolog extensions that might be
working in together, creating several conflicts. The ProbLog2011 implementation
takes in account these issues and addresses the underlying problems of the
existing implementation.

In addition of achieving full modularity for the new ProbLog we also
suggest and implement the extension of the module system with four new
predicates that are useful in the probabilistic domain and especially for
machine learning applications. The new predicates namely: problog_import/2,
problog_forget/2, problog_import_only/2, problog_forget_all/1. They
are inspired by the example set system of hipP Prolog [31] which was extensively
used in the TILDE/ACE data mining system [6,7].

The idea behind hipP’s example set system was to be able to load/unload
different example sets (Prolog facts) to make more clear and modular
experiments for data mining. Unfortunately, in Yap Prolog it is not possible
to abolish compiled facts. But with the predicates problog_forget/2 and
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problog_forget_all/1 we restrict the access of compiled probabilistic facts
from a module.

Figure 6.8 presents a modular ProbLog program. At Figure 6.8(a) the ProbLog
background theory is shown; at Figure 6.8(b), Figure 6.8(c) two different example
sets are presented and finally, Figure 6.8(d) illustrates how the modules are
used to execute two different experiments which each use a different dataset.

The predicate problog_import/2 is responsible for importing one or more
predicates from a module giving access to the module which it was called from.
Predicate problog_import_only/2, ensures that the specified predicates will
be loaded only from the specified module. The predicate problog_forget/2
removes one or more imported predicate from a specific module denying access to
the calling module and similarly problog_forget_all/1 removes the specified
imported predicates regardless the module that they where imported from. It
is important to note that the module system of Prolog has precedence over the
four ProbLog predicates. For that reason one must not import any predicates
while loading a module otherwise the imports override the functionality of the
four presented predicates.

6.6 Experiments

Our experiments aim to measure the meta-call overheads. For the experiments
we used a prototype7 implementation of ProbLog that is implemented using the
ProbLog engine approach. All the experiments are performed on an Intel Core 2
Duo CPU at 3.00GHz with 2GB of RAM memory running Ubuntu 8.04.2 Linux
under a usual load using Yap 6.2.0 [71].

To measure the overhead we used a typical ProbLog application namely an
Alzheimer graph from [37] with a path/2 predicate that defines paths between
nodes; we consider the pair of nodes ’HGNC_582’, ’HGNC_983’ which is a
query that has both many failing and succeeding derivations. We executed
three different benchmarks, all of them nested with meta-calls exactly 10
times. The first benchmark is performing all the nesting first and then
the goal is proved. The query for the first benchmark is of the form:
exact((exact((exact((...)), G1)), G1)), where exact/2 is the abbreviation for
problog_inference(exact,Goal,_P). This benchmark measures the overhead
of the created engines. For these experiments we used a different sample taken
from the same graph as the ones used in the experiments for Chapters 3 and 4.

7The prototype implementation is available at: https://lirias.kuleuven.be/bitstream/
123456789/316482/3/metaproblog.tar.gz

https://lirias.kuleuven.be/bitstream/123456789/316482/3/metaproblog.tar.gz
https://lirias.kuleuven.be/bitstream/123456789/316482/3/metaproblog.tar.gz
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:- module(path, [path/2]).
path(X, Y):-

edge(X, Y).
path(X, Y):-

edge(X, Z),
Y \== Z,
path(Z, Y).

(a) ProbLog background knowledge.

:- module(small_graph, [edge/2]).
0.3::edge(1, 2).
0.7::edge(1, 3).
0.4::edge(2, 3).

(b) The probabilistic facts of the small graph shown in Figure 2.1.

:- module(directed_graph, [edge/2]).
0.3::edge(1, 2).
0.7::edge(1, 3).
0.4::edge(2, 3).
0.8::edge(3, 4).
0.6::edge(3, 5).
0.2::edge(4, 5).

(c) The probabilistic facts of the example graph shown in Figure 6.1.

:- use_module(problog).
:- use_module(path, [path/2]).
:- use_module(small_graph, []).
:- use_module(directed_graph, []).

experiment1:-
problog_forget(directed_graph, [edge/2]),
problog_import(small_graph, [edge/2]),
problog_exact(path(1,3), P).

experiment2:-
problog_forget(small_graph, [edge/2]),
problog_import(directed_graph, [edge/2]),
problog_exact(path(1,5), P).

(d) The definition of two different experiments using modules.

Figure 6.8: A ProbLog program using the module system to separate the
background, two different data sets and the experiments.



CONCLUSIONS 137

The second benchmark has the goal before the nesting. In this way, an engine
consumes resources before starting a nested engine. To avoid executing the
nested call after each successfull derivation of the goal, path(’HGNC_582’,
’HGNC_983’), we transform the goal into ((path(’HGNC_582’,’HGNC_983’),
fail);true)8. The query for this benchmark is of the form: exact((G2,
exact((G2, exact((...)))))). This benchmark measures the the impact of
previously proven goals to newer engines.

Our final benchmark is the combination of the two above. The query is of the
form: exact((G2, exact((G2, exact((...)), G1)), G1)).

Executing the presented queries with no nested meta-calls we achieve the
following execution times: 19069, 12080, 31191 milliseconds respectively for the
first, second and third query.

The results of our benchmarks are presented in Table 6.1. The left hand side
of the table presents the average times of 10 executions for each call at each
nesting. The right hand side presents the average time any nested goal took
at each execution. First thing we notice is all our averages are very close and
that the standard deviation is low. From this observation we can safely claim
that the depth of nesting does not impose any significant loss of time. On the
other hand we do notice a very small overhead around 1% going from no nested
calls to any nested call. The path query we use is a representative ProbLog
path query. Furthermore, from the nesting desing we know that the overhead
for nesting ProbLog queries does not vary among different queries. So we can
safely state that a similar overhead should appear regardless the query.

6.7 Conclusions

In this chapter we briefly presented the ProbLog2011 implementation based on
the ProbLog engines strategy. This implementation is able to perform nested
inference. Furthermore, it achieves modularity and properly performs the
needed memory management. The underlying idea is to abstract the required
information for the probabilistic bookkeeping in a parametrised ProbLog engine.
By storing the engines in a stack, we achieve probabilistic meta-calls. We
introduced the general probabilistic query problog_inference/4, which allows
us to perform nested inference and, further more, we presented how to implement
problog_not/1 and problog_answers/3 with meta-calls. We also briefly
illustrated the functionality of meta-calls in probabilistic modelling. Also
we presented a more structural way to handle memory, which ensures no

8This will also reduce somewhat the work load but still retain it suitable for our experiment.
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Query: exact((exact((exact((...)),G1)),G1))
Depth Avg Time Standard Run Avg. Time Standard

(msec) Deviation (msec) Deviation
1 19347.7 191.72 1 19447.2 125.89
2 19281.3 120.29 2 19382.4 312.21
3 19380.7 202.51 3 19287.2 216.96
4 19279.2 114.64 4 19253.2 85.79
5 19318.3 215.61 5 19231.9 144.35
6 19240.1 155.73 6 19226.2 190.78
7 19435.6 175.61 7 19561.5 103.54
8 19268.2 99.21 8 19320.0 140.81
9 19338.0 112.58 9 19285.8 89.11

10 19361.3 340.75 10 19255.0 91.08
Query: exact((G2,exact((G2,exact((...))))))
Depth Avg Time Standard Run Avg. Time Standard

(msec) Deviation (msec) Deviation
1 12202.5 124.22 1 12252.6 154.03
2 12301.2 145.41 2 12269.5 73.19
3 12269.2 130.31 3 12275.9 141.36
4 12294.7 134.93 4 12240.8 108.59
5 12256.9 163.27 5 12218.3 188.52
6 12189.6 152.83 6 12272.3 176.31
7 12169.9 140.61 7 12259.7 196.27
8 12148.4 134.18 8 12234.1 141.92
9 12312.4 119.22 9 12257.6 165.59

10 12346.9 95.93 10 12210.9 76.06
Query: exact((G2,exact((G2,exact((...)),G1)),G1))
Depth Avg Time Standard Run Avg. Time Standard

(msec) Deviation (msec) Deviation
1 31509.1 250.17 1 31494.3 300.57
2 31749.2 362.68 2 31444.8 205.96
3 31667.5 242.61 3 31529.5 138.27
4 31416.1 121.02 4 31406.4 218.04
5 31379.6 145.27 5 31453.1 363.23
6 31331.7 270.83 6 31680.6 433.29
7 31930.7 301.64 7 31562.7 121.24
8 31466.0 322.14 8 31686.2 330.58
9 31588.4 121.49 9 31482.0 203.66

10 31331.8 108.03 10 31630.5 397.61

Table 6.1: Experimental results.
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garbage remains after the termination of a query. Finally, the ProbLog2011
implementation is module aware and abides to the rules of Yap Prolog’s module
system. As a result of that the ProbLog2011 implementation is easier to be
used as a library and possible to be used for programming in the large. To
verify our approach for nested inference, we performed some experiments and
measured an overhead of approximately 1% for our strategy. This overhead is
independent from the type of query.





Chapter 7

Applications

In this chapter we present two applications that use some of the features we
presented. Both applications would have been very difficult to address without
the added features. The difficulties lie both in computational and expressive
power.

The two applications presented were motivating examples for ProbLog both in
order to expand the system and in order to stress test its applicability in real
life. The first application as we will present is a very difficult computationally
task. In order to solve the problem a first attempt was made using external
from ProbLog tools [88]. In order to tackle the newly discovered difficulties we
extended ProbLog’s tabling to fully handle cycles and abide to the well found
semantics. Further, we implemented some syntactic sugar to define different
atoms which are the negation of each other. For example: male and female.

The second application was a stress test for ProbLog both in expressive power
and in scalability. We analysed a network protocol using ProbLog to model
its behavior. The challenges lied both in the modelling of the protocol as in
making a scalable analysis application. Using several of ProbLog’s features such
as tabling, general negation and dynamic probabilistic facts, we implemented
a scalable analysis application that provides interesting extra information in
addition of that from the state-of-the-art simulation techniques provided until
now.

141
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7.1 First Order ProbLog

The first application of the features that we presented previously, was to extend
the expressibility of ProbLog to full first order logic. This section presents
joint work with Maurice Bruynooghe, Angelika Kimmig, Bernd Gutmann,
Joost Vennekens, Gerda Janssens and Luc De Raedt published in [8,88]. The
main contributions of the author are the implementation of the necessary
ProbLog extensions to handle first order logic such as handling cycles with
negation, providing syntax for marking atoms as the negation of each other,
automatically calculating the needed normalization factor. As well as performing
the experimental part. The paper [8] is directly presented here.

7.1.1 Introduction

A problem for languages that combine probability theory with expressive
logical formulas is that probabilistic and logical knowledge might interact
in complex ways, leading to a semantics that is too complicated to understand,
and inference/learning that is too slow to be of practical use. Initial research into
Probabilistic Logic Learning therefore mainly focused on adding probabilities
to restricted logical languages, such as definite clause logic [33, 73]. Since then,
the trend has been to extend the expressibility of the logical language, e.g., to
normal clauses [63]. In the past few years there has been a lot of attention to
Markov Logic [67], a probabilistic logic used in statistical relational learning [21].
Markov Logic consists of a set of weighted logical formulas each of which can be
regarded as a soft constraint. If such a soft constraint is violated by a possible
world, the probability of the world does not become zero, as in first order logic,
but gracefully decreases. The higher the weight, the harder the constraint
becomes, with infinite weights corresponding to the usual logical interpretation.
While Markov Logic has been very successful as a framework for statistical
relational learning and has been applied in several challenging applications,
such as natural language processing and entity resolution, Markov Logic models
are hard to interpret and not really suitable as a knowledge representation tool.
The reason is that the weights cannot directly be interpreted as probabilities
and also that the probability of a formula depends non-linearly on all weights
in the theory.

This section contributes a new formalism, called First Order ProbLog, using the
Markov Logic idea of soft constraints, but in which each first order formula is
annotated with the probability that a grounding of the formula – independently
of anything else – holds. This gives a logic very similar to that of Nilson [52].
The questions arise whether inference is feasible and how one can cope with
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inconsistency. These questions are explored in this section. Using ideas of
Stickel [81], we translate a theory in our logic into a ProbLog program [35] that
also includes clauses for inferring inconsistency (with head false). We show how
to use the ProbLog machinery to assign a minimal and a maximal probability
to the truth of the query while taking consistency requirements into account.

7.1.2 First Order ProbLog and its Semantics

A ProbLog program [35] consists of a set of facts annotated with probabilities –
called probabilistic facts – together with standard definite clauses that can have
positive and negative probabilistic facts in their body. The semantics is defined
through belief sets which correspond to least Herbrand models of the clauses
together with subsets of the probabilistic facts. If fact fi is annotated with pi,
fi is included in a belief set with probability pi and left out with probability
1 − pi. The different facts are assumed to be probabilistically independent,
however, negative probabilistic facts in clause bodies allow the user to enforce a
choice between two clauses.

In this section we define FOProbLog, a language similar to ProbLog, but using
full first order logic formulas instead of definite clauses. A FOProbLog statement
is of the form ∀x.Ψ1 : α1 ∨ . . . ∨Ψn : αn where the αi are non-zero probabilities
with sum 1 and the Ψi are first order formulas with free variables included
in x. If Ψi is true, it can be omitted (in which case the sum of the probabilities
becomes smaller than 1); if α1 = 1, it can be omitted as well. These formulas
express independent beliefs about the world. Each belief is disjunctive: we
believe that for each grounding of x exactly one of a number of possibilities
holds, but we don’t know which one, so we attach a probability to each of the
disjuncts. We can now have a number of different "complete belief sets", which
are formed by believing precisely one disjunct from every grounded disjunction
according to its probability.

Ex. 1. Our running example uses a domain with a single constant Floris and
theories consisting of subsets of the following formulas

(1) male(Floris) : 0.4 ∨ female(Floris) : 0.6

(2) ∀x.(cs(x)→ male(x) : 0.8) ∨ (cs(x)→ female(x) : 0.2)

(3) ∀x.¬(male(x) ∧ female(x))

(4) cs(Floris)

If the theory contains only formula (1), expressing a prior belief about the name
Floris being male or female, each complete belief set either includes the fact
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male(Floris) (with probability 0.4) or the fact female(Floris) (with probability
0.6).
After adding the second formula, each complete belief set also contains one
of cs(Floris) → male(Floris) and cs(Floris) → female(Floris). One of
the resulting four belief sets, with probability 0.8 · 0.6, contains the formulas
female(Floris) and cs(Floris)→ male(Floris).
Adding the third formula to the theory, the extension of the latter belief set
allows one to infer ¬male(Floris) and ¬cs(Floris).

Belief sets in FOProbLog can be inconsistent. One should assign zero probability
to such belief sets. With s a total choice and c(s) expressing consistency
of s, P (s|c(s)), the normalized probability of a total choice s, is given by
P (s) · P (c(s)|s)/P (c(s)) where P (c(s)|s) is either 1 or 0.

Ex. 2. Using all four formulas of Example 1 makes the belief set with
formulas female(Floris), cs(Floris) and cs(Floris)→ male(Floris) (as well
as another one) inconsistent. The probability of an inconsistent belief set is
0.8·0.6+0.4·0.2 = 0.56. Normalizing the probabilities of the two consistent belief
sets, we obtain 0.4 · 0.8/(1− 0.56) = 0.73 for the one containing male(Floris)
and 0.27 for the one with female(Floris). Using all our independent formulas
about maleness, we thus derive that Floris is more likely male than female,
contrary to the belief about the name Floris.

While the above example can be modeled in ProbLog, the probabilities inferred
there will have a different meaning, as ProbLog adopts a different view on
consistency. In a ProbLog program containing clauses male(Floris). with
probability 0.4 andmale(X):-cs(X). with probability 0.8, those clauses together
define the male predicate and, by closed world assumption, also ¬male, the
equivalent of female. There are 4 different belief sets, one with both clauses,
two with one clause and one without clauses, but none with an inconsistent belief
set where Floris is both male and not male. The probability of male(Floris)
is thus 0.8 + 0.4− 0.8 · 0.4 = 0.88 instead of 0.73.

In the rest of the section, we use a more basic form of FOProbLog which,
similarly to ProbLog, distinguishes probabilistic facts from the logical part of a
theory.

Definition 14 (FOProbLog theory). A FOProbLog theory T = (PF,Φ)
consists of a probabilistic part PF and a logical part Φ. Its predicates are split
into sets ΣP and ΣL of probabilistic and logical predicates, respectively. PF
contains probabilistic facts of the form pf(x) : α, with α a non-zero probability,
x n different variables and pf/n ∈ ΣP . Each ground instance pf(x)θ of such a
fact is true with probability α, and is not a grounding of any other probabilistic
fact. Different instances (of the same or of different probabilistic facts) are
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probabilistically independent. An assignment of a truth value to a ground
instance of a probabilistic fact is called atomic choice, an assignment to all of
them a total choice. The probability prob(s) of a total choice s is the product
of all αi for true instances pfi(x)θ : αi and all (1 − αj) for false instances
pfj(x)θ : αj. The logical part Φ of the theory consists of a set of implications
∀x.P (x)→ F (x), where F (x) is a first-order formula with free variables x using
only predicates from ΣL, and P (x) is a conjunction of literals with predicates
from ΣP 1.

Ex. 3. Formulas (1)-(4) of Example 1 are now written as

(1a) pf_mn(Floris) : 0.4

(1b) pf_mn(Floris)→ male(Floris)

(1c) ¬pf_mn(Floris)→ female(Floris)

(2a) pf_cs(x) : 0.8

(2b) ∀x.pf_cs(x)→ (cs(x)→ male(x))

(2c) ∀x.¬pf_cs(x)→ (cs(x)→ female(x))

(3) ∀x.¬(male(x) ∧ female(x))

(4) cs(Floris)

The probabilistic part of formulas (3) and (4) is true and omitted.

To define the semantics of our logic, we fix a domain D and consider the set
WD of all possible worlds in D, i.e., each I in WD is an interpretation for the
vocabulary of the theory with D as its domain; in particular I assigns true or
false to each probabilistic and each logical ground atom.

Notation 1. In what follows, we use I |= s with I an interpretation and
s a total choice to express that I makes the same truth assignments to the
probabilistic facts as s. We often say I extends s.

Definition 15 (Semantics). Let T = (PF,Φ) be a theory and D a domain.

Let Cons be the set of total choices s such that there exists an interpretation
I that extends s (I |= s) and is a model of Φ (I |= Φ), i.e., the total belief set
corresponding to the total choice is consistent.

1A formula ∀x.Ψ1 : α1 ∨ . . .∨Ψn : αn is split into n formulas ∀x. Pi(x)→ Ψi(x) and n− 1
probabilistic facts are introduced, their probabilities are computed and the probabilistic part
Pi(x) of each formula contains a conjunction of probabilistic literals as described in [36].
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p̂rob(s) (the normalized probability of a total choice) is given by prob(s)·prob(s ∈
Cons|s)/

∑
s∈Cons prob(s) where prob(s ∈ Cons|s) is 1 when s is consistent and

0 otherwise.

A probability distribution µ over WD is a model of T , denoted µ |= T , if and
only if (i) for all I : I 6|= Φ implies µ(I) = 0; (ii) for each total choice s:
p̂rob(s) =

∑
I|=s µ(I).

The theory is inconsistent when no consistent total choice exists. In that case,
no probability distribution is defined.

Note that the normalization introduced here corresponds to conditioning on
total choices with consistent extensions, which will be exploited in Section 7.1.3
to calculate probabilities of queries.

In contrast to the above informal exposition, where belief sets contained logical
formulas and hence had interpretations over the logical predicates only, now
interpretations assign truth to both probabilistic and logical predicates.

Ex. 4. In our example, with two probabilistic and three logical predicates and
a single constant, we now have 32 possible interpretations. However, as before,
only two of the four total choices can be extended in a belief set that is a model
of the logical part; moreover, these models are unique. One of them is the belief
set {pf_cs(Floris), pf_mn(Floris), cs(Floris),male(Floris)}. It extends the
total choice {pf_cs(Floris), pf_mn(Floris)}, is a model of the logical part of
the theory and is assigned probability 0.73 in the probability distribution that
is a model. The other one, {cs(Floris), female(Floris)}, extends the total
choice where both probabilistic atoms are false; it is assigned probability 0.27.
The total choices that make one probabilistic atom true and the other one false
cannot be extended in a model of the logical part; their probability mass has been
redistributed over the other ones.

In the above example, there is at most one belief set that extends a total choice
and hence only one probability distribution that is a model. This does not
hold in general. FOProbLog theories impose constraints, and any distribution
satisfying these constraints is a model. Instead of making additional assumptions
(such as the principle of indifference) to choose a specific distribution, we will
restrict ourselves to sound inference, and will infer probability intervals only.

Ex. 5. Consider a theory consisting of the probabilistic fact pf(x) : 0.7 and
the logical formula ∀x.pf(x) → p(x) with a single element domain {A}. The
total choice pf(A) can be extended into the belief set {pf(A), p(A)} and hence
µ({pf(A), p(A)}) = 0.7. The empty total choice can be extended in two ways,
namely ∅ and {p(A)}; hence µ(∅) + µ({p(A)}) = 0.3. Any distribution that
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satisfies the latter constraint is a model. The principle of indifference would
assign probability 0.15 to each of the latter two belief sets and hence 0.85 to
p(A) and 0.15 to ¬p(A). We infer that the probability of p(A) is in the interval
[0.7, 1.0] and that of ¬p(A) in [0.0, 0.3].

7.1.3 Inference

We are now interested in deciding what the theory T allows us to conclude
over the probability of some query formula Q. For each given domain, T has a
non-empty set M̂ of models µ. Each µ ∈ M̂ assigns a particular probability
µ(Q) =

∑
I|=Q µ(I) to Q, yielding, in general, a non-empty probability interval

[minµ∈M̂ µ(Q),maxµ∈M̂ µ(Q)]. We are now interested in the inference task
of determining this interval. Because maxµ∈M̂ µ(Q) must be equal to 1 −
minµ∈M̂ µ(¬Q), we can restrict attention to the computation of a lower bound
on the probability of a query. As the following theorem shows, we can compute
this lower bound without having to consider any specific model µ of T .

Theorem 9. Let M̂ be the non-empty set of models of a consistent theory T .
Then minµ∈M̂ µ(Q) =

∑
s|=Q p̂rob(s), where s |= Q means that Q holds in all

I ∈ WD such that I |= s.

Proof. Let WQ = {I|I |= Q} and WSQ = {I|∃s : I |= s∧ s |= Q}. By definition,
µ(Q) =

∑
I∈WQ

µ(I). Also by definition,
∑
s|=Q p̂rob(s) =

∑
I∈WSQ

µ(I).
Obviously,

∑
I∈WQ

µ(I) ≥
∑
I∈WSQ

µ(I). To prove the theorem, it suffices
to show that there exists a probability distribution µ′ that is a model and for
which the equality holds. The equality holds if µ′ assigns 0 probability to all
I ∈ WQ \WSQ. For such I, we can distinguish two cases. Either I restricted
to the probabilistic atoms gives a total choice that cannot be extended into a
consistent belief set, in which case all distributions that are a model assign 0
probability to I. Or I restricted to the probabilistic atoms gives a total choice s
with at least one I ′ extending s such that I ′ 6|= Q. In this case, µ′ can be chosen
to assign all the probability mass p̂rob(s) to interpretations that are not models
of Q and hence set µ′(I) = 0. Hence µ′(I) = 0 for all I ∈WQ \WSQ.

The normalized probability of a total choice that can be extended into
a consistent belief set is obtained by dividing its probability by the
probability of all such total choices. The latter is the complement of the
probability of those total choices where this is not possible, that is, the
belief sets containing false. Furthermore, recall that p̂rob(s) = 0 for total
choices without consistent extension. Hence, we also have minµ∈M̂ µ(Q) =
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(∑
s|=Q∧¬false prob(s)

)
/
(

1−
∑
s|=false prob(s)

)
, which in fact corresponds to

the conditional probability prob(Q|¬false).

Ex. 6. Let us reconsider the theory consisting of pf(x) : 0.7 and ∀x.pf(x)→
p(x). The query p(A) can be proven with a total choice that includes the
probabilistic fact pf(A). As no total choice results in inconsistency, this gives a
minimal probability of 0.7. No proofs are possible for ¬p(A), hence the maximal
probability of p(A) is 1.

The number of total choices is exponential in the number of probabilistic facts,
hence it is not feasible to evaluate a query for each total choice. More promising
is the ProbLog approach that enumerates all proofs in terms of the probabilistic
facts they use and encodes this information in a Reduced Ordered Binary
Decision Diagram (ROBDD), which can be used to compute the probability of
the query [37]. The main difference is that we do not work with Horn clauses but
with full first order logic, hence we cannot, as in ProbLog, use the SLD proof
procedure to enumerate proofs. However, for quickly building a first prototype
and for making maximal use of the ProbLog technology, it is interesting to stay
as much as possible within Prolog. Here the work of Stickel [81] that describes
how to use Prolog technology for building a first order logic theorem prover
comes to the rescue and allows us to convert FOProbLog theories into ProbLog
programs.

The basic idea of Stickel’s work is to transform formulas into clausal form
and to encode each n-literal clause l1 ∨ . . . ∨ ln by n Horn clauses of the
form li:-not(l1), . . . , not(li−1), not(li+1), . . . , not(ln).. To obtain Horn clauses,
negative literals are encoded by positive ones: For each predicate p/n, Stickel
introduces a not_p/n and the negation of p(t) is replaced by not_p(t). In the
context of FOProbLog, for each formula ∀x.P (x)→ F (x), the logical part F (x)
is converted in clausal form, Stickel’s transformation is applied to the resulting
clauses, and the conjunction P (x) is added to the bodies of the final Horn
clauses.

Ex. 7. Applying the transformation to our example gives the following ProbLog
program (we switch to Prolog notation for constants and variables):

(1a) 0.4::pf_mn(floris)

(1b) male(floris) :- pf_mn(floris).

(1c) female(floris) :- not(pf_mn(floris)).

(2a) 0.8::pf_cs(X)

(2b) male(X) :- cs(X), pf_cs(X).
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(2b) not_cs(X) :- not_male(X), pf_cs(X).

(2c) female(X) :- cs(X), not(pf_cs(X)).

(2c) not_cs(X) :- not_female(X), not(pf_cs(X)).

(3a) not_female(X) :- male(X).

(3b) not_male(X) :- female(X).

(4) cs(floris).

The transformation also has to generate clauses with false in the head, as
those are needed during inference to take consistency into account. One way
to do so is to use the knowledge that a resolution proof must use at least one
clause pf(x) → not(l1) ∨ . . . ∨ not(ln) with only negative literals (to have all
such clauses as "set of support"). By adding false:-l1, . . . ln, pf(x) for each such
clause, we ensure that all proofs of false employ such clauses. Alternatively, one
can use the positive clauses (clauses with only positive literals) as set of support.
Simply adding a clause false:-p(X), not_p(X) for each logical predicate p/n
is also possible, but will typically result in a lot of redundant proofs.
Ex. 8. In our example, using negative clauses as set of support would add:
false :- male(X), female(X).
whereas using positive clauses would add:

false :- not_cs(floris).
false :- not_male(floris), pf_mn(floris).
false :- not_female(floris), not(pf_mn(floris)).

Stickel additionally needs to modify certain parts of the inference mechanism.
First, Prolog’s input resolution is extended with ancestor resolution: resolution
between the current goal and one of the ancestors in the linear chain from query
to current goal. A convenient way to do so in the setting of Prolog’s depth
first left to right execution policy is to keep track of the selected literals with
uncompleted proof. If in the uncompleted proof of a literal p(t) (or not_p(t)),
its negation not_p(s) (or p(s)) is selected, the latter literal can be resolved by
unifying its atom with the atom of the former (i.e. unifying t with s) [81]. Also,
care is required to avoid unsound unification. In general, some unifications may
have to be replaced by a sound variant that performs an occur check. When
proving queries in knowledge bases, it is unlikely that the occur check is needed.
Finally, performing iterative deepening avoids that the search gets trapped in
an infinite branch.

Given the transformed theory and a query Q, we can now use ProbLog’s
machinery to construct two Boolean formulas ψ and φ representing the
proofs of Q and the proofs of false, respectively. The formula ψ ∧ ¬φ thus
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restricts the proofs of Q to consistent belief sets, whereas φ is used for
normalization, i.e. minµ∈M̂ µ(Q) is obtained by P (ψ ∧ ¬φ)/(1− P (φ)), where
both intermediate results are calculated using ProbLog’s ROBDD algorithm.
For the running example, we obtain φ = (¬pf_cs(floris) ∧ pf_mn(floris)) ∨
(pf_cs(floris) ∧ ¬pf_mn(floris)), and, for the query ? − male(floris),
ψ ∧ ¬φ = pf_cs(floris) ∧ pf_mn(floris).

7.1.4 A Case Study

To assess performance in practice, we explored an application of Markov Logic
in entity resolution [79]. We will first review some details of the application,
and then describe how to encode key parts of it directly in ProbLog.

In this application, a fact database containing information about bibliographic
entries such as authors and titles is combined with a probabilistic first order
theory describing when two database references of the same type are likely the
same. The purpose of entity resolution is to compute the probability that two
keys or two authors (e.g. author_william_w_cohen_ and author_w_w_cohen_)
refer to the same object, i.e., to be able to get probabilities for the queries
sameBib(b1, b2) and sameAuthor(a1, a2), as well as for not_sameBib(b1, b2)
and not_sameAuthor(a1, a2).

Part of the facts database is a binary encoding of a ternary relation between
authors, paper title and publication venue. A tuple (author, paper, venue) is
encoded as author(bib, author), title(bib, paper) and venue(bib, venue) with bib
an arbitrary key identifying a bibliographic entry. As formulas for authors,
papers and venues are similar in structure, we will restrict our discussion
to those concerning authors and bibliographic entries. Authors are strings
(extracted from web pages) that are composed from different words (e.g.
author_william_w_cohen_ and author_w_w_cohen_ are composed of the
words word_cohen, word_w, and word_william. This information is encoded
in the database relation hasWordAuthor(author, word).

Figure 7.1 shows the first order logic formulas used in [79] to model a key part
of the application. A first simple set of rules states that different strings refer
to different authors or different bibliographical entries, respectively. The next
formula is an example of rules expressing that the relations about sameness
are likely transitive, while the remaining ones link authors to bibliographical
entries and words to authors, respectively.

Figure 7.2 shows the result of translating those formulas into ProbLog. We
cannot blindly translate the first order theory. The main reason is that the
closed world assumption is applied on the large database. Explicitly adding
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¬sameBib(b1, b2)

¬sameAuthor(a1, a2)

∀ b1, b2, b3 : sameBib(b1, b2) ∧ sameBib(b2, b3)→
sameBib(b1, b3)

∀ b1, b2, a1, a2 : author(b1, a1) ∧ author(b2, a2) ∧
sameAuthor(a1, a2)→ sameBib(b1, b2)

∀ a1, a2, w : hasWordAuthor(a1, w) ∧
hasWordAuthor(a2, w)→ sameAuthor(a1, a2)

∀a1, a2, w : ¬hasWordAuthor(a1, w) ∧
hasWordAuthor(a2, w)→ ¬sameAuthor(a1, a2)

Figure 7.1: A key part of the logical theory.

all negative facts would result in an exponential blow-up in the size of the
logical theory. Therefore, we instead use negation as failure to encode them and
add the first group of rules to our theory. Note that calls to these predicates
are correctly executed only when all arguments are ground. This need not
be a problem because ProbLog aims at inference of ground queries. Another
difficulty – if we stick to the negative clauses as set of support – is that,
for each tuple (b, a) not in the database, we would need to add a clause
false :- author(b, a). As we cannot enumerate all such pairs (b, a), we resort
to a different approach to define false. Using a positive set of support, we
should add false :- not_author(b, a) for each pair in the author relation. As
the theory does not contain clauses with author/2 in the head, we can use the
author relation to generate the pairs. Furthermore, this approach introduces less
redundancy in the search space of proofs for false than the approach of simply
adding a rule false :- p(X), not_p(X) for each of the predicates author/2,
hasWordAuthor/2, sameAuthor/2, and sameBib/2. The next block of rules
states that identical strings refer to identical entities (with certainty), different
strings to different entities (with a rather high probability). As we have added
positive clauses, we also have to add the next block of extra rules for proving
false. Here domBib/1 and domAuthor/1 are used to generate the values for
the keys and the authors respectively (appropriate ground facts have to be
added to the database). Each clause about transitivity gives rise to three
ProbLog clauses, which form the next block. Note that loop checking as well as
ancestor resolution are important for doing exact inference with these clauses.
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not_author(B,A) :- not(author(B,A)).
not_hasWordAuthor(A,W) :-

not(hasWordAuthor(A,W)).

false :- author(B,A), not_author(B,A).
false :- hasWordAuthor(A,W),

not_hasWordAuthor(A,W).

sameBib(B,B).
sameAuthor(A,A).
not_sameBib(B1,B2) :- B1 \= B2, pf1(B1,B2).
not_sameAuthor(A1,A2) :- A1 \= A2, pf2(A1,A2).

false :- domBib(B), not_sameBib(B,B).
false :- domAuthor(A), not_sameAuthor(A,A).

sameBib(B1,B3) :- sameBib(B1,B2),
sameBib(B2,B3), pf5(B1,B2,B3).

not_sameBib(B1,B2) :- sameBib(B2,B3),
not_sameBib(B1,B3), pf5(B1,B2,B3).

not_sameBib(B2,B3) :- sameBib(B1,B2),
not_sameBib(B1,B3), pf5(B1,B2,B3).

sameBib(B1,B2) :-
author(B1,A1), author(B2,A2),
sameAuthor(A1,A2), pf9(B1,B2,A1,A2).

not_sameAuthor(A1,A2) :-
author(B1,A1), author(B2,A2),
not_sameBib(B1,B2), pf9(B1,B2,A1,A2).

not_author(B1,A1) :-
sameAuthor(A1,A2), author(B2,A2),
not_sameBib(B1,B2), pf9(B1,B2,A1,A2).

not_author(B2,A2) :-
sameAuthor(A1,A2), author(B1,A1),
not_sameBib(B1,B2), pf9(B1,B2,A1,A2).

Figure 7.2: Key clauses in ProbLog.

The clauses linking authors to bibliographic entries give rise to the last block.
Finally, as the rules linking authors and words can be translated in the same
way as the previous clauses, we do not further elaborate them.

However, one important observation is that the sharing of words in different
author names, paper titles, and venues, results in a densely connected network
to the point that almost for every pair (b1, b2) of keys, one can prove
sameBib(b1, b2) as well as not_sameBib(b1, b2). Hence, there are a lot of
inconsistent total choices, it is essential to perform normalization and to execute
the false query. Clearly, this is very demanding.
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Figure 7.3: Friends experiments.

7.1.5 Experiments

We set up experiments to investigate the feasibility of inference in FOProbLog.
We focus on the query false, as this can involve all possible queries in a
theory and thus is the most challenging query. We used a version of ProbLog
with tabling [42,43] which we extended with ancestor resolution and iterative
deepening as suggested by Stickel [81]. Experiments are performed on an Intel
Core 2 Duo CPU at 3.00GHz with 2GB RAM running Ubuntu 8.04.2 Linux.
In our experiments ProbLog is used to first collect the proofs and construct a
Boolean formula for false and to then compute the probability by constructing
a ROBDD.

The first experiment uses the following FOProbLog theory:

∀x, y, z. pf1(x, y, z)→ (Fr(x, y) ∧ Fr(y, z)→ Fr(x, z))
∀x. pf2(x)→ (Sm(x)→ Ca(x))
∀x, y. pf3(x, y)→ (Fr(x, y)→ (Sm(x)↔ Sm(y)))

and randomly generated databases to investigate the influence of the domain size
and the maximum depth used in iterative deepening. The latter limits transitive
closure. The runtimes to obtain the Boolean formula representing false are
presented in Figure 7.3; a missing bar indicates that the experiment failed to
properly terminate. We notice that the search space grows exponentially with
the depth limit, while the influence of the domain size is less drastic. Assessing
the probability of the Boolean formula through ROBDDs is feasible within one
minute for most of these experiments.
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Figure 7.4: Bibliography experiments.

The second experiment uses the entity resolution model of Section 7.1.4 with
the full database of [79] containing 1295 bibliographic entries involving roughly
90 authors, 400 venues, 200 titles and 2700 words. Figure 7.4 shows the time to
obtain the Boolean formula representing false for increasing maximum search
depth. The results confirm that search time increases exponentially, as can
be expected for such a densly connected problem. The limiting factor of our
current prototype is the size of the resulting ROBDDs; in this application, they
are too large to be constructed within a time limit of one hour.

It is worth mentioning that in both experiments, the Boolean formulas for
other queries are far smaller. However, in most cases, the time still increases
exponentially with the depth bound. Furthermore, our current results do
not permit general conclusions about the gap between minimal and maximal
probabilities obtained for each query.

7.1.6 Discussion

In FOProbLog, probabilities are associated with formulas in first order logic.
The assumption that these formulas are independent allows us to define a
semantics based on complete belief sets. Inference in FOProbLog is the task of
calculating the probability that a query can be proven in a randomly selected
complete belief set. Randomly selected belief sets can be inconsistent. The
probability of such a selection can be computed. Normalization assigns 0
probability to inconsistent total choices and redistributes their probability mass



FIRST ORDER PROBLOG 155

over the consistent ones. The probability of the truth of a query is computed
with respect to consistent total choices.

One could argue that inconsistency is an indication of the violation of the
independence assumption. Interestingly, inconsistent belief sets typically arise
after adding factual knowledge (adding cs(Floris) or adding the database of
bibliographical information). This factual knowledge can be seen as evidence
that excludes certain belief sets. Inconsistency in the non-factual part is thus
not an indication of poor design, as it can make sense to add a formula as
evidence to an existing theory. This refines the theory by ruling out certain
complete belief sets, and hence causes a redistribution of the probability mass.

A related issue is the presence of redundant formulas. One might consider a
situation where two independent experts contribute exactly the same formula
to a theory, each of them claiming this formula with probability p1 and p2
respectively. The probability that this formula then holds in a complete belief
set is p1 + p2 − p1 · p2. This makes sense when the expertise is really based
on different knowledge. However, with each additional independent expert
coming up with the same formula and assigning some probability pi to it, the
overall probability would further increase (unless the experts explicitly assign a
probability to both the formula and its negation). It is plausible that different
experts have used the same common knowledge to come up with their formula
and hence the independence assumption is violated. In general, the interaction
can be more subtle. For example, in the context of our case study, one could
add that sameBib is a symmetrical relation. This will likely result in different
probabilities for queries2.

One should be aware that the probability annotating a formula is the probability
that a ground instance is included in a belief set. To know the minimal
probability that the formula can be proven in a randomly selected consistent
belief set, one should query for it. This probability can be different for different
instances and our current prototype supports querying only for ground instances.

In reality, given a theory and a number of datasets with evidence, one will
typically learn probabilities. In that case it is very desirable to have a logical
part that avoids inconsistencies and redundancies as much as possible. Indeed,
consider again the extreme case that one has two copies of the same formula in
the theory. From the evidence, one will derive only the value of p1+p2−p1 ·p2, so
there is a certain randomness in allocating p1 and p2. Hence, the logical theory
better avoids inconsistencies and redundancies to facilitate the understanding
of the learned probabilities.

2We have followed as close as possible the original Markov Logic formulation as we only
wanted to evaluate the feasibility of inference.
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7.1.7 Related Work and Conclusion

We have proposed FOProbLog, a simple but very expressive probabilistic logic
and defined its semantics. As Markov Logic, FOProbLog is based on a notion
of soft constraint, but formulas are labeled by probabilistic predicates instead of
weights. Indeed, the higher the probability of a formula, the lower the probability
will be of interpretations not satisfying it. The use of probabilities should make
FOProbLog more intuitive from a knowledge representation point of view.
Another difference is that the semantics of Markov Logic is defined through the
sets of weighted ground instances of the formulas, while FOProbLog’s semantics
is defined in terms of groundings of probabilistic facts. The difference can be
illustrated using the formula ∀X.pf(X) → ∃Y.likes(X,Y ). In Markov Logic
the probability would necessarily depend on the groundings of both X and
Y , whereas in FOProbLog it only depends on those of X. Furthermore, the
key inference mode in Markov Logic is typically based on the MPE principle
approximating a most likely state given some evidence, while in FOProbLog an
interval on the probability of queries is computed. In this regard, FOProbLog
is also related to the work on Probabilistic Logic Programming (PLP) [51].
Both PLP and FOProbLog combine probabilities of basic random events to
assign probabilities to Boolean valued interpretations, subject to constraints
given by the program or theory. However, in PLP, basic random events as
well as individual atoms in clauses can be annotated with (independent) closed
probability intervals. Inference in PLP obtains maximally concise probability
bounds for a given query by propagating those intervals using techniques from
linear programming. Finally, FOProbLog is also closely related to systems such
as PRISM [73] and ICL [64], which are both based on atomic and total choices,
but only for definite clauses, as well as to Stochastic Logic Programs [48],
an extension of probabilistic context-free grammars, where normalization is
required to redistribute the probability mass of failing derivations over successful
ones.

We have described how FOProbLog theories can be transformed into ProbLog
programs and have identified the bottleneck to do inference in problems similar to
the ones tackled by Markov Logic [67]. Much work remains to be done. Tabling
makes search for all proofs feasible even for large problems. But calculating the
ROBDD needed for normalization becomes too expensive. Hence approximation
methods for tabled ProbLog are a first promising direction. Another one is the
analysis of independencies in the theory, which may allow to restrict consistency
computations to the parts of the database influencing the probability of the
current query. Similarly, studying the influence of the depth bound on the
probability values obtained may provide insights into the necessary depth of
search. So far we only compute probabilities of ground atomic queries. The
question arises whether inference for other queries is feasible. Our logic is as
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expressive as Nilson’s [52], indeed, for a formula F we can write F : α∨¬F : 1−α,
so it is natural that some queries are hard to evaluate. This has to be analysed.
On the representation side, the insights obtained from the case study can serve
as basis for an automated translation of FOProbLog into ProbLog. Finally,
learning parameters for FOProbLog based on corresponding techniques for
ProbLog [26] is another interesting line of work.

7.2 Analysing a Publish/Subscribe System for Mo-
bile Ad hoc Networks with ProbLog

This section presents joint work with Koosha Paridel, Gerda Janssens, Yves
Vanrompay and Yolande Berbers published in [46]. The main contributions of
the author is the implementation of the ProbLog application, and the evaluation
of analysis of the Publish/Subscribe system. The paper [46] is directly presented
here.

7.2.1 Introduction

We use ProbLog [35], a probabilistic extension of Prolog, to analyse Fadip [54],
a Publish/Subscribe protocol for Mobile Ad hoc Networks (MANETs).
Publish/Subscribe systems for MANETs are used commonly in disaster recovery,
smart city and vehicular networks. We model a MANET as a probabilistic
graph representing connections between nodes by ProbLog’s probabilistic facts.
The Fadip protocol can be seen as a special kind of path finding in such a
probabilistic graph. As there can be multiple non-mutually exclusive paths
between two nodes, ProbLog is an appropriate probabilistic system to model
this application.

Our main contribution is to show how a simple ProbLog program can encode
this Fadip application for the case of one publisher and one subscriber, and how
simple ProbLog queries can then compute the probabilities of message delivery
for different parameter settings. Before, simulations were needed to estimate
delivery ratios, while now they are inferred analytically.

We analytically investigate the delivery probability among random node pairs
and show the effects of the fading gossip technique. We also evaluate different
parameter settings and conclude on what their impact is.
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7.2.2 Problem Statement

Publish/Subscribe systems have been intensively studied for wired networks and
infrastructured mobile networks [4]. When used in MANETs they suffer from
scalability issues. Fadip [54] is a Publish/Subscribe system for MANETs and is
designed to be lightweight in terms of the network topology (i.e. fixing routing
information and maintaining logical structures of nodes) and the number of
messages exchanged for communication. To achieve a reasonable delivery ratio,
Fadip uses a hybrid model which propagates subscriptions and publications as
bounded as possible and makes matching in intermediary nodes which act as
undedicated rendezvous points. In Fadip, the routing is done probabilistically
and neither the publishers nor the subscribers have any information about where
their publication or subscription might be matched.

7.2.3 ProbLog

ProbLog [37] is a probabilistic framework that extends Prolog with probabilistic
facts. A ProbLog program specifies a probability distribution over all possible
non-probabilistic subprograms of the ProbLog program. The success probability
of a query is defined as the probability that it succeeds in these subprograms.
The framework includes different methods to compute probabilities: for Fadip
we will use two alternatives, namely exact inference and program sampling as
an approximation method.

ProbLog has been motivated by the real-life application of mining large biological
networks where edges are labelled with probabilities. An edge represents
a probabilistic link between the concepts represented by its nodes. The
probabilistic links are mutually independent. ProbLog typically computes the
probability of the existence of a path between two nodes [16]. The contribution
of common parts in different paths between two nodes to the final probability
is dealt according to the inclusion-exclusion principle from set theory.

7.2.4 Fadip Model in ProbLog

We model the MANET as a probabilistic graph. The graph nodes are the nodes
of the mobile network. The graph edges model the connectivity between nodes.
In a MANET this connectivity is not permanent. To model this, we attach to
the edges probabilities which express the fraction of the time the connections
are present. These probabilistic edges are represented by probabilistic facts.
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We extend the path program to model the Publisher/Subscriber propagation
of Fadip as a bounded bidirectional search of a path among two nodes. The
parameters MaxHopp and MaxHops are used as bounds when propagating the
message of the Publisher and the subscription of the Subscriber, respectively.
We used tabling as in [43] to avoid re-computations and to handle loops.

To integrate the fading gossip, we also need to express the fact that sending a
message has a probability which decreases with the distance from its source [54].
We model this by flexible probabilistic facts, whose probability is determined
at runtime. The delivery of a message between two nodes depends on the
connection being present and the distance from the Publisher.

The model results in a relatively simple ProbLog program that allow us to query
for the probability of a message delivery from a Publisher to a Subscriber3.

7.2.5 Analysing the Model

We present how ProbLog can be used to analyse Fadip. The base operation is to
calculate delivery probabilities. Fadip aims to reduce network traffic. For this it
is beneficial to retain MaxHop parameters as low as possible and to use fading
gossip while retaining a good delivery probability. We used the OMNeT++
simulation log of a 150 node WiFi network, moving randomly at 1m/s in a
playground of 1.5km× 1km. For the selection of Publisher and Subscriber, we
considered two settings based on the distance between them. For the first, we
randomly selected pairs of nodes which have paths with a minimum hop from
4 to 6 and for the second, pairs that have paths with a minimum hop from
8 to 10. We used ProbLog to query the delivery probability for these pairs
with multiple values for MaxHopp and MaxHops and activating or not fading
gossip. The results of these queries are first used to evaluate the impact of the
MaxHop parameters. We observed that increasing MaxHops has more effect
on improving the delivery probability than increasing MaxHopp. We also used
the results to infer optimal values for MaxHopp and MaxHops. For example,
in the first setting both are 3 and for the second setting are 4, 5 respectively.
Our analysis showed that fading gossip retains a high delivery probability for
close distances up to 3− 4 hops and the delivery probability rapidly decreases
for longer paths.

3The ProbLog program and the analysis results can be found at: https://lirias.kuleuven.
be/bitstream/123456789/284687/2/Appendix.pdf

https://lirias.kuleuven.be/bitstream/123456789/284687/2/Appendix.pdf
https://lirias.kuleuven.be/bitstream/123456789/284687/2/Appendix.pdf
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7.2.6 Conclusions

We presented an application of ProbLog that models and analyses the
performance of Fadip. In [10] Bayesian Networks are used to analyse MANETs.
By analysing the model one can infer delivery probabilities for different settings
and use this information to chose optimal parameter settings and do evaluations.
For our example network we concluded that MaxHops is more important
for obtaining a high delivery probability than MaxHopp and that the fading
gossip technique has a good delivery probability for small hop counts while
the message rapidly fades for larger hop counts. In [54] similar results are
attained by simulating the behaviour of the network, in this work we attain
them analytically. For future work we want to extend the ProbLog program
to support multiple publishers and subscribers and study the impact of their
interaction.

7.3 Appendix of: Analysing a Publish/Subscribe
System for Mobile Ad hoc Networks with
ProbLog

Fadip is a Publish/Subscribe system for Mobile Ad hoc Networks which uses
probabilistic routing of messages to deal with the volatile nature of the network.
It uses controlled propagation of publications and subscriptions, with the fading
gossip technique to reduce the number of broadcasts. We present a probabilistic
logic program in ProbLog that models Fadip. This allows us to calculate
the probabilities that messages are successfully received by subscribers and to
analyse the performance of the Fadip system.

7.3.1 Example Network

% used to model the nodes of the network
% in future might become probabilistic
node(n1).
node(n2).
node(n3).
node(n4).
% the probabilistic facts representing the connections
0.20::con_pf(n1,n2).
0.40::con_pf(n2,n3).
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0.60::con_pf(n1,n3).
0.80::con_pf(n2,n4).
% to make connection double way
con(N1, N2):-

node(N1),
node(N2),
N1 \== N2,
are_con(N1, N2).

are_con(N1, N2):-
con_pf(N1, N2).

are_con(N1, N2):-
con_pf(N2, N1).

7.3.2 Fadip Model in Problog

% flexible probabilistic facts
% ID is used to to uniquely identify each msg
P::pf(_ID, P).

% use fading message if fadip, otherwise not
fading_msg(_, _):-

normal.
fading_msg(_ID, 0):-

fadip.
fading_msg(ID, HOPS):-

fadip,
HOPS > 0,
P is 0.5 + 0.5 * e ^ (- 1.0 * HOPS),
pf(ID, P).

% propagate_publication is tabled
:- dynamic propagate_publication/4.

% propagate a publication from a Publisher to a Subscriber
% 1st case: Publisher has a subscription & connection to Subscriber
propagate_publication(Publisher, Subscriber, Message, Parameters):-

check_subscription(Subscriber, Publisher, message(0), Parameters),
check_hops(Message, Parameters, 1, 1),
broadcast(Publisher, Subscriber, Message, 1).

% 2nd case: Publisher has a connection to Subscriber
propagate_publication(Publisher, Subscriber, Message, Parameters):-

check_hops(Message, Parameters, 1, 0),
broadcast(Publisher, Subscriber, Message, 0).

% 3rd case: Publisher has a subscription, propagate to neighbours
propagate_publication(Publisher, Subscriber, Message, Parameters):-

check_subscription(Subscriber, Publisher, message(0), Parameters),
check_hops(Message, Parameters, 1, 1),
broadcast(Publisher, To, Message, 1),
Subscriber \== To,
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increment_hops(Message, NewMessage),
propagate_publication(To, Subscriber, NewMessage, Parameters).

% 4th case: Publisher has not a subscription use fading message
propagate_publication(Publisher, Subscriber, Message, Parameters):-

check_hops(Message, Parameters, 1, 0),
broadcast(Publisher, To, Message, 0),
Subscriber \== To,
increment_hops(Message, NewMessage),
propagate_publication(To, Subscriber, NewMessage, Parameters).

:- problog_table propagate_publication/4.

:- dynamic check_subscription/4.
% 1st case: Check if a subscription reached from a direct connection
check_subscription(Publisher, Subscriber, Message, Parameters):-

check_hops(Message, Parameters, 0, 1),
broadcast(Publisher, Subscriber, Message, 0).

% 2nd case: Check subscriptions through neighbours
check_subscription(Publisher, Subscriber, Message, Parameters):-

check_hops(Message, Parameters, 0, 1),
broadcast(Publisher, To, Message, 0),
Subscriber \== To,
increment_hops(Message, NewMessage),
check_subscription(To, Subscriber, NewMessage, Parameters).

:- problog_table check_subscription/4.

increment_hops(message(HOPS), message(NHOPS)):- NHOPS is HOPS + 1.
check_hops(message(HOPS), parameters(PUBMAXHOP, SUBMAXHOP), PUB, SUB):-

HOPS < PUB * PUBMAXHOP + SUB * SUBMAXHOP.

broadcast(Sender, Receiver, message(_HOPS), 1):-
con(Sender, Receiver).

broadcast(Sender, Receiver, message(HOPS), 0):-
con(Sender, Receiver),
fading_msg(id(Receiver, Sender), HOPS).

% To be able to swap between the two approachs
:-dynamic normal/0, fadip/0.
fadip.
method(Method):-

Method, !.
method(normal):-

retract(fadip),
assert(normal).

method(fadip):-
retract(normal),
assert(fadip).

7.3.3 Options Used for Optimization

:- use_module(library(problog)).
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:- use_module(library(lists)).
:- set_problog_flag(use_db_trie,true).
:- set_problog_flag(use_old_trie,false).
:- grow_atom_table(2000000), yap_flag(agc_margin, 200000000).
:- set_problog_flag(retain_tables, false).
:- set_problog_flag(refine_anclst, true).
:- set_problog_flag(anclst_represent, integer).
:- set_problog_flag(trie_preprocess, true).

7.3.4 Queries

One should query the probability of a message delivered. This is done with:

:- problog_exact(propagate_publication(Publisher, Subscriber,
message(0), parameters(MaxHopP, MaxHopS)), P,S).

Where Publisher, Subscriber can be any node number, the message contains
the starting hops (0) and the parameters the Max Hop Publisher and Max Hop
Subscriber. To activate/deactivate the fading gossip technique one needs to call
method(fadip) or method(normal) respectively.

For example: problog_exact(propagate_publication(n1,n4,message(0),
parameters(2,1)),P,S) returns: P = 0.2650531.

7.3.5 Analysis Results

The network and source code that used for analysis can be found at: https:
//lirias.kuleuven.be/bitstream/123456789/284687/4/code.tar.gz. We
used the distributed ProbLog with the developer version of Yap 64 configured
with --prefix=$PWD --enable-tabling=yes --with-cudd="CUDDPATH" to-
gether with CUDD-2.4.15.

The following tables present the data gathered through the analysis. The query
column defines the Publisher to Subscriber nodes analysed for message delivery,
the MaxHopPub,MaxHopSub columns present the maximum hop parameters
used and the normal, fadip columns the probability that the message reaches
without fading gossip and with fading gossip technique respectively. The normal
column in a real network it would flood the network significantly, thus one is

4http://www.dcc.fc.up.pt/~vsc/Yap/
5http://vlsi.colorado.edu/~fabio/CUDD/

https://lirias.kuleuven.be/bitstream/123456789/284687/4/code.tar.gz
https://lirias.kuleuven.be/bitstream/123456789/284687/4/code.tar.gz
http://www.dcc.fc.up.pt/~vsc/Yap/
http://vlsi.colorado.edu/~fabio/CUDD/
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Query MaxHopPub MaxHopSub Normal Fadip
50 to 36 0 5 0.93055 0.91667
50 to 36 0 6 0.93508 0.93507
50 to 36 3 3 0.91455 0.79199
50 to 36 3 4 0.92980 0.91448
50 to 36 3 5 0.93511 0.93511
50 to 36 3 6 0.93511 0.93511
50 to 36 4 3 0.91938 0.82786
50 to 36 4 4 0.92980 0.91760
50 to 36 4 5 0.93511 0.93511
50 to 36 4 6 0.93511 0.93511
50 to 36 5 0 0.70662 0.15027
50 to 36 5 3 0.91938 0.84773
50 to 36 5 4 0.92980 0.91760
50 to 36 5 5 0.93511 0.93511
50 to 36 5 6 0.93511 0.93511
50 to 36 6 0 0.81123 0.23443
50 to 36 6 3 0.91938 0.85641
50 to 36 6 4 0.92980 0.91798
50 to 36 6 5 0.93511 0.93511
50 to 36 6 6 0.93511 0.93511
42 to 28 0 5 0.99263 0.97636
42 to 28 0 6 0.99686 0.99680
42 to 28 3 3 0.95143 0.94046
42 to 28 3 4 0.99427 0.99426
42 to 28 3 5 0.99705 0.99705
42 to 28 3 6 0.99705 0.99705
42 to 28 4 3 0.95154 0.94428
42 to 28 4 4 0.99427 0.99427
42 to 28 4 5 0.99705 0.99705
42 to 28 4 6 0.99705 0.99705
42 to 28 5 0 0.84314 0.27184
42 to 28 5 3 0.95154 0.94544
42 to 28 5 4 0.99427 0.99427
42 to 28 5 5 0.99705 0.99705
42 to 28 5 6 0.99705 0.99705
42 to 28 6 0 0.84727 0.37159
42 to 28 6 3 0.95154 0.94618
42 to 28 6 4 0.99427 0.99427
42 to 28 6 5 0.99705 0.99705
42 to 28 6 6 0.99705 0.99705

Table 7.1: Results from nodes of 4 to 6 hop distance (1).

looking for the best trade in minimizing the MaxHop parameters and retaining
high probability.
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Query MaxHopPub MaxHopSub Normal Fadip
34 to 57 0 5 0.99989 0.99977
34 to 57 0 6 0.99989 0.99989
34 to 57 3 3 0.99826 0.99124
34 to 57 3 4 0.99989 0.99987
34 to 57 3 5 0.99989 0.99989
34 to 57 3 6 0.99989 0.99989
34 to 57 4 3 0.99826 0.99226
34 to 57 4 4 0.99989 0.99987
34 to 57 4 5 0.99989 0.99989
34 to 57 4 6 0.99989 0.99989
34 to 57 5 0 0.98985 0.66224
34 to 57 5 3 0.99826 0.99277
34 to 57 5 4 0.99989 0.99987
34 to 57 5 5 0.99989 0.99989
34 to 57 5 6 0.99989 0.99989
34 to 57 6 0 0.99013 0.79284
34 to 57 6 3 0.99826 0.99290
34 to 57 6 4 0.99989 0.99987
34 to 57 6 5 0.99989 0.99989
34 to 57 6 6 0.99989 0.99989
19 to 17 0 5 0.99951 0.99920
19 to 17 0 6 0.99990 0.99991
19 to 17 3 3 0.95969 0.90643
19 to 17 3 4 0.99880 0.99575
19 to 17 3 5 0.99992 0.99992
19 to 17 3 6 0.99992 0.99992
19 to 17 4 3 0.98306 0.93398
19 to 17 4 4 0.99888 0.99652
19 to 17 4 5 0.99992 0.99992
19 to 17 4 6 0.99992 0.99992
19 to 17 5 0 0.51387 0.13597
19 to 17 5 3 0.98356 0.94495
19 to 17 5 4 0.99888 0.99705
19 to 17 5 5 0.99992 0.99992
19 to 17 5 6 0.99992 0.99992
19 to 17 6 0 0.53996 0.18752
19 to 17 6 3 0.98356 0.95331
19 to 17 6 4 0.99888 0.99729
19 to 17 6 5 0.99992 0.99992
19 to 17 6 6 0.99992 0.99992

Table 7.2: Results from nodes of 4 to 6 hop distance (2).
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Query MaxHopPub MaxHopSub Normal Fadip
96 to 91 4 5 0.31091 0.11317
96 to 91 4 6 0.75804 0.48629
96 to 91 5 4 0.29762 0.05732
96 to 91 5 5 0.62376 0.24765
91 to 0 4 5 0.09333 0.03549
91 to 0 4 6 0.03549 0.77500
91 to 0 4 5 0.77500 0.09333
135 to 91 4 5 0.32120 0.11716
135 to 91 4 6 0.77059 0.49556
135 to 91 5 4 0.30744 0.05933
135 to 91 5 5 0.63394 0.25327
102 to 85 4 5 0.73073 0.26262
102 to 85 4 6 0.93231 0.83127
102 to 85 5 4 0.68023 0.14909
87 to 86 4 5 0.61940 0.24165
87 to 86 4 6 0.84652 0.58963
87 to 86 5 4 0.60336 0.12513
87 to 86 5 5 0.70304 0.31845
87 to 86 5 6 0.84833 0.65106
87 to 86 6 4 0.64601 0.17245
87 to 86 6 5 0.70411 0.38441
87 to 86 6 6 0.84833 0.68492
63 to 51 4 5 0.97482 0.65070
63 to 51 4 6 0.20526 0.93928
76 to 2 4 5 0.61283 0.52868
76 to 2 4 6 0.05476 0.89417
76 to 2 5 4 0.20830 0.25000
76 to 2 5 5 0.69991 0.52875
76 to 2 5 6 0.05931 0.89417
76 to 2 6 4 0.26636 0.25006
76 to 2 6 5 0.70025 0.52875
76 to 2 6 6 0.37030 0.89417
86 to 68 4 5 0.90069 0.78221
86 to 68 4 6 0.27176 0.96060
86 to 68 5 4 0.53345 0.77712
86 to 68 5 5 0.93215 0.80056
86 to 68 5 6 0.41493 0.96066
86 to 68 6 4 0.63340 0.79534
86 to 68 6 5 0.94239 0.80061
86 to 68 6 6 0.73740 0.96066
117 to 85 4 5 0.93597 0.93050
117 to 85 4 6 0.34620 0.94227
117 to 85 5 4 0.00000 0.82474

Table 7.3: Results from nodes of 8 to 10 hop distance.



Chapter 8

Conclusion

We have presented ProbLog a probabilistic extension of Prolog. This new
programming language is both a simple and very expressive tool useful for
modelling data mining and machine learning applications. Together with its
expressibility power several performance issues appear.

In this thesis we have made a clear distinction among the several steps that
ProbLog takes to perform inference: SLD resolution, Boolean formulae
preprocessing and ROBDD compilation. We have presented different ways
to optimise the performance of each step separately in order to achieve more
tractable inference for different ProbLog programs.

We presented how ProbLog and other similar probabilistic logic programming
systems can be tabled. The benefits from tabling ProbLog programs are both
in performance and expressive power. Furthermore, tabled programs are more
declarative than their non-tabled equivalents. We have shown how tabled
ProbLog programs achieve significant performance improvements over the SLD
resolution step. We also have presented how tabling for a class of problems
affected negatively the next steps. To achieve tabling in ProbLog we have
introduced a new data structure, namely nested tries. This newly introduced
data structure has similarities with the support graph of PRISM.

Furthermore, we introduced three different approaches to perform Boolean
formulae preprocessing for DNF Boolean formulae, namely naive, decomposition
and recursive node merging. We compared them experimentally and explained
them. Unfortunately, we shown that there is “no one best for all” programs
method. Besides the three different preprocessing methods, we also presented a
new data structure, namely, depth breadth trie which can be used to further
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optimise preprocessing. We also presented three additive optimisations that use
this data structure. Finally, we presented a generalised algorithm that performs
preprocessing over nested tries by using any of the preprocessing methods
available. As nested tries are produced from tabling, it is very important that
the preprocessing methods perform well together with nested tries. To improve
their performance we introduced several different optimisations that target at
remedying the negative performance effects of tabling.

In order to improve the performance over the last step of inference, ROBDD
compilation, we presented an approach that relies on finding patterns of Boolean
variables in DNF Boolean formulae, namely AND/OR-clusters. We used these
patterns to reduce the number of Boolean variables and simplify the DNF that
is needed to be processed. In this thesis we explained how AND/OR-clusters
can be taken in advantage for probabilistic inference and we also mentioned
that these patterns could have similar benefits in advantage in other fields that
use DNF formulae. We also presented two polynomial algorithms that detect
this patterns in DNF formulae. In addition we showed how the two patterns
can be used interchangeable to reduce the DNF Boolean formulae. We finally,
experimentally verified the benefits of AND-clusters.

Besides improving the performance of inference methods, our work also included
the extension of ProbLog’s functionality. We presented how a ProbLog negation
that abides to the well found semantics can be realised. Furthermore, we also
extended ProbLog with meta-calls and higher order functionality. In order
to achieve efficiently these tasks we introduced the abstract ProbLog engine
which we used to implement several different inference methods. Through
nesting ProbLog engines we achieved to implement meta-calls and higher order
functions such as ProbLog answers and ProbLog findall predicates.

Finally, we presented two ProbLog applications that use several of the mentioned
features in order to achieve their tasks. We see that tabling is an irreplaceable
feature of ProbLog both for expressibility and performance benefits.

The ProbLog2010 and ProbLog2011 systems equipped with the presented
improvements and optimisations have shown a significant improvement compared
with the initial implementation1 of ProbLog. From our experience for SLD
resolution, tabling is indispensable and heavily used. For the preprocessing
step the most used method is recursive node merging in combination with
depth breadth trie. While decomposition is often advantageous, the lack of an
implementation that combines decomposition with nested tries implies its use
is restricted to non tabled programs. Finally the AND/OR-clusters are a very
promising approach, unfortunately the implementation currently only computes

1With initial implementation we refer to ProbLog before any of our contributions.
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AND-clusters and only on DNF Boolean formulae without negated literals, so
it is only useful for specific programs.

We propose the following settings for ProbLog 2010 implementation:

• for non cyclic applications that benefit from tabling, such as (Hidden)
Markov Models, Bayesian Networks, we suggest the use of: Tabling,
preprocessing by Recursive Node Merging together with the use of
Depth Breadth Trie with optimisation level three;

• for cyclic applications that benefit from tabling, such as reachability in
probabilistic graphs, we suggest the use of: Tabling, preprocessing by
Recursive Node Merging together with the use of Depth Breadth
Trie and with the optimisations: ancestor check, ancestor list refine
or pre-process active;

• for applications where tabling does not grand a significant benefit, such
as bounded reachability in probabilistic graphs, we suggest the use of:
Decomposition together with AND-clusters compression.

8.1 Future Work

The work presented in this thesis, leaves several interesting points for further
research. On the part of performance the most challenging open matter is the
improvement of the preprocessing method for nested tries. Furthermore, while
the presented preprocessing approaches are theoretically compatible among
them due to technical issues we have not investigated their behaviour when
combined. An outline to that direction would be the investigation of using
the decomposition method in conjunction with the depth breadth trie data
structure.

Further research is been made related to the replacement of ROBDDs by
arithmetic circuits [12, 85] or other knowledge compilation data structure.
Related to this matter, future work also should focus on avoiding compiling a
Boolean formula in a data structure as much as possible. Easily, several different
patterns could be detected in DNF or CNF Boolean formulae. These patterns
could then be used to compute the probability for parts of the problem reducing
the size of the Boolean formula to compile. In some cases these patterns could
signify mutual exclusiveness of separate parts of the Boolean formula, one could
then divide the Boolean formula in several smaller ones and after compiling
each smaller re-combine the result. In general, approaches such as that could
ensure polynomial inference for several classes of programs.
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Future work, also could be focused on several aspects not related with
performance. Our initial approach for achieving meta-calls introduced several
new functionalities for ProbLog, research to extend the functionality through
meta-calls could be interesting. A second form of probabilistic findall could be
developed that would return possible worlds instead of answers.
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