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Abstract. In this paper we present and validate a novel approach for
single-label multi-class document categorization. The proposed catego-
rization approach relies on the statistical property of Principal Compo-
nent Analysis (PCA), which minimizes the reconstruction error of the
training documents used to compute a low-rank category transforma-
tion matrix. This matrix allows projecting the original training docu-
ments from a given category to a new low-rank space and then optimally
reconstructs them to the original space with a minimum loss of infor-
mation. The proposed method, called Minimum Loss of Reconstruction
Information (mLRI) classifier, uses this property, extends and applies it
to unseen documents. Several experiments on three well-known multi-
class datasets for text categorization are conducted in order to highlight
the stable and generally better performance of the proposed approach in
comparison with other popular categorization methods.

1 Introduction

Document categorization plays an important role in the flow of document inter-
changes, since it facilitates the tasks of accessing and retrieving relevant infor-
mation by users and systems. Document categorization is a key component for
many practical applications such as digital libraries and Web search engines.

In this article we are interested in the text categorization problem under
a single-label, multi-class scenario. This problem could be defined as: given a
training set of documents D = [D1,D2, . . . ,Dc], organized in c categories, where
Di = [di,1,di,2, . . . ,di,m] corresponds to a term-document (category) matrix
composed by m documents in the i-th category; and given a test document y.
The goal is to train a model over the set D which is able to assign one of the c
categories to the new test document y.

We present in this work a novel document classifier which uses a framework
that derives PCA from the minimization of reconstruction error of the training
examples. The model uses such property to classify new documents, expecting
than documents are better reconstructed by a transformation matrix which was
computed using similar documents. We call this method the Minimum Loss of
Reconstruction Information (mLRI) classifier. During training, the mLRI clas-
sifier computes a set of category transformation matrices Wi ;i = 1, 2, . . . , c of



rank r by means of PCA. In the mLRI classifier, a suitable rank r is learned from
the training data using a standard k-fold cross validation. During testing, given
a new unseen document, the model projects such document using the different
category matrices, then reconstructs the document using the same matrices and
finally computes the reconstruction errors, by measuring the Frobenius norm
of the difference between the set of reconstructed documents and the original
one. The matrix which produces the minimum error indicates the category to
be assigned to the new document.

We test the mLRI classifier with several public well-known datasets for text
categorization: two subsets of the Reuters-21578 dataset, the Classic dataset and
the 20Newsgroups dataset. We test the model using standard training/test split
of the data. In addition we test the ability of the model to generalize the cate-
gories by systematically reducing the amount of training documents and keeping
all the test document in the 20Newsgroups dataset. The results show that mLRI
gives good and stable results across the different datasets and experiments. In
order to have a better overview of the performance of the mLRI classifier, we
present a comparison for every experiment with three other well known catego-
rization methods: Multinomial Naive Bayes (NB), K-Nearest Neighbors (KNN)
and the SMO classifier, a popular Support Vector Machine (SVM) with a very
good behavior in text document categorization.

The contributions of our work are: the feasibility of applying the framework of
minimizing the reconstruction error using PCA in a single-label multi-class text
categorization task, exploiting the sparseness of the category matrices in order to
perform a fast training of the model. The empirical evidence that mLRI is able
to properly model the categories of the documents by extracting transformation
matrices which represent most of the information from the data in terms of
variance and minimization of the reconstruction error of the training documents.
We evidence that the property of minimizing the reconstruction error could be
extended and applied to unseen documents and that a suitable rank r for the
projection matrices Wi could be learned from the training data.

The remainder of this paper is organized as follows: in Section 2 we first
give a brief introduction to PCA, from which we derived the mLRI model, and
secondly we describe the general architecture for mLRI. Section 3 is devoted to
review several statistical and probabilistic works related to mLRI. In Section 4 we
give the experimental evaluation framework for the mLRI classifier, describing
the datasets and setup used during experimentation, and we present the results
together with a discussion about them. Finally, in Section 5 we present the
conclusions and future work.

2 Proposed Model

2.1 PCA

Principal Components Analysis (PCA) is one of the most popular methods for
approximating a given dataset using a linear combination of the original features,



producing a compressed representation of the data by using fewer combined
features [1][13][16][23]. PCA was first developed by Pearson [23] and its statistical
properties were investigated in detail by Hotelling [13].

There are several frameworks from which we can derive PCA [21][14]. The
most popular one is by an analysis of variance. The derivation of PCA in this
framework generates the basis by iteratively finding the orthogonal directions of
maximum retained variances [13][16]. The other way of deriving PCA is using
the minimization of the mean-square error in data compression [4][7][14]. In this
approach, PCA finds a lower-dimensional linear representation of the data, such
that the original data could be reconstructed from the compressed representation
with the minimum square error. This second formulation is the one of interest in
this work, and from which we derive the mLRI classifier. The brief formulation
of PCA from data compression using documents as data is given below, for a
larger explanation the reader is referred to [4] and [7].

Let D = [d1,d2, . . . ,dm] be a term-document matrix of training data, were
di ∈ Rn is the i-th document expressed as a column vector with n rows. The
rows represent the terms from a vocabulary.

PCA looks for a matrix W ∈ Rn×r = [w1,w2, . . . ,wr], composed by a set
of r ≤ n orthogonal column vectors, with unit length, which transforms the
original documents to a new orthogonal basis. We called such vectors principal
components (PCs). The transformation is expressed as: zi = WT (di −−→µ ) ;i =
1, 2, . . . ,m, where zi is the i-th projected document in the new space, and −→µ
is the mean vector of the term-document matrix. Inversely, we can express the
original documents as: di = Wzi +

−→µ ;i = 1, 2, . . . ,m
Under the data compression approach, PCA finds W such that the Frobenius

norm of the reconstruction f =
∑n

i=1 ∥di − (Wzi +
−→µ )∥F is minimized.

If we choose r = n as the dimension of W we do not lose any information
during the transformations, and the error is zero. However, if we choose r < n,
some information is lost because not all the variance is present. The choosing of
a r < n is common for data compression and dimensionality reduction, because
the largest variances are associated with only the r first components. Then, the
error of reconstruction for a given dimension r < n is e =

∑n
i=r+1 w

T
i Awi, where

A =
∑m

i=1 (di −
−→µ )(di −−→µ )T is the covariance matrix of the mean centered

data matrix. The minimization of this error corresponds to the following eigen-
problem: AW = λW.The reconstruction error is then minimized when wi are
the eigenvectors of the covariance matrix. This will produce the optimal low rank
r approximation to D in the least squares sense, with r as the rank of matrix
W, corresponding to non-zero eigenvalues.

2.2 Minimum Loss of Reconstruction Information

PCA minimizes the reconstruction error of the original documents, the idea
behind the proposed approach is to extend such property to new unseen docu-
ments. Thus, if we have a matrix Wp that was obtained from a given category
p of documents, this Wp must well reconstruct new unseen documents which
are similar to the ones used to extract such matrix, and will reconstruct poorly



unseen documents which are not similar or not close by related to the original
ones. Using such assumptions we build the Minimum Loss of Reconstruction
Information (mLRI) classifier, which generalizes the concept of error reconstruc-
tion to a single-label, multi-class scenario, where the task is to assign an unseen
document to one of a predefined set of c categories, by finding the matrix Wp

(and its corresponding category p) that better reconstructs the new document.

PCA is a crucial part of the system, then we consider some practical issues
in order to make this computation more efficient. First, rather than compute the
matrix W from the covariance matrix (which is expensive in both, memory and
computing time), the mLRI classifier uses the relation of PCA with the Singular
Value Decomposition (SVD), where the PCs correspond with the singular vectors

of a SVD of the normalized centered data: SVD((D − M)/m
1
2 ), which is more

efficient [26]. Second, usually the rank r of the matrix W is chosen to be small in
comparison with the total number of terms (r ≪ n), since only a few components
carry most of the information from the data. We use here the Power Factorization
Method (PFM) [11][22], which is a generalization of the Power Method [13], as a
SVD calculator to extractW with a relatively small rank r from the data matrix.
The PFM starts from an initial random matrix Winitial of rank r and iteratively
refines it until it reaches convergence using an orthonormalization of the columns
[11]. The PFM converges very quickly to the desired approximation of W using
simple matrix multiplications. Finally, for text document categorization, the
term-document matrix D is highly sparse. Even if during the mean subtraction,
part of the sparsity is lost, the use of a global vocabulary (i.e. extracted from all
the categories in the training dataset), and the computing of PCA per category,
leaves the data matrix still highly sparse. We exploit such sparseness in order to
compute efficiently the low rank matrix W.

The general architecture of the mLRI method is divided in a training and a
test phase. The training phase starts with a set D = [D1,D2, . . . ,Dc] of training
documents organized in c categories. Di = [di,1,di,2, . . . ,di,m], corresponds to
a term-document (category) matrix composed by m document column vectors
of size n in the i-th category. The number m changes depending on i (different
number of documents inside different categories). Then, we compute the mean
vector −→µ i for each category i, and we form a matrix Mi ∈ Rn×m by repeating
in each column the value of the mean −→µ i. Afterwards, we subtract the corre-
sponding mean to each category matrix Di − Mi and normalize the result by
the square root of the number m of documents. Finally, we define the number r
of PCs we want to extract from the data and compute the rank r matrix Wi for
each category i using PCA from SVD. The parameter r defines the quantity of
information carried by the matrix W, but not all the information is important
in such matrix. Then, the selection of a suitable value for r is important and
depends on the properties of the data at hand. Such parameters could be learned
in the mLRI classifier using standard techniques, like a k-fold cross validation
over the training set. The training phase is illustrated in algorithm 1.

The test phase of the mLRI classifier is as follows: starting with a new unseen
document y ∈ Rn×1 to be classified, expressed as a column vector, for each cate-



Algorithm 1 Training phase for mLRI.
Require: – A set of training document matrices D = [D1,D2, . . . ,Dc], organized in c categories.

– The size of the low rank approximation r.
Ensure: – A set of projection matrices Wi ; i = 1, 2, . . . , c.

– A set of mean vectors −→µ 1,
−→µ 2, . . . ,

−→µ c. One mean per category.
for i = 1 to c do
−→µ i ← ComputeVectorMean(Di)
Mi ← RepeatMeanInColumns(−→µ i)

Ti ← (Di −Mi)/m
1
2

Wi ← SVD(Ti, r)
end for

gory i we first extract from the new document the category mean vector −→µ i. We
then project the document using the corresponding transformation matrix Wi.
Afterwards, we reconstruct back the document using the same matrix Wi and
we add again the category mean vector −→µ i. We then compute the reconstruction
error as the Frobenius norm of the difference between the original document and
the reconstructed one. The process is repeated for each category i = 1, 2, . . . , c.
Finally, the classifier assigns the document to the category with the minimum
reconstruction error. This process is detailed in algorithm 2.

Algorithm 2 Testing phase for mLRI.
Require: – A set of projection matrices Wi ; i = 1, 2, . . . , c.

– A set of mean vectors −→µ 1,
−→µ 2, . . . ,

−→µ c.
– A new unseen document y

Ensure: – A predicted category p ∈ C.
for i = 1 to c do

ti ← y −−→µ j

zi ← tiWi

si ← ziW
T
i

qi ← si +
−→µ i

ei ← FrobeniusNorm(y,qi)
end for
p← IndexofMinimum(e1, e2, . . . , ec)

3 Related Works

On of most common techniques for dimensionality reduction in text mining is
Latent Semantic Analysis (LSA) [6]. LSA uses the term-document matrix of a
collection of documents and finds a low-rank approximation of such matrix using
SVD. In matrix terms, LSA is similar to PCA, but without centering the term-
document matrix. In line with this approach, most of the works devoted to text
categorization where PCA or LSA are used, employ PCA as a first step to project
the original term-document matrix to a new low-rank space, considering only the
first few components with the highest variance. After this initial dimensionality
reduction phase the categorization is performed using standard classification
algorithms (e.g., SVM, NB, K-NN, etc.) [17][18][25]. Inside the mLRI classifier,
we do not use the original training documents projected to a low-rank space to



train a model, rather we use the transformation matrices computed from such
original training documents as the classification model.

Linear Discriminant Analysis (LDA) is a categorization/dimensionality re-
duction technique [8], which uses the category information to project the data
into a new space where the ratio of between-class-variance to within-class-variance
is maximized in order to obtain adequate category separability [1]. Torkkola [27]
was one of the first authors to use LDA for text categorization. There, the author
mentions that PCA does not help for an optimal discrimination of the data, and
then proposes LDA to categorize text documents. Nevertheless LDA as classifier
tends to perform worse than a SVM for text categorization [17]. In this work, we
actually exploit the discriminative properties of PCA for text categorization, by
including the category information in the form of a transformation matrix per
category, which minimizes the reconstruction error of the training documents of
the corresponding category.

Non-Negative Matrix Factorization (NMF) is another dimensionality reduc-
tion technique, which projects the data to a new space, but the values in the
transformation matrices obtained with NMF are only positive [2][3]. NMF is sim-
ilar to other models such as probabilistic Latent Semantic Analysis (pLSA) [12]
and Latent Dirichlet Allocation [5], which are probabilistic extensions of the LSA
model. These models reduce the dimensions of the documents by representing
them as a mixture of topic distributions and topics as a mixture of word distribu-
tions. These models have the disadvantage that identifying the correct number
of latent components is a difficult and computationally expensive problem [5].
As we will show further, when using the mLRI classifier, we could estimate the
proper number of latent components (the rank r of the matrix W ), by applying
a k-fold cross validation over the training set.

In this work, we proposed the mLRI classifier, which relies on the framework
derived from the property of PCA to minimize the reconstruction error of the
training documents used to compute the matrix W and extend such property
to unseen documents. The same property of PCA has already been used in
computer vision tasks such as object detection [19] and novelty detection [12],
and in a spam filtering task [9]. However, to the best of our knowledge there is
no work devoted to minimize the reconstruction error on single-label multi-class
text categorization, where the best rank r for the matrix W is learned from the
training data.

4 Experimental Evaluation

4.1 Datasets

The following sections contain brief descriptions of the datasets used to test the
validity of the mLRI classifier.

– R8 and R51: These two datasets are subsets of the well-known Reuters-
21578 corpus using the “modApté” train/test split1. We removed from the

1
Available at: http://www.daviddlewis.com/resources/testcollections/reuters21578/



R10 (the set of the 10 categories with the highest number of positive training
examples) and the R90 (the set of the 90 categories with at least one positive
training example and one positive test example) subsets all the examples
with zero or more than one category assigned, plus the categories with less
than 2 examples for training (this is done with the purpose of applying the
mLRI classifier, which captures information from a set of documents). This
cut leaves 8 out of the 10 original categories in R10, and 51 out of the 90 in
R90. The names are thus R8 and R51.

– Classic: This dataset2 is a collection of abstracts from journals in different
areas split in 4 categories.

– 20Newsgroups: This dataset is a collection of approximately 20,000 news-
group documents, split across 20 different newsgroups. In this work we used
the bydate version of this dataset3, which already has a train/test split.

We applied a pre-selection of terms from the training set in order to form a
vocabulary for each dataset. We removed first the stop-words using the Rainbow
list [20] and later we removed the terms that appear in only one document in
the training set. This pre-selection helps to remove noisy features but avoiding
an aggressive selection of features, which could remove some important features.
Moreover, it is known that for classifiers that exhibit a good performance in text
categorization, like a SVM or NB, the use of a large vocabulary is beneficial to
be able to map between features and categories [15]. After the removal of terms,
some documents from the Classic and 20Newsgroup dataset were empty and then
removed from the dataset. Table 1 presents a summary of the datasets, which
includes the split of training/test documents used, the number of categories and
the total number of individual terms in each dataset.

Dataset Number of Training Number of Test Number of Vocabulary
Documents Documents Categories Size

R8 5485 2189 8 19287
R51 6531 2566 51 21566

Classic 4956 2123 4 20177
20NewsGroups 11293 7528 20 72579

Table 1. Summary of the datasets used for experimentation.

4.2 General Experimentation Setup

The term-category matrices were built by vectorizing the text documents using
a term-frequency inverse-document-frequency (tf-idf) schema. The tf-idf vectors
are normalized to the unit using norm 2. The documents are in the columns and

2
Available at: http://www.dataminingresearch.com/index.php/2010/09/classic3-classic4-
datasets/

3
Available at: http://people.csail.mit.edu/jrennie/20Newsgroups/



the terms in the rows. All the methods start the training process using directly
the normalized tf-idf term-document matrices.

In order to have a better overview of the performance of the mLRI classifier,
we compared its results with the ones obtained using other popular classification
algorithms. We used for comparison three classifiers: Multinomial Naive Bayes
(NB), K-Nearest Neighbors (K-NN), and SMO [24], a popular linear Support
Vector Machine (SVM) which is known by its very good performance in text
categorization. We used for these baseline methods the implementations from
the Weka package [10] using Java to call the methods programmatically. In or-
der to find the optimal parameters C for SVM (C is the penalty constant, a larger
C corresponding to assigning a higher penalty to errors) and K for K-NN (K is
the number of nearest neighbors considered to assign the category to a test docu-
ment), we performed a 5-fold cross validation over the training set with different
parameter values: C = {0.01, 0.1, 1, 10, 100, 1000} and K = {2, 5, 10, 20, 30, 50}
and we choose the one which maximizes the macro-F1 measure.

The model for mLRI was implemented in MatLab. The PFM method ap-
proximates the matrices Wi starting from a random matrix; thus, in order to
estimate the confidence level of the approximations, we performed 10 runs with
mLRI for each experiment. Similarly than with the SVM and the K-NN clas-
sifiers, with the mLRI classifier we performed a 5-fold cross validation over the
training data, in order to optimize the r parameter, which corresponds to the
rank of the matrices Wi. We considered ranks of r = {1, 2, 4, 8, 16, 32, 64, 128},
and we chose the one which maximizes the macro-F1 measure. Additionally, we
show the results of the effect of changing the rank r of the matrices Wi in the
reconstruction error over the test set.

We compared the performance of all the methods using the standard classi-
fication measures accuracy and F1-measure, which are defined as Accuracy =

(TP+TN)
(TP+FP+FN+TN) and F1 = 2 Precision·Recall

Precision+Recall . Where TP is the number of true

positives, TN is the number of true negatives, FP is the number of false positives
and FN is the number of false negatives. The accuracy measures the proportion
of corrected categorized documents, while the F1 measure represents the har-
monic mean of precision and recall. We compute the micro- and macro-averages
for F1. In our case, given that the categorization is single-label multi-class, the
values of F1 micro-averaged are equal to the values of accuracy. We conducted all
the experiments using a desktop Linux PC with a 3.4 Ghz Intel Core i7 processor
and with 16 GB in RAM.

4.3 Results

Tables 2, 3, 4 and 5 show the results of all the classifiers for the R8, R51, Classic
and 20Newsgroups datasets respectively. The tables present in the first column
the name of the method used. In the second column appears the number of
features. In the case of the mLRI classifier this number corresponds to the rank
r of the matrix W used to perform the error reconstruction; while in the case
of the other methods this number corresponds to the size of the vocabulary.



In column three to six of the tables appear the accuracy, the macro-F1, the
training time and the testing time, respectively. The accuracies and macro-F1
measures for the mLRI classifier are averages over the 10 runs performed in each
experiment. These measures include the 95% confidence intervals with 9 degrees
of freedom, estimated from a t-distribution. The training and testing times for
the mLRI classifier are also averages over the 10 runs. The rows of the methods
SVM and K-NN show the optimal parameters (C or K) found during the 5-fold
cross validation and used with the test set. The training times for the K-NN
method are always zero since it is a lazy classifier. The accuracies and macro-
F1 measures in bold for the mLRI classifier correspond to the values obtained
with the use of the optimized r, found with the 5-fold cross validation over the
training set. The values in italic correspond to the best values in general.

Number of Macro- Training Testing
Method Features Accuracy F1 Time (s) Time (s)

mLRI

1 0.964±1E-3 0.922±2E-3 2.55 2.9
2 0.951±1E-3 0.920±2E-3 2.65 3.14
4 0.952±1E-3 0.918±1E-3 2.97 3.43
8 0.949±2E-3 0.917±2E-3 3.98 4.16
16 0.952±1E-3 0.918±2E-3 5.84 5.56
32 0.949±1E-3 0.909±2E-3 9.86 8.41
64 0.940±2E-3 0.908±2E-3 19.07 13.92
128 0.928±1E-3 0.904±7E-4 42.70 24.57

SVM (C=0.01) 19287 0.940 0.895 2.06 1.16
NB 19287 0.804 0.351 0.2 0.08

KNN (K=2) 19287 0.595 0.402 - 14.715

Table 2. Comparison of performance for the R8 dataset.

Number of Macro- Training Testing
Method Features Accuracy F1 Time (s) Time (s)

mLRI

1 0.926±2E-3 0.693±2E-3 2.94 5.26
2 0.919±1E-3 0.692±4E-3 3.04 5.65
4 0.919±1E-3 0.689±3E-3 3.49 6.27
8 0.918±2E-3 0.691±2E-3 4.83 7.74
16 0.917±2E-3 0.684±3E-3 7.45 10.27
32 0.913±2E-3 0.668±1E-3 13.38 15.13
64 0.901±1E-3 0.644±4E-3 28.25 23.17
128 0.876±1E-3 0.594±6R-4 71.78 36.83

SVM (C=0.1) 21566 0.903 0.702 18.38 36.13
NB 21566 0.684 0.053 0.2 0.1

KNN (K=2) 21566 0.549 0.335 - 21.97

Table 3. Comparison of performance for the R51 dataset.

R8 and R51 datasets: from table 2 we observe that mLRI performs better,
in terms of both accuracy and macro-F1, than the other methods for the R8
dataset using a matrix of rank 8. The optimized rank r found by the 5-fold cross
validation produces slightly worse results than the best rank in general (rank 1),
but the performance is still appropriate. The training and testing times using a



Number of Macro- Training Testing
Method Features Accuracy F1 Time (s) Time (s)

mLRI

1 0.947±1E-3 0.950±1E-03 1.77 2.64
2 0.950±2E-3 0.954±2E-3 1.85 2.85
4 0.952±2E-3 0.956±2E-3 2.13 3.14
8 0.956±2E-3 0.960±2E-3 2.93 3.74
16 0.957±1E-3 0.962±1E-3 4.41 4.92
32 0.958±1E-3 0.962±1E-3 7.44 7.35
64 0.958±6E-4 0.961±6E-4 13.98 12.18
128 0.957±6E-4 0.959±5E-4 28.95 22.02

SVM (C=0.1) 20177 0.954 0.956 2.48 0.45
NB 20177 0.938 0.938 0.2 0.2

KNN (K=2) 20177 0.458 0.171 - 14.60

Table 4. Comparison of performance for the Classic dataset.

Number of Macro- Training Testing
Method Features Accuracy F1 Time (s) Time (s)

mLRI

1 0.775±1E-3 0.770±1E-3 9.86 64.21
2 0.777±2E-3 0.771±2E-3 10.10 68.75
4 0.780±1E-3 0.774±1E-3 11.02 75.38
8 0.787±1E-3 0.781±1E-3 14.08 89.35
16 0.798±1E-3 0.792±1E-3 19.86 116.83
32 0.811±1E-3 0.804±1E-3 33.53 172.32
64 0.821±1E-3 0.814±1E-3 70.59 293.45
128 0.833±1E-3 0.827±1E-3 177.75 536.66

SVM (C=1) 72579 0.803 0.800 98.45 68.09
NB 72579 0.796 0.774 0.2 0.2

KNN (K=2) 72579 0.114 0.112 - 261.19

Table 5. Comparison of performance for the 20 Newsgroups dataset.

matrix of rank 8 are usually greater than the ones of NB and the SVM, but are
relatively low. In table 3 we observe that for the R51 dataset, similarly than with
the R8, the mLRI method performs good with a matrix of rank 8, surpassing the
other methods in accuracy, but with a macro-F1 less than the one of the SVM.
We observe the same effect of choosing an optimal rank r from the 5-fold cross
validation, the results are not the best, but appropriate. Again, the training and
testing times are greater than the ones of NB but in this case better than the
ones of the SVM.

Classic dataset: in table 4 we observe that the results for the mLRI classifier
with a matrix of the optimal rank found from the training set (rank 16) are better
than all the other methods in accuracy and macro-F1. The optimal rank found
is very close to the best general performance (rank 32). In this case, the training
and testing times are higher than the ones of NB and the SVM, but are still low.
In this case, the use of a matrix with rank r = 16 to perform the reconstruction
of similar documents, means that more PCs are required to better express the
variance inside the Classic dataset. This is perhaps due to more diversity inside
each category and more overlapping content among categories.

20Newsgroups dataset: in table 5 we can see that the mLRI classifier
performs better than the other methods, in terms of both accuracy and macro-
F1, when using a matrix of rank 128. In this case, the optimal rank corresponds
with the best general performance. The training and testing times are higher



Training mLRI SVM NB KNN
Size (%) Accuracy Macro- Accuracy Macro- Accuracy Macro- Accuracy Macro-

F1 F1 F1 F1

1 0.472±1E-03 0.448±1E-03 0.316 0.322 0.309 0.324 0.051 0.005
5 0.696±4E-04 0.687±5E-04 0.682 0.680 0.354 0.659 0.624 0.048
10 0.741±9E-4 0.733±9E-4 0.709 0.714 0.709 0.678 0.064 0.034
20 0.779±8E-04 0.771±8E-04 0.756 0.754 0.748 0.721 0.085 0.067
30 0.797±7E-04 0.790±7E-04 0.770 0.770 0.758 0.733 0.099 0.094
40 0.803±4E-04 0.797±4E-04 0.780 0.777 0.769 0.745 0.103 0.105
50 0.822±6E-4 0.815±5E-4 0.787 0.785 0.782 0.759 0.116 0.123
100 0.833±1E-3 0.827±1E-3 0.803 0.800 0.796 0.774 0.114 0.112

Table 6. Comparison of performance per training size in the 20 Newsgroups dataset.

than the ones of the other methods, but still feasible. 20Newsgroup is a denser
and balanced dataset than the other ones, but contains a greater overlapping of
content inside them. That is one of the reasons this dataset is harder to categorize
than the previous datasets, but still, mLRI models better the different categories
than the other methods.

We performed a final set of experiments in order to test the ability of the
methods to generalize the content of the different categories. We do this by se-
lecting fractions of the training set from the 20Newsgroups dataset, and we use
the complete test set for testing. The results for these experiments are summa-
rized in table 6. The first column of table 6 shows the proportion of the training
set used, and the rest of the columns show the performance for accuracy and
macro-F1 for all the methods. The results for the mLRI, SVM and K-NN corre-
spond to the ones of the optimal r, C and K parameters, respectively, obtained
with 5-fold cross validation over the training set. From this table we observe
that the performance of the mLRI classifier is maintained disregarding the size
of the training set used. This shows the ability of the method to generalize and
properly model the categories inside the dataset.

In all the experiments, the estimated confidence levels are very low, meaning
that the PFM is able to compute the low rank matrices Wi very consistently.

We observe from the experiments that the selection of the rank r for the
transformation matrices Wi is an important issue depending on the dataset at
hand. Similar to other parameters like C for SVM or K for K-NN, the r param-
eter needs to be tuned or adjusted to reach a good classification performance.
We have seen from the experiments that this could be done by performing a
standard k-fold cross validation over the training set.

5 Conclusion

In this paper we have presented and evaluated a novel technique to classify docu-
ments, using their text content features, in a single-label multi-class scenario. The
proposed model relies on the property of PCA to minimize the reconstruction
error of the documents used to compute a low-rank transformation matrix W.
We called the proposed method Minimum Loss of Reconstruction Information



(mLRI) classifier. The mLRI classifier extends the property of error minimiza-
tion of PCA and applies it to new unseen documents. We have shown that this
technique is able to well preserve the diversity of the data from the different cate-
gories inside the transformation matrices Wi. Then when such matrices are used
to classify a new unseen document, the category matrix with similar properties
to the new document, enables to reconstruct such document with minor loss of
information. The reconstructed document based on a given category matrix that
is closest to the original document indicates the category of the new document.

Results have shown that the mLRI classifier performs well in terms of accu-
racy (or micro-F1) and macro-F1, and when the rank of matrix W is small, its
training and testing times are competitive to the ones of a linear SVM. During
the training phase, mLRI takes advantage from the sparsity of term-document
matrices and the good performance of the PFM, in order to fast approximate
the low rank category matrices Wi. In this sense, the selection of the rank pa-
rameter r is an important issue for the mLRI classifier, since depending on the
dataset a different number of PCs are required to properly model the data in
terms of minimization of the reconstruction error. Such parameter r is learned
from the training documents by using a standard k-fold cross validation.

In the future we want to apply the mLRI method to other text classification
tasks. In particular we are interested in using it for hierarchical classification
in large datasets, where there exist thousands of documents and thousands of
categories and the categories are arranged in a taxonomy. The mLRI could be
used inside the taxonomy to model the internal categories. It would be interesting
as well, to combine the output prediction of the mLRI with other classifiers.
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