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Abstract

There are various approaches to gaining semantic understanding of video.
Approaches include gaining a better understanding of the underlying video
structure through video segmentation, summarizing the video to report the
most salient events, identifying concept (persons/objects/scene) classes present,
and identifying a sequence of actions that characterize events. A substantial
portion of the thesis focuses on the segmentation of video into scenes, where
each scene contains a central idea or theme which serves as a component of
the greater narrative that constitutes the entire video. Once identified, scenes
can be indexed for later retrieval, summarized for quicker access, or used as
a reference point when browsing. A typical domain is news broadcast video
segmentation.

Video structural analysis is known as story segmentation when referring to the
specific domain of news broadcast segmentation, or scene segmentation when
the domain is unrestricted. Such structural analysis is typically content-based,
that is the change between stories is identified by recognized change in context
as one topic segues to another. Prior knowledge of the domain permits the
inclusion of domain specific knowledge when performing the structural video
analysis. Domain specific knowledge in news broadcast video segmentation may
take the form of anchor detection, jingle, or speaker silence detection. In the
literature, a variety of multi-modal cues contribute to the segmentation decision.
However, features and techniques originating in text-only segmentation research
have sometimes been neglected in video analysis. Part of the work presented
in this thesis describes a supervised approach to the segmentation of news
broadcast video using text features, in combination with typically used features
from the audio and visual modalities, and investigates each individual features’
contribution.

The thesis then focuses on scene segmentation, which is the segmentation
of generic video without domain restriction. The problem is formulated as
a segmentation task on long television broadcast of mixed Olympic games
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coverage with a duration of over 4 hours. The Olympic coverage consists of
mixed sports, such that no sports specific detectors could be applied; and with
visually similar and sequential races of the same sport without interruption
where the goal is to isolate each race individually in the final segmentation.
This requires a different approach in terms of feature selection, and the choice
is made to develop an unsupervised method that is sufficiently robust to allow
application in other domains. A summarization component applies labels to
the ensuing scene segments by identifying persons present, salient key-words,
and the type of sport by means of a classifier trained on Wikipedia articles.

The next part of the thesis determines salient events within each scene, by
performing temporal sequence analysis of the underlying shots via string
kernels. In the context of the Olympic games, a swimming race may have
underlying sequences corresponding to when swimmers line up prior to the
race, actual swimming back and forth in lanes, the race conclusion and final
times. The identification of such events immediately provides a deeper semantic
understanding of the events taking place, but can also be used to identify similar
event sequences in other video broadcasts in the same domain.

Within the context of a video browser, stories and scenes are further analysed
in other modules to create additional indexes for cross-referencing to identify
scenes that discuss the same topic, share the same people, or have a common
location. In this thesis, scenes are mined for common, semantically relevant
event sequences which describe the overall scene.

The work presented in this thesis on scene and story segmentation serves to
partition a video into semantically coherent units which are a basic unit for
browsing and retrieval. Substantive contributions are made on unsupervised
semantic event detection for indexation and retrieval. The research was
conducted in the context of the AMASS++ (Advanced Multimedia Alignment
and Structured Summarization) research project, which had the goal of
developing an advanced video archive browser and retrieval system as well
as the recently launched research project on task-oriented search and content
annotation for media production (TOSCA-MP).



Beknopte samenvatting

Er zijn verschillende benaderingen voor het identificeren van betekenisdragende
begrippen in video. Sommige benaderingen kunnen onder andere zijn: de
onderliggende videostructuur verkregen door middel van videosegmentatie, een
samenvatting van de video die de meest opvallende gebeurtenissen rapporteert,
het identificeren en classificeren van aanwezige concepten (personen / objecten
/ scènes) en klassen; en het identificeren van een opeenvolging van handelingen
die gebeurtenissen karakteriseren. Een deel van het proefschrift richt zich op
de segmentatie van de video in scènes, waar elke scène een centraal idee of
thema bevat dat dient als een onderdeel van het grotere verhaal waaruit de hele
video bestaat. Wanneer scènes eenmaal geïdentificeerd zijn, kunnen ze worden
geïndexeerd voor later gebruik, samengevat voor snellere toegang, of worden
gebruikt als referentiepunt tijdens het zoeken in videodocumenten. Een typisch
domein voor videosegmentatie zijn nieuwsuitzendingen.

Videostructuuranalyse staat bekend als segmentatie van nieuwsverhalen bij
de verwijzing naar het specifieke domein van videonieuwsuitzending, of
scènesegmentatie wanneer het domein meer algemeen is. Zo’n structuuranalyse
is typisch gebaseerd op de inhoud van video waarbij de overgang tussen
nieuwsverhalen dan wel scènes worden identificeerd door een herkende
verandering in context wanneer nieuwsverhalen en scènes elkaar opvolgen.
Voorkennis van het domein stelt ons in staat om specifieke domeinkenmerken
mee te nemen bij het uitvoeren van videostructuuranalyse. Domeinspecifieke
kenmerken in de segmentatie van een nieuwsuitzending kan de vorm aannemen
van de herkenning van de nieuwslezer, jingle, of onderbreking in de gesproken
tekst. In de literatuur bestaat een verscheidenheid aan multimodale indicaties
die bijdragen aan een segmentatiebeslissing. Kenmerken en technieken die hun
oorsprong vinden in uitsluitend tekstsegmentatie-onderzoek zijn echter soms
verwaarloosd in video-analyse. Een deel van het werk in dit proefschrift beschrijft
een gesuperviseerde benadering voor de segmentatie van een nieuwsuitzending
met behulp van tekstsegmentatiefuncties, in combinatie met typisch gebruikte
kenmerken van audio- en visuele modaliteiten, en onderzoekt de bijdrage van
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elk individuele kenmerk aan de uiteindelijke videosegmentatie.

Het proefschrift richt zich vervolgens op scènesegmentatie, de segmentatie
van video in het algemeen zonder domeinbeperking. Het probleem wordt
geformuleerd als een segmenteertaak van een lange televisie-uitzending over de
Olympische Spelen van bijna 4 uur. Deze uitzending bestaat uit verschillende
sporten, zodanig dat er geen sportspecifieke detectoren kunnen worden toegepast,
en met een visuele gelijkenis en ononderbroken opeenvolging van races in dezelfde
sport waarbij het doel is om elke race afzonderlijk te isoleren in de uiteindelijke
segmentatie. Dit vereist een bijzondere benadering bij het kiezen van kenmerken,
en de keuze werd gemaakt om een methode te ontwikkelen die geen supervisie
behoeft en voldoende robuust is om toepassingen in andere domeinen mogelijk te
maken. Een samenvattingscomponent identificeert de verkregen scènesegmenten
door het herkennen van aanwezige personen, belangrijke sleuteltermen, en de
aard van de sport door middel van een classificatiefunctie die getraind is op
Wikipedia-documenten.

In het volgende deel van het proefschrift worden kenmerkende gebeurtenissen
binnen een scène vastgesteld door middel van het analyseren van een aan de tijd
gerelateerde opeenvolging van de onderliggende videobeelden via string-kernels.
Gedurende een uitzending van de Olympische Spelen bijvoorbeeld kan een
zwemwedstrijd een onderliggende opeenvolging hebben die overeenkomt met een
line-up van de zwemmers voor de race, het op en neer zwemmen in een baan,
de wedstrijduitslag en de eindtijden. De identificatie van deze gebeurtenissen
geeft onmiddellijk een dieper semantisch begrip van de gebeurtenissen maar kan
tevens worden gebruikt om een opeenvolging van soortgelijke gebeurtenissen in
andere, dan wel toekomstige, video-uitzendingen te herkennen.

Dergelijke fundamentele eenheden worden verder geanalyseerd in andere
modules om additionele indexen te creëren voor verwijzingen naar scènes
die hetzelfde onderwerp betreffen, dezelfde mensen identificeren, dan wel
een gemeenschappelijke locatie hebben. In dit proefschrift worden de
scènes gevonden van gemeenschappelijke, semantisch relevante opeenvolgende
gebeurtenissen die de totale videoscène beschrijven.

De nieuwsverhaal- en scènesegmentatie beschreven in dit proefschrift deelt de
video op in semantisch samenhangende delen. Deze vormen een basiseenheid
bij het zoeken naar en het ophalen van videodocumenten. De thesis maakt
een substantieve bijdrage aan het ongesuperviseerd herkennen van semantische
begrippen en hun indexering die opzoeken mogelijk maakt. Het onderzoek werd
uitgevoerd in het kader van het AMASS++ (Advanced Multimedia Alignment
and Structured Summerization) project, dat tot doel had het ontwikkelen
van een prototype videoarchiefzoekmachine en ontsluitingssysteem alswel het
onlangs gelanceerde TOSCA (Task-oriented Search and Content Annotation
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for media production) onderzoeksproject over taakgericht zoeken naar en de
annotatie van inhoudspagina’s voor mediaproductie.
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Chapter 1

Introduction

The availability of increasingly cheap data storage capacity, the cost of the 10MB
hard drive on my first computer 25 years ago would buy me today more than 3TB
capacity; advances in processing speed and communication, the Internet and
high-bandwidth networks in general and; the advent of mass-consumer media
capture devices, digital cameras and mobile phones capable of recording both
stills and video all have led to the availability of vast quantities of audio, imagery,
video, and text data. Data is often disseminated well beyond the original
creators’ control; i.e. published on on-line fora such as Youtube or Facebook.
Aside from consumer generated content, the digital age has led to a production
of vast quantities of multimedia content supporting business, entertainment,
research, and education applications. Content is intended for dissemination to,
and consumption by, large and varied audiences and consequently there is a
compelling need for intelligent index descriptors enabling the cross-referencing
and linking of content created by different multimedia producers. Describing
multimedia content is a goal of this thesis.

Database and multimedia systems have been developed to address these
needs in rather distinct domains of application. For instance, increasingly
complex and dynamic web content, scientific data management and digital
libraries are applications that require a common understanding in various
disciplines. There is consequently an increasing need for techniques which
allow a greater understanding of these evolving applications. Research on
media management focuses on media-content descriptors and indexing for the
development of common standards. Data management evolved well beyond
early day business applications, such as accounting, and research focuses on
media and heterogeneous-data intensive applications on the web, integrated

1
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database and retrieval systems, bio-informatics, sensor networks and digital
signalling, etc. Multimedia analysis techniques combine information from
various diverse sources in order to obtain a comprehensive overview, much like
human perception. While human perception can at a glance assay the nature of
multimedia content, computer techniques to date can simulate such perception
to a limited extent. The automated comprehension of the semantic space is
approximated by the analysis of multimedia features. This is known as bridging
the "semantic gap", and multimedia analysis techniques which do so are steadily
evolving, but they are far from mature. A definition of the semantic gap is:

...the lack of coincidence between the information that one can
extract from the visual data and the interpretation that the same
data have for a user in a given situation. [142]

Hauptmann [71] estimates that a minimum of about 1200 concepts detectors
are needed to answer typical user queries, where each concept defines an entity
of semantic relevance in a video corpus and a query is answered by identifying
the relevant semantic concepts. When each concept detector has a detection
accuracy of 10%, he estimates that between 1200 to 3000 concepts will be needed
to sufficiently cover the semantic space for information retrieval purposes. The
first TRECVID workshop in 2003 defined 17 semantic concepts, and by 2012,
346 semantic concepts are defined. At this pace of concept detector development,
it may be possible to cover the semantic space in about two decades, assuming
that a combination model can be developed that selects the necessary concept
detectors to answer a user query.

Specifically, this thesis focuses on the analysis of video, a dynamic form of
multimedia which has both visual, audio, and textual components. The thesis
contributes to the provision of semantic descriptions of multi-modal video
content to address exponential growth in video data availability while reducing
annotation requirements.

1.1 Terminology

There is a compelling case for complex semantic concept detection in video. A
semantic concept is defined as follows:

• Semantics, the study of meaning; and

• Concept, ‘An idea or thought that corresponds to some distinct entity or
class of entities, or to its essential features, or determines the application
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of a term, and thus plays a part in the use of reason or language’ (The
New Oxford Dictionary of English)

Concepts, for instance, can be:

Objects: car, trees, house
People: people, faces, President Bush
Actions: fighting, swimming, running, talking
Locations: outdoors, desert, beach

Multiple concepts can be related by space and time to form a complex concept:
chase-scene, election, Olympic event, romance.

Figure 1.1 shows some concepts that may be identified in a video frame.

Figure 1.1: Various semantic concepts visible in a video frame. Concepts can
be inferred through cues provided by visual, audio, and transcribed speech.

To bridge the semantic gap from low level video features to meaningful semantic
video descriptions, a wide range of semantic concepts are defined in ontologies
such as LSCOM[99]. These ontologies provide a description for each concept,
and define how concepts relate to each other. Semantic concepts are essential
to enable video search and retrieval.
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Semantic Concepts and Semantic Events in Video

Concept detection or semantic indexing are commonly used terms describing
the task of recognizing concepts in video. Typically they imply a supervised
approach, where annotated training examples are used to learn concept detectors;
support vector machines have been the method of choice for a number of years
due to superior performance. Such approaches are described in section 3.3.
However, the work in this thesis aims to identify semantic concepts without
such supervised methods.

A complex semantic concept is defined as a compilation of semantic concepts
that are related in time and space to provide meaning. An example of a complex
semantic concept is "the laughing man" conveying the thought of "happiness"
[124]. A "laughing man" could be detected through a combination of simpler
cues such as person detection and recognition of the laughter action by audio
analysis and the examination of facial expressions. Complex semantic concepts
are encapsulated in stories and scenes, which are identified in video segmentation
algorithms developed in chapters 4 and 5, and may also include more discernible
entities such as objects, people, and actions identified such as those identified in
figure 1.1. A semantic event is a semantic concept with a temporal duration. A
semantic event is used interchangeably with a semantic concept in chapter 6, as
this chapter concerns itself with the identification of semantic events, temporal
concepts, in video. Figure 1.2 illustrates the hierarchy of semantic concepts,
how complex semantic concepts may be identified through the identification of
objects, people, actions and locations in combination with the localization of
stories, scenes, and semantic events in video.
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Figure 1.2: Hierarchy of semantic concept categories

This thesis aims to infer complex semantic concepts through the identification
of stories, scenes, and semantic events in video.

Story and scene segmentation approaches identify portions of the video that
belong to the same segment at a semantic level, i.e. all frames describe the same
fundamental semantic event. For instance, in news broadcast segmentation, the
story segmentation should identify each news item in the video. Such a news
item represents a complex semantic concept. In chapter 4, a specific case of scene
segmentation is applied to the domain of broadcast news video and is known as
news story segmentation. Scene segmentation on a more generic broadcast is
presented in chapter 5. We look for semantic events that characterize a scene
in chapter 6. Chapter 7 looks at how stories, scenes, and semantic events can
be used in a video browser to enable video retrieval.

1.2 Research Themes

In comparison to research areas such as text information retrieval, video analysis
and retrieval is at a fairly early stage; early work came out of research on still
imagery, an uni-modal approach. However, a more comprehensive approach
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for video analysis is required which harnesses these multi-modal information
sources, and avoids the over-reliance of a single medium. Cross-modal analysis
is an element of this thesis. We examine how the recognition of complex
concepts in video improves when using multi-modal evidence and how
text based analytical methods can be transposed to the domain of
video analysis.

Most techniques analyzing the semantic content of multimedia use machine
learning to learn models that identify semantic concepts. Semantic concepts can
take a multitude of forms; they can be related to, for instance, objects, scenes,
people, acoustics, and genres.

It is noted, however, that concept detector performance suffers considerable
degradation when applied between collections 1. While it may be possible to
cover the semantic space of one particular dataset, these concept detectors
might not necessarily be transferable to other datasets. Concept annotation
for machine learning is notoriously expensive, especially given the number
of concepts required to cover a semantic space. An alternative would be
to adopt a content based approach for the semantic analysis of video that
avoids such an annotation requirement, and finds semantic meaning by other
means. As such, this thesis examines the feasibility of approaches
for extracting semantic meaning from video that required little to
no training examples. Chapter 3 describes a multitude of approaches for
detecting semantically relevant concepts in video. The semantic concepts
described in this chapter represent an essential step for the understanding of
video. However, the semantic concept detection methods described require
extensive manual annotation efforts to train the supervised concept classifiers.
As this thesis focusses on reducing the element of supervision required, we
present an unsupervised method for the detection of semantic concepts with a
temporal duration, which do not need to be predefined in an ontology, in chapter
6. The diagram in figure 1.3 illustrates the semantic analysis components that
are described in chapters 4 through 6, displaying the reduction (from left to
right) in supervision requirements as the work progresses.

1Hauptmann, keynote speech, CBMI 2009, Crete
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Figure 1.3: Each path represents a semantic analysis component, described in
detail in chapters 4-6 respectively. The work on news segmentation is supervised,
while scene segmentation and semantic event detection are unsupervised.

Semantic analysis of video can be approached from a top-down or a bottom-up
perspective. Video segmentation partitions a video stream into semantically
coherent groupings called stories or scenes. Such a process can be qualified
as a top-down approach. In contrast, semantic event detection is the basis of
a bottom-up approach where a sequence of detected semantic concepts form
a larger semantic scene descriptor. This thesis investigates what top-
down and bottom-up approaches can provide a semantic description
of video. Holistic video analysis approaches are adopted in chapters 4 and
5, where video is partitioned into semantically relevant segments, hence the
emphasis on various kinds of segmentation approaches in section 3.1. Semantic
concepts, as introduced in section 3.3, are related by an ontology such that
a more abstract, complex concept can be inferred from underlying concepts.
Semantic concepts are identified in an unsupervised fashion in chapter 6, with
the aim of combining them to identify a complex semantic concept.
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Figure 1.4: The news video segmentation and scene segmentation methods of
Chapters 4 and 5 represent holistic semantic analysis methods. Semantic event
detection, Chapter 6, on the other hand is a bottom-up approach.

The work conducted regards interdisciplinary research at the intersection of
computer vision, natural language processing, data mining and information
retrieval domains.

1.3 Motivation, Goals, and Contributions

The aim of this doctoral research is to develop complex semantic events
extraction from video by using statistical machine learning and inference
techniques that require few-annotated examples for training, to explore the
composition of the semantic concepts in intermediate concepts and entities, and
to consider the mutual reinforcement of both textual and visual input streams.
The work described in this thesis contributed to the goal of the AMASS++
project that was to develop a state of the art system for searching video archives,
and is continued in the scope of the TOSCA research programme that is to
investigate scalable- and distributed content processing methods performing
advanced multi-modal information extraction and semantic enrichment. The
goal of this work is to employ features and develop techniques that contribute
to further enabling semantic indexation and retrieval in generic video.
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Video segmentation is an imperative for organizing long video streams into
higher-level semantic units called a story or scene. Scene classification and
segmentation are fundamental steps for efficient accessing, retrieving and
browsing large amounts of video data. Semantic indexes are needed to enable
searching and browsing of multimedia content. Browsing these scenes unfolds
the entire video story, enabling users to locate their desired video segments
quickly and efficiently. Once identified, scenes can be indexed for later retrieval,
summarized for quicker access, or used as a reference point when browsing with
the ultimate goal of making video ready for further summarization, annotation,
and indexation required for eventual retrieval in video search, exploration and
navigation purposes.

Contributions of this thesis include the investigation of multiple multi-
modal features, especially various text features in a single framework, and
their contributions towards the segmentation of news broadcast video into
semantically coherent story units representing complex concepts, chapter 4.
In chapter 5, a framework is developed which clusters temporally constrained
features in order to achieve an unsupervised segmentation of diverse sport video
into scenes representing complex concepts. The unsupervised scene segmentation
approaches showed superior performance in comparison with the well-established
scene-transition graph approach. Video segmentation serves to divide up a
video into units that are semantically coherent, suitable as a basis for browsing
and retrieval. This is illustrated in the video browser application of chapter 7,
where users can navigate to, and search for, videos based on certain criteria
such as keywords, person’s present, or topic of a news item. This is made
possible because indexes have been constructed for each story/scene segment
of the video. The user is then presented with a result list of relevant stories
and scenes, i.e. the segment of the video, relevant to their query, and can then
refine their search or continue browsing the video collection.

In addition to the above, this thesis focuses on the automatic determination of
the most relevant events in a video dataset, with the intention of confirming that
these semantic events in sequence can be used to define an overarching complex
semantic concept comprising a scene, all the while minimizing the degree of
supervision required, chapter 6. Thesis contributions related to this chapter are
the development of a methodology based on string kernels to identify recurring
sequences which represent semantic concepts in video. These are identified
in an unsupervised fashion, which contrasts with supervised approaches in
the literature. Findings suggest that a complex concept can be inferred by
combining identified event sequences. The semantic concepts identified by this
work serve as indexes, enabling video search, as illustrated in the context of
the video browser in chapter 7. Video segments, e.g. from chapters 4 and 5,
are automatically annotated with the discovered semantic indexes of chapter
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6. These are made accessible to the user, either so that the user can browse to
the segments containing these semantic indexes, or so that these indexes can
be integrated into a information retrieval system which utilizes the discovered
semantic concepts to identify video segments relevant to a user query.

1.4 Outline

Part I focusses on the foundations of the thesis. Chapter 2 provides a basic
description of the relevant definitions, concepts, features, and methodologies used
in this thesis for the detection of complex semantic concepts in video. Chapter
3 presents an overview of various approaches to gaining semantic understanding
through video segmentation, video summarization, and concept detection in
video required for eventual retrieval in video search, exploration and navigation
activities. Multi-modal segmentation is examined and approaches described
towards segmenting video segments distinguishing between text-only and video-
based methods. Multi-modal summarization research describes approaches
which produce a concise synthesis of a video document. Video concept detection
research is presented that aims at the identification of semantic concepts in
video through supervised approaches. The chapter concludes with an overview
on video search, exploration and navigation research which describes search
strategies for video collections and associated combinations of different search
dimensions.

Part II presents the research conducted. In chapter 4 we describe an approach
to segmenting news video based on the perceived shift in content using features
spanning multiple modalities. We investigate a number of multimedia features,
which serve as potential indicators of a change in story, in order to determine
which are the most effective. The efficacy of our approach is demonstrated
by the performance of our prototype compared to other state of the art
story segmentation. A further investigation into the effect on segmentation
performance is made by varying the number of training examples versus the
number of features used.

In chapter 5 we present scene segmentation applied on Olympic Games
broadcasts. We identify chains, i.e., local clusters of repeated features from
both the video stream and audio transcripts. Each chain serves as an indicator
that the temporal interval it demarcates is part of the same semantic event.
By layering all the chains over each other, dense regions emerge from the
overlapping chains, from which we can identify the semantic structure of the
video. We analyse two clustering strategies that accomplish this task. We then
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develop a commentator that provides a semantic labelling of the resultant video
segmentation.

In chapter 6 a methodology is developed for concept detection. The work
presented in chapter 6 adopts an unsupervised approach. Rather than restricting
our concept space by using a fixed ontology, we instead seek to define relevant
concepts by the frequency in which they occur in a dataset. Our approach is
based on the recognition of commonly occurring sequences in video. The aim of
our work is to automatically determine the most relevant events in a dataset,
with the intention of confirming that these semantic events in sequence can be
used to define an overarching scene descriptor. In chapter 7 we contextualize
our findings of the previous chapters and show how they may be integrated into
a browser interface for the exploration and searching of a video archive.

Part III provides the conclusions of the research conducted.
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Background
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Chapter 2

Foundations

This chapter provides a short overview of video and its constituent vision and
textual features that are fundamental in multi-modal video analysis which
appear in later chapters in the thesis. This chapter is divided into three sections.
The first section 2.1, describes the entities, concepts, and features associated
with the visual component of video, while section 2.2 does so for the text
component. Section 2.3, describes decision functions for the semantic analysis
of video.

2.1 Video Analysis Concepts

This section describes concepts and features associated primarily with the visual
component of the video signal.

Video is a sequence of still image frames that are displayed at a certain frame
rate. Common standards such as PAL (Europe, Asia, Australia) have a frame
rate of 25 frames per second; the NTSC standard (mostly North America and
Japan) uses a frame rate of 29.97 frames per second. Frame counts used in this
thesis adopt the European frame rate.

Video shots group image frames together based on a feature-based distance
metric.

15
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2.1.1 Video Shots

Each frame in a video can be analyzed using image analysis techniques; however
it is computationally expensive to evaluate every frame in a sequence. Given
the frame rate, the information gained from consecutive frames is marginal.
In practice, it is common to group a sequence of frames fi in video V where
V = (f1, ..., fn) into shots S such that Sj = (faj

, ..., f bj
), 1 ≤ aj < bj ≤ n

using a similarity function, for instance, operating on color [140]. Then for
image analysis purposes, only a selection of representative frames need to be
examined; the analysis of these frames will represent the entire shot and the
temporal extent it represents. The partitioning of video into shots is known as
shot segmentation or alternatively shot cut detection, and a shot cut is used
to identify the boundary between one shot and the next. Shot cuts can be
distinguished in two forms, hard cuts, where the transition from one shot to the
next is immediate, and soft cuts, where the transition is gradual. The usage
of hard cuts or soft cuts is a post-production decision by a video producer or
broadcaster, but generally the more ’live’ a video, i.e. news broadcasts, the
more likely only hard cuts are employed in post-production. Hard cuts are
much easier to recognize than soft cuts because the transition is much more
abrupt. Hard cuts occur predominantly in the video corpora used in this thesis,
but our shot cut detection approach recognizes both hard and soft cuts.

Video shots serve as a feature for story detection, section 4.3.7, as a feature for
identifying scene boundaries in Olympic Games footage, section 5.3, and as a
basis for video sequence analysis, section 6.3.

2.1.2 SIFT - An Interest Point Descriptor

The SIFT feature [98], short for "Scale-Invariant Feature Transform", is a
scale and rotation invariant interest point descriptor. Interest points are
arbitrary points in an image, which depending on the exact method used, exhibit
invariance to local and global changes in perspective (rotation, translation),
invariance to changes in illumination, and invariance to changes in scale. The
intention behind interest point selection is to find features in an image which
can be repeatedly found despite changing conditions. Interest point detectors
are also known as edge detectors, corner detectors, blob detectors, or ridge
detectors, and an extensive survey is presented in [154].

The SIFT feature has an interest point detection algorithm that is scale- and
rotation invariant; the detected points in an image can be described irrespective
of size in the image or relative positioning. As the image is sub-sampled over
different scales, the descriptor is also scale invariant. The descriptor for each
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interest point is a 128 dimensional vector, representing an interest point in the
4 by 4 sub-sampled image, with 8 bins per region.

Other interest point descriptors include N-jets, SURF[10], PCA-SIFT[83],
RIFT[91], 3D-SIFT[137], RGB-SIFT[136], OpponentSIFT[136], C-SIFT[19],
STIP[88], GLOH [103, 104], HOG[40].

SIFT features are used as the underlying feature of the spatial pyramid descriptor
presented in section 2.1.3.

2.1.3 Spatial Pyramid and Kernel

Visual similarity is expressed in this thesis on the basis of video shot similarity
represented by the Lazebnik [90] spatial pyramid kernel. Video shot similarity
is evaluated on the spatial pyramid descriptor extracted for each frame. A
representative frame is selected for a video shot, typically the center frame of
the shot, for video shot comparison.

The Lazebnik spatial pyramid feature samples SIFT features and aggregates
them together at varying spatial resolutions. In an initialization phase, extracted
SIFT features are clustered using K-means clustering, section 2.3.2, to create a
codebook of patterns of SIFT features recognizable in the future. Histograms of
these patterns are maintained at various spatial resolutions, and these comprise
the spatial pyramid descriptor, which is illustrated in Figure 2.1. With an
appropriate kernel, the spatial pyramid feature can be used for approximate
geometric matching between two pictures.

Figure 2.1: SIFT visual-words are aggregated over various resolutions and
comprise the spatial pyramid descriptor from [90]
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Spatial pyramid features have been shown to work well in recognizing scene
categories, and our selection of it was motivated by its ability to capture the
gist of a scene; the ability to identify visually related images such as stills with
near-similar backgrounds, but different objects or persons in the foreground [62,
90].

Spatial pyramid descriptors can be compared using a kernel, computed as
follows:

I(H l
X , H

l
Y ) =

D∑
i=1

min(H l
X(i), H l

Y (i)) (2.1)

I(H l
X , H

l
Y ) is the histogram intersection function, which compares two images

X and Y represented by a histogram of SIFT features HX and HY at resolution
l. We shorten I(H l

X , H
l
Y ) to I l.

As an example, the comparison at resolution level 0 in figure 2.1 is very coarse,
because spatial information is lost as the histograms compared represent the
entire image frame. At a higher resolution, e.g. level 1, the histograms represent
SIFT features present in an image region, in this case a quadrant of the image.
There will be less matches overall, but a match implies more spatial similarity,
because the histograms are computed over a more restricted region of the image.
A spatial pyramid kernel [90] is given in equation 2.2.

kL(X,Y ) = IL +
L−1∑
l=0

1
2L−l (I

l − I l+1) = 1
2L I

0 +
L∑
l=1

1
2L−l+1 I

l (2.2)

In a d-dimensional feature space, the number of sampling locations is D = 2dl.
When L represents the total number of spatial-pyramid resolution levels, the
kernel kL(X,Y ) calculates the summation of every intersection of each sampled
histogram at each grid resolution; the histogram intersection is given a weight
proportional to each resolution level. The weight associated with level l is 1

2L−l .
We use L = 4 as suggested by [90]. Note that the number of matches found
at level l also includes the matches found at the finer level l + 1, and so the
number of new matches found at level l is given by I l − I l+1 for l = 0, ..., L− 1.

The spatial pyramid feature kernel is used for computing image similarities in
section 5.3, to compare shots with the goal to perform scene segmentation, and
section 6.3, to cluster shots according their image similarity, with the goal to
perform semantic event detection.
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2.2 Text Processes and Features

The previous section describes concepts and features associated primarily with
the visual component of the video signal. This section describes concepts and
techniques associated with the text component.

2.2.1 Sources of Text in Video

There are four possible sources of textual information in video; closed-caption,
automatic speech recognition (ASR), optical character recognition (OCR),
and production meta data. A broadcaster often makes closed caption text
available in the form of subtitles (Teletext) for the hearing-impaired. In some
domains, such as news broadcasting, the closed captions are taken from the same
teleprompter news readers use. However, textual information in video must
almost always be manually transcribed-at high cost. Text typically obtained by
OCR consists of short caption text, usually at the bottom of a screen during
a news type broadcasts. An on-screen caption often is closely correlated to
on-screen behaviour, and describes on-screen entities and events, e.g. "President
Bush visits". On screen text may also take the form of moving ticker text,
for example during financial information programs, or to provide alternative
headlines which are not necessarily correlated to what is displayed on screen.
Alternatively, embedded text native to the video such as street signs or building
signs may be recognized [158].

The textual modality referenced throughout this thesis refers to the text obtained
from Teletext, also known as closed captions, accompanying the video signal.

In chapter 4 the following text processing methods and features have been
extensively used for story segmentation.

2.2.2 Vector Space Model, Cosine Similarity, and TF-IDF

The vector space model [133] is a representation of a document which ignores
word order. It can be perceived as a histogram of words, where a document
is represented by a vector of frequency counts whose indexes correspond to
specific words in a dictionary. Thus a vector space model representation of a
document j is given by the vector: vj = [w1j , w2j , ..., wMj

], where M is the size
of the vocabulary, i.e. the number of words, in a document collection of size N ,
and each wi,j is a term weight for a single word i in document j. The value of
wi,j might be binary, indicating the presence or absence of a term, or have a
numerical value to indicate the importance of the term in the document.
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Given two sentences:

John buys popcorn. 2.3
Luke likes to eat popcorn too. 2.4

an 8 word dictionary is constructed:

1:"John", 2:"buys", 3:"popcorn", 4:"Luke", 5:"likes", 6:"to", 7:"eat", 8:"too"

The term vector then for sentence 2.3 is:

1, 1, 1, 0, 0, 0, 0, 0 (2.3)

and for sentence 2.4

0, 0, 1, 1, 1, 1, 1, 1 (2.4)

Given a vector space representation of a document collection, the angle between
two document vectors can be computed in order to determine the degree of
similarity. This similarity measure is known as the cosine similarity, and
computes the similarity as the inner product of two vectors normalized by their
Euclidean norm.

cosine(v1,v2) =
∑M
i=1 wi,1 � wi,2√∑M

i=1 w
2
i,1

√∑M
i=1 w

2
i,2

(2.5)

In an information retrieval setting, a user query represented by v1 would be
iteratively compared against all documents vj ∈ N . The documents with
the highest resultant cosine similarities would be returned to the user. Cosine
similarity is used in chapter 4 to compare prospective story segments represented
by word vectors.

As described above, each wi,j in a document vector is a term weight for a
word. One of the most frequently used weighting schemes is the TF-IDF (term
frequency-inverse document frequency) scheme developed by [133, 135]. TF-IDF
is defined as:

TF−IDF = TF× IDF (2.6)

Term frequency (TF) is the number of times word i occurs in a document j
multiplied with the inverse document frequency (IDF). IDF = log N

Dwi,j
, where
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N as the size of the document collection, and Dwi,j
represents the number of

documents in which word i occurs. The inverse document frequency then is
given by the logarithm of the reciprocal of the number of documents in which
word i occurs. The IDF prevents terms, such as stop words, which occur often,
across all documents, from dominating the weighted score.

TF-IDF scores can be further improved by performing stemming and stop
word removal. TF-IDF is a basic concept introducing stop word removal and
stemming in the sections below. A word-weighting scheme similar to TF-IDF
was applied in section 4.3.3, where a likelihood is calculated between two regions
of text based on weighted word occurrences in the respective text segments.

Stop word removal

Words which occur very frequently in a text negatively affect retrieval schemes
such as TF-IDF. These are known as stop words, and examples of this include
words such as "a", "the", "in", "and". Often such words are removed from a
text document prior to TF-IDF computations in a process known as stop word
removal. A stop list is a list of stop words. Stop word removal removes all
words from a document that are in a stop list.

Stop word removal is applied in chapter 4 and section 5.8 in order to reduce
the number of matches on trivial, non-informative words.

Stemming

In order to increase the number of word matches, for example to improve
TF-IDF retrieval, words are reduced to a common morphological root. An
example of this is:

hibernation→ hibernat
hibernate→ hibernat

In this way, two distinct words are reduced to a common root, allowing them
to be matched whereas originally they would not have been. One of the most
famous stemming algorithms is by Porter[122], although there are others.

Stemming is applied in section 4.3.1 as a way of improving the number of
matches between two regions of text.
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2.2.3 Named Entity Recognition

This information extraction task identifies words in text which are specific
instances belonging to categories such as {person, organization, location}. For
example:

Right next to [Kosuke KitajimaPerson] of [JapanLocation], the
world record holder and defending [OlympicOrganization] champion.

"Kosuke Kitajima" corresponds to a specific instance of a Person entity, while
"Japan" is a Location instance, and Olympic a reference to an Organization
instance. The state of the art, Stanford named entity recognizer [54], which is
based on conditional random fields with Gibbs sampling, features in this work.
Named entity recognition is applied in sections 4.3.9, 5.3, and 5.8.

2.2.4 Latent Semantic Analysis and Latent Dirichlet Alloca-
tion

LDA features in section 4.3.2 and is referenced extensively elsewhere. Latent
Dirichlet Allocation (LDA) [17] is considered to be a successor method, of Latent
Semantic Analysis (LSA)[44]. Both methods learn a set of topics based on word
co-occurrence in a collection of documents in order to overcome the problem of
word synonymy, where a topic is a collection of words with a related meaning.
Instead of representing a document by a vector of words, the document is
represented as a mixture of topics.

In the vector space model, documents form points in the M -dimensional space
where each dimension represents one of M words. Co-occurring words in a
document collection form vectors in this space. LSA [44] employs singular value
decomposition to identify the most informative of these vectors and selects these
as topics. Documents can then be represented by the LSA generated topics,
and as these represent vectors, can be compared using the cosine similarity.

Blei et al. [17] define LDA as a generative probabilistic model of a corpus, in
which each document is modelled as a finite mixture over an underlying set of
topics. Each topic is itself modelled as a probability distribution over words.
Topics can be learned using methods such as variational inference or Gibbs
sampling [43].

LDA is applied within the context of story segmentation in section 4.3.2, in
order to compare two regions of text on whether they are part of the same news
item or not, and is referenced elsewhere.
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2.3 Decision Functions

Decision functions are used to analyze multi-modal features in order to extract
semantic information. Given a set of n observations {o1,o2, ...,on} with
corresponding target class values {y1, y2, ..., yn} the goal of a decision function
in the frame of this thesis is to predict the value of y for an unseen instance of
o. More formally, a decision function can be defined as Func(o) : o→ y, where
each instance o is represented as a vector of feature values o = [f1, f2, ..., fm]
and m is the total number of features.

For example, in section 4.4 a maximum entropy classifier, a type of decision
function, is used to predict whether a point in the video is the boundary between
one news item and the next. This decision is made based on observations o of
multiple heterogeneous features extracted from text, video and audio. In this
example, the decision of whether a point in the video is a boundary between
one news items is binary, as y can only have two target values, e.g. there is a
boundary or there isn’t. Multi-class classification is when there are more than
two target values of y.

2.3.1 Maximum Entropy Classifier

Maximum entropy modelling, also known as multinomial logistic regression, is a
machine learning technique that learns a probability distribution from training
examples while also trying to keep this probability distribution as uniform as
possible when nothing is known about the data in order to avoid over-fitting
the model [173]. Maximum entropy modelling [14] estimates the conditional
distribution for a class label with constraints specified in the training data.
Each training example alters the learned probability distribution. A trained
model estimates the class label of an unseen object based on its features.

Maximum entropy modelling is a form of linear regression, and is best introduced
from this perspective. We follow the derivation of [81]. In linear regression
modelling a set of observations o, with features fi, is used to predict a real
valued outcome y based upon the features fi and their corresponding weights
wi.

y = w0 +
m∑
i=1

wi × fi (2.7)
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With the inclusion of an additional intercept feature f0 that has the value 1,
w0 can be dealt with to simplify the linear regression equation to:

y =
m∑
i=0

wi × fi (2.8)

Given a training set containing n observations, the weights wi can be learned.
We denote an instance from the training set with a superscript. The linear
regression model then predicts a value for an instance o that has an observed
value yjobs in equation 2.9.

yjpred =
m∑
i=0

wi × fi
j (2.9)

The weights are set in a training phase by minimizing the sum-squared error
over the set of all weights W of all n observations in the training data so as to
minimize the difference between the predicted yjpred values and the observed
values yjobs. This is achieve by minimizing the cost function of W in equation
2.10.

cost(W ) =
n∑
j=1

(yjpred − y
j
obs)

2 (2.10)

In order to use the linear regression model for probabilistic classification, e.g.

P (y = true|o) =
m∑
i=0

wi × fi = w · f (2.11)

the output has to be forced to be a legal probability which falls between 0 and 1.
This is achieved by letting the linear model predict the ratio of the probability
of an observation belonging to a class or not, and taking the natural log of this
ratio, which is known as the logit function.

ln
(

P (y = true|o)
1− P (y = true|o)

)
= w · f (2.12)

The use of a linear function to estimate the logit of the probability rather than
the probability is known as logistic regression [81]. This leads to:

P (y = true|o) = expw·f

1 + expw·f (2.13)

P (y = false|o) = 1
1 + expw·f (2.14)
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Logistic regression can also be defined for functions with many discrete target
values, e.g. P (y|o), which is known as multinomial logistic regression or
maximum entropy modelling. Traditionally maximum entropy modelling uses
the notation fi(o, y) which represents a single i-th feature of an observation o
with respect to class y.

It can be shown [14] that the equations for computing the class probabilities
are a generalization of equations 2.13 and 2.14, and that ensuing conditional
distribution is always of the exponential form:

P (y|o) = 1
Z

exp(
∑
i

wifi) (2.15)

where wi is a weight of feature fi and Z is simply a normalizing factor to ensure
a proper probability defined as:

Z =
∑
y

exp(
∑
i

wifi) (2.16)

When the constraints are estimated from the labelled training data, the solution
to the maximum entropy problem is also the solution to a dual maximum
likelihood problem for models of the same exponential form. It is guaranteed
that the likelihood surface is a convex-manifold with a single global maximum
and no local minima. The global maximum can be found with a hill-climbing
algorithm [14] in the likelihood space.

A maximum entropy classifier is used to identify story boundaries for the
segmentation of news video in section 4.4.

2.3.2 Clustering

In this thesis clustering approaches are utilized in chapters 5 and 6. These
have the advantage of being unsupervised, as the reduction in the degree of
supervision required is a stated goal of this thesis.

Clustering algorithms divide a set of n objects {o1,o2, ...,on} into arbitrary sets
{{C1}, {C2}, ..., {Ci}} based on a similarity function which compares objects
based on the similarity of their feature representations. An example of a
similarity function used in this thesis is the spatial pyramid kernel kL from
section 2.1.3, which is used to group similar shots in Chapters 5 and 6. The
value chosen for number of clusters i, is dependent on the particular clustering
algorithm used; K-means clustering requires that i be specified in advance, other
approaches may infer i from the data or have other criterion controlling when
the clustering procedure stops.
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Clustering is considered unsupervised, as the cluster creation process is performed
without supervision, that is, no training data in the form of class labels of objects
is provided beforehand to guide the cluster creation process. Instead clusters
are created by maximizing the intra-group feature similarity, and minimizing
inter-group similarity [101].

Two well known clustering algorithms are:
K-means: Creates i clusters and i is defined in advance. Every element is
iteratively assigned to a cluster, based on the similarity to a cluster centroid.
Objects can move between clusters every iteration cycle. This continues until
an equilibrium, or some stopping criterion, is reached. K-means clustering is
used in section 2.1.3 to cluster SIFT features into a codebook.

Agglomerative Clustering: Starting with single-element clusters, clusters are
successively merged based on a similarity criterion. This is seen as a bottom-
up approach; the opposite is divisive clustering which starts from a single
cluster and successively divides the clusters into smaller partitions. A form of
agglomerative clustering is applied in chapter 5.

2.4 Conclusion

This chapter defines the basic entities, concepts, features and methods used
throughout this thesis that are essential for semantic video analysis. These
elements are contextualized within the modality, of text, vision, and audio,
they are most associated with. Selected decision functions are introduced that
permit semantic video analysis.



Chapter 3

Semantic Analysis of Video:
Context of the Research

There are various approaches to gaining semantic understanding of video
discussed in this chapter. These include gaining a better understanding of
the underlying video structure through video segmentation, synthesizing a short
description of a longer video through summarization, and identifying concepts
and events in video. The various forms of semantic video analysis all have the
ultimate goal of enabling video search, browsing and retrieval.

The premier conference where aspects of video retrieval systems can be compared
against each other is TRECVID (text retrieval and extraction conference video
retrieval evaluation). Originally started as the video track of TREC, (text
retrieval and extraction conference) in 2001, it became an independent event in
2003 and has been held yearly since then. We introduce TRECVID here as a
portion of the research examined, which has been performed in light of some of
the TRECVID research tracks such as news broadcast segmentation, section
3.1.2, concept detection, section 3.3, and video search, section 3.4.

Multimodal segmentation research is examined in section 3.1. Automatic
segmentation of text documents is examined in section 3.1.1 and on news
broadcast segmentation in section 3.1.2. The related research of section 3.1.1
shows a focus on using few or singular text features for the purpose of document
segmentation. News broadcast segmentation systems of section 3.1.2 focus
extensively on non-textual features, which are often broadcaster specific. The
investigation of multiple multi-modal features, especially various text features
in a single framework, and their contributions towards the segmentation of news
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broadcast video transcripts into semantically coherent story units representing
complex concepts, is a contribution of the thesis and is presented in chapter 4.

Scene segmentation on unknown video is a harder problem precisely because
no specific domain knowledge is available. Here, content-based video scene
segmentation methods are used and contextual research is discussed in section
3.1.3. The related research in this section provides a context for the research
described in chapter 4 and section 3.4. A contribution of the thesis is the
development of a framework which permits the integration of temporally
constrained features from multiple modalities for the purpose of segmenting a
video into scenes in an unsupervised fashion. In contrast with some methods
detailed in section 3.1.3 which are often restricted to the visual-only modality,
the use of multiple modalities leads to a better segmentation performance.
Unlike some methods in section 3.1.3 which perform scene segmentation based
on film production rules, no such domain assumption is made in our approach.
The developed multi-modal feature framework is employed by two segmentation
methods, Greedy and Density Clustering, to achieve a segmentation performance
that exceeds the oft cited scene transition graph approach of [167]. The methods
developed here lead to the segmentation of a video into scenes, semantically
coherent units. The resultant scenes form basic units for browsing and retrieval
in a video browser, as detailed in chapter 7.

Multimodal summarization research is examined in section 3.2. A video
summarization where a textual description is generated for each scene of Olympic
video, identifying the type of sport, salient key words, and persons present is
presented in section 5.8 and was developed in the context of the AMASS++
project, presented in chapter 7.

Video concept detection research is examined in section 3.3 where semantic video
analysis is performed at the shot and frame level using supervised techniques.
Techniques for detecting dynamic concepts, i.e. semantic events with a temporal
aspect are also described. In contrast, the thesis work presented in chapter
6 identifies such semantic events through the application of sequence mining,
and constitutes an unsupervised approach with no corresponding annotation
requirement.

Video search, exploration and navigation research in section 3.4 describes
search strategies for video collections by combining developed semantic indexes,
presented in section 3.3 and throughout chapters 4-6. This introduces the
prototype video search, exploration, and retrieval system of chapter 7, which
integrates and displays the contributions of the previous chapters in a single
system.
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3.1 Multimodal Segmentation

The aim of multimodal segmentation is to divide a document or video into its
constituent semantic units. Such a unit is a basic building block of a text or
video document, as each block represents a single coherent thought or idea.
In research, such a semantic unit has been referred to by a variety of names
depending on the application domain. In early text segmentation, typically of
full text or articles, a semantic unit is called a topic segment; a story, when the
domain is the segmentation of broadcast news video or news paper text; or a
scene, when segmenting more generic video such as movies, home-recordings,
documentaries, or YouTube clips.

The work presented in this section is of direct relevance to research described
in chapters 4 and 5

3.1.1 Automatic Segmentation of Text Documents

The necessity for automatic text segmentation efforts grew out of information
retrieval research on full text documents. It was found that query matching
performance was improved when text segments are queried rather than the
entire document. The length of the text segments varied among researchers.
Paragraph length units were used by Salton [134], fixed-length blocks and
segments divided by sub-topic by Hearst [75]. Segments derived from the
orthographic structure of a document, such as paragraphs, were found by
Moffat [105] to perform worse than automatically generated segments in query
matching for information retrieval. In addition, such segmentation presupposes
the availability of orthographic structures; text on the Internet for instance tends
to be more free-form and less structured. The need to identify semantically
coherent segments of text for information retrieval led to an increased interest
in the field of automatic text segmentation. Later researchers saw segmentation
as a preprocessing step for a summarizing engine. The speech recognition
community also performed audio segmentation research, primarily with a focus
on identifying multi-party dialogue.

"Our data ... suggest that as a speaker moves from focus to focus
(or from thought to thought) there are certain points at which there
may be a more or less radical change in space, time, character
configuration, event structure, or, even, world .... At points where
all of these change in a maximal way, an episode boundary is strongly
present. But often one or another will change considerably while
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others will change less radically, and all kinds of varied interactions
between these several factors are possible"[20].

From linguistic theory to automatic discourse segmentation via lexical chains

Halliday postulated in 1976 that lexical cohesion could be modelled by word
repetition [69]. This idea was adopted by researchers to infer the change in topic
between text segments. In [73, 74], the change in lexical cohesion was measured
in the context of a sliding window at every sentence boundary. Sentences were
grouped into fixed-length blocks, and at each boundary, the lexical cohesiveness
was computed for the block to the left and the block to the right by taking
the cosine similarity of the term frequencies between both blocks. It was found
that term frequencies alone performed better than a term frequency multiplied
by inverse document frequency. Rather than term frequencies, an alternate
approach used vocabulary introduction to model lexical cohesiveness [168]. This
approach computed the number of terms in each block that previously had not
been observed in the document. The similarity score was the sum of the block
scores at a boundary position [74]. Instead of comparing terms in fixed length
blocks, a final variant used lexical chains, based on the idea of [106]. A lexical
chain consists of terms which repeat within a certain interval in the text. This
in turn was based on the idea of co-referring entities delineating the discourse
structure [63].

"Just as linguistic devices affect structure, so the discourse
segmentation affects the interpretation of linguistic expressions in
a discourse. Referring expressions provide the primary example
of this effect. The segmentation of discourse constrains the use of
referring expressions by delineating certain points at which there is a
significant change in what entities (objects, properties, or relations)
are being discussed. For example, there are different constraints
on the use of pronouns and reduced definite-noun phrases within a
segment than across segment boundaries."[63]

Using chains, the cohesiveness score is the number of chains which span a
prospective boundary. Topic shifts were placed at sentence boundaries where
the relative change in lexical cohesiveness score was below a minimum threshold.
Upon evaluation of the resultant boundaries, the fixed-block length and
lexical chain approaches significantly outperformed the vocabulary introduction
strategy [73, 74].

A variant of lexical chains for the segmentation of newspaper articles was
developed by Kan et al. [82] for later use in a summarization tool. Chains were
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formed using exclusively noun phrases, of which three types were defined, i.e.
named entities, common nouns, and pronouns. We evaluated the efficacy of
named entities as a feature in chapter 4. The idea of measuring lexical cohesion
through recurring named entities is core to the work presented in chapter 5.

Segmentation via lexical density

Like Hearst, Kozima [86] computed a cohesiveness score at every potential
boundary position. Here, the attempt is to compute the overall semantic
similarity of terms to each other, within the context of a sliding window, by
comparing the degree to which terms are related in a machine readable dictionary.
Boundaries are placed at positions where the cohesiveness score expressed by
the dictionary similarity forms a local minimum.

A divisive clustering approach was adopted by Reynar [129] to segment a
synthetic document comprised out of concatenated news articles. Starting
segmentation at the beginning of the document, a prospective boundary is
placed and the resulting regions to the left and to the right are compared on
their lexical density score. This score is computed by comparing the cosine
similarity of the terms frequencies in both regions divided by their lengths;
boundaries are placed at positions where this density-like score is minimized
until the desired amount of boundaries have been found.

Choi [34] improved on [129] and computed an inter-sentence ranking of the
cosine similarity of term frequencies between two regions. Story segments were
then identified by maximizing this ranking score while recursively partitioning
the text. The text segmentation method developed by Choi was used as a
benchmark in chapter 4. Lexical density, adapted to video, was applied in
chapter 5.

Segmentation via LSA

Foltz et al. [57], Olney et al. [112], Matveeva et al. [102] apply LSA on regions
of text to learn the associated mixtures of topics. Text regions are compared
for similarity based on their topic signatures, which guides the segmentation
decision. LSA permits the comparison of synonymous words through the use of
topics, and is described in section 2.2.4.

In chapter 4 topic similarity is a feature used for the analysis of text regions in
the segmentation process.
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Segmentation with multiple text features

The development of a document summarization framework in [18] described
text segmentation as an important pre-processing step. Segmentation was
especially geared towards long documents rather than short articles by using
the summaries of sub-story segments themselves in the summarizer in order to
prevent compilation of a list of single sentence fragments that might appear
as incoherent. The summarization approach used the most salient sentences
from the document in the summary. As such, including sentences from every
sub-topic was necessary to get a uniform representation in the summary. The
summarization module’s error analysis found nearly half of the errors incurred
could be prevented by using a segmentation module as a pre-processing step.
The segmentation function combined a cosine similarity of term vectors as in
[73] and cue phrases.

Also Stokes et al. [149] used lexical chains as in [73] to model lexical cohesion.
Where previous research identified repeating terms based on morphological
form alone, WordNet was used to find additional matches. The following
forms of word repetition were identified through WordNet relations, synonymy
(e.g. police/officers), word association through specialisation /generalisation
(e.g. murder weapon/knife), and word association through part-whole/whole
part relationships (orchestra/band members). Repetition was identified by
learned word co-occurrences from a bi-gram-model and a log-likelihood statistical
association metric.

In chapter 4 multiple text features are evaluated in a news video segmentation
process.

TDT-Topic Detection and Tracking

A collaborative Topic Detection and Tracking study conducted in 1997 involved
several research groups in order to advance the state of the art in terms of
story segmentation and on- and off-line event detection [3]. By using a common
corpus consisting of Reuters news wire and transcribed CNN news broadcasts,
the study facilitated the comparison of various approaches, as well as advocating
domain independent approaches. While previous segmentation efforts evaluated
their segmentation performance in terms of precision and recall of the segment
boundaries against a ground truth, the TDT study introduced a Pk metric [12],
section 4.5.2, which quantified boundary placement relative to the ground truth
as an error ratio.

In local context analysis (LCA)- a dictionary based on word co-occurrence- as a
query expansion method, words are mapped to a set of concepts, and therefore
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the actual segmentation measure is a comparison of the number of matching
LCA concepts. Ponte et al. used LCA to evaluate the similarity of a region of
text. The basic unit used was a sentence, the size of a region, in other words
the number of sentences, varied [121].

Beeferman used a tri-gram language model in combination with a long range
language model to analyze word sequences in order to perform the segmentation
task [12, 11]. Having learned word co-occurrences in a training phase, the long
range model acted as a cache by examining word occurrences over a large time
span, and boosted the probability of a future word if its co-occurring match
had already been seen. The intuition was that the long range model would
outperform the tri-gram model when processing a coherent segment; however,
at a story boundary, the long range model’s buffer would incorrectly fill with
words from the previous segment. A segment boundary was therefore detected
when the long range model’s performance degraded rapidly as expressed by the
log-likelihood ratio of the two predictors. Automatically learned cue words were
also considered when making the final boundary decision.

The TDT conferences led to the creation of several metrics, Pk and WD, for
evaluating the quality of a text segmentation. These metrics are described in
detail in section 4.5.2 and used for the evaluation of the segmentation results in
chapter 4.

Segmentation of spoken dialogue

Dialogue is a component of video and we examine how dialogue is analysed for
segmentation purposes.

Prosody is the rhythm, stress, and intonation of speech as captured by a number
of acoustic features such as long speaker pauses, shifts in speaking rate, a great
range in fundamental frequency (F0) and intensity, and a higher maximum
accent peak. In the speech community, Hirschberg et al. investigated the
detection of cue phrases, words that signal a change in discourse in spoken
dialogue based on their prosodic component [76]. The study found that it
was possible to successfully recognize cue phrases that signal a topic shift by
means of prosody. Passonneau et al. performed automatic segmentation of
transcripts of spoken narrative based on a number of linguistic features, including
cue word prosody [116]. Separate classifiers, which aimed to place boundaries
between prosodic phrases, were trained using the presence of pauses, cue-words,
and referential noun-phrases served as distinct feature sets. Referential noun-
phrases were similar to lexical chains although they only referred to nouns and
co-referring pronouns. The intuition behind the noun-phrases feature was that
noun-phrases with links crossing potential segment boundaries indicated the
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absence of a boundary. Combining the individual classifiers together gave the
best segmentation performance.

Galley et al. developed an initial lexical cohesion feature based on lexical chains.
Adopting a sliding window approach, the cosine similarity was taken to compute
the difference between two regions of text, each represented by a vector of lexical
chains [59]. This score used in a lexical cohesion function placed boundaries
at local minima. The lexical cohesion score further combined a decision tree
classifier, which includes additional features such as cue words, silences, and a
function which attempted to capture change in speaker. In chapter 4 the Galley
lexical cohesion feature serves as an input for the segmentation performed and
the Galley text classifier is used as a benchmark.

In Guinaudeau et al. [64] transcripts of spoken dialogue are segmented using
lexical cohesion metrics but also explicitly modeling confidence measures of
transcribed speech in order to overcome problems such as transcription errors
and lack of word repetition.

Although many features relate to speech prosody, the literature shows that
speaker silences, also known as pauses duration contribute strongly towards
segmentation of dialogue and transcribed speech. As such, speech pauses are a
feature in the news story segmentation system presented in chapter 4.

Summary

For the purpose of this research, the foregoing overview of lexical techniques
evolution for discourse segmentation provides an impression of the numerous
ways segmentation can be achieved. One will notice that many of these
approaches have been neglected in later TRECVID news segmentation efforts.
The parallel efforts by the speech community describe alternative features and
approaches, useful when clean text is unavailable and bypassing the requirement
for an effective automatic speech recognition system. A number of these features,
such as lexical chains, topic similarity, cue words, speech pauses, are revisited
in chapter 4, where a multi-modal approach to news story segmentation is
presented that uses a number of the features described in the above sections.
The idea of lexical chains and lexical density feature in chapter 5.

3.1.2 Segmentation of News Video

The Informedia Digital Library Project was one of the earliest projects which
aimed at the indexation and retrieval of full length news broadcast video [72].
The success of the project was defined as dependant on successfully transcribing
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broadcast audio with ASR, and on broadcast video segmentation into stories
useful for information retrieval. In order to maintain domain independence,
researchers refrained from using broadcaster specific features such as logos,
recognizing anchor faces, jingles or known timings of stories. As broadcasts were
full length, part of the task also involved detecting commercials and separating
them from the resultant stories. Closed caption text was aligned with ASR
output to obtain an accurate transcript with timing information. The purpose
was twofold: to provide timing information to closed caption text, which tended
to be more accurate; and to fill in the text missing from the closed caption text.

The features used for segmentation, however, were primarily visual and acoustic.
On the visual side shots were identified, as well as motion activity in the shots
themselves with the idea that high motion activity shots typically did not
occur near story boundaries. News readers typically opened and concluded
a story, and as such the identification of the news reader was also performed
through a face detection and the identification of the most recurring faces,
as well as clustering the color histograms of all shot key-frames, with the
most frequently occurring shot representing the studio background. Finally,
black frame detection was useful in identifying commercials as black frames
tended to precede commercials. On the acoustic side the following features were
identified: silences, with long silences indicative of story boundaries; and changes
in acoustic environment, perceived as changes in background noise, recording
channel, or speaker changes. Acoustic changes were clustered into a number
of acoustic classes where the change in class was an indicative feature. Prior
to story segmentation, commercials were marked by a heuristic that identified
a succession of rapidly occurring shots accompanied by black frames. Story
boundaries were placed in non-commercial portions of the video where there
were long silences, and by cues where indicated in the closed caption transcript.

While successful, the Informedia Digital Library Project outputs provided scope
for improvement in terms of feature utilization in combination with better story
boundary placement through more sophisticated machine learning approaches
[72]. Many of the developed research features recur in systems submitted for
the ensuing TRECVID story segmentation tasks.

One of the aims of the TRECVID story segmentation task efforts was to
successfully segment video news broadcasts relying primarily on visual and
audio sources, thus omitting ASR transcript text medium [87]. The efforts
by [77] and [21, 22] illustrate that this is entirely possible. However both
approaches required extensive specialization in video detectors used; approaches
that are broadcaster dependent and require extensive annotation of training
examples in advance. The systems of [21, 22] performed extensive analysis of
each broadcaster to arrive at 17 categories of genre type shots for which specific
detectors were trained. Although the system of [77] was slightly more generic,
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it still relied on broadcaster specific jingle- and anchor detection. Only [5, 78]
aimed to maintain broadcaster independence in their system development.

Summary

When also considering the [126, 16] system, TRECVID 2003-2004 output
suggests that text features tend to provide a substantive core contribution in
overall news video segmentation performance. Speech prosody in the audio
channel clearly plays a major role in the segmentation task; silences obviously
are most discriminant, but speaker intonation as captured by numerous pitch
related features also can help. An open question is how much a more extensive
analysis of lexical features can contribute to the news story segmentation task,
as nearly all TRECVID systems restricted themselves to only utilizing cue
phrases.

In chapter 4 we describe an approach to segmenting news video based on the
perceived shift in content using features spanning multiple modalities. We
investigate a number of multimedia features, which serve as potential indicators
of a change in story, in order to determine which are the most effective.

3.1.3 Scene Segmentation in Video

Video segmentation has often been justified from an information retrieval as
well as a browsing standpoint when video is partitioned into semantically
coherent units. News video is a fairly specialized domain characterized by high
information content and a number of features unique to the domain (anchor
detection, silences, jingles) which can be exploited for the segmentation task.
There are many other video genres, for example YouTube videos, movies and
tv series, sports broadcasts, and documentaries, and a more generic scheme is
required to segment such video into semantically relevant units. The resultant
video segment is referred to by the more generic term, scene, rather than story in
the case of news broadcast segmentation. We develop such a scene segmentation
method suitable to generic video in chapter 5, based on an overview of methods
surveyed here.

Early scene segmentation efforts attempted to model a scene using movie
production rules. This suffices for movies and television shows, which fit that
domain, but cannot be generalized to other domains. Other approaches are
more suited to such a generalized task, because they attempt to infer a scene
based on content-level features. The chronological progression in scene detection
research can be seen in terms of two aspects; advancement in feature usage
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and methodology for inferring scenes from such low level features. Early visual
approaches typically used simple color histogram-type features; later approaches
are more sophisticated. [31] first segments a scene and focuses on the shot
background as a scene representation; Chasanis [28] uses well-proven features
such as SIFT and contrast context histogram (CCH) and maps them to visual
words. When audio is included, most efforts do not go beyond the standard
audio background classifier (silence/speech/music/noise). The system by Goela
et al. [61] is an exception, as they include low level features like mel-cepstum
coefficients (MCC). In their case, this is permitted because of their use of
a SVM classifier; the majority of the approaches here use considerably less
supervision, and cannot readily handle a high dimensional feature vector like
Goela [61] used. In their case, the SVM was able to distinguish between male
and female voices based on the mel-frequency cepstral coefficients (MFC) values,
supplementing the information from the audio background classifier. Methods
for specifying scenes include: rule based (on film production style), graph-based
linkage, alignment with a script [38], Markov-Chain Monte Carlo [169], based
on a classifier [61], based on a similarity function between shots [31, 28].

Scene detection using film production rules

Alatan et al. perceives scenes as the resultant of a post-editing process in a
studio, and as such targets the movies and television series domain [2]. A Hidden
Markov model is used to identify scenes. Also [152] model a scene in terms of
shots produced using common continuity-editing techniques from film making.
These are determined using region specific color descriptors, which characterize
the type of shot. Scene boundaries are established when a transitional shot is
detected. Li et al. provide a definition for salient scenes in movies suitable for
retrieval [95]. These higher semantic scenes are ones which contain 2-speaker
dialogue, multiple-speaker dialogue, and hybrid events.

This thesis does not adopt such approaches as they represent rule-based
approaches that are restricted to a fixed domain such as movies.

Graph based scene detection

Yeung et al. perform segmentation using a graph-based approach, referred to
Scene Transition Graph (STG) segmentation [167]. Rasheed et al. uses a similar
graph-clustering approach [127]. Shots are linked based on a similarity function
weighted by the temporal proximity. In contrast to [167] who partitions the
graph using complete links, the graph is partitioned recursively using normalized
cuts.
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Sidiropoulos improves on the STG approach of [167], by including an additional
set of features [140]. Both [167, 127] used shot similarity only, Sidiropoulos
however includes audio similarity in the form of speaker diarization and an
audio background class. Audio and shot similarity jointly improve on the visual
only approach of [167].

Summary

STG was used as a benchmark to evaluate the scene segmentation results
in chapter 5. Like [140], we include audio features to improve our scene
segmentation performance.

In chapter 5, we describe an unsupervised scene segmentation algorithm which
is domain independent, and verify its efficacy on a challenging dataset. It uses a
sophisticated visual feature to characterizing the setting, an audio background
classifier, and draws upon textual cues available from closed captions.

3.2 Multimodal Summarization

Summarization is defined as shortening a text or video document to the most
relevant points that characterize the document. A summary is a very concise
semantic representation of the most salient items in a document. Typically this
is motivated by a browsing-type application, where the objective is to present a
user with an overview over many documents at once; the user can then make a
choice regarding which documents to examine further. Another possibility is
multi-document summarization, where a synthesis is produced from documents
about the same topic. This is different from concept detection presented in
section 3.3, as the summary representation is not an explicitly defined semantic
concept, but rather inferred based upon the underlying content representation.
The approaches presented in this section vary in features used and how the
actual summary is generated, however, segmentation as discussed in section 3.1
often is a necessary precursor as each single story or scene segment gives some
contribution towards the overall semantic meaning of a document.

A video summary represents an abstraction or a shortening of the actual content.
Some approaches in section 3.1.3 like [95] identify what kind of scene it is, i.e. a
"2-person dialogue scene", while others extract participants and their actions, as
[38] does for movies. However, the first could be characterized as a classification
type approach, while the second resembles an alignment problem. The work
examined here examines how story or scene segments can be shortened, perhaps
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for quick browsing purposes, while still preserving a notion of the underlying
semantic content.

Sports summarization involves the recognition of key events for the purposes
of highlight detection, a summary of key game events. While that also fits
the definition of summarization, this section focuses on approaches where a
segmented scene is reduced to a visual overview. These video abstraction
techniques can be characterized as fast content browsing or skimming. For
instance, [114] uses audio only features (crowd cheers, excited speech) to find
exciting portions in sports video and returns this highlight as a summary of the
larger sports game.

Summarization is used to generate a concise representative description of a video
or textual document. The intended usage of such a summary representation is
typically within a browsing-type application, where a vast number of documents
are presented to a user at once. Summaries of generic video rely on color
repetition [13], visual activity and face detection results [8, 50], an attention
model based on temporal and spatial motion [110], spectral clustering [29]
or color and edge descriptors [50] to capture content which is likely to be
representative and salient, and extracts representative clips as a video summary.
At the same time however, the act of summarization shortens the available
content and reduces the conveyed semantic meaning. Arguably this is less of
a problem in text than in video, due to the inherent nature of the respective
modalities; a few sentences can adequately describe a few minutes of video. In
this regard, a hybrid solution, such as in [53] that generates summaries for news
articles based on the joint textual and visual content, may be a solution.

Summary

An example of video summarization where a textual description is generated for
each scene of Olympic video, identifying the type of sport, salient key words, and
persons present is presented in chapter 5. While current techniques suffice for the
generation of visual summary representations, detailed semantic descriptions
cannot be made on the visual modality alone using singly summarization
techniques. Section 3.3 describes a multitude of approaches for detecting
semantically relevant concepts in video. A summary may be a navigational
means between parts of documents, dialogue with the same topic, or may have
some short term perspectives alone, or may focus on the most spectacular
events.
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3.3 Supervised Semantic Concept Detection in
Video

Traditional image features such as color and texture, or text descriptors due to
social media tags or file descriptor, do not adequately describe the semantic
content in an image or video. The approximation of multimedia features in order
to derive semantic meaning is known as bridging the semantic gap. In order
to bridge this semantic gap in video retrieval, intermediate representations are
created which describe the low level multimedia features. These intermediate
representations are known as semantic concepts, which provide a text annotation
of the underlying content. These concepts can be related to objects, such as
"airplane" or "car", scenes, such as "city scape" or "desert", people, such as "Bill
Clinton" or "female human close-up", acoustic, such as "speech" or "music",
genre, such as "weather" or "sports", and production "camera motion" or "blank
frame" [71][27].

Ontologies which define concept categories for video collections include the
LSCOM ontology [99] which compromises over 2600 concepts although only
around 300 exist in the TRECVID 2005-2009 dataset, and the MediaMill
Challenge [144] which defines 101 concepts over the same dataset.

The TRECVID 2010 Semantic Indexing Task defined 130 semantic concepts,
growing to 346 in 2011, which include all concepts used in earlier TRECVID
efforts and some from the LSCOM ontology. Relations relating concepts were
also provided [115]. In the TRECVID semantic indexing task, concepts are
learned from low level multimedia features using SVMs. This is a supervised
approach, and requires annotated examples for every concept class. It should
be noted in the semantic indexing task, the presence of each concept is assumed
to be binary, i.e., it is either present or absent in the given shot, and a concept
is present in a shot if it is present in a single frame within the shot. Most
TRECVID participants treat concept detection as a single frame image analysis
task, so some distinction must be made with the efforts that attempt temporal
concept detection.

A typical approach for an end to end concept indexation system is the top
performing MediaMill system [148] in the TRECVID semantic indexing task.
Salient points which are robust against viewpoint changes are identified using a
Harris-Laplace point detector. Dense sampling is also performed for concepts like
scenes, which have many homogeneous areas. Sampling is extended over several
frames beyond the current keyframe under analysis, and spatial pyramids [90] are
applied over sparse and dense keypoints to aggregate the different resolutions.
Opponent-Sift and RGB-SIFT [136], and SIFT features are extracted from
around the sampling points, and are quantized into a visual code book, which
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represents a compact representation of an image frame. Previously [147] the
visual codebook was constructed by k-means clustering and hard assignment,
but recent findings suggest soft-assignment gives better results [60]. A separate
code book is constructed for every combination of feature, sampling method,
and assignment approach. Training a concept detector then involves learning the
optimum combination of features (codebooks) using a support vector machine
(SVM) with a χ2 kernel [171], which has been shown to outperform the radial
basis function kernel favored in earlier iterations of TRECVID. A SVM [155]
is a supervised machine learning approach which maps features from training
examples into a higher-dimensional space in order to learn the maximally
separating hyperplane, which can then be used for classification.

The relationships between concepts can also be leveraged to improve detector
performance. For example, the "Athlete" and "Basketball" concepts are related
to "Sports", while "Hill", "Landscape", "Outdoors", and "Sky" are related to the
"Mountain" concepts. Knowledge of the inter-dependency between semantic
concepts can be used to improve detector training [160] and to improve search
results [84] via re-ranking. In a similar approach, [161] used sequences of
intermediate concept representations to detect concepts higher in the hierarchy.

Xu et al. [162] defines semantic concepts from the LSCOM lexicon that exhibit
a temporal duration, and examine this on the TRECVID 2005 dataset. The
events are: Car Crash, Demonstration Or Protest, Election Campaign Greeting,
Exiting Car, Ground Combat, People Marching, Riot, Running, Shooting, and
Walking. These events are recognized via a technique called Temporally Aligned
Pyramid Matching (TAPM), which combines the idea of pyramid matching
[90] over multiple sub-clips. Alternatively, earth-movers-distance (EMD) is
used to compare a sequence of clips. The EMD [131] is a metric comparing
two frequency distributions. Three low level features Grid Color Moment,
Gabor Texture, and Edge Direction Histogram are used as input to train three
independent SVMs on 374 concepts from [164] and then fused. The concepts
form an intermediate feature representation for a temporal event. Analysis of
the results show that single key-frame concept analysis was outperformed by
EMD, which was in turn outperformed by the multi-level TAPM technique. In
[49] this was extended to learn events from a collection of YouTube videos.

Ballan [9] trains classifiers for dynamic events in soccer video such as "shot on
goal" and "throw-in", and certain LSCOM concepts such as "Running", "Protest",
and "Exiting a car" in the TRECVID 2005 news video corpus. Bailer [7] too
identifies LSCOM concepts of a dynamic nature, such as "people marching",
and "sports", via a SVM trained using a sequence kernel.
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Summary

The semantic concepts described in this section represent an essential step for
the understanding of video. In their own right, concepts provide a semantic
annotation of a video. However, concept relations can be used to infer additional,
possibly more abstract, concepts due to their relationship in an ontological
hierarchy. The notion of a concept hierarchy is revisited in chapter 6 where we
seek to identify possible relationships between our discovered semantic concepts.

The semantic concept detection methods described above require extensive
manual annotation efforts to train the supervised concept classifiers. As this
thesis focusses on reducing the element of supervision required, we present an
unsupervised method for the detection of semantic concepts with a temporal
duration, which do not need to be predefined in an ontology, in chapter 6.

Concepts form indexes for search, presented in section 3.4 and later chapter 7.

3.4 Video Search, Exploration, and Retrieval

The related work presented in this section illustrates the state of the art with
respect to video information retrieval. This thesis develops semantic indexes
in a video in chapters 4-6, which serve as inputs for a prototype video archive
exploration and retrieval system in chapter 7. Like other research presented in
sections 3.1 to 3.3, semantic indexes must be made accessible to users, and this
is achieved by a video information retrieval system.

A video search and indexation system is largely characterized by a number
of underlying component modules; a feature extraction module, a semantic
indexation module which applies machine learning and fusion strategies to the
extracted features, and a search interface. These searches can be performed
automatically, returning a large ranked list of relevant shots, or interactively,
with the aid of a human operator. As such, there are various aspects which all
influence the overall retrieval performance. For automatic searches, these can
be the choice of query to concept mapping, or fusion strategy of the various
concept detectors and modalities. In interactive search, the features used, query
method, the browsing interface, and the expertise of the searcher also play a
role.

A multitude of strategies can be adopted by a video information retrieval
system in order to successfully answer a user query and return the desired video
clip. The following key strategies are adopted by state of the art systems that
enable high performance video retrieval. Some relate to the pre-processing of
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underlying meta-data, to the enabling of specialized modules based on the query
content, or to the re-ranking of query results from multiple sources.

• Mapping of detected semantic concepts in video to user queries.

• Keyword search on ASR transcript and production meta-data matching
on user queries.

• Query expansion for synonymy resolution enabling better query to text
matches [42, 147, 32].

• Augmentation of ASR transcripts with additional OCR text captured
from video [23, 157, 65].

• Use of dual ASR systems to cancel out word recognition errors. [23, 157]

• Extensive natural language processing to revise and correct ASR
transcripts. [23, 157]

• Use of external knowledge sources to find exemplars, thus transforming
the task into a search of the feature space [93, 100].

• Analysis of the query triggering specialized semantic concept detectors, e.g.
a query on singing enables a music detector, a search for a black-and-white
film trigging a color detection module [23, 157, 65, 100].

• Generalized query categorization enabling certain combinations of
semantic concept detectors [93].

• Interactive refinement of concept detectors through online user feedback
[32, 109].

• Efficient query interface enabling effective exploration of the corpus and
query refinement [147, 23, 157, 32].

Very successful retrieval performance was obtained by [23, 157], which can
be attributed to a good interface starting with an extremely competitive
automatically retrieved result list; it took little time and effort for users to refine
the initial results and find the relevant video. Another successful interactive
retrieval system [32] shows that a sophisticated model for refining the result list
interactively compensates for an average automatic retrieval baseline.



44 SEMANTIC ANALYSIS OF VIDEO: CONTEXT OF THE RESEARCH

3.5 Conclusion and Roadmap

This chapter provides the directly related research context for chapters 4-7. A
study of related work is presented here and contextualized given the previously
stated research themes.

We examine how the recognition of complex concepts in video
improves when using multi-modal evidence:

For the purpose of this research, the foregoing overview of lexical techniques
evolution for discourse segmentation provides an impression of the numerous
ways segmentation can be achieved. One will notice that many of these
approaches have been neglected in later TRECVID news segmentation efforts
although nearly all TRECVID systems restricted themselves to only utilizing cue
phrases. In chapter 4 we describe an approach to segmenting news video based
on the perceived shift in content using features spanning multiple modalities. We
investigate a number of multimedia features, which serve as potential indicators
of a change in story, in order to determine which are the most effective.

How can text based analytical methods be transposed to the domain
of video analysis:

A number of features and techniques discussed, such as lexical chains, topic
similarity, cue words, speech pauses are revisited in chapter 4 where a multi-
modal approach to news story segmentation is presented that uses a number
of the features described in this chapter. The idea of lexical chains and lexical
density feature in chapter 5.

An example of video summarization where a textual description is generated
for each scene of Olympic video, identifying the type of sport, salient key words,
and persons present is presented in chapter 5.

This thesis examines the feasibility of approaches for extracting
semantic meaning from video that require little to no training
examples.

In chapter 5, we describe an unsupervised scene segmentation algorithm which
is designed to be domain independent, and verify its efficacy on a challenging
dataset. It uses a sophisticated visual feature to characterizing the setting, an
audio background classifier, and draws upon textual cues available from closed
captions.

This chapter describes a multitude of approaches for detecting semantically
relevant concepts in video. The semantic concepts described in this chapter
represent an essential step for the understanding of video. However, the semantic
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concept detection methods described require extensive manual annotation efforts
to train the supervised concept classifiers. As this thesis focusses on reducing
the element of supervision required, we present an unsupervised method for the
detection of semantic concepts with a temporal duration, which do not need to
be predefined in an ontology, in chapter 6.

This thesis investigates what top-down and bottom-up approaches
can provide a semantic description of video:

Holistic video analysis approaches are adopted in chapters 4 and 5, where
video is partitioned into semantically relevant segments, hence the emphasis on
various kinds of segmentation approaches in section 3.1. Semantic concepts, as
introduced in section 3.3, are related by an ontology such that a more abstract,
complex concept can be inferred from underlying concepts. Semantic concepts
are identified in an unsupervised fashion in chapter 6, with the aim of combining
them to identify a complex semantic concept.

The chapter also synthesizes selected research where this thesis extends and
contrasts with other related research. Elements described in this chapter
regarding text analytical methods have been adapted and transposed for the
purpose of detecting complex semantic concepts in video in part II of this thesis.
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Semantic Analysis of Video

47





Chapter 4

News Story Segmentation

4.1 Introduction

Detection of complex semantic concepts in video is not a straightforward task.
In section 3.3 approaches are described where concepts are identified in video
through the training of support vector machines. Such approaches however
requires laborious annotation and is restricted to a fixed concept ontology.
While such approaches may eventually cover the semantic space to adequately
serve information retrieval needs, Hauptmann [71] estimates around 1200 to
3000 concepts detectors will be needed. In 2011, only 346 semantic concepts
were defined for the development of concept detectors. As such, this thesis
explores a different route for the detection of complex semantic concepts.

If we assume that complex semantic concepts exist in discrete sequences, a
top-down approach can be adopted that defines semantic concept detection
as a segmentation task; with each identified segment constituting a semantic
concept. Given a dataset consisting of news broadcast video, each news story
segment represents a semantic concept.

The aim of this research is to implement accurate methods for story segmentation
in news video, which involves detecting the specific time event at which one news
story stops being discussed and a new story starts. In text, a story is a coherent
grouping of sentences, discussing related topics and names. The multimedia
equivalent, such as found in news video, would be a temporal segment containing
imagery accompanied by a spoken description of the single news event.

Three different channels, text, video, and audio are at our disposal for the
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segmentation task. Our aim is to base the segmentation decision on the
detected change in content across the various media. Although considerable
work has been done in developing story segmenters that utilize numerous multi-
modal features, we would like to investigate some of the text based features
and methods developed in research to date. We wonder whether combining
the various approaches into a single, unified segmentation algorithm might not
improve performance of segmenting broadcast news video. In order to effectively
operate on this multi-modal domain, we also include video and audio features
in our investigation. Since our segmentation results form a basis for additional
tasks, such as summarization and concept detection, we wish to obtain the
lowest possible error rate and so we introduce supervision to our segmentation
efforts. We train a maximum entropy classifier on various multimedia features
and apply it within the context of a Markov-chain Monte Carlo setting to
identify the best possible segmentation. Markov-chain Monte Carlo clusters
dependent variables, i.e. scene boundaries, in a stochastic environment and
seeks to maximize story segment likelihood.

In order to get an idea of how much the size of the training set affects the
segmentation performance, we perform an additional experiment varying the
training size for various feature combinations.

We briefly mention previous document segmentation approaches in section 4.2.
In section 4.3 we discuss the various multimedia features that could aid us in
the segmentation task. In section 4.4, we describe our proposed segmentation
algorithm, and test it against two other state of the art segmenters in section 4.5.
We also investigate the effect of variations in the number of training examples
for various feature combinations. We analyse the results in section 4.6 and
conclude in section 4.7.

Task Definition

The objective of this chapter is to partition a Teletext transcript of video V
into semantically coherent segments representing news stories Nsi. This is
achieved by identifying Q story boundaries, representing the transition points
between the last sentence of a preceding news story, and the first sentence of the
next. The effect is a partitioned video consisting of Q+ 1 segments, such that:
V = (Ns1, Ns2, ..., NsQ+1). A decision function is learned using a maximum
entropy classifier, trained on various automatically extracted multi-modal
features, to recognize story boundaries. The decision function is applied within
a Markov-chain Monte Carlo setting and finds an optimal segmentation of the
video transcript by identifying the story boundaries. The resultant segmentation
(Ns1, Ns2, ..., NsQ+1) represents detected semantic concepts.
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The experiment was conducted on 14 news broadcasts transcripts, with a
duration of 7 hours. Broadcasts were annotated with story boundaries. The
news broadcasts transcripts were extracted from Teletext transcripts, which
are also known as closed captions. Closed captions are transmitted with the
video signal and are provided by the broadcasters themselves as subtitles for the
hearing impaired. The quality of closed caption text is better than produced by
automatic speech recognition. Sentences tend to be well formed, with proper
orthographic properties, and proper names of people and places are also included.
However, closed captions are not always completely flawless, whether due to
errors in production or in recovery from the Teletext, and some spelling errors
occur or words are used that do not reflect what is spoken on screen.

4.2 Related Work

Initial efforts at topic segmentation in text determine the lexical cohesion by
measuring vocabulary repetition, as expressed by the cosine score of the term
vectors representing two adjacent blocks of text. Hearst [73, 74] assigns a
story break between text blocks whose cosine scores differ greatly. Increasingly
sophisticated segmentation algorithms based on this idea are presented in
[34] and [59]. Other approaches such as [86, 121] identify story segments by
determining the semantic similarity of passages based on previously learned
word collocations. In a similar vein, latent semantic analysis is used by [57]
and [112] to segment texts. In latent semantic analysis words are related to a
topic space. The degree to which two topic spaces, generated by two segments,
are similar can be used to determine they are part of the same story. Latent
semantic analysis is also capable of recognizing that synonyms are related,
because they will map to the same topic space.

[59, 82, 73, 74] use entity repetition as expressed by lexical chains to compute a
lexical cohesiveness score. This score is then used to identify story boundaries.
Beeferman et al. [11, 12] uses language models, augmented by the use of cue
words indicating a story shift, to determine cohesiveness. Segmentation of
spoken discourse includes work done by [59, 76, 116, 153], and makes use of
a number of indicators such as cue-words, pause duration, and other forms of
speech prosody. [107] was an early attempt at combining multi-source features
in order to segment video. They examined cue words, the presence of indirect
vs. direct speech, lexical cohesion, and visual features such as the presence of a
face, which might indicate an interview.

Work done for the TRECVID 2004 [87] story segmentation task (of news video)
is noteworthy as the approaches taken are more grounded in video retrieval.
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Some examples are IBM [5, 78], who combine numerous visual features with
specialized commercial and anchor (news reader) detectors, speech prosody,
and textual features from [58] in order to find story boundaries. The CLIPS
system [126, 16] uses pause duration, shot cuts, rapid changes in audio, cue
words, broadcaster specific jingle detectors, and anchor detectors as input to
their story segmenter. Systems by [77] and [21, 22] represent top-performing
efforts who discarded the textual modality entirely and performed segmentation
by identifying shot categories through trained classifiers. For example, these
systems identify when a shot belongs to e.g. the weather report or financial news,
and transitions between shot categories are used to identify story segments.
Rather than adopting such a video-centric and broadcaster specific approach,
like [149] our segmentation efforts on news video operate on closed caption
text, augmented by features from the video and audio modalities as we seek
to determine how more extensive analysis of lexical features can contribute
to the news story segmentation task, as nearly all TRECVID systems restrict
themselves to only utilizing cue phrases.

A detailed overview regarding story segmentation research is presented in section
3.1.2.

4.3 Multimedia Features

Our intent is to identify story boundaries, using sentences as the candidate points
between which story breaks occur. This is possible due to the orthographic
features that are present in the closed caption text available with each news
broadcast. While our approach is also viable when the sentence structure
is not available, as would be the case with ASR text, the availability of the
sentence structure serves as a valuable clue for identifying the transition between
stories, as it is highly unlikely that a transition would occur in the middle of a
sentence. By segmenting the corresponding closed caption transcript of a news
broadcast, we simultaneously partition the news video broadcast. This text-
based approach stands in contrast to video–based methods such as described in
section 3.1.2, which mark story boundaries at temporal locations using primarily
video features. We chose our approach as it seems more suited to follow-up tasks
such as document summarization [18]. Nonetheless, we incorporate a number of
multimedia features from the video and audio channels.

The following sections describe the features extracted from a multimedia
document, and the motivation behind their choice as indicators for topic shifts.
Ultimately these features will be used to train a maximum entropy classifier,
which will determine the existence of a story break at a particular sentence. We
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are curious as to how our approach described in detail in section 4.4, which
uses a maximum entropy classifier, will compare to state of the art approaches
of [34] and [59]. The results of this comparison are described in section 4.5. In
contrast to [34] and [59], we consider many more features, which we detail in
the following sections.

4.3.1 Lexical Cohesion: Cosine Similarity

Vocabulary repetition has often been cited as a measure of detecting whether
two adjacent passages are part of the same story or not. A common practice is
to apply the cosine similarity measure over the term frequencies between two
passages. Prior to doing this, we remove all punctuation, capitalization, and
stop words. A high score indicates that the two passages belong to the same
story, while a low score implies the opposite, and suggests a story boundary.
Besides a standard cosine similarity computed from raw term frequencies, we
also considered the cosine similarity using words that had been previously
stemmed.

Cosine similarity in the context of the vector space model, as is stemming and
stop word removal, is presented in section 2.2.2. Cosine similarity is a region
based feature, as it compares two text regions relative to a candidate story
boundary. Each region of text consists of a fixed number of sentences, and
the lexical cohesion evaluated by the cosine similarity expresses the difference
between the two passages at a story boundary, which is the end of the last
sentence of the first passage and the start of the sentence of the second passage.

Stemming

In section 2.2.2, stemming is introduced as a technique to increase TF-IDF
performance by reducing words to a common morphological root. In the context
of this chapter, stemming can increase the number of word matches in the cosine
similarity measure because words which originally do not match due to different
endings, are now matched on a common root, thus potentially increasing the
score of region based lexical cohesion features such as the cosine similarity,
but also the likelihood, section 4.3.3, and Galley’s lexical chain, section 4.3.10,
features. One example of when stemming serves to increase the number of word
matches is the passage below.

23:28:570 With 72 bureaux globally and over 250 correspondents,
the world’s biggest news-gathering organisation is, after 12 years
away, relaunching an Arabic Initially broadcasting 12 hours a day
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from its main studio in London, BBC Arabic Television is hoping
to deliver something different to audiences in the Middle East.
23:53:120 We will try to make people involved more in the issues.
23:59:120 We will give them the platform to say what they feel, what
they want.
24:05:680 This was BBC Arabic first time around when it launched
in 1994, but despite being the world’s satellite Arabic news channel
it was taken off air two years later after editorial disagreements with
a Saudi Arabian partner.
24:20:480 The channel has a new look, but since it was last on air, the
Middle East’s media landscape has changed beyond all recognition.
24:34:640 Qatar-based Al-Jazeera now claims to have 40 million
viewers a week and with hundreds of other stations also available,
the new channel will have to work hard to make an impact.
24:44:960 BBC Arabic TV will offer classic BBC journalism with
the BBC’s editorial values so like any other BBC service it will
have values of impartality and accuracy but will crucially report the
world into the Middle East, not just reporting the Middle East into
the Middle East, which is what a lot of regional stations do.
25:04:880 Audiences and analysts will watch closely to see how the
BBC channel matches up to its competitors.
25:10:040 When you’re covering issues that are very close to heart in
the Arab world, Iraq and Palestine and things like that, then, you
know, Arab viewers might feel they’re better off watching Arab
stations so it will be a difficult choice for the BBC whether to
remain true to its current style of reporting or whether to adapt to
a different audience.

The words "Arabic", "Arabian", and "Arab" are conflated to a common word
root, "arab", thereby increasing term repetition, which is measurable by the
aforementioned lexical cohesion techniques and making it more likely that this
text passage is correctly identified as being part of a single news item. On
the other hand, the following example shows how stemming adversely affects
segmentation performance.

03:58:140 Ever since Tienanmen in 1989, the last thing China has
wanted is pictures being broadcast across the world of Chinese troops
and tanks violently suppressing protesters.
04:11:190 So the security forces here are normally very good at
preventing these protests even happening.
04:17:340 Clearly, they’ve failed in their job this time.
04:20:300 And they’re not quite sure how to deal with the protests.
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04:24:910 They are going heavy- handedly, as they have in the past.
04:28:870 Clearly that would provoke an international reaction - or
they manage to cajole these protesters to come peacefully and to
stop these demonstrations.

04:39:020 A series of huge explosions in Albania has left at least 6
people dead and injured more than 170.
04:45:140 It happened at an army munitions depot, where teams of
specialists were dismantling obsolete weapon.
04:52:750 The explosion near Tirana were so forceful they blew
windows about 30km away.

The words "forces" and "forceful" are reduced to a common root, "forc",
incorrectly implying a lexical cohesiveness over two disjunct news items. We
ultimately abandoned stemming as empirical results showed a marginal decrease
in segmentation performance in news broadcast transcripts. It should be noted
that the first word "forces", is a noun, while the second word "forceful" is an
adverb. It may be possible to refine the stemming procedure to consider the
syntactic class of a word, conflating only nouns with other nouns for example,
and treating adjectives and adverbs differently, but we leave that for future
work.

4.3.2 Topic Similarity

Like [57] and [112], who use latent semantic analysis (LSA) to determine
segment boundaries, we attempt to do the same by employing Latent Dirichlet
Allocation [17] to model the semantic change in content between two passages.
A trained LDA maps words to a mixture of topic distributions. Given two
topic distributions, Ai and Bi, derived by the LDA from two text passages, the
change in topic distributions between them indicates whether they form one
whole, or two separate, stories. Our LDA model has 100 topics and is trained
on a Reuters corpus. The change in topic distributions is measured by taking
the symmetric Kullback-Leibler divergence of the topic distributions, Ai and
Bi, respectively produced by two consecutive passages. Formally,

KL(A,B) =
∑T
i=1 Ai

Ai

Bi
+
∑T
i=1 Bi

Bi

Ai

2 (4.1)

T is the number of topics in the LDA model. The resulting score is used
as a feature in our classifier. Topic similarity, like cosine similarity before it,
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section 4.3.1, is a region based feature, as it compares two text regions relative
to a candidate story boundary, in this case to evaluate the change in topic
distribution.

4.3.3 Lexical Cohesion: Likelihood

When considering whether to place a boundary at a candidate point, one can
gauge the effect of preserving the integrity of the original story segment, versus
splitting it at a candidate story boundary into two new story segments by
computing the difference of the likelihoods that words within a segment are
generated from the original segment or from one of the two new segments as per
equation 4.2. L represents the likelihood of a region of text, e.g. L(original) or
L(new segments).

Score(candidate) = L(original)
L(original + new segments) (4.2)

L(segment) =
∏
wordi

L(wordi|segment) = (4.3)

∏
wordi

αP (wordi|segment) + (1− α)P (wordi|wiki)

P (wordi|segment) = #wordi in segment
total# word in segment

(4.4)

The likelihood function measures term repetition within a segment smoothed by
the chance of the term occurring naturally, as per equation 4.3, as defined by term
frequencies gathered from a large external corpus, in our caseWikipedia. Because
of its diversity, we consider this corpus to be topic neutral. Experimentally
we determined that α = 0.7 performed well on a held out validation set. The
likelihood feature is another region based feature, as it compares two text regions
relative to a candidate story boundary, in this case to evaluate the change in
likelihood between two regions. The resultant score is used as a feature.

4.3.4 Layout Features: Program Structure

News broadcasts have a fairly structured format. The format may vary between
different broadcasters, or depending on the particular time slot (the 8 o’clock
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news may be longer than the 10 o’clock news), but for a particular time slot the
format is usually reasonably consistent, barring abnormalities, such as when
there is a breaking news item right in the middle of a broadcast. We can make
use of this consistency in the format to identify the points in the news broadcast
where frequent topic shifts occur. For example, the broadcasts in our corpus are
characterized by having a set of story highlights, lasting less than a minute at
the beginning of the news program. This set of highlights, where each specific
news topic is counted as a separate story, is repeated at least once during the
remainder of the program. Thus, although regular feature length stories produce
story segment breaks at random intervals, the highlights segments in broadcasts
have a tendency to occur at specific temporal positions within a news broadcast,
usually during the opening and conclusion of the broadcast.

We calculate the prior probability of story breaks occurring at one-minute
intervals based on our training data. This distribution is used to assign a
probability score to every sentence in our test set, based on its time stamp.
The training and test sets used are described in section 4.5.3. The resultant
probability is used as a feature in our classifier, and is intended to distinguish
between story boundaries that correspond with short highlights in a news
broadcast that only occur at specifically programmed moments, as opposed to
regular news stories. Unlike previous features, the program structure feature is a
sentence based feature, which means it is calculated for the sentence immediately
preceding, and immediately succeeding, the prospective story boundary.

4.3.5 Layout Features: Story Size

Another layout related feature that we kept track of is the story size of the
previous segment. The reasoning behind this is that the highlights section of a
news broadcast consists of many, short consecutive passages. Thus the presence
of a short story segment, corresponding to such a story highlight, immediately
preceding a candidate boundary point might in itself be a strong indicator. This
feature is certainly domain driven, but not entirely inconceivable. The story
size feature is another region based feature, as it compares the size of two text
regions relative to a candidate story boundary.

4.3.6 Speech Pauses

Work such as [116] and [153] have shown that speech prosody can contribute to
the detection of story segments, with speaker pause duration often being the
most important feature. When a news reader ends a particular story segment,
there tends to be a noticeable pause before the reader continues on with the
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next story, while the silences between sentences within the same story are much
shorter. We therefore include a voice-activity detector1 (VAD) based on work
in [45] to extract the duration of all the silences in the audio channel. Like most
VAD algorithms, this algorithm makes use of an estimation of some background
noise characteristics, which are then compared to the signal characteristics.
The extent to which they differ is used to make the speech/pause decision.
A VAD will only work as a true voice activity detector provided the signal
consists of only background noise and speech. Music, or sounds whose signal
characteristics differ greatly from the estimated baseline, may pose problems
and may be incorrectly classified as speech. However, if these sounds are not
defined as a silence, a VAD is well suited as a pause detector.

Pauses can be construed as portions of the audio signal with little energy, which
can be detected by monitoring the instantaneous energy of the signal. The
feature used in the current VAD algorithm is the smoothed energy, contained
in the frequency region of interest. Let Y (m, k) be the short-time Fourier
transform of the input signal, with m the frame number and k the frequency
index. A frame is obtained by windowing the signal with a Hamming window.
The smoothed energy is then calculated below, and Nfft is the number of
fast-Fourier transform points used:

E(m) = mean{ 2
Nfft

k2∑
k=k1

|Y (m+ j, k)|2}j=+V T
j=−V T (4.5)

0 < k1, k2 <
Nfft

2

One can see that the parameter V T in equation 4.5 is a smoothing parameter
that can control the extent to which the feature is smoothed. V T = 10 was
experimentally found to work well. By adjusting the range [k1, k2] a certain
frequency band can be selected. This could be useful if it is known that speech
will only cover a fraction of the full signal frequency range, or if the noise energy
is small compared to the signal energy in a certain frequency band. For our
experiments, Nfft = 2048, k1 = 0 and k2 = 1024.

During the initialization phase the first frames of the input signal are used to
calculate the noise energy using 4.5; the mean of these noise frame energies gives
us the initial estimation of the smoothed noise energy Enoise. This approach
[45], however, is unsuited if the sound files do not start with a pause. In that
case a certain percentage of the initial energy can be used as an estimation of
the noise energy Enoise. Next, the smoothed energy is calculated for each signal

1The VAD used here was developed by Tomas Dekens, Vrije Universiteit of Brussel.
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input frame. This energy is then divided by Enoise and the logarithm is taken:

Eratio = 10× log10
E(m)

Enoise(m) (4.6)

This ratio is then compared to a threshold. When the ratio is smaller than this
threshold the frame is considered to contain only noise and the noise energy is
updated:

Enoise(m+ 1) = βEnoise(m) + (1− β)E(m) (4.7)

0 ≤ β ≤ 1

If the ratio is larger than the threshold, speech is detected and the current noise
spectrum estimate will be kept, else a silence, i.e. a speaker pause, is indicated.
The VAD [45] was run with β = 0.95.

Our initial findings show that in our broadcasts, in particular for a feature
length news story, the audio pause is indeed quite noticeable, averaging between
2-3 seconds where there is a story break. The audio silence between sentences
without story breaks generally is around 1 second, and between words, less than
0.5 seconds.

Of note is that the speech silence detector samples at a very sensitive setting.
As a result, many more pauses are detected than there are actual sentences
because intra-sentence pauses as well as inter-sentence pauses are detected.
For the purpose of story shift detection, only inter-sentence pauses are of
significance, as these potentially contain a newsreaders cue of a topic shift
through a long pause. This requires aligning all the detected audio pauses with
the corresponding sentences in the text which is accomplished by identifying the
longest silence fragment immediately preceding a sentence. This has the effect
of also removing all intra-sentence pauses. We expect that long inter-sentence
pauses are indicative of a story boundary.

The pause duration is a sentence level feature, as the longest pause duration
immediately preceding a candidate story boundary is used as a feature.

4.3.7 Shot Cut Detection

The rapid change in visual content, usually due to some rapid camera motion
or change in scenery is referred to as a shot cut, see section 2.1.1. Given a news
broadcast, one would suppose that a change in story context is reflected in a



60 NEWS STORY SEGMENTATION

change in visual content. Like [5, 78],[21, 22], and [126], we use shot cuts from
[113] as visual cues to check for story boundaries. Unfortunately, shot cuts do
not necessarily indicate a story boundary. There are generally many shot cuts
within a single story unit. An additional complication is that shot cuts do not
necessarily occur between two sentences, sometimes the visual transition will
occur as the sentence is being read out.

In practice, the above considerations mean that each sentence in the document
is given a binary feature, indicating the presence or absence of a shot cut during
the time period in which the sentence is uttered. This time window is slightly
offset, in order to caption shot cuts that occur immediately prior to, or after,
the sentence is read. We believe however, that the presence of a shot cut, in
conjunction with other features, will indicate the presence of a topic break at a
candidate sentence.

4.3.8 Cue Words

In many works, such as [12, 11] and [59], cue words and phrases are used as a
feature for the detection of topic breaks when segmenting single texts. For our
purposes, cue phrases, such as "good morning," or "this is Alastair Yates," which
are commonly said by news anchors or reporters to begin or end a particular
news story, are useful indicators in detecting story breaks. We develop two
procedures to obtain these cue phrases.

Chi-Square

We examine all the phrases occurring in sentences immediately preceding or
following a story break in a training set, and compare them with how often
they occurred in the rest of the corpus by applying the χ2 test, detailed in
appendix A.1, at a significance level of 0.01. We display a selection of cue
phrases whose χ2 values reject the null hypothesis (where χ2 ≥ 6.635), table
4.1, thus indicating a correlation between a cue phrase and a story break.

When performing feature extraction, each sentence receives a binary score
indicating the presence or absence of cue phrases. This feature then is an added
hint, lending emphasis to a classifier about the presence of a topic break at a
candidate sentence.
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Cue phrases χ2 value

hello and welcome to BBC news 8.69

good evening 14.62

stay with us 12.17

headlines 17.029

Table 4.1: Cue phrases identified through a χ2 test

Implicit Cue Words

We train a maximum entropy classifier that returns the probability that the
words of a sentence are indicative of a story boundary. The classifier is trained by
taking each sentence in our training set, which is adjacent to a story boundary,
as a positive training example. The sentences for which this is not the case
are used as negative training examples. In this way, cue phrases are implicitly
learned by the classifier. The probability score returned by this classifier in
turn forms one of our features.

4.3.9 Lexical Chains: Named Entities

[59, 82, 73, 74] use lexical chains to measure term repetition and thus infer
the cohesiveness of a prospective story segment. We observe that stories read
out by the news anchor often have disjoint sets of named entities. Applying a
limited form of lexical chaining, specific only to named entities - i.e. the proper
names of people, places, or organizations, the number of these chains spanning
a particular text segment closely follows the actual story positions; boundaries
occur where there are few chains.

It should be noted that longer interviews do not as closely follow this pattern
as there generally are less named entities due to the dialogue. Also, very short
story segments, such as the highlights section of a news broadcast, cannot be
distinguished using this method as they generally have a similar amount of
named entities. We use the Stanford Named Entity Recognizer [54] to label all
the named entities in the text. Within the context of a sliding window, chains
are made linking sentences containing identical named entities. The size of
the window is equivalent to a generous interpretation of the average size of a
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story in our training set, so that the next occurrence of a particular named
entity has to occur within one window’s length of the previous occurrence. This
constraint is imposed to avoid the not too inconceivable case of two distinct
stories occurring within one broadcast containing identical named entities.

We utilize the generated named entity chains in two ways. First, the number
of chains at every sentence form a feature, as sentences with few chains are
potential boundary points. Secondly, at each candidate boundary, we compute
the ratio of chains bisected by the boundary to the number of chains not bisected,
i.e. left intact. The resultant ratio indicates the coherence of a potential segment.
If the number of bisected chains dominates, this indicates that the candidate
boundary is unlikely to be an actual boundary, whereas the converse is true if
the number of intact chains dominates. Both features are passed to our classifier.
An illustrative example is given in figure 4.1.

NE Ratio  4:3 

• 00:40:640 Hello and welcome to BBC News. 

• 00:45:450 The United Nations Security Council has gone into 
emergency session following the bloodiest single day of fighting 
between Israelis and Palestinians in Gaza for many months. 

• 00:57:610 The UN Secretary-General condemned excessive use of 
force by Israel and called for an end to Palestinian rocket attacks. 

• 01:05:700 More than 50 Palestinians than two Israeli soldiers have 
been killed. 

• 01:10:810 Rescue workers deep frantically in the rubble of what will 
moments ago was the home of this Gaza family. 

• ….. The UN Security Council has been asked by Libya on behalf of Arab 
countries to consider the situation. 

4 

4 

1 

4 

2 

3 

Intact NE chains{BBC News, Libya, Arab} 

Bisected NE chains{United Nations, Israeli, Gaza , Palestinian} # NE per sentence 

Figure 4.1: An illustration of two ways named entities in Figure 4.1 can be used
as features; as a ratio of bisected named entity chains to intact chains (left),
and as a count of named entities per sentence (right)

The number of named entities in a sentence is a sentence level feature, while the
number of named entity chains is a region based feature. Both are evaluated
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relative to a candidate story boundary.

4.3.10 Lexical Chains: Galley

We include the score feature developed by Galley et al. [59]. He combines the
frequency of term repetition with chain compactness to arrive at a descriptor for
lexical cohesiveness. This is then used to compute the rate of change in lexical
cohesiveness, where a low score indicates a story boundary. Repeated terms tj
are collected into lexical chains lci, spanning an entire document. Each chain is
then divided up into sub-chains when the distance between term occurrences
exceeds a threshold value. These chains are then scored per equation 4.8.

Chainscore(lci) = freq(tj) log |D|
lci

(4.8)

Thus the score for chain lci is the product of term frequencies of tj and the log
of the number of words in the entire document D, divided by the length of the
individual chain lci. In this way, short, more compact chains are favored, as
they more likely reflect the actual structure of the text. In order to calculate
the lexical cohesiveness, LCF , at a candidate story boundary csb, two regions
r1 and r2 to either side of a candidate story boundary are evaluated, as per
equation 4.9. This computes a lexical cohesiveness score based on the number
of chains common to both regions. Thus a high lexical cohesiveness implies that
both regions are coherent and probably make up the same story, and that it is
unlikely that csb is an actual story boundary. A low score implies the converse.

LCF (csb) = cosine(r1, r2) =
∑
i zi,r1 � zi,r2√∑
i z

2
i,r1

√∑
i z

2
i,r2

(4.9)

zi,ζ = Chainscore(lci) if lci overlaps ζ ∈ {r1, r2}, 0 otherwise

The entire document is processed by passing a sliding window over the text,
which defines the extent of the regions r1 and r2, and computing the LCF at
every possible candidate story boundary position. The LCF of all candidate
story boundaries are thus scored, and the resultant plot of LCF scores illustrates
the rate of change in lexical cohesion throughout the document. Minima then,
form potential story boundaries, whereas maxima correspond to the center of
lexically coherent story segments. Given the LCF computed for a potential
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boundary to the left, l, right, r, of a candidate boundary csb, the probability of
a story boundary at csb is expressed by:

P (csb) = 1
2(LCF (l) + LCF (r)− 2LCF (csb)) (4.10)

Thus csb is likely to be a story boundary when it is situated between two very
coherent segments, which occurs when LCF (l) and LCF (r) are maxima, and
LCF (csb) is a minimum. The Galley lexical cohesion feature is another region
based feature, as it compares two text regions relative to a candidate story
boundary. Each region of text consists of a fixed number of sentences, and the
lexical cohesion evaluated expresses the difference between the two passages
at a candidate story boundary, which is the end of the last sentence of the
first passage and the start of the sentence of the second passage. The resultant
probability, indicating the likelihood of a boundary, forms a feature in our
classifier.

4.4 Maximum Entropy Story Boundary Selection

The previous section described the various methods in which relevant features
could be extracted indicative of a topic shift in a multimedia document. In
order to select story boundaries for removal, and to select new positions for
insertion, we use a fitness function that indicates the likelihood of a boundary
at a certain position in the text.

Prospective story boundaries define segments of text from which features are
extracted, which in turn guide the decision function in determining whether
the story boundaries are valid or not. Features are extracted relative to a
prospective story boundary, which is always the point after the end of one
sentence and before another sentence starts. Region based features compare
two adjacent regions of text relative to candidate story boundary, where each
region is an equal numbered grouping of sentences that occur either before or
afer the candidate story boundary. Features which are region based are: cosine
similarity as a measure of lexical cohesion (4.3.1), topic similarity as determined
by a topic model (4.3.2), likelihood as a measure of lexical cohesion (4.3.3), the
story size of the preceding story segment (4.3.5), the change in named entity
ratio (4.3.9), and the change in lexical cohesion as per Galley (4.3.10).

Features which are sentence based are calculated for the sentences immediately
before and after a candidate story boundary. Sentence level features include:
the program structure feature (4.3.4), speaker pause duration (4.3.6), presence
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of a shot cut (4.3.7), presence of cue words (4.3.8), and number of named entities
in a sentence (4.3.9).

The decision function is a maximum entropy classifier that is trained on positive
and negative examples from our training set. Positive examples are segments of
text bounded by ground-truth story boundaries; negatives examples are regions
of text with artificially created, non-ground-truth story boundaries. A balanced
set of positive and negative training examples are created and then used to
train a classifier, given in pseudo-code as algorithm 4.1.

Algorithm 4.1 Training a classifier with random sampling of negative examples.
1: positive← {set of positive training examples}
2: negative← {}
3: i← 0
4: while i < |positive| do
5: k← randomPosition()
6: if !positive.contains(k)&&!negative.contains(k) then
7: negative.add(k)
8: i← i+ 1
9: end if
10: end while
11: positiveFeatures← extractFeatures(positive)
12: negativeFeatures← extractFeatures(negative)
13: Model← trainClassifier(positiveFeatures, negativeFeatures)
14: return Model

The procedure of algorithm 4.1 creates a balanced training set, containing equal
amounts of positive and negative story segments for training. Positive examples
are the annotated story segments provided, and an equal number of negative
examples have to be created. This is done in a looping procedure (lines 4-10),
where a random story boundary k is chosen (line 5) from the entire document,
and provided that this boundary is not already part of the positive or negative
training set, is added to the negative set (lines 6-8). Lines 11 and 12 create story
segments from the respective positive and negative story boundaries identified
in line 4-10, and extract the associated features for these segments. The last line,
14, invokes a maximum entropy classifier to train a model (maxentModel) based
on the provided positive (positiveFeatures) and negative (negativeFeatures)
features. We used the OpenNLP Maxent library 2.

Prior to segmenting a document, the number of story breaks Q has to either be
specified in advance or has to be estimated from the training data. In order to
make this estimation, we adopt the following heuristic. We determine the ratio

2http://maxent.sourceforge.net
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of sentences to story segments from the training data, and use this figure to
determine the number of story breaks in any unseen documents from our test
set. This approach is similar to other recent segmentation methods in literature,
including amongst others, C99 [34] and LCSeg [59]. These other segmentation
methods also either explicitly take the number of story segments as an input,
or compute the number internally based on default parameter values during
the segmentation process. We found that in practice our heuristic came close
to the actual number of story segments.

We use a Markov-chain Monte Carlo approach to identify the best possible
segmentation. After a random initialization, in which we place Q boundaries
throughout the document, we use an iterative method to reassign story
boundaries based on a fitness criterion; the probability of boundary assignment
by a maximum entropy classifier trained using features from section 4.3, until an
equilibrium is reached in the Markov process [169]. Over a number of iterations,
we select one story boundary, and remove it from its current position, merging
the two stories before and after the boundary position into one story, and insert
the boundary at another position in the document, thus splitting the existing
story into two parts at that position. Thus a dependency is maintained with
previous, and following iterations.

During these iterations, we calculate the fitness scores of every boundary,
algorithm 4.3 line 4, which we use to generate a probability distribution over
the current boundary positions. We then randomly select a position according
to this distribution; a boundary with a low fitness score is more likely to be
selected. We remove this selected boundary and merge the two stories before
and after the break.

We then calculate the fitness score of every position B that is not a boundary
in the text, algorithm 4.4 line 7, again using this to generate a probability
distribution over non-boundary positions. A new position is randomly chosen
according to this distribution, such that positions with higher fitness scores are
more likely to be selected. We break the existing story at that position in two,
one story before the new boundary and one story after the boundary.

We perform P iterations, which in our case was 1000, and then store all the
positions of the resultant boundaries. We then repeat this procedure with a
new random initialization, again iterating a number of times and then storing
the positions etc. We repeat this process M times, which in our case was 30.
The resultant boundaries found are then averaged, so that the story boundaries
are the positions where most often a boundary was placed during the iteration
cycles. We can then return the amount of story segments desired by selecting
that amount of boundary positions. The pseudo-code is given in the algorithm
4.2, with helper algorithms 4.3 and 4.4.
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Algorithm 4.2 Identifying the best possible segmentation using Markov-chain
Monte Carlo.
1: {Let R be the number of times a document is randomly segmented before

averaging all segmentations.}
2: {Let Q be the number of story boundaries to find.}
3: {Let P be the number of iterations during which breaks are randomly added

and removed.}
4: {Let B be the number of possible candidate story boundary positions in

the text.}
5: {Let Model be the classifier returned by algorithm 4.1.}
6: counts← new int[B]
7: for init = 1→ R do
8: breaks← {}
9: i← 0

10: while i < Q&& i < B do
11: k ← randomPosition()
12: if !breaks.contains(k) then
13: breaks.add(k)
14: i← i + 1
15: end if
16: end while
17: for j = 1→ P do
18: REMOVERANDOMBREAK(breaks,Model)
19: ADDRANDOMBREAK(breaks,Model)
20: end for
21: for all k ∈ breaks do
22: counts[k]← counts[k] + 1
23: end for
24: end for
25: finalBreaks← findQBreaks(Q, counts)
26: return finalBreaks
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Algorithm 4.3 REMOVERANDOMBREAK(breaks, Model) When
invoked by algorithm 4.2 an array of posited story boundaries is passed in
via the list breaks, and a trained classifier Model.
1: probOfRemoval← new double[|breaks|]
2: for all k ∈ breaks do
3: features← extractFeatures(k)
4: probOfRemoval[k]← 1− probabilityOfBreak(features,Model)
5: end for
6: l← randomPosition(probOfRemoval)
7: breaks.remove(l)

Algorithm 4.4 ADDRANDOMBREAK(breaks, Model) When invoked by
algorithm 4.2 an array of posited story boundaries is passed in via the list breaks,
and a trained classifier Model.
1: probOfBreak ← new double[B]
2: for j = 1→ B do
3: if breaks.contains(j) then
4: probOfBreak[j]← 0
5: else
6: features← extractFeatures(j)
7: probOfBreak[j]← probabilityOfBreak(features,Model)
8: end if
9: end for
10: l← randomPosition(probOfBreak)
11: breaks.add(l)

The procedure of algorithm 4.2 identifies probable story boundaries. In line 6,
an array called counts, is created that will be used to record all the positions
where a story boundary is placed by the Markov-chain Monte Carlo procedure.
Line 8 initializes the structure, breaks, which will hold selected story boundaries
as integers in a list. In the while body loop of lines 10-16, breaks is filled
with Q story boundaries. Because the sought number of boundaries Q needed
to segment the document will nearly always exceed the number of possible
candidate boundary positions B, Q ≤ B. The loop in lines 17-20 represents the
heart of the sampling procedure. Helper functions REMOVERANDOMBREAK
and ADDRANDOMBREAK are invoked, which update the story boundaries
maintained in breaks throughout the sampling procedure. After sufficient
iterations a stable segmentation is reached, and the story boundaries which
describe this are noted in the counts array in lines 21-23. Because this sampling
procedure is repeated R times (the entire loop is contained in lines 7-24), over
time, certain positions will more often have a break, and thus certain positions
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in counts will have a higher value to reflect this. Line 25 selects the Q-most likely
story boundaries from counts, these are returned at the end of the procedure in
line 26. These boundaries serve to partition V into stories Ns1, Ns2, ...NsQ+1

The purpose of helper function REMOVERANDOMBREAK, algorithm 4.3, is
to identify a story boundary for removal during the Markov-chain Monte Carlo
sampling procedure. Line 1 initializes an array that will hold the corresponding
probabilities that each posited boundary in breaks is an actual story boundary.
This calculation is made in lines 2-5. In line 4, the probability that a story break
is a boundary is calculated for all breaks. These probabilities are then inverted
by subtracting them from one, so that the probability distribution contained
in the array indicates which posited breaks at position k in the document are
least likely to be an actual story boundary. In line 6, a boundary is randomly
selected for removal with a bias for selecting one which is less likely of being
an actual boundary, based on the just calculated probability distribution. The
complexity of the helper function, randomPosition(probOfRemoval), which
does this on line 6, is O(Q). Line 7 removes the chosen break, which has the
effecting of merging the stories before and after the removed break.

Helper function ADDRANDOMBREAK, algorithm 4.4, functions similarly to
REMOVERANDOMBREAK, except that the function calculates a probability
distribution (line 7) over all candidate positions in the test document in order
to determine the likelihood of placing a story break at each position. The
resultant probability distribution is used to randomly select a position in
the document (line 10) where a new boundary can be placed, with a bias
towards more probable positions. The complexity of the helper function,
randomPosition(probabilityOfBreak), which does this on line 10, is O(B).
Line 11 inserts a new boundary at the position selected in line 10.

An important issue with story segmentation is that the placement of one story
boundary influences the location of adjacent boundaries. This then raises the
question of where to place the first boundary in a document. A greedy approach
would place a boundary at the most probable location, but this very placement
alters the probability of additional boundaries occurring nearby. In the event
the initial boundary placement was incorrect, successive assignments would
only compound this error. In order to avoid such a situation, we apply a
Markov-chain Monte Carlo algorithm which starts from a random segmentation.
By inserting and removing boundaries based on a fitness criterion, a trained
maximum entropy classifier, converges over repeated trials to a most probable
segmentation.
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A brute force approach that places and evaluates Q boundaries at every possible
position B in a document would have a complexity of:

B!
Q!(B −Q)! (4.11)

In this brute force approach, which is computationally only feasible for short
broadcasts, every possible segmentation of Q breaks is considered, and the best
segmentation is chosen according to the fitness function discussed earlier. While
still trying a number of segmentations in our trials for added robustness, the
use of a fitness function ensures that our algorithm converges to a likely story
segmentation. The algorithmic complexity is then of the order:

R× (Q+ P × (2Q+ 2B)) (4.12)

where the contribution 2Q and 2Q comes from helper functions REMOVERAN-
DOMBREAK, algorithm 4.3, and ADDRANDOMBREAK, algorithm 4.4,
respectively, and the R×Q+ P part from the main procedure in algorithm 4.2.

4.5 Evaluation

4.5.1 Experimental Setup

We have collected and annotated 14 news broadcasts from the BBC, which have a
combined duration of around 7 hours. Annotation was done based upon repeated
viewings of the broadcasts. In addition, we have the corresponding Teletext
(closed caption) transcripts for each broadcast, which consist of over 3000
sentences in total. The transcripts were sometimes noisy due to transmission
errors, containing distorted words and duplicates. The Teletext transcripts are
provided by the broadcasters themselves, and should not be confused with ASR
transcripts, which are not used here.

4.5.2 Evaluation Metrics

In text based segmentation, quite a few evaluation metrics have been proposed.
Early papers such as [73, 74] used precision/recall metrics, although this metric
is too strict in that it penalizes boundaries that have been placed very close to,
but not on the ground-truth boundary. As a result, degenerate algorithms, which
place a boundary after every possible sentence can actually achieve a higher
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precision and recall score. Beeferman [12, 11] proposed a metric, Pk, which
penalizes degenerate algorithms, yet also gives partial credit for boundaries
which are close to the actual boundary. An improvement on the Pk metric,
called WindowDiff (WD), was introduced by [118]. WD expresses an error ratio
of how close the hypothesized boundaries are to the ground-truth boundaries,
thus the lower the score the higher the accuracy of the segmentation. Both
metrics compare a proposed text segmentation hyp against a ground-truth
reference segmentation ref.

Segmentation of news video can be achieved by segmenting the accompanying
transcript. The resultant segmentation can then be evaluated using metrics
developed for the evaluation of text segmentations. The Pk metric expresses
the probability of the story segmentation error, and the WD metric the ratio
of erroneous (false negative and false positive) boundaries over all possible
boundary positions. Lower values imply better segmentation performance,
section 4.5.2 and table 4.5.

Given two segmentations ref and hyp, the number Pk(ref, hyp) is
the probability that a randomly chosen pair of words a distance
of k words apart is inconsistently classified; that is, for one of
the segmentations the pair lies in the same segment, while for the
other the pair spans a segment boundary. This probability can be
decomposed into two conditional probabilities, called the miss and
false alarm probabilities.

This can be best seen by figure 4.2, which compares two segmentations using a
window of length k [11].

Figure 4.2: Failure modes of a segmentation decision procedure, from [11]

The lower vertical lines represent correct segment breaks in the ground truth
reference, and the upper vertical lines represent hypothesized breaks. A fixed-
width window sliding across the segmentation yields one of the following
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outcomes at each step: acceptable (a and d), in which respectively a hypothesized
break and a true break are both present or both absent within the window;
false negative (b), in which a true break is present but not a hypothesized break;
and false alarm (c), in which case a hypothesized break is present but not a
true break [11].

The reference segmentation is denoted by ref, the hypothesized segmentation by
hyp, the size of a sliding window by k, and the number of words in the corpus by
M. Beeferman suggested that k be set to half the average length of a story, as
degenerate algorithms that tend to either set boundaries everywhere, uniformly,
randomly, or not at all, will then receive a uniformly low score [12, 11].

For the TDT workshop [3, 48] the Pk metric was adapted to work on a word
level, rather than a sentence level. This bypassed the issue of deciding on
how to delimit sentences, and the issue of variable sentence word length. As
such k and M was expressed in terms of number of words (optimally half the
average number of words in a story), and total number of words in the corpus,
respectively. The boundary comparison was done at a fixed distance, using a
sliding window of length k, rather than a probabilistic distance. In order to
express the segmentation task as a formal detection task, the error measure was
split into miss and false alarm probabilities, equations 4.13 and 4.14.

Let δ(i, j)=1 when words i and j are in the same story segment
0 otherwise

Pmiss =
∑M−k
i=1 δhyp(i, i+ k) ∗ (1− δref (i, i+ k))∑M−k

i=1 (1− δref (i, i+ k))
(4.13)

Pfalse alarm =
∑M−k
i=1 (1− δhyp(i, i+ k)) ∗ δref (i, i+ k)∑M−k

i=1 δref (i, i+ k)
(4.14)

Pmiss counts the number of times a story boundary was not detected in a
hypothesized segmentation, over all story boundaries in the reference document.
Pfalse counts the number of times a story boundary was incorrectly detected in
a hypothesized segmentation, over all possible non-story boundary positions in
the reference document.

An improvement on the Pk metric, called WindowDiff (WD), was introduced
by [118]. Some of the shortcomings they found with the Pk metric related to
the unequal penalization of false positives and false negatives, the excessive
penalization of near misses, the inability to take into account the number of
boundaries assigned, and that the Pk metric is affected by variations in segment
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size.

WD(ref, hyp) = 1
M − k

M−k∑
i=1

(|b(refi, refi+k)−b(hypi, hypi+k)| > 0) (4.15)

The function b(i, j) expresses the number of boundaries in a segmentation
between the index at i and i+k. A counter is incremented when the number of
boundaries, that occur within a window of length k, differ in the reference and
hypothesized segmentation. This figure is then divided by the total number of
boundary locations, and as such, WD expresses an error ratio.

WD is used to evaluate the segmentation accuracy of news broadcast transcripts,
and expresses an error ratio of how close the hypothesized boundaries are to the
ground-truth boundaries. Therefore the lower the score the higher the accuracy
of the segmentation.

4.5.3 Segmentation Experiments

By segmenting the text transcripts accompanying a news broadcast, we are
able to segment a news video into its respective news items. We evaluate our
system on our corpus of BBC broadcast recordings, using the WD metric, the
merits of which are discussed in 4.5.2.

We performed leave-one-out (leaving out 1 broadcast every time) cross-validation
to train and evaluate our segmentation algorithm. The average WD scores
were computed from the held-out test sets. Our results were compared to
Galley’s segmenter [59] henceforth referred to as LCSeg, and Choi’s segmenter
[34] henceforth referred to as C99. These are two state of the art systems which
segment text based on lexical cohesion. Our system however, also uses the
available multimedia features. Both C99 and LCSeg use their default parameter
values. We established a strong baseline using implicit cue words, section 4.3.8,
story size, section 4.3.5, and likelihood, section 4.3.3. This can be seen in table
4.2 by how the baseline compares favourably to segmentations produced by C99
and LCSeg in terms of WD.

The parameter known means the number of story boundaries was provided to
each segmentation algorithm, and parameter unknown means the number had
to be estimated. Results in tables 4.2 and 4.4 are provided for both modes of
operation, when the number of segments was known and when it was estimated.
Table 4.3 was calculated when the number of segments was known to the
segmentation algorithm in advance.

The LCSeg and C99 segmentation approaches perform worse when the number
of boundaries are provided. This is due to the fact that both methods are unable
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WD

Baseline(known) 0.231

Baseline(unknown) 0.244

C99(known) 0.363

C99(unknown) 0.307

LCSeg(known) 0.276

LCSeg(unknown) 0.243

Table 4.2: Comparison of our baseline with other segmenters

to cope with short segments that are story highlights. When both methods have
to estimate the number of boundaries (e.g. number of boundaries is unknown),
both methods ignore the possibility of short story segments and make their
estimation solely considering the potential for normal sized story segments. This
is a reasonable strategy, as both methods are reasonably capable of identifying
these normal length story segments as seen by their respective WD (known)
scores. However they are incapable of identifying short highlight segments.
When forced to do so by providing the actual number of story boundaries
which include these highlights in the story count, both methods end up adding
superfluous boundaries between correct, normal length story segments, making
a good segmentation worse.

As we wish to investigate the upper limit of the contribution from all features,
the evaluation of feature combinations in table 4.3 is performed under the most
favorable circumstances, i.e. when the number of story boundaries is provided
to the segmentation algorithm. A performance drop can be expected when
the number of boundaries must be estimated, but we expect that the relative
feature contribution would be maintained.

A single feature vector combines the features and was passed to the maximum
entropy classifier. We use leave-one-out cross validation, using 13 broadcasts
for training, and 1 for evaluation purposes, to avoid over-fitting the data.
The average segmentation performance, measured in terms of WD, was taken
over all 14 broadcasts. While every possible combination was evaluated, the
results presented in table 4.3 represent a selection of combinations which display
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a positive increase over the baseline for every additional feature. The best
performing segmentation, using the baseline, pause, cosine, NE count, and cue
word features, achieved a WD of 0.205. This result is displayed in bold in table
4.3.

Improving an early fusion baseline with late-fusion

The previous experiment examined how segmentation performance varied in an
early-fusion context; that is, when features are selected and combined and then
used to train a classifier. In late-fusion a pre-existing classifier is augmented
with additional information to re-weight the output score. The early-fusion
fuses modalities in the feature space, late-fusion fuses modalities in semantic
space [146].

As a final experiment, we create new classifiers by taking a late fusion of each
top performing classifier previously created and augment these classifiers with
additional cues provided by individual features described in section 4.3. The
output of the original early-fusion classifiers are referred to as P (story break |
MaxEntbest) and their WD segmentation scores as well as the individual feature
combinations used to train them are listed in table 4.3.

Late fusion classifiers Plate(story break) are created by interpolating the early-
fusion classifiers P (story break |MaxEntbest) with additional cues provided by
individual features, P (story break | featurei). Each P (story break | featurei)
score was provided by a maximum entropy classifier trained on a single feature.

Plate(story break) = ι1P (story break| feature1) +

ι2P (story break| feature2) + ...+ ιnP (story break|MaxEntbest) (4.16)

Interpolation weights ιi were learned on a separate validation set using
the Expectation–Maximization algorithm of [46]. While a variety of feature
combinations were tried, in practice only the χ2 cue word, section 4.3.8, gave
a positive improvement, and we list the late fusion results using this feature
and the corresponding early-fusion classifier in table 4.3. The best performing
late-fusion combination used the baseline, pause, cosine, NE count, NE ratio,
Galley and cue word features, achieving a WD of 0.190. This result is displayed
in bold in table 4.3.

The results of table 4.3 investigate the the contribution of all features under
the best circumstances, which is when the exact number of story boundaries
is known. As this is unrealistic for a real-world scenario, we also present a
comparison of WD scores for the best performing feature combinations in
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0.233 -0.85 - -√ √
0.232 -0.73 - -√ √
0.231 -0.10 - -√
0.231 - - -√ √ √ √
0.224 2.77 - -√ √
0.224 3.02 - -√ √ √
0.223 3.22 - -√ √ √
0.223 3.56 - -√ √
0.221 4.45 - -√ √ √ √ √
0.220 4.82 - -√ √ √ √ √
0.219 4.97 - -√ √
0.218 5.42 - -√ √
0.218 5.45 - -√ √
0.218 5.57 - -√ √ √ √ √
0.217 6.04 - -√ √ √ √ √
0.217 6.18 - -√ √ √
0.216 6.30 - -√ √ √ √
0.216 6.56 - -√ √ √ √
0.215 6.75 - -√ √ √ √ √
0.213 7.76 - -√ √ √ √
0.211 8.49 - -√ √ √
0.211 8.57 - -√ √ √
0.211 8.72 - -√ √ √
0.211 8.73 - -√ √ √ √
0.210 8.80 - -√ √ √ √ √ √
0.210 8.89 - -√ √ √
0.209 9.42 0.205 11.32√ √ √ √
0.209 9.52 0.203 12.06√ √ √ √ √ √
0.209 9.59 0.200 13.40√ √ √ √ √ √
0.209 9.59 0.200 13.64√ √ √ √
0.208 9.85 0.202 12.63√ √ √ √ √
0.208 9.95 0.201 12.74√ √ √ √
0.208 9.96 0.197 14.72√ √ √ √ √ √ √
0.208 10.05 0.190 17.78√ √ √ √ √
0.206 10.65 0.208 10.04√ √ √ √ √

0.205 10.98 0.202 12.28

Table 4.3: WD feature combinations and percent change from a known baseline.
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table 4.4 when the number of boundaries known, and when this is estimated
(unknown in the table) based on the length of the transcript. Segmentation
performance, expressed by a lower WD score, is still better than the LCSeg
and C99 segmentation results, but not by as large a margin. The richer feature
set used in both modes of operation (known and unknown) lead to better
segmentation performance than LCSeg and C99. In particular, the increased
segmentation performance can be seen in the ability to recognize some story
highlight segments. The late-fusion with the cue word feature also aids with the
identification of story highlights, as well as improving the overall story boundary
placement.
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known
√ √ √ √ √ √ √

0.208 0.190√ √ √ √ √
0.205 0.202

unknown
√ √ √ √ √ √ √

0.233 0.223√ √ √ √ √
0.221 0.220

Table 4.4: Comparison of segmentation performance for best feature
combinations when number of boundaries is provided and when number of
boundaries is estimated by the system.

4.5.4 Varying Training Size over Various Feature Combina-
tions

We annotated 14 BBC broadcasts as preparation for our experiments. Since we
use leave-one-out cross validation, this gives 13 broadcasts to train on, and 1 for
evaluation purposes. We are curious as to the effect of the number of training
samples on the segmentation task, and to what extent the number of training
examples required was affected by the amount of features used by a particular
classifier.

Our experimental setup is as follows. We chose 27 feature combinations that
used a varying amount of features, table 4.3. For each feature combination, we
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calculate the WD for every training set ranging in size from 1 to 13 broadcasts.
The broadcasts making up each training set are randomly chosen, and to
minimize the effect of an individual broadcast being an outlier, we take the
average of three WD scores measured at each training set size. The table shows
that all features make a positive contribution to the classification performance,
but that the greatest increase comes from several features operating together in
concert.

The resultant 27 by 13 matrix of WD scores is then analyzed using 2-way
ANOVA without replication, at significance level 0.05, to discover the possible
sources of variation in WD. The 2-way ANOVA test is an analysis of variance
for two independent variables, here the number of features and the number of
training examples. We present the ANOVA results as table 4.5.

Source of
Variation

Sum of
Squares

Degree of
Freedom

Mean
Square F P-value F-

critical

Feature
Combinations 0.0089 26 0.000344 17.877 9.9E-46 1.531

Training
Set Size 0.0014 12 0.000116 6.018 9.1E-10 1.783

Interaction
Effect 0.0055 312 0.000018

Total 0.0159 350

Table 4.5: 2-way ANOVA without replication at p=0.05

The fact that the F for both Feature Combinations and Training Set Size
exceed their respective F-critical values demonstrates that at significance level
0.05 both are significant sources of variance in WD. That said, the choice of
features influences changes in the WD error three times more than changes
in number of training examples (FFeature Combinations ≈ 3× FTraining Set Size).
Since the Mean Square Interaction Effect, also known as the residual error, is
somewhat close to the respective Mean Squares for both Feature Combinations
and Training Set Size, we may conclude that there is an interaction between
the size of the training set and a feature combination when assessing WD.
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4.6 Analysis

All features described in this chapter make a positive contribution to the
classification performance. It should be noted that we omit the topic similarity
feature, section 4.3.2. In combination with the baseline, it gives a WD of
0.215, but the inordinate amount of computation required prevented further
exploration of this feature.

Some features such as shot cuts and cue words, cosine and NE ratio, seem to
function interchangeably. For example, shot cuts and cue words both serve
as sentence level features which indicate an immediate change in content, and
combinations which alternate between shot cut and cue word features give near
identical results. An interesting observation is that most features on their own
provide only a minimal increase above the baseline, but in synergy with each
other the combined contribution to story segmentation performance is greatly
increased.

The ANOVA results bear out the logical expectation that changes in training
set size affect the segmentation performance. The most telling result however,
is that the choice of features has a much greater impact than the training size.

In terms of overall segmentation performance, full-length news item story
segments were regularly identified successfully, with only minor errors in terms
of boundaries placed one or two sentences away from the actual ground-truth
boundaries. Story highlights were more problematic to identify, however. As
they were short, they offered very little viable textual cues to identify them
and distinguish them from other adjacent story highlights. Most of the time
under-segmentation occurred, and segments corresponding to story highlights
were merged with the closest succeeding long news story, or slightly better,
into a single segment composed of all story highlights. Story highlights are
accompanied by background music, called jingles, which play when the highlights
are being. This background music obfuscates the speaker silences, thus denying
one of the more successful features capable of detecting a shift in story content.
By the same token, a jingle detector, with recognizes background music, as
done in [126, 16], would provide an additional cue for the detection of story
highlights.

News video broadcasts were segmented using the best performing feature
combination of table 4.3, with a WD error of 0.190 after late fusion. When
incorporated in a video browser search application [67] described in chapter 7,
user feedback regarding the segmented news items obtained by Haesen during
interviews in preparation of the work presented in [67], and shared with the
author, found that the user experience with the segmented news stories was
positive. Segmentations errors such as story boundaries that were one or two
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sentences off from the actual starting position of the story were not noticed by
users. Partly this was due to the user interface, where users could traverse a
video through the act of scrolling to individual news items marked in a scroll
bar. A scroll bar represents the entire video timeline, and users can quickly
traverse to an approximate location in the video by moving the sliding widget
in the scroll bar, where the position of the scroll widget indicates a position
in the video timeline and news boundaries are also marked on the timeline.
The size and granularity the scroll bar affects the degree of control the user
has in scrolling to a particular location in the video. Experience with scroll
type interfaces in general has trained users to expect some inaccuracies with
the positioning of the widget and thus the starting position of the video being
played. Since the scroll interface is designed to aid users in quickly navigating
to an approximate position in the video, whose position can then be further
refined by playing the video or fastwording or rewinding, users expect some
inaccuracy in the user interface which obscures the story boundaries which are
partially correct, i.e. a sentence or two away from the ground-truth reference
boundary.

Another explanation for user satisfaction regarding segmentation performance
is that user interest is drawn to the main body of a news item. Provided that
within the video browser (either through the search interface or via browsing)
users are brought to the near vicinity of the actual news item, user attention
then turns towards towards the main body of the news item which contains
the pertinent information being sought, irregardless of the actual starting point
of the news clip. Users were more interested that news items were correctly
identified and less concerned with the exact timing of the story boundaries,
and thus the user experience with the news segmentation performance was
satisfactory.

4.7 Conclusion

Our initial belief, that a unification of several features and methods from the
textual modality with additional multimedia-specific features would result in
improved segmentation performance, is validated by our final result. Our best
classifier, with a WD error of 0.190, gives a decrease in error of close to 18% over
our initial baseline and two other segmentation algorithms we examined. The
fact that multiple features in combination with each other give a more robust
performance is clearly demonstrated. This suggests our approach is suitable to
the generic segmentation task, as with a small training corpus (13 broadcasts),
a classifier can quickly be tailored to a specific corpus. Our investigation into
the changes in WD when varying the training set size over various feature
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combinations bore this out. A good feature selection has a greater impact
on segmentation performance than the training set size; three times as much
according to the ANOVA test.

The current work relies on closed caption transcripts as the source of text. The
transmission of closed captions with the video signal is often broadcaster and
country specific, and is not guaranteed. A possible next step is to adapt this
work to work with ASR generated transcripts, whose quality is less reliable but
is guaranteed to be available. ASR text lacks orthographic features present
in closed captions, and word transcription errors may occur. Segmentation of
ASR based transcripts have been examined by [37, 64]. ASR systems are known
for their inability to recognize named entities, which means that named-entity
dependent features will fail. On the other hand, ASR systems inherently provide
access to a number of additional features related to speech prosody and the
identity of the speaker which provide further cues for the segmentation decision.

The integration of multiple features necessitates a supervised approach in order
to determine the optimum feature contribution for the segmentation of a news
video transcript, and we feel we have more than adequately demonstrated the
performance of such a supervised approach given the segmentation performance.
Given the small training set requirement, and future mission critical applications,
document summarization and concept detection, this seems a justified choice, as
the performance of our segmenter exceeds that of other methods by a significant
margin. The semantic segmentation of the video into news stories form the basic
unit of traversal in a video browser, discussed in chapter 7. An unsupervised
segmentation approach that is applicable to more generic video is presented in
chapter 5.

Contribution

The results obtained confirm one of the initial research questions, multiple multi-
modal features in combination improve the ability to detect semantic concepts
through enhanced segmentation performance. Novel contributions include the
unification of existing and new text features, visual and audio features, in a
single framework; and the evaluation of the contribution of respective feature
combinations in video segmentation.
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Chapter 5

Scene Segmentation in the
Olympic Games

5.1 Introduction

Over a period of two weeks, we recorded large swathes of the BBC, Beijing
2008 Olympic coverage in order to develop a methodology to automatically
segment long video streams into its constituent semantic components, which we
refer to as the scenes or semantic events. An example of a scene would be an
Olympic event such as the 100 meters butterfly, from the moment the athletes
emerge from their changing rooms, dive into the water, touch home at the race
conclusion, and any post-race follow up. The scene concludes when the next
semantic event begins, often the next race. This chapter focuses on identifying
such semantic events, with the discovered semantic scenes then serving as input
to an automatic event summarizer and commentator.

Olympic video is a challenging subject matter; it is not as expository in nature
as news video, which we examined previously in chapter 4 and [125], and as
such the information content contained within the audio transcripts is generally
poorer and less informative. A single Olympic scene may be five minutes or an
hour long, and due to the more ad-hoc nature of the continuous live coverage,
there are less discernible production rules in comparison to news broadcasts.
One difficulty faced was the need to distinguish between several semantically
distinct, but visually similar events that followed one after the other as a result
of the continuous coverage, for instance a sequence of swimming races. In
short, we found that our methodology for successfully segmenting news video in

83
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chapter 4, with its reliance on a number of textual features, was not appropriate
to the current task, as the Olympic video broadcasts contained considerably
less text in the closed caption (Teletext) accompanying the broadcast, than
compared with news broadcasts examined previously in chapter 4. In particular,
live coverage of a sporting event often did not include everything that was
spoken in the associated transcript. Typically the event was introduced, key
participants named, and the results were included, but much of the match
coverage of the individual event was not omitted. A trial run of our technique
developed in chapter 4 was inadequate to the task, and suggested a need for an
alternative approach. In addition, we were interested in moving away from a
supervised methodology.

Hearst [73, 74] introduced the notion of text-chains to measure lexical cohesion
by the segmentation of expository text into subtopics. Repeated terms form
textual chains, and changes in chain similarity within an interval reflect the
change in discourse structure and can be used to split the text. We adapt
and extend this basic idea to video scene identification. Each repeated feature
demarcates an interval, and indicates that the interval under consideration is
part of the same semantic unit. Reynar [129] adopted a notion of lexical density,
based on changes in number of chains in a region, and used this as a basis
for segmentation. This idea too is adapted and used as a basis for the scene
segmentation decision, section 5.4.

The aim is to extract features from several modalities and to unify them in
a universal system of multi-modal chains, each representing a particular type
of similar feature. Once in this representation, the contribution from each
multi-modal feature can be treated as equivalent. When viewed on the time
axis, dense regions emerge from the overlapping chains, thus outlining the
semantic structure of the video.

We use two clustering strategies to segment the video, and analyze their resultant
performance in section 5.6, and when augmented with audio in section 5.7. Up
till this point, our work has been unsupervised. With the addition of a small
amount of extra knowledge automatically acquired from Wikipedia articles,
we develop a commentator, section 5.8, to add further semantic meaning to
our recently discovered Olympic scenes. We identify the sport, some relevant
keywords, and the participating athletes.

The contribution of this work is the segmentation of video from a challenging
domain into its constituent semantic units-scenes using multi-modal chains of
repeated features, and then to provide a semantic annotation and indexation
for these scenes.
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Task Definition

The objective of this chapter is to partition the video V into seman-
tically coherent, distinct segments, representing scenes Sci, such that
V = (Sc1, Sc2, ..., Scn). In terms of the subject video, coverage of the Bejing
2008 Olympic games, each scene should correspond with a single sporting event,
that may consist of any pre-match buildup, the actual race, and any post-game
interviews. Individual races of the same sport, for example, in swimming the
"Men’s 100m freestyle semi-final 1", followed by the "Men’s 100m freestyle
semi-final 2", should be recognized as being two separate scenes. In contrast,
the "Women’s team gymnastics final", which is a single monolithic semantic
event consisting of different athletes competing on different elements such as the
balance beam or pommel vault, should be recognized as a single scene within the
video. Two unsupervised approaches are developed to achieve this partitioning.

The experiment was conducted on a typical days worth of coverage by one
channel of the BBC for the events occurring during the 2008 Olympic games.
This is an approximately 4 hour long broadcast, containing mixed sports
coverage.

5.2 Related Work

Video analysis is an important task in the frame of video summarization,
indexing and retrieval. Many video programs have story structures that can be
recognized through the clustering of video contents based on low-level visual
features and the analysis of the temporal arrangement of the composing elements,
possibly leading to a hierarchical decomposition of the video [13, 110, 167, 156].
Video analysis often relies on a multi-modal approach, blending evidence from
different sources including the transcribed audio text and the imagery [159]. For
instance, event and speaker identification can be used for movie indexing [95].
Rarely, specific cinematic rules have been relied on for content analysis [94].

In discourse theory, [141] several discourse structures are described for text, such
as sequential, ringed, monolithic, and piecewise. Video of expository nature
typically only has a sequential structure of semantic events. Nonetheless, we
posit that occasionally there is some hierarchy. Many of the 5-10 minute semantic
events that occur in the Olympic footage occur in a flat sequence. However,
longer events (half an hour or more), such as the gymnastics team-event, usually
possess some shallow hierarchy. In such a scenario, gymnastics would naturally
be the encapsulating semantic event, but there would be subordinate segments,
such as the performance of one athlete on the parallel bars, followed by a different
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segment of a different athlete, such as the balance beam. Coverage switches
between athletes on different pieces of equipment although they belong to one
single semantic event. We feel that multi-modal-chains are well suited towards
exploiting the sequential nature of the semantic events in the Olympic footage,
both in distinguishing between individual races of the same sport (e.g. multiple
swimming races one after the other), and larger overarching semantic event
(e.g. coverage of the team gymnastics). The challenge, however, is in discerning
the overarching semantic scene hidden behind the subordinate sequences. Such
semantic events below the event level are discussed in chapter 6.

Our work is most closely related to research done in the TRECVID 2004 news
story segmentation task, illustrated by such works as [5, 126] in the sense that
both seek to segment long video streams. Our task is harder, as news stories
have a more formalized structure, a richer set of underlying features, and are
typically more focused in their description of a semantic event (five to ten
minutes for a news story while certain Olympic events can be up to an hour
long).

In terms of subject matter, our work is of a more generic nature and draws
comparison with sports video analysis. This topic includes sports tactics
summarization (i.e., classifying a play sequence into an existing tactic pattern
and recognizing unknown patterns) and semantic event recognition within a
sports game [6, 15]. The latter type of analysis is relevant for this chapter.
Sometimes video and transcribed audio information is augmented with closed-
caption [111] or webcasted text, in order to improve the event recognition and
the recognition of the players and their team [163]. Webcast text is a text
broadcast channel for sports games, which is co-produced with the broadcast
video and is easily obtained from the Web. For instance, [162] analyzes Webcast
text to cluster and detect text events using probabilistic latent semantic analysis
for later alignment with sports video.

Semantic event detection research in sports video typically adopts a supervised
segmentation strategy within a single sports game [6]. Kijak analyzes a tennis
game video using a hierarchy of Hidden Markov Models that characterized basic
tennis game structure and tv production rules [85], while Sadlier presented a
framework for analysing a common class of sport, field sports, such as soccer,
rugby, hockey, and Gaelic football [132]. Game behaviour is learned using
classifiers based on detection of intermediate features such as the occurrence of
a player in close up, crowd cheering, commentator speech activity, and changes
in on screen graphics [85, 132]. The issue with these approaches is that they are
all supervised and domain restricted. In contrast, we segment video containing
different sports. Occasionally multiple, distinct instances of the same sport
occurs in sequence, which also have to be differentiated between. We address
such instances using the multi-modal channels of the sports video by aligning
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chains of named entities in the transcribed speech with chains of visually related
shots in a completely unsupervised way.

With regard to automated annotation of the sports video segments, several
approaches relying on supervised classification of video features, among which
are audio features such as typical game sounds [96, 132, 162]. Examples of
this include crowd cheering, referee whistling, commentator excitement and the
sound of the ball being struck in a tennis game or hitting the rim in basketball
[96, 162]. In [132], important sporting occurrences are recognized when the
accompanying energy signal is in excess of the average broadcast signal. [140]
performs speaker identification when segmenting documentary movies, with
the changing distribution of speakers influencing the final partitioning. The
audio context described here can be included in the framework of our scene
segmentation approach, and is described in section 5.7.

In the sports video segmentation approach of [96], segments are annotated
based on the presence of sports keywords in subtitles or transcribed speech,
which are defined in a manually constructed ontology. We take the approach
of learning the keywords that are typical for a particular sport from external
documents, specifically Wikipedia articles. This follows the recent trend of
using Wikipedia information for automated knowledge acquisition, such as done
in [108], where Wikipedia category names and structure are used to induce
knowledge of concepts, their relations, and attributes. In conjunction with the
extraction of salient named entities, this allows us to summarize and implicitly
categorize our segmented video scenes, and is described in section 5.8.

5.3 Multimedia Features

We have developed two types of multi-modal chains, one based on text and
the other based on visual features. Chains are an abstraction; they represent a
temporal grouping of features. This abstraction makes it possible to later fuse
many different types of features in an ensemble to identify scenes in the video.

Our textual source consists of Teletext subtitles that are enclosed with the
broadcast signal. As one can see in the transcript provided below, some of
the sentences have lexical inconsistencies or are incomplete. We are unsure
whether this is due to errors at the signal origin or due to errors in recording and
reconstituting the signal at our end. Also, the quality of the transcript is entirely
in the control of the broadcaster. In our experience, scripted shows, such as
news broadcasts, have much more complete transcripts; the text that is read
out is often very close to the one provided by the Teletext. A broadcast such
as the Olympics is different because it is broadcast live, with a corresponding
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drop in transcription accuracy. The segment below, Figure 5.1, corresponds to
an entire five minute race, and much of the commentator’s dialogue, which is
audible in the video, is omitted in the subtitles.

Four people make a massive Andrew Bree of violence when well to make this
semi-final.
Right next to Kosuke Kitajima of Japan, the world record holder and defending
Olympic champion.
I thought Andrew Bree swam really well.
He has a good chance of making the final.
He had a lifetime best to reach the semi-.
All the guys who make it to the final are probably looking at lifetime marks did
he not understand.
Look how powerful kipper Gema looks.
Kosuke Kitajima.
Andrew Bree is in a pretty good condition - position.
while it is going well.
If he can get a good touch here, he has a good chance of making the final.
The time, a new Olympic Andrew Bree finishing in 5th.
Another good swim for him.

Figure 5.1: Teletext transcript of the Men’s 200m breaststroke 1st semi-final

The most prominent features for determining scene boundaries in this excerpt
are the athlete names. The remaining non-trivial terms, e.g. ’swim’, are
considerably less discriminative as this particular swimming event is preceded
and followed by additional swimming races. As such, we focus our efforts on
identifying named entities; typically person names, names of organizations, and
locations. We used the state-of-the-art, Stanford Named Entity Recognizer,
which is based on conditional random fields with Gibbs sampling, to label all
the named entities in the text [54].

Within the context of a sliding window, T1, named entity chains are made linking
sentences containing near-identical named entities based on their Levenshtein
edit distance. Thus a particular named entity has to occur within one window’s
length of the previous instance of that named entity for it to be added to the
chain. The resultant named entity chains are in essence local clusters. The
reason for this constraint is to avoid the not too inconceivable case where named
entities occur in distinct scenes far apart in the video. In such a scenario, the
current setup would produce two separate chains for the same named entity,
each representing a different temporal position within the video. Based on our
experience in [125], where we found that a suitable window size was typically
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proportional to the expected size of the semantic event, we chose a window size
of twenty-five sentences, roughly equivalent to five minutes of video. Typically
named entity repetition will have occurred by this point (even in semantic scenes
far longer than five minutes), and a bigger window only introduces errors, usually
because named entities are matched across several smaller semantic events. The
purpose of the edit distance operation is to conflate related named entities, for
example "Great Britain" and "British", or "Olympian" and "Olympic", so that
they are part of the same chain. Without this procedure insufficient repetition
is detected for the scene segmentation to work successfully even though the
named entities being referred to are the same. We create named entity chains
as follows:

• A Levenshtein edit distance threshold lt has been empirically established
on a held-out validation set. Based on the size of the sliding window
controlling the temporal interval T1 and m detected named entities
{ne1, ..., nem} in the video, chains ci = (neig , ..., neih) are constructed
when ig, ig+1, ..., ih ∈ [1,m] and ∀ p, q ∈ [ig, ih], Lev(nep, neq) <
lt, |p − q| < T1. Indexes ig and ih occur sequentially and correspond
to temporal positions in the video where a named entity occurs. The
function Lev computes an edit distance between two named entities at
temporal positions p, q from which a chain is formed provided that the
edit distance does not exceed a threshold lt and provided that p and q
fall within an interval T1. Timing information provided by the Teletext
transcript allows for the time alignment of the text with the associated
video shot.

To exploit the visual information present, we make an equivalent feature, based
on the spatial-pyramid feature developed by [90]. This feature is explained in
detail in section 2.1.3. We perform automatic shot cut detection on our Olympic
video V to partition the underlying frames V = (f1, ..., fn), into shots. The
frames are grouped such that each shot Sj is given by a sequence of frames
Sj = (fuj

, ..., fvj
), 1 ≤ u < v ≤ n using the visual similarity kernel kL(X,Y )

given by equation 2.2 in section 2.1.3. From each shot, we select representative
frames. These frames are then matched using the previously described spatial
pyramid kernel thus forming chains of visually related shots. The procedure
was as follows:

• A kernel threshold kt is tuned on a held-out validation set so that visually
related shots such as the ones in figure 5.2 are identified. Like with the
named entity chains, we constrain the matching of shots to a certain
interval T2 (we found that an interval of 40 shots was more than sufficient)
to avoid temporally disparate matches. Given n shots {S1, ..., Sn} in the
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video, chains ci = (Sig , ..., Sih) are then constructed when ig, ig+1, ..., ih ∈
[1, n] and ∀ p, q ∈ [ig, ih], kL(Sg, Sh) < kt, |p− q| < T2. Indexes ig and ih
occur sequentially and correspond to temporal positions of a shot in the
video. The function kL computes a similarity score between two shots at
temporal positions p, q from which a chain is formed provided that their
similarity does not exceed a threshold kt and provided that p and q fall
within an interval T2.

Multi-modal chains are indicators of repeated temporal occurrences within a
portion of a video segment. Once chains have been generated, the contribution
of constituent features becomes indistinguishable for the eventual scene
determination.

Figure 5.2: Two pairs of visually related images

5.4 Scene Clustering

We have developed two clustering strategies which use multi-modal chains in
order to discern the semantic structure of the video, and these are compared
against a baseline Scene Transition Graph approach [167] from the literature.
Scene Transition Graphs are discussed in section 5.5.

The first of our methods is essentially a greedy bottom-up approach. All multi-
modal chains are initially ordered sequentially in time, and then one by one all
temporally overlapping chains are merged together. Since chains consist of at
least two or more shots, it is reasonable to suppose that a number of shots in
the video are not members of a chain, nor are they bounded by one; that is,
the shot does not lie between the start and end of any chain. We assume most
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characteristic descriptors for a semantic event are introduced in the beginning
and middle sections, and that they taper off as the scene progresses. If this holds
for video production, most chains will have been established early on in the
scene, and non-repeating shots may occur at the end. These shots, unbounded
by any chains, are merged with the closest preceding chain, thus extending the
bounds of the returned scene. The resultant merged chains, and any remaining
unmerged chains, describe semantic events with boundaries corresponding to
the first and last occurrence in time of the entities that make up each chain.
We refer to this approach as Greedy-Clustering in our reporting in section 5.6,
because of the way scenes are formed by ‘greedily’ merging overlapping chains.
This is a form of agglomerative clustering, section 2.3.2. The procedure is
detailed in algorithm 5.1.

Line 1 initializes a set that will eventually contain complete scenes. This is
populated in line 2-4 with one chain per scene. Lines 5-13 contain the crux of
the procedure; scenes are agglomeratively merged if they overlap. This check is
performed in line 7. If two scenes overlap, the merging operation in line 8 creates
a new scene Scp by merging the original two scenes Sci, Scj via the underlying
chains. Line 9 adds this new scene Scp to Sc, while removing Sci, Scj from Sc
in line 10. This loop continues until no more merging actions are possible (line
13). Lines 14-16 ensure that all shots in the video that are not already members
of elements of Sc, are also incorporated in scenes in Sc. Line 17 returns the set
of scenes Sc, effectively segmenting the video.

Figure 5.3 is an illustrative example from the Women’s 200m freestyle final. It
contains one named entity chain, and two shot-chains. Each entity’s position is
relative to its temporal occurrence in the video. In Figure 5.3, all three chains
overlap and so can be merged; in this example the resultant scene would run
from the first utterance of ‘Commonwealth’ till the conclusion of the second
shot containing the swimmer facing the water.
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Algorithm 5.1 Greedy Clustering(ci) The algorithm takes as input chains
ci from section 5.3. Each chain takes the form ci = (cheadi , ctaili ) where cheadi

represents the first occurrence of the underlying feature in the video V and ctaili

the last occurrence.
1: Sc = {}
2: for i = 1→ |ci| do
3: Sci ← ci
4: end for
5: repeat
6: for all Sci, Scj ∈ Sc, i 6= j do
7: if the underlying chains of Sci, Scj overlap, e.g. (cheadi < cheadj <

ctaili < ctailj )‖(cheadi ≤ cheadj && ctaili ≥ ctailj ) then
8: merge the chains such that Scp = (min(cheadi , cheadj ),max(ctaili , ctailj ))

9: Sc = Sc ∪ {Scp}
10: Sc = Sc− ({Sci} ∪ {Scj})
11: end if
12: end for
13: until no more merging actions are possible
14: for all shots Sj ∈ V, Sj /∈ Sc do
15: The shot Sj is merged with the scene Sci immediately preceding it,

thereby extending the length of scene Sci, e.g. Sci = (Scheadi , Stailj )
16: end for
17: return Sc

Figure 5.3: Greedy clustering



SCENE CLUSTERING 93

Our second strategy, referred to as Density-Clustering in our reporting in section
5.6, involved sampling the density of overlapping chains. We count the number
of multi-modal chains that occur at every frame. This can then be plotted, and
after smoothing, the resultant local minima identify the scene boundaries. This
procedure is described in algorithm 5.2.

Line 1 initializes an array representing a temporal histogram of the entire video.
This histogram is populated in lines 2-6, where the histogram is incremented at
every position in which a multi-modal chain occurs, for all chains. Line 7 applies
a smoothing moving average filter, Savitzky-Golay, a filter with coefficients
determined by an unweighed linear least-squares regression and a polynomial
model of specified degree (degree 7 used here). The application of the smoothing
filter is to remove sudden irregularities in the histogram representation of the
video, which otherwise may appear as local minima in line 8. Line 8 applies
a local minimum finding function to histogram[j]smooth, in order to identify
scene boundaries where local minima exceed a threshold δ. In essence, this
procedure finds points in the video where relatively few multi-modal chains
occur relative to their neighborhood. Line 9 uses the identified boundaries from
line 8 to segment the entire video, and the resultant scenes are returned in line
10.

Algorithm 5.2 Density Clustering(ci) The algorithm takes as input chains
ci from section 5.3. Each chain takes the form ci = (cheadi , ctaili ) where cheadi

represents the first occurrence of the underlying feature in the video V and ctaili

the last occurrence.
1: histogram[j] = new double[|V |]
2: for all ci do
3: for j = cheadi → ctaili do
4: histogram[j]← histogram[j] + 1
5: end for
6: end for
7: histogram[j]smooth ← smooth(histogram[j])
8: Boundaries← FindLocalMinima(histogram[j]smooth, δ)
9: Sc← SegmentVideo(V,Boundaries)

10: return Sc

This process is best illustrated graphically, in Figure 5.4 using the same multi-
modal chains of Figure 5.3. Each black horizontal bar represents a multi-modal
chain that runs for a certain time interval, represented on the x-axis in terms
of frames of the video. The grey bars then represent the cumulative number
of multi-modal chains present at each frame position, from which we can then
infer a curve, whose local minima (the red circles) represent scene boundaries.
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Figure 5.4: Density clustering

5.5 Scene Transition Graphs

We compare our two methods against a segmentation using a Scene Transition
Graph (STG) [167] segmentation process. In this methodology, clustered shots,
similar to shot-chains, form vertexes in a graph. We also include our clustered
named entity feature, as additional vertexes. A directed edge is drawn from one
vertex to another representing the video progression, one shot transitioning to
another. Edges which, if removed, divide the graph into two disconnected graphs
are known as “cut-edges”. After removing all cut-edges from the STG, each
disconnected sub-graph represents a scene, with boundaries at the cut-edges. A
scene consisting of multiple shots appears as a cycle in a STG, figure 5.5.
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Figure 5.5: Scene transition graph from [167]

The chain paradigm can be seen as a temporal graph, with one node per chain,
and edges representing the temporal transitions between occurrences of chain
members. A single chain then, forms a cycle; multiple co-occurring chains simply
extend the length of the cycle in the sub-graph representing the underlying
scene. As with STG segmentation, scenes are found by splitting the temporal
graph into distinct sub-graphs. The difference with STG segmentation is in
the treatment of single shot-clusters with only one incoming and outgoing cut-
edge; in the Greedy approach these are merged into the immediately preceding
scene formed by a chain, while in the STG approach each forms a single scene.
Density-Clustering, is different from the Scene Transition Graph approach since
a scene is identified by the relative degree of repetition over a timespan.
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5.6 Results and Analysis

Experimental setup

We evaluate our scene detection algorithms on 4 hours of BBC coverage of the
Beijing 2008 Olympics, corresponding to a day’s worth of sporting events. This
particular days events consist mostly of various swimming races, interspersed
with other sporting highlights and post race interviews along with coverage of
the women’s gymnastics finals and the women’s cycling time-trial. We take the
officially listed Olympic events as the basis for our ground-truth semantic events.
For example, the Men’s 200m breaststroke 1st semi-final would constitute a
semantic event in our ground-truth. We augment this with additional labelling,
such as when the BBC produces highlights or breaks away from the coverage
for a general wrap-up of the day’s performances in the studio.

Evaluation metrics

There is some discussion possible about established evaluation metrics for
semantic event detection in video. The TRECVID 2004 story segmentation
task is evaluated using a variant of precision and recall; boundaries are counted
as corrected matches if they are placed within five seconds of the ground truth
reference boundaries.

Precision = (#scene boundaries correct)
(#scene boundaries found) (5.1)

Recall = (#scene boundaries correct)
(#ground−truth scene boundaries) (5.2)

F −measure = 2 ∗ (Precision ∗Recall)
(Precision+Recall) (5.3)

The problem with this approach is that it leaves little room for ‘partial credit’,
i.e. boundaries that are placed more than five seconds from the reference but
still more than adequately demarcate a scene. A user performing an information
retrieval task, such as the case in the video browser in chapter 7, would only
mildly be affected if they were presented with a thirty-minute scene which is
one minute shorter or longer due to a misplaced boundary. Another point worth
raising is that not every semantic event ought to be treated as equal. Short, i.e.
less than one-minute segments such as typical program highlights, rarely contain
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much information, are sparse in features, and are thus difficult to detect. In
some cases they are simply highlights, precursors to longer segments appearing
later in the program. The failure to detect these short segments distracts from
the ability to successfully recognize longer, more relevant scenes.

We evaluate our two clustering strategies using this TRECVID style precision
and recall. We present our Greedy-clustering results, as well as two variants
of our Density clustering method using differing local minima thresholds δ1
and δ2. The different thresholds trade precision for recall. Both segmentation
approaches are highly dependent on repetition. While they are quite able to
capture the center of mass of a story, data at the boundaries do not contain
sufficient repetition for exact boundary placement. Consequently, we use a
boundary evaluation window of one minute. We also provide the results of
our implementation of the Scene Transition Graph [167] method, section 5.5,
applied on our dataset. Both shot and named entity features are used, with all
other parameters unchanged.

The results in Table 5.1 suggest that, at best, around half (recall=0.48) of
the proposed scene boundaries are placed within one minute of the reference
boundaries. However this does not give a comprehensive insight into the quality
of the identified scenes. A single scene is only truly identified when both its
boundaries are correctly placed. We found that Greedy-Clustering tended
towards under-segmentation, while Density-Clustering and STG tended to over-
segment. Under-segmentation means that multiple distinct scenes are incorrectly
identified as one single segment in the video, while over-segmentation means
that a single distinct scene is incorrectly identified as containing many smaller
segments. Part of the STG over-segmentation is attributed to singleton shot
clusters which get partitioned into distinct sub-graphs. We feel that a smaller,
over-segmented scene is of greater utility for browsing or indexing purposes than
an under-segmented one. In this respect, Density-Clustering-δ1 is of greater
utility than Greedy-Clustering, as it is less prone to under-segmentation.
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Scene segmentation experimental results

27 ground truth
boundaries

Greedy-
Clustering

Density-
Clustering δ1

Density-
Clustering δ2

STG

Boundaries found 18 31 21 27

Boundaries correct 10 13 10 9

Precision 0.56 0.42 0.48 0.33

Recall 0.37 0.48 0.37 0.33

F-measure 0.44 0.45 0.42 0.33

Table 5.1: Olympic event detection results

Event Coverage

If the boundaries assigned by a particular method are off, we can still assess
whether the segmentation has largely circumscribed a particular semantic event.
This can be quantified in terms of a metric which we call the event-coverage, i.e.
the proportion of unique scenes found in a particular segmentation in relation
to the total number of events in the ground truth. The coverage metric can
be thought of as a way of measuring how many distinct semantic events can
be identified in the hypothesized segmentation when each scene is assigned to
the closest (in time) segment in the ground-truth. This also has the effect of
gauging the amount of under-segmentation, as under-segmentation will reduce
the number of unique semantic events that can be identified. Being able to
identify a unique semantic scene in a video, which this metric evaluates, is of
importance for a video browsing and retrieval application developed in chapter
7. Correctly identified unique semantic scenes can be more easily retrieved in
a retrieval setting (in contrast, a bad segmentation would conflate two scenes,
leading to text from possibly two different sports which would hinder retrieval),
and lead to a more satisfactory browsing experience (as users would rather not
see two scenes incorrectly merged together).

Coverage = (#unique events in hypothesized segmentation)
(total # of events in ground−truth segmentation) (5.4)
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Reference
boundaries
(frame number)

Reference
Segmentation
Label

Hypothesized
boundaries
(frame number)

Hypothesized
Segmentation
Label

86024 Men’s 100m 87104 Men’s 100m
freestyle freestyle
1st semi-final 91702 1st semi-final

98149 Men’s 100m

105051
Men’s 100m

freestyle

freestyle
2nd semi-final

2nd semi-final106300 Women’s 200m
freestyle final

116675 Men’s 200m

124807 Men’s 200m

Butterfly final

Butterfly final

127523 Caitlin
McClatchey
interview

128698 Women’s 200m
butterfly
1st semi-final

137724 Women’s 200m
butterfly
2nd semi-final

146141
Women’s 200m
freestyle
2nd semi-final

Table 5.2: Reference- and hypothesized segmenation alignment for event-
coverage calculation - each cell corresponds to a scene in a segmentation

An example which illustrates how this metric is computed is given in Table 5.2.

In the hypothesized segmentation of Table 5.2, over-segmentation, e.g. “Men’s
100m freestyle 1st semi-final”, only contributes one unique event to the coverage
count. Under-segmentation, e.g. “Women’s 200m butterfly 1st semi-final” is
not correctly identified in the hypothesized segmentation and is not counted.
The resultant coverage is then 4

7 .



100 SCENE SEGMENTATION IN THE OLYMPIC GAMES

The results in terms of coverage are presented in Table 5.3. We also calculated
the coverage when discarding short scenes, such as highlights or previews.
Such scenes typically consist of non-repeating shots and named entities, and are
difficult to recognize as a result. By only allowing scenes longer than one minute,
the typical length of a highlight segment, 8 semantic events were discarded,
leaving 19 longer scenes.

Greedy-
Clustering

Density-
Clustering δ1

Density-
Clustering δ2

STG

Coverage 0.48 0.56 0.48 0.35

Coverage discounting
segments
< 1 minute long

0.63 0.79 0.63 0.50

Table 5.3: Event-coverage results

All segmentation approaches had difficulties identifying segments that were under
one minute, hence the considerable improvement when discounting the segments
smaller than one minute from the ground truth for event-coverage calculations.
To put this into perspective, 8 minutes of discarded events constitute less than
2% of the complete video. Upon discarding such events however, it also becomes
clear that Density-Clustering-δ1 is able to identify 80% of all longer semantic
events in the video material which is more relevant to the user. The primary
reason that these, overall, less relevant, small events are not identified is because
there is little repetition that can be captured within the chain paradigm.

Analysis

An initial trial using only text and only visual chains, regardless of approach
(e.g. Density-Clustering, Greedy Clustering, and STG) resulted in excessive
over-segmentation as there were insufficient repetition in the uni-modal modes of
operation to correctly identify each semantic scene. A multi-modal features was
necessitated, and we make a qualitative assessment of the different approaches.
We attempt to gain a perspective on how effective the scenes identified by the
each technique would be when utilized in a video-retrieval application such
as described in chapter 7. Within the broadcast, the footage predominantly
consists of various swimming races, the women’s team gymnastics final, and
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the women’s road cycling time trial, with short recapitulations of archery and
fencing results.

The results of Table 5.1 showed that all scene identification approaches had
difficulties identifying exact scene boundaries. As discussed earlier, this is partly
due to the inability to detect short segments with little repetition. In Table
5.3, short segments with a short duration of less than one minute were removed
from consideration in the ground-truth, and it turns out that this improves
the boundary detection results as well. Recall for Density-Clustering-δ1 rises
to 0.6 (12 boundaries out of 20) from 0.48 (13 boundaries out of 27), and for
Greedy-Clustering recall goes to 0.5 (10 boundaries out of 20) from 0.37 (10
boundaries out of 27). In terms of identifying sport matches encapsulated by
the detected scenes, the Coverage metric gives a good indication of the ability
to identify relevant semantic events, with 80% of all sporting events in the
video detected by Density-Clustering δ1, when discounting short scenes. The
short highlights reporting on archery and fencing are therefore not identified
successfully. One of the stated aims of this chapter was to develop a capability
of recognizing distinct, but similar sporting events. The Greedy-Clustering
method has problems here, due to an inability to control for erroneous chains.
As can be seen in the corresponding algorithm, 5.1, Greedy-Clustering will
merge any overlapping scenes, which will happen with an erroneous chain, into
a bigger scene. This can also happen legitimately, for example with the chain
associated with Michael Phelps. He features in many swimming events, and due
to his record-breaking medal haul is often mentioned as an aside in scenes in
which he does not even feature. One possible way to lessen the impact erroneous
chains would be to limit the time window in which multi-modal chains, see
parameters T1 and T2 in section 5.3, can be formed. The Density-Clustering
δ1 method, algorithm 5.2, is quite capable of distinguishing between a variety
of swimming races, with 11 distinct races identified out of 13, which means 2
races are lost due to under-segmentation. The success of the Density-Clustering
method for this particular task is due its ability to control for erroneous chains.
Taking the chain associated with Michael Phelps as an example, while this
chain may be present for a long duration, other chains do not feature for the
same time span. In contrast, these other chains form localized dense regions of
multi-modal chains, corresponding to each scene containing a swimming event.
The effect of the erroneous chain is mitigated by the correct chains at a dense
region. Since scenes are found by identifying the local minima at which the
density of a region changes, erroneous chains, which tend to be longer due to the
incorrect matches of their features, do not contribute to the localized density of
a region while shorter, correct chains will.

The women’s team gymnastics final and women’s road cycling time trial are
also correctly identified in the segmentation produced by Density-Clustering δ1,
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although with some over-segmentation as each single Olympic event is divided
up into a number of individual scenes in the segmentation. This is due to
internally distinct segments within the overall semantic event. For example,
the women’s teams gymnastics coverage follows different athletes competing
simultaneously on a number of different elements, such as the vault, floor, and
balance beam, with coverage focussing on an individual element for a while.
As these individual elements and associated athletes are distinct from the next
element the coverage focusses on, it is not unsurprising that these elements
are catalogued as distinct scenes. To counter this tendency, one possibility
would be to extend the time window of the formative multi-modal chains so
that recurring athletes and elements are detected. On the other hand, this also
suggests the possibility of a hierarchical scheme for detecting an overarching
semantic event, i.e. the gymnastics event, via the detection of repeated, smaller
semantic component events. Such an approach is developed in chapter 6. The
Greedy-Clustering method in contrast performs aptly in identifying both the
women’s team gymnastics final and women’s road cycling time trial with none
of the over-segmentation that occurred with Density-Clustering δ1. Due to its
aggressive nature in merging overlapping scenes, many of the hierarchically
diverse elements within the gymnastics and cycling event were successfully
aggregated together to identify the overarching scene.

In the context of a video-retrieval application (as described in chapter 7) a
user will be most interested in identifying the respective semantic events (i.e.
each competitive event in the Olympic coverage), which Density-Clustering-δ1,
with a Coverage of 80%, is capable of doing. By the same argumentation as in
section 4.6, the moderate boundary identification results are less of an issue, as
users are first interested in finding a particular semantic event, and can correct
for timing issues with fast-forward and rewind within a video browser interface.

5.7 An Audio Extension

We have incorporated an audio classifier into our system in an effort to improve
the effectiveness of our Density-Clustering approach. Based on work in [117],
the classifier1 is used to distinguish speech, music, silence and noise in an
audio fragment. The classifier is trained on BBC Olympic broadcasts recorded
on different days, distinct from the dataset used for our scene segmentation
analysis.

1The speech/music/silence/noise classifier used here was developed by Yorgos Patsis, Vrije
Universiteit Brussel.
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User defined duration of the spotted silence segments is added in order to
provide cues for thematic changes in the audio clip. An implementation in
Weka of the C4.5 algorithm (Decision Trees J48) is used as a classifier and the
duration of a segment for decision making is set to 640 msec. The intuition
is that the changes in audio condition at shot boundaries indicate a genuine
scene change, while uninterrupted sound over a shot transition merely indicates
a change in visual perspective.

The audio feature does not form a chain-type feature, as it is simply a cue
for a possible scene change, and cannot therefore be readily integrated in our
clustering strategies. The resultant output of the analysis of our audio feature
then is all positions in the video that lie on shot boundaries and have changing
audio content to either side. We combine this with our Density-Clustering
strategy, giving the positions suggested by the audio feature a negative weight.
These are interpolated into our density plot curve, see Figure 5.4, after which we
identify the local minima which represent the scene boundaries for this method.
We improve on our initial Density-Clustering-δ1 run by interpolating in the
audio feature using differing local-minima thresholds µ1 = 1 and µ2 = 2. The
results are presented in Table 5.4.

Density-
Clustering δ1
(no audio)

Density-
Clustering µ1

Density-
Clustering µ2

Precision 0.42 0.22 0.30

Recall 0.48 0.74 0.52

F-measure 0.45 0.33 0.37

Coverage 0.56 0.66 0.48

Coverage discounting
segments <1 minute long 0.79 0.84 0.58

Table 5.4: The effect of audio on the segmentation process

The inclusion of the audio feature shows an overall decrease in F-measure due
to a tendency to over-segment. Nonetheless, the higher recall and increased
coverage in Density-Clustering µ1 illustrates the ability to discern more semantic
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events, which is of potential value for browsing applications for example.

5.8 A Sports Commentator

Once scene cuts have been produced by the segmentation engine, a natural
progression then is to give some semantic connotation to these scenes. We do
this by building a scene commentator, which annotates the scene with the sport
being practiced, the athletes present, and key terms describing the scene.

Our above procedures are unsupervised, and therefore additional knowledge
is needed to bridge the semantic gap. We chose to build a commentator that
has learned key words and phrases from an external corpus, i.e. Wikipedia,
for various Olympic events using the χ2 criterion, see appendix A.1 for an
explanation of χ2. The commentator would then identify these words and
phrases in the segmented scenes. Examining the "2008 Summer Olympics"
Wikipedia page, 31 Olympic sports are listed, and they form the principle
categories in our commentator. We crawled the respective Wikipedia entries
for each sport to build up a corpus of potential keywords. A typical category
structure starts with the page for the individual sport at the 2008 Olympic
Games, e.g. “Gymnastics at the 2008 Summer Olympics.” Each listed sporting
event in that category is then indexed, e.g. “Gymnastics at the 2008 Summer
Olympics Women’s artistic team all-around,” as well as every page that describes
the sport in general, such as “Artistic Gymnastics.” Every category followed
this general pattern and we thus assembled a collection of web pages containing
potential keywords.

We use the χ2 test (at significance level p = 0.10) to identify word n-grams (n
ranging from one to four) in each of our 31 categories which occur significantly
more frequently than random in our collection. As pre-processing we remove
punctuation, and perform stemming and stop word removal, see sections 2.2.2
and 2.2.2 for more details. To avoid associating athlete names with a specific
event, as medal winners are typically listed on a page, we manually remove
any athlete name prior to performing the χ2 test. Alternatively one could
use a named-entity recognizer as done in section 5.3. Other, non-Olympic
sporting events may not mention athlete names, and using athlete names alone
to infer sports categories would be inadequate. For the gymnastics category, a
representative sampling of n-grams found were: “apparatus”, “balance beam”,
“women’s gymnastics”, “tumbling”, “uneven bars”, etc.

When identifying sports categories in our scene segments, we do not preclude
the assignment of multiple categories to a single scene, which might be the case
when under-segmentation occurs. Each segment was then processed for the
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Density
Clustering-δ1

Archery Fencing Cycling Swimming Gymnastics

True Positive 3 1 9 16 7

False Positive 4 1 16 2 4

True Negative 24 27 5 11 20

False Negative 0 2 1 2 0

Accuracy 87% 90% 45% 87% 87%

Table 5.5: Commentator performance in classifying Olympic scenes

presence of n-grams identified by the χ2 test for each sporting category. We have
evaluated the commentator on our best segmentation run, Density Clustering-δ1,
by examining the annotations produced by the commentator for every segment.
We count how many times our commentator correctly noted a sport in each
segment, and the converse, how many times it correctly noted when a sport
was not present in a segment. The segmentation under evaluation contained
5 of the 31 sporting categories, and the results are presented in Table 5.5. If
a segment is correctly identified as containing a sporting event, it is classified
as true positive, and when incorrectly identified in a segment, as false positive.
True negative is used when a sport is correctly not identified in a segment,
while a false negative indicates a segment where the absence of a sport has
been incorrectly noted. Each sports classifier functions independently of each
other, as multiple sports may appear concurrently in a single segment. This is
the case when under-segmentation has occurred in the preceding segmentation
phase; the segment that is presented to the sports commentator should have
been split up into smaller scenes, but erroneously has been maintained as one
larger segment potentially containing multiple sports. The accuracy is defined
as:

True Positive+ True Negative

True Positive+ True Negative+ False Positive+ False Negative
(5.5)

We had considered the possibility of using the commentator results as a possible
feedback for the segmentation process. However, the established sporting
categories are too broad for the obtained scene segments. For example, we have
a “swimming” category, but to be useful for our segmentation process we would
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also have to be able to distinguish between individual swimming races such
as the “100 meter Men’s freestyle” and the “100 meter Men’s breaststroke”.
To satisfy the χ2 criterion to identify such fine-grained topics in the scene
segments would require a significantly larger volume of sports texts on these
subcategories as training data. This data requirement is also the reason why the
“Cycling” category performed poorly. While other categories have sufficiently
discriminate keywords, this is not the case here. Our current commentator
reports the sporting activities present in a segment, and the names of any
athletes mentioned. Typical words for the sports category learned from the
Wikipedia data and also found in the transcript are also reported. Several
automatically identified multi-modal chains that make up part of a gymnastics
scene, for instance, describe the gymnastics event. The commentator results
below are shown in Figure 5.6, their horizontal position reflects their temporal
position in the video.

• Classification: gymnastics.

• Keywords: apparatus, beam, deduction, difficulty, dismount, execution,
floor exercise, gymnasts, height, landing, performed, routine, beam, floor,
gymnast, vault.

• Athletes: Shawn Johnson, Liukin, Steliana Nistor, Alicia Sacramone.

Figure 5.6: Automatically identified multi-modal chains.

The sports commentator results of table 5.5 show that segments containing
“Gymnastics”, “Swimming”, and “Archery” are identified accurately. A few
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false positives for “Gymnastics” are due to single keyword matches for words
such as "height", "robust", and "routine" on segments containing “Cycling”
events. Similar false positives occur for “Archery”, and in both cases these
false positives could have been avoided with a more sophisticated matching
criterion in combination with a confidence metric to learn and score ambiguous
words for each sporting category. The “Cycling” category performs especially
poorly, due to excessive false positives due to confusion on terms also common
to “Swimming”, such as "race", "trial", and "lane", which suggests the need for a
better word selection method during the training phase. “Fencing” occurred only
very briefly in the total video and hence is mostly missed by the commentator.
Similar false negatives for “Cycling” and “Swimming” are also due to short
segments with little associated text for the respective sports classifiers to make
a successful inference regarding the sporting category of the scene.

It is almost certain that more sophisticated word classification approaches and
a bigger training corpus would ameliorate some of these reported classification
errors, especially false positives. Nevertheless the simple approach adopted here
serves to illustrate the immediate feasibility of extracting semantic information
from text associated with identified scenes in order to give these scenes a
semantic connotation.

5.9 Conclusion

We presented a novel, unsupervised approach for segmenting a long video stream.
We extracted two multi-modal features to aid us in this task; one based on
local clusters of similar named entities, the other based on local clusters of
similar shots. These multi-modal chains served as an input for two methods,
Greedy-Clustering, and Density-Clustering. Both were compared against a
well-known segmentation approach using Scene Transition Graphs, which they
exceeded in terms of F-measure and the coverage metric. While both our
methods have comparable F-measures, Density-Clustering is the better option
for determining the semantic structure in the video stream, both in terms
of identifying boundaries and in the overall number of unique scenes found.
Density-Clustering was able to correctly identify 80% of all scenes longer than
one minute in the video.

Inclusion of an audio feature, in the form of a silence/music/speech detector,
further improved recall and scene coverage, but at the expense of some over-
segmentation. We suspect that our system will do well on broadcasts of an
expository nature, where there are clear semantic boundaries between each
scene. In our current dataset, we illustrate this by distinguishing between events
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of different sports, for instance cycling vs. gymnastics, and by distinguishing
between events of the same sport but with different semantic content, for
instance in swimming, the Men’s 100m freestyle 2nd semi-final followed by the
Women’s 200m freestyle final.

Further improvements in scene recognition might be realized by performing
speaker diarization, the identification of every speaker, and this would fit well
into the chain paradigm. Likewise, the audio environment of the video could be
vector quantized, in essence turning background audio into a set of classifiable
entities as done by [61], which would permit the integration of the audio modality
in the chain paradigm. Our commentator could be improved by using latent
topic models such as Latent Dirichlet Allocation [17] to infer better word to
sport associations. We leave these thoughts for examination in future work.

Summarization and segmentation are two sides of the same coin. More refined
segmentation of a source allows for better analysis and summarization later
on. Our commentator is able to describe a semantic event that is occurring
and its participants given a good initial segmentation. We emphasize that the
core work of segmenting the video stream into semantic events is primarily
unsupervised. The parameters for the similarity criterion for each multi-modal
chain and the local minima for the Density-Clustering can readily be determined;
only the audio component requires additional supervision. With minimal extra
knowledge automatically learned from Wikipedia articles, a semantic meaning
can be assigned to the resultant scene segments in the form of important
keywords and any participating persons. The resultant labels provide a semantic
connotation, and can be used for further indexing purposes or other cross-media
fusion tasks. Once segmented, the resultant video scenes are open to further
analysis. Possibilities include object identification, action recognition, and the
alignment of names and faces. In chapter 6 we investigate semantic events below
the scene level. The semantic segmentation of the video into scenes may form a
basic unit of traversal in a video browser, as discussed in chapter 7.

Contribution

Although the task definition between this chapter and chapter 4 is equivalent,
fundamental differences are the development of unsupervised video segmentation
methods as opposed to the supervised approach used in chapter 4, and the
adoption of a more generic dataset, whereas the news video dataset previously
used is much more structured and richer in features. Complex semantic concepts,
scenes representing Olympic events, have been successively identified. The
unsupervised clustering approaches showed superior performance in comparison
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with the well-established STG approach. The framework developed allows for
inclusion of other, temporally constrained, features.
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Chapter 6

Semantic Event Discovery

6.1 Introduction

Having previously focussed on the segmentation of video in chapters 4 and
5, in this chapter we attempt to apply a semantic interpretation to every
shot in a video by identifying characteristic event sequences that constitute a
concept. Rather than to formulate the task as a supervised concept detection
approach, as described in section 3.3, we introduce an unsupervised approach.
We assume that a scene can be described as consisting of a number of temporal
events that can be identified by a clustering approach. Each semantic event is
defined by a sequence of shots, which in turn are described by spatial pyramid
descriptors. These semantic concepts are then identified through sub-sequence
mining, forming semantic indexes for later retrieval purposes.

We seek to identify relevant concepts by the frequency in which they occur in a
dataset rather than restricting our concept space by using a fixed ontology. Our
approach is based on the recognition of commonly occurring sequences in video,
like the concepts with a temporal duration as discussed in section 3.3. The aim
of our work is twofold; to automatically determine the most relevant events in a
dataset and bypass the use of a fixed ontology; and to describe a process using
the discovered semantic events to derive semantic scene descriptors. We evaluate
the efficacy of our discovered semantic events in an information retrieval context.
We hope to find evidence of a relationship between discovered concepts, e.g., a
hierarchy of concepts, as described in section 3.3.

Section 6.2 presents unsupervised approaches for synthesizing semantic events
from large text corpora, and each semantic event in turn is made up out of

111
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a temporally ordered set of smaller actions. In section 6.3 we describe the
process by which video is abstracted into strings, and we introduce the theory
behind string kernels. In section 6.4 we describe how to find common semantic
events that make up each scene, and their retrieval performance is assessed in
section 6.5. We discuss how the discovered events sequences can be assigned
semantically relevant tags in section 6.6, and how they can potentially be
combined to form scene descriptors in section 6.7. Conclusions are presented in
section 6.8.

Task Definition

The objective of this chapter is to identify salient semantic events Semi in
a video through a word clustering process. Shots in a video Vdevelopment =
(S1, S2, ..., Sn), are clustered in an initial phase to form an alphabet ψ of
shots represented as characters. A sequence of shots in the video then forms
"words" Wi based on the characters in ψ each shot represents, e.g. Wi =
(SA, SB , ..., SZ), {SA, SB , ..., SZ} ∈ ψ, i is the position of Wi in V . A gap
tolerant string subsequence kernel kλ is then applied to all words in the video
to create clusters of similar words, e.g. Semi = {W1, ...,Wn} such that ∀j, k ∈
[1, n],kλ(Wj ,Wk) > η where η is a string similarity threshold and λ the gap
penalty (explained in detail in 6.3). These word clusters represent templates
for frequently occurring semantic events, figure 6.1. It should be noted that
although words may overlap, the clustering and event discovery phase in 6.4
ensures that a semantic event Semi is always distinct from all other semantic
events Semj ; it is not possible for events to subsume one another. We assume
that salient semantic events are captured by fixed length words, e.g. figure 6.1,
and the choice of word length is discussed in section 6.4.1.
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Figure 6.1: Abstracting video shots to a word string representation. Si is the
i-th shot in a video sequence, e.g. S2 is the 2nd shot and SB its associated
shot-cluster

This is a form of structured clustering, as we are looking for repeated video
sequences that are filmed using the same production style and rules, with the
idea that the film producers are trying to convey a particular semantic meaning
or event. By identifying this structure, as done in section 6.4, we can identify
the same semantic event in future video, as done in section 6.5. The effectiveness
of these semantic event templates is analysed in a retrieval context.

Event sequence mining is conducted on a dataset Vdevelopment approximately 4
hours long, containing mixed coverage of the Beijing 2008 Olympic games. A
discovery validation set was used for estimating penalty gap λ and similarity
threshold η in a discovery setting, described in section 6.4, and the visual shot
similarity threshold discussed in section 6.3. Retrieval performance is assessed
on a different, 12 hour long broadcast Veval, also containing mixed coverage
of the Beijing 2008 Olympic games. A retrieval-validation set, one hour long,
was used for estimating optimum parameter for λ and η in a retrieval context,
described in section 6.5. All sets came from the same corpus.

6.2 Related Work

In Regneri et al. [128] natural language descriptions of script-specific event
sequences are collected from volunteers. A typical script is "Eating in a fast
food restaurant", and volunteers describe the actions sequences they may take.
One such sequence could be:
1. walk to the counter
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2. place an order
3. pay the bill
4. wait for the ordered food
5. get the food
6. move to a table
7. eat food
8. exit the place.

Multiple such sequences are collected and placed in a temporal script graph,
where each action description forms a node with a directed edge from a preceding
action node to the next. Different phrases can describe the same event and
these get clustered to the same node. By collecting multiple descriptions of a
script task one can obtain a general description of an event in the form of a
temporal script graph, which also preserves a particular temporal ordering of
the sequence of underlying actions.

Chambers and Jurafsky [25] generate templates describing domain events from
news articles in the MUC-4 terrorism corpus. Representative clusters are
formed for each document by extracting all verbs, nouns which follow under
the Wordnet Event synset corpus, and the verb and the head words of the
syntactic object. Agglomerative clustering is performed based on the point-wise
mutual information of sentence proximity of each verb/nouns/syntactic object
head word. Additional documents related to each cluster are procured from an
external corpus (Gigaworks) before semantic roles are induced for each cluster
based on the syntactic relations of the words in each cluster. An example is
presented below for the "Election" template.

• Voter: Person/Org who chooses, is intimidated, favors, is appealed to,
turns out

• Government: Person/Org who authorizes, is chosen, blames, authorizes,
denies

• Candidate: Person/Org who resigns, unites, advocates, manipulates,
pledges, is blamed

The result is an unsupervised approach to generate event templates consisting
of a variety of semantic roles. An earlier work by Chambers and Jurafsky
[26] describes an approach to create a script in an unsupervised fashion, like
description of an unspecified event, called narrative chains. Similar cluster
like techniques as in [25] are used, with temporal ordering preserved using
a temporal classifier trained on the Timebank corpus. Jans et al. [80] also
perform research regarding the unsupervised acquisition of script-like event
sequences. They investigate optimal strategies for identifying these events using
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skip n-grams operating on a corpus of children’s stories and a corpus of news
stories.

The research presents unsupervised approaches for synthesizing semantic events
from large text corpora, and each semantic event in turn is made up out of
a temporally ordered set of smaller actions. We draw inspiration from these
approaches. The parallels are as follows.

• Both approaches start by extracting feature descriptors from partially
pre-segmented text. In the case of Regneri et al. [128], multiple volunteers
provide descriptions for a single event; in Chambers and Jurafsky [25, 26]
and Jans et al. [80], each news article is assumed to pertain to a particular
semantic event class. This corresponds to previously segmented scenes,
chapter 5 in video, which are subsequently analyzed.

• Feature descriptors, are extracted and preserve a temporal ordering. In
[128] the ordering of each user generated script is preserved when each
feature is assigned to a node in temporal script graph, with time relations
expressed by directed edges. [26] uses a temporal classifier to identify a
temporal ordering between features. In our work, like in Jans et al. [80],
the natural ordering of frames in a video remains preserved in our feature
sequences.

• Both Regneri et al. [128] and Chambers and Jurafsky [26] synthesize
generic descriptors for a semantic event using unsupervised clustering
techniques of feature sequences. Our intentions are the same; salient events
in video are discovered by mining video for repeated feature sequences.

• Like Chambers and Jurafsky [26, 25] and Jans et al. [80], the emphasis
of our work is on generating these event descriptors in an entirely
unsupervised fashion from raw video data. This approach also contrasts
with the TRECVID style concept detection, section 3.3, that requires
annotated examples of the desired events.

Related Considerations

The explicit modeling of temporal sequence relations are not unheard of in video
event recognition. [143] trains concept classifiers using time-ordered features
in the analysis of soccer video, as does [56] for baseball video analysis. [161]
train classifiers for certain LSCOM concepts based on the ordering of detected
intermediate concepts. The issue with these approaches is that they are all
supervised; typically SVM classifiers are learned for annotated events based on
a particular ordering of features.
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The event discovery that is performed in this chapter is an entirely unsupervised
process, based on the detection of near similar feature sequences. [55] performs
unsupervised pattern mining, via a χ2 test, to discover temporally related
features using Allen time relations [4] to form a code book for the identification
of baseball game events. In contrast, the results of our feature sequence patterns
represent relevant semantic events in a scene.

The domain of abnormal event recognition in video is the application of computer
vision to the field of surveillance, and extends basic temporal event recognition
with some domain specifics. In works such as [174, 139, 66, 39, 170, 172],
a camera is continuously recording from a fixed viewpoint. After recording
for a sufficiently long time, ordinary behaviour, the typical actions of people
with their environment is modelled to form an event vocabulary during a
training phase. This can be considered as a kind of sequence of correct states.
Anomalous behaviour is characterized by deviations from the learned temporal
event model. Our work too, focusses on the discovery of common events.
However it is complicated by the less restricted camera viewpoint and the
associated background diversity. Furthermore domain specific features can be
identified in surveillance applications, e.g. in [172] cars and pedestrians are
identified as temporal event actors, whereas in our case no such predictability
exists.

The features used in our work have a temporal ordering imposed that is based
on the sequential nature of the frames from which they are extracted in the
video. The resultant feature sequence can be perceived as having a string
representation, and similar sequences can be found using certain string similarity
metrics. [9] uses the Needleman-Wunsch distance to calculate the similarity of
feature sequences, while [7] compares sequences based on the Longest Common
Subsequence algorithm. We use a gap tolerant, string subsequence kernel,
as defined by [97]. The advantage of such an approach is that it allows for
partial matches with gaps in the feature sequences, but also takes into account
the relative ordering of each sequence. The aim of our approach, however, is
unsupervised discovery of salient events in scenes that is in contrast with [9, 7]
who use string kernels to train SVMs to recognize events of a temporal nature.
Ballan [9] trains classifiers for dynamic events in soccer video such as "shot on
goal" and "throw-in", and certain LSCOM concepts such as "Running", "Protest",
and "Exiting a car" in the TRECVID 2005 news video corpus. Bailer [7] too
identifies LSCOM concepts of a dynamic nature, such as "people marching",
and "sports", evaluated on the TRECVID 2007 corpus.

In addition to the degree of supervision, another key difference with [9, 7] is
that we perceive semantic events as occurring over a larger temporal duration,
consisting of a number of perceptually different views. As such, we abstract over
time at the shot level, and treat a semantic event as a sequence of shots. This is
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in contrast to [9, 7] who learn dynamic concepts at the frame level. We explore
how our definition of a semantic event aids us in the automatic discovery of
semantic indexes in the video, which is a novel contribution described in this
chapter.

6.3 Abstracting Video Shots to Strings

Our event detection approach is based on the analysis of the input video stream
using sequence-mining techniques inspired by bio-informatics. The basis for
this work however, are visual spatial-pyramid features extracted from the video
which have to undergo considerable pre-processing before they are in suitable
form for analysis.

The initial video is passed through a shot segmentation tool based on the spatial-
pyramid features of [90], which is discussed in section 2.1.3. The frame at the
center of each shot was taken as the representative frame. Henceforth when
the text refers to a computation on a shot, it actually refers to a computation
on a shot’s representative frame. The spatial pyramid feature was computed
for each shot using the Lazebnik feature [90]. This permits the comparison of
entire shots based on the comparison of their respective representative frames.

Every extracted shot is then compared against each other using the spatial
pyramid kernel kL described in section 2.1.3. We cluster the shots, using a
graph-clustering approach, which has been suggested to be more suitable for
the clustering of images [41]. Each shot key frame is a node in the complete
graph where each edge is assigned a weight corresponding to a distance between
pairs of nodes, given by e−(kL). A minimum spanning tree is built on the
graph, after which all edges in the tree are removed with weights greater than
a threshold. The result is a forest containing a certain number of sub-trees
(clusters). On the validation set we determined that a threshold of 0.52 < e−(kL),
gives the optimum number of visually distinct clusters. The result is a set of
clusters (henceforth referred to as shot-clusters) that groups every shot in the
development set based on visual similarity, and constitutes the alphabet ψ,
figure 6.2.

As such, the video which is a sequence of shots, can be assigned a symbolic
representation in ψ, based on the membership of each shot in a shot-cluster.
The video can thus be treated as a very large string of shot-cluster identities
that can be analysed using text analysis methods.
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Figure 6.2: Symbolic representation of cluster shots

There are several reasons for the choice of using the visual medium alone for
this task. In film production, the way a sequence of shots is presented to the
viewer is designed to convey a particular semantic meaning. Each shot can be
readily transformed to a symbol representation suitable for sequence mining.
With text, this is not as straightforward. In section 6.2 work [26, 25, 128, 80]
regarding the analysis of script-like sequences in text are examined. However,
the type of text accompanying video is less information rich, and thus harder to
cluster into event sequences, than the text used by [26, 25, 128, 80]. In addition,
the text available in the accompanying closed captions of the Olympic games
did not always cover all the dialogue actually spoken on screen. In light of
the above considerations, and given that video in general may not always have
actual speech, or transcribable dialogue, we chose to focus on the identification
of semantic event sequences using the visual medium alone.

String Kernels

Given a long video string, where each character represents an element in ψ,
the task is now to identify all frequently occurring shot-cluster sequences. The
intuition is that certain scenes will contain similar content. This is in fact the
case, there are scenes containing swimming events, medal ceremonies, studio
interviews etc. within the development video. While the scenes may be similar,
each is distinct and not a duplicate or subset of the other. The objective is to
find common events that make up each scene. For example, swimming races
may all contain the event "swimmers emerge from the changing rooms and line
up", characterized by a shared symbolic subsequence. These repeated patterns
allow the identification of semantic events below the scene level.
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In order to identify similar sequences, we first need to define a metric to
compute the similarity between strings. Conventionally an edit distance is
used that is defined as the number of operations required (insertions, deletions,
or substitutions) to transform one string into another. For example, the edit
distance between "sound" and "hounds" is 2, which is the minimum number of
edit operations required to transform one into the other.

• ’s’ound → ’h’ound (substitution of ’s’ for ’h’)

• hound’ ’ → hounds (insertion of ’s’ at the end).

However, a more sophisticated approach is required for the current task, as
similar sequences could be related through transposition, or across unrelated
symbols (known as gaps). For example, the sequence ’ABCDB’ should be
recognized as similar to ’ABCBD’ (the last two characters are transposed)
and ’ABCEB’(the strings are similar except for a gap at character E). This
resembles the sequence alignment problem faced in bio-informatics, where
protein or gene sequences, represented by string sequences, are aligned in
order to identify common regions that may point to a shared functional,
structural, or evolutionary identity. Well known alignments for the alignment of
protein sequences are the Needleman–Wunsch and Smith–Waterman algorithms.
Applying such an alignment approach would tell us whether two video streams
are similar, for example, it could tell us whether two scenes resemble each
other based on shared sequences. However, we are interested in identifying the
common sequences instead, figure 6.3.

Figure 6.3: Concept: swimming back and forth

To identify common sequences of shot-cluster identities we use the string kernels
of Lodhi et al. [97] which computes similarity based on the number of, not
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necessarily contiguous, common sub-sequences. Following the definition of
Lodhi et al., let ψ be a finite alphabet, in our case of characters representing
shot-clusters, and a string is a finite sequence of characters from ψ, including
the empty sequence. For strings s, t, where s = s1...s|s|, the length is denoted
by |s|. The string s[i : j] is the substring si...sj of s. u is a subsequence of s, if
there exist multi-indices i = (i1, ..., iu), with 1 ≤ i1 < ... < i|u| ≤ |s| such that
uj = sij , for j = 1, ..., |u|, or in a more compact representation u = s[i]. The
length l(i) of the subsequence in s is i|u| − i1 + 1. Let ψn denote the set of all
strings of length n, and ψ∗ the set of all strings

ψ∗ =
∞⋃
n=0

ψn

The feature space is defined as Fn = Rψ
n . The feature mapping φ for a string

s is given by defining the u coordinate φu(s) for each u ∈ ψn. Thus for a gap
penalty of λ ≤ 1,

φu(s) =
∑

i:u=s[i]

λl(i)

measures the number of subsequences in string s weighted according to their
lengths. The closer λ is to 1, the less restrictive the gap penalty, the closer it is
to 0, the more restrictive the gap penalty. The similarity between two strings s
and t is expressed as the inner product of their two feature vectors, the sum of
all common subsequences weighted by their frequency of occurrence and their
lengths.

kn,λ(s, t) =
∑
u∈ψn

〈φu(s) · φu(t)〉 =
∑
u∈ψn

∑
i:u=s[i]

λl(i)
∑

j:u=t[j]

λl(j) =

∑
u∈ψn

∑
i:u=s[i]

∑
j:u=t[j]

λl(i)+l(j) (6.1)

Equation 6.1 gives a result that is less than 1 when λ < 1, even when the
strings are identical, e.g. kλ=0.5(”ab”, ”ab”) = λ4 = 0.0625. For the purpose
of computing string similarity one would expect a similarity score of 1 for
identical strings, and 0 for the opposite. The Weka [68] implementation of
string kernel kλ [97] that we use provides a normalized string kernel k∧λ to
avoid such ambiguity, i.e. identical strings have a similarity score of 1, without
affecting the meaning of λ. This is effected by normalizing the feature vectors
in the feature space, e.g. ϕ(s) = φ(s)

‖φ(s)‖ , giving a normalized kernel
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k∧(s, t) = 〈ϕ(s) · ϕ(t)〉 = 〈 φ(s)
‖φ(s)‖ ·

φ(t)
‖φ(t)‖〉 =

1
‖φ(s)‖‖φ(t)‖〈φ(s) · φ(t)〉 = k(s, t)√

k(s, s)k(t, t)
We use the normalized form of the string kernel k∧λ , rather than the unnormalized
kernel kλ, for all our work throughout this chapter, but for notational simplicity
refer to this normalized kernel by the notation kλ.

Analogy with bio-informatics

The identification of repeated sequences in DNA or protein sequences is known
in bio-informatics as motif-finding, where the repeated sequences are known
as motifs. There are large number of motif-finding algorithms such as [24, 47]
which aim to find repeated sequences in DNA or protein sequences. These
methods however focus exclusively on finding repeated sequences in DNA,
which entails a 4 character vocabulary (there are four kinds of DNA), or protein
sequences, which utilizes a 20 character vocabulary representing amino acids.
Certain alignment approaches incorporate knowledge about interaction between
certain DNA/amino acids in their alignment algorithms, other approaches seek
to identify motifs by comparing similar genes between different species. As
significant adaptation is required to re-purpose these algorithms to our problem,
we use the string kernel of Lodhi et al. [97] and our own search algorithm for
finding repeating local sequences of video shots.

6.4 Event Discovery

After the above pre-processing steps, the video stream is in a form suitable for
analysis. We use string kernel kλ to look for repeated sequences within the
video string Vdevelopment, with the intuition that repeated sequences represent
important events likely to again occur. This is a form of structured clustering,
as we are looking for repeated video sequences that are filmed in a particular
order, with the idea that the film producers are trying to convey a particular
semantic meaning or event. By identifying this structure, which we do in this
section, we can identify the same semantic event in future video, as done in
section 6.5.

String kernel kλ requires that a number of parameters be set. Since at this
stage we were interested in finding as many exemplars for as many different
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events as possible, we set a tolerant gap penalty. On a held out validation
set, we empirically found that λ = 0.9 worked well, and an effective string
similarity threshold was η = 0.1, the minimum similarity value at which two
strings are considered similar. A word size of |W | = 4 was initially chosen, and
our definition of an event as a perceptually distinct, time ordered sequence
entailed a kernel size of Ks = 2, the minimum subsequence length two strings
must have in common.

The video stream Vdevelopment consisting of a sequence of shots S, now trans-
formed into a symbolic representation, such that a word string can be created
consisting of a sequence of underlying shots, Wi = (SA, SB , ..., SZ), |W | =
4, Si ∈ ψ. The kernel kλ is applied to all possible words in the video to
agglomeratively cluster similar words into an event cluster Semi = {W1, ...,Wn}
for all ∀j, k ∈ [1, n], kλ(Wj ,Wk) > η provided that the kernel similarity score
exceeds η. The clustering is performed via a single-link procedure, which assigns
a word to a semantic event cluster when a match is found with a single word
already in the cluster.

The resultant semantic event sequence clusters represent a template for a
particular semantic event class, and can be used to find similar sequences in
other video, which we describe in section 6.5.

6.4.1 Pattern Discovery Results

Our development set consisted of 4 hours of mixed coverage of the Beijing 2008
Olympic game. We identified 10 event sequences, and examples of each are
given in figures 6.4 to 6.13. We have manually given a description based on our
interpretation of the underlying semantics of each discovered sequence.

Figure 6.4: Event 1 - Hardtalk (interview program)
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Figure 6.5: Event 2 - British cyclers interviewed

Figure 6.6: Event 3 - Back and forth between anchor and journalist

Figure 6.7: Event 4 - Swimmers line up

Figure 6.8: Event 5 - Swimming back and forth

Figure 6.9: Event 6 - Entering and exiting the swimming pool area
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Figure 6.10: Event 7 - Medal ceremony

Figure 6.11: Event 8 - Gymnastics balance beam

Figure 6.12: Event 9 - Floor gymnastics

Figure 6.13: Event 10 - Road cycling

While maintaining the same initial parameters, we investigated the possibility
of finding longer event sequences. In our experimental findings however, we
found that using larger word sizes, e.g. |W | = 8, and consequently mandating
more repetition, e.g. Ks = 4, less events are identified in the development set.
For |W | = 8,Ks = 4, the following 6 semantic events were discovered.

1. Hardtalk-long interview program

2. British cyclers interviewed
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3. Swimming back and forth

4. Entering and exiting the swimming pool area

5. Medal ceremony

6. Gymnastics floor exercise

The reduction in number of event sequences found at larger word and Ks
sizes indicates that most events do not have an adequately large degree of
sub-sequence repetition. The omitted events are represented by few shots in
sequence in the video; a larger word size and kernel size forces a similarity
comparison based on shots extraneous to the actual event and, consequently,
these short sequence events are not recognized.

We found that events with more subsequence repetition can still be identified
with smaller values of Ks, |W | while the converse is not true. As we were
interested in finding the most semantic events, we chose lower values of |W | = 4
and Ks = 2 and refer to the 10 events discovered at these settings as default.
The size of W affects the granularity of the discovered event-clusters; larger
W results in the identification of larger, more encompassing event descriptors.
However, identifying these larger descriptors becomes harder as less exemplars
exist in a development video set. As such, it is unlikely that a scene-like sequence
descriptor can readily be found, it is more likely that this could be achieved by
identifying a sequence of smaller visual word length events.

6.4.2 Event Coverage of the Development Set

In order to qualify how well the discovered sequences serve as semantic indexes
over the entire collection, we examine the break down of the 4 hour development
video set. The development video set is composed of about 30 minutes of an
interview program, 1 hour and 15 minutes of swimming race coverage, 1 hour of
women’s gymnastics, and 30 minutes of a road cycling time trial. The remainder
is a mixture of short recaps, highlights, commercials, introductions to upcoming
sports coverage, and short overviews describing the results of other sports.

All of the above described segments have corresponding semantic indexes. Event
1 corresponds to the interview program, Event 2 is a highlight of an upcoming
event, Events 3-7 correspond to the swimming race coverage, Events 8-9 to the
gymnastics coverage, and Event 10 to the cycling time trial. These semantic
events span the entire development set. Highly structured sports, such as a
swimming race, consist of more distinct semantic event sequences, 5 in total.
The gymnastics coverage has two semantic event sequences corresponding to
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the two constituent events which make up the gymnastics coverage, the balance
beam and floor exercise. More free-form sports coverage such as road-cycling
produces only one semantic index. The amount of structure in a sporting event
influences the amount of common sub-sequences that can be found between
multiple instances, however, also visual word size influences the granularity and
amount of semantic events discovered.

6.5 Event Retrieval

We apply the discovered semantic event sequences in an information retrieval
setting in order to gauge the overall applicability of identifying similar semantic
sequences in other video datasets. The evaluation video consisted of 12 hours
of mixed coverage of the Beijing 2008 Olympics. This video is annotated for
the presence of the 10 concepts identified in section 6.4.1, and constitutes the
ground-truth for the evaluation performed in table 6.1.

The evaluation video is segmented into shots using the same settings used in the
development set. Subsequently, the resultant shots have to be assigned to the
same alphabet of shot-clusters ψ used in the development video. This requires
a decision function to map evaluation shots to shot-clusters in ψ based on their
visual similarity.

6.5.1 Logistic Regression for Shot to Alphabet Mapping

The baseline approach of forcing the assignment of shots in the evaluation set
to shot-clusters in ψ identified in the development set ignores the possibility
that no cluster assignment is possible. In order to evaluate this possibility, we
train a classifier to assign shots to one of the shot-clusters in ψ or to a null class,
indicating no match is possible. To do so, a small validation set of approximately
100 shots was created from a separate broadcast within the corpus, and is used
to train a classifier Map, equation 6.2. Map takes a shot s from the evaluation
set, and the set of clusters Cl representing all elements of ψ in the development
set, and maps the shot s to a particular cluster in ψ, or null. This decision is
based on two features. The first feature is the highest similarity score between
shot s and all clusters in Cl, which is a nearest neighbor approach. The most
similar cluster is referred to as clbest, and the next most similar as cl2ndbest.
The second feature is the degree of ambiguity A, expressed by the difference in
similarity between s and the two most similar clusters clbest and cl2ndbest. As
in section 6.3, e−(kL(s,cl) is a distance function, in this instance expressing the
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similarity between shot s and a cluster cl using the spatial pyramid kernel [90]
described in section 2.1.3.

Map(s, Cl, clbest, A) : s→ y ∈ ψ ∪ {∅}

s ∈ S, Cl = {cl1, ..., cl|ψ|}, cli ∈ ψ

A = Sim(s, clbest)− Sim(s, cl2ndbest),

clbest = argmaxclj∈Cl Sim(s, clj)

cl2ndbest = argmaxclj∈(Cl−clbest) Sim(s, clj)

Sim(s, cl) = e−(kL(s,cl))

(6.2)

Map was trained using the Weka [68] simple-logistic regression classifier. The
baseline approach of always mapping shots in the validation set to shot-clusters in
ψ gives a classification accuracy of 68%. The classifierMap gives an improvement
in classification accuracy from 68% to 73% on the annotated 100 shot validation
set, by accommodating the possibility that shots cannot be assigned to an
existing shot-cluster in ψ.

There is no significant performance change between the classifier
Map(s, Cl, clbest, A) and a classifier trained only on the similarity attribute,
Map(s, Cl, clbest) as typically cluster ambiguity A is paired with a poor similarity
score clbest. Shots in the evaluation set that could not be matched to any of
the shot-clusters ψ of the development set receive a null symbol which serves
as a place holder. In the string kernel comparison step these shots would
not contribute to any sequence matching and represent a gap across which a
subsequence must be found.

6.5.2 Experimental Setup

The evaluation video Veval is transformed into its symbolic sequence repre-
sentation based on the calculated shot-to cluster mapping of the classifier
Map(s, Cl, clbest, A), described in the section above. The string kernel is then
applied to the video stream of the evaluation set in order to identify and locate
segments which contain one of the 10 semantic event sequence clusters Semi
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discovered in the development video set, section 6.4. This takes the form of a
subsequence alignment task to identify a smaller string, the discovered semantic
event, in a much larger string that constitutes the evaluation video. We take
the approach of scanning the video using a sliding window Sw (of shots) in an
attempt to match the discovered 10 semantic event clusters Semi of section
6.4.1 and the contents of the sliding window Sw using a string kernel kλ. This
is illustrated in figure 6.14.

Figure 6.14: Identifying semantic events in a video with a sliding window

A too large window size Sw may span beyond the occurrence of the sought
semantic event such that the actual occurrence in time in the video becomes
insufficiently accurate; too small a window size leaves no potential room for gap
tolerant fuzzy string matching of the kernel kλ. The gap penalty parameter λ of
the kernel expresses how contiguous a string must be, and can guard against a
liberally set Sw. A restrictive λ can also guard against detections of overlapping
distinct semantic events, which is not possible by our definition. The window
size, like the semantic event word size, is expressed in terms of number of shots,
and was set to Sw = 12, three times the size of a visual word W representing a
semantic event Semi.

We investigate how well semantic events clusters Semi, created on a development
set Vdevelopment, could effectively identify similar event sequences in an
evaluation set Veval, by using a string kernel kλ to find matches between
Semi and a sliding window Sw representing a portion of the video, Veval. A
match is found between sliding window Sw and a semantic event cluster Semi

when the average similarity between Sw and the closest z exemplars ρj ∈ Semi,
as computed by kλ, with z = 3, exceeds a threshold η.

match = (1
z

z∑
j=1

kλ(Sw, ρj)) > η, z closest ρj ∈ Semi (6.3)
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The above avoids the scenario where an outlier in one semantic event-cluster
causes incorrect cluster assignment. By experimental evaluation we found that
varying the number of exemplars z had no significant effect on the matching
between Sw and the semantic event clusters found in the evaluation set; therefore
z = 3 is maintained.

Veval is manually annotated based on the textual description of each semantic
event segments shown in figures 6.4 to 6.13; that is, if the semantic event appears
on screen, it is annotated, no special consideration is given to the length of time
an event appears on screen even if it is only for a few seconds. The annotated
Veval forms a ground-truth with 10 semantic events marked against which
retrieval results are evaluated. Successful matches between sliding window Sw
and a semantic event Semi are noted, and the portion of the video corresponding
with the sliding window is marked as containing the just identified semantic
event. Thus a machine generated annotation is generated for the entire video,
which specifies the temporal locations containing each semantic event. This
machine generated annotation is compared against the ground truth annotation,
and is evaluated using precision and recall, expressed as number of frames that
contain the sought semantic event. The sliding window Sw is larger than a
semantic event Semi, and so a larger extent is marked as containing Semi.
The evaluation is strict in the sense that any marked frame in the machine
generated annotation that lies outside the ground truth reference segments for
that semantic event, is marked as incorrect.

Precision = #correct frames for Semi

# frames found (6.4)

Recall = #correct frames for Semi

#ground−truth frames for Semi

F −measure = 2× (Precision ∗Recall)
(Precision+Recall)

By specifying recall and precision at the frame level, we are specifying the
number of frames that are labelled by a semantic event Semi. For browsing
purposes however, it is sufficient that only a portion of a larger semantic event
segment is labelled, because the user will be able to extract the necessary
information by browsing. In this case, the question then is how many different
segments containing the semantic event Semi are identified by the system. In
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order to do so, we adopt the Coverage metric of section 5.6 and define:

Coverage = # of distinct ground−truth segments identified containing Semi

total # of ground−truth segments containing Semi

(6.5)

The Coverage metric evaluates, for a particular semantic event Semi, how
many different segments containing that semantic event in the ground-truth
were successfully identified in the machine generated annotation. A segment
in the ground-truth is considered identified if at least one word length |W |
is marked as containing the semantic event in the corresponding interval in
machine generated annotations.

Given a string kernel kλ(Semi, Sw) > η, |W | = |Semi| = 4, |Swj | = 12
we perform a sensitivity analysis (ANOVA) by varying parameters λ =
{0.1, 0.3, 0.5, 0.9} and η = {0.1, 0.2, 0.3} on a held out validation set and
maximizing on recall. Changes in recall in this evaluation are more affected by
changes in η than by changes in λ. This suggested that values of η = 0.1 and
λ = 0.3 would result in the best retrieval performance, and the resultant class
specific breakdown on the evaluation set is given in table 6.1.
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6.5.3 Results

10 Events Precision Recall F-measure Coverage

Event 1
hardball interview not found

Event 2 0.64 1 0.78 1cycling interview

Event 3 0.42 0.66 0.52 0.75studio to journalist

Event 4 0.63 0.55 0.59 0.56swimming line up

Event 5 0.81 0.58 0.68 0.74swimming back + forth

Event 6 0.11 0.11 0.11 0.15walking around pool

Event 7 0.49 0.81 0.61 0.40medal ceremony

Event 8
gymnastics beam not in ground truth

Event 9 0.91 0.08 0.14 0.44gymnastics floor

Event 10
road cycling not found

Table 6.1: Olympic event detection results, λ = 0.3, η = 0.1

In this particular instance of the 10 semantic event classes discovered in the
development set, section 6.4.1, the evaluation set successfully retrieves 121
intervals of 7 event classes.
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One event class is absent from the evaluation set. Event 8 - Gymnastics balance
beam is twice mistakenly detected when the pommel vault is performed in the
gymnastics section. This false positive detection can be attributed to the feature
level, section 6.3, as the pommel vault is visually similar to a balance beam. At
the same time, the semantic event sequences are very similar; both the balance
beam and pommel vault are approached by gymnasts from the rear, an exercise
is performed on the equipment, and the event concludes when a dismount is
executed. Two classes are missed, i.e. Event 1 - Hardtalk and Event 10 - Road
cycling. The interview segment Hardtalk occurs under much different visual
circumstances and the shots are not mapped to the same shot-clusters in ψ as
in the exemplars. Similarly, road cycling is only cursorily displayed (e.g. only 2
minutes) under different viewing circumstances than in our exemplars for the
event. These two cases illustrate how our attempt to identify a certain structure
in video by way of event sequences does not always enable the identification
of the same semantic events in other video; there is a dependency on the way
the video is filmed. When this structure differs in the development and test
video data sets, perhaps because the underlying visual features are not correctly
identified as similar, the same semantics cannot be discovered.

The recall and coverage scores give an impression of how successfully events were
identified, and how good the initial event discovery phase was. Event 6 performs
poorly in this regard, and Event 7, the medal ceremony, performs rather well.
By taking the recall score in conjunction with the coverage score, one notices
that although the coverage for Event 7 is poor, the temporal duration in terms
of frames expressed by the recall score is rather large. This is because the unique
events not found were of short duration, and so did not contribute heavily to
the recall score. Although not many frames are found for event 9 in proportion
to the ground truth, the frames found did identify close to half of the unique
intervals containing gymnastics.

With the exception of Event 7, most precision scores suffer from frames which
were mistakenly labelled because Sw indicated a larger extent of the video than
really contained Semi, rather than because false positives were found.

The other main source of error is that semantic events are annotated in the
ground-truth, even if they are short segments one shot long. However, our
semantic event definition and implementation requires at least a two-length
shot sequence. Hence, the sometimes lower recall scores.

The approach adopted would therefore be less suited towards events charac-
terized by few shot sequences. In longer video streams with consistent style
of displaying temporal events, however, our results show that it is feasible to
successfully retrieve events in an unknown video, using semantic event sequences
discovered in an entirely unsupervised manner. The supervision required for
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the retrieval process is restricted to the annotation of a small validation set of
100 shots used for the training of a classifier mapping shots in Veval to ψ or
null, and can be discarded when an entirely unsupervised approach suffices at a
possibly reduced retrieval performance.

6.6 Creating a Description of the Discovered Event
Sequences

Once every event sequence is identified in a dataset, the explicit semantic
labelling, i.e. the text description must be provided manually. In future
work, one might look at the text aligned with each cluster of event sequences.
LDA [17], trained on a large external corpus, could be applied to identify a
topic distribution that can describe event sequence aligned text fragments.
Alternatively, one might apply summarization techniques reminiscent of the
Sports Commentator presented in section 5.8 to synthesize a short description
for every grouping of event sequence texts. This assumes that the transcribed
speech is sufficiently informative; often what is occurring on screen is not
described in the dialogue. The degree to which this holds depends on the
domain in question. The dataset used and reported on in this chapter still
has a degree of informativeness; the task of the narrator still is to inform the
audience about on screen events. Other domains such as movie, with dialogue
between two characters, might have far less information contained in the speech.
Another consideration is that some of the sequences, such as the swimming
event in figure 6.8, do not always have transcribed dialogue for those parts
even though speech does occur. This might be attributed to transcribers who
produce the event associated text in a near-live situation. As the commentator’s
dialogue is often least germane to the overall match description during these
long swimming sequences, transcribers may choose to omit a large part and
focus on what they consider the most relevant information such as the eventual
match winner. A different possibility is to match the discovered event sequences
against an external corpus which has tag descriptors, such as Youtube, and
adopting the same tags for matching sequences.

6.7 Towards a Semantic Scene Descriptor

The work so far has focussed on finding individual semantic event classes below
the scene level. However it is apparent that certain sequences can hierarchically
describe an entire scene. This becomes apparent when plotting the chronological
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occurrence of each semantic event class, along with detected scene boundaries,
on a horizontal time axis given by the video frames. This is shown in figure
6.15, which illustrates a hierarchy in some semantic events. Occurrences of
each semantic class are represented horizontally, and each individual class is
offset vertically and uses a different symbolic representation, detailed in the
accompanying legend. Scene boundaries are detected using the methods from
chapter 5, and are represented by vertical red lines in the figure.

Figure 6.15: Occurrence of discovered events in relation to scene boundaries.
Frame numbers on the horizontal axis provide the temporal ordering, and vertical
red lines indicate scene boundaries identified using the Density-Clustering
method described in chapter 5. The figure focusses on the portion of the video
containing Olympic swimming races, which in particular have semantic event
classes which are ordered relative to each other

Particular swimming scenes can be characterized by the ordered appearance of
certain semantic event classes. A scene may start with athletes entering the
pool area (Event 6). The swimmer’s line up, and prepare to dive into the water
(Event 4). They do so, and swim a number of laps (Event 5), and at the end of
the race they exit the pool area (Event 6).

This suggests that a scene descriptor can be formed comprised of underlying
ordered semantic events. One possibility would be treat each semantic event
itself as a letter in an alphabet, and to re-apply the clustering technique to
discover a more global structure in the video. Such a scene descriptor would
enable the discovery of similar scenes in other video by the application of a
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Finite State Machine or Hidden Markov Model. Such a scene descriptor, e.g.
"Swimming race" for the above, represents a higher-level semantic concept, a
concept of concepts.

6.8 Conclusion

This chapter shows how a video consisting of a sequence of shots can be mapped
into a sequence of characters such that they form visual "words". The video
expressed as character sequence can then be analysed for commonalities using
string kernels, to identify repeated shots’ sequences. The intuition is that such
repeated sequences of shots represent salient semantic events, and string kernels
permit the identification of such ordered shot sequences with some tolerance
for spurious shots within the ordered sequence. This feature of string kernels
is of indubious value, initially for identifying clusters of semantic events in an
initialization phase, and later for detecting similar semantic events in unknown
video using the already identified exemplars.

Ideally the semantic event discovery technique, section 6.4, should be applied
on an entire video corpus for indexation. The breakdown of the development
set in section 6.4 shows that a clustering of visual words successfully identifies
semantic event indexes spanning all major scenes within the video, which is
of significant utility in browsing and retrieval applications. By unsupervised
processing of an entire corpus at once, pitfalls can be avoided regarding the
mapping of shots to clusters, section 6.5.1, and semantic events in a target video
which are different from the exemplars, section 6.5.3.

Nonetheless, in applying string kernels to identify semantic events in a
discriminatory fashion on unknown video, section 6.5, promising results are
achieved, table 6.1. This offers potential for a bootstrapping approach where
initial semantic events are identified in a development set as in section 6.4 and
used to train a classifier which updates itself using newly identified, additional
examples. Such an approach would be capable of dealing with an evolving video
corpus. We leave this direction for future work.

The development of automatic semantic descriptions for the event sequences in
section 6.6 is open to further investigation, as is how a scene can be described
by a particular sequence of semantic events as discussed in section 6.7.

Contribution

The methods developed in this chapter offer the following contributions.
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The entire focus of this work is to achieve a semantic understanding of an
underlying scene with a minimal degree of supervision. The supervision
required for the retrieval process is restricted to the annotation of a small
validation set that can be discarded when an entirely unsupervised approach
suffices at a possibly reduced retrieval performance. The unsupervised system
developed searches for frequently occurring semantic event sequences for event
identification, which contrasts with most other research in video concept retrieval
where a large number of concepts are learned in a supervised fashion. The efficacy
of the adopted approach is verified in a retrieval setting. This work permits the
automatic indexation of a video archive with automatically discovered semantic
concepts.

This work indicates the possibility of recognizing a higher-level semantic concept
based on the detection of ordered semantic events which themselves represent
feature sequences.

The analytical process involving string kernels applied in this chapter has been
transposed from text sequence mining and classification and is adapted to
perform video analysis in a novel manner.

Related Publications

POULISSE, G-J., MOENS, M-F., Finding Semantic Sequences in Video with
String Kernels, (in preparation)



Chapter 7

Video Browsing

Finding a suitable video fragment in a vast video archive is a complex task.
Even professional users have to skim many hours of stored video data before
they find the desired content. In this chapter, we describe our techniques to
automatically index news video data. A user-centric approach is employed to
create a novel news video explorer suitable for use by the TV broadcasting
industry, such that users can quickly traverse a collection and find the video
fragments they are looking for.

7.1 Introduction

The ultimate purpose behind the development of semantic video analysis
techniques is to build a framework that will let users search through large
video archives. This chapter contextualizes the performed research work on
story segmentation in news video, chapter 4, scene segmentation in video,
chapter 5, and concept identification, chapter 6 by showing how such outputs
can be integrated into a video search browser. Such a browser was developed
in the context of the Flemish research project AMASS++ (2007-2011), which
is short for Advanced Multimedia Alignment and Structured Summarization.
The goal of the project was to develop advanced techniques for the analysis of
video archives with respect to:

1. The alignment of content in images and text

2. Advanced semantic processing of natural language text and images with
the aim of reducing human supervision

137
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3. Advanced machine translation methods for the English and Dutch language
including alignment in comparable corpora

4. Novel interactive tools for exploratory search in and visualization of
multimedia data

5. Summarization of multimedia and multilingual news sources

In particular, project goals 1, 2, and 5 were addressed by work presented in
this thesis. The aim of this chapter is to demonstrate the contribution of the
previously described research in such a project, and how components developed
by other project partners can make use of it. This is shown in a prototype video
browser, developed by Haessen et al. [67], which incorporates video semantic
analysis modules provided by the project partners.

As was shown in section 3.4, a good interface can compensate for average
indexation performance; i.e. the user can quickly refine the search results to
find what they need. Good interface design is important to effectively display
the query results and to allow the user to further search and refine the results.
The visualizations presented here permit the search and exploration of the
AMASS++ news video corpus, which consists of almost a years’ worth of
news recordings, from the BBC and the VRT, a Flemish broadcaster. This
chapter describes various techniques for automatically indexing video data
with semantic information. These indexes are integrated into an interactive
prototype for querying the news video corpus. The visualizations employed
in this prototype present results of the annotation techniques and have been
evaluated by professionals working for a television broadcaster.

7.2 Related Work-Video Browsers

To ease video searching, algorithms have been developed to detect features and
concepts in videos. These automatically detected concepts can be exploited
to build interactive video archive visualisations. Some of these visualisations
help users to quickly explore a large amount of videos without having to watch
every video in detail. The semantic indexes used for the AMASS++ prototype
browser originate from [125] and [123], described in chapters 4 and 5. These
contributions are elaborated in section 7.4.

The TRECVID workshops have concentrated research efforts on the classification
of semantic concepts in video, section 3.3, and the efficient searching of large
video collections in the interactive search tasks, section 3.4. In particular, the
interactive search task has focused attention on improving the user interface; to
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increase the overview of the search results, and to enhance the ease of exploration
through video collections. An initial query can be formulated, based amongst
others on text retrieval results and semantic concept indexes such as described
in section 3.3. A typical query often is a combination of these elements.

Basic functionality generally involves the browser returning an automatically
generated set of video clips in response to an initial query for further user
refinement. A user refines the selection manually by browsing the returned
results, by examining the returned results and by looking for clips that are
considered similar in some way to the initial set, for example, visually similar,
or chronologically. The result list of video clip segments take the form of shots
or story/scene segments, and are represented by a single key frame as a visual
summary. These representative key frames can be clicked, which starts and
displays the underlying video segment.

Various visualization techniques have been employed by researchers to organize
their video query results. These are designed to provide a broad overview of the
underlying video collection, and also to enable rapid query reformulation and
refinement by enabling the traversal of the results along a variety of similarity
indices or via a free-form exploration of the collection after the initial query.
Adcock et al. [1] present the results in a storyboard form, figure 7.1 with various
ways to peruse the results. Chen and Taskiran et al. [30, 151] use a similarity
pyramid, figure 7.2 in which shots are grouped with agglomerative clustering
into a hierarchy. Selecting a cluster allows for finer-grained searches among
similar shots.

Figure 7.1: Storyboard visualization [1]



140 VIDEO BROWSING

Figure 7.2: Similarity pyramid [30]

In [130] various browsing strategies are evaluated for effectively searching a
video collection. The Cross-browser [145] exploits the notion that semantically
similar video shots tend to cluster in the time dimension. A further development,
the Rotor-browser [130] displays a central shot, surrounded by different axes,
which represent a different similarity measure (semantically, textually, or
chronologically similar etc), and the user can navigate on any of them. The Fork-
browser, combines the strategies of the cross- and the rotor browsers. Overall,
the Fork-browser, required less user interaction than the Cross-browser. Average
search performance between the two interfaces was comparable, although they
differed, however, for individual queries [130].

Figure 7.3: Fork browser [130]

Christel [35] augments the storyboard with additional visualizations, given as
example the needs of government intelligence analysts and history students, for
whom story boards were inadequate to meet visualization requirements with
respect to information about the location, time, and people in a video. As such,
a number of views were developed; a view displaying text common to returned
video results, a view displaying information about the location described in a
video, an association hierarchy of named entities in the returned list of video
results, and a timeline view plotting the timeframe described in each video query
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result. Each row represents similar semantic feature instances on horizontal
time axis, figure 7.4.

Figure 7.4: Layered timelines [70]

Other visualization techniques include video skims [36] or layered timelines
[70], slit-tear [150] and the smart-player [33]. Layered timelines [70] present
a variety of similar semantic feature instances on horizontal time axis. The
smart-player [33] and elastic skimming [79] vary the speed of video playback.
In [33], the video is played slowly near interesting events and speeds through
unexciting parts of the video. In [79], elastic skimming varies the skimming
speed according to user control.

The various visualization approaches give an inkling of the wide variety of
underlying semantic indexes used in video search, and how they can be displayed
so that a user can combine them to refine a query result set.

7.3 Use Case Scenario

The AMASS++ prototype was developed after eliciting requirements by
interview and study of the daily activities of domain experts employed by
a broadcasting company. These experts were responsible for finding footage to
be used in later television shows or news broadcasts. A typical usage scenario
would start with a searcher consulting an on-line search engine such as Google
or Yahoo! for a list of relevant keywords related to a particular topic. The
keywords, in combination with other meta-data, such as a likely time frame
or program name, would generate a textual list of candidate videos. Each
video would have to be manually browsed in its entirety to find relevant video
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segments. Depending on the difficulty of the task, a search could take from five
minutes to an entire day, in part due to absence of good visualization of the
archival contents. A typical search often involved finding footage displaying a
person in specific circumstances, and would be continued until the requirements
were met.

7.4 Video Indexes

The AMASS++ video browser prototype, targeted at professional video
archivists, was designed to make searches as described in section 7.3 more
efficient, by employing a multi-touch table interface, and employing cross-media
annotation algorithms such as story segmentation, topic indexes, and recognition
of persons in video. We designed and implemented a number of indexes, which
represent axes of navigation. The first two indexes, story segmentation and
person identification were actualized in the prototype browser presented in
[67]. One can then search the video collection, by traversing these axes. For
example, by looking for news stories that are visually similar or that appear
in a certain order, or by finding segments containing certain people, or stories
about a certain topic.

Story segments, the basic unit of browsing

Users submitted an initial text query and a date range, and a result list of
relevant video segments is returned. The video segments returned here are the
story segments developed in chapter 4, and represent the basic unit of browsing
employed throughout the system; each segment is a single coherent semantic
unit describing a single news item. Alternatively, segmentations produced by
the methodology presented in chapter 5 could be used. These video segments
represent fragments of a far larger video stream, indexed specifically to the
portion of the video relevant to the initial user query.

Person identification in a story segment

Within our story segmentation, each story is further indexed with additional
information regarding the persons present, using the technique of [119]. This
is an unsupervised technique which aligns detected faces in the video, with
the correct name mentioned in the text transcript. Further refinements are
introduced in [120]. In this work, names and faces are learned from labelled
and unlabelled examples using iterative label propagation in a graph of faces
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connected by their visual similarity. When a query is issued regarding a person,
the user is presented with a list of story segments in which this person is present.

Finding related stories via topic models

Within our story segmentation, LDA was used to learn a multi-modal topic
model based on the text and imagery associated with each story segment. [43]
LDA learns topic distributions based on the correlation of visual and textual
words. Stories with similar topic distribution are likely to be semantically
related. Queries can be refined by permitting the user to refine the initially
retrieved results and navigate to topically related stories.

Semantic Event Discovery

The work described in chapter 6 permits the automatic indexation of a video
archive with automatically discovered semantic events. Once these semantic
events are tagged and linked to an existing ontology, traditional keyword retrieval
as described in section 3.4 becomes possible.

In their current form, the identified semantic events can enhance user browsing
in two ways. Firstly, semantic events can be displayed on a time line of a video,
such as in figure 7.6, to draw the user’s attention to a potentially semantically
interesting event. Secondly, stories and scenes covering the same semantic events
can be cross-linked, thus permitting the user to navigate to related stories.

7.5 Video Browser Visualizations

The AMASS++ prototype browser is shown in figure 7.5. Textual queries, and
queries for persons, are mapped to the corresponding story segment based on
text indexes maintained by the Lemur [92] indexation system. Users can explore
the result set by selecting any of the displayed key frames and selecting one of
two further visualization modes; the video clock visualization and video time
line. These displays permit a more free-form exploration of the collection. The
browser interface displays results after a query on ’Robert Mugabe’:

(A) showing the retrieved results; (B) every result; (C) is animated and can be
toggled between (D) or face (E) mode-starting at the beginning of the segment
or where the sought person first appears; (F) contains background information
provided by external sources such as Google or Wikipedia so that user can
familiarize themselves with a search topic beforehand.
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Figure 7.5: AMASS++ prototype video browser

The visual time line can be seen as a visual summary, figure 7.6. Representative
key frames are displayed chronologically for every story segment and for every
detected person in the entire video, depending on the mode selected in figure 7.5
(D) and (E). The video time line visualisation aligns story or face key-frames
chronologically on a horizontal line under the video search result. Key frames
which match the query are highlighted with a yellow border.

Figure 7.6: The video time line visualisation

Starting from 12 o’clock, the video clock visualisation displays video
chronologically related key-frames in a circle around the selected video segment.
Segments which match the initial query are highlighted with a yellow border.
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Figure 7.7: The video clock

7.6 Conclusion

This chapter attempts to give the reader an insight into how parts of the thesis
work form modules which have been used to develop a sophisticated video archive
browser. The ultimate goal of aiding video search, is exemplified by such a
browser, where video segmentation, chapters 4 and 5, forms a key component as
a basic semantic unit of retrieval and navigation. Corpus traversal is enabled by
the cross-linked video segments, indexed by persons present, topic distribution
(segmented video is also a requirement for training), or the automatically
identified semantic events of chapter 6.
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Chapter 8

Synthesis of the Research

8.1 Story Segmentation

In chapter 4 our initial belief, that a unification of several features and methods
from the textual modality with additional multimedia-specific features would
result in improved segmentation performance, was validated by our final result.
Our best classifier, with a WD error of 0.190, gives a decrease in error of close
to 18% over our initial baseline and two other segmentation algorithms we
examined. The fact that multiple features in combination with each other give
a more robust performance is clearly demonstrated. This suggests our approach
is suitable to the generic segmentation task, as with a small training corpus
(13 broadcasts), a classifier can quickly be tailored to a specific corpus. Our
investigation into the changes in WD when varying the training set size over
various feature combinations bore this out. A good feature selection has a
greater impact on segmentation performance than the training set size; three
times as much according to the ANOVA test.

We acknowledge that many previous segmentation efforts in research have
focused on unsupervised methods, yet we also feel we have more than adequately
demonstrated the improved performance made possible by the use of a supervised
training method. Given the small training set requirement and future mission
critical applications, document summarization and concept detection, this seems
a justified choice as the performance of our segmentation exceeds that of other
methods by a significant margin.
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8.2 Scene Segmentation

In chapter 5 we presented a novel, unsupervised approach for segmenting a long
video stream. We extracted two multi-modal features to aid us in this task;
one based on local clusters of similar named entities, the other based on local
clusters of similar shots. These multi-modal chains served as an input for two
methods, Greedy-Clustering, and Density-Clustering.

While both methods have comparable F-measures, Density-Clustering is the
better option for determining the semantic structure in the video stream, both in
terms of identifying boundaries and in the overall number of unique scenes found.
Inclusion of the audio channel feature, in the form of a silence/music/speech
detector, further improved recall and scene coverage, but at the expense of
some over-segmentation. We suspect that our system will do well on programs
of an expository nature, where there are clear semantic boundaries between
each scene. In our current dataset, we illustrate this by distinguishing between
events of different sports and by distinguishing between events of the same sport
but with different semantic content.

The approaches developed are sensitive to the length of a scene; short duration
scenes, i.e. less than one minute, have insufficient repetition to be recognized in
the segmentation process. Yet 80% of the video could be successfully segmented
when evaluating scenes longer than one minute.

8.3 Scene Summarization

Summarization and segmentation are mutually dependant. More refined seg-
mentation of a source allows for better subsequent analysis and summarization.
Our scene commentator presented in chapter 5 is able to describe a semantic
event that is occurring and its participants given a good initial segmentation.
We emphasize that the core work of segmenting the video stream into semantic
events is primarily unsupervised. With minimal extra knowledge automatically
learned from Wikipedia articles, a semantic meaning can be assigned to the
resultant scene segments in the form of important keywords and any participating
persons. The resultant labels provide a semantic connotation, and can be used
for further indexing purposes or other cross-media fusion tasks.



EVENT DETECTION 149

8.4 Event Detection

The methods developed in chapter 6 offer several important results. First of
all, the focus of this chapter lay on achieving a semantic understanding of
an underlying scene with a minimal degree of supervision. Secondly, there
was a large emphasis on event discovery, identifying important events based
on their frequency of repetition within a dataset. This contrasts with most
other research in video concept retrieval where are a large number of semantic
concepts are learned in a supervised fashion. The efficacy of this approach
was verified in a retrieval setting. Finally, the results obtained indicate the
possibility of recognizing a complex semantic concept based on the detection of
ordered semantic events which themselves represent feature sequences.

8.5 Video Browsing

Chapter 7 attempts to give the reader an insight into how parts of the thesis
work form modules which have been used to develop a sophisticated video
archive browser. The ultimate goal of aiding video search, is exemplified by such
a browser, where video segmentation, chapters 4 and 5, forms a key component
as a basic semantic retrieval and navigation unit. Corpus traversal is enabled by
the cross-linked video segments, indexed by persons present, topic distribution,
or the automatically identified semantic events of chapter 6.
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Epilogue
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Chapter 9

General Conclusions and
Perspective

9.1 Reflecting on Research Themes

In the introduction of this thesis several research themes were established that
guided the course of the research performed the last four years. Now we look
back and reflect on how these themes were addressed.

Does the recognition of complex concepts in video improve when including
evidence from multiple modalities?

In video analysis, semantic information is extracted from any of three modal
sources, text, audio, and vision. However, the availability of each varies
depending on the type of video being looked at. In principle, text information, in
the form of transcribed speech extracted via automatic speech recognition (ASR),
is always available although at varying quality. Videos produced outside ideal
acoustic studio settings such as television programs or news broadcasts suffer
from ambient noise that can adversely affect the resultant ASR transcriptions.
This may be any kind of noise, from crowd cheering while a journalist is speaking,
to stadium reverberations, to music playing in the background. Even in a studio
environment, a heated debate with two people speaking at once produces garbled
text. In an ideal studio environment, an ASR system will have a word error rate
of 10%, which can increase to more than 30% with a lot of noise. And a perfect
ASR system cannot handle words it doesn’t know, such as the specific names of

153



154 GENERAL CONCLUSIONS AND PERSPECTIVE

people, that never are in a vocabulary. This even assumes that any dialogue
extracted is information-worthy. Possession of a transcript of a news show can
directly aid the semantic interpretation of the underlying content; gushy soap
opera dialogue is considerably less informative when a lot of information is
implicit or shown on screen instead; it is rarely stated in the dialogue itself.

Each medium is potentially garbled. To wish for a perfect multimedia source
is elusive; instead we must focus on developing algorithms capable of working
with less than ideal sources because most video in the world is produced under
these same sub-optimal circumstances. A corollary is that the algorithms
should work on any kind of video-whether it is a news broadcast, movie,
documentary, Youtube or home video, the ambition of this thesis, section 1.3.
This is exemplified in our shift from a specific kind of video-news, in chapter 4
to a more generic, less domain restrictive dataset in chapters 5 and 6.

The domain independent ambition does impact the kind of information sources
usable. Movie scripts are ideal text sources, but only available for that domain.
Subtitles are available for television productions, such as news, or other studio
productions. As a result one may feel inclined to utilize only the one guaranteed
multimedia channel-vision. In the related works in chapter 3 one may see some
researchers that pursue this path; in particular some approaches in sections
3.1.2 and 3.1.3 focus exclusively on using visual sources, but requiring extensive
tuning to a specific broadcaster. However the quest for superior performance in
such applications as sports video analysis, section 5.2, and retrieval in section
3.4, shows that a multi-modal approach is always selected where available as it
leads to better performance.

In chapter 4, it was shown that uni-modal features on their own contribute little,
but in synergy with each other, the combined contribution to story segmentation
performance was greatly increased. This thesis demonstrates how the semantic
analysis of video is advanced through the combination of both text- (audio-)
and vision features.

How can text based analytical methods be used in the domain of video
analysis?

Chapter 4 most directly uses text analysis features for the purpose of segmenting
broadcast news video. However, text analysis methods remain a source of
inspiration in chapters 5 and 6. In chapter 5, the idea of lexical chains is
used and adapted to fit the multi-modal paradigm. Where classically lexical
chains refers to repeated terms in a document, multi-modal chains refers to
repeated visual and textual elements of a video that re-occur. These multi-
modal chains are used to identify scenes, semantically coherent segments in
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video. In text, lexical density referred to the number of chains in a region,
and is used similarly to identify scene boundaries in video. Chapter 6 draws
inspiration from unsupervised approaches for synthesizing semantic events from
large text corpora, where a large number of examples are used to discover
script-like event sequences. In this chapter, the idea is transferred to video
where a video is transformed into a character representation. By abstracting to
such a textual representation, a string kernel which accommodates subsequence
matching over gaps, can be applied to discover repeated subsequences. These
sequences constitute semantic events in video.

How can semantic meaning be brought to video with minimal to no training
examples?

Chapter 4 uses a supervised approach involving a maximum entropy classifier
trained to partition a video into news stories. This required a small training set
of 14 news broadcasts. Chapter 5 similarly partitions video into semantically
relevant segments, but does so within an unsupervised framework of temporally
constrained multi-modal chains. Dense regions of overlapping chains represent
likely scene foci, and sparse regions indicate probable scene boundaries. The
framework allows for the addition of other multi-modal features for increased
accuracy or improved adaptability in different application domains.

Chapter 6 describes a method for identifying semantic concepts in video. In
contrast with classical approaches presented in section 3.3 where discriminative
classifiers, typically SVMs, are trained on a labelled corpus for concept detection,
we adopt a concept detection strategy without any ontology and labelling
requirement. In our approach, we first identify interesting concepts by identifying
frequently recurring sequences of shots. Such sequences are abstracted to strings,
such that they can be clustered using a string kernel, and the resultant clusters
form templates. A repository of semantic concepts can then be built based on
the event sequences discovered in any video. Similar occurrences could then be
identified in other video.

Chapter 5 shows that the scene segmentation can be done in an unsupervised
fashion, and chapter 6 shows that semantic concepts can be induced
automatically, thereby bringing semantic meaning to video.

What top-down and bottom-up approaches can be applied?

The chapters in this thesis scopes progressively downwards. Chapters 4 and 5
take a holistic approach towards the detection of complex semantic concepts
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in video by identifying news stories and scenes in video. In contrast, chapter
6 goes below the scene level to discover event sequences, semantic concepts,
within a scene. In a bottom-up approach, individually detected semantic events,
taken as a sequence, can potentially be grouped to form a higher-level complex
semantic concept descriptor for the overall scene.

9.2 Contributions

• The investigation of multiple multi-modal features, especially various
text features in a single framework, and their contributions towards the
segmentation of news broadcast video into semantically coherent story
units representing complex concepts, chapter 4.

• A framework which clusters temporally constrained features in order to
achieve an unsupervised segmentation of diverse sport video into scenes
representing complex concepts, chapter 5.

• The unsupervised scene segmentation approaches showed superior
performance in comparison with the well-established STG approach,
chapter 5.

• An unsupervised approach for the discovery of semantic concepts in video,
which contrasts with other research which adopts a traditional supervised
approach, chapter 6.

• Sequences of identified semantic concepts indicate possibility of forming
a higher-level, complex concept, i.e. a scene descriptor, based on the
recognition of a particular sequence of semantic concepts, chapter 6.

• Development of an analytical process based on string kernels originating
in text classification for sequence mining and adapted to perform video
analysis, chapter 6.

• The integration of the above outputs into a prototype video archive
browser, chapter 7.
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9.3 Future Work

We started our work in the conviction that the text medium would complement
visual and audio media, and vice versa, in the extraction of semantic information
from video. The initial work on news story segmentation focussed heavily on
text-based features, and ultimately we found that this was confirmed. However,
a shift to a more generic video domain and the pursuit of an unsupervised
methodology for the extraction of semantic concepts, necessitated the use of
a more balanced, multi-modal feature set for scene segmentation. Both initial
efforts, news and scene segmentation of video, took a top-down approach towards
the detection of complex semantic concepts. In contrast, our latest work adopted
a bottom-up approach which first identifies less complex semantic events. Initial
findings suggest that such semantic events can be combined to form a new
complex concept. Work such as [161, 160] exploit the relationships between
concepts in order improve detection of a target concept; however, this is done
within the context of a pre-defined concept ontology and supervised classifiers
for concept detection. Our unsupervised approach permits the discovery of
unknown semantic concepts, and techniques need to be developed that identify
relationships between such concepts and how they can be combined in order to
form a more abstract semantic concept. The findings in chapter 6 suggest a
"swimming-race" concept can be formed out of underlying events corresponding
to "athletes enter pool area","swimmers preparing to dive", "swimming", and
"athletes leave pool area". Automated reasoning about concept co-occurrence
may lead to the automated construction of a concept hierarchy that better covers
the semantic space of a video collection, thus facilitating more comprehensive
indexation and retrieval.

One caveat with the approaches developed in this thesis is that the semantic
labelling of the discovered stories, chapter 4, and scenes, chapter 5, and semantic
events, chapter 6, must be given separately. A fully automated approach would
provide such labels for the identified complex concepts encapsulated by such
stories, scenes, and semantic event sequences. The Sports Commentator in
section 5.8 performs such a task; a sports scene is annotated with detected
athletes, the type of sports and relevant keywords. The commentator relies
on an external knowledge source, e.g. Wikipedia, to identify the sporting
category and keywords. This is in line with approaches such as [163] who use
webcast text to augment sports video with player names, or [96], who annotates
segments based on detected sports keywords in the audio transcript. Stories
and scenes can be augmented with further semantic annotations in order to
garner a detailed understanding of who, what, and where is displayed; this is
often framed as an alignment problem between video and a textual source, such
as an audio transcript or movie script. Work by [165, 120] identifies and names
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people in news stories, while [52] does so in movie scenes. Human actions are
identified by [89] through the alignment of script cues and detected motion cues
in video in a collection of Hollywood movies. Finally [166] identifies locations
in news stories, as [51] does for a television show, with the aid of accompanying
transcript information. However, for many video domains such textual sources
are unavailable. One possibility to infer a semantic label is to apply a latent
topic model such as LDA on the speech transcripts accompanying each story,
scene or event sequence, although this still clings to the notion that a viable
textual medium exists. An innovative but challenging solution for labelling
events sequences developed using the methodology of chapter 6 would be to use
social media tags, e.g. from Facebook, Flickr, or Youtube, accompanying video
clips that contain matching event sequences.

Bridging the "semantic gap" for video analysis is a hard problem, whether
the approach used is supervised or not. Supervised concept detection to
date offers the best solution for effective semantic video analysis and retrieval.
However, these approaches have a substantial annotation requirement which
is compounded by lingering doubts about cross-domain transference [138].
Given the exponential growth in available video, there is merit in developing
unsupervised semantic analysis alternatives.

A recently launched research project on task-oriented search and content
annotation for media production (TOSCA-MP, FP7-ICT-2010-7) aims to develop
user-centric content annotation and search tools for professionals in networked
media production and archiving (television, radio, on-line), addressing their
specific use cases and work flow requirements. The project is to investigate
scalable- and distributed content processing methods performing advanced
multi-modal information extraction and semantic enrichment. The project will
develop, amongst others, a networked and semantically driven search engine for
audio-visual content beyond text resources. The questions and future directions
raised by this thesis integrate seamlessly in the envisaged scope of work of the
TOSCA-MP research programme.



Appendix A

Statistical Techniques

This appendix provides an elaboration of the χ2 test used in this thesis.

A.1 χ2 Test

χ2 test, alternatively known as Pearson’s χ2 test, is used to determine whether
an observed frequency distribution differs from an expected distribution. The
distributions are expressed as a contingency table, from which the calculation
is made using the following formula:

χ2 =
n∑
i=1

(Oi − Ei)2

Ei
(A.1)

where Oi is the observed frequency, Ei the expected frequency, at the i-th
element in a table representing a frequency of n elements. The significance
level, alternatively known as the p-value, in combination with the degrees of
freedom, is used to determine whether the calculated χ2 result is at the extreme
of the χ2 distribution at a given probability. Statistically significant probability
values of 0.05 or 0.01 are commonly used. The degrees of freedom, dof , is
determined by dof = (#rows− 1)(#columns− 1) of the provided contingency
table. Calculated χ2 values which exceed the χ2 distribution at a specified
level of significance and a given degree of freedom prove that the expected and
observed frequency distributions differ with a statistical degree of significance.
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In section 4.3.8, the χ2 test is applied to identify words and phrases that occur
significantly more frequently on story boundaries. The observed distribution
are the word phrases on the story boundaries, versus a reference distribution of
word phrases outside the story boundaries. Words occurring significantly more
often near boundaries than not, qualify as training features and are defined as
cue words. In section 5.8, the test is used to learn category specific keywords,
by comparing the frequency distribution of words in a category against their
overall frequency in the corpus.
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