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Abstract - Multicore architectures are becoming available in 

embedded systems. However, parallelizing sequential software 
is a challenging task. A structured approach is needed to 
exploit parallel opportunities. Therefore we propose a top-
down approach based on a layered model of parallel design 
patterns.  As a proof of concept this approach has been 
applied on a number of algorithms including the Fast Fourier 
Transformation. The FFT algorithm has been implemented 
parallel on a Linux based embedded system while others were 
implemented in a freestanding environment. 

Keywords – Multicore embedded systems, design patterns, 
parallelizing sequential code, FFT 

 
I. INTRODUCTION 

 
 The rise of multicore processor architectures in 
embedded systems does grant the demand for better 
performance. However preparing existing code to be 
executed in a multicore environment is challenging and 
error prone task [1].  To overcome these difficulties and 
minimize the number of errors it is appropriate to make use 
of parallel software design patterns.  A structured and 
thoughtful approach is needed to exploit parallel 
possibilities. 
 

II. LAYERED PARALLEL SOFTWARE DESIGN 
PATTERN STRUCTURE 

 
A. Parallel Software Design Patterns 
 
 A design pattern is the description of a general solution 
to a recurring problem. Although design patterns were 
originally introduced for Object- Oriented software 
problems [2], their application is also adopted for parallel 
programming. In the high-performance computing world 
parallel design patterns are already well known. UC 
Berkeley introduced their own design pattern based 
language called Our Pattern Language (OPL) [3] [4]. OPL 
was developed for high-performance computing. In 
extension to OPL we propose a similar design pattern 
structure as a layered model for parallel embedded 
software. Starting from sequential code or a new concept 
the layered structure can be used as a top-down approach 
for obtaining high-quality parallel embedded software. 

 

B. Model  
 

The use of a layered model gives the possibility of 
gradually parallelizing code. Each transition from a higher 
level to a lower level can be seen as lowering the 
abstraction level. Therefore an apparently difficult 
parallelizable problem will be gradually unfolded in simple 
low-level parallel design pattern structures. The layered 
model is illustrated in figure I.   
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Figure I: LAYERED PARALLEL SOFTWARE DESIGN 
PATTERN STRUCTURE 

The highest layer, Finding Concurrency, includes close 
observation and profiling of the problem. Either existing 
sequential code or an abstract concept can be used as input 
for this layer. In the Finding Concurrency Layer, 
programmer focusses on the places in code where 
concurrency can be introduced.  

 
The lower layers are situated in the parallel execution 

design space. The highest layer in the parallel execution 
design space is the Architectural Pattern Layer. In this layer 
the developer chooses its system architecture. The choice 
of mapping the application to multiple cores doing identical 
work or mapping a certain problem or sub problem  to a 
specific core is made in this layer.  
 

The Structural Pattern Layer determines the overall 
software structure. A common used parallel design pattern 
situated in this layer is the Map/Reduce pattern. The 
Map/Reduce pattern consists of two phases. First, the Map 
phase splits up the input dataset and maps the subsets to a 
subset of the available CPU cores. Each CPU core 
calculates its own sub result. Next, the Reduce phase 
combines each individual sub result to a general result of 
the problem. The concept is illustrated in figure II. Other 
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parallel design patterns are Pipe-and-Filter, Active Object, 
etc. 

 
 

Figure II: MAP/REDUCE DESIGN PATTERN 

    
The Algorithm Strategy Pattern Layer consists of lower 

level design patterns such as loop parallelism, which can be 
used when high CPU load is mainly caused by a 
computational intensive loop. Other design patterns are 
pipeline pattern, producer/consumer pattern, etc. 

  
The lowest layer, the Implementation Strategy Pattern 

Layer, consists of parallel design patterns which can be 
directly translated into functional source code. Structures 
such as Fork/Join or a thread pool are mostly supported in 
parallel libraries. The lowest layer is used in close 
interaction with the Supporting Structures Design Space. 
This design space consists of programming structures such 
as mutexes, semaphores, etc. These can be used to support 
the implementation of low-level design patterns.    

 
Each layer of the model interacts with the Optimization 

Design Space. This design space contains the infinite set of 
optimizations such as memory layout optimization, 
function reordering, etc.   

 
The Testing Design Space contains interface tests from 

the sequential code. These tests can be used when gradually 
rewriting sequential code into parallel code.  The existing 
sequential interface tests can be reused to determine 
parallel faults.  
 
III. CASE STUDY 1: TRIAL DIVISION ALGORITHM 

 
The Trial Division Algorithm is a prime factorization 

algorithm commonly used in cryptography. The algorithm 
checks every odd number n by dividing it with each 
previous prime smaller than  . If the remainder is 0 the 
candidate number is no prime and will be dropped by the 
algorithm. According to the prime number theorem the 
amount of calculations required for a given number n is 
expressed by Eq. 1: 
 

 
 

This formula indicates that finding larger prime numbers 

will require more trial divisions. Moreover validating very 
large numbers can result in millions of trial divisions. 

  
A. Finding Concurrency Design Space 
 

Since the Trial Division Algorithm is an embarrassingly 
parallel problem the finding Concurrency Design Space is 
trivial. A given input set of n numbers can be evenly 
distributed among all available CPU cores.  
 
B. Parallel Execution Design Space 

 
Each core does the same calculations on a subset of the 

input dataset.  This implies the use of a symmetric 
multiprocessing environment with a Map/Reduce design 
pattern as structural pattern.  
 

On a lower level the Map/Reduce software structure was 
expressed as a Thread Pool pattern based Algorithm 
Structure pattern (figure III). The input dataset can be seen 
as queue of numbers to be evaluated  (task queue). The 
number of available CPU cores is the actual size of the 
thread pool. Each CPU core pops a number from a shared 
task queue containing odd numbers. When a core finishes 
the number evaluation, the next number is popped from the 
queue. When a number is evaluated as prime number it is 
stored in a shared results queue. The resulting array of 
prime numbers is the actual reduce phase of the 
Map/Reduce pattern. 
 

 
 

Figure III: THREAD POOL DESIGN PATTERN 

 
At the lowest level the Thread Pool pattern is 

implemented as Fork/Join design pattern. The first CPU 
core starts executing pre-fork code and calls a second CPU 
core. Both cores do their parallel tasks. When all tasks are 
finished, both cores are joined back together as illustrated 
in figure IV. 
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Figure IV: FORK/JOIN DESIGN PATTERN 
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Access to shared task queue and results queue are 
protected by mutexes. A mutex serializes access to a 
critical section of code. However the use of too big critical 
sections can be seen as an anti-pattern. Performance drops 
drastically due to extreme serialization and lock overhead.  
 
C. Results 
 

The obtained speedup using a dual core Cortex-A9 ARM 
processor is 194%, which is close to the theoretical 
maximum as stated by Amdahl’s Law [5] of 200%.    
 

IV. CASE STUDY: FAST FOURIER 
TRANSFORMATION  

 
A widely used numerical algorithm for signal processing 

is the Fast Fourier Transform (FFT). By using the FFT a 
fast and efficient way is introduced to calculate the 
Discrete Fourier Transform (DFT). A common used FFT 
algorithm is the radix-2 Cooley-Tukey algorithm with 
decimation in time [5]. By using the devide-and-conquer 
concept, the DFT-calculation is recursively broken down 
into smaller DFT-calculations. A set of smaller problems is 
easier to solve than one large problem. The recursive 
decomposition rearranges the input sequence in bit 
reversed order. This is shown in figure V.   

 
 
 

By combining bit reversed pairs of input number indices, 
the general DFT can be calculated in N.log2(N) operations. 
Calculation pairs are represented in a butterfly diagram as 
shown in figure VI. In the first stage a pair of chunks forms 
the input to the first-stage calculation. The output of the 
first-stage calculation forms the input of the second stage 
calculation. This is repeated until the full data set has been 
calculated. The number of calculation stages required is 
determined by N=2S. Where S represents the number of 
stages. 
 

 
Figure VI: BUTTERFLY DIAGRAM 

 

A. Finding Concurrency Design Space 
 

First the problem should be divided in independent tasks. 
Therefore computationally intensive tasks are located using 
profiling tools. Using the ARM profiling tool DS-5 
Streamline  we determined the most intensive code sections 
when calculating the Fast Fourier Transform. First, the 
twiddle calculations sections needs most of the time. Next, 
the main stage- and butterfly iterations and multiplication 
of complex numbers are computational intensive functions. 
 
B. Parallel Execution Design Space 

 
First we examine the most intensive task, the twiddle 

calculations. In case of the standard radix-2 Cooley-Tukey 
algorithm the twiddle factor is recalculated for every 
butterfly calculation. The twiddle factor is composed in 
terms of N, which represents the current data set length and 
k, which represents the index inside the data set. Therefore 
a twiddle vector can be seen as a vector in the complex 
plane. Since run time calculation of twiddle factors 
includes lots of already calculated twiddle factors the use 
of a lookup table (LUT) is a logic optimization. This 
however introduces additional memory requirements. The 
LUT calculation can be seen as pre-processing stage and 
can be executed in parallel with another task only when 
both tasks are independent from each other. Therefore we 
can use the bit reversing algorithm as a parallel partner. 
The Bit reversing algorithm only depends on the length of 
the total data set N and input values.  

 
The second most intensive load is situated in the 

butterfly operations. Each butterfly operation consists of 
calculating a twiddle factor or a memory access to the 
twiddle factor lookup table, a complex addition and a 
complex multiplication. In total N.log2(N) butterfly 
operations are performed. Therefore the FFT consists of 
three nested loops. The outer loop iterates over the number 
of stages. Since every stage is dependent on the outcome of 
a previous stage this loop cannot be expressed in parallel. 
The first inner loop iterates over each butterfly operation 
inside a specific stage. Since butterfly operations inside the 
same stage are independent, parallelism can easily be 
injected.  

 
The overall structural architecture of the program can be 

described as the Map/Reduce design pattern [7]. Typically 
for a Map/Reduce based program, the problem can be 
expressed in a two-phased approach. The first phase 
consists of mapping a data set onto a set of independent 
computations. The second, and last, phase consists of 
summarizing the individual results into one general result. 
 

Applied on the above described algorithm a subset set of 
the input signals is mapped to a CPU core which calculates 
the upper part of the butterfly calculations. In case of a dual 
core, CPU data chunks are equally divided among the 
available CPU cores, as illustrated in figure VII.  
 

Figure V: BIT REVERSED ORDERING 
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Figure VII: MAP/REDUCE PATTERN APPLIED ON FFT 

Remark the last stage of butterfly calculations cannot be 
mapped to multiple CPU cores the same way as the 
previous stages since there exist data dependencies 
between the upper data chunk and the lower data chunk. 
However by using a synchronization barrier just before the 
last stage all previous data becomes available and the last 
stage  butterfly operations can be performed in parallel.  

 
At the lowest level parallel execution can be 

implemented using the Fork/Join design pattern [8]. One 
CPU core starts executing pre-fork code. When a parallel 
region is reached, thus data chunks should be mapped to 
multiple cores, a second thread is called to execute 
butterfly operations on a data chunk in parallel to the 
master thread. However each stage is dependent on results 
from the previous stage, which means a synchronization 
barrier should be introduced in between each stage. 
Therefore all child threads join back together after each 
thread completed its tasks.  
 
C. Anti-patterns 
 

The above described approach reduces thread overhead 
as much as possible by creating a fixed small amount of 
threads independently from the input dataset length. 
Another approach could be executing each butterfly 
operation in a specific stage in parallel. This fine-grain 
parallelization approach would theoretically perform as 
good as the earlier describer approach. However thread 
creation overhead proportional to the dataset input size 
reduces performance massively. A three times slower 
execution time has been measured compared to the single 
core algorithm.    
 
D. Results 
 

The offline FFT algorithm is implemented on a dual core 
ARM processor running a Linux based embedded 
operating system. The obtained speedup depends on the 
input dataset length as illustrated in figure VIII. For large 
numbers of N (more than 4096) a speedup of 195% has 
been achieved which is close to the theoretical maximum 
of 200%. For smaller values of N the thread overhead 
becomes relatively bigger which implies a smaller speedup. 
It is important this speedup response is caused by the 
implementation. Another implementation or another 
algorithm can produce a different speedup response. 
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Figure VIII: SPEEDUP FOR DIFFERENT VALUES OF N 

V. FUTURE WORK 
 

Another important fact to reduce execution time is using 
an optimal memory layout. The current FFT algorithm still 
has a suboptimal cache hit/miss ratio. By rearranging the 
memory layout, the number of cache hits (thus the 
speedup) should increase massively. When implementing 
the FFT as an online algorithm other design patterns will be 
used. A comparison between different implementation 
methods will be made. Applying the approach to two 
different case studies illustrates its value.   
 

VI. CONCLUSION 
 

Parallelizing a sequential problem using parallel design 
patterns needs a thoughtful approach. Bugs or suboptimal 
behavior can be introduced easily. By using the proposed 
layered parallel design pattern model a step-wise 
parallelization is introduced. By gradually exploring and 
describing parallelism the chance for errors reduces and a 
close-to-optimal speedup can be achieved. However one 
should take in mind anti-patterns can reduce performance 
massively. Applying the approach to two different case 
studies illustrates its value.  
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