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Abstract

Lifted inference methods exploit regularities in the structure of probabilistic models: they perform infer-
ence once for an entire group of interchangeable objects, instead of for each object in the group. Existing
lifted inference methods use a specific constraint language for defining the groups. In this work we gen-
eralize lifted variable elimination to work with arbitrary constraints. We empirically demonstrate that this
improves inference efficiency by orders of magnitude, allowing exact inference on problems for which
until now only approximate inference was feasible.

1 Lifted Probabilistic Inference
Probabilistic logical models (PLMs) [1, 3] combine elements of first-order logic with probabilistic graphical
models to compactly represent complex, uncertain, structured domains. Formulas in first-order logic can
express that some property holds for an entire set of objects, e.g., a formula can state that all humans are
mortal: ∀X : Human(X) → Mortal(X). PLMs can, in a similar way, express probabilistic knowledge
about an entire set of objects, e.g., they could state that for each human, there is a prior probability of 20%
that he or she smokes: ∀X : Human(X) → P (Smokes(X)) = 0.2.

PLMs can involve a large number of objects (e.g., the population of people in a country), which makes
efficient inference a major challenge. First-order logic can reason on the level of logical variables: one can
derive Mortal(X) from Human(X) without knowing what X is. Many approaches for reasoning in PLMs,
however, transform their knowledge into a propositional graphical model before performing inference. By
doing so, they lose the capacity to reason on the level of logical variables: standard inference methods for
graphical models can reason only on the “ground” level, repeating the same inference steps for each different
instance x of X , instead of once for all x.

Addressing this problem, Poole [7] introduced the concept of lifted inference for graphical models. The
basic principle is to group together interchangeable objects, and perform the inference operations once for
the entire group instead of once for each individual object in the group. Many different algorithms for lifted
inference have been proposed (e.g., [7, 2, 6, 4, 8]). A key factor in the efficiency of these algorithms is the
granularity of the grouping: coarser groupings allow more “lifted” operations, leading to faster run times. In
this work we aim to improve inference efficiency by performing lifted inference with a coarser granularity.

2 The Importance of Constraints
In lifted inference, a group of interchangeable objects is typically defined by means of a constraint that an
object must fulfill in order to belong to that group. As such, the type of constraints that are allowed, and the
way in which they are handled, directly influence the granularity of the grouping, and hence, the efficiency
of the subsequent lifted inference [5].
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Many existing approaches for exact lifted inference use a specific class of constraints, namely conjunc-
tions of pairwise (in)equalities. This provides the bare minimum required for lifted inference but unneces-
sarily limits the symmetries the model can capture, i.e. the groups that can be defined. For instance, with
pairwise (in)equalities we can represent a group of objects such as (X, Y )|X 6= ann, but not a group such
as (X, Y ) ∈ {(ann, bob), (bob, carl)}), which prevents the use of lifting for reasoning about this group. We
solve this problem by decoupling the lifted inference algorithm from the used constraint language.

3 Lifted Inference with Arbitrary Constraints
Our main contribution is the definition of operators for lifted inference that work correctly for any constraint
language. For this, we treat constraints simply as sets of tuples (relations), and define the operators using
relational algebra operations. The operators thus work on the semantic level (the constraints’ extension)
rather than on the syntactic level, which makes them language-independent. As a result, they can work with
arbitrary constraints, which allows the lifted inference method to capture a broader range of symmetries,
leading to more opportunities for lifting.

We also propose a concrete mechanism for representing and manipulating arbitrary constraints. Viewing
constraints as sets of tuples does not imply that they must be represented extensionally (which would be
inefficient); it only implies that the operators are correct for whatever constraint representation is being
used. It is important, however, to handle these constraints efficiently. For this, we represent an arbitrary
constraint using a decision tree structure, which we call a constraint tree. We show how the constraint
handling operators can be implemented with this particular mechanism, i.e., as operators on constraint trees.

The resulting system [9] is more powerful w.r.t. the groups of interchangeable objects it forms, and thus
performs lifted inference with a much coarser granularity, than its predecessors. We empirically demonstrate
that this can dramatically improve inference efficiency. We evaluate our system on several domains, and
show that our approach results in up to three orders of magnitude improvement in runtime. Furthermore,
our system can solve several tasks that are intractable for the existing systems, thus allowing exact inference
where until now only approximate inference was feasible.
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