
ANNUAL JOURNAL OF ELECTRONICS,  2011,  ISSN 1313-1842 

 

Multitasking Framework for  

Embedded Multicore Systems 
 

Iordan Neshev, Piet Cordemans, Sille Van Landschoot, Jeroen Boydens  
 

Abstract - This paper describes a simple multitasking 

framework targeted at embedded systems built around 

multicore microcontrollers, which are just coming on the 

scene.  A DES code cracking machine will be developed as an 

example application to demonstrate both how the framework 

is used and the benefits of the multicore architectures for 

parallel computations. Some possible optimizations will be 

pointed which may improve the performance in specific 

appliations. 
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I. INTRODUCTION 
 

Processing speed of computing systems has always been 

of great importance and many approaches have been used 

to fulfill the ever growing demands. Much research has 

been involved in architectural improvements like 

incorporation of cache memories, pipelines and branch 

prediction blocks to name a few. Thanks to the constantly 

advancing production technology more transistors could be 

integrated on a single die, and higher clock and signal 

frequencies became possible. However the cost to pay - 

increased current consumption and power dissipation - has 

reached its reasonable levels. 

The current trend is to increase computational resources 

instead of raising the clock frequency. This approach was 

first introduced in high-end servers, then in personal 

computers and recently it reached the embedded systems. 

Portable devices benefit from the reduced power 

dissipation while the safety-critical and real-time systems 

gain better response times and increased reliability. There 

are also commercially available solutions for virtualization 

in embedded systems [1]. 

 

II. HARDWARE BACKGROUND 
 

The most common multiprocessing architecture today is 

the Symmetric Multiprocessing (SMP) [2]. It involves two 

or more identical processors sharing the same main 

memory, peripherals and I/O devices and running under the 

control of a single operating system instance. Each 

processor typically has its own L1 cache and shares the L2 

cache with the other cores [3].  The processors are treated 

more or less equally, with application programs able to run 

on any or perhaps all processors in the system, 

interchangeably, at the operating system's discretion. 

Simple MP usually involves assigning each processor to a 

fixed task [4]. 

On the other side, Asymmetrical Multiprocessing 

systems (AMP) dedicate one or more cores to the OS while 

the others are running user applications. There is no strict 

requirement for the cores to be identical. Depending on the 

specific application, an AMP system with different cores 

may perform better compared to a SMP equivalent. For 

example one of the processors may handle the data 

movement and I/O operations while the other is performing 

complex DSP operations. 

 

III. THE FRAMEWORK 
 

The proposed framework is targeted at embedded 

systems. Main goals are to make it portable, simple, 

lightweight, scalable and configurable, i.e. some features, 

which are not needed in the particular application, can be 

switched off at compile time, which reduces the memory 

and code footprint. An interesting feature is that it can host 

one or more legacy single-threaded applications, every one 

of them running on a separate core and still keeping 

multitasking behavior of the system, given the number of 

cores is big enough. This makes easier the migration of 

complex projects to the new multi-core platforms. Such 

applications can be spawned like an ordinary task and they 

don’t need to be aware that there is another core running in 

the same system. The task could even be some simple 

cooperative kernel like the one found in QP. 

This multicore scheduler is partially inspired by the 

Quantum Leaps Framework (QP) [5], [6]. The key point in 

it is that the tasks’ functions are non-blocking and run to 

completion. They are organized as finite state machines. If 

a task needs to wait for anything, it remembers its state (i.e. 

the point where the control should be passed the next time) 

and returns immediately, giving a chance the next task to 

run. When the same task is called again by the scheduler, 

the control is passed to the point, indicated by the 

previously saved state. The developed multicore 

framework utilizes this concept and takes advantage of the 

availability of more than one core which allows at least one 

task to be blocking.  

The framework consists of a scheduler, a message 

passing facilities, and a portability (hardware abstraction) 

layer. 

The scheduler (Fig. 1) keeps track of all running tasks in 

a Task pool and allocates the cores to the tasks according to 

a policy which is defined by the system designer. He has to 
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tune the parameters of every task, taking into account its 

specifics, in order to meet the design goals and achieve the 

desired tradeoff between conflicting properties – for 

example response time and performance vs. power 

consumption. 

 

 
FIGURE 1  

 

The Task pool is a statically allocated array in RAM 

which elements are Task Control Blocks (TCB). The 

configurable at compile time number of TCBs determines 

the inherent scalability of the scheduler. When a 

microcontroller with more cores becomes available, it is 

quite possible that the software will only need to be 

recompiled in order to run on it. 

Every task is associated with one TCB, which defines its 

properties and current state. The task pool is traversed by 

the scheduler in a round-robin fashion. Each pass is a 

scheduling cycle. If an element from the pool is found to be 

occupied (the box on Fig.1 is shaded), the TCB inside is 

examined in order to determine if the corresponding task 

should be run and, if yes, which one of the cores should run  

it. Then a message is posted to the message box of the 

chosen core and a signal is issued to wake it up from sleep 

mode. Every core checks its message box and executes the 

task. Note that these message boxes are not related to the 

message boxes, used by the tasks for communication and 

synchronization. When the task is completed, the core 

signals that it has finished executing the task and enters 

power-saving mode until it is woken up again. 

The scheduler itself is run on the primary core of the 

microcontroller. In contrast with many others schedulers, it 

is a non-blocking function – it does not contain an eternal 

loop. It traverses the array just once and returns the control 

back to the caller. It is optimized to run in a software 

interrupt routine (supervisor call), although this is not a 

strict requirement. It could work in the main loop of the 

first core along with some other fast operation, but this is 

definitely not recommended because the other cores may 

stay idle for too long while there are tasks waiting to be 

executed. The interrupt is triggered by the tick timer and 

when a core finishes a task in order to run the next task. If 

the application requires it, the call can be triggered by 

external interrupt too, in order to handle the event faster. 

The scheduler has the ability to run both one-shot and 

periodic (auto-reloading) software timers. Like any other 

task they are implemented as functions, which the system 

designer wants to be called (“fire”) after a particular 

amount of time has elapsed. One-shot timers are executed 

once when their delay expires. Then their TCB is freed 

automatically. Periodic timers instead keep the TCB entry 

and just reload their timer counter value, so they can fire 

again later. For this purpose the scheduler needs a global 

tick counter. Since this part of the framework is platform-

specific, the macro get_ticks() is used as a “glue” layer. It 

can be #define-d as a specific function name or just a 

global variable, which is incremented in a (hardware) timer 

interrupt routine. The time base specifies the granularity of 

the timings in the system. It should be chosen according to 

the specific requirements of the device and the capabilities 

of the microcontroller. Typical values are between 1 µs and 

10 ms. 

The most important members of the Task Control Blocks 

structure are handler, delay, period, argument, affinity, 

allowed_cores and inbox.  

The first member – handler - is of type void* and points 

to the task function which should be executed. If its value 

is NULL, the scheduler assumes that this entry from the 

task pool is free and proceeds with the next one.  

Delay specifies how many timer ticks must occur till the 

moment when the task should be started. Every time a TCB 

is examined, this value is decremented by the number of 

ticks since the previous time this TCB was tested. When 

the value becomes less or equals to zero the task is 

assumed to be ready to run. 

Argument is a pointer to some global object, usually a 

structure, which may be used by the task in specific way. 

For example it may be filled in with data, prepared by the 

process which creates the task and thus passing it an 

arbitrary number of parameters. Also, it may be used to 

slightly resemble an object-oriented environment without a 

C++ compiler. The task function body may be considered 

as a “class” while the argument structure is the “instance”. 

A single piece of code (the class) operates on multiple data 

structures (the objects). Care should be taken that the 

memory, where argument points to, is static (i.e. does not 

reside in the stack) and that is globally visible and 

accessible. This approach can be used to exploit data-level 

parallelism. 

The scheduler implements the load balancing by 

carefully choosing the core on which the task from the 

currently examined TCB is going to be run. It reads the 

affinity member of the TCB structure to find out which of 

the cores the task prefers. Best effort is done to run every 

task on the core it has run before in order to increase cache 

utilization. The advantages of cache hits are faster 

execution time and lower power dissipation. If a task has to 

migrate between cores then the cache needs to be flushed 

and extra processor cycles are needed to fetch again the 

data from memory. In some cases it may be better to wait 

for the preferred core to finish its current task. Such 

waiting tasks are added to a dedicated queue. However, if 

the ready task waits too long for its preferred core to be 
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freed, the scheduler will run it on another core. This 

timeout is defined by the TCB member core_max_wait.  

It is also possible to bind a task to particular core or set 

of cores, which is essential in AMP systems. Every TCB 

has a bit field variable allowed_cpus that defines which 

cores are allowed to run the corresponding task. If none of 

the specified cores is idle the task will not be run and it will 

have to wait for the next iteration over the task pool. By 

setting the corresponding bits in this bit field the designer 

defines the partitioning of the system. This operation needs 

particular attention because it may completely block the 

task execution if not considered carefully. 

Tasks communicate between each other by sending 

messages. When a task needs to send a message, it 

allocates an entry from the message pool (Fig. 2), fills in 

the contents and calls the function MsgSend(). Its 

arguments are the recipient task ID, the message type ID 

(MsgTypeID), message length and message contents (the 

payload). The payload usually is a pointer to some 

structure, that will be interpreted by the receiving task 

according to MsgTypeID.  

 

 
FIGURE 2  

 

Each task has an inbox, which is a pointer to a message 

queue. This queue is a linked list if messages. On Fig. 2 the 

fifth element of the pool is the last element of the queue of 

messages which were posted to Task i.  

When a message is posted it is appended to the end of 

the message queue of the destination task. In this example 

the next posted message will occupy the second entry of 

the pool. The member *next of the current last message till 

now (the 5
th

 element) will point the new one instead of 

NULL.  

At the entry of its function every task should check if 

there is a message waiting in the inbox. If there is at least 

one message, it should process it and delete it from the 

queue, because the message pool is limited in size. If for 

some reason the task can not process the message right at 

this moment, it can leave it in the queue and the next time it 

is started, the same message will be there again. It must be 

noted that the message boxes are intended to implement 

signaling mechanisms, not to pass big amounts of data. If 

this is needed, external buffers and probably a heap should 

be used. 

If a task is blocked waiting for a message in its inbox, it 

has the option to rise a flag in its task control block (TCB) 

to indicate this state. The next time the scheduler examines 

the TCB in order to determine if the task should be run, it 

will first check this flag and if it is set, the handler will not 

be called unless there is a message in the inbox. This saves 

the overhead of calling a function that will just waste time. 

 

 

 

IV. CASE STUDY 

 
At first the project was meant to be carried out on a 

board from Toradex with Nvidia Tegra2 dual-core 

processor [7], but the lack of documentation forced us to 

look for another platform. Pandaboard [8], the two-core 

successor of Beagleboard [9], was chosen due to the broad 

community support, publicly available documentation and 

sample software. It supports a couple of Linux distributions 

and Android. It’s built around the OMAP4430 Cortex-A9 

MPCore processor and a couple of other ICs from Texas 

Instruments. OMAP4430 is targeted at smartphones, tablets 

and other portable multimedia applications. Incorporates 

hardware video accelerators for full HD [10].  

The next step towards realization of the project was 

selection of development tools. We evaluated ARM Real 

View Development Suite v4.1 [11], Texas Instruments 

Code Composer Studio v.5 [12] and CodeSourcery G++ 

[13]. Unfortunately none of them was bundled with board 

support package (BSP) for Pandaboard. Finally we set up 

our own completely free environment – CodeBlocks IDE  

[14] with GCC tool chain (CodeSourcery G++ Lite) [15]. 

Currently it lacks a debugger, because OpenOCD [16] does 

not support Cortex-A9 multi-core debugging yet, but this 

should change soon. Another open-source project – the 

universal bootloader Das U-boot [17] – was used as a 

starting point to develop our software, because it 

practically incorporates the BSP, as well as initialization 

and support code. 

To demonstrate how the framework can be used to 

organize a parallel computation device, a brute-force DES 

cracking machine was developed. The cryptographic code 

was borrowed from the free open-source PolarSSL  

package [18].  

The initialization code creates just one master task 

(TaskMaster) which continually checks the serial port for 

input from the user. When the user issues a command “start 

xxxxxxxxxxxxxxxx”, where xxxxxxxxxxxxxxxx is the 

initial bit vector (DES key), for example 

0000000000000000, the master task spawns one key 

generating task (TaskKeygen) and n cracking tasks, where 

n is the size of the Task pool (expressed as number of 

elements, not the size in bytes) less 2. Of course, the 

number of cracking tasks may be less, which will leave 

some free entries in the pool for other tasks (for example 

periodic timers).  

Every cracking task posts a message to TaskKeygen with 

a request for a new key and then waits for an incoming 

message. Upon receiving of such request, TaskKeygen calls 

the get_next_key() function and the result is posted back to 

the cracking task which made the request. When one of the 

cracking tasks successfully discovers the cryptographic 

key, it posts a message with the key to TaskMaster. Then 

the master task stops all cracking tasks and reports the 

result. Additionally, TaskMaster checks the serial port for 

input from the user, who may have wished to stop the 

machine and start doing something else. If such command 

is received, TaskMaster posts a message to all the cracking 

tasks to stop. These tasks report to TaskMaster their 

progress (the last bit vector that they tried and if it was 

successful) and then “suicide” themselves.  

… 
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V. FUTURE WORK 

 
This framework does not really fit well to Pandaboard 

because Cortex-A9 cores belong to the application profile 

of this family. In this segment efforts are focused on 

developing applications, which run mostly under the 

control of Windows CE, Linux and Android. A better 

target, which will be available soon, is the new LPC43xx 

family of digital signal controllers from NXP. It contains 

one primary Cortex-M4 processor optimized for DSP 

applications and one Cortex-M0 asymmetrical coprocessor 

which is intended to offload the primary CPU from trivial 

duties like data movement and I/O operations [19].  

One significant disadvantage of the current version of 

the scheduler is the fact that the cores communicate 

through the main memory, which is very expensive in 

terms of processor cycles and interconnect bandwidth. The 

problem goes worse with increasing the number of cores. 

Modern architectures have facilities for inter-processor 

communication (IPC), which definitely should be used. For 

example OMAP4430 supports system mailbox with 8 

message queues and one spinlock module with 32 hardware 

semaphores. These methods are architecture-specific and, 

unfortunately, the portability of the framework may suffer. 

The proposed implementation of the case study 

demonstrates the inter-task communication methods of the 

framework but it is definitely not the best way this 

particular application could be written. It carries out heavy 

computations and the key requirement is speed. Both the 

master and the key generating task are needless and create 

overhead. A better solution would be: (1) the number of 

cracking tasks should match the number of cores, (2) the 

TCBs should be configured in such a way that their tasks 

run only on one core in order to utilize the cache, and (3) 

the function  get_next_key() should be inlined in the 

cracking tasks and modified to not use a shared global 

variables. Step (2) represents the proper partitioning which 

guarantees the best load balancing possible. It can be 

obtained by setting just one bit of allowed_cores of every 

TCB, which matches its affinity. If  get_next_key() is not 

inlined, it should be protected with mutexes since it is a 

shared resource in respect to the cores. 

There are various ways in which a set of TCBs can be 

allocated and organized. Another approach would be 

dynamic allocation of operating memory from the system 

heap and arranging the blocks in a linked list. However the 

dynamic allocation in embedded systems has some 

disadvantages. Probably the most critical one is the lack of 

determinism – it may be hard, if not impossible, to 

guarantee that a new TCB can be allocated under all 

circumstances.  

The current approach is to run the scheduler on just one 

core, the primary one. This fact classifies it as an AMP 

scheduler. Another way would be to make it runnable from 

all cores. Then it would be a SMP scheduler. After a core 

finishes its current task it can immediately check the pool 

for any other ready task and grab it. This would improve 

the performance (at the cost of increased power 

consumption) because the secondary cores would not need 

to wait for the primary one to give them instructions and 

less traffic would pass through the interconnect. 

One possible optimization would be to gather statistics 

about tasks which have waited for a particular core to 

become idle and the task with which the core was busy. If 

it turns out that a particular task is too aggressive and other 

tasks too frequently have to migrate to another core due to 

expiration of their core_max_wait timeout, then the 

scheduler may make the decision to reschedule the pending 

tasks earlier which will improve the performance of the 

system. Analysis of this statistic data may help the designer 

to repartition the system during the optimization phase. 

Another useful feature would be support of hooks which 

are callback functions, used to signal some kind of event 

like task creation and task termination. It could be used to 

gather statistics for the duration of the task or to post 

messages to all or part of the running tasks to let them 

know that a task has just been created or terminated. 

If the task pool is large and the number of active task is 

dynamic, it can be reorganized as a linked list of tasks, 

similar to the linked list of messages in message queues. 

Then the scheduler will not waste time to test unallocated 

TCBs. The TCBs are still part of a statically allocated 

array, but they will be referenced by pointers, instead of 

indexes. 

 

VI. CONCLUSION 
 

In this paper a simple multitasking framework for 

embedded systems with multicore processors was 

described. The scheduling policy and the message passing 

mechanism and implementation were described. A DES 

code cracker application was developed to demonstrate 

how the framework is used. Much optimizations were 

proposed as a topic for research. 
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