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Preface

At the beginning of 2005, I started working at the department of computer
science at KU Leuven1 on a research project focused on providing context-aware
music in HORECA (HOtels, REstaurants & CAfés) businesses in collaboration
with Aristo Music NV2. This research continued in two new research projects
related to music. In 2009, I explored another research field, namely technology-
enhanced (human) learning (TEL), through the ROLE project3, a European
FP7 project. Through the support of STELLAR4, the European Network of
Excellence in TEL, I was able to go on a research visit at l’École Polytechnique
Fédérale de Lausanne (EPFL) in Switzerland for two months in 2010, where
part of the research presented in this thesis was conducted under supervision of
prof. Denis Gillet. The research leading to this dissertation originated around
2008 and was conducted under the umbrellas of these different projects.

This dissertation was supervised by prof. Erik Duval and co-supervised by dr.
Katrien Verbert and is presented in partial fulfilment of the requirements for
the degree of Doctor in Engineering. This thesis is formatted as a doctoral
thesis based on publications. More concretely, this means that apart from the
first chapter that introduces and contextualises the thesis topics and the last
chapter that presents the conclusions, all chapters contain a copy of a published
scientific paper. Each of the chapters with an already published scientific
paper contains a cover page that presents the bibliographic information and
the specific contributions of the author of this thesis to that publication.

The following chapters contain a copy of an existing scientific publication:

• Chapter 2 – Automatic Metadata Generation – Case Study 1:
The Origin of an Artist

1KU Leuven – Department of Computer Science. http://www.cs.kuleuven.be
2Aristo Music NV. http://www.aristomusic.com
3The ROLE Project. http://www.role-project.eu
4STELLAR – The European Network of Excellence in TEL. http://www.stellarnet.eu
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chapter 1. This is caused by project-related research contexts and changing
project collaborations. Readers should consider these remarks while reading
this thesis.





Abstract

Nowadays, a vast amount of content is available to, and can be created by
anyone, anywhere. To make this content available, search services make use
of the content itself, the context in which content is used or metadata that
describes what the content is about and how to locate, retrieve and use the
content. Based on metadata, content can be organised and searched for more
efficiently. Repositories are databases that store metadata and potentially
content. Compared to search engines, repositories typically provide features
for content management, as well as copyright and access management. The
repository and its metadata can be tailored to support specific application
needs. In this thesis, we have researched the use of metadata in two different
domains that typically apply repositories: music information retrieval (MIR)
and technology-enhanced (human) learning (TEL).

Metadata needs to be created and added to the content. For repositories, this
process is still often done manually. Because this is expensive and does not
scale, we have investigated how metadata creation can be automated by using
web-based techniques – i.e. by using mashups. Mashups are web applications
that combine content, presentation or functionality of web sources to create
new useful applications or services. Two MIR case studies investigated how
music metadata fields can be created automatically using mashups.

First, we researched the use of data mashups to determine the country of origin
of an artist. The approach intelligently combines location data from three data
sources based on the accuracy of each data source. The method performs well,
but one downside of our approach is that it cannot determine the origin for
artists who are not described in the data sources. To our knowledge, this
research is the first attempt to generate the country of origin of an artist.

The second case study investigates how search engines can be used as a general
metadata generation solution. An existing method was used that is based on
the distribution of the search result counts over artist queries with changing
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metadata values (e.g. for musical genre by comparing search results counts
of “madonna rock” and “madonna jazz”). We re-evaluated the approach for
musical genre with multiple search engines and identified situations where the
approach under-performs. Although the approach does not outperform other
generators for musical genre, the method offers perspectives for automatically
generating a variety of metadata fields. This technique is also a mashup,
because search engines already aggregate data from different sources.

Typically, metadata is used extensively for search and recommendation
applications. These applications often rely on a specific metadata standard that
enables a common understanding to support exchange and interoperability.
These standards and schemas describe content in different ways, granularity
levels and application purposes. To guide the selection of a suitable schema for
a specific application, we have elaborated a framework that defines clusters
of semantically related metadata fields as well as application domains for
metadata schemas. This framework can be used to compare the expressiveness
and richness of a metadata schema. More specifically, our survey can guide the
selection of a metadata schema suitable for application requirements.

In a next step, we researched how content in a variety of repositories and
described according to a metadata standard, can be made available through a
single search service. This is called federated search and works as follows: a
query is sent to each repository, the received results of each repository are
aggregated, the metadata standards of each repository are mapped to the
metadata format used by the federated search service, and the aggregated
search results are presented to the user. In TEL, we evaluated the usability and
usefulness of this approach to provide student access to a variety of learning
material in three different real-world settings. Most users would benefit from
a federated search solution, but the search speed could be improved.

In addition, we researched how recommendations can enhance these search
results with both explicit (e.g. rating) and implicit relevance indicators that
are extracted from interaction data of users with content (e.g. downloads,
reads, etc.). Such ‘attention metadata’ describe not content as such, but
what people do with it. The use of these data was researched for two
purposes: first, for personalisation and recommendation functionality as
explained above and second to provide awareness and to enable self-reflection
for learners and teachers. More specifically, we researched (i) how information
visualisation techniques can be used to support this process and (ii) whether
it is useful to create awareness and provide self-reflection to teachers and
learners. Results from evaluations in four real-world settings, indicate that
the provided visualisations are useful to teachers and students to assist with
improving awareness. This research contributed to the momentum of the
emerging research field of learning analytics.



Beknopte samenvatting

Dankzij het internet beschikt iedereen op elk moment en op elke plaats over
een enorme hoeveelheid informatie. Informatie definiëren we heel breed: het
kan teksten of multimediafragmenten betreffen, evenals fysieke objecten zoals
gebouwen of personen. Om zulke informatie ter beschikking te stellen, maken
zoekrobotten gebruik van de informatie op zich, de context waarin de informatie
wordt gebruikt of metadata die beschrijft waar de informatie over handelt en
hoe de informatie kan gevonden, opgehaald en gebruikt worden. Op basis
van deze metadata, kan informatie worden georganiseerd en kan er efficiënter
naar worden gezocht. Repositories zijn gegevensbanken die metadata bewaren
en soms ook de informatie zelf. In tegenstelling tot zoekrobotten bieden
repositories doorgaans functies voor gegevensbeheer, evenals auteursrecht- en
toegangsbeheer. In dit proefschrift hebben we het gebruik van metadata
onderzocht in twee verschillende domeinen waar typisch repositories toegepast
worden: muziek (music information retrieval (MIR)) en e-learning (technology-
enhanced learning (TEL)).

Metadata moet gecreëerd en toegevoegd worden aan de informatie. De
metadata-annotatie gebeurt nog vaak handmatig. Omwille van de hoge kost
en het gebrek aan schaalbaarheid, hebben we onderzocht hoe de annotatie
van metadata kan worden geautomatiseerd m.b.v. mashups. Mashups
zijn webtoepassingen die data, elementen van de gebruikersinterface of
functionaliteit van bestaande webbronnen samenvoegen om een nieuwe nuttige
toepassing of dienst te creëren. Voor twee verschillende gevallen hebben we
onderzocht in MIR hoe metadata automatisch kan worden gegenereerd met
behulp van mashups.

In het eerste geval, hebben we het gebruik van mashups onderzocht om het
land van herkomst van een muziekartiest te bepalen. De techniek combineert
geografische gegevens uit drie webbronnen op basis van de accuraatheid van
iedere gegevensbron. De methode werkt goed, maar heeft als nadeel dat deze
methode enkel werkt als er geografische gegevens beschikbaar zijn voor een
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artiest in tenminste één gegevensbron. Voor zover wij weten, is dit het eerste
onderzoek om het land van herkomst van een artiest te bepalen.

Een tweede geval onderzoekt hoe zoekrobotten kunnen gebruikt worden
als een algemene oplossing om metadata te genereren voor verschillende
metadatavelden. Meer bepaald maakt deze bestaande methode gebruik
van de kansverdeling van het aantal zoekresultaten van queries voor een
artiest waarbij de metadatawaarden veranderen (bijvoorbeeld voor muziekgenre
worden de zoekresultaten van “Madonna rock” en “Madonna jazz” vergeleken).
Deze techniek is eveneens een mashup, daar zoekrobotten reeds gegevens
aggregeren uit verschillende bronnen. De techniek werd geherevalueerd voor
muziekgenre m.b.v. meerdere zoekrobotten over de tijd. We onderzochten
bovendien wanneer de techniek ondermaats presteert. Hoewel deze techniek
niet beter presteert dan andere specifieke generatoren voor genre, biedt
de methode perspectieven voor het automatisch genereren van verschillende
metadatavelden.

Om metadata te kunnen gebruiken in diverse toepassingen, wordt er vaak
gebruik gemaakt van een specifieke metadatastandaard die een gemeenschappe-
lijk begrip voor gegevensuitwisseling en interoperabiliteit tussen toepassingen
mogelijk maakt. Dergelijke standaarden laten toe informatie op verschillende
manieren, granulariteiten en toepassingsdoeleinden te beschrijven. Om
eenvoudiger een geschikte standaard voor een toepassing te kunnen selecteren,
hebben we een techniek uitgewerkt die clusters van semantisch gerelateerde
metadatavelden en toepassingsgebieden voor metadatastandaarden definieert.
Deze techniek kan gebruikt worden om de expressiviteit van metadataschema’s
te vergelijken. Bovendien kan ons onderzoek de selectie van een geschikt
metadataschema voor een bepaalde applicatie begeleiden.

Vervolgens hebben we onderzocht hoe informatie uit verschillende repositories
en beschreven volgens verschillende metadatastandaarden, beschikbaar kan
gemaakt worden via één enkele zoekdienst. Dit heet federated search en werkt
als volgt: een query wordt verstuurd naar elke repository, de resultaten van
elke repository worden samengevoegd, de metadataschema’s van elke repository
worden vertaald naar het metadataschema van de federated search service en
de geaggregeerde zoekresultaten worden getoond aan de gebruiker. In TEL
evalueerden we in drie verschillende werkelijkheidsgetrouwe omgevingen de
bruikbaarheid en het nut van deze methode om studenten toegang te bieden tot
een brede waaier aan leermateriaal. De meeste gebruikers stellen de oplossing
op prijs, alhoewel de zoeksnelheid kan worden verbeterd.

Daarnaast hebben we onderzocht hoe aanbevelingen de zoekresultaten van de
federated search kunnen verbeteren door gebruik te maken van zowel expliciete
(bv. beoordelingen) als impliciete relevantie-indicatoren die bekomen worden
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uit de interactiegegevens van gebruikers met de zoekresultaten (zoals het aantal
downloads en het aantal keer het resultaat bekeken werd). Dergelijke ‘attention
metadata’ beschrijven geen gegevens op zich, maar echter wat mensen met
gegevens of objecten doen. Het gebruik van dergelijke attention metadata
werd onderzocht om twee redenen: ten eerste voor de personalisatie- en de
aanbevelingsfunctionaliteit en ten tweede om leerlingen en leerkrachten bewust
te maken en een doeltreffend middel tot zelfreflectie te geven. In het bijzonder,
hebben we onderzocht: (i) hoe visualisatietechnieken kunnen worden gebruikt
om dit proces te ondersteunen en (ii) of attention metadata nuttig is om
een bewustzijn te creëren en zelfreflectie te ondersteunen bij leerkrachten en
leerlingen. De resultaten van de evaluaties in vier werkelijkheidsgetrouwe
omgevingen, geven aan dat de verstrekte visualisaties nuttig zijn voor docenten
en studenten om een bewustzijn te creëren en zelfreflectie te ondersteunen.
Dit onderzoek heeft bijgedragen aan het nieuwe onderzoeksgebied van learning
analytics.
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Chapter 1

Introduction

1.1 Context and background

Nowadays, a vast amount of content is instantly available to anyone, anywhere
via the Internet. The amount of content and the number of users will probably
only expand in the future. The Internet has currently around 2.1 billion users
and it is continuously expanding: in December 2011, there were 555 million
websites on the Internet1, compared to 255 million in December 20102, and
it is estimated that the size of the Internet in August 2012 was at least 7.91
billion web pages (less reserved estimates are around 50 billion)3 [53]. Thanks
to the advent of Web 2.0 applications4 that facilitate information sharing,
collaboration and content creation, data is created and made available more
easily and at a higher rate than ever before. For instance, at the end of 2011
there were 70 million Wordpress5 blogs, 48 hours of video were uploaded every
minute to YouTube6 and 4.5 million photos each day to Flickr7 in 20111.

However, the increasing amount of content makes it difficult to find suitable
1Royal Pingdom. “Internet 2011 in Numbers”, Pingdom Blog. http://royal.pingdom.

com/2012/01/17/internet-2011-in-numbers/
2Royal Pingdom. “Internet 2010 in Numbers”, Pingdom Blog. http://royal.pingdom.

com/2011/01/12/internet-2010-in-numbers/
3Maurice de Kunder. “The size of the World Wide Web (The Internet)”, http://www.

worldwidewebsize.com/
4Tim O’Reilly (2005-09-30). “What Is Web 2.0”. http://oreilly.com/web2/archive/

what-is-web-20.html
5Wordpress. http://wordpress.org/
6YouTube. http://www.youtube.com
7Flickr. http://www.flickr.com

1

http://royal.pingdom.com/2012/01/17/internet-2011-in-numbers/
http://royal.pingdom.com/2012/01/17/internet-2011-in-numbers/
http://royal.pingdom.com/2011/01/12/internet-2010-in-numbers/
http://royal.pingdom.com/2011/01/12/internet-2010-in-numbers/
http://www.worldwidewebsize.com/
http://www.worldwidewebsize.com/
http://oreilly.com/web2/archive/what-is-web-20.html
http://oreilly.com/web2/archive/what-is-web-20.html
http://wordpress.org/
http://www.youtube.com
http://www.flickr.com
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resources. Studies have shown that employees spend 15-35% of their time
searching for relevant content and only 50% of the searches are successful [70].

To make content more easily findable, a wide variety of services and tools
are available with different aims and functionality [152]. For example, search
engines return the most relevant hyperlinks to content based on a search
query [171, 32], recommendation engines push relevant content to the user to
enable discovery based on user interests or previous content use [135, 174] and
visualisations can provide different presentations of content allowing users to
explore new and related content [106, 160]. To achieve this functionality, these
services can exploit the content itself, the context in which the content has
been used or metadata that describe characteristics of content in more detail.
Large-scale web search engines often use content-based and/or context-based
techniques. For example, Google8 indexes the text of web pages to enable
search [171] and ranks the search results with the PageRank algorithm. This
algorithm exploits the structural context of the web page, and more specifically
the incoming and outgoing hyperlinks between web pages [32].

In the next sections, we will discuss the use of metadata in more detail
and compare this approach to search engines (see section 1.1.1 and 1.1.2).
Afterwards, we will introduce the application domains and themes of this thesis
(see section 1.1.3 and 1.1.4).

1.1.1 Describing content with metadata

In some application domains, there is a need to describe relevant characteristics
of content more fine-grained – for instance the author or the intended age range.
To enable more advanced search functionality based on such characteristics,
explicit metadata is often used that describes what the content is about and
how to locate it. Metadata can make it easier to retrieve, manage and use the
content. Three main types of metadata can be considered [180] (see figure 1.3):

• Descriptive metadata is the information that enables finding content.
Examples are: the title, the authors and an identifier to a location.

• Structural metadata provides a description of how the content is
organised. A typical example describes how slides are ordered into a
presentation.

• Administrative metadata provides technical information to manage
content, such as file type, access rights and creation date. Administrative

8Google. http://www.google.com

http://www.google.com
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metadata can be further subdivided in rights management metadata (e.g.
copyrights and access rights) and preservation metadata (e.g. archiving
and versioning information).

Metadata can provide richer and more flexible access to content than what most
of the time can be achieved based on content and context alone. Metadata can
be used for a variety of goals:

• Content retrieval: Metadata can serve discovery of relevant content by
locating content, enabling querying for content, selecting content by
criteria and gathering similar content [180]. For instance, music metadata
can enable a user to select his preferred music genre and period (e.g. jazz
from the Interbellum); on this subset one could then query for an artist
(e.g. King Oliver) and within the search results, suggestions for other
artists and songs can be provided, based on collaborations among artists,
similar genres, instruments or record labels.

• Content organisation: Content often does not have clear-cut categories
or ordering. Content organisation can depend on the purpose of the
classification or on the person. Metadata can enable easy (re)organisation
of content depending on the specific needs [223].

• Archiving and preservation: Metadata is also useful for archiving and
preservation purposes. Metadata can keep track of changes over time of
the content itself (e.g. course slides can be adapted each time the lecture is
given) or of the content formats (e.g. transcoding music to a better audio
encoding). Digital content is vulnerable because it can get corrupted or
changed. Metadata can again be used to keep track of those changes to
enable preservation [52, 189].

This thesis will focus mainly on the content retrieval aspect of metadata. Some
aspects of content archiving and organisation will be revisited when we survey
metadata schemas (see chapter 4 and section 1.4).

Metadata can thus enable rich search functionalities that make use of higher
level descriptions that indicate what the content is about, how and for what
it can be used and whom it is meant for. Examples of such rich search
functionalities, enabled by metadata, are: advanced search functions that allow
searching on specific metadata fields and faceted search (or faceted navigation)
which enables users to explore content by applying multiple filters based on
metadata fields [217]. Figure 1.1 shows the advanced search user interface of
the library network of KU Leuven9, where one can search for instance on author,

9Univerity of Leuven Library. http://bib.kuleuven.be/english/ub/searching

http://bib.kuleuven.be/english/ub/searching
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Figure 1.1: The advanced search functionality in the network of libraries
associated with the KU Leuven.

Figure 1.2: Faceted navigation using architectural metadata in the MACE
project [206].
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Figure 1.3: A simple domain model of a repository with examples.

title, subject or publisher, as well as selecting publication year, language and
content type. An example of faceted search [230] is presented in figure 1.2,
where a user can interactively filter architectural content10. Selecting a filter
like language or classification dynamically updates the search results and the
availability of content in the other filters.

The next section will discuss how metadata is stored and some application
domains of metadata.

1.1.2 Metadata repositories

Metadata can be stored internally (in the same file as the content, e.g.
the ID311 format embedded in MP3), or externally (separate from the
content). Metadata-based techniques are often applied on repositories of
content. Repositories are databases that store and manage metadata externally.
There are two main types of repositories: repositories that contain both
metadata and content, and those that contain only metadata with references
to the external location of the content. The latter repositories are often called
referatories [226]. Figure 1.3 shows a basic domain model that represents how

10MACE (Metadata for Architectural Contents in Europe) – Filtered Search. http://
portal.mace-project.eu/FilteredSearch/

11ID3, http://www.id3.org/

http://portal.mace-project.eu/FilteredSearch/
http://portal.mace-project.eu/FilteredSearch/
http://www.id3.org/
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metadata and content are stored with examples of repositories that will be
discussed below.

Properties of repositories and comparison with web search engines

This section will present some properties of repositories, which will be
contrasted with what web search engines offer. To sketch the context, we
first provide high-level information on how search engines operate in general.

The content of web search engines are typically web pages, which are retrieved
from the web using crawlers [32]. Crawlers are programs that browse the
web in a distributed way to retrieve web pages and discover hyperlinks to
new pages. Web sites can disable access to crawlers if they do not want
their content available in search engines [207]. After retrieval, HTML pages
are parsed and analysed (e.g. deciding the importance of words based on
font sizes [32]). A ranking system (e.g. based on the structural context like
PageRank [171]) is then run on the parsed page. Finally, the crawled web
page is added to the search index and can be retrieved by users. Examples of
search engines are: Google, Microsoft Bing12 and Baidu13. Of course, this is
a very limited description and many complexities unrelated to our discourse
have been discarded. Now, we will discuss the properties of a repository and
how this compares to search engines.

Not all content can be made available on the web to be crawled by search
engines. For example, the Library of Congress14 would unlikely create a web
page for each and every book, manuscript or other piece of content it owns.
It would for example be quite inefficient to manage the collections using web
pages. Typically, such collections are stored in repositories and made accessible
through the use of metadata (and upon request a web page could be generated
using the metadata). We will now highlight some features of repositories and
recapitulate some of the metadata goals defined in section 1.1.1. Both will be
compared with search engines. Table 1.1 summarises the comparison.

• Content upload: Repositories make content accessible by providing
content upload and metadata creation functionalities. This allows users,
often non-technical, to share their content easily with others. This
functionality can be organised by an institution, for instance with respect
to institutional policies. For example, research institutions often use
repositories to enable their staff members to upload research papers.

12Microsoft Bing. http://www.bing.com
13Baidu. http://www.baidu.com
14The Library of Congress. http://www.loc.gov

http://www.bing.com
http://www.baidu.com
http://www.loc.gov
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Repository Search engine
Content upload + +/-
Access and copyright management + -
Content filtering + +/-
Content organisation + -
Archiving and preservation + -
Metadata-based searching + +/-
Specific application functionality + -

Table 1.1: A comparison of search engines and repositories

To achieve the same functionality through search engines, technical
knowledge is often required. Users are also dependent on the search
engines to add it to their index, which cannot be forced [32].

• Access and copyright management: Repositories can control access to
their content easily, in order to protect copyrights and enable e-commerce,
e.g. through subscription or rental services. A typical example would
again be the Library of Congress that wants to keep track of content
lending. Or in enterprises, the content might be sensitive information
that should be kept hidden from competitors [153]. Search engines make
available all the web pages they are allowed to index [207]. This forces
the web page itself to take care of content protection, e.g. through user
authentication.

• Content filtering: Some applications or users might require working with
a selection of the content. A subset of the content can be selected easily
based on available metadata. For example, a computer science researcher
might be only interested in the papers of the ACM SIGCHI conference15.
Another example is the faceted search shown in figure 1.2. With search
engines, there are only limited ways of achieving filtering, for instance
filtering on content from one domain (e.g. kuleuven.be) or on content
type (e.g. PowerPoint slides).

• Content organisation: Institutions that possess large collections of
content also require to manage and (re-)organise this content. For
example, film and broadcasting companies manage vast collections of
audio and video described with metadata to identify and organise this
media [155]. Only relying on the basic functionality search engines
provide, will make the organisation of a large collection a very complex
task, if not impossible. Additionally, search engines can potentially

15The ACM SIGCHI Conference. http://chi2012.acm.org/

kuleuven.be
http://chi2012.acm.org/
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represent only a fraction of the collection, if the search engine is not
allowed to crawl everything.

• Archiving and preservation: As mentioned in section 1.1.1, metadata
provides the infrastructure to archive and preserve content. Search
engines typically crawl the web to discover new content or to update
their index with the latest version of web pages. They do not provide
versioning functionalities. There are other initiatives that aim to archive
all content on the Web and that provide access over time [54, 111].

• Metadata-based searching: Metadata can describe any kind of content
(e.g. presentation slides, music, video, animations or software), even
real-world objects (e.g. architecture [230] or art [209]). Real-world
objects require a metadata description to make them retrievable. For
some digital media, such as video or music, it is difficult to search for
relevant content by just analysing the audio or video signal. This can
be remedied with metadata. In addition, exploiting references between
content, as Google does for web pages with PageRank, is for example
not possible for songs – unless these relationships are explicitly described
or they can be approximated, for instance from the inter-linking of web
pages that contain the songs. Search engines cannot include real-world
objects or they can only crawl digital content related to a real-world
object (i.e. a web page describing the real-world object). For multimedia
content, search engines typically also rely on the same technique. For
instance, search engines will derive the description of an image from the
surrounding text on the web page that contains it [72]. All this does not
mean, that large-scale search engines do not use metadata techniques at
all. For instance, they sometimes use the metadata available in HTML
pages, but are at the same time cautious because web page creators can
exploit metadata for search engine optimisation. In particular, keywords
unrelated to the content are sometimes added to improve rankings [7]. On
the other hand, using metadata comes at a price: the metadata needs to
be created, which is often still a time-consuming task done by humans. . .

• Specific application functionality: Sometimes, the functionality of an
application requires specific metadata and a repository. A museum might
want to present its collection online organised by art movements. A
research institute might want to measure their research output based
on citations and publications from top-level journals. Other examples
are advanced search functionalities (see figure 1.1) and faceted search
(figure 1.2). Metadata and repositories can facilitate building applications
for such specific purposes – e.g. by providing access to content fragments
and describing their interrelationships in specific metadata fields. Search
engines offer general functionality that can be applied in many domains.
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Nevertheless, when building an application on top of a search engine,
the functionality is restricted by the functionalities, interfaces and data
provided by the search engine. These functionalities and data are also
liable to change.

Nowadays, search engines also often include content from repositories in their
search index. This can be beneficial for the visibility and access of the content
and organisation [218]. For instance, a search engine could index the content
of the Library of Congress repositories.

Repository examples

This section presents some examples of repository software, and their
application domains. The presented domains are different from the two
domains represented in the remainder of this thesis (see section 1.1.3) to provide
a broader perspective.

The following systems are examples of repository software:

• The Ariadne Knowledge Pool System [213] is an open source repository
for learning material that integrates many different interoperability
standards, e.g. SQI [211], SPI [212] and OAI-PMH [122]. These standards
allow the Ariadne system to be set up in a distributed way, where multiple
repositories can be interconnected. This repository has also been used in
our research (see section 1.5 and chapters 5 and 6).

• MERLOT (Multimedia Educational Resource for Learning and Online
Teaching) [146] is an example of a referatory with its own metadata
format [34], focused on educational resources. MERLOT supports some
interoperability standards, e.g. SQI [211].

• DSpace is open source repository for digital asset management, sup-
porting a wide variety of data, including books, papers, images and
video [203]. It is often used for institutional repositories, for example
the scientific publications repository of KU Leuven, Lirias16, is built
on DSpace. DSpace can be used both as repository and referatory,
and supports many interoperability standards such as OAI-PMH [122],
OpenSearch [127] and OpenURL [145].

16Lirias, the Digital Repository for KU Leuven Research. https://lirias.kuleuven.be/

https://lirias.kuleuven.be/
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• PubMed Central17 is a repository of biomedical scientific literature. A
subset of the publications is openly accessible18. PubMed Central is
an in-house implementation using web technology and is compliant with
interoperability standards, e.g. OAI-PMH [122].

• Ex Libris Aleph19 [193] is a commercial library repository-based system
that has been applied in many large libraries, e.g. the KU Leuven
library network20 and the British Library21 use Aleph. Aleph supports
many interoperability standards, e.g. NCIP [159], OAI-PMH [122] and
OpenURL [145].

Repositories have been successfully applied in many different domains. This
thesis applies its research within music and education, as is explained in
section 1.1.3. Examples of other domains are:

• Scientific publications: Research institutions often create a repository
to manage their publications (e.g. Lirias at KU Leuven). Through the
repository, the institutions also provide an easy way for researchers to
share their work and the access and copyrights can be controlled. In
some cases, versioning and preservation can also be important (e.g.
to keep track of extended abstracts that are later published as full
papers). The repository can also provide a platform for applications
related to scientific output (e.g. to measure the scientific performance by
measuring top journal publications or visualising co-author networks to
assess collaboration). DSpace [31] is often used for scientific repositories.
PubMed central is another example that focuses on medical science.

• Libraries: Librarians use metadata to digitally provide access to their
catalogues of books, DVDs, music and so on. The metadata allows people
to locate the physical items (e.g. books) more efficiently and provides a
description of the items enabling easier findability and selection. Libraries
typically want to manage their media collections and keep track of rental
and copyright payments. Keeping track of archiving details can help
libraries with different versions and prints of books. Many large libraries
consist of a network and collections (e.g. the KU Leuven library), which
makes filtering and searching within the collections and network very

17PubMed Central. http://www.ncbi.nlm.nih.gov/pmc/
18Open Access via PubMed Central (Nov. 15, 2010), http://blog.dshr.org/2010/11/

open-access-via-pubmed-central.html
19Ex Libris Aleph. http://www.exlibris.co.il/category/Aleph
20KU Leuven library - Searching our collections. http://bib.kuleuven.be/english/ub/

searching
21Aleph at the British Library. http://www.exlibrisgroup.com/files/CaseStudy/

AlephattheBL.pdf

http://www.ncbi.nlm.nih.gov/pmc/
http://blog.dshr.org/2010/11/open-access-via-pubmed-central.html
http://blog.dshr.org/2010/11/open-access-via-pubmed-central.html
http://www.exlibris.co.il/category/Aleph
http://bib.kuleuven.be/english/ub/searching
http://bib.kuleuven.be/english/ub/searching
http://www.exlibrisgroup.com/files/CaseStudy/AlephattheBL.pdf
http://www.exlibrisgroup.com/files/CaseStudy/AlephattheBL.pdf
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useful. Libraries of course often have specific needs, e.g. particular
classifications and location systems that indicate on which shelf a book
is available. DSpace [43] and Ex Libris Aleph [193] have been applied to
libraries.

• Cultural heritage: In cultural heritage, the contents are often real-life
objects, such as buildings, paintings or archaeological artefacts. Neither
content- nor context-based techniques work in that case, as real-world
objects are not digitally available. For the same reason, content upload
is of lesser importance in most cultural heritage applications. But access
and copyrights can be useful for museums to curate and protect their
collections, e.g. to keep track of exchanges of art between musea. The
archival and preservation benefits of a repository are also very valuable.
It assists for instance musea to keep track of restorations. Typically,
repositories with this kind of content are created to address a specific need
and the metadata will thus be tailored to these requirements. For cultural
heritage, the repository choice often depends on the specific requirements,
e.g. Ariadne has been successfully used for architecture [206].

1.1.3 The thesis domains

In this dissertation, we have researched the application of metadata and
repositories in two different domains: music information retrieval (MIR) and
technology enhanced (human) learning (TEL). In both domains repository-
based solutions are commonly applied. We will now relate both domains to the
features and goals of repositories defined in section 1.1.2:

• Content upload: Educational institutions often use repositories to enable
staff members to upload research papers or course content for students.
Musicians and record labels can more easily make their songs available
through a repository. The iTunes Music Store22 [129] is a widely known
example.

• Access and copyright management: Music copyright is important for
record labels and artists, as well as online music sales [129]. This applies
to some extent also to learning material, as the creation of learning
material is expensive for institutions. Moreover, such material often
includes content that is copyrighted by publishers, so that educational
institutions cannot make it openly available. Institutions might therefore
only grant access to their employees or students. But there are also large

22iTunes Music Store. http://www.apple.com/itunes/

http://www.apple.com/itunes/
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movements to make educational content freely available, e.g. through
OER Commons [62] and the MIT23 OpenCourseWare [6].

• Content organisation: Organisation of music is important for people
working in radio or for record labels, as well as for the management
of personal music collections by individuals. This also holds for TEL,
where teachers and learners may want to manage their learning material
per course.

• Archiving and preservation: Educational institutions may want to keep
track of their material over time, for example to evaluate how curricula
evolve. Music encoding formats improve continuously, which makes
preservation an important issue. Versioning of recordings can be very
valuable to record labels or radio stations.

• Metadata-based searching: As mentioned above, music is a good
candidate for metadata descriptions and one could also apply metadata
descriptions on music related real-world objects such as vinyl record
collections. In TEL, there can also be content that is hard to describe
solely on the content or context (e.g. audio and video from lectures) and
even real-world objects for instance in architecture courses [206].

• Content filtering: Selecting a subset of content is valuable for both MIR
and TEL. An example for music could be a visualisation of Chicago Blues
music from the 1930s. Similarly, a teacher might only be interested in
learning material on quantum mechanics.

• Specific application functionality: Both TEL and MIR have many
applications with very peculiar functionalities. A scenario for music would
be when someone wants to get a set of songs appropriate for a certain
situation, e.g. a barbecue on warm summer day with his friends. This
system [84] could use metadata describing publication years to target
the age group, moods, genres, etc. In TEL, a teacher may want to find
learning material on gravitation for elementary school learners taking the
mathematics curriculum into account [15].

In the remainder of this thesis, we will not further discuss content upload. Some
of the goals will be revisited in our metadata standards survey (see section 4)
such as content organisation, archiving, preservation and access and copyright
management. The metadata applications we have researched are related to
content filtering and specific application functionalities.

23Massachusetts Institute of Technology, http://web.mit.edu/

http://web.mit.edu/
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Figure 1.4: An overview of the use of metadata in this thesis

1.1.4 The thesis themes

This thesis reports on my investigations on multiple themes related to the use
of metadata and repositories. Figure 1.4 illustrates the different stages and
applications of metadata, namely:

• Step 1 – Define: The metadata schema that describes the metadata fields
needs to be defined (see chapter 4).

• Step 2 – Create: Metadata needs to be created, which is often done
manually but can also be automated. We researched how metadata can
be automatically created (see chapter 2 and 3) and how metadata schemas
can be selected to represent the generated metadata and appropriate
application requirements (see chapter 4).

• Step 3 – Store: The created metadata can then be stored in a repository
using the selected metadata schema.

• Step 4 – Utilise: With the infrastructure and data in place, applications
can be built on top of the repository or available tools that are
compliant with the repository’s metadata schema and services can use
the repository. As content may be distributed over multiple repositories,
potentially described using different metadata schemas, we have explored
how users can access this content via a single search point to support
findability in a generic way (see chapter 5 and 6). Peter Morville defines
findability as (cited from [151]):

1. “The quality of being locatable or navigable.”
2. “The degree to which a particular object is easy to discover or

locate.”



14 INTRODUCTION

3. “The degree to which a system or environment supports navigation
and retrieval.”

Findability can be applied to many domains and it constitutes aspects
of information architecture, user interface design and accessibility among
others.

• Step 5 – Capture: A specific type of metadata can be captured from the
usage of the tools: “attention metadata” does not describe the content
but what people do with it [231]. User interactions can be captured
from the tools and the collected attention metadata can be stored in a
repository.

• Step 6 – Personalise: The use of attention metadata was researched to
improve and personalise search and recommendations based on content
usage habits of users.

• Step 7 – Create awareness: Attention metadata can also be exploited
to build tools to support self-reflection and awareness. Awareness can
be defined in this context as a state of consciousness of people, events
or objects. We researched how information visualisation techniques can
be used to support awareness and self-reflection. The application and
usefulness of these techniques was validated in the TEL domain, and more
specifically for teachers and learners (see chapter 7). Attention metadata
can also be used to create adaptive user interfaces [136] or search boxes
with autocomplete [20]. As mentioned above, we focused on visualisations
of attention metadata to create awareness. Alternative approaches are
triggers that inform people on activities, derived from attention metadata,
or social network techniques where awareness is created by peers in a
social network [187].

• Step 8 – Refine use: Using awareness tools, users can reflect upon their
tool use and potentially adapt their behaviour. For instance, Wakoopa24

and RescueTime25 track attention metadata and provide visualisations
about tool use and recommendations for new related tools.

• Step 9 – Optimise metadata: Metadata quality can be defined as the
measure of fitness for a task [165]. Metadata creators can optimise the
metadata descriptions based on feedback and insights gained from actual
use of the metadata-based tools (see step 4) and awareness tools (see step
7).

24Wakoopa, http://wakoopa.com/
25RescueTime, http://rescuetime.com/

http://wakoopa.com/
http://rescuetime.com/
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Figure 1.5: An overview of the dynamic life cycle of a learning resource
(from [64])

• Step 10 – Optimise content: Content creators can edit, disaggregate,
(re-)aggregate or create new content based on how and what they were
able to retrieve and find using the metadata-based tools (see step 4) and
reflection tools (see step 7).

Step 8, 9 and 10 function as feedback loops [80], when content and metadata
creators actually use the metadata by using search tools or see how users
use content and tools through the awareness tools, they can refine metadata
descriptions or the content itself. We did not investigate these feedback
loop mechanisms explicitly in this thesis, but we believe that our awareness
visualisations can trigger such feedback loops.

Van Assche et al. present a similar overview in figure 1.5 that illustrates the
stages in the life cycle of a learning resource [64]. The life cycle explains the
actions taken on a learning resource from a quality assurance viewpoint. We
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will compare this life cycle with figure 1.4.

Figure 1.5 has two sub-cycles [35]: one related to the creation of metadata and
the other on the use of the metadata and content. Both cycles start with the
discovery of content.

• The creation life cycle (Discovery, Evaluate, Resolution, Obtaining,
Repurposing & Reuse, Create, Describe, Approve, Publish and Retract):
To create metadata, first content needs to be found (Discovery). This
found content can then be subjected to evaluation steps to verify
the quality of the content (Evaluate). In the Resolution step, the
identification of the user and whether he has the rights to use this content
is validated. Then the content is available to the user (Obtain). The
obtained content can then be adapted or disaggregated in smaller content
pieces (Repurpose & Reuse) or based on the obtained content, new
content can be created (Create). The (disaggregated or re-aggregated)
content can then be described with metadata (Describe). Then there
can be an approval step (Approve) to ensure high content and metadata
quality before the metadata and content is published (Publish) in the
repository. Published content can at a later stage when deemed unuseful
be removed from the repository (Retract).

• The use life cycle (Discovery, Evaluate, Resolution, Obtain, Repurpose
& Reuse, Integrate, Use/Play and Local Delete): The steps until Obtain
are similar to the creation life cycle. Then, the obtained content can be
used (Repurpose & Reuse), integrated in an environment (e.g. a learning
management system) (Integrate) or downloaded or viewed (Use/Play). In
case it has been locally downloaded, it can be deleted after consumption
(Local Delete). The content can also be modified and disaggregated to
create new content or to integrate and use parts of it (Repurpose &
Reuse).

The research in this thesis is located in both the creation and use life cycle.
Both cycles overlap with figure 1.4. We will first discuss the creation life cycle
and compare it with figure 1.4, starting from the description of content. The
discovery of content will be presented during the use life cycle discussion.

In the creation life cycle, an important step is the creation of metadata
(Describe). This is represented in step 2 in figure 1.4. Van Assche et al. do not
explicitly discuss the definition of metadata schemas to fix a set of metadata
fields (step 1), but it can be an important step for the metadata creation to
ensure future interoperability. The generated metadata can then be stored in a
repository (Publish) (step 3 in figure 1.4) after potential approval of its quality
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(Approve). The approve step is not explicitly illustrated in figure 1.4 nor in the
thesis, but can be included in metadata creation or repository software (step 2
or 3).

For both life cycles the starting point is the discovery of content, which relates
to the tools (step 4) and content production (step 2) of figure 1.4. We have
researched the discovery of content distributed over multiple repositories and
how users can access this content via a single search point to support discovery
(step 4). In the user interface of our solution we also paid attention to the
evaluation, the integration and playback of search results (Evaluate, Obtain,
Integrate and Use/Play). We did not focus on resolution.

In the steps of both life cycles, attention metadata can be captured (step 5)
from the usage of the tools in the different steps (e.g. in Discovery, Integrate,
Use/Play, Local Delete, Repurpose & Reuse and Describe). The use of
attention metadata was researched for two purposes: first, to improve and
personalise search and recommendations based on content usage habits of users
(Discovery) (step 6) and second to support self-reflection and awareness (step
7). These awareness and self-reflection visualisations can again enable discovery
of new content that was used by peers and can also enable understanding of
how content is used in a repository which can be useful to evaluate (Evaluate)
and edit (Create and Describe) the metadata (step 8, 9 and 10) and can be
used to improve the approval process (Approve).

One can see that Van Assche et al. focus more on the metadata creation and
life cycle and less on attention metadata, but that evaluation and creation of
metadata (Evaluate, Create and Describe) can benefit from attention metadata.

The remainder of this chapter will discuss and contextualise the research
presented in the following chapters of this thesis. First, the research questions
will be presented. Afterwards, step 1, 2, 4, 6 and 7 of figure 1.4 will be
contextualised in more detail and our research will be introduced. Finally,
our contributions and the structure of the remaining part of the thesis text will
be described.

1.2 Research questions

This thesis examines as its main topic how metadata and attention metadata
can be leveraged to make content retrievable by users of MIR and TEL
applications. Figure 1.4 presents the different steps towards a solution to this
problem. In this thesis, we present our research on the use of metadata from
the definition (step 1) and creation (step 2) to the applications to enable finding
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(step 4, 5 & 6) and create awareness (step 7). Within the scope of this thesis,
step 3 has not been researched. More precisely, this thesis builds on top of
extensive research of the HCI research group26 of KU Leuven on storage of
metadata [213]. Steps 8, 9 and 10 can potentially be enabled by the tools of
step 7, but have not been thoroughly researched.

The research presented in this thesis addresses the following research questions:

• RQ1: How can metadata and attention metadata be leveraged to provide
efficient and effective access to content?

• RQ2: How can metadata creation be made more scalable?

• RQ3: How can metadata standards be selected in a methodological way
for specific functionalities of applications?

• RQ4: How can attention metadata be leveraged to improve awareness
and self-reflection?

As described above, the main topic of the thesis is to investigate how metadata
can be used to make content accessible to users, for example through search,
recommendation or visualisation techniques. We have validated this research
in two application domains: MIR and TEL. To actually be able to build
applications that make use of metadata, metadata needs to be created (step 2 in
figure 1.4) and added to content. This is often still a tedious manual task [190].
To make this more scalable (RQ2), we have researched how metadata can be
generated automatically. The created metadata can be stored in a standardised
format for interoperability purposes (step 1). We have researched how an
appropriate metadata schema can be selected for a specific application (RQ3).
Based on these metadata standards, we researched how one can search in
multiple repositories with a single query (step 4) (RQ1) and how these search
results can be personalised (step 5 & 6) (RQ1). RQ4 is basically a retake of
RQ1, but with a focus on attention metadata only. We have researched how
the richness of attention metadata (step 5) can be made accessible to people
in an efficient and effective manner, with the underlying idea that insights into
this usage data can enable awareness and self-reflection (step 7) (RQ4).

Since the research questions are assessing various topics, the methodologies
we have applied are diverse. The methodology and evaluation choices are
discussed in the following sections and chapters of this thesis. To summarise,
we have applied the design-based research methodology [163] with user studies
to research question RQ1 and RQ4. Research question RQ2 has been validated

26HCI research group – KU Leuven. http://hci.cs.kuleuven.be/

http://hci.cs.kuleuven.be/
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in two case studies with automated accuracy and coverage testing. And for
research question RQ3, we have created a methodological framework that has
been applied to music metadata schemas to demonstrate the methodology.

The thesis is situated in multiple computer science domains: (music)
information retrieval (RQ1 & 2), human-computer interaction (RQ1 & 4),
library and information science (RQ1 & 3) and information visualisation (RQ4).

1.3 Scaling up metadata creation

Before we can search in a repository, content and more important for our
research focus, metadata needs to be added or created. In this section, we will
investigate research question RQ2. This research is focused on Step 2 – Create
in figure 1.4. We will discuss how metadata is created and how this process
can be made more scalable in TEL and MIR. We will explore how the web can
be leveraged to generate metadata. Finally, our two case studies on generating
metadata using web-based techniques are presented.

1.3.1 Metadata creation

Somehow metadata for content needs to be created. What kind of metadata is
created largely depends on the domain, the content, the required functionality
by applications and the available metadata creation tools and metadata
formats. In many cases, up until this day, metadata is created manually [180].
Different people can create metadata. Often, the content creators add
metadata. For example, tools like Microsoft Word27 and Adobe Photoshop28

allow to describe the content with basic metadata such as author, title
and copyright license. In many cases, metadata is added by professional
indexers or in collaboration with the content creators. This provides
a synergy thanks to the domain knowledge of the content creators and
expertise on metadata formats of the professional indexers, who can guard the
consistency and compliance with a metadata standard [180]. Libraries typically
employ professional indexers, who annotate books and media based on strict
classification systems and metadata standards. Many tools and platforms exist
that support the manual creation of metadata [93, 98, 140]. Figure 1.6 shows
a typical metadata creation user interface (UI) from the Moodle [56] learning
management system (LMS) where teachers can manually describe a learning
resource using the IEEE LOM standard for learning material [3, 60]. For music,

27Microsoft Word. http://office.microsoft.com/en-us/word/
28Adobe Photoshop. http://www.adobe.com/products/photoshop.html

http://office.microsoft.com/en-us/word/
http://www.adobe.com/products/photoshop.html
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Figure 1.6: The UI of a typical metadata creation tool for TEL

metadata creation also often happens manually: of course, the basic metadata
like title, artist and album information has been created manually by record
labels, but some companies also describe music manually to create a better
listening experience through for example metadata-based recommendations or
playlist generation (e.g. Pandora Internet Radio29 and Aristo Music30 [84]).

Obviously, creating metadata manually is a time-consuming task and thus
expensive and impractical. There are different ways to aid metadata indexers
and make metadata annotation scale better. In some cases, metadata can
already exist in another format or software system. Conversion tools can
translate existing metadata into new formats. The success of this approach will
depend on the similarity between the metadata fields among the two metadata

29Pandora Internet Radio. http://www.pandora.com
30Aristo Music NV. http://www.aristomusic.com

http://www.pandora.com
http://www.aristomusic.com
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formats. The DC Meta Toolkit31 can convert to DSpace [203] compliant Dublin
Core32 [222] metadata from existing databases. Folksonomies (or community-
based tagging) involve large communities to create metadata [143]. This
approach performs well if the community is larger than the number of resources
and when controlled vocabularies or metadata standards are not required [190].
Another approach to create metadata is to automatically generate it. This can
assist manual indexers, who can still control quality, or it can also be applied
in a fully automated workflow. Other techniques for automatic metadata
generation exist that extract metadata fields from folkosonomies and thus
re-create structured metadata [130, 77]. In the next section, we will discuss
automatic metadata generation in more detail.

1.3.2 Automatic metadata generation

Automatic metadata generation is a means of creating qualitative metadata
in a scalable, efficient and effective way [164]. It can be applied in different
situations, ranging from generating metadata from scratch to improving the
completeness and quality of existing metadata or aiding human indexers in their
workflow. Some metadata fields can be generated very easily, e.g. creation date,
file size, content type or word length. Automatic metadata generation works
typically very accurately for technical metadata. But generating metadata is
much more difficult for many other metadata fields, for example the genre
of a song, the subject of a photograph or the intended student age range
for learning material. There have been many different techniques applied to
generate metadata, for example algorithms from machine learning [196, 134],
natural language processing [175, 134], computer vision [131, 234, 71] or data
and web mining [76].

The rest of this section will discuss how such techniques for metadata generation
can be bundled to provide a single access point to generate metadata for
numerous metadata fields and we will elaborate on the quality issues related
to generated metadata.

Metadata generators and metadata generation frameworks

As discussed above, different techniques exist to generate values for one
metadata field. We will call such a technique a metadata generator. Metadata
generators are often tightly integrated within a specific application [131, 173].
To enable re-use of metadata generators, metadata generation frameworks exist

31DC Meta Toolkit. http://www.wijiti.com/projects/dcmetatoolkit/
32Dublin Core Metadata Initiative. http://dublincore.org/

http://www.wijiti.com/projects/dcmetatoolkit/
http://dublincore.org/
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that provide a single access point to multiple metadata generators. Metadata
generation frameworks typically take a content file as input, generate metadata
for that file using multiple generators, handle conflicts when two algorithms
generate a different value for a metadata field and translate the generated
metadata into a specific metadata format. Not every framework hosts all
of these phases. Metadata generators typically apply techniques that use
the content (e.g. calculate the word count based on the text of an HTML
page or determine the music genre based on an audio signal) or the context.
Context-aware techniques extract information from the environment in which
the content is stored or from related other content or metadata. Examples of
contexts are: (i) in an LMS the context can be the course of which the teacher
and course title can be used as respectively the creator and the topic of the
learning content, (ii) an existing music metadata database can be the context
to determine a synthesiser as the instrument of a new Kraftwerk song if we
know that most other Kraftwerk songs in the database were produced on a
synthesiser.

This thesis does not focus on the (further) development of a metadata
generation framework, but researches metadata generators for MIR (see
section 1.3.4 and 1.3.5). The researched generators have been integrated in
a metadata framework to enable re-use of and easy access to the generators.
Many metadata generation frameworks exist [92, 148, 40, 114]. Some
are restricted to a specific domain due to their metadata standard choice
(e.g. [40, 114]), others are more widely applicable (e.g. [148, 92]). We have
opted for SAmgI [148, 36], developed within the HCI research group of KU
Leuven, due to its wide applicability, extensibility and allowance of the input
of both metadata and content. The result was integrated in the workflow of
professional music metadata indexers [46, 85].

The quality of automatically generated metadata

The arguments pro automatically generating metadata are scalability, speed
and lower costs. One of the biggest contras would be that there is less
quality assurance, when there are no human indexers involved. Good metadata
can potentially increase discovery and reuse, and facilitate interoperability
of the content. Studies have shown that automatically generated metadata
has similar quality as human created metadata [148, 96, 134, 208]. Most
metadata generation techniques work overall well and the performance of
each generator can be individually validated with for example a ground truth
data set containing human annotated metadata that can be compared with
the generated metadata (like we have done in section 1.3.4 and 1.3.5). But
generators can still produce incorrect or useless data in some cases. If the
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generated metadata is used in the workflow of human annotators, then people
can still do quality control [85, 46]. But in a fully automated workflow, low
quality metadata can enter the repository and lower the findability. Manually
checking all generated metadata is often not feasible and destroys the pro
arguments for automatic metadata generation. This metadata reviewing step
can also be automated, by for example using metadata quality metrics and
heuristics [164]. These metrics could detect anomalies in the metadata before it
is inserted in a repository. Examples of such detectable anomalies are: checking
if a title of a document is coherent with the description and checking if the genre
of a song is part of the used taxonomy. Ochoa et al. have created a set of metrics
for learning object metadata [164].

1.3.3 Web-based techniques for automatic metadata genera-
tion and mashups

In this thesis, we investigated two case studies on automatic metadata
generation for music. Generating metadata for music is typically more complex
than for example text documents, because the content (the audio signal) is
often more difficult to analyse than a text. Metadata generators for music
typically require as input an audio signal, a score or basic metadata that is
available about a song (e.g. title and artist). In our case studies, we used basic
metadata. With this basic metadata different data sources can be inquired for
more information regarding the song or the artist. Different techniques (e.g.
data mining [107] or optical music recognition [24]) can then exploit this newly
gathered information and extract or deduct metadata from it. We will now
briefly introduce the concept of a mashup before we present our case studies in
section 1.3.4 and 1.3.5.

We have researched how metadata generation can be automated using web-
based techniques, more specifically using mashups. A mashup is a web
application that uses and combines content, presentation or application
functionality of multiple sources with the aim to create a new useful application
or service [236]. A data mashup focuses on content only and combines
information from multiple sources into a single new web service.

Mashups are used to combine data sets for visualisation purposes, e.g. geo-
visualisations of edits during collaborative writing (see Wikipediavision33),
combining public health data sets to visualise cancer incidence and pollution
prevalence [41] or visualising search results from different search engines [205].
In our research, we have created a geovisualisation mashup showcase of one
of our generators (see section 1.3.4). Another style of mashups that has been

33Wikipediavision. http://www.lkozma.net/wpv/index.html

http://www.lkozma.net/wpv/index.html
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investigated in this thesis is mashup environments that allow users to setup
a fully customisable page that enables assembly of widgets, feeds, videos and
so on. Examples of such environments are iGoogle34 and Netvibes35. The
use of such environments has been researched in TEL to create personalised
environments for learning [225, 63, 228]. We have participated in this research
(see section 1.5 and chapter 6). Specific tools are available that assist with the
development of mashups by aggregating web pages, feeds and web services
and applying filters and rules to modify the aggregated data, e.g. Yahoo!
Pipes36 [182], Marmite [232] and Damia [12]. We did not research these types
of mashup enablers, but we rather made use of them in our prototypes.

When using data from various sources for metadata generation, the legal
aspects can come in play, such as ownership and origin aspects of the data
and usage rights. Further research on the legal implications is required, since
we have not dealt with these issues in this thesis.

Automatic metadata generation by applying mashups was validated in two
MIR case studies, discussed below.

1.3.4 Case study 1: The origin of an artist

In a first case study, we automated the country of origin of an artist. This
section will contextualise the research and discuss findings. For details on
implementation and evaluation we refer to chapter 2.

Related work

At the time when we wrote [87], we were unable to find any other publications
that determined the geographical location of music artists. Our publication
created some momentum in this research niche (see below for a discussion on
the follow-up research).

Some related research on determining people in general exists. Specialised
search engines for inquiring information about people exist, WebHawk [221],
NNDB37 and Pipl38. These search engines often offer geographical information
about the person such as residence and birthplace. This commonly requires
linking different data sources to a person, which can be error-prone and lead to

34iGoogle. http://www.igoogle.com
35Netvibes. http://www.netvibes.com/
36Yahoo! Pipes. http://pipes.yahoo.com/pipes/
37NNDB. http://www.nndb.com/
38Pipl. http://pipl.com/

http://www.igoogle.com
http://www.netvibes.com/
http://pipes.yahoo.com/pipes/
http://www.nndb.com/
http://pipl.com/
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ambiguity [234, 110]. There are also named-entity recognition approaches to
extract geolocation information from texts, e.g. a person’s affiliation [133, 239].

In the next subsection, we present our approach. We have solved the ambiguity
caused by linking various data sources to one artist, by using data sources that
have already aggregated this data (e.g. Last.fm39 or Wikipedia). We did not
apply named-entity recognition, but this could be a potential extension.

A data mashup for the origin of an artist

In this section we will briefly explain the method we applied and the results. For
more details on design, implementation and evaluation, we refer to chapter 2.

To create a mashup to determine the country of origin of an artist, we looked
at a plethora of data sources. We used Last.fm and Freebase40 [30] since both
provide structured geolocation information. The performance of the metadata
generator was evaluated using a ground truth data set of 11275 labeled artists.
We evaluated the accuracy and the coverage. The coverage is defined as the
percentage of artists in the data set for which an origin has been determined
and the accuracy is the number of correct classifications divided by the total
number of artists covered. The accuracy was very high for both Last.fm and
Freebase, but the coverage was low. To increase the coverage, we also included
a non-structured data source, namely artist biographies on which a simple
text analysis was applied. This increased the coverage drastically (from 26%
to 62%). One reason, that causes this overall low coverage is the many very
local Dutch and Belgian artists in the data set for whom no biographies are
available and who most of the time have no internet presence at all, e.g. artists
only active around Mardi Gras.

Of course, we also measured the accuracy of each method. The different
methods of each data source are then mashed up into a combination method to
improve the overall accuracy and coverage. The last.fm method performs best
(with an accuracy of 91%), than the freebase method (90%) and as third the
biography method (71%). This results in an overall accuracy of the combination
method of 77%.

By combining three different metadata generators, we have created a new
generator as a data mashup. This new mashup generator doubles the coverage
while maintaining a decent performance. Research has shown that it is often
more difficult to accurately generate metadata for a large taxonomy (e.g. all
countries) [141], e.g. generating the genre using a taxonomy of 60 subgenres

39Last.fm. http://www.last.fm
40Freebase. http://www.freebase.com/

http://www.last.fm
http://www.freebase.com/
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will likely perform worse than for just 8 main genres. With this in mind,
we believe the generator is accurate enough to automatically annotate the
origin of an artist. We believe that we could increase the accuracy of our
approach by applying more advanced text analysis or data mining techniques
on the biographies. One could also try to apply named-entity recognition,
like OpenCalais41, on non-structured data sources to extract birthplaces and
other geographical facts. The coverage could be improved by including more
generators that use different data sources to cover local artists (e.g. music
forums, people search engines and Belgian rock/pop catalogs). The web can
also be used as a whole to extract information from, for example by using
search engines for classification (see section 1.3.5).

The first attempt to determine the origin of an artist automatically

To the best of our knowledge, our publication [87] (see chapter 2) was the first
attempt to determine the origin of a musical artist automatically. This was
also confirmed by Schedl et al. [198, 199], who later continued this research
and proposed improvements to our technique by using machine learning
algorithms [198] and broadened the scope to generally determining the country
of origin of a person.

Schedl et al. use two different data sources: (i) the search result page counts
from a search engine (this is the same technique that we will discuss in the next
section) and (ii) the texts of the first 100 search results retrieved from a search
engine. They used their own evaluation data set (of 587 artists compared to
our 11275 artists), thus we cannot compare the results exactly.

Schedl et al. present three different metrics for determining the country of
origin of a person. One of the metrics is identical to the approach we present
in section 1.3.5 in more detail, but performs worst of all three (23%). All
three techniques were able to retrieve all artists in the data set (coverage =
100%). The best performing approach applies a vector space model based on
term frequencies [138] on the first 100 search results and reaches an accuracy
of 71%.

All techniques proposed by Schedl et al. cover 100% of the evaluation data set.
This is likely because they get a data sample of the whole Web. It is a bit
difficult to compare the results exactly with ours because the evaluation was
conducted using two different data sets. Their highest accuracy approximates
the accuracy of our combination method with the highest coverage. Schedl et

41OpenCalais. http://www.opencalais.com/

http://www.opencalais.com/
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al. also claim that the approach should be extensible to persons in general,
where our approach focuses on artists due to the selected data sources.

A geovisualisation of the origin of an artist

A visualisation mashup was also created to showcase the metadata generator
and is available at http://www.cs.kuleuven.be/~sten/lastonamfm/. It
visualises the origin of artists of songs played on radio stations on a map (see
figure 2.4 in chapter 2). This is a visual mashup combining data from Twitter
and Last.fm to get radio playlists and YouTube to show music clips. There is
no specific user scenario we want to address with the visualisation, we hope it
can provide people with some insights in the cultural and geographical variety
within their listening tastes and within radio stations and radio programmes.

1.3.5 Case Study 2: Using search engines to generate
metadata

In this case study, we look at a web-based metadata generator that is more
widely applicable than just for one metadata field. The metadata generator
makes use of search engine results and can be regarded as a meta-mashup.
Search engines already aggregate data from different web sites. This aggregated
data is then exploited by the metadata generator. Schedl et al. [197] and
Geleijnse et al. [76] both reported the same technique to generate metadata
using web-based co-occurrence analysis through the use of search engines. We
have evaluated if the method is still valid with the fast evolution of search
technology. This technique and its evaluation are presented in full detail in
chapter 3. In this section, we will briefly explain the method, our evaluation
and its implications. Afterwards, we will discuss its mashup aspects and how
this method and other techniques can be applied as a more general metadata
generator for various metadata fields.

Generating metadata using search engines

Schedl et al. applied the method to create a generator for music genre and
they provide an evaluation data set that allows us to compare the performance
accurately. Therefore we have evaluated the performance of the method for
music genre. In this section, we will briefly explain why genre is important,
how the method works, what we have evaluated and what we have learned from
this evaluation.

http://www.cs.kuleuven.be/~sten/lastonamfm/
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Music genre. A genre is a music category that was created through cultural,
artistic and commercial interplay to cluster similar artists and music and to
organise music collections [196]. There is no universally agreed upon definition
for music genre and many different taxonomies with deep hierarchies exist [17].
Genre is ranked as the most important metadata field by music experts for
selecting music [84]. From a metadata annotation time tracking study (see
chapter 2), we learned that genre is one of the most time-consuming metadata
fields to annotate (see figure 3.1 in chapter 2). Due to its importance for
selecting music and its high cost, music genre was a good candidate to automate
to a level that would be good enough as a first input to the human indexers.

Classifying musical genre automatically is a popular research topic within MIR.
Musical genre is arguably one of the most important metadata fields to classify
music [17]. There has been a large focus on audio-based techniques [196, 74]
that are often based on extracting short-time features combined with high-level
audio features [14] that are then used by advanced machine learning techniques
to create a genre classifier. The method from Schedl et al. in [197] operates
in a completely different way. It uses search engine result counts to generate
a genre for an artist. This technique is very easy to implement compared to
audio-based techniques and fast to execute. It can also be more widely applied
to other metadata fields than just genre (see next subsection). However, there
can be legal issues with automated querying of search engines depending on the
usage rights and there is the risk of being dependent on a third-party service
that can evolve or cease to exist.

The technique and our evaluation. We will now briefly explain how the
method works and then discuss how we re-evaluated the method and what the
results were. For detailed explanations, we refer to chapter 3. The method
of Schedl et al. takes an artist as input. The search engine is queried with a
string combination of the artist, the genre and potentially a schema. A schema
is used to limit the number of pages and increase their relevancy. Examples of
queries with the ‘music genre’ and ‘music style’ schemas are: ‘John Coltrane
jazz music genre’ and ‘Captain Beefheart blues music style’. When querying
a search engine, it displays the number of pages related to the search query,
called the page count, which gives a rough idea how much content there is
on the web for the artist and the genre. This page count is then divided by
the page count returned by another query for the artist only. This results in
probability distributions for artist genres. In general the metadata generator
first runs a query for the artist and then a query for each genre in the taxonomy.
Afterwards, the page count of every artist-genre query is divided by the artist
query and the genre with the highest probability is returned as the result.

We re-implemented Schedl’s method and evaluated the accuracy on the same
data set and genre taxonomy as Schedl and found it performed lower than
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reported in [197] (50% accuracy compared to 62% in [197]). Since multiple
evaluation runs resulted in different results, we decided to validate if the method
still worked and under which conditions. The evaluation was ran multiple times
to do an analysis over time and using various search engines (Google, Microsoft
Live42, Yahoo!43) to detect differences.

From our experiments, we learned that Schedl et al.’s method is still performing
well, but that the accuracy varies over time and per search engine. Google
outperforms Yahoo! and MS Live, but its accuracy also fluctuates most over
time. There is no clear answer as to why this is happening. Very little is
known about the implementations of these commercial search engines. The
results also indicate that this fluctuation can be detected from only using a
small data set. We suggest when using the method to build in a stability
check using a small data set to decide which search engine would perform best.
Although the approach does not outperform other content-based generators
for this particular metadata field, the method offers interesting perspectives
for automating the generation of a wide variety of metadata fields, which will
be discussed in the next section.

A general solution to provide metadata

The proposed technique is not only restricted to generating metadata for
musical genres. But, it can also be used for different metadata fields by simply
changing the format of the query. To do this, the metadata generator taxonomy
and the query schema (or keywords that are added to the query to limit the
search scope) have to be adapted to the new metadata field. Creating an
appropriate taxonomy is basically a required task for most metadata generators.
The performance of this new generator should of course be evaluated and can
be tweaked by improving the taxonomy (by for example adding synonyms)
and experimenting with a well-performing query schema. The choice of search
engines can probably still be based on our results in chapter 3, but one could
run the evaluation again to validate this.

There have been other attempts to generate metadata in a more general
way. Many metadata generators for specific metadata fields rely on content-
based techniques, e.g. [74] and [109]. General metadata techniques are often
independent from content analysis [190]. Rodriguez et al. start from the
assumption that content that is similar are more likely to have shared metadata.
So they extrapolate metadata from metadata-rich content and propagate it to

42Microsoft Live is renamed to Bing, since publication [86]. We continue to use the name
‘Microsoft Live’ because the evaluation was ran using Microsoft Live.

43Since publication [86], Yahoo! has partnered with Microsoft Bing to replace their search
engine.
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metadata-poor content within a repository with existing metadata. To do
this, the similarity between content is calculated based on relationships of
which an associative network is created to propagate the data. This approach
is content independent, thus the solution works for audio, video, etc. The
method also allows mechanisms for human validation. Compared to the search
engine approach, the method of Rodriguez et al. requires a repository filled with
metadata and related resources have to be available which can make generating
metadata for completely new content without any relationships difficult.

Other types of search engines exist that can be used for metadata generation.
Instead of using a list of keywords to find relevant web pages, these engines
allow the user to pose a question [67]. Such search engines are still in
their infancy, but it is clear that we could just ask them: ‘What is the
genre of the song Koyaanisqatsi by Philip Glass?’ and have our metadata.
The technology behind the current versions of these engines can logically be
exploited to generate metadata without having to formulate the question. For
instance, Open Information Extraction systems [68] automatically extract large
quantities of relational tuples from a large corpus. These relational tuples
are used to answer questions, but such structured data can also be used for
general metadata generation. Examples of such systems are KnowItAll44 and
Read the Web45, which crawls the Web and continuously learns new models
for extracting relational tuples [38]. Reasonably, future research on question
answering search engines will enable us to improve general metadata generation
solutions seriously.

A meta-mashup

This technique can be regarded as a mashup as well. When we take a step back,
search engines themselves already aggregate data from multiple sources by
crawling the web [32] or integrating with existing repositories (e.g. the YouTube
integration within Google search) and storing this data into an index to create a
new kind of functionality, in this case a search service. In our technique, we use
an aggregation of this search engine ‘mashup’, namely the search result count
of a search query, and exploit this to create new functionality that was not
intended by the original creators of the search engine. Hence, the second case
study can also be regarded as a mashup because it uses an aggregated result
on top of aggregated search results from a plethora of original data sources to
create a new result.

44KnowItAll. http://www.cs.washington.edu/research/knowitall/
45Read the Web. http://rtw.ml.cmu.edu/rtw/overview

http://www.cs.washington.edu/research/knowitall/
http://rtw.ml.cmu.edu/rtw/overview
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Figure 1.7: The Aristo Music metadata annotation tool. The generated values
are represented with a blue arrow and a colour scheme from low (yellow) to
high (green) confidence values. Orange denotes the selected value and purple
(on the right side) is the currently saved value.

By using the search engine as a data aggregator, the mashup also becomes more
robust. For instance, our country of origin mashup would partially fail (lower
coverage or accuracy) if one of the data sources stops to exist, changes its web
services or its license. Since we have developed the visualisation showcase for
the country of origin generator, we had to adapt our source code, because
Yahoo! Maps ceased to exist, which we used for visualising the map and
geocoding locations. Relying on a single service increases robustness, although
it creates a single point of failure.
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1.3.6 Integration in an automatic metadata generation frame-
work

Both case studies (described in section 1.3.4 and 1.3.5) have been integrated in
the latest version of the SAmgI framework46 (see section 1.3.2). The framework
with those two and other generators has been deployed in the workflow of
professional music indexers [85, 46] at Aristo Music. When a new song enters
the annotation workflow at Aristo Music, the framework generates as much
metadata for it as it can with a confidence rate for each metadata value, that
represents how likely the value is correct. The music experts are then presented
with the generated metadata values in their annotation tool that uses a visual
colour scheme to represent the confidence rates (see figure 1.7). This way,
we assist human annotators with automatically generated metadata in their
workflow to scale up metadata creation.

1.3.7 Conclusion

Automatic metadata generation (step 2 in figure 1.4) is a means to make
metadata creation more scalable and cost effective than manual metadata
creation. Automatic metadata generation provides an answer to RQ2. We
have applied two different web-based mashup techniques to generate metadata
automatically for music, namely mashups using various data sources (see
section 1.3.4) and meta-mashups using search engines (see section 1.3.5). Both
methods have been evaluated and provide reasonably good results. The search
engine approach can be deployed generally to generate metadata for numerous
metadata fields. From a mashup perspective, using search engines can also
present a more stable implementation than a regular mashup. This is because
the search engine already aggregates search results, which makes the mashup
only dependent on one service. Our research on the origin of an artist, was
the first publication that we are aware of for this problem. The research
was continued by Schedl et al., who applied a more advanced version of the
presented search engine technique to the problem [199] that improves the artist
coverage of our method while only slightly reducing accuracy. Probably a
combination of both techniques could increase the accuracy further, but this
needs to be validated. Rodriguez et al. created another technique to generate
metadata generally that requires an existing repository with metadata from
which metadata is derived for new content. This method could also be applied
on the Aristo Music metadata repository [190].

46Both generators can be sampled here: http://ariadne.cs.kuleuven.be/
samgi-service/.

http://ariadne.cs.kuleuven.be/samgi-service/
http://ariadne.cs.kuleuven.be/samgi-service/
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The main argument against automatic metadata creation is that there is less
control over the quality assurance, because there are no human annotators
involved. Good metadata can possibly improve discovery and reuse of content.
Studies have been conducted that show that automatically and manually
created metadata achieve similar quality levels [148, 96, 134, 208]. There
also exist workflows where the automatically generated metadata is given
as a starting point to human indexers, who can control quality, to decrease
annotation time [85, 46]. Our generators are applied in a professional metadata
annotation workflow. Another option is to evaluate metadata quality by
reviewing metadata with metadata quality metrics and heuristics [164]. This
could detect low quality metadata.

1.4 Selecting an appropriate metadata standard

Once content is annotated with metadata (step 2 in figure 1.4), it can be
stored in a repository. Applications that use metadata often rely on a specific
metadata standard. In this section, we will discuss how metadata is structured
and defined (step 1 in figure 1.4), and provide an answer to research question
RQ3. We will discuss the need for metadata standards and present related work
in comparing and combining metadata standards. Afterwards, our method for
comparing and selecting an appropriate metadata standard is briefly presented.
But, first we will explain how metadata is structured.

1.4.1 Metadata schemas

A metadata schema is a set of metadata fields created for a specific intent,
for instance to describe a particular content type or domain [180]. Metadata
schemas commonly define the names of metadata fields and their meaning.

Optionally, rules can be defined on the values of the metadata fields to create
uniformity [180]: how the values should be formulated (for example, rules that
help identifying the main title, such as the name of the course should not be
included in the main title of a learning resource) and represented (for instance,
rules on the use of capitals and formatting addresses) or which values are
allowed (for example, the use of a controlled vocabulary or taxonomy). Some
schemas also specify syntax rules, or often called a binding, to encode the
metadata fields with, e.g. using XML [100] or RDF [125]. Schemas without
syntax rules are called syntax independent.
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1.4.2 Interoperability through standardisation

Metadata schemas can become standards. This can happen through large-
scale adoption of the schema or when a schema is developed and maintained
by a standard organisation (such as ISO47 and IEEE Standards Association48)
or another organisation interested in maintaining standards (like the Dublin
Core Metadata Initiative49 or the Library of Congress50). Different metadata
standards fulfil specific needs and serve different domains. The same content
can be described using multiple metadata standards to serve multiple purposes,
users and systems.

In this section, we will elaborate what interoperability is and how it can be
achieved. The section concludes with some examples of metadata standards
for MIR and TEL.

Interoperability types

Interoperability is the ability to exchange data between different systems
that use different hardware, software, data structures or interfaces. Often a
distinction between syntactic and semantic interoperability is made [55]:

• Syntactic interoperability means the ability of applications to deal with
the structure and format of data. Syntactic interoperability is high
when APIs and parsers to handle the metadata are readily available.
Syntactic interoperability can also be provided by for example the XML
Schema Definition (XSD) [220], that provides syntactic interoperability
by enabling multiple applications to interpret the syntax of XML data
equally.

• Semantic interoperability is the ability of applications to agree on the
unambiguous, shared meaning of data. More specifically, it is the
ability of systems to automatically interpret the data in a meaningful
and accurate way such that the results are as defined by the users of
all systems. The cost of establishing semantic interoperability is often
higher than syntactic interoperability, but syntactic interoperability is
a prerequisite for semantic interoperability. One of the ways to reach
semantic interoperability is to link metadata fields with controlled, shared
vocabularies.

47International Organization for Standardization (ISO). http://www.iso.org
48The Institute of Electrical and Electronics Engineers Standards Association (IEEE-SA).

http://standards.ieee.org/
49The Dublin Core Metadata Initiative. http://dublincore.org/
50The Library of Congress. http://www.loc.gov/standards/

http://www.iso.org
http://standards.ieee.org/
http://dublincore.org/
http://www.loc.gov/standards/
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Standardisation and interoperability

Standardisation is a way to provide interoperability. Using metadata standards
can thus provide interoperability between two or more systems if they are
compliant with the metadata standard. Interoperability through the use of
metadata standards can be useful for multiple purposes. Some scenarios are:

• Wider choice in applications: Repositories that expose metadata in
standardised formats enable interoperability with applications that are
compliant with the metadata standard. This can mean that a plethora
of already existing software can be used, e.g. existing metadata creation
tools or search interfaces. In software architecture, it can also allow to
more easily change software components if the data communication is
compliant with metadata standards [210].

• Aggregation of content and metadata: By using metadata standards,
repositories can allow applications or services to easily aggregate meta-
data from many repositories. This can simplify the creation of new
software, e.g. a mashup application. For search-related applications, it
can also enable search over multiple repositories (see section 1.5).

• Content and metadata can be shared and re-used: In the same manner
as in the previous scenario, metadata standards can enable multiple
repositories to easily exchange metadata, for example, to harvest
repositories [213].

Metadata schema examples

Across many disciplines and for different purposes, metadata schemas are and
have been developed and standardised, for instance for arts [18], biology [224]
and geographic data [45]. Some standards are more widely applicable,
e.g. MARC (MAchine Readable Cataloging) [75], Dublin Core51 [222] and
MODS (Metadata Object Description Schema) [144]. The IEEE Learning
Object Metadata Standard (LOM) [3] is the primary standard for learning
resources [227]. Many metadata standards for music exist, e.g. ID352, MPEG-
7 (Multimedia Content Description Interface 7) [142], Music Ontology [183]
and MusicXML [82]. More music-related metadata standards are described in
chapter 4. The general-purpose metadata standards can be applied to both
music and TEL, but they will only provide basic descriptions and little domain

51Dublin Core Metadata Initiative. http://dublincore.org/
52ID3, http://www.id3.org/

http://dublincore.org/
http://www.id3.org/


36 INTRODUCTION

specific fields, e.g. neither instrumentation of a song nor the difficulty of learning
material.

1.4.3 Related research

Some efforts have been made to compare and contrast the usefulness
and applicability of metadata standards. Nilsson et al. [161] present an
interoperability framework for metadata standards based on the implicit
structure of the Dublin Core standard and focus on comparing IEEE LOM [3]
and Dublin Core [222].

Chang et al. [39] compared the applicability of MPEG-7 [142] with SMPTE53

[169], EBU54, TV-Anytime55 [69], DIG-35 [2], Dublin Core [222] and OCLC/-
RLG56 [50]. The authors argue that MPEG-7 aims at supporting a broad range
of applications, whereas other standards focus more on specific application
domains or activities. This result is in agreement with our conclusions
in chapter 4. Furthermore, some standards provide a schema that defines
elements, attributes and structures for different concepts, while other standards
are less specific. The metadata schemas are analysed using metadata
crosswalks. A crosswalk or schema mapping is a transformation between
metadata schemas, where metadata fields, semantics and syntax of one schema
is mapped to another schema [176]. El-Sherbini [66] presents a similar high
level comparative analysis of elements comprised in metadata standards using
crosswalks, focusing specifically on how MARC21 [75, 1] elements relate to
standards like Dublin Core [222]. Schema mapping will be used in our research
in section 1.5 and chapter 5.

Next to crosswalks or schema mappings, there is also metadata mapping that
combines schema mapping and metadata field and value transformations [101].
For instance, if schema A describes the author as two fields ‘author-first-name’
and ‘author-family-name’; and schema B uses one field ‘creator’ then we can
transform ‘author-first-name’ and ‘author-family-name’ by concatenation to
‘creator’. Hence, metadata mappings provide a more powerful way to transform
metadata schemas for interoperability purposes, but are often too fine-grained
for comparison studies. Because creating schema and metadata mappings
are time-consuming and error-prone tasks, tools such as MapMerge [9]
or Confluence [149] exist that can complete mappings based on multiple,
independently designed mappings of smaller scope.

53Society of Motion Picture & Television Engineers, http://smpte.org/
54European Broadcasting Union (EBU), http://www.ebu.ch/
55TV-Anytime Forum, http://www.tv-anytime.org/
56Online Computer Library Center (OCLC), http://www.oclc.org/

http://smpte.org/
http://www.ebu.ch/
http://www.tv-anytime.org/
http://www.oclc.org/
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In our work, we have elaborated a framework to compare in more detail existing
standards and specifications in a generic way not using schema nor metadata
mappings. More specifically, we have defined application domains and clusters
of semantically related elements. This framework was used to drive an in-depth
analysis of existing standards and specifications and can be used to guide the
selection of a suitable standard. In the next section, we will briefly describe
the procedure.

1.4.4 Our method for comparing metadata schemas

We have developed a methodological procedure to compare the expressiveness
and richness of metadata schemas that can enable software developers and other
people working with metadata schemas to decide upon a metadata schema
that fits their purpose best. The procedure can be applied to any domain, for
instance TEL or cultural heritage, but we have applied it in chapter 4 to MIR.
We will describe the method briefly in the remainder of this section. For details
and its application to music metadata we refer to chapter 4.

The main goal of collecting metadata is to organise content and to enable
functionalities in applications. Since the organisation of content is typically
driven by applications, we focus on the functionalities of applications. The
different metadata schemas are compared based on their metadata fields. Since
most metadata schemas use different field names and the fields can have
different granularities (e.g. address can be one field versus a separate field for
street, number, postal code and city), we clustered related metadata fields to
provide a level of abstraction and enable easier comparison between different
metadata schemas. Examples of such clusters for music can be ‘instruments
and arrangement’ or ‘publishing information’.

To be able to compare the diversity of application functionalities with metadata
schemas, the application functionalities are also clustered in application
domains, based on the use cases people can perform. Examples of music
application domains are ‘personal collection management’ (software to manage
and organise personal music collections) or ‘musical notation’ (software to
create and edit musical scores). The metadata field clusters and the application
domains together with the metadata standards are used as input for our
comparison. These three parameters create three two-by-two comparison
tables: (i) a table comparing metadata field clusters and application domains,
(ii) one with metadata field clusters and metadata standards and (iii) one with
application domains and metadata standards.

The first table that compares application domains and metadata field clusters
can be created using domain knowledge of the application domains to analyse
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which metadata field clusters apply. This domain knowledge can be taken
from user studies and surveys of applications of a particular domain. The
second table with the metadata field clusters and the metadata schemas can
be created by analysing the metadata schema specifications. To compare two
parameters we used three levels: does not apply (–), sometimes applies (+/–)
and applies (+). The last table can be calculated based on the first two tables
(for mathematical details, we refer to chapter 4). The resulting table shows a
percentage of how well a metadata schema is suited to support software from
a specific application domain and is a decision table that enables the selection,
for instance by developers, of a metadata schema that fits specific application
requirements.

1.4.5 Conclusion

With the above description on our methodology to compare metadata schemas
based on application functionalities, we have provided an answer to research
question RQ3. To guide the selection of a suitable metadata schema, we
elaborated a methodological process that defines clusters of related metadata
fields and application domains to compare metadata schemas with application
functionalities. In chapter 4, we have applied the methodology to music
metadata schemas, but it can be applied to metadata schemas of any domain.
This requires the selection of a set of metadata schemas appropriate for the
domain, cluster their metadata fields, create application domains and based on
this information the comparison tables can be created from which the decision
table can be calculated. The formation of the metadata field and application
domain clusters can also be fine-tuned based on specific goals of the users of the
decision table. The methodology can be easily implemented in a spreadsheet
allowing immediate feedback while adjusting clusters and table values.

Metadata schema comparisons using schema mappings (see section 1.4.3),
require extensive mappings of each pair of metadata schemas involved in the
comparison, which are time-consuming and error-prone to create [9]. Our
approach does not require such strict mappings, because we map the metadata
fields to clusters that functions as a lingua franca. For instance, comparing
10 metadata schemas would require 9 × 10 mappings between each schema,
while in our case we only need 10 mappings of a schema on one common set of
metadata field clusters. An alternative to our approach would be to not do the
mappings combinatorial, but to map each schema to a schema that covers all
the other schemas. This would also require only 10 mappings. However, such a
covering schema has to be available. Our approach enables a comparison that
takes application functionalities in account, which can be defined as expressive
as needed for the specific application. For instance, if a developer is interested
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Figure 1.8: Federated search (figure was adapted from [210])

in the expressiveness of preservation metadata, he could make several fine-
grained clusters with metadata fields regarding preservation. The downside of
this flexibility is that if the comparison is too focused on specific application
requirements, the comparison itself might not be generally applicable by other
developers.

1.5 Searching in multiple repositories

In the previous sections, we explained how content can be described with
metadata and stored in repositories to provide easier access to the content.
Standardising metadata schemas of repositories can enable interoperability (see
section 1.4). Building on this knowledge, we can construct a search solution
that makes content from multiple repositories available through a single search
service. This can enable access to a wide variety of content from multiple
repositories with a single query. The research discussed in this section relates
to step 4 (Utilise) in figure 1.4.

The process to query numerous repositories with a single query is called
federated search or metasearch. Figure 1.8 depicts the operation on a high
level. When the user enters a query in a federated search service, this query
is sent to multiple repositories by the service, then the repositories send back
relevant search results to the service that presents them to the user. This way
the user gets access to content of all repositories through a single interface. To
make this possible, there has to be an agreement on the metadata schemas of
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the different repositories or a mapping between the metadata schemas has to
be created.

The remainder of this section will discuss related work on federated search.
We will present our research briefly and the evaluation results. Finally, we will
discuss the advantages and disadvantages of federated search more generally.
This work presents a case study of how metadata can be leveraged to provide
efficient and effective access to users, which relates back to research question
RQ1.

1.5.1 Federated search and metadata harvesting

Federated search entails searching for one query simultaneously over multiple
repositories as explained above. Harvesting is an alternative technique that
collects the metadata from multiple repositories and stores it in a new
repository [213].

In the next section, we present applications in different domains for both
techniques. Afterwards, we will compare federated search with harvesting and
introduce our research results.

General federated search application domains

Federated search has been applied in numerous disciplines. Library visitors
can search over numerous collections and catalogs [48, 79]. Similarly, in
company intranets federated search is used to query with one search field for
results from the document repositories, the people directory or the intranets of
subdivisions [153]. Dogpile57 [113] is a federated search engine that aggregates
and re-ranks the results of the Google, Microsoft Bing and Yahoo! search
engines. Studies [113] on how users interact with Dogpile.com show that users
interact more with Dogpile than with other search engines, but that users
spent overall less time on Dogpile than on other search engines. Whether this
is because searching is more effective is not deduced in the study. Federated
search can also leverage access to the Deep Web [104] that is not indexed
by Internet search engines [184]. For example, TravelFox58 provides federated
search to compare travel prices of over 100 different travel-related sites accessing
the Deep Web.

57Dogpile. http://www.dogpile.com
58TravelFox. http://www.travelfox.com/

http://www.dogpile.com
http://www.travelfox.com/
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In the next section, we will elaborate on TEL-related application of federated
search because we have researched this topic in TEL. For MIR, federated search
is often applied to make music collections of libraries accessible [123].

Federated search examples in TEL

Ariadne Federated Search Service [213] supports both federated search and
harvesting over a network of heterogeneous repositories. It uses the Simple
Query Interface (SQI) [211] and IEEE LOM [3] to federate queries to multiple
repositories to provide an interoperability layer. For harvesting, Ariadne uses
OAI-PMH [204]. The Ariadne Federated Search Service has been applied
to the GLOBE59 network [166] that consists of 13 international educational
institutions, and thereby provides access to diverse educational material
worldwide.

Other approaches in TEL have been using different technologies to achieve
interoperability. For instance, the eduSource project [102] provides federated
search over a network of Canadian educational repositories using the IMS DRI
specification [4]. ObjectSpot [59] is a federated search service for scientific
publications and has been extended for web 2.0 sources that also makes use of
SQI [211].

Federated search versus harvesting

There are several advantages to federated search. This approach saves time
and is convenient because users do not have to query each search engine
separately [121, 25]. It also enables access to content from repositories that
users might normally not be aware of or search.

Federated search has been successfully applied in different domains, but it also
has some challenges. One of the big challenges is the slow query execution
time [121]. When a multitude of repositories is queried, the federated search
service has to wait for the last repository to return results before it can
aggregate and return all results. One way to resolve this problem would be
to return results to the user once one repository returns them, for example by
using server push technology such as XMPP [194] or WebSockets [137]. Such
continuous updates also impose some challenges, as it can be confusing for the
users when the search result list in the UI continuously updates. Thus special
care will be required with designing the user experience when search results

59Global Learning Objects Brokering Exchange (GLOBE). http://globe-info.org/

http://globe-info.org/
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are continuously updated. Harvesting does not have this problem: due to its
immediate access to all the metadata it can present all search results at once.

With federated search it is difficult to do the relevancy ranking of search
results collected from many repositories [48]. The search results returned
by each repository will already be ranked with different ranking algorithms.
Some federated search services will re-rank the search results when they
are aggregated based on the metadata. We also re-rank the aggregated
search results. For harvesting the ranking can be done more efficiently
by implementing a ranking algorithm on the repository with the harvested
metadata. One of the main disadvantages of harvesting is that the harvested
metadata can become stale. Metadata can have been added or altered on the
original repositories. For a more detailed comparison between harvesting and
federated search, we refer to [210].

The query language available on federated search engines is often not as
advanced and expressive as on most repositories. Basically, the federated
search query language is often limited to lowest common denominator of
the expressiveness of the query languages of all repositories [152]. On the
other hand, many users just prefer a single search field using Google-style
keywords [48] – although this depends on the target audience, e.g. librarians
might still require advanced search options [48]. The simpler search query
syntax can be an advantage as it does not require users to get acquainted with
different syntax variations and boolean searching is not very popular on regular
search engines anyway [112].

Federated search can give content access to users who do not know where to
search for this content [152]. Although there are some limitations to federated
search, user studies have shown that overall federated search is faster for users
than individually querying each repository [25, 121]. Users are more satisfied
using federated versus non-federated search and prefer federated search to
alternative search engines [25, 121, 83] and the relevancy of the search results
were also perceived as equal with non-federated search engines [83].

In the next section, we will present how and where we have implemented
federated search concisely.

1.5.2 Federated search case study for TEL

In this section, we will first discuss the context of our federated search
application. Then, we will explain the method concisely, including the
metadata standards used in our case study. Afterwards, we will discuss the
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outcomes of three real-world evaluations that we have conducted with our
prototype.

The context of our case study

In this case study we have researched how metadata (step 2 of figure 1.4)
can be leveraged to enable search and how various metadata schemas (step
1) from multiple repositories can be made interoperable to provide one point
of access for searching. We demonstrate this with federated search and
applied it in the context of personal learning environments (PLE) within the
ROLE project60 [89]. Personal learning environments are user customisable
systems for learning that support re-use, creation and mashup of tools,
resources, learning activities, peers and experts [57]. Within the ROLE
project, a framework has been developed to support such personal learning
environments [89]. This framework uses widgets, which are small web
applications that are embeddable in a web page to enable easy assembly
of mashups of tools and services. These mashups are very similar to the
environment mashups discussed in section 1.3.3 but focused on supporting
learning. A user interface to our federated search service has been integrated
in a widget. This enables learners to get access to learning material from a
wide variety of repositories from within their learning environment. Selecting
appropriate learning material is an important step in pedagogical models, e.g.
in self-regulated learning [73, 241]. As a source for learning material we use
existing learning repositories (e.g. GLOBE) and web 2.0 services (e.g. YouTube
and Slideshare 61).

Our contribution

This research was the collaborative work of different partners within the ROLE
project. Our contribution is in the design and implementation of the widget
and the evaluation studies that assess the usability and usefulness of the
approach. We have assisted in the design of the federated search engine, but
the implementation was done by IM-C62. In section 1.6, we will discuss the
personalisation and recommendation features that we have added to the widget,
which was achieved collaboratively with researchers of the React research

60The ROLE project. http://www.role-project.eu/
61SlideShare.http://www.slideshare.net/
62IM-C AG. http://www.im-c.de/

http://www.role-project.eu/
http://www.slideshare.net/
http://www.im-c.de/
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group63 of EPFL64 who implemented the recommendation back-end during
a two-month research stay.

Our research

In this section, we will present the architecture of the federated search service
briefly. For more details, we refer to chapter 5. Due to the use of web 2.0
services that did not allow harvesting, we had to apply federated search. The
aggregated search results from the federated search are re-ranked and presented
to the user once all results are available from each repository.

To achieve interoperability among a range of web 2.0 services and educational
repositories with differing metadata schemas, we applied metadata mapping (as
mentioned in section 1.4.3). Haslhofer et al. [101] show that metadata mapping
is the appropriate technique to make services interoperable when there is no
common metadata standard available. Our method to select an appropriate
metadata schema (see section 1.4 and chapter 4) was not of particular use in this
situation. The method would have only allowed to potentially find a metadata
schema that covers all the various metadata schemas of the repositories and
web 2.0 services. A mapping would still be required to transform all metadata
formats into the over-coupling schema and our application does only demand
access to a subset of all metadata fields available in each schema. As a result,
the metadata of the search results is translated into an extended version of
the ATOM format, e.g. to include preview images of a video search result or
HTML embed codes to integrate a video in an HTML page. This provides
media previews in the widget allowing users to sample search results with
minimal disruption [152]. The ATOM format [162] provides compliance with
the OpenSearch [127] specification to enable, for example, easy browser search
bar integration so that users can directly search from within the browser, as
well as interoperability through easy standardised aggregation and syndication
of search results. Another option would have been to use SQI [211] and IEEE
LOM [3]. We opted for ATOM because quite a few of the web 2.0 services
already supported ATOM (e.g. most Google services) and with OpenSearch
we can make our federated search service easily available in other tools that
support OpenSearch enabled search engines.

The repository list of the federated search service has been extended since
the publication of chapters 5 and 6 and currently consists of the following

63Real-time Coordination & Distributed Interaction Systems Group – REACT. http:
//react.epfl.ch/

64EPFL – École Polytechnique Fédérale de Lausanne. http://www.epfl.ch/

http://react.epfl.ch/
http://react.epfl.ch/
http://www.epfl.ch/
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repositories: YouTube, SlideShare, Wikipedia65, Scribd66, the New York
Times67, The Guardian68, 5min69, the OpenScout [115], the iCoper70, the Open
University Podcast71 and GLOBE [211] e-learning repositories.

Evaluation results

Since federated search is not a new technology and plenty of systems are already
in research and commercially available, we did not evaluate the technology
itself, but rather how humans perceive federated search. More specifically, we
have evaluated the usability of our prototype and its usefulness for users of a
PLE in three different real-world settings. We have applied the design-based
research methodology [163]. With the design-based research methodology, a
prototype is first designed and then its impact and usefulness is evaluated with
real users in natural settings. The evaluation results are then integrated in
a next iteration of the prototype, which can again be evaluated, etc. A first
evaluation was done with PhD students. In this iteration, the usability and
user satisfaction of a first prototype were evaluated. The overall usability was
rated good and a list of potential improvements was collected, e.g. revising
icons in the UI, supply more repositories, faster search performance and more
diversity in media types. The usefulness of the widget has also been evaluated
in two other settings: in a Chinese university and a company.

During the evaluations, we discovered that users often perceive the widget
container and the widget as one system. Usability issues of the widget container
were often reflected by users in the evaluation of our widget. In the first case
study with PhD students, there was a bias between users who had experience
with the widget container, iGoogle72, before and those who did not. There was
also a contrast between the results of the company and university evaluation.
Company employees had extensive experience with the learning environment
and were very positive towards our prototype. In contrast, the university
students were using a new learning environment and experienced quite a bit
of problems, resulting together in less positive results. For more information
about the three evaluations, we refer to chapter 5 and 6.

65Wikipedia. http://www.wikipedia.org
66Scribd. http://www.scribd.com/
67The New York Times. http://www.nytimes.com/
68The Guardian. http://www.guardian.co.uk/
695min. http://www.5min.com
70iCOPER Open Content Space. http://www.icoper.org/open-content-space
71Open University Podcasts. http://podcast.open.ac.uk/
72iGoogle. http://www.igoogle.com

http://www.wikipedia.org
http://www.scribd.com/
http://www.nytimes.com/
http://www.guardian.co.uk/
http://www.5min.com
http://www.icoper.org/open-content-space
http://podcast.open.ac.uk/
http://www.igoogle.com
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1.5.3 Conclusion

The federated search service presents a case study to research question RQ1.
There are of course many approaches to answer this question, e.g. through
visualisations to explore the content [120] or through recommendations [65].
Our solution takes heterogeneous metadata formats from different repositories,
unifies them and provides a single point of access to these repositories. In
this way users get access to a much larger content pool, then when just
querying a single repository and they do not have to query each repository
on their own. The federated search pattern [152] can also regarded as a
mashup (see section 1.3.3). Federated search combines multiple data sources
(or repositories) together to create an aggregated result and to provide new
functionality, namely access to content of numerous repositories by means of a
single query.

From existing studies [25, 121, 83] and our evaluations, we have learned that
federated search is effective for users when the federated search service gives
access to content that fits their work or learning context. In the next section,
we will revisit these evaluations when we augment the federated search with
recommendations.

1.6 Personalising search with attention metadata

In the previous section, we have illustrated how metadata can be leveraged to
support search (step 4 of figure 1.4). Nowadays, there is an increasing focus in
search-related research on personalising search results and recommendations.
These techniques often use attention metadata or, in other words, are based
on what content other people have used before and how they interacted with
it [195, 200, 65]. Attention metadata [231, 157] does not describe the content
itself, but it describes what people do with the content. More specifically,
attention metadata captures information about the user actions related to
the content and the applications used (step 5 of figure 1.4). For example,
attention metadata could describe that a learner watched 6 videos (including
the YouTube URLs) during the last hour using his browser and that he
favourited one video. We have researched two different ways to leverage
attention metadata that will guide us from findability (step 4 & 6) to awareness
(step 7), as will be discussed in this and the next section.

Section 1.7 will discuss how attention metadata can leverage awareness and self-
reflection (step 7). This section will deal with the use of attention metadata to
personalise search (step 6). There are many different approaches to personalise
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search, for example personalised ranking of search results (see section 1.6.2). In
our research, we have applied recommendations based on attention metadata
captured from people that are related to the user.

In the remaining part of this section, we will first discuss the use of attention
metadata more generally and discuss existing attention metadata formats.
Afterwards, we will discuss related work on personalisation of search results
and then our approach will be presented. Finally, evaluation outcomes of the
related research questions will be described. A more detailed description of the
research on personalised search is available in chapter 5 and 6.

1.6.1 Attention metadata

In this section we will discuss attention metadata in more detail. First we
will introduce similar concepts and examples on the use of attention metadata.
Afterwards, we will present attention metadata formats and how attention
metadata can be tracked.

The use of attention metadata that track interactions of people with tools
and resources has been researched under different umbrellas and for different
application areas. For example, paradata [5] is another concept for attention
metadata, but it is focused specifically on learning technology. Like attention
metadata, it describes usage of content (e.g. where content was used, shared,
rated, commented on, etc.), but it can also include pedagogical information.

Captured attention metadata is often stored in a repository. This enables easier
access to large quantities of multiple users for analysis. Attention metadata
repositories can require different storage technology, as capturing attention
metadata creates much larger data quantities than in regular metadata
repositories. This is because every time a user interacts with content new
attention metadata is created, while the metadata of the content itself does
not expand. Therefore, for our visualisations (see section 1.7) the data is pre-
processed to ensure high performance.

Attention metadata contains detailed traces of what users do and with which
resources they interact. This is privacy sensitive information that requires
protection by law [37, 29]. Solving this issue is not so simple and solutions
are still being designed [158]. Attention metadata is often anonymised,
although this does not guarantee anonymity [158]. The anonymisation
process can cripple some of the applications of attention metadata, e.g.
social recommendations cannot provide an explanation of why this content
is recommended to a user if the attention metadata is anonymised. Anonymity
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can also be achieved on service level, where the identity is not exposed to
third-party applications or services.

Example applications of attention metadata

Attention metadata is a driver for many search and personalisation technologies
(e.g. collaborative filtering [135, 238, 195, 139]) to enable the discovery of search
results and to personalise search results based on the search history of the
user or his social network [238, 139]. These types of applications are further
discussed in section 1.6.2 and in the related work section of chapter 5.

The use of attention metadata to support awareness and self-reflection has
been researched extensively in the domain of personal informatics. The
aim of personal informatics is to help people to better understand their
behaviour [132]. Personal informatics applications allow users to track their
actions and enables them to analyse, understand and compare their own
behaviour with other people. Personal informatics in itself is applied in many
different domains, e.g. health [27, 97, 177], consumption [22, 28, 214] and
productivity [179, 49]. This work is related to our research on attention
metadata driven visualisations for teachers and learners (see section 1.7) where
we track student actions to visualise and create awareness for teachers and
learners.

In addition, the collection and analysis of user interactions with a system can be
a good source to research the usability of an application and how people actually
use the application and its functionalities [16]. Nowadays, an upcoming method
to evaluate different versions of a user interface efficiently and thoroughly is by
using A/B testing [42]. Although, testing a variety of UI changes requires a
very large number of users.

Attention metadata formats

Several attention metadata formats exist. These formats differ in scope, expres-
siveness, scalability and context-awareness. Butoianu et al. [33] have surveyed
the following formats: TaskTracer [58], Swish [170], Contextualised Attention
Metadata (CAM) [231], the User Interaction Context Model (UICO) [185],
the Context Modelling Language (CML) [105] and WildCAT [51]. Swish and
TaskTracer are least expressive and flexible. UICO, CML and Wildcat have a
very expressive model, but the available frameworks using the formats do not
scale well and some are focused on a specific application [33]. On the other
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hand, CAM supports scalability and context-awareness very well, but is less
expressive.

In this thesis, we have used CAM because of scalability and context-awareness.
In some of the case studies of our attention metadata-based visualisations (see
section 1.7) the attention metadata was already provided as CAM. In other
cases, we transformed attention metadata to CAM.

Capturing attention metadata

To make all these applications and attention metadata formats work, of course
the attention metadata needs to be somehow captured (step 5 in figure 1.4).
This can be done either manually or automatically (or a combination of both).

Automatic (or implicit) tracking of user behaviour can be done with devices
or software. Devices are often used to track attention metadata related to
the body, for example heart rates [150], motion73,74 and skin tension [108].
Many software packages already track basic user interactions for debugging
purposes or usage statistics, e.g. the Apache web server keeps data of all web
traffic [126] and learning environments also often track user interactions with
different functionalities in detail [237]. Rescuetime75 tracks the time users
spent on applications and documents. User interactions with web sites can be
captured through a proxy [16] and virtual machines with an adapted operating
system can track any user interaction with any tool [172].

In addition, there are many tools for manual (or explicit) attention tracking,
e.g. there are approaches that use Twitter [235] or tools with fully customisable
parameters allowing users to track anything they want (e.g. the food they ate
or the quality of their sleep) [147].

To drive our social recommendations, we use a combination of implicit (e.g.
tracking the search results the user opens and previews) and explicit tracking
(e.g. rating and sharing of search results). In our studies on visualisations, we
have tracked student time spending and resource use via Twitter [91], via the
learning platform of Moodle76 [56] and through virtual machines [172].

73Fitbit. http://www.fitbit.com/
74Bodybugg. http://www.bodybugg.com/
75Rescuetime. http://rescuetime.com/
76Moodle. http://www.moodle.org
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Figure 1.9: Google personalised search for the query ‘role project’.

1.6.2 Personalising search

In this section, we will first discuss some related work, then we will briefly
discuss the context and our approach to personalise search, our contributions
and evaluation results.

Related research

As discussed before, attention metadata can be exploited to personalise search.
There are various ways to personalise search.

An example of personalising search is the autocomplete feature in a search
box that provides users with assistance formulating a query based on previous
queries [20]. Search results can be re-ranked based on implicit user feedback [8].
For instance, the re-ranking can be based on the results the user interacted
with before. This can also be done in more social way. Bookmarking and
tagging attention metadata from social bookmark websites (e.g. del.icio.us77

and StumpleUpon78) has been used to improve ranking [21].
77Del.icio.us, http://www.delicious.com
78StumpleUpon. http://www.stumbleupon.com/

http://www.delicious.com
http://www.stumbleupon.com/
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The social network of a user can also be exploited to increase the relevancy
of ranking [219, 233, 26]. This is nowadays also done by major search engines
of the likes of Google and Microsoft Bing. Figure 1.9 illustrates how Google
ranks sites used by people from my personal social network (retrieved from,
for instance, Google Plus79) higher and shows who shared the search result to
increase trust.

Mobile devices such as smartphones and tablets provide an environment where
optimising search becomes much more important due to the small screens and
keyboards. On these devices the context can be very useful. The location of
the user and the time can be exploited to personalise search, for instance to find
a near by Japanese restaurant that it is currently open. Due to the continuous
change in the contextual information of mobile devices, new interesting UIs
can be built that for instance provide information to users at startup based
on search history and update results in real-time [44]. Search queries can be
expanded with location information [103], e.g. search results of book reviews
are most likely for a search for ‘Da Vinci Code’ in a bookstore.

Recommendations can enable content discovery [152] and are another method
to personalise search by using attention metadata. Recommendation algo-
rithms can retrieve relevant search results based on explicit feedback (e.g. by
clicking the Facebook80 ‘Like’ button) or on implicit feedback (e.g. content
views or downloads). Recommendation engines have been applied in many
fields. In e-commerce, Amazon81 tries to increase its sales by showing products
that people have bought who have bought the same or similar items as you
have [135]. For music, Last.fm recommends music based on listening behaviour
of users with a similar music taste and the explicit feedback of liking/disliking
and tagging songs and capture the songs users listen to.

Recommendations can be even more personalised when the attention metadata
originates from the user’s social network. Studies have shown that recom-
mendations from friends are preferred over those from systems [202], which
might relate to trust [240]. Many different approaches have been explored to
make recommendations more social, e.g. by extending Google PageRank [171]
(through applying the 3A model [65]), with mathematical models [139] or
semantic web technology [78, 23]. In our research, we have extended the
federated search widget with social recommendations using the 3A model (see
the next subsection).

The interesting question with applying attention metadata is in general how
can the real behaviour be extracted from attention metadata and how can this

79Google Plus. http://plus.google.com
80Facebook. http://www.facebook.com
81Amazon. http://www.amazon.com

http://plus.google.com
http://www.facebook.com
http://www.amazon.com
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behaviour be applied in software to provide expected functionalities. In the re-
ranking example, this question would implicate that we need to know if a user
who repeats a search is looking for the same results again to rank the previously
selected results higher or whether he is looking for new content. This is difficult
to answer as such, but this user behaviour can be evaluated, for example by
analysing the attention metadata to validate if users are looking for the same
results or by doing usability studies (e.g. through A/B testing using attention
metadata [42]). There are also mathematical models that extract behavioural
data out of attention metadata [124].

First, we will present our integration of social recommendations in the federated
search widget. Afterwards, we will relate this back to the research questions.

The context of our case study

We have researched how the use of attention metadata can enable personalisa-
tion (step 6 in figure 1.4) under the umbrella of the ROLE project. The existing
federated search widget (see section 1.5.2) was augmented with personalised
search functionalities to improve search result ranking. The final result was
again evaluated in PLEs and the same three evaluation settings as the federated
search widget. Within PLEs, we can exploit the attention metadata from peers
of the user, because users often work collaboratively in PLEs for which the
ROLE framework provides support [89]. In the next section, we will elaborate
how this has been achieved.

Our research

To provide a social and personal aspect to the search functionality in the
federated search widget we have extended it with social recommendations.
Studies have shown that users apply search strategies that combine both
searching and discovering through recommendations together [128]. Thus,
recommenders should not be implemented in isolation.

To calculate the recommendations, we use both explicit (e.g. ratings) and
implicit relevance feedback that is extracted from attention metadata that
describes the interactions of users with the search results (e.g. content
downloads and previewing content). In our case, the social recommendations
can bring attention to search results that can be very related and have been
used by the user’s peers, but that might have never been discovered by the user.
The recommendations can foster personalisation, when the attention metadata
used to compute the recommendations is captured from users that are related to
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the user. This makes recommendations more social and hopefully more relevant
as studies have shown that recommendations from friends are preferred over
those from systems [202].

To achieve the social recommendations we have applied an existing rec-
ommender engine based on an extension of Google PageRank [32]. The
recommender engine uses the 3A interaction model [65] (named after the three
entities in the model: actors, activities and assets) that models interactions
between users, their activities and resources. In our case, the social network
can be a class of learners that search, share, view and rate resources. For more
details on the implementation and algorithm behind the recommender, we refer
to chapter 5.

To track the required attention metadata, we took special care within the UI
design that the user can quickly rate, preview and share search results using
the ‘actionable result’ search pattern [152]. This allows the user to stay on his
search task because he can validate if the found result is relevant or not within
the search UI.

The recommender was part of the federated search widget during the three
evaluations we ran with the widget (see section 1.5.2). We evaluated the
usability of the mechanisms to capture attention metadata and the perceived
usefulness of the recommendations. In our first usability study we discovered
some small usability glitches regarding the rating and displaying of the
recommendations that have been resolved in the later two iterations. In the
same study, we compared the recommendation results to Google search results.
In general the users preferred the Google search results because Google returned
a wider variety of content. To remedy this, we added more repositories to our
federated search engine. Our evaluations showed in general that having the
personalised recommendations is perceived as useful for most users.

Our contribution

As mentioned before, the research on the federated search widget is a
collaborative effort and was mainly conducted during my research stay at
EPFL. We have in collaboration with EPFL evaluated the usability and
perceived usefulness of the social recommendation functionality [88]. To be
able to research the usefulness of social recommendations, we designed and
implemented the widget and contributed to the collaborative design of the
interface between the widget and the recommendation service.
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1.6.3 Conclusion

The research on personalised search together with the federated search presents
a case study to research question RQ1. The personalised search is realised
by integrating a recommender engine based on attention metadata with the
federated search widget. This can provide a social dimension to the search
results. In some situations, recommendations can trigger a perception of social
presence that can influence user behaviour [128]. In our case, the recommended
search results can for instance provide content that was relevant for peers
working on similar tasks that might have otherwise been dismissed by search
result relevancy ranking algorithms.

In real life, recommendations for music, events or movies are often shared
among friends based on their preferences and trust. The social recommenda-
tions in the federated search widget allow exploration of what people known
by the user recommend. Within recommendation research several approaches
have been developed that incorporate trust and social networks and that
report a higher accuracy [81, 168]. It has also been shown that people prefer
recommendations from friends [202]. Through the social recommendations, we
have tried to improve the perceived usefulness of the federated search widget
by improving the ranking of the search results.

There is some room left for further personalisation improvements. In the
future, social recommendations could be extended with contextual information
from mobile devices. The widget itself is easily deployable on mobile devices
and could be a good platform to enhance the social recommendations with
context-awareness. Another potential personalisation improvement can be the
integration of an autocomplete feature based on our tracked metadata or an
existing service.

1.7 Creating awareness using attention metadata

Next to using attention metadata for personalisation (step 6 in figure 1.4), the
use of attention metadata has been researched extensively to support awareness
and self-reflection (step 7) in the domain of personal informatics [132] (as
section 1.6.1 described in a nutshell). Personal informatics applications aim
to aid people to analyse and understand their behaviour. These applications
are mostly driven by the users themselves. They capture data about their
own behaviour, e.g. logging sleeping activity with sensors [181] or measuring
sitting and relaxing behaviour [177]. The users can then analyse the data using
personal informatics applications to gain insights into their behaviour. This is
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the awareness and self-reflection step. The new information gained from the
analysis can trigger actions from people to change their behaviour or life for
the better.

In our research, we have applied a similar approach to TEL. In a physical
classroom, the teacher and learners interact directly with each other. But in a
digital environment such as a PLE, teachers can experience difficulties to find
learners that are having difficulties or to follow up on the progress learners
make. On the other hand, learners often struggle to assess whether their work
and progress is on par with their peers and within the teacher’s expectations.
We use captured attention metadata from learners to build analysis tools for
learners and teachers. These analysis tools aim to enable awareness for teachers
about the course and how and what the learners are doing. For learners we
aim to enable awareness and self-reflection through the analysis of their own
behaviour and the comparison with peers. This research is part of the upcoming
field of learning analytics [201, 61]. Learning analytics consists of capturing,
measurement and analysis of data of learners with the purpose to understand
and improve learning and learning tools and environments [201]. Research fields
such as Big Data [13], educational data mining [191, 192], web analytics [47] and
of course personal informatics are quite associated with learning analytics. All
these fields collect large quantities of data with the aim to discover patterns.
Pattern discovery is done using different techniques depending on the field,
e.g. statistical models and machine learning in Big Data and educational data
mining. However, the data can also be visualised allowing users to explore
the data and discover patterns themselves. In our research we have visualised
attention metadata to find patterns.

In the rest of this section we will discuss the context more in depth and present
related research. Afterwards, we will discuss our visualisations and evaluation
results briefly. This section concludes with a discussion on the related research
questions.

1.7.1 Related work

Research on techniques and tools to increase awareness has been conducted in
many different fields. In the computer-supported collaborative work (CSCW)
area awareness tools are often used to provide geo-graphically dispersed teams
with tools to synchronise and be informed about the presence, activities and
availability of colleagues [94]. One of the main functionalities of social network
services (such as Facebook and Twitter) is keeping in touch with friends
and acquaintances to be aware what they are doing [188]. Social network
techniques have also been applied in MIR, e.g. Last.fm provides awareness in
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Figure 1.10: The stage-based model of personal informatics systems by Li et
al. [132].

music listening of friends. Furthermore, awareness tools have been researched
to aid researchers with better understanding their research field [186], e.g.
by analysing and visualising co-authorship networks [167, 156] or by using
social network-like features in conference software [187]. In TEL, the area of
learning analytics is very active in researching how awareness can be improved
for teachers and learners.

Personal informatics is tightly connected with the Quantified Self (QS)
movement that advocates tracking of aspects of one’s life for later analysis
and based on this data one adapts his or her behaviour [229]. People can share
and report their findings and behavioural changes with the community82, e.g.
tracking and visualising eating habits could lead to better health or Stephen
Wolfram tracked his email and phone communication to visualise and better
understand common patterns in his life83.

Li et al. [132] have elaborated a model for personal informatics with five stages,
illustrated in figure 1.10. The preparation stage contains the motivation of
people to collect personal information and the decision of how and what data
they will collect. The collection stage entails the actual collection of the data.
In the integration stage the user prepares and combines the data to start to
reflect on. This stage can be very short or long, as it might require many
different steps to get from the raw data to something that is understandable
to reflect on. An example would be a user keeping a written diary, that needs
transformation to a spreadsheet to do statistical analysis and visualisations,
versus a ready-made tool that reads from a wearable sensor (e.g. FitBit) and

82Quantified Self. http://www.quantifiedself.com
83Stephen Wolfram Blog – The Personal Analytics of My Life. http://blog.

stephenwolfram.com/2012/03/the-personal-analytics-of-my-life/

http://www.quantifiedself.com
http://blog.stephenwolfram.com/2012/03/the-personal-analytics-of-my-life/
http://blog.stephenwolfram.com/2012/03/the-personal-analytics-of-my-life/
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transforms that data automatically into visualisations. In the reflection stage,
the user reflects on the processed data, e.g. through visualisations or data
lists. In the action stage people decide what they are going to do about the
acquired information from the reflection stage. The model works iteratively:
people can continue to track data for reflection. In personal informatics system
there are often mechanisms to share patterns or data with other people [117,
116], but the reflection tools are mostly designed by and for the user. The
important property of personal informatics and Quantified Self systems is that
users collect and integrate their personal information themselves. Our case
studies of our awareness tool for learners and teachers differ slightly from the
stage-based model. Only in one case study the learners collected data actively
themselves [91]. In the other case studies the data was automatically collected
from learning environments [90] (see chapter 7). Thus the preparation and
collection stage is sometimes not done by the users themselves. The integration
stage is also done for the learners and teachers. Another major difference is
the fact that third-parties, in this case teachers, make use of the personal
information of learners.

Within TEL, there has been quite some research on the use of attention
metadata to enable awareness and self-reflection [19, 99, 10]. For more related
work, we refer to chapter 7, [91] and [90].

1.7.2 The Student Activity Meter

In this section, we will briefly describe our approach and summarise the
evaluation results of four real-world evaluations. For more details on the
iterative design and evaluation of the Student Activity Meter we refer to
chapter 7, [91] and [90].

Our awareness visualisation for teachers and learners

The objective of the Student Activity Meter (SAM) is to assist teachers with
awareness of what and how students are doing and to support learners with self-
reflection and awareness of how they are doing compared to their peers. More
specifically, SAM can support teachers with getting a course overview, detecting
students doing well and at risk, understanding time spending and resource use.
Learners can get an understanding of their course activities in comparison
with their peers, discover trends based on simple statistics and new learning
materials based on what their peers have been studying. From attention
metadata we extract metrics on time spending and resource use to visualise
in different interactive visualisations. For more details on the implementation
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we refer to chapter 7, [91] and [90]. Through the SAM prototype, we want
to evaluate how visualisations of attention metadata can enable awareness and
support self-reflection for teachers and learners.

SAM was iteratively designed using the design-based research methodol-
ogy [163]. The visualisations in SAM were designed to enable re-use of the tool
with other data sources. Four evaluations in real-world settings were conducted
with real teachers and students using different methods to capture attention
metadata. Depending on the captured attention metadata and the tools used
in the course, different metrics can be calculated and visualised, e.g. number
of forum posts made or number of programming errors.

Evaluation results

Reflection is very important for learning [241]. To enable effective self-
reflection, the learners must be able to operate and understand the visuali-
sations and the presented information [154]. Therefore, we have evaluated the
usability in a first case study with learners. After this iteration, SAM has
been evaluated with teachers to validate the usefulness of the tool to enable
awareness in three different iterations.

Next to the usability study in the first iteration, we also gained preliminary
indications of the usefulness of SAM to create awareness and self-reflection.
From the three studies with teachers, we gained many new insights in how
teachers use SAM and what and how they can learn from the visualised
attention metadata, which matched and exceeded our initial objectives. Many
of these insights and uses by teachers related back to awareness. Almost all
of the participants would like to continue using SAM, which indicates a level
of usefulness to them. Based on all the new insights, the variety of uses of
SAM, the stated benefits and the willingness of almost all participants to
continue using SAM, we can conclude that SAM is useful to teachers and assists
with improving awareness. The successful evaluations of SAM in four varied
environments indicate that visualisations of attention metadata can enable
awareness and support self-reflection.

Evaluating iteratively, early and in realistic environments has been very
valuable for us. While other approaches to evaluate visualisations exist [178],
the approach enabled us to resolve usability issues fast and better understand
the usefulness for real users. The methodology can be implemented in other
domains, e.g. personal informatics.
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1.7.3 Conclusion

In this section, we have described a TEL case study to answer research question
RQ4. With the iterative design and evaluation of SAM, we have shown
that visualisations are useful to enable awareness and self-reflection based on
attention metadata for teachers and learners. The successful evaluations of
SAM in four diverse learning settings indicate that SAM can be applied in
many learning environments. We believe that visualisations are a powerful tool
for creating awareness. Visualisations have been applied in various domains to
create awareness, such as health [147] and productivity [49]. Tools such as SAM
can assist in these domains by visualising tracked data and specific metrics can
be added based on the context. We believe that motivated users will value the
flexibility of tools similar to SAM to explore data trends and patterns. We will
have to validate SAM’s impact in these areas with further evaluations.

Statistical and machine learning techniques have also been used to mine
attention metadata of learners (e.g. [191, 192]) to extract patterns and trends.
Visualisations can present information in different ways using various scales to
allow the user to contextualise the information [216, 11]. With visualisations
users explore the data themselves, discover and compare patterns, while
machine learning techniques extract patterns independently often enabling
less contextualisation of the found patterns. In the visual analytics research
domain [215, 119] visualisations and machine learning techniques are often
paired to guide users in the exploration of large data sets, e.g. [95, 118]. This
technique could be an interesting approach to highlight patterns in SAM’s
visualisations. Another interesting extension (also requested by some teachers)
would be a mechanisms to set goals. For instance in a fitness personal
informatics system a goal could be to run a marathon next year. For learning
goals can be a bit more difficult to define and measure and can differ greatly
in granularity, e.g. passing the course versus spending 16 hours on a chemistry
project.

1.8 Contributions and thesis outline

In this section we summarise the main contributions of the thesis and describe
the outline of the remaining thesis text.
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Figure 1.11: The mapping of the contributions on the overview figure 1.4 of
the use of metadata in this thesis

1.8.1 Contributions

This section briefly summarises my contributions to the research fields of MIR,
TEL and learning analytics. For more details on the contributions, we refer to
chapter 8 in section 8.2. Figure 1.11 provides an overview of the contributions
and their relationship with the steps illustrated in figure 1.4. This section
discusses the contributions with regard to the research questions. For a review
of my specific contributions to the publications included in this thesis, we refer
to the first page of chapter 2 to 7 and a summarisation table is provided in
section 8.2.

Contribution 1 – A structured method for selecting an appropriate metadata
schema based on application requirements. A method has been researched
to compare metadata schemas based on application functionalities that the
metadata can support with the objective to enable application developers to
select an appropriate metadata schema that is suitable for their application
requirements (see chapter 4). This research provides an answer to research
question RQ3 and relates back to step 1 (Define) in figure 1.4.

Contribution 2 – The design and evaluation of a mashup-based metadata
generator for the origin of an artist. To resolve the scalability issue
of metadata creation and hence answer research question RQ2, automatic
metadata generation has been researched, which relates to step 2 (Create)
of figure 1.4. In a case study on automatic metadata generation, we have
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researched how the country of origin of an artist can be determined using
mashup technology (see chapter 2). To our knowledge, this is the first research
on determining the country of origin of an artist.

Contribution 3 – The re-evaluation of an existing approach for general
metadata generation. In another automatic metadata generation case study
related to research question RQ2 (also see step 2 of figure 1.4), we investigated
how metadata can be generated in a general way. We evaluated an existing
method based on search engines and identified situations where the approach
under-performs (see chapter 3). The metadata generators of contribution 2 and
3 have been integrated in a metadata generation framework and a professional
music metadata annotation workflow (see section 1.3.6 for more details).

Contribution 4 – The design and evaluation of a federated search tool with
social recommendations based on attention metadata. Research question
RQ1 has been answered by researching how metadata can enable access to
content residing in various repositories and how attention metadata can enable
personalisation of search results for learners and teachers using PLEs (see
chapter 5 and 6). This contribution relates to step 4, 5 and 6 of figure 1.4.

Conclusion 5 – The design and evaluation of a tool that visualises attention
metadata to support awareness and self-reflection. We researched how
information visualisation techniques applied on attention metadata can be used
to create awareness and support self-reflection and whether it is useful to create
awareness and provide self-reflection to teachers and learners to answer research
question RQ4 (see chapter 7). This contribution relates to step 5 and 7 of
figure 1.4.

1.8.2 Thesis outline

This thesis is submitted as a compilation of research publications. Each
chapter represents one publication, except for this and the last chapter. The
publications are reproduced in an unaltered state, only the layout differs to
adhere to the styling of this thesis.
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Figure 1.12: The mapping of the thesis chapters on the overview figure 1.4 of
the use of metadata in this thesis

This results in differences between the publications (and chapters) in termi-
nology and spelling. There are also some overlapping sections, as it was for
instance necessary to discuss previous and related work. Chapters 5 and 6 are
follow-up research and are affected by this. Furthermore, the contextualisation
in the publications often differs from this chapter. This is caused by project-
related research contexts and changing project collaborations. Readers should
take this into account when reading this thesis.

The remainder of this thesis is laid out in a similar manner as this introduction
chapter. Each chapter deals with one of the sections of this introduction from
section 1.3 to 1.7. Therefore, each chapter relates back to one topic of the thesis.
Figure 1.12 illustrates how the chapters relate to the 10 steps of figure 1.4. As
can be seen from figure 1.12, chapter 2 and 3 describe each one of the two
case studies on automatic metadata generation (see step 2 and section 1.3.4 &
1.3.5). Chapter 5 and 6 combine the research on federated search (step 3) and
personalised search (see step 4, 5 & 6, and section 1.5 & 1.6). The publication
of chapter 7 (step 5 & 7) is an overview of iterative research of which parts
have been published with more details in [91] and [90]. This is the layout of
the following chapters:

• Chapter 2 – Automatic Metadata Generation – Case Study 1:
The Origin of an Artist
This chapter describes the automatic metadata generation case study on
the country of origin of an artist and corresponds to section 1.3.4.

This chapter was published as:
Govaerts, Sten; Duval, Erik. A web-based approach to determine
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the origin of an artist, ISMIR, Kobe, Japan, 26-30 October 2009,
Proceedings of ISMIR2009: 10th International Society for Music Infor-
mation Retrieval Conference, pages 261-266, ISMIR-The International
Society for Music Information Retrieval.

• Chapter 3 – Automatic Metadata Generation – Case Study 2:
Using search engines
This chapter describes the automatic metadata generation case study
on generating metadata using search engines and corresponds to sec-
tion 1.3.5.

This chapter was published as:
Govaerts, Sten; Corthaut, Nik; Duval, Erik. Using search engine for
classification: does it still work?, AdMIRe: International Workshop
on Advances in Music Information Research 2009, San Diego, USA, 14-
16 December 2009, Proceedings of AdMIRe: International Workshop on
Advances in Music Information Research 2009, pages 483-488, IEEE.

• Chapter 4 – Finding an appropriate metadata schema for an
application
This chapter describes the research on selecting appropriate metadata
schemas and corresponds to section 1.4.

This chapter was published as:
Corthaut, Nik; Govaerts, Sten; Verbert, Katrien; Duval, Erik. Con-
necting the dots: music metadata generation, schemas and
applications, Bello, Juan Pablo; Chew, Elaine; Turnbull, Douglas
(eds.), ISMIR, Philadelphia, USA, 14-18 September 2008, Proceedings of
the 9th International Conference on Music Information Retrieval, pages
249-254.

• Chapter 5 – Federated search augmented with social recommen-
dations - part 1
This chapter describes the case study on federated search and social
recommendations and its first evaluation. This corresponds to section 1.5
and 1.6.

This chapter was published as:
Govaerts, Sten; El Helou, Sandy; Duval, Erik; Gillet, Denis. A fed-
erated search and social recommendation widget, In Proceedings
of the 2nd International Workshop on Social Recommender Systems
(SRS 2011) in conjunction with the 2011 ACM Conference on Computer
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Supported Cooperative Work (CSCW 2011), Hangzhou, China, 19-23
March 2011, pages 1-8.

• Chapter 6 – Federated search augmented with social recommen-
dations - part 2
This chapter describes the case study on federated search and social
recommendations and its second and third evaluation. This corresponds
to section 1.5 and 1.6.

This chapter was published as:
Govaerts, Sten; Verbert, Katrien; Dahrendorf, Daniel; Ullrich, Carsten;
Schmidt, Manuel; Werkle, Michael; Chatterjee, Arunangsu; Nussbaumer,
Alexander; Renzel, Dominik; Scheffel, Maren; Friedrich, Martin; Santos
Odriozola, Jose Luis; Duval, Erik; Law, Effie L.-C. Towards Respon-
sive Open Learning Environments: the ROLE Interoperability
framework, Delgado Kloos, Carlos; Gillet, Denis; Crespo Garcia,
Raquel M.; Wild, Fridolin; Wolpers, Martin (eds.), ECTEL: European
Conference of Technology Enhanced Learning, Palermo, Italy, 20-23
September 2011, Towards Ubiquitous Learning - Proceedings of 6th
European Conference of Technology Enhanced Learning, EC-TEL 2011,
volume 6964, pages 125-138, Springer.

• Chapter 7 – The use of attention metadata to enable awareness
and self-reflection
This chapter describes the case study on attention metadata visualisa-
tions to create awareness and corresponds to section 1.7.

This chapter was published as:
Govaerts, Sten; Verbert, Katrien; Duval, Erik; Abelardo, Pardo. The
student activity meter for awareness and self-reflection, The
ACM SIGCHI Conference on Human Factors in Computing Systems,
Austin, TX, USA, 5-10 May 2012, Proceedings of CHI Conference on
Human Factors in Computing Systems, volume 30, ACM.
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Chapter 2

Automatic Metadata
Generation – Case Study 1:
The Origin of an Artist.

This chapter is a copy of the previously published article:

Govaerts, Sten; Duval, Erik. A web-based approach to determine the
origin of an artist, ISMIR, Kobe, Japan, 26-30 October 2009, Proceedings
of ISMIR2009: 10th International Society for Music Information Retrieval
Conference, pages 261-266, ISMIR-The International Society for Music

Information Retrieval.

Contributions as first author:

• Design and implementation of the mashup metadata generator.

• Evaluation of the metadata generator.

• Co-interpreting the evaluation results (80%).

• Design and implementation of the visualisation show case.

• Co-authoring the publication (90%).
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2.1 Abstract

One can define the origin of an artist as the geographical location where he
started his career. The origin is an important metadata element, because it can
help to specify subgenres, be an indicator of regional popularity and improve
recommendations. In this paper, we present six methods to determine the
origin, based on Web data sources: one extracts data from Last.fm, two query
Freebase and three analyze biographies. We evaluate the different methods
with 11275 artists. Circa 55% of the artists can be classified using biographies.
The best Freebase method can classify 26% and the Last.fm based method
7%. When comparing on accuracy, the Last.fm and Freebase methods perform
similarly with around 90% accuracy. For the biography-based methods we
achieve 71%. To improve coverage, a final, hybrid method achieves 77%
accuracy and 60% coverage. The accuracy of the continent classification is
87%. As a showcase for our classifier, we developed a mashup application
that displays, among others, information about the origin of artists from radio
station playlists on a map.

2.2 Introduction

In a previous project [1], we developed a music player for hotels, restaurants and
pubs. Peculiar to our approach is that a user can describe the music he wants
by referring to a situation, rather than by defining the usual search criteria
on artist, title, etc. This system uses almost 40 metadata fields, manually
annotated by music experts of Aristo Music (http://www.aristomusic.com),
which is a very time-consuming and expensive labor. Currently, the Aristo
Music database contains around 58000 songs. The time-consuming metadata
annotation process is difficult to scale: in the case of Aristo Music for instance,
it limits the ability to penetrate new markets. In order to assist the experts, we
already achieved some success in automating the annotation process for some
metadata fields [2].

This paper reports on ongoing work in the MuziK project that focuses on
automatically generating the metadata fields that are most costly to do
manually and most relevant for end users. For this purpose, we rely on a
variety of approaches: digital signal processing [3], web-based classification [4]
and data analysis [5].

This paper focuses on one of the parameters: the origin of an artist, defined
here as the geographical location where an artist started his musical career.
This can be hard to determine sometimes. It can be seen as the country of the

http://www.aristomusic.com
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artist’s first success, where he lived most of his life or where some of the group
members live. For example Georg Friedrich Händel was born in Germany, but
went to England where his career really took off.

2.2.1 Relevance

Although the origin of an artist can thus be quite fuzzy, it is a useful piece of
metadata in many cases.

• Some subgenres are based on geographical location of the artist, for
example Britpop and Viking Metal.

• It can also be a good indicator of the popularity of an artist in a
region, as most artists are often most popular in their country of origin.
An artist popularity visualization based on Last.fm data shows this
by comparing two countries, http://hublog.hubmed.org/archives/
001085.html. There are of course exceptions with an international
carreer, like the Spice Girls.

• Recommendations can also improve by using the artist’s origin. They
can be tuned to the location of the listener. Some musically very similar
songs can be good or bad recommendations, depending on the region
(and dialect): for example, a small stage art genre in Belgium and
the Netherlands (called “Kleinkunst”) is mostly expressed in regional
dialects and if the recommendation for a song from Antwerp is a song
originating from Amsterdam it could break the atmosphere, although
they are musically very similar.

The data in Figure 2.1, collected during an internal time management
evaluation, shows the average time in seconds needed by a music expert to
annotate different metadata fields. Origin is the 6th most expensive element,
and rather close to the top. Providing the origin often requires manual lookup
work, hence making it very expensive to annotate. Annotating continent takes
much less because it is derived from origin. Target region is used for localized
music distribution and is done in batch, making it faster. One can determine
the origin in a more or less precise way. Sometimes, the country is not specific
enough due to differences in regional music styles or linguistic, cultural or
religious differences within a country, as in for instance East coast vs. West
coast rap. We rely on two levels: country and continent.

http://hublog.hubmed.org/archives/001085.html
http://hublog.hubmed.org/archives/001085.html
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Figure 2.1: The average number of seconds to manually annotate a metadata
field.

2.2.2 Related work

Today, specialized search engines enable searching for persons, which often
requires linking different sources to a person. Researchers are using knowledge
management systems to find experts [6]. Numerous examples can be found
online: NNDB (http://www.nndb.com/), Pipl (http://pipl.com/), and
Spock (http://www.spock.com/). They often offer information on birthplace
and residence and some even recognize music artists. Except for Celma’s
demo [7], we did not find any related work specialized towards classifying the
origin of music artists.

Origin is annotated by the experts based on either their personal knowledge
of the artist or by looking up the origin information. Therefore, we try to
automate this metadata field by extracting information from web data sources.
In this paper, we present our approach to classify an artist’s geographical origin.
First, the web data sources and algorithms will be explained and evaluated in
section 2.4. Afterwards, we discuss the concept and design of our mashup
tool, which locates artists of radio station playlists as a demonstration of the
technique, and present the conclusion and possible further work.

http://www.nndb.com/
http://pipl.com/
http://www.spock.com/
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2.3 Finding the origin

Determining the origin of the artist will be very hard by using content-based
techniques (e.g. by analyzing the signal). The best option is to analyze other
data sources. In our quest to classify the origin we looked at a wide plethora
of music related web resources. Most of these resources are in plain text, for
example sites with reviews like Amazon.com, which makes it hard to extract
geographical locations, but results can be achieved with for example named
entity recognition [8]. One of the main problems is the use of the names
of the inhabitants or adjectives of geographical locations, e.g. German vs.
Germany. These kinds of words are called demonyms and are not recognized
as geographical descriptors by most named entity recognizers, e.g. Open
Calais (http://www.opencalais.com/). Luckily, more structured data sources
are available: for instance, most Wikipedia artist pages contain a box with
background information. Moreover, there are some online databases available
for querying, e.g. Freebase (http://www.freebase.com). Tags are also a rich
source of information and often contain geographical data. If an artist is really
more popular in his country of origin (not proven), listening counts of an artist
per country might also be an interesting source.

Our approach relies on several methods with different data sources, because no
single data source covers all artists. In the remainder of this section, we will
present our methods to determine the origin of an artist. Section 2.3.1 covers
a screen scraping technique based on Last.fm (http://last.fm). Section 2.3.2
presents two approaches that rely on Freebase, and section 2.3.3 details a
method to analyze an artist biography with demonyms.

2.3.1 Origin determination with Last.fm

Last.fm is a well-known music recommender system and a music community
website with over 30 million users, making it a great resource of metadata
for MIR, such as biographies and tags [9]. For some artists, Last.fm contains
the origin and sometimes their different whereabouts over time, for example
Radiohead is located in Abingdon, Oxfordshire, UK since 1986, according to
http://www.last.fm/music/Radiohead. We scrape the Last.fm artist page
with Dapper (http://www.dapper.net/open/), which basically creates a web
service out of unstructured data. Sometimes the data on Last.fm is incomplete:
e.g. New York, without a country. To fill in these gaps, we use the Google
Maps API (http://maps.google.com) for geocoding to retrieve the ISO 3166-
1 country code, used to identify the origin.

http://www.opencalais.com/
http://www.freebase.com
http://last.fm
http://www.last.fm/music/Radiohead
http://www.dapper.net/open/
http://maps.google.com
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2.3.2 Origin determination with Freebase

Freebase [10] is a large collaborative semantic database, containing structured
data, harvested from different resources, e.g. Wikipedia.org and Mu-
sicBrainz.org. Freebase allows querying through a REST-ful web service, using
ontologies to describe the semantics and data inter-linking. Different classes
(/music/group_membership, /music/artist, /music/musical_group/member)
describe music artists and within these, others (place_of_birth, nationality,
origin, places_lived) describe geo-locations. We run a long complex query
covering all the artist and geo-location classes of Freebase, which is used in 2
methods:

• Based on the freebase origin class (freebase-origin): the origin
class is geo-coded with the Google Maps API to get the country code,
which is the result.

• Most frequent location (freebase-most_freq): takes the national-
ity, birthplace and places where the artist lived and geocodes them all.
The most occurring country code in all the locations is selected. Then out
of all the locations with this selected country code, the most occurring
city is selected. The location of that city and country code is the result of
the method. To conclude, this method returns the most frequent location
of nationalities, birthplaces and residences of the group members.

2.3.3 Origin determination with biographies

Biographies often provide a lot of geographical information and thus can
be a great source of information on the origin. As mentioned before,
authors often describe geo-locations with demonyms, for example “Anders
Trentemøller is a Danish electronic musician. . . ” (from http://www.last.fm/
music/Trentemoller). We looked for natural language stemmers to transform
demonyms, but none were found. One might be able to extend a stemmer with
rules to cover all exceptions. We use a list of countries and their demonyms
from Wikipedia, which also contains Anglo-Saxon cities and the states of the
USA (http://en.wikipedia.org/wiki/Nationality). We noticed that the
origin or residence of an artist is often mentioned in the first sentences of the
biography. We implemented 3 variations that exploit this characteristic. The
biography is split into natural language sentences and for every sentence the
occurring demonyms and locations are noted.

• Highest occurrence (bio-most_freq): The result is the demonym or
geographical location that occurs most often.

http://www.last.fm/music/Trentemoller
http://www.last.fm/music/Trentemoller
http://en.wikipedia.org/wiki/Nationality
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• Favor first occurrences (bio-favour_1st): For every encountered
country code (cc) a list of sentence numbers s in which cc occurred is
kept. Say, stot is the total number of sentences in the biography, then
following formula is calculated for every country code cc:

Rcc =
length(s)∑

i=0

(stot + 1)− si

stot + 1
(2.1)

The result is the country code with the highest Rcc.

• Weaker favoring first occurrences (bio-weak_favour_1st): this
method is equal to the previous, but another weighting function is applied
for every country code cc:

Rcc =
length(s)∑

i=0

(stot + 2)− si

stot + 1
(2.2)

Again, the result is Rcc. This method tries to spread importance a bit
more over the sentences.

2.4 Evaluation

The approaches from section 2.3 are evaluated against a ground truth data set
provided by Aristo Music. First, we describe the data set normalization, then
the results are discussed and a combination of all methods is presented.

2.4.1 The data set

As ground truth, we use the origin and continent field from the Aristo Music
database. They group metadata per song, although the origin is an artist
property. For some artists, different songs indicate different origins, due to
errors in the database. In those cases, we consider the origin that occurs most
often. From the data set, we removed 10 artists that are not annotated with
origin, as well as artists with an origin value like “Mixed” and “Others”: these
are used when for instance a group of artists collaborate, e.g. “George Michael
& Aretha Franklin”. These artists are removed from the ground truth – we
identify them through connectors like “and”, “feat.” and “vs.”. The Caribbean
contains the Caribbean Sea and its islands and cannot be mapped to a single
country code. Artists annotated with “Caribbean” are thus also removed from
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Table 2.1: The number of artists in the data set and for each continent in the
cleaned data set.

the ground truth based. The overall result is that 25% are removed: we keep
11275 artists (Table 2.1).

To classify continents, the origin is mapped to a continent lookup table.
There are different ways to define continents, based on geography or political
treaties. We use a Wikipedia table (http://en.wikipedia.org/wiki/List_
of_-countries_by_continent_(data_file)). Table 2.1 also shows the
distribution of artists over continents. Our data set reflects mainstream music
taste in Europe, with a strong representation of North America and Europe.

As input for the methods, the artist page and biography is retrieved for all
artists with the Last.fm API. All origins are geocoded to obtain the country
code.

2.4.2 The results

Section 2.4.2 examines how well all approaches cover the data set. Section 2.4.2
discusses the accuracy of the results per method. Finally, we present a new
method that increases the coverage and improves overall performance.

Coverage

The coverage is defined as the number of artists of the ground truth that have
been determined. Figure 2.2 shows the percentage of artists for which an origin
was found per method. For 59%, an origin can be found by at least one of the
methods. The large difference in coverage is the main reason why we use
multiple data sources.

http://en.wikipedia.org/wiki/List_of_-countries_by_continent_(data_file)
http://en.wikipedia.org/wiki/List_of_-countries_by_continent_(data_file)
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Figure 2.2: The percentage of annotated artists by the different methods.

Only a small percentage of Last.fm artist pages (7%) contain the origin.
Freebase covers a bit more than 26%. Surprisingly, only 5% less artists have
an explicit origin class in the Freebase ontology. For the three biography-based
methods, the coverage is obviously the same (56%) and about double that of
Freebase. As only 63% of artists have a biography, this means that almost
all of the retrieved biographies contain geographical information. For 62% of
the artists, an origin could be retrieved with at least one of the methods. The
coverage of the combination method will be discussed later.

As discussed, the best method can only annotate 56% of the artists. One of
the reasons is that Aristo Music is a Belgian company with a database that
includes many local artists for whom neither biographies nor freebase entries
are available. There is also a rich tradition of mardi gras music in Belgium,
made by artists well known in a very small region (sometimes only a village
or town) for a short period of the year. Their online presence is zero. There
are also possible differences in artist name writing between Aristo Music and
Last.fm. The latter often offers alternative pages for the different writings;
most of these pages contain no biography or a very condensed one, disabling
the biography-based methods.

Accuracy

The combination method makes use of the results of the other methods.
Therefore the same data set cannot be used to evaluate all methods. A data
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Table 2.2: The accuracy and 95% confidence intervals for all methods for the
classification of continent and origin on the LFB data set.

set, called combo data set, contains 3000 randomly selected artists from the
full data set to evaluate the combination method. The 8275 artists left are
used to evaluate the Last.fm, Freebase and biography methods and is called
the LFB data set. The coverage of the LFB and combo data set is almost equal
to Figure 2.2 (up to about 1% difference).

The accuracy is defined as the number of correct classifications divided by
the total number of artists covered by a method. The accuracy of the
Last.fm, Freebase and biography-based methods for the continent and origin
classification on the LFB data set is shown in Table 2.2. As expected, the
continent classification is performing better, because small errors in the origin
will not impact on the continent classification: for instance, a misclassification
of a French artist as a German one will still result in a correct continent
(Europe). The Last.fm screen scraping approach has the highest accuracy
overall and the Freebase methods perform equally well and are close second.
Their 95% confidence intervals overlap, so the best performer cannot be
concluded, nor from performed t-tests. There is quite a drop in accuracy when
using the biography as a source. Continent classification with biographies
performs much better than origin. When comparing the results of the 3
different biography-based methods, it is clear that our assumption that the
origin appears in the first sentences is valid, because the method favoring the
first sentences most strongly, bio-favour_1st, is the best.

All methods have their issues. We noticed that some of them occur due to errors
in geocoding of locations with the same name, e.g. Birmingham in USA and
UK, or a mix-up between small geographical entities and their big neighboring
countries, e.g. Jersey and England, Luxemburg and Belgium. Another problem
occurs when different artists have the same name; in that case, they have to
be identified on song level. Of course, there are also method dependent errors:
for example, sometimes the Last.fm origin is given as a demonym instead of
a country, e.g. “American” and “French”, and the geocoding will resolve this
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Figure 2.3: The accuracy of every method for every continent on the LFB data
set.

to another country, respectively to Americana, Brazil and Wattsburg, USA.
The freebase-origin method often takes the country of birth as the origin of the
artist, e.g. Akon was born in Senegal, but moved as a child to the USA. In
the case of freebase-most_freq, it occurs that one band member dominates the
locations, because Freebase contains many more geographical data on that one
member as the rest. This is the case with Ry Cooder of Buena Vista Social
Club: he originates in the USA, while this is a Cuban band. The Last.fm
biography can contain multiple biographies from different artists with the same
name. This of course confuses the biography-based methods.

In Figure 2.3, we can see the accuracy for every method for every continent. It
is clear that the continent classification works better for Europe, North America
and Oceania. This can be due to the strong representation of these continents
in the ground truth or a stronger representation on the web (see Table 2.1). To
be able to see a consistent trend, we need more data for the smaller continents.
We noticed that the misclassifications of the biography-based methods for Asia
can often be traced back to Japan, because of Japanese album releases. Some of
the Belgian and Dutch artists are classified with former colonies. This happens
when the biography contains the place of birth or performance locations. Bio-
favour_1st outperforms the two other biography methods in Africa, Asia and
South-America. Due to the high number of countries it is impossible to this on
country level.
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Table 2.3: The accuracy and 95% confidence intervals for all methods on the
combo data set.

Improve by combination (combo_method)

We will now introduce a new method that maximizes coverage and improves
performance beyond bio-favour_1st. The idea of the new method is to use all
origins found by all methods to improve the coverage and select the origins
smartly to improve accuracy.

The result is selected in an order based on the accuracy in Table 2.2. Since
the 95% confidence intervals of the Last.fm and Freebase methods overlap, we
don’t know which one is significantly better. We used the highest accuracy
and the spread of the confidence intervals to order. If a location of lastfm-
origin is available, this is the result, because it has the highest accuracy.
Otherwise freebase-most_freq is selected, because the confidence interval of
freebase_most_freq lies encapsulated in that of freebase-origin, then freebase-
origin and as last option bio-favour_1st. We can still improve this slightly by
using the continent accuracy in Figure 2.3. Freebase-origin performs better in
Africa, Asia and South-America. If the origin determined by freebase-origin is
from these continents, this is selected before freebase-most_freq.

Obviously, the coverage of the new method (59%) for the complete data set
equals the percentage found by all methods (Figure 2.2). The accuracy of
the combo-method for classifying origin on the combo data set is shown in
Table 2.3. The method with the highest coverage previously, bio-favour_1st,
improves from 71% to 77% and for continent to 86%. The lower accuracy,
compared to the Freebase and Last.fm methods, is caused by half of the results,
which are from bio-favour_1st. The combo-method performs 14% less than the
best method, freebase-most_freq, but covers more than double.

Table 2.4 shows the recall, precision and F-measure of the 10 countries with
the most artists classified by combo_method. Overall the precision is higher
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Table 2.4: Precision, recall and F-measure of the top countries categorized by
combo_method.

than the recall. A higher precision is preferred for this task, because the main
task of the classifier is to classify new artists. Belgium, the Netherlands and
Germany have a rather low recall value. Currently, these countries are the
main markets of Aristo Music, so there are comparatively more globally lesser-
known artists in the database for these countries than others and thus less data
available on the web. The lower precision for Canada is probably caused by
misclassifications with US and mistakes by the biography analysis: for example,
if the bio mentions “French speaking”, then the artist may be classified with
France.

2.5 Mashup

As a showcase for the classifier, a mashup application was developed, that
visualizes playlists from radio stations and locates the artists on a map, based
on the origin classifier. We also link the data to YouTube videos, biographies
and the Last.fm account.

The playlists are retrieved from Last.fm accounts, Twitter or scraped from radio
station websites with Dapper. Yahoo! Pipes retrieves the data from these
sources and adds the biography, pictures, track duration and Last.fm URL
from the Last.fm API. Then we apply the origin classifier, implemented as a
REST web service on Google App Engine. It requires the artist, the biography
and the Last.fm artist page URL; e.g. http://artistlocator.appspot.com/
?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/

http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
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Figure 2.4: A screenshot of the mashup application.

Morrissey. Figure 2.4, shows a screenshot of the mashup application, http:
//www.cs.kuleuven.be/~sten/lastonamfm/.

During its 24 days online, the mashup attracted 220 individual visitors; almost
30% of them return. Most visitors come from Belgium, USA, France and UK.
On 8 May, it was “Mashup of the Day” on Programmable Web (http://www.
programmableweb.com/). A Belgian national radio station discussed it on air.
Another radio station intends to use it to analyze playlists of competitors.

2.6 Conclusion and future work

Our aim was not to build a very complex classifier, but to see how far we
could get using simple techniques. Real life systems can often benefit from
this, e.g. short computation time. This rather simple approach leads to
decent performance. From 6 different methods to classify the origin, the 4
best performing are combined in the final classifier to maximize coverage to
59%. The resulting origins are selected from the classifier with the highest

http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
http://artistlocator.appspot.com/?artist=Morrissey&bio=Test+bio&last_fm_url=http://www.last.fm/music/Morrissey
http://www.cs.kuleuven.be/~sten/lastonamfm/
http://www.cs.kuleuven.be/~sten/lastonamfm/
http://www.programmableweb.com/
http://www.programmableweb.com/
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accuracy. This results in a final accuracy of 77% for origin classification and
86% for continent classification.

The classifier can probably benefit from applying data mining techniques. For
example the biographies can be analyzed for words that co-occur for artists
of the same country. Something similar could be trained on the Last.fm tags
of artists with the same origin to extract geographical information from tags.
Another idea is to use named entity recognition, like Open Calais, to extract
birthplaces and other geographical facts. This could complement the demonym
analysis to get more detailed information, for example city names.

One important way to improve the classifier is by increasing the coverage. The
identification of an artist online has to be improved to get the correct biography.
This can be done with online identification services, e.g. MusicBrainz. More
data sources can also enable further improvement. People search engines
sometimes show the birthplace and could thus be leveraged. Additional data
sources, such as Belgian rock/pop catalogs, could be exploited to cover local
artists. An obstacle might the intellectual properties of such collections. The
web can be used as a whole to extract information from by for example crawling
music related sites, using search engines for classification [4] or using links from
semantic search engines, like http://sig.ma.

In any case, we believe that our classifier is accurate enough to automatically
annotate the origin of an artist for applications like that of Aristo Music. This
can remove the need for costly manual effort and enable scalable automation
for an important metadata element.
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3.1 Abstract

Genre classification is a key aspect of music descriptions. In 2006, Schedl
et al. presented a method for genre classification through web-based co-
occurrence analysis. We evaluate whether this method is still valid, given
the evolution of the web search technologies. We identify some issues with
page count as the main parameter for the analysis in relation with the used
genre taxonomies, choice of search engine, etc. We show that the results vary
over time. Depending on the required response time, we suggest two different
strategies for music genre classification using this method. Finally, we discuss
future work.

3.2 Introduction

In the rockanango project [1], we developed a music player for hotels,
restaurants and bars. Specific to our approach is that a user can describe
the music he wants by referring to a situation, rather than by defining the
usual search criteria on artist, title, etc. Behind the scenes, we rely on
almost 40 metadata elements, manually determined by music experts of Aristo
Music1. Manual annotation is a very time-consuming and thus expensive labor.
Currently, the Aristo Music database contains around 60.000 songs. We assist
the experts by automating the annotation process for some of the metadata
elements [2]. We focus on automatic metadata generation for elements that
are most costly to annotate and of highest relevance. For this purpose, we rely
on a combination of digital signal processing [3], web-based techniques [4] and
external “linked data” sources [5].

In this paper, we focus on musical genre, one of the most relevant metadata
elements [6]. The definition of genre is not universally agreed upon and
many genre taxonomies exist [6]. Music experts rank genre as the most
important parameter for selecting music when creating musical contexts
(dynamic playlists based on metadata) [1]. On average, a music expert needs
33 seconds to annotate genre. As figure 3.1 shows, genre is the fourth most time
consuming parameter to annotate. Because of the importance of the parameter
and the annotation effort needed, genre is a high priority for automation.
In previous work, we already automated another parameter, the origin of an
artist [7].

1Aristo Music, http://www.aristomusic.com (viewed on 18 Sept. 2009)

http://www.aristomusic.com
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Figure 3.1: The average time in minutes to manually annotate a metadata
field.

Web-based classification can be achieved with different techniques. Examples
are the use of (public) API’s2 [7][8]. Alternatively, web pages concerning a band
or a song can be analyzed [9]. This paper relies on an analysis of search engine
result counts as source for classification [4], which is a very interesting approach
for genre classification with good performance. This approach is simple, easy
to implement and works for artists and songs that are not covered by external
data sources, e.g. for artists without an artist page on Last.fm. Moreover,
the technique can be applied more broadly to determine other data elements
than genre, e.g. mood [10]. On the other hand, there may be legal issues
with automatically querying search engines and there is a risk of becoming too
dependent on third-party services that may evolve without any consideration
for how we use them. This paper focuses on the performance of the approach
rather than on when and how to deploy it.

Geleijnse et al. [10] presented a very similar approach to [4] with similar results.
We analyzed Schedl’s results in some detail, because we initially obtained far
worse results, even with the same dataset and genre taxonomy. We only reached
50% accuracy versus the 62% reported by Schedl. When we repeated the
analysis, we obtained different results. We analyzed Schedl’s results and not
Geleijnse’s, because of the larger data set. The topic of this paper is to validate
whether this approach still works and analyze how it performs on different
search engines. First, we will briefly explain the approach, and then we will

2e.g. http://www.discogs.com/, http://the.echonest.com and http://last.fm (viewed
on 18 Sept. 2009)

http://www.discogs.com/
http://the.echonest.com
http://last.fm
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elaborate on the setup of our experiments and present the observations we
made. Afterwards, we analyze possible causes and strategies to cope with the
problems. Finally, we conclude with future work.

3.3 Music genre classification by web-based co-
occurrence analysis

For genre classification on artist level, Schedl et al rely on co-occurrence
analysis. This means that a search engine is queried with the combination
of the name of an artist and a music genre. The search engine returns a
number of pages, in this paper referred to as page count, pc. This number
is divided by the page count for the individual genres or artists names. This
creates conditional probabilities, resulting in probability distributions for artist
genres, e.g. the conditional probability for the artist name (a) to be found
on a web page that mentions the genre name (g) can be written formally as
follows p(g|a) = pca,g

pca
with pca the page count of the artist and pca,g the page

count of the combination of artist and genre. To limit the retrieved pages,
schemas are introduced, which are keywords that are added to the query. We
limit ourselves to the two best performing schemas for genre classification,
namely “music+genre” and “music+style”, hereafter named MG and MS. For
an elaborate explanation we refer to [4].

To classify the genre of Bruce Springsteen for example, we execute the following
queries: first the artist query “Bruce+Springsteen”, then one for every genre,
e.g. “Bruce+Springsteen+music+genre+blues”. The page count of every genre
query is divided by the page count of the artist query, and the best classification
is the genre with the highest result.

We use the same ground truth data set as Schedl, referred to as C1995a. This
dataset is retrieved from AllMusic and contains 1995 artists with 9 very general
genres: Blues (189 artists), Country (245 artists), Electronic (98 artists), Folk
(84 artists), Jazz (810 artists), Metal (263 artists), Rap (44 artists), Reggae
(60 artists) and RnB (202 artists) [4].
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3.4 Re-runs of the original experiment

3.4.1 Setup

Our starting point was to re-run Schedl’s experiment on the same data, in order
to find out whether the technique still works as well as in 2006. The experiment
was carried out multiple times, in order to enable analysis over time.

As the methodology is in essence search engine independent, we also
investigated how different search engines perform on the same task. Schedl
used the Google API to retrieve the search result counts. This API is no longer
publicly available. Therefore, we scrape the search result counts from the web
page returned by the search engine. The query consists of the artist and/or the
genre plus a schema. Schedl uses quotes around the artist name, while we joined
the whole query with “+”, like “Bruce+Springsteen+jazz+music+genre”.

The experiment has been repeated 8 times over a period of 36 days, in May and
June 2009, over multiple search engines: Google (www.Google.com), Yahoo!
Search (search.yahoo.com) and Microsoft Live Search (search.live.com).
Because the search engines employ techniques to detect software querying their
services, waiting times are inserted after every query.

3.4.2 Observations

We will analyze the accuracy of the search engines over time and the impact
of the MG and MS schemas.

The accuracy, defined here as the number of correct classifications divided by
the total number of artists classified, is shown in Figure 3.2 for the 3 search
engines and the MS and MG schemas.

MG outperforms MS.

The first major observation is that the accuracy with the MG schema is always
better than the MS schema. We can thus confirm the results from [4] and
generalize them to other search engines, than just Google. An explanation can
be that style is a broader term than genre for music, including more pages of
lesser relevance in the search engine queries and thus in the page counts. With
a co-occurrence check on Google for “genre” and “style”, we found that 25%
of pages containing “style” also contain “music” as opposed to 87% of pages
containing “genre” also containing “music”.

www.Google.com
search.yahoo.com
search.live.com
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Figure 3.2: Accuracy of Google, Yahoo! and Live on the C1995a data set.

Google outperforms Yahoo! And Live.

Google outperforms Yahoo! and Live with both schemas.

Results fluctuate over time.

Google fluctuates between 54% and 63% and Yahoo! fluctuates most. Microsoft
Live has the most stable results over time.

Technical problems with Yahoo!

The fluctuations are caused by partial measurements due to Yahoo! banning
our batch querying process. Yahoo! never achieves to classify the whole set
of artists. The maximum is 686, the minimum 347 and on average 452 artists
(with a standard deviation of 100,5) are classified. The number of artists that
get a classification for three different measurements does not rise above 138.
This means that the results for Yahoo! are not usable for comparison.
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Figure 3.3: Motion chart of the precision and recall for Google, Yahoo! and
Live on the C1995a data set.

Precision and recall.

Figure 3.3 shows a motion chart3 of the precision and recall of Google.com and
Live.com search engines on the C1995a data set. Each circle displays a genre
classified by a search engine. The size of the circles corresponds to the number
of correctly classified artists per genre and the color of the circle visualizes the
correct genre.

The jazz circles in the upper right (high precision and high recall) corner
illustrate that jazz can be accurately classified, with high precision and recall,
especially for Google.com.

The country circle on the lower right with a recall of 94% is for the classification
of Country with Live. The precision is very low (20%), due to the fact that
about 4 times more artists are classified as Country than present in the ground
truth. It is clear that Country acts as an attractor. The reason is that

3Gapminder, http://www.gapminder.org (viewed on 18 Sept. 2009)

http://www.gapminder.org
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many artist pages contain information on the country of origin. An ad hoc
measurement with Google shows a 22% co-occurrence between “music+genre”
and “music+genre+country”. The co-occurrence analysis has no good way
to detect this kind of collision, apart from optimizing the genre names in
the taxonomy by analyzing their behavior on the search engines. You can
experiment with the motion chart at http://hmdb.cs.kuleuven.be/muzik/
gapminder.html.

As the variability of accuracy is somewhat surprising, we set up a second
experiment, with a more limited data set, for fine-grained analysis of a larger
number of repeated observations.

3.5 Fine-grained experiments

3.5.1 Setup

To be able to analyze the classifications in more detail, a second data set
was created, containing a random selection of 2 artists for every genre from
C1995a. This results in a set of 18 artists, named C18a and can be viewed at
http://hmdb.cs.kuleuven.be/muzik/C18a.html. We classified these artists
twice a day at 0:30h CET and 18:30 CET for a period of 53 days, from May 7
till 28 June. Due to technical problems with our server, we only collected 96
measurements. Moreover, in order to compare regional versions of Google and
Yahoo! we added more search engines: Google.co.uk, Google.be, Google.fr,
uk.search.yahoo.com and fr.search.yahoo.com. Microsoft Live Search does not
provide a regional search. This results in around a 250.000 queries for the whole
experiment, which illustrates why we limited our scope to 18 artists.

3.5.2 Observations

We analyze the accuracy of the main and regional search engines and compare
this to the C1995a results.

Comparison with C1995a.

Figure 3.4 shows the accuracy of the main search engines on the C18a data set,
at the same points in time as Figure 3.2.

http://hmdb.cs.kuleuven.be/muzik/gapminder.html
http://hmdb.cs.kuleuven.be/muzik/gapminder.html
http://hmdb.cs.kuleuven.be/muzik/C18a.html
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Figure 3.4: Accuracy on C18a at the same times as Figure 3.2

Figure 3.5: The accuracy of Google, Yahoo! and Live on the C18a data set.

The accuracy is not the same as for C1995a, but the overall trends are similar.
The MG schema is still more accurate, except for Yahoo! on some points.
Yahoo! MG is very stable, Live is still the worst in accuracy and Google the
best. We also see that the accuracy of Live and Google is a bit more variable.
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Figure 3.6: The accuracy of the regional Google search engines on the C18a
data set.

Overall results for C18a.

Figure 3.5 shows the accuracy of Google, Yahoo! and Live on C18a over the
99 measurements on the most accurate schema MG. Yahoo! is performing
very stable in contrast to the results of Figure 3.2. Google is again most
accurate overall and Live least. The accuracy of Google also fluctuates most,
especially in box 1 in Figure 3.5. Microsoft launched a new search engine, Bing,
(bing.com), on the 3rd of June 2009, replacing live.com. This did not lead to
noticeable changes in results. From here on we will refer to the Live and Bing
combination as Live.com. On 29 July 2009, Yahoo! and Microsoft announced
a business collaboration to replace Yahoo! Search with Bing in the next two
years4, which means that using Yahoo! for classification will be the same as
using Bing.

Regional Variations.

Figure 3.6 shows similar data the same as Figure 3.5, but for the regional
Google search engines. Overall, Google.com performs best, closely followed
by Google.co.uk. Next is Google.fr and then Google.be. The regional search
engines often fluctuate in a similar manner over time. The large fluctuations in
box 1 in Figure 3.5 and 3.6 are very similar for all regional engines. A possible
reason why Google.fr and Google.be perform less accurate than their Anglo-
Saxon siblings could be because the genres and schemas used in the queries
are in English. One could also check whether French and Belgian artists are
classified better or what would happen if the schemas would be translated to the

4http://www.microsoft.com/Presspass/press/2009/jul09/07-29release.mspx
(viewed on 18 Sept. 2009)

http://www.microsoft.com/Presspass/press/2009/jul09/07-29release.mspx
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Figure 3.7: Classifications for artists over time ordered on number of correct
classifications (light grey = correct, dark grey = incorrect).

French “musique+genre” or the Dutch “muziek+genre”. We did not investigate
this further.



118 AUTOMATIC METADATA GENERATION – CASE STUDY 2: USING SEARCH ENGINES.

Stability of artist classification.

In order to investigate whether search engines consistently classify an artist
correctly or incorrectly, Figure 3.7 visualizes the correct (light grey) and
incorrect (dark grey) classifications for the 18 artists with the MG schema. The
results are shown horizontally chronologically over the 99 measurements (equal
to Figure 3.5 and 3.6) and vertically the artists are ordered to allow clustering
of correct and incorrect classifications. Clearly, Yahoo! provides the most
stable classifications as it consistently classifies artists correctly (light grey) or
incorrectly (dark grey) at each point in time. This means that the stable overall
accuracy of Yahoo! in Figure 3.4 can be explained by a stable classification for
individual artists in the case of Yahoo!. On the other hand, Google changes the
classification of individual artists most often. Artists that are often correctly
classified sometimes get misclassified and vice versa. Changing from correct to
incorrect occurs most, but there is no clear pattern to be observed. By contrast,
Microsoft Live seems to be always struggling to classify the same one fourth
of the artists and doing this more wrongly than right, hence the low accuracy.
Box A in Figure 3.7 corresponds to 1 in Figure 3.5 and 3.6.

3.6 Strategies

Overall, in order to obtain the most accurate results, we would prefer to use
Google when it is not fluctuating, and Yahoo! when Google does fluctuate.
However, we need a strategy to find out when Google is fluctuating. Analysis
of figure 3.7 shows that in the bad day scenario different classifications occur
for normally ‘stable’ artists. Therefore, an embedded test set can be deployed
a number of times per day to verify the stability of Google. The outcome of
this simple test determines the selection of the search engine. We can detect
when Google behaves sub-optimally by comparing the correctness of the test set
with the average reported in Figure 3.5. It would be worthwhile to investigate
if repeating the queries several times could help us to further increase accuracy.

3.7 Conclusion and future work

In conclusion, the method suggested by Schedl et al. is still a valid approach
after 3 years of technological evolution. In that time span, the Web expanded
from 75 million web sites in March 2006 to 238 million in June 20095. The main

5http://news.netcraft.com/archives/web_server_survey.html (viewed on 18 Sept.
2009)

http://news.netcraft.com/archives/web_server_survey.html
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outcome of our research so far is that the accuracy of this approach varies per
search engine and, more surprisingly, can also vary considerably for a specific
search engine.

Unfortunately, we do not have detailed information about the internals of
the different search engines to understand the origin of fluctuations in the
page count, though according to [11] it could be related to propagation and
partitioning of indices and query distribution. Specifically for Google, the
frequent index rebuilding is often referred to as Everflux6. Again, we cannot
provide a definitive explanation, but hope to engage in a dialogue with the
search engine providers to further understand the underlying causes.

Regardless of the implementation of the search engine and based on our
observations, we note that Google outperforms Yahoo!, and Live if it is not
fluctuating (see figure 3.5). This fluctuation can be detected by deploying
simple statistics. In the case of fluctuation, it is better to use another search
engine.

Further research can help to understand the differences between localized
versions of the search engines. In our tests, the Anglo-Saxon version performed
better (see Figure 3.6). Accuracy may depend on the characteristics of the
music collection – google.fr may perform better in the classification of French
chanson, for instance.

Since Yahoo! Search will cease to exist, research on other alternatives (e.g.
Ask.com and Lycos.com) or search engines tailored to music (e.g. AllMusic)
could help to further understand the available options.

The used taxonomy is a very important factor in achieving high accuracy. The
current approach is pretty naïve and causes problems for some genres, like
RnB and Country. The taxonomy should be run in a small test run to check
if conflicts occur, e.g. terms that attract irrelevant search results. This should
also be checked in combination with the chosen schemas.

A generalization of the approach analyzed here can be used for classifications
other than genre. A generic implementation has been added to our metadata
generation framework [12] and we plan to analyze this in detail in the future.

6http://www.buzzle.com/articles/Google-everflux-just-what-we-needed-Google-on-speed.
html (viewed on 18 Sept. 2009)

http://www.buzzle.com/articles/Google-everflux-just-what-we-needed-Google-on-speed.html
http://www.buzzle.com/articles/Google-everflux-just-what-we-needed-Google-on-speed.html


120 AUTOMATIC METADATA GENERATION – CASE STUDY 2: USING SEARCH ENGINES.

3.8 Acknowledgement

We gratefully acknowledge the support of IWT Vlaanderen (project MuziK,
grant IWT 080226) and Aristo Music NV for the metadata annotation time
study and their musical expertise. We also acknowledge the implementation
work of our master thesis student, Benedikt Raes.



References

[1] S. Govaerts, N. Corthaut, E. Duval, “Moody Tunes: The rockanango
Project”, Proceedings of the 7th International Conference on Music
Information Retrieval, Victoria, Canada, 2006, pp. 308-313.

[2] S. Govaerts, N. Corthaut, E. Duval, “Mood-ex-Machina: Towards
Automation of Moody Tunes”, Proceedings of the 8th International
Conference on Music Information Retrieval, Vienna, Austria, 2007, pp.
347-350.

[3] G. Tzanetakis, P. Cook, “Musical Genre Classification of Audio Signals”,
IEEE Transactions on Speech & Audio Proceedings, Jul. 2002, 10(5), pp.
293-302.

[4] M. Schedl, T. Pohle, P. Knees, G. Widmer, “Assigning and Visualizing
Music Genres by Web-based Co-occurrence Analysis”, Proceedings of the
7th International Conference on Music Info. Retr., Victoria, Canada, 2006,
pp. 260-265.

[5] J. Bergstra, A. Lacoste, D. Eck, “Predicting Genre Labels for Artists
Using FreeDB”, Proceedings of the 7th International Conference on Music
Information Retrieval, Victoria, Canada, 2006, pp. 85-88.

[6] J. J. Aucouturier, F. Pachet, “Representing Musical Genre: A State of the
Art”, Journal of New Music Research, 2005, pp. 83-93.

[7] S. Govaerts, E. Duval, “A Web-based Approach to determine the Origin
of an Artist”, Proceedings of the 10th International Conference on Music
Information Retrieval, Kobe, Japan, 2009.

[8] P. Lamere, “Social tagging and music information retrieval”, Journal of
New Music Research, 37(2), 2009, pp. 101–114.

121



122 REFERENCES

[9] P. Knees, E. Pampalk, G. Widmer, “Artist Classification with Web-
based Data”, Proceedings of the 5th International Conference on Music
Information Retrieval, Barcelona, Spain, 2004, pp. 517-524.

[10] G. Geleijnse, J. Korst, “Web-based Artist Categorization”, Proceedings of
the 7th International Conference on Music Information Retrieval, Victoria,
Canada, 2006, pp. 266-271.

[11] R. Baeza-Yates, C. Castillo, F. Junqueira, V. Plachouras, and F.
Silvestri, “Challenges in Distributed Information retrieval”, International
Conference on Data Engineering (ICDE), IEEE CS Press, Istanbul,
Turkey, April 2007.

[12] K. Cardinaels, M. Meire, E. Duval, “Automating Metadata Generation:
the Simple Indexing Interface”, Proceedings of the 14th International
Conference on World Wide Web, WWW 2005, Chiba, Japan, 2005, pp.
548-556.



Chapter 4

Finding an appropriate
metadata schema for an
application

This chapter is a copy of the previously published article:

Corthaut, Nik; Govaerts, Sten; Verbert, Katrien; Duval, Erik. Connecting
the dots: music metadata generation, schemas and applications,

Bello, Juan Pablo; Chew, Elaine; Turnbull, Douglas (eds.), ISMIR,
Philadelphia, USA, 14-18 September 2008, Proceedings of the 9th

International Conference on Music Information Retrieval, pages 249-254.

Contributions as author:

• Co-analysing the metadata schemas (50%).

• Co-defining the metadata field clusters and application domains (50%).

• Co-designing the comparison method (50%).

• Co-analysing the results (50%).

• Co-authoring the publication (50%).

123



124 FINDING AN APPROPRIATE METADATA SCHEMA FOR AN APPLICATION

4.1 Abstract

With the ever-increasing amount of digitized music becoming available,
metadata is a key driver for different music related application domains.
A service that combines different metadata sources should be aware of the
existence of different schemas to store and exchange music metadata. The
user of a metadata provider could benefit from knowledge about the metadata
needs for different music application domains. In this paper, we present how
we can compare the expressiveness and richness of a metadata schema for an
application. To cope with different levels of granularity in metadata fields we
defined clusters of semantically related metadata fields. Similarly, application
domains were defined to tackle the fine-grained functionality space in music
applications. Next is shown to what extent music application domains and
metadata schemas make use of the metadata field clusters. Finally, we link the
metadata schemas with the application domains. A decision table is presented
that assists the user of a metadata provider in choosing the right metadata
schema for his application.

4.2 Introduction

Metadata plays an important role in MIR research. In 2007, we proposed
a semi-automatic approach for the generation of music metadata [2] in
the rockanango project [1]. In this approach, we bundled the power of
computational techniques, the wisdom of the crowds and the experience of
the music experts of Aristo Music (www.aristomusic.com), the company with
whom we collaborate. This was needed because of the increasing volume of
music that needs annotation within a reasonable amount of time and cost.

A diversity of available metadata web services can be used to facilitate the
annotation process. Amazon.com has a substantial web API to retrieve
metadata about their products. Available music metadata for CD’s includes
reviews from editors and customers, track listings, release dates, genres,
labels, popularity and similar items. Last.fm (http://last.fm), the well-
known social recommendation music service, provides a web service to retrieve
user, artist, group and tag data. The All Music Guide is also a very rich
source of music metadata. MusicBrainz (http://www.musicbrainz.org) is
a community based music metadata database used for CD recognition. It
contains artists, tracks, labels and releases. Discogs (http://discogs.com)
offers a neat web service with good pointers to different production houses and
publishers.

www.aristomusic.com
http://last.fm
http://www.musicbrainz.org
http://discogs.com
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Figure 4.1: Internals of the metadata framework.

Another kind of web service is available that, given an audio file, returns the
results of different signal processing algorithms. Echo Nest (http://analyze.
echonest.com/) recently released a web service that returns a set of musical
features, like timbre, pitch, and rhythm. It is aiming at different applications,
such as visualizations, games and DJ-software. Furthermore, Echo Nest has
been developing software that ‘listens’ to music and tries to predict which
songs will become hits. The MIR Group of the Vienna University of Technology
(http://www.ifs.tuwien.ac.at/mir/webservice/) also made a web service
available that returns a set of musical features for a given song (e.g. rhythm
patterns, statistical spectrum descriptors and rhythm histograms) and allows
the training of self-organizing music maps. In conclusion, these systems provide
diverse and useful metadata, however not without a substantial amount of
overlap.

We want to build a framework that makes use of the strength of the different
systems (see Figure 4.1). The input is a musical object (MO) that consists of
an audio file (the signal) and possibly some initial metadata (MD). When it
enters the system, a federated request for metadata among available generators
is done. Generators can use available a priori metadata to enhance predictions.
To cope with potentially conflicting results, [3] suggests different conflict
resolution approaches. The resulting metadata is stored in an internal format.
The generated metadata can cover the full range from low-level features, over
factual data e.g. the arrangement of the band, to affective metadata e.g. the
mood, similar songs or popularity.

By offering the choice between different existing music metadata formats (OF),
we enable the reuse of existing tools and parsers to handle the generated
metadata. To be able to store all the generated metadata we are looking
for a suitable metadata schema for internal use in the metadata framework.
In this paper we will select a set of metadata standards relevant for the task,
investigate in which application domains they are useful and evaluate their

http://analyze.echonest.com/
http://analyze.echonest.com/
http://www.ifs.tuwien.ac.at/mir/webservice/
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descriptive richness.

The description of large music works, e.g. the complete opus of a composer,
is beyond the scope of this paper. Likewise metadata schemas for metadata
exchange (e.g. METS [18]) or rights (e.g. ODRL [19]) are also out of the scope.
We focus on descriptive metadata schemas.

4.3 Comparison of metadata schemas

The goal of collecting metadata is to enable functionalities in an application.
To understand the usefulness of a metadata schema in different cases, we will
investigate which metadata is involved in different use cases. This will be the
foundation for defining music application domains and selecting a number of
relevant metadata schemas. For the sake of easier comparison, we introduce
a level of abstraction to the metadata fields by means of field clustering. The
three elements: the selected metadata standards, the different application
domains and categories of metadata fields will be introduced in this section.
The question which metadata schemas to use when building an application that
offers a certain functionality can then be answered through the comparison of
the three elements.

4.3.1 Application domains

Music metadata can be anywhere in the production cycle of music, whether it
be copyright information about a drum loop while composing or the number
of searches for a musical piece at an online store. For the use of metadata
schemas, we limit our application domains to software.

Clustering software applications into application domains allows easier com-
parison between different applications. The actual clustering is based on
the actions people perform when handling music [4] [14]. The eight clusters
cover the production cycle from conception (composition) over consumption to
transactions.

• Music library/encyclopedia: software systems for physical libraries, ency-
clopediae or companies that license music, describing factual knowledge
for large collections of music, e.g. AllMusic Guide.

• Personal collection management: software to organize your music
collection, e.g. iTunes, Winamp media library, Collectorz.com Music
Collector.
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• Commerce and transactions: applications involved in the act of shopping
for music, this includes presenting songs, searching and trading, e.g.
iTunes Music Store, Amazon, Magnatune.

• Music editing/production: the tools deployed in the creation and
adaptation of music, e.g. Logic Pro.

• Music playback: applications that render music files to its audible form,
e.g. your favorite music player.

• Music recommendation: services for discovery of new and similar music,
e.g. Pandora, Last.fm.

• Music retrieval: search and identification tools with different query
interfaces in all their forms, e.g. query by humming.

• Musical notation: creation and manipulation tools for musical scores, e.g.
Sibelius, WAV2Midi.

A real-life application will most likely use a number of application domains,
e.g. playlist generation can be classified as music recommendation and library
functionality, some music players also offer management of the personal music
collection.

4.3.2 Metadata standards

Metadata standards originate from different sources: it can evolve out of the
design of an application and through wide adoption become a de facto standard,
it can be focused on interoperability or it can be designed as a standard from
the start. No single metadata standard is at the moment available for music
covering all the possible requirements. Based on industry standards and the
use in ongoing research we selected eight music metadata standards. The
methodology presented in this paper is applicable to the many other available
standards (e.g. MARC [20], MODS [21]). Future work includes extending the
comparison with other relevant schemas.

• ID3: An ID3-tag is a data container of a prescribed format embedded
within an audio file. The stored data can contain the artist name, song
title and genre of the audio file. ID3 has a wide spread use in music
players and devices like iTunes, iPod and Winamp.

• FreeDB: is an online database to look up CD information by calculating
a unique ID for a CD to query the database. FreeDB is a community
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version of the commercial Gracenote service; both are used in a variety
of playback and MP3-ripping software.

• MusicBrainz: the scope of MusicBrainz [6] is the same as FreeDB, but
they have a moderated database and use identification on track level.
MusicBrainz is an RDF-based [7] web service.

• Dublin Core: is a standard for cross-domain information resource
description, which provides a simple and standardized set of conventions
for describing things online [11]. It is widely used to describe digital
multimedia materials.

• Music Vocabulary: describes classic musical works and performances in an
RDF-ontology [8], defining classes for musical works, events, instruments,
performers and relationships between them.

• Music Ontology: the goal is to link information about artists, albums and
tracks together and express relationships between musical information
for the Semantic Web [10]. The Music Ontology is based on Functional
Requirements for Bibliographic Records (FRBR) [13], but removes the
Expression entity to be able to model the creational process behind music
and is available as an RDF-ontology.

• MPEG-7: is a multimedia content description standard. MPEG-7 [9]
provides standardized tools for describing different aspects of multimedia
at different levels of abstraction. The XML-based syntax enables
interchange across applications, but without precise semantics metadata
interoperability can be a problem.

4.3.3 Metadata field clusters

Different metadata standards describe different things. To facilitate the
comparison of the standards we clustered the metadata fields in an iterative
process. First we clustered the elements of ID3 in semantically related clusters.
Next, we tried to map Music Ontology onto the ID3 clustering. This resulted
in a small adjustment in the clusters. The same procedure was used to add
the remaining metadata standards. The final clustering defines semantically
related elements, independent of metadata schemas or metadata fields. The
following clusters are defined:

• Musical info: musical properties of the audio signal, e.g. bpm, duration,
key.
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• Classifiers: categorizers for music organization, e.g. genre.

• Performance: descriptions of the people that are involved in a musical
performance, e.g. artists, conductor, engineers.

• Versioning: descriptions for different versions of the musical work and
relationships between the involved people and the related works, e.g.
original artists, contains sample from, remix of.

• Descriptor: describing the musical work, e.g. title.

• Rights & ownership: information about intellectual property manage-
ment, e.g. license, owner.

• Playback rendition: information useful for rendering of the music file, e.g.
relative volume adjustment.

• Lyrics: text of the musical work and related information, e.g. translated
lyrics, synched lyrics.

• Grouping & referencing: data clustering structures and linking to web
sites and other works, e.g. wikipedia link, album listing structure.

• Identifiers: identification keys, e.g. ISRC-code.

• Record-info: information about the recording and the involved people,
e.g. recording type, album name.

• Instrumentation & arrangement: about the used instruments and
orchestration, e.g. instrument type.

• Sound & carrier: information about the available media of a musical
work, e.g. media type.

• Event: information about public performances of the musical work, e.g.
festival program, place.

• Time-modeling: metadata structures to express points in time, e.g.
interval, at duration.

• Musical notation: everything for a symbolic representation of music, e.g.
clefs, measures, notes.

• Attention-metadata & usage: information about the user’s attention to
music, e.g. times played.

• Publishing: information about the publishing process, e.g. record label.
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• Composition: information about the composition process, e.g. movement,
composer.

• Production: information about the creative process of the production and
its actors, e.g. producer.

• Meta-metadata: information about the metadata, e.g. who annotated
the metadata.

4.3.4 Comparison

In this subsection we determine how the clusters, the schemas and the
application domains relate to one another. As said in 4.3.1, we are mainly
interested in determining which metadata schema to use for some desired
functionality. We use the level of abstraction of the metadata clusters to join
metadata schemas and application domains.

Application domains vs. metadata field clusters

In table 4.1 we compared the music metadata fields with the application
domains. When assigning music metadata field clusters to application domains,
the different domains are considered from the perspective of the provider of
the functionality. We used the results of survey [4] on how users search
for the library and encyclopedia domain. For the personal music collection
management domain, we used a combination of the survey presented in [5]
and we looked at the applications in the domain. For the other domains, we
investigated the metadata usage of different applications in these domains to
determine to what degree which clusters are used.

Based on Table 4.1, we can conclude that library and encyclopedia, personal
collection management, commercial applications and recommendation make
use of the largest set of metadata clusters. The bibliographical nature of
libraries strives for completeness and accounts for a wider range of clusters.
For collections, recommendation and commercial use, [16] and [4] suggest wide
ranges of user goals, often with a focus on enjoyment that require a broad range
of information. In the latter case, rights management and information about
the carrier is relevant. Information closely describing the actual audio signal
found in musical info is not so relevant here as opposed to e.g. playback where
descriptive metadata typically is not needed to render an audio file.

Recommendation and retrieval rely both on signal and metadata in order to
function. Pachet [16] defines 3 music metadata categories: editorial, cultural
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Table 4.1: Metadata field clusters vs. application domains

and acoustic. Music recommendation techniques can make use of elements out
of these 3 categories [17].

Music notation is useful, either during composition, early in the music creation
cycle, or while describing already existing music by means of transcription.
Information about publishing, producing, recording, etc. are not immediately
relevant.

The table can be used as a reference for the metadata needed when building
an application.
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Table 4.2: Metadata field clusters vs. metadata standards
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Table 4.3: Application domains vs. metadata standards in %

Metadata standards vs. metadata field clusters

By doing the clustering of the metadata fields for each metadata standard
(see 4.3.3), we obtain a table with the fields of each metadata standard in
the corresponding clusters. This table enables us to determine how good the
metadata clusters are represented in the different metadata standards, as can
be seen in table 4.2.

From table 4.2, we can clearly see that the scope of Dublin Core is more general
than music alone, because the clusters typically related to music are not present.
MPEG-7 and Music Ontology are the most versatile schemas that are present
in almost all clusters. MusicBrainz and freeDB have similar fields and scope.

Some clusters are better represented in some standards, like the performance
cluster in Music Vocabulary, Music Ontology and MPEG-7.

We use the first two tables to determine which metadata schema is most apt,
given the application domain. To be able to compute the decision table we
formalized table 4.1 and 4.2. The +, +/- and - signs are converted to 1, 0.5
and 0 respectively. This results in 2 matrices: MCAD (table 4.1) of dimension
(#metadata field clusters (MC) × #application domains) and a matrix
MCMS (table 4.2) of dimension (#metadata field clusters × #metadata
standards). The sum of the columns of MCAD results in the maximum score
any metadata standard can reach for an application domain, a vector mssum.

mssumj =
#MC∑

i=1
MCADi,j (4.1)
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We now calculate the product of the transposed MCAD and MCMS in
(4.2). This measures how well a metadata standard covers the clusters for
each application domain.

Ri,j =
#MC∑
x=1

MCADT
i,x.MCMSx,j (4.2)

The mssum vector is used to normalize the values for the different schemas
(4.3) and this results in a matrix MFAD, comparing metadata schemas with
application domains, see table 4.3 for the actual values.

MFADi,j = Ri,j

mssumj
(4.3)

Note that we do not penalize excess information, because most of the metadata
fields are not obligatory. If they are not needed, they can be omitted.

4.4 Analysis of decision table

It is clear that MPEG-7 scores well for all application domains. Does this mean
that this is the über music metadata standard that should be the only output
format for a metadata generation framework? No, though it is possible to store
any kind of information in MPEG-7 through the use of description schemas and
the description definition language. It might be the case that the more limited
set of e.g. Dublin Core is sufficient. The same is valid for MusicOntology.

Some interoperability issues with MPEG-7 have been signaled [15]. Seman-
tically identical data can be represented in multiple ways, e.g by keywords,
free text and a structured annotation with labels. Another issue is that the
intended semantics of description structures are not always clear in MPEG-7.

FreeDB and MusicBrainz seem to score low overall, but seem best suited for
music retrieval. Both are deployed in online services focus on identification
of songs/albums. The available information linked to the identifier consists
mainly about artist, track and album related metadata. Applications will use
that data to fill in other metadata schemas, for example an ID3 tag.

As expected, MusicXML is extremely relevant for notation. This is the main
goal of the standard. With the existence of tools that convert MusicXML to
MIDI, it can also be used in playback.
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Music Vocabulary’s goal is to define a vocabulary to describe classical music
masterworks and performances/concerts [6]. This limited scope has severe
consequences for the general expressiveness of the schema. The fact that it
scores relatively high on music notation is mainly because of its elaborate
description of composition and orchestration/instrumentation. It could be used
together with Music Ontology, to enrich its classical work descriptions.

Dublin core is designed to offer simple cross-domain metadata fields. This
leaves very little margin for music domain specific information. However, often
a simple, interoperable description is desired for an application. MusicXML,
Music Ontology and Music Vocabulary use parts of Dublin Core, for example
dc:author.

The creators of ID3 use ‘The audience is informed’ as their motto. This is visible
in the good performance in the playback application domain. It scores equally
well for recommendation applications, due to its expressiveness in classifiers,
descriptors, performance and versioning.

4.5 Future work

The implementation of a music metadata framework as described in Figure 1 is
currently under development. It will be integrated in the SAmgI framework [3],
where metadata for learning content is gathered, combined and presented to the
end user in multiple formats, e.g. LOM, Dublin Core and human readable. The
fundamentals for conflict resolution and management of different generators are
already present. Furthermore SAmgI runs as a Java web service that embraces
distributed metadata generation. The main challenge is adapting the internal
structure for music specific metadata fields.

4.6 Conclusion

In conclusion of this study on the expressiveness and richness of different
music metadata schemas and their relation with application domains, we can
state that the formalization of these relations offers two practical uses in the
context of music metadata generation. Firstly, once an application developer
has decided on the functionality, he can determine what parameters (clusters)
he should retrieve from a metadata generation framework based on the desired
application domains. Secondly, the metadata framework developer can decide
on the metadata formats to be returned given the set of requested parameters.



136 FINDING AN APPROPRIATE METADATA SCHEMA FOR AN APPLICATION

The scope of this work is not to provide a metadata schema decision table to
the detail of individual fields of the metadata schemas. However it provides
useful insights in whether schemas are relevant for certain application domains.
The granularity of functionality can be refined after a first selection, but this
requires deep knowledge of the considered application.
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5.1 Abstract

This paper presents a federated search and social recommendation widget. It
describes the widget’s interface and the underlying social recommendation
engine. A preliminary evaluation of the widget’s usability and usefulness
involving 15 subjects is also discussed. The evaluation helped identify usability
problems that will be addressed prior to the widget’s usage in a real learning
context.

5.2 Introduction

Under the umbrella of the ROLE1 (Response Open Learning Environments)
EU FP7 project, which focuses on the use of ICT for lifelong learning and the
development of personal learning environments (PLE), a federated search and
recommendation widget is developed. PLEs are user customizable learning
environments that support re-use, creation and mashups of tools, resources,
learning activities, peers and experts [1]. A widget is a small web application
that embeddable in a web page allowing easy mashups [2]. Federated search
allows simultaneous search over multiple repositories.

Nowadays, a search engine is the browser home page for most people and
many even think of the browser and search engine as one2. General purpose
search engines (e.g. Google) are very useful, but their generality can sometimes
be an obstacle and this can make it difficult to know where to search for
the needed information [2]. Federated searching over collections of topic-
specific repositories can assist with this and save time. When the user sends
a search request, the federated search widget collects relevant resources from
different social media sites [3], repositories and search engines. Before rendering
aggregated results, the widget calls a personalized social recommendation
service deemed as crucial in helping users select relevant resources especially
in our information overload age [4, 5]. The recommendation service ranks
these resources according to their global popularity and most importantly their
popularity within the social network of the target user. Ranks are computed
by exploiting attention metadata and social networks in the widget. Attention
metadata captures user interactions, more specifically liking/disliking/sharing
a resource [6].

The widget developed can be exploited in formal learning environments and can
as well support non-formal learning. The widget aggregates and recommends

1The ROLE project, http://www.role-project.eu
2What is a browser?, http://www.youtube.com/watch?v=o4MwTvtyrUQ

http://www.role-project.eu
http://www.youtube.com/watch?v=o4MwTvtyrUQ
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heterogeneous resources based on their usage by people sharing the same
learning context. Recommended resources ranging from wiki pages, videos,
and presentations can be saved, shared, assessed, and re-purposed [1] according
to each user’s interest. The rest of the paper is organized as follows. Section
2 discusses related work. Section 3 describes the software architecture and
the user interface design of the federated search widget. Section 4 presents
the recommendation service used by the widget to rank aggregated resources.
Section 5 discusses the evaluation methodology and the results of a preliminary
study conducted with 16 computer science and engineering students to assess
the usability and usefulness of the federated search and social recommendation
widget presented in this paper. Section 6 concludes the paper.

5.3 Related work

Since the recent social web 2.0 boom, search engines are trying to anticipate
this by including results from the user’s social network and by adding other
social features [7]. Last year, Google and Microsoft Bing started adding social
features to their search. Google experimented in 2008 with Google SearchWiki,
which allowed users to re-rank, annotate and share search results. After
discontinuation, one social feature of SearchWiki is still available, i.e. the
‘star’ icon, which promotes a result. Google takes one’s personal votes into
account without exploring social votes. Still, they include search results from
content on your personal social networks (e.g. Twitter and Google Buzz). Bing
collaborates with Facebook to provide similar functionalities: searching in the
profiles of your friends and in content liked by your friends. IBM also added
social features based on its employee directory, tags, bookmarking behavior
and ratings to its intranet to show more relevant blogs, wikis, forums and
news to great success [2, 8]. Social search is also a popular research topic.
Haystaks [9] extends mainstream search engines with new features: users can
create sharable search result folders and the content of these folders is used for
recommendations. I-SPY [10] allows people to create search communities and
based on the queries and results in these communities it will adaptively re-rank
the search results.

To enable search over multiple repositories, one can apply federated or
harvested search, which collects all the metadata from all repositories in a
central repository for faster retrieval [11]. When working with vast repositories
of web 2.0 sources (e.g. YouTube), it is impossible to apply harvested
search. As far as federated search is concerned, Ariadne [11] focuses on the
interoperability between different repositories. The search engine relies on
the Standard Query Language (SQI) to ensure interoperability and to offer
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Figure 5.1: The client-server architecture of the federated search and
recommendation service.

a transparent search over a network of repositories. Ariadne also provides
harvesting. This is applied in the GLOBE network with 13 repositories3.
MetaLib and WebFeat provide federated search over scientific content [12].
WebFeat sends the query to all search engines and then shows the results
in all the native user interfaces. In contrast with MetaLib that uses it’s
own UI and communicates with the repositories over the standardized Z39.50
protocol. ObjectSpot [13] is originally a federated search widget for scientific
publications, but it is now extended for web 2.0 sources. It uses a cover density
algorithm to rank the search results, which can also be manually re-ordered.
Basic recommendations based on the user selection of search results are also
provided. Extending ObjectSpot with social features was not trivial due to the
use of incompatible technology. None of these federated search engines provides
social features or social search results. Just as mainstream search engines
are exploring social networks and attention metadata (voting & sharing), we
adopted this strategy in our federated search engine.

5.4 The design of the widget

In this section, the software architecture behind the search widget is explained
and the user interface (UI) design and implementation is discussed.



144 FEDERATED SEARCH AUGMENTED WITH SOCIAL RECOMMENDATIONS - PART 1

5.4.1 Software architecture

To enable search over multiple data sources, we employ a client-server
architecture, as shown in Figure 5.1. When the user enters a search term,
it is sent to the federated search service (step 1), which transmits it to all the
different data sources concurrently (step 2). Currently it queries YouTube,
SlideShare.net, Wikipedia, GLOBE and the OpenScout repository4, but extra
sources can be easily added to support different learning scenarios. When
all the results are returned from the data sources (step 3), the federated
search service re-ranks the results (step 4) based on the metadata with the
Apache Lucene library [14]. The ranked results are returned to the widget
in the ATOM format [15] (step 5), which enables us in the future to make
the service OpenSearch compliant [16]. OpenSearch allows search engines to
publish search results in a standard and open format to enable syndication and
aggregation. In future, we plan to adapt the service to return results every
time the repositories return them to improve search speed. Once the widget
receives the search results, they are presented to the user and the search result
URLs are sent to the recommendation service (step 6). This service will return
recommendations, based on the attention metadata stored in the database. The
recommendations are sent back to the widget, where they will be presented to
the user. The user can interact with the search results, e.g. preview a movie
inside the widget or (dis)like it. When some of these interactions happen,
they are tracked and the attention metadata (basically the user, the URL of
the search result and the action) is sent to the recommendation service (step
7). The service then stores the attention metadata in a database (step 8)
to be able to calculate recommendations later. The next section describes
the recommendation algorithm in more detail. The client-server architecture
enables us to expose repositories not openly accessible by deploying the service
inside the intranet.

5.4.2 User Interface Design

The main design goal was to provide a simple, clean search interface with
visually rich search results to enable better decision making while selecting a
search result. The widget provides a simple Google-like search interface over
multiple web 2.0 data sources. Although advanced search settings are available
(see Figure 5.3), they are not visible by default. Morville et al. [2] advice
this as well, because advanced search is often used by expert users. Figure 5.3

3The Global Learning Objects Brokered Exchange (GLOBE) alliance, http://www.
globe-info.org

4The OpenScout repository, http://www.openscout.net/demo

http://www.globe-info.org
http://www.globe-info.org
http://www.openscout.net/demo
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Figure 5.2: The user interface.

shows the advanced search settings where the wanted media types, repositories
and social recommendations can be configured. This can be operated with the
wrench icon.

The search results are presented in a uniform way (see Figure 7.1): basic
metadata and tags together with a screenshot if available for easier selection of
search results. A small icon next to the title indicates the data source. When
the user clicks on a tag, the tag name will be added to the search query to
refine the search. This enables two behavioral search patterns: narrowing and
pearl growing [2]. Narrowing the search means that when there are too many
results, the user can try to refine the search term to find more specific results.
Pearl growing is when the user finds one good result and then mines its content
and metadata to refine the search.

Ideally the user can complete the necessary tasks while searching without
disrupting the search experience or leaving the application. To achieve this, a
task bar is shown in the top right corner of every search result when the mouse
cursor is hovered over (see Figure 5.4). This kind of functionality is called
actionable results [2]. Four different actions are available. If it is multimedia,
it can be previewed with the ‘eye’ icon inside the widget to check if it is the
wanted result. The user can vote on the results with the thumbs up and down to
indicate his preference and taste. This is used for the recommendation engine.
He can also select the result and embed it in the widget container for later
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Figure 5.3: The advanced search settings of the federated search.

Figure 5.4: The taskbar on an actionable result.

use, copy the URL or share it on wide range of web 2.0 social platforms. The
embed functionality enables the user to save search results. Currently we have
this functionality working in Graaasp5 [17].

5.5 Recommendation Service

The federated search is augmented with a recommendation service, which ranks
relevant resources based on whether they were ‘liked’, ‘shared’ or ‘disliked’
by peers. Peers can consist of the target user’s friends (retrieved from the
OpenSocial API [18]) or the people who are using the tool in the same context
(e.g. classmates or colleagues). As resources are being liked, disliked, and
shared on different sites by peers, a background ranking process runs regularly

5Graaasp, http://graaasp.epfl.ch

http://graaasp.epfl.ch
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in order to add newly selected resources or update the rank of existing ones
based on user behavior. The ranking algorithm consists of a random walk
applied on a graph connecting people and resources and ranking the latter
according to their local popularity. The algorithm takes its root from the
original Pagerank algorithm [19] used to rank Web pages according to their
popularity. The key idea of Pagerank can be formulated as follows: A node
is important if and only if many other important nodes point to it. In other
words, if the owner of a Web page j refers to a page i, he/she is implicitly
indicating that page i is important or ‘authoritative’. It follows that the more
incoming links a page i has, the more it is considered as globally important
because many pages are linking to it. In addition, if authors of ‘authoritative’
pages link in their turn to other pages, then they also confer importance to the
latter. The iterative probability equation that translates the algorithm’s key
idea is described hereafter. A node’s conferred importance is divided equally
among all the nodes it points to. Let N denote the total number of nodes or
Web pages, OutDegree(j) the total number of outgoing links from a page (or
node) j. A transition matrix T (N × N) is defined such that, each entry Tij

is equal to 1
Outdegree(j) if j points to i, and 0 otherwise. Dangling pages are

pages with no outgoing links and so they do not confer any importance to other
nodes. To guarantee convergence, they are considered to link to all nodes in the
graph with an equal probability. For that, a matrix D(N ×N) is defined such
that all entries are 0 except for the dangling columns where entries are equal
1
N . A random jump parameter λ is introduced to avoid situations where nodes
of a graph component form an importance ‘sink’. λ defines the probability of
randomly falling on a page, and ensures that no page will have a zero rank
and that every page is reachable from any other one. The damping factor d
represents the probability to follow page links instead of jumping on a random
page. Starting with an equal rank of 1

N to all nodes, the probability equation
of landing on a node i (or rank of a Web page i) at each iteration given the
ranks of the previous iteration k, is given by:

pk+1
i = λ

N + d

N∑
j=0

(Tij +Dij)pk
j

with λ, d > 0;λ+ d = 1

(5.1)

Equation 5.1 can be understood as a Markov chain where states are pages and
the transition between states depends on the link structure of the Web. It can
be interpreted as the probability for a random surfer to land on a page or node
i starting at any node with an equal prior probability, following random links
with a probability of d, and randomly jumping on a page with a probability
of λ. It is worth noting, that since the damping factor d is less than 1, the
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further the nodes are from one another, the less influence they will have on
each other’s rank.

Prior to applying it in the context of the widget, the original algorithm was
subject to two main extensions as in [3] before applying it in the context of the
federated search and social recommendation widget. Unlike Web pages that
are connected with one single relation type, people and resource nodes in the
widget can link to one another via different relation types; some being positive
and some negative. In fact, there are three possible relation types going from
a person to a resource: liking, disliking, and saving resources. People could
be connected together with a bidirectional relation when they are ‘friends’.
In order to take into account the existence of different relation types with
potentially different importance weights, the original algorithm is modified as
follows. The complete multi-relational network is viewed as a combination of
separate sub-networks each connecting nodes with one specific edge or relation
type. Let E denote the set of all types of edges. An inner transition matrix
T e(N×N) and a corresponding weight we are defined for each edge type e ∈ E,
where we is interpreted as the probability for a target actor to follow links
within the sub-network e, or in other words fall on nodes connected by relations
of type e. Nodes that do not have outgoing links within a sub-network (locally
dangling nodes) are considered as linking to all nodes in the sub-network with
an equal probability. For that, a matrix De(N × N) is defined for each type
of relation e such that all entries are 0 except for the dangling node columns
where entries equal 1

N . Then, the iterative stationary probability equation of
landing on a node i, is given by:

pk+1
i = λ

N
+ d

∑
e∈E

we

N∑
j=0

(T e
ij +De

ij)pk
j


with

∑
e∈E

we = 1;λ > 0;λ+ d = 1

(5.2)

The transition matrix T e is defined depending on the type of relation it
corresponds to. When it comes to relations representing one-time events such
as ‘liking’ or ‘disliking’ a resource, T e is similar to the transition matrix of the
original Pagerank algorithm. Let OutDegreee(j) be defined as the number of
edges of type e outgoing from j, then the entry T e

ij between i and j can be
written as:

T e
ij =


1

Outdegreee(j)
, if j points to i

0, otherwise


Second, the original Pagerank algorithm is personalized by valuing the opinion
of the target user’s peers more than others. Borrowing from White et al. [20],
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Pagerank is extended to rank nodes according to their relative importance to
a root set of nodes. For that, the initial probability equation is changed in
such a way that the random surfer starts at the root set with adequate prior
probabilities, follows links with a probability of d, jumps to random nodes with
a probability of λ, and goes back to the root set with a probability of β (where
it restarts again). This change results in a bias towards the root set and the
nodes strongly connected with it (because of the iterative process). During
their experiment, authors used a value of 0.3 for β while acknowledging that
the choice is inherently subjective and dependent upon the objective, nature
and structure of the graphs considered. Let u denote the target actor’s node
and pu a variable defined such that it is 0 for all nodes except u. Then, the
complete iterative stationary probability equation of landing on node i is given
by:

pk+1
i = λ

N + βpu + d
∑
e∈E

we

N∑
j=0

(T e
ij +De

ij)pk
j


with

∑
e∈E

we = 1;λ, d, β > 0;λ+ d+ β = 1;

pu =
{

1, if i = u
0, otherwise

}
(5.3)

The Equation 5.3 can be interpreted as the probability to fall on a node in the
graph, starting at the target user (different types of links with a probability of
d (each with a probability of we), jumping to random nodes with a probability
of λ, jumping back to the target actor with a probability of β, (and restarting
again).

With this in mind, Pagerank’s key idea can be reformulated as follows: a node
is relatively important to the target user’s node if and only if many important
nodes connected to this target user via important relation types, positively
point to it. The node looses its importance if many important nodes connected
to the target node, via important relation types, negatively point to it.

A background process runs regularly to execute two independent random
walks and combine their results, after they both converge and yield to a
unique ranking of people and resources as explained earlier. On the one
hand, one random walk takes into account ‘like’ and ‘save’ actions as well
as peer relationships. This random walk returns a ranked list of resources with
a ‘promoting’ rank representing the likelihood that the target user will like
them. On the other hand, the second random walk takes ‘dislike’ and peer-
relationships into account, and returns a list of resources with a ‘demoting’ rank
representing the probability that the target user won’t like them. Relations
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considered in each random walk as treated as equally important. For instance,
liking or saving a resource are given the same importance weight while
computing promoting ranks. Once the two random walks converge, the
demoting rank is deduced from the promoting one and results are saved to
serve the federated search engine. As an example, a resource that receives a
promoting rank of 0.7 and a demoting rank of 0.1, will achieve a final rank of
0.6. The final ranks are updated every time the background process runs to
take into account new user actions. It is worth noting that the two random
walks run independently and are both guaranteed to converge to a unique
solution [3]. When a user sends a request, the federated search retrieves a list
of relevant resources and sends them to the recommendation service. The latter
checks whether these resources already exist and returns their actual rank. As
resources are being liked, disliked and shared, a request is sent from the widget
to save these resources and corresponding actions and take them into account
in the next ranking process.

5.6 Evaluation

In the context of the ROLE project, the widget will be used by students
of a French language course at Shanghai Jiao Tong University6. Prior to
its evaluation and actual usage in this learning environment, the widget is
evaluated with fifteen engineering and computer science PhD students at K.U.
Leuven (9) and EPFL (6). The usability of the search widget is evaluated,
together with the user satisfaction, the understanding of the concept of
federated search and the usefulness of the recommendations. We now elaborate
on the evaluation methodology and setup, then we present the results.

5.6.1 Evaluation methodology and setup

The evaluation consisted of two phases and touched on three aspects:
the usability of the UI, the user satisfaction and the usefulness of social
recommendation in a search context.

In the first phase, the participants were introduced to the tool and had to
execute a task list during an interview with the think-aloud protocol [21]. When
‘thinking aloud’, users are asked to explain whatever they do, look at and think
about while performing the tasks. The results are discussed in regard to the
quality components of Jakob Nielsen [22]: learnability (how easy is it to work
with the tool for the first time?), efficiency (how quickly can users perform

6Shanghai Jiao Tong University, http://www.sjtu.edu.cn/

http://www.sjtu.edu.cn/
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Table 5.1: Success rates of the evaluation tasks (max: 15 users).

Task 1st try 2nd try Fail

Results from different sources 15 0 0
Share movie on Facebook 7 7 1
Vary or restrict media types 12 3 0
Refine the search 10 5 0
Recognize the recommendations 9 6 0

tasks?), memorability (do users still remember how to operate the tool after a
period?), errors (how many errors do users make?) and satisfaction. We did
not evaluate the memorability due to the short evaluation period.

After the interview, the interviewees were asked to use the widget during 3 to
4 days. Afterwards they filled out an online survey containing open questions
and a user satisfaction survey. To measure user satisfaction, we use the System
Usability Scale (SUS), which has 10 Likert scale questions and yields among
the most reliable results according to Tullis et al. [23]. In addition, we used
the Microsoft Desirability Toolkit (MSDT) [22]. The user has to choose all
adjectives describing the system out of a list of 118 and then picks the top five
and discusses these. Through this explanation session, we can get more detail
of the user’s experience and opinion on the software.

5.6.2 Evaluation results

Usability results

To start the interview, participants were asked how they normally searched for
media. All users use Google and nine use YouTube for video.

The user tasks in Table 5.1 were selected to evaluate the main functionality
of the UI and the understanding of federated search and recommendations.
Table 5.1 displays the number of successful students after the first or second
try and those that failed on the tasks. First, they had to search and to explain
the UI and tell us where the results originated from. Everyone realized that
the results came from different sources due to the logos next to the titles.
With respect to social features in the UI, 6 out of 15 interviewees immediately
noticed the thumbs up/down feature appearing on mouse over. This requires
experimenting with other icon sets in the future. All but one were able to share
on Facebook and seven thought that the sharing icon was for downloading. Ten
people could refine the search by using the tags at the first try and five first
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looked in different places, e.g. the settings. When users were asked to choose
one media type (e.g. videos), an important feature to adapt results to learning
styles and user preferences, all but three did go straightaway to the advanced
search settings.

With respect to displaying recommendations, 6 people confused the personal
recommendation listing and the general results, which are listed in the same
column right under recommended items. More focus should be put on
recommended items compared to generally relevant ones. People suggested that
having a fixed number of recommendations, linking to the normal results from
the top of the widget or having a different background for recommendations
could help. When asked why these items were recommended, almost half
(6/15) guessed that the recommendations came from the thumbs up/down
function. Three thought it was content-based. Four guessed based on searching
or previewing. Whether the recommendations were based on data captured in
the widget or in the repositories themselves, was not clear for four people.
We could improve this and encourage people to vote with more transparent
recommendations [24], giving users more insight into why an item has been
recommended to them.

Overall the learnability and efficiency are quite satisfying: most people were
able to accomplish tasks in one try. Small fixes might improve these numbers
even more. No fatal errors occurred during the evaluation.

User satisfaction and usefulness results.

Only 14 of the 15 users (K.U. Leuven: 9, EPFL: 5) were able to participate
in the second evaluation session. We inquired more about the usefulness
of the recommendations. Eleven confirmed that having recommendations
together with search results was useful for them and they also preferred the
recommendations separately at the top of the result list. To measure the quality
of the recommendations, we compared our approach to their current most used
media search solution, which we learned in the first session: Google. We are
definitely not claiming that our approach is better than Google, but we are
interested how the social recommendations perform compared to Google. To
test this, the participants were split up in two groups and were asked to do two
tasks using the widget embedded in iGoogle. iGoogle.com is a personal web
portal with OpenSocial functionalities [18]. Every group had to search for a
different set of two fixed terms and indicate likes and dislikes. The next day, we
switched the search term sets between the groups, so that one group would get
the social recommendations of the other group, and everybody had to indicate
how many of the first 10 Google results and of the first 10 recommendations
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in the widget were relevant. This way we can measure the average precision at
10 for Google and our widget.

According to the participants, Google was returning more relevant results
(average precision at 10 of Google: 65%; average precision at 10 of our widget
50%). We hoped that the social recommendations would improve the results.
One of the main complaints was that the federated search results have less
variation than Google’s. Most of the top results are always videos from
YouTube and the users did not tweak the media types nor the repositories in the
settings to modify this. The social recommendations only slightly outperform
Google with the query ‘stand up comedy’ (precision at 10 for Google: 60%;
precision at 10 for our widget: 63%), which can also be related to the high
concentration of YouTube results and the adequacy of having most YouTube
videos for that specific query term. And their statements also confirmed that
our widget was better for queries requiring audio and video. The precision
could probably be improved by varying recommended results based on their
media type and not just their rank instead of counting on the user to manually
request different media types.

The user satisfaction is measured with SUS and MSDT surveys. The average
SUS score is 66.25%. According to Bangor et al. [25] the median of 3500 SUS
surveys is 70%. Due to this lower than expected result, we analyzed the answers
on the 10 questions. There is a gap between the scores. The participants of
EPFL all score the lowest and only one person of K.U. Leuven has a score below
average. To analyze this in more detail over each question instead of just with
the average SUS scores, we performed a cluster analysis using both hierarchical
and k-means clustering using the Euclidean distance. Both techniques yielded
the same result: there is a cluster of all users with the low SUS scores (one K.U.
Leuven and all EPFL students) and one with all students with above average
SUS scores. The average SUS scores of two clusters are respectively: 49.50%
and 75.55%. Due to the geographical distance, two different interviewers did
the first evaluation session. Except for regional attitude differences towards
rating and because the second evaluation session was identical for everyone, we
were only able to link this outcome to differences in the first session. The K.U.
Leuven PhD students were using the widget in a blank HTML page, while at
EPFL the interview was done using iGoogle. From the open questions in the
survey, we also learned that most people did not like the iGoogle experience.
Different reasons are stated:

• iGoogle distracts because there are other non related widgets that update
their UI or draw attention.

• iGoogle shows multiple widgets next to each other and on a low
resolution screen the iGoogle and widget UI can become very dense
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Figure 5.5: A word cloud based on the frequency of the selected adjectives of
the MSDT.

with information, which reduces the overview and can limit the preview
capabilities.

• The same remark was noted with the height.

• The users do not like iGoogle in general.

In a separate interview with the K.U. Leuven student, he said he disliked using
iGoogle and made similar remarks on the limited width and height.

Some answers from the SUS test are aligned in both clusters. Everybody
agrees that they would not need the support of a technical person while using
the widget and do not need to learn a lot before they can start with the tool.
This supports the high learnability result from the first session. They also
concurred that the functions were well integrated in the tool. Some other
general suggestions were also made: faster search would be very welcome and
maybe split up the search results in tabs per media type.

Next to the SUS survey, the participants were also asked to rate the user-
friendliness of the widget on 7 point Likert scale (‘Worst imaginable’ - ‘Awful’
- ‘Poor’ - ‘OK’ - ‘Good’ - ‘Excellent’ - ‘Best imaginable’). On average they
answered ‘Good’ (‘OK’: 3, ‘Good’: 7, ‘Excellent’: 4). A quite remarkable thing
was that a person with one of the lowest SUS scores rated the user-friendliness
as ‘Excellent’ and most of the other with low scores as ‘Good’. This indicates
a clear difference between the user satisfaction and the user-friendliness.

A word cloud, showing the frequency of the selected MSDT adjectives, is
presented in Figure 5.5. There is a wide variety of positive and negative words,
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but the positive ones predominate. Almost all the negative adjectives are from
the people with a low SUS score. Slow is an important remark and is also related
with time-consuming and ineffective, which is due to the current federated
search implementation and should be solved by returning the results to the
widget once they become available on each repository. Some people indicated
in their top 5 that ‘stressful’, ‘confusing’ and ‘distracting’ is related to their
experience with iGoogle, because too much information is shown, which could
be due to the narrow widget width in iGoogle and in which case the description
and tags will take up too much vertical space.

Many of the most selected adjectives are related to high usability: easy to use,
simple, intuitive, understandable and straightforward. Some users discussed
the usefulness of the recommendations in their top 5 and linked this with
‘reliable’ and ‘usable’.

Thanks to this evaluation we collected a good list for possible improvements,
which should be addressed before the evaluation with students from Shanghai
Jiao Tong University commences. As this user study was not done with users
using a real PLE in a real learning context we plan to re-evaluate the user
satisfaction with the Chinese students. This would help to assess the usefulness
of peer recommendations in a real-life scenario better than an offline controlled
experiment, and with users who actually share the same learning context and
interests.

5.7 Conclusion and future work

This paper presented a federated search widget with social recommendations for
use in PLEs. The social recommendation algorithm is based on an extension of
the Pagerank algorithm. We evaluated the usability and user satisfaction of the
widget together with a preliminary study of social recommendation usefulness.
This study was done as a preparation of a real-world evaluation with Chinese
university students.

The overall usability is good and we collected a short list of potential im-
provements: reconsidering the choice of voting and sharing icons, putting more
focus on recommended items compared to other ones, making recommendations
transparent, adding more repositories and re-ranking items to ensure media
type diversity. The SUS user satisfaction score was 66%, but we discovered a
bias in the user evaluations. One group of users rated their user satisfaction
much lower based on their experience with iGoogle together with the widget.
The user satisfaction needs to be further evaluated in a real-world setting.
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An evaluation with students from Shanghai Jiao Tong University to evaluate
the usefulness of the widget and the recommendations within a PLE is planned
in the coming month. In the near future, there is also an evaluation planned
using the widget in a business setting of an international company, FESTO7. On
the longer term, we plan to realize real-time federated search with support for
SQI and be fully OpenSearch complaint to ensure interoperability. Findability
can also be improved by for example implementing auto-suggestions for search
terms and more visual search paradigms.

5.7.1 Acknowledgement
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6.1 Abstract

In recent years, research on mash-up technologies for learning environments
has gained interest. The overall goal is to enrich or replace traditional learning
management systems (LMS) with mash-ups of widgets and services that can
be easily combined and configured to fit the learner needs. This paper presents
the implemented prototype of the ROLE interoperability framework and a
business and an educational case study. The framework provides a common
technical infrastructure to assemble widgets and services in Personal Learning
Environments (PLEs). Evaluation results indicate that the perceived usefulness
and usability is high for one case study in which a mature LMS was enriched
with ROLE technology. In the second case study, an early mash-up prototype
was deployed. The usefulness and usability of this early prototype were rated
low, but the case study provides interesting insights for further research and
development.

6.2 Introduction

The development and proliferation of Web 2.0 technologies (e.g. wikis, blogs
and social networks) has impacted the way users retrieve and use information
and how they interact with each other [19, 34, 1]. An important feature
of Web 2.0 services is that they experience an exponential growth of both
users and content, leading to potentially viral social networking, collaboration,
communication and knowledge sharing opportunities.

The abundance of web-based tools and content creates many opportunities
for Technology Enhanced Learning (TEL) that aims to bring together new
technological developments and learning models to support learning processes.
The EU project ROLE1 aims to exploit web-based tools and technologies
to empower learners to construct their own personal learning environments
(PLEs). The overall goal is to create flexible, web-based, open technologies for
the federation and mash-up of learning services on a personal level. The project
also targets critical transition stages of lifelong learning, e.g. due to shifts in
learner interests or when leaving the university and entering a company. The
vision of ROLE is to empower the learner to build her own responsive learning
environment. Responsiveness is defined as the ability to react to the learner
needs - i.e. through recommendation, adaptation or visual analytics services
that support the learner to be aware of and reflect upon her own learning
process [10].

1The ROLE project web site, http://www.role-project.eu

http://www.role-project.eu
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This paper presents an implemented prototype of the ROLE interoperability
framework, which is a technical infrastructure to assemble widgets within
responsive open learning environments. The framework provides bundles
of widgets with communication channels, authentication and authorisation
mechanisms, services for activity tracking and analysis. This ensures that the
bundles have access to the necessary information to react to learner needs. The
research contribution of this paper is threefold:

• First, we present technical building blocks of the ROLE interoperability
framework.

• Second, we present evaluation results of the usefulness and usability of
the approach within two educational and business case studies.

• Third, we present a future vision on the integration of pedagogical models
to leverage the framework.

The paper is organised as follows: we first discuss related work in Section 6.3.
Section 6.4 presents an overview of the ROLE framework. The case studies are
presented in Section 6.5. Finally, conclusions and future work are presented in
Section 6.6.

6.3 Related Work

LMSs primarily focus on distributing learning content, organising the learning
process, and serving as interface between learner and teacher. LMSs are
prevalently used by many European institutions [24]. Popular examples of
LMSs are Moodle, CLIX, Blackboard, WebCT, Sakai, ILIAS and .LRN.
Dalsgaard [4] notes that in LMSs generally different tools, such as discussion
forums, file sharing, whiteboards and e-portfolios, are integrated in a single
system bundling all tools necessary to manage and run courses.

LMSs place a strong emphasis on how to centralise and standardise the learning
experience [13]. Learning activities in an LMS-based course are organised
within a centrally managed system, which is driven by the needs of the
institution. In contrast to an LMS, a PLE takes a more natural and learner-
centric approach and is characterised by the freeform use of a set of services
and tools that are controlled and selected by individual learners.

In recent years, research on mash-ups has been elaborated, for example widget
mash-ups have been deployed at Graz University of Technology [6]. The
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Figure 6.1: The ROLE infrastructure

widgets are combined with JavaFX2 technology to improve flexibility, e.g.
to install widgets on the desktop. In addition, researchers have focused on
augmenting traditional LMSs with widgets to provide live-updating and flexible
applications. Wilson et al. [35] implemented widget support for Moodle. Their
big challenge is logging student activities with the widgets, as there is no
communication between the widgets and the LMS.

Our research builds on this existing work, but incorporates additional core
technologies such as inter-widget communication (IWC), automated user
activity tracking and authentication and authorisation services to protect data.
This is the basis to enable real-time communication between widgets and users,
and to automate user activity tracking from tools and services. The analysis of
such data and IWC provides the basis to develop responsive systems that can
react to learner needs in a coordinated way.

6.4 The ROLE Interoperability Framework

The prototype contains a common technical infrastructure to support the as-
sembly of widgets in responsive open learning environments. The infrastructure
is presented in Fig. 6.1 with the interconnectivity between the components.
These building blocks provide open interfaces for widget functionality and the
necessary information and technology to enable responsiveness.

The core of the infrastructure is the widget container that enables the assembly
of various widgets. Learners and teachers use the Widget Store to select

2JavaFX, http://www.sun.com/software/javafx/

http://www.sun.com/software/javafx/
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learning widgets. User activities with widgets and resources are tracked with
the CAM widget.

Widgets can communicate locally in the PLE or remotely to widgets in other
PLEs via XMPP [27] to foster collaboration. They can also access the CAM
service to provide personalised recommendations [11] and visual analytics of
CAM data [12] as a basis for self-reflection and awareness. The central identity
provider allows single sign-on for the whole infrastructure. The remainder of
this section describes the different components.

6.4.1 The widget container

The widget container is an environment for widget rendering as well as
management of, and communication between widgets. It also provides a user-
friendly way to organise widgets visually, set preferences, navigate to the widget
store for choosing additional widgets, etc. Such a widget container can be added
in existing PLEs and LMSs [35].

There are two major widget specifications with very similar functionalities [26]:
the OpenSocial [21] and the W3C widget 1.0 specification [3]. OpenSocial also
provides a social API [21] to access social data from multiple web applications.
Because of the higher availability of OpenSocial widgets, we currently employ
OpenSocial compliant widgets, which run on major widget containers such as
iGoogle3 and Shindig4 (for more info see [26]). We plan to also incorporate
W3C widgets by using Wookie5.

6.4.2 The Widget Store

The Widget Store provides a learning tool catalogue. Existing web widgets
stores (e.g. iGoogle Directory6) do not focus on supporting learning processes.
The ROLE Widget Store allows learners to search for fitting learning tools and
rate them. Found widgets can be included in existing learning environments.
Extensions of the store are planned on several levels. The assembly of tools
and content for learning activities will be supported by intelligent recommender
and social community features. Such a set of assembled widgets is defined as a
bundle. Next to widgets, the store will also contain a variety of learning tools

3iGoogle, http://www.igoogle.com
4Apache Shindig, http://shindig.Apache.org/
5Apache Wookie, http://getwookie.org
6iGoogle Directory, http://www.google.com/ig/directory

http://www.igoogle.com
http://shindig.Apache.org/
http://getwookie.org
http://www.google.com/ig/directory
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and will have features for social requirement engineering that will be the base
for a community of practice for responsive open learning environments.

6.4.3 Inter-widget communication

IWC enables event-based communication between widgets following the
Publish - Subscribe communication pattern [2, 7]. We employ both local
inter-widget communication (LIWC) within a PLE and remote inter-widget
communication (RIWC) among different users and computers.

LIWC is realised in the OpenApplication Event API [18, 17] using the HTML5
Web Messaging standard [16] available in most major browsers, including
backwards compatibility for the Google Gadget PubSub mechanism. Instead
of ‘hard-wiring’ widgets with each other [33], all widgets within a PLE are
notified of all events and then decide for themselves to react accordingly.
The event payload format is designed for partial semantic interoperability, i.e.
developers use a combination of established vocabularies in a simplified format
with namespaced-properties (e.g. Dublin Core [5]).

RIWC enables communication among widgets in different browsers and on
different machines in order to foster real-time remote communication and
collaboration functionality. RIWC is realised with the Extensible Messaging
and Presence Protocol (XMPP) [27, 28], an open standard for real-time
communication. The power of XMPP lies in its built-in federation capabilities
and extensibility through XMPP Extension Protocols (XEPs), such as for
Publish/Subscribe [20] and Multi-User Chat [29] as applied in responsive and
collaborative learning scenarios [8]. Since no Javascript XMPP library with
PubSub support was available, we extended the dojo XMPP library by a set of
common PubSub operations. Users can discover nodes, retrieve subscriptions,
create, configure, and delete nodes, subscribe and unsubscribe nodes, and
publish/receive IWC events in an XML-based payload format across a federated
network of XMPP servers. However, current libraries using XMPP over BOSH
[23] are not applicable in public containers such as iGoogle or Google Wave due
to cross-domain issues. Furthermore, they are rather unstable and unreliable
[8]. Our experiments showed that the upcoming Web Socket API [15] for
XMPP [22] outperforms BOSH with considerable performance and stability
improvements and availability in all containers.

IWC enables more responsive, collaborative environments with real-time
notifications and richer user experience, although attention to usability is
required [18].
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6.4.4 CAM Tracking Service

User activities are tracked [30] using the Contextualised Attention Metadata
(CAM) format [36]. CAM describes the interactions of the users with their
learning environment, i.e. which resources are used within which applications
and in which contexts. These data can be used for analysis and computing of
personal, social and contextual information about users and applications [30].
CAM can be exploited to provide personalised recommendations and thus
serves as a basis for enabling responsiveness in ROLE. A second important
goal of tracking such data is to enable the evaluation of ROLE services based
on user activities that have been captured in real-world settings.

The CAM monitoring is implemented as a database-driven client-server
architecture. A JSON REST service provides persistence and data access of
the CAM data. Each monitored user action is immediately committed to the
CAM database, so that the current status of the user can be retrieved by self-
reflection and recommendation applications. Because CAM is privacy sensitive,
the service is protected with authentication and authorisation mechanisms (see
Section 6.4.5).

The CAM client widget tracks all user actions within the PLE and sends them
to the CAM service. The widget uses the OpenApplication library [18] to
listen to all the events broadcasted by all widgets in the PLE. Performance test
showed that the service and database worked reliable in real-world scenarios [9].
Implementing the tracker as a widget and not integrating it in the widget
container achieves container independence.

6.4.5 The Authentication and Authorisation Service

CAM contains sensitive and personal data protected by law. The data access
has to be trusted and allowed by the users. The data communication occurs at
two different levels: service-to-service and widget-to-widget communication.

Service-to-service communication can occur when for example a recommen-
dation service requires CAM relevance feedback on resources. Data can
be transferred across institutions and countries with different laws. Thus,
we decided to leave the decision of service-to-service authentication and
authorisation (A&A) up to the service developers.

Widget-to-service communication occurs when for example a self-reflection
widget wants to query the CAM service. Here some usability issues apply:
the user needs an account for every service in his PLE and needs to login
to all services. We surveyed many solutions, including Facebook Connect,
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Shibboleth, OAuth, OpenID and Mozilla Account Manager. We selected
OAuth7 because the technological maturity, support within OpenSocial widget
containers, available libraries and usability (i.e. users are warned when an
application wants to access protected data).

To solve the usability issues with multiple accounts and logins, we propose
to use a central identity provider for Single Sign On, using OpenID8 in
combination with OAuth. This work is currently in the design stage and will
be implemented soon.

6.5 Case Studies

This section briefly introduces the widgets developed for the case studies. Then,
two case studies in a company (Festo) and a university (SJTU) are presented.
In addition, evaluation results on the usability and usefulness of the prototypes
are described.

6.5.1 ROLE Widgets for the Case Studies

Many widgets have been developed that are compliant with ROLE technology,
including language learning [26], self-reflection [12] and chat widgets [8].

To address the requirements of test beds that were used to evaluate first ROLE
prototypes, two additional widgets were developed. We briefly present the
widgets in this section. Case studies that assess the usefulness and usability
of the deployment of these widgets in PLEs are presented in Section 6.5.2 and
Section 6.5.3.

The Federated Search and Social Recommendation Widget.

We developed a federated media search widget (see Fig. 6.2(a)) that pro-
vides access to a wide variety of learning content sources. The widget
currently searches on YouTube.com, SlideShare.net, Wikipedia, OpenScout9

and GLOBE10 repositories.
7The OAuth 2.0. Protocol Draft, http://tools.ietf.org/html/

draft-ietf-oauth-v2-15
8OpenID specification, http://openid.net/developers/specs/
9The OpenScout repository, http://www.openscout.net/

10The GLOBE alliance, http://www.globe-info.org

http://tools.ietf.org/html/draft-ietf-oauth-v2-15
http://tools.ietf.org/html/draft-ietf-oauth-v2-15
http://openid.net/developers/specs/
http://www.openscout.net/
http://www.globe-info.org
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(a) The federated search widget (b) The media list widget

Figure 6.2: Screenshots of the media list and federated search widgets

Figure 6.3: Festo PLE example
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Social recommendations are integrated that suggest resources based on
preferences of peers. These recommendations are generated based on data
that is captured by the CAM tracking service (cf. Section 6.4.4). The
recommendation algorithm uses both explicit (ratings) and implicit (i.e.
previews and selection of the results) relevance data [11]. In both case studies,
the use of the widget has been evaluated in a real-world setting.

The Media List Widget.

When finding interesting results, users might want to save and group them
for later referral. The media list widget (Fig. 6.2(b)) stores and groups
results for later use and allows sharing of the results with peers. The widget
works in combination with the federated search widget. Local inter-widget
communication (cf. Section 6.4.3) is used to enable communication between
the widgets. When the user saves a result in the federated search widget, an
OpenApplication event is sent. This event is intercepted by the list widget and
stored. The federated search can also search in the media list database to find
relevant results saved by peers. The media list widget was used in the Festo
study to assist the sales department with re-occurring product searches.

6.5.2 The Festo Case Study

The Festo11 test bed provides a responsive learning environment for further
education activities in a company. The learners in this test bed are very
heterogeneous. They differ in age, education, job-roles, learning requirements
and learning preferences. This test bed provides a platform for federating
and mashing-up different ROLE learning services within their LMS, the Festo
Virtual Academy (FVA). The FVA focuses more on institutional learning than
on self-regulated learning and is more or less restricted to internal resources. To
support self-regulated learning it is necessary to open up LMSs and introduce
features where learners can adapt the system according to their needs.

Festo uses CLIX12 for running the FVA. We extended CLIX to support widget
container functionality (cf. Section 6.4.1) and inter-widget communication (cf.
Section 6.4.3). In this case study, we provided learners with a single access point
to different learning resources (internal and external) and enable collaborative
organisation and sharing of these resources. To achieve this functionality,
the federated search and media list widgets were evaluated in the FVA (see

11Festo, http://www.festo.de
12http://www.im-c.de

http://www.festo.de
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(a) Prototype validation - first impres-
sion

(b) Benefit of the prototypes

Figure 6.4: Evaluation results

Fig. 6.3). The graphic design of the federated search widget was adapted to
the corporate style.

In a first stage, we evaluated the acceptance of a widget-enriched system by
learners who are used to a classic LMS. The testing took place on the live
FVA. The test group consisted of 25 employees and took place from March
9th 2011 until March 31th 2011. The usage of the system was demonstrated
to the test users in a screencast. After using the system, the participants
filled out a questionnaire that was targeted to assess the perceived usefulness
and usability. The questionnaire was divided into three question blocks:
demographics, assessment of the widgets and feedback for improvement.

The preliminary evaluation showed that the majority of the users liked the
look-and-feel as well as the usability (see Fig. 6.4(a)). For both criteria
only a few people wanted improvements (23% for look-and-feel, 14% for the
usability). People preferred to have higher quality search results (46%) and
better performance (43%). This is in line with the earlier evaluation of the
federated search widget in [11]. To solve this issue, we will add more repositories
(e.g. Festo product databases) and adapt the federated search so that it shows
results immediately after it has received initial results.

Most users see a high or very high benefit of the offered prototypes (see
Fig. 6.4(b)). People benefited most from centralised search (90% high or
very high benefit) and recommendations (86% high or very high benefit). The
optimised information search was also quite beneficial, but could probably be
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improved by adding more repositories. Sharing media and openness of the
LMS is important for the users. Some people see collaboration as slightly less
important. The benefits of self-regulated learning were not clear for many users
(50%). Section 6.6 elaborates on our plans to address this issue.

Overall, the use of the two widgets in the widget environment was positive.
88% of the users would recommend the tools to their colleagues. The perceived
usefulness and effectiveness was evaluated by a question whether the offered
services and the ROLE approach would help the users to work more effectively
in their job, compared to today. 31% fully agreed with this point, 50% agreed
and only 6% denied that they would not be more effective. This is also a
positive result for this early prototype. In the future, we want to evaluate the
usefulness for their job in more detail with more employees.

6.5.3 The SJTU Case Study

The Shanghai Jiao Tong University (SJTU) School of Continuing Education
(SOCE) offers higher education to adults (24.000 in 2010) with a full-time
job. The students form a very heterogeneous group caused by age, command
of English and digital literacy. In ROLE, SOCE serves as a test bed to
understand PLE usage in a context that is characterised by limited study
time and low digital literacy. SOCE implements blended learning where the
lectures can be attended in person, remotely by watching a broadcast using
SOCE’s LMS, which has limited support for active and self-regulated learning.
PLE technology has the potential to overcome these limitations by enabling the
integration of tools and recommendation services. To investigate this, SJTU set
up an experimental PLE, configured by teachers and researchers, in Liferay13.
Most of the functionality is offered by webpages or existing OpenSocial widgets
(cf. Section 6.4.1) that are tracked by the CAM service (cf. Section 6.4.4).

In contrast to the evaluation at Festo with a mature learning environment and
experienced users, the evaluation at SJTU was done with an early prototype
of a learning environment that was entirely new to the students.

The evaluation focused on the use and usefulness of the PLE and the social
recommendations of the federated search widget. It took place in the three
on-going English language courses that started in February 2011 with 100-300
students each.

The setup was very similar for each class and consisted of the following pages:
13Open source portal system Liferay, http://www.liferay.com/

http://www.liferay.com/
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Figure 6.5: SJTU PLE example

Figure 6.6: The absolute unique visitors of SJTU test bed over the evaluation
period

• “Practice” (part of it is shown in Figure 6.5): a language resource browser;
a translator; a vocabulary trainer; an Etherpad widget with exercises
(Etherpad is an easy-to-use collaborative text editor); and the CAM
widget.

• “Self-Assessment”: a widget for testing the English level; and the CAM
widget.

• “Recommendations”: the federated search widget.

The students had to complete a task list, focused on exploration of the
PLE and embedded tools, with an estimated duration of 15 minutes. After
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that, students were prompted to complete an online survey in Chinese. The
evaluation ran during 3 weeks. Data about the PLE usage was collected
through the survey, student interaction recordings with the PLE and web
analytics data. The survey was designed to collect user feedback about the
federated search widget and the overall usefulness and usability of the PLE. The
questionnaire included 13 items pertaining to recommendations adapted from
the ResQue (Recommender systems’ Quality of user experience) framework [25]
utilising the constructs accuracy, relevance, interface adequacy and intention
of future use. The usability section of the questionnaire consisted of 14
items encompassing usefulness, navigational consistency, overall ease-of-use,
satisfaction and enjoyment [32, 31]. A total of 13 completed responses were
obtained.

Among the respondents, 69% used the federated search widget. Overall, 56%
of the federated search widget users found the recommendations relevant to
the course. Among the federated search widget users, 56% also reported
that the recommendations were well presented and the widget UI was easy to
understand. However, only 38% of these students wanted to continue using the
federated search widget. The PLE as a whole was useful for the course for 23%
of the respondents and 39% felt that it was easy to use. Only 15% of the users
found the PLE to be navigationally consistent, which could have significantly
influenced the usefulness and ease-of-use measures. In spite of the difficulties,
46% of the respondents were satisfied with the PLE. Additional comments
provided via open-ended questions point towards performance issues. One such
comment, “I like it for translation, but it works so slowly, I almost can’t bear it”,
reflects the significant loading times that affect the user experience reducing
future intention of use. This may relate to the slower Internet connections
in China as opined by the teachers and because most widgets were remotely
hosted across the globe.

Mouse tracking is a technique for monitoring and visualising mouse movements
on a web interface to gain insights and discover usability issues. The Userfly14

mouse tracking service was integrated in the PLE. The recordings provide some
useful insights. For example, it confirms the findings from the survey pertaining
to the lack of navigational consistency and specifically performance issues like
loading time.

The web analytics for the first six weeks of the course (February 21 until April
4) show a total of 444 visits (10 visits a day), with a spike of 77 visits on the
day the PLE was jointly used in the computer room.

The absolute unique visitors are shown in Fig. 6.6. After the first three weeks
(the time in which the researcher attended class and motivated the students to

14Userfly, http://userfly.com

http://userfly.com


176 FEDERATED SEARCH AUGMENTED WITH SOCIAL RECOMMENDATIONS - PART 2

use the system) the numbers declined. On average, users accessed 5.59 pages
per visit. This number is slightly higher as expected, as each lecture consisted
of 2 or 3 pages. A detailed look at the data reveals that 18% visited a single
page (the login page), 14% two pages (the login page and the first course page),
17% three and 50% more than three pages. Two third visited the site more
than once. On average they spent 8 minutes on the PLE, which is lower than
expected to finish the task list. We assume some visits were short and of an
exploratory nature. The most frequently visited pages are the “Practice” pages.

Almost 1 out of 5 users did not get further than the login page. The analysis
of the recordings of the user interactions highlighted that students used login
credentials from another system. This demonstrates the importance of single-
sign-on solutions.

In the future, we plan to enable the mouse tracking for a limited duration during
lab-based sessions, followed by Retrospective Think Aloud [14] sessions with
a few learners to extract some more detailed explanations. User interaction
analysis of a larger group could also be achieved with the CAM data, which we
currently have not done yet. Rather than merely triangulating data obtained
from a survey, the proposed approach will help yield additional qualitative data
for future design and development decisions.

6.6 Conclusion and Outlook

This paper presented the prototype implementation of a infrastructure for
responsive open learning environments with support for widget assembly, inter-
widget communication, authentication and authorisation services, and services
for activity tracking. The infrastructure allows widget bundles to react to
learner needs in a coordinated way.

Future work will integrate the infrastructure with the psycho-pedagogical
integration model (PPIM) [10] for self-regulated learning. The learning
process in the model is described by a four-phase cycle based on work by
Zimmermann [37], where the learner: (1) (re-)defines his profile information,
(2) finds and selects learning tools, (3) uses learning tools, (4) reflects and
reacts on strategies, achievements and usefulness.

In the presented case studies, phases three and four are supported. Learners
can use their widget bundles and receive feedback – i.e. by visual analytics of
CAM data [12]. For now, phase two is done by the teacher who preselected
widgets for the student. Phase one is discarded because the user profile service
was not available.
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The next step is to provide full support of the PPIM model within the ROLE
infrastructure. Learners will be able to set up a user profile including the
current and competencies to be achieved, preferences, learning history and
progress. Suggestions will be automatically generated by analysing CAM data
and can be revised by the learner.

In phase two, the Widget Store can recommend widget bundles for the
defined learning goals based on the current competency profile. This requires
a semantic machine-readable description of the available tools, content and
bundles. Social recommendations will be also important in this phase. Our
ongoing work in this area is described in [11]. After integrating the PPIM
model, the infrastructure will be evaluated with the presented case studies and
two new academic test beds.
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7.1 Abstract

Visualization of user actions can be used in Technology Enhanced Learning
to increase awareness for learners and teachers and to support self-reflection.
In this paper, we present our Student Activity Meter that visualizes learner
actions. We present four design iterations and results of both quantitative and
qualitative evaluation studies in real-world settings that assess the usability,
use and usefulness of different visualizations. Results indicate that our tool is
useful for a variety of teacher and learner needs, including awareness of time
spent and resource use. Tools like SAM can also be deployed in other settings
that require awareness and self-reflection, e.g. in personal informatics and
health monitoring, where motivated users will value the flexible mechanisms to
analyze trending data.

7.2 Introduction

In a physical classroom, learners interact directly with teachers (even though
orchestration can often be problematic [4]) and other learners. In a digital
environment, learners often struggle to understand whether their work is of
the same level as that of their peers or whether their work is in-line with the
expectation of the teacher [1]. Teachers experience similar problems: it can be
difficult to track learner progress or to detect learners experiencing difficulties.

In this paper, we apply visualization techniques to enable understanding and
discovery of patterns [5] from data that is tracked in learning environments.
The overall goal of our Student Activity Meter (SAM) application (see Fig. 7.1)
is to assist both teachers and learners with self-reflection and awareness of
what and how learners are doing. This can be especially useful in self-
regulated learning [37], where learners are in control of their own learning.
We applied a design-based research methodology [18] to evaluate the usefulness
and usability of different visualization techniques to support these goals. These
evaluations were conducted in real-world courses with students and teachers in
four iterations over a period of 24 months.

The paper is organized as follows: in the next section, we give a brief overview of
related research. Then, objectives for both learners and teachers are discussed.
Next, we discuss the design iterations and evaluation results. Conclusions and
remarks on future work are discussed in the last section.
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7.3 Related Work

Visualization techniques have been researched and applied in several do-
mains [14], including finance [35] and the automotive industry [22]. In this
paper, we focus on the Technology Enhanced Learning (TEL) domain. Two
categories of visualization systems are used to support self-reflection and
awareness among learners [26]. A first category includes systems that improve
awareness of actions taken on resources. A second class supports aggregating
data into a set of high-level indicators, e.g. analyzing participation rates
based on word counts and message reply delays. Our tool, SAM, provides
visual analysis of time learners spent on learning activities and document use
statistics. Hence, it belongs to the second category.

Several available tools belong to the first category. Hardy et al. [12] visualize
the path taken through resources. These visualizations are in essence directed
graphs, with nodes representing pages and edges representing access between
pages. GISMO [16] visualizes accesses to a course and its resources. Among
others, the application relies on a simple matrix visualization of student names
and resource names to represent resource accesses.

CAMera [21] is an example of an application that belongs to the second
category. CAMera analyzes user activities and provides simple metrics of
events, such as mouse clicks. The system relies on Contextualized Attention
Metadata (CAM) [33] that captures user interactions with tools and resources.
SAM also relies on CAM data, but focuses on higher-level indicators. For
instance, SAM analyzes user events to extract indications of the time learners
have spent on learning activities. Moodog [34] visualizes metrics of activity logs
in Moodle1 using bar charts. SAM provides more fine-grained time spent and
uses a wider range of more advanced visualization techniques (such as parallel
coordinates) enabling more detailed analysis.

Most visualization research for TEL only discusses how and for which purpose
the tools can be used (e.g. [21]). Only a few in-depth studies with real teachers
and learners (e.g. [13]) have been conducted that assess the usefulness of
visualizations. In this paper, we elaborate such research and present SAM’s
iterations and evaluations with teachers and students. The major contribution
lies in a presentation of insights into how and why teachers and learners use
visualizations to improve awareness and self-reflection in real-life scenarios.

1Moodle, http://www.moodle.org

http://www.moodle.org
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7.4 Objectives

SAM visualizes data tracked in learning environments. Depending on the level
of detail in the data, different metrics are provided, like basic time spent and
resource use or forum view and post actions.

Both teachers and learners are target user groups. SAM assists teachers with
awareness of what and how students are doing. More specifically, SAM can
assist teachers to detect students doing well and at risk. SAM uses time
spent and resource use metrics [15]. Teachers gain insight into the time
learners are spending on course activities and can compare these indicators
with their estimates. Resource use can provide insights on how and how often
the documents and tools are used by students. It can also enable discovery of
resources external to the course.

Metrics can be added depending on the data detail to increase understanding of
specific tasks, e.g. the compiling error count or number of forum contributions.

SAM also supports self-reflection and awareness for learners. SAM visualizes
how long learners have been working on course activities in comparison to
their peers. Discovery of averages and trends is possible, as well. In addition,
resource use indicators provide information about learning material used by
other students. This can be especially useful in self-regulated learning [37].

7.5 Design iterations and case studies

To design and develop SAM, we applied the design-based research methodol-
ogy [18] that relies on rapid prototyping to evaluate ideas in frequent short
cycles. SAM evolved during four iterations over 24 months. Fig. 7.1 shows the
latest version of SAM (Iteration 4) and is used below to illustrate the design
changes through all iterations. Table 7.1 presents an overview of all iterations
and their main evaluation outcomes. All evaluations have been conducted in
real-world settings using real courses in a variety of topics and their teachers
and students. SAM is fully implemented in Flash, enabling web and desktop
availability and relies on CAM for data interoperability.

7.6 Iteration 1

In this section, we present the first version of SAM. More details and screenshots
of iteration 1 are available in [11].
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Table 7.1: Overview table of SAM’s design iterations and main evaluation
outcomes.

Figure 7.1: The user interface with three visualizations.
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7.6.1 Design and Implementation

SAM has been designed and implemented using paper mockups – which
were refined based on feedback from colleagues. Our visualizations provide
coordinated views [32] over the data.

The line chart (label 4 in Fig. 7.1) enables finding trends [27]. Every line
represents one student, connecting all the timestamps when he was working
with the cumulative amount of time spent. The inclination of the line shows
the effort of the student. A steep line means an intensive working period.
A flat line shows inactivity. The selected student (in red) worked intensively
immediately at the start, then stagnated a bit and stopped working by the
end of September. Because the display can get quite dense, one can zoom on
date (label 7). Vertical zoom (8), search (9) and filtering (10) were unavailable
in iteration 1. The chart allows to compare learners and find out on what
activities or resources they spent their time.

Parallel coordinates (label 5) are a common way to visualize high dimensional
data in limited space and allow exploration of trends [24]. The vertical axes
represent different metrics. The metrics differ based on the available data. The
metrics for time spent and resource use available in iteration 1, 2 and 3 are the
total time spent on the course, the average time spent on a resource, the number
of resources used and the median of time of day when students work. Each
student is shown as a polyline. The yellow polyline shows the average student
(A, in yellow). The selected student (S, in red) used 250 resources, on average
for 4 minutes, works longer than the average student and has the 2nd highest
number of programming errors (this metric was unavailable in iteration 1).
Parallel coordinates are useful for data exploration and can allow an overview
of the tendencies and positioning of students [24].

The bar chart (label 6) shows the student distribution in a histogram for the
total time spent and the resources used. This allows student grouping and
provides a visual impression of the distribution. One can drill down in the
data by clicking on a specific bar. The number of bins (13) and the metric (14)
can be changed.

The statistics of time spent and document use are shown in box 2. A graphical
view is presented with color-coding of the minimum, maximum and average
time spent and documents used. Upon selection of a user in the visualizations,
his statistics are shown.

The recommendation pane (label 3) enables navigation through used resources.
In iteration 1, different icons based on resource type were not provided. The
‘Recommendations’ tab (Fig. 7.1 label 15) contains an animated tag cloud of the
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recommendations. We opted for a tag cloud, because the information-seeking
task is not clearly defined and exploratory [25].

7.6.2 Evaluation with students

Evaluation Data

For this iteration, we implemented an online tracking tool using Twitter to log
time spent and resource use [11]. The tracked data is preprocessed and exposed
by the online tool to improve visualization performance.

Demographics and Evaluation Setup

The usability and user satisfaction was evaluated with 12 computer science
students (10 male and 2 female, from 22 to 25 years old) at the Katholieke
Universiteit Leuven taking a HCI course in April-May 2010.

Two evaluation sessions were conducted. After a week of time tracking, a task-
based interview was conducted using the think-aloud protocol [29] to provide
more insight in the student’s understanding of the visualizations and evaluate
the learnability, errors and efficiency [17]. After a month of use, user satisfaction
was evaluated with the System Usability Scale (SUS) [8, 28]. In addition, we
applied the Microsoft Desirability Toolkit (MSDT) [7] to gain more detailed
and descriptive user satisfaction information.

Evaluation results

Learnability, errors and efficiency were evaluated with 7 students. Generally,
the students could explain well what they saw on the visualizations. Two
students required our explanation that every line in the parallel coordinates
and line chart represents a student. Two students had trouble finding info
boxes in the line chart (the red box with label R in 1, Fig. 7.1), because it
requires hovering over a specific point.

Overall, the visualizations themselves are clear – only two people required
an explanation that every line represented one student. In iteration 2, we
added documentation for first-time users to remedy this. The operation of the
line chart zoom tool requires more information, in iteration 2 a tooltip was
added. The efficiency was not timed. Although overall no real problems were
uncovered, improving the line selection would be good.
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Figure 7.2: A word cloud based on the frequency of the selected MSDT
adjectives.

The User Satisfaction was measured with nine students, of which five were
veterans of the first round. The average SUS score is 73.33 with a standard
deviation of 9.35. This rates above the average SUS score (69.69) of 206
studies [6]. The SUS score of three students is above 80 and two are lower
than 70. From the frequency of the MSDT results we created the word
cloud in Fig. 7.2. ‘Usable’, ‘Useful’, ‘Understandable’ and ‘Organized’ are
the most selected words. The words ‘Relevant’, ‘Effective’, ‘Meaningful’,
‘Straightforward’, ‘Easy to use’ and ‘Intuitive’ indicate a high level of usability.
These results are in-line with the SUS results. Three students selected
‘Complex’. Two participants indicated that this was just their initial reaction.
For the other student complexity was positive – meaning ‘advanced’ or ‘evolved’
and not ‘difficult to use’.

We applied verbal protocol analysis to the top five choices of the students: 42
words are positive (93%) and 3 words are negative (7%). The negative words
are ‘overwhelming’, ‘complex’ and ‘cluttered’. Both results indicate a decent
user satisfaction, but first-time users may need some help.

The usefulness of SAM was assessed by asking why it would be useful to them.
Six students use SAM to see how much the others work on the course for
comparison and three are mainly interested in their own data for reporting.
This result is very much in line with our objectives. Four students liked the
line chart most, three selected the parallel coordinates and two the bar chart.
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Initially, we included three visualizations because we did not know what people
would prefer. It is a bit surprising that the parallel coordinates score so high,
because this visualization is harder to grasp at first [24]. The students who
voted for this, said they like it for the clear overview and to see trends.

Conclusion – Learnability is high. The number of errors is low and no
unrecoverable errors are encountered. The SUS test with an average score of 73
and the MSDT indicate a decent user satisfaction and usability. Preliminary
results of how students use SAM are positive and in line with the objectives.

7.7 Iteration 2

After measuring the usability with students, we evaluated whether SAM
can assist teachers with their teaching tasks. The teachers of CGIAR2,
an agricultural research group, teach many agroforestry and science courses
on Moodle, which logging features provide us with tracking data allowing
deployment of SAM over multiple courses and evaluation with multiple
teachers.

7.7.1 Design and Implementation

In this iteration, we introduced a help function (label 16 on Fig. 7.1) to assist
first-time users. In addition, some bugs were fixed and Google Analytics3 was
integrated to monitor users during the evaluation.

7.7.2 Evaluation with CGIAR Teachers

Evaluation Data

Scripts were developed to transform Moodle log events into time spent and
resource use data. A sliding time window algorithm is used that groups events
based on resources and tools used. The algorithm uses different thresholds to
correct user inactivity (e.g. when a user leaves the computer). The scripts run
at fixed times to provide SAM4 with faster performance and recent data.

2CGIAR – Consultative Group on International Agricultural Research, http://cgiar.
org

3Google Analytics, http://analytics.google.com
4The tool is available at http://ariadne.cs.kuleuven.be/monitorwidget-cgiar

http://cgiar.org
http://cgiar.org
http://analytics.google.com
http://ariadne.cs.kuleuven.be/monitorwidget-cgiar
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Demographics and Evaluation Setup

In total, 20 persons participated of which only 3 CGIAR teachers. To increase
participation, other teachers contributed: 2 law, 8 Computer Science (CS)
teachers and 7 CS teaching assistants (TA). They were not involved in the
CGIAR courses, but as teachers they could still provide valuable feedback.
There were 6 females and 14 males, between 24 to 66 years old. Ten teach
more than 5 years.

An online survey was used, because the teachers are spread over 3 continents.
The survey inquired about the importance of teacher issues, with which teacher
issues SAM assists and the usefulness of SAM through a detailed study with
Likert items, eight open questions and multiple yes/no-questions on usage
intentions. The qualitative data provided us with more details and better
understanding of the quantitative data. We designed our own survey to explore
more specific topics on how teachers use SAM and it assists them.

Evaluation results

The respondents first rated 9 5-scale Likert items about teaching related needs
and issues, based on the teacher objectives. Afterwards, they rated whether
the same issues could be addressed by SAM. This way, the real needs can be
related to how they perceive SAM addresses these problems.

Teaching needs and issues – Figure 7.3 shows the Likert scales (‘1 - not relevant’
to ‘5 - very important’) on teaching needs and how well SAM addresses these.
The most important issue for teachers is providing feedback. ‘Knowing about
collaboration and communication’ (the 3rd row with *) is not addressed by
SAM, but is added to check a possible bias. The difference between teachers
and TA’s has been statistically tested with Mann-Whitney’s U tests. Giving
feedback is more important for teachers than for TA’s (mean ranks of teachers
= 12.19 and TA’s = 7.36; U = 23.5, Z = -2.16, p = 0.02, r = 0.48). TA’s
find collaboration significantly less important than teachers (mean ranks of
teachers = 12.73 and TA’s = 6.36; U = 16.5, Z = -2.40, p = 0.01, r = 0.54).
The results show that the awareness objective (through ‘provide feedback’ and
‘being aware of what students are doing’) and resource use (through ‘knowing
document use’ and ‘knowing external resources use’) are important. Time
tracking is less important.

The addressed issues are assessed with the Likert items (‘1 - impossible’ to
‘5 - definitely’) in Figure 7.3. The collaboration issue is rated the lowest as
expected. However, the teachers do not fully agree (high range and IQR). The
highest rated is ‘knowing how much time students spent’ and ‘Awareness of
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Figure 7.3: Box plots of the Likert scale analysis of teaching issues for the
CGIAR evaluation.

Figure 7.4: Box plot of the Likert scale analysis of the usefulness of the
visualizations of the CGIAR and LAK case study.

what students are doing’ Finding students in trouble and the best students
is also rated rather low. Awareness of resource use is mostly met, but can
be improved by differentiating external resources (the external resource use
issue is indecisive). The range is quite high for most issues, which can be
related to the high-level issue descriptions that maybe require more work to
relate to SAM’s functionalities. SAM partially meets the awareness objective
through ‘Awareness of what students are doing’, but can be improved. Some
participants argued that time spent and resource usage is insufficient and that
in most cases quantitative data does not demonstrate that students learned.

The usefulness of each visualization is presented in Figure 7.4 using Likert
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items (‘1 - not useful at all’ to ‘5 - very useful’). All contribute to the teacher
needs (all medians and modes = 4). The line chart scores highest, then the
bar chart and then the parallel coordinates. Two participants rated parallel
coordinates as useless. This result is quite in line with iteration 1.

The achievable tasks of each visualization were inquired with open questions.
The time spent patterns are important for the teachers to control the workload
during the course and to see when students start working. The line chart use
is mostly related to awareness, finding students in trouble and time tracking.
The parallel coordinates are mostly used to get a course overview, to detect
students who need assistance and to compare with the average student. The
bar chart is used to check the student distribution for a course overview and
to find outliers. Only 5 teachers find the current resource recommendations
useful. Teachers want to understand the resource use and are not interested in
recommendations as such. The tag cloud is not always clear and some prefer a
new list view. 14 want to give SAM to their students.

Suggestions for improvement include drilling down in the data (e.g. to obtain
a student list from a bin in the bar chart) and more search capabilities (e.g.
find a specific student). The teachers also requested more metrics (e.g. the
number of times a student works on the course) in the bar chart and parallel
coordinates. The latter would also benefit from configurable axes (see iteration
3).

The gained insights from using SAM were: time spent is a good indicator
of effort (3p.), better understanding of the course workload and usage (3p.),
understanding the student distributions (3p.) and finding outliers (3p.). 18
out of 20 would like to use it in their own courses.

The participants really used SAM during the evaluation. Google Analytics
tracked 48 visits, spending 40 minutes on average. When removing two outliers,
the average time spent is 29 minutes.

Conclusion – The most important teacher issue is providing feedback to
students. Awareness and resource use is also rated as very important. The
usefulness of SAM to meet the awareness objective is rated as high. Many
different uses for SAM have been found from detecting students at risk to
gaining a course overview. All visualizations are perceived as useful. Teachers
would like more statistics, differentiate external resources and drilling down in
the data.
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7.8 Iteration 3

In this iteration, we extended the parallel coordinates and administered an
almost identical survey to the one in the previous iteration. For this evaluation
we wanted to get expert feedback and see how SAM would operate in a large
course. SAM was deployed in an open online course on Learning and Knowledge
Analytics (LAK)5 – an emerging research domain in TEL that focuses on better
measurement, analysis, visualization and reporting of data about learners [2].
More details and screenshots of iteration 2 and 3 are available in [10].

7.8.1 Design and Implementation

The parallel coordinates allow re-ordering of the axes through drag-and-drop for
better metrics comparison. To cope with the line density better, configurable
histograms (12) are added to the axes.

7.8.2 Evaluation with the Learning and Knowledge Ana-
lytics course participants

Evaluation Data

Moodle and its forums were used for collaboration6 and its logging data is
imported identical to Iteration 2.

Demographics and Evaluation Setup

270 participants registered for the course. They are researchers active in the
learning analytics field and/or interested teachers. Evaluating SAM in this
diverse test bed triggered interesting discussions7. Twelve people, between 27
and 62 years old, participated. Six are teaching and five have done so for more
than 10 years.

We again used an online survey but with two paths: one for all users and one
for teachers. The path for teachers is identical to the CGIAR case study to
allow comparison. Some additional questions were added.

5LAK course, http://scope.bccampus.ca/course/view.php?id=365
6The tool is available at http://ariadne.cs.kuleuven.be/monitorwidget-lak11
7http://scope.bccampus.ca/mod/forum/discuss.php?d=16525

http://scope.bccampus.ca/course/view.php?id=365
http://ariadne.cs.kuleuven.be/monitorwidget-lak11
http://scope.bccampus.ca/mod/forum/discuss.php?d=16525
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Figure 7.5: Box plots of the Likert scale analysis of teaching issues for the LAK
evaluation

Evaluation Results

Teaching issues – Six teachers rated the relevancy of the same teaching
issues as in the CGIAR evaluation. Figure 7.5 shows that LAK teachers
perceive teaching issues slightly different than the CGIAR teachers. ‘Providing
feedback’ is again the most important issue. Both LAK and CGIAR teachers
want to understand the document use. The main differences between LAK
and CGIAR teachers are: LAK teachers rate finding students at risk higher
and finding good students lower, online tool use is not so interesting for LAK
teachers and collaboration is more important. Awareness is also rated high.
Comparing with the objectives, awareness and resource use is again the most
important.

The addressed issues in Figure 7.5 depicts that LAK teachers are more
convinced that SAM addresses the ‘providing feedback to students’ issue. This
might be related to their visualization expertise. The time spent issue is scoring
second best, but it is less convincing than in the CGIAR case. On most other
issues, the results are inconclusive (most medians about 3).

The usefulness of each visualization was assessed by both teachers and learners.
When asked to assess the contribution of each visualization, answers were
inconclusive (all mode & median around 3), see Figure 7.4 (right side). There
is no statistical evidence that teachers and learners rate the visualizations
differently.

The achievable tasks of each visualization was assessed identical to the CGIAR
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case and gives better insights on the use of SAM. The line chart can be
used by teachers to detect the participation intensity and tendency, to verify
the classroom activity and to learn about ‘chronological course dwell time’.
Learners use it for comparison with his peers. The parallel coordinates are
used for comparison with the rest of the class, to measure progress and to
increase motivation. A learner used the bar chart to find the group where he
fits in. The bar chart was perceived as a bit redundant by one teacher, maybe
due to the addition of the histograms on the parallel coordinates.

Seven out of nine users found the recommendations useful. Eight users wanted
to continue using SAM and four were unsure. People liked SAM for its
simplicity and the multitude they can observe, and the accurate, detailed time
information and the insight and motivation it provides. Although results of
Figure 7.5 and 7.4 are hard to interpret, we can derive from the open questions
and willingness to continue using SAM that most LAK users, perceive it as
useful for different tasks. The study is affected by the incomplete user activity
data of some users, who studied outside of Moodle.

Suggestions for improvement – We asked to prioritize visualization ideas from
the CGIAR evaluation. From most desired to least, these are the results: (1)
visualization on student content creation, (2) used resource types visualization,
(3) detailed statistics of used resources, (4) comparison of the actions of two
students and (5) detailed student information.

Conclusion – The LAK evaluation results confirm some of the CGIAR findings.
The most important teaching issue is again ‘providing feedback to students’ and
‘student awareness’ is rated high again. The LAK teachers are very interested
in finding students who are not doing well. Both LAK and CGIAR teachers
want to understand document use. LAK teachers are more convinced that
SAM enables them to provide feedback. In general, they are indecisive on the
other issues. From the open questions, we learn that LAK participants use
SAM for similar tasks as CGIAR teachers, e.g. finding outliers. They are also
interested in student content creation visualizations.

7.9 Iteration 4

SAM’s usefulness was assessed with teachers of a computer science course
taking place last year, allowing a retrospective and full course view. The more
detailed tracking data allows extra metrics and the course has a large and
diverse teaching team.
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7.9.1 Design and Implementation

In iteration 4, filtering and searching in the visualizations is implemented, as
requested by teachers in the CGIAR and LAK case, to facilitate exploration
of larger data sets. Adding zooming and search features also strengthens
the Visual Information Seeking Mantra [23]. The following extensions are
implemented:

The recommendation pane (3 in fig. 7.1) uses different icons for each resource
type (e.g. URLs) and a specific icon for external resources to address teacher
remarks.

The line chart provides zooming on the vertical time spent axis (8) and, a
search (9) and filter (10) function.

The parallel coordinates have functionalities to configure more metrics by
adding and removing axes (11) as requested by the teachers. Filtering (10)
and searching (9) is also integrated.

7.9.2 Evaluation with CS teachers

Evaluation Data

Data was collected during a Systems Architecture course at the University
Carlos III of Madrid. Most of the course work is done on a development
platform. To overcome potential configuration problems, a virtual machine
with all the development tools is made available for students. This environment
contains a tracking tool that records most of the user actions. Students are
informed of the presence of this tool, the data that is being recorded and the
procedure to disable it.

An individual activity report is created for each student. The data set is
converted to CAM and preprocessed for better performance of SAM8. The
richer data allows the creation of a course specific metrics set: URLs opened in
the browser, debugging actions, editor use, programming errors, course forum
accesses, and forum posts.

8The tool is available at http://ariadne.cs.kuleuven.be/monitorwidget-chi

http://ariadne.cs.kuleuven.be/monitorwidget-chi
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Demographics and Evaluation Setup

The evaluation was conducted with 2 professors, 5 assistant professors (AP), 1
TA, 1 course planner and 1 TA from a related course. All of them have been
teaching this course for 3 years, except one AP with two years, and two other
APs who were new this year.

We conducted a qualitative study with 11 teachers after the course was finished,
using a structured face-to-face interview with a fixed questionnaire of 25 open
questions and tasks to be able to ask them to expand on answers. Before the
interview started, the interviewer presented SAM in a 5 min showcase.

Evaluation Results

In total, the interview consisted of 6 tasks to get acquainted with SAM (not
discussed here), 6 tasks to assess teacher needs and issues that were identified
in iteration 2 and 3, and 13 questions regarding use, usefulness and preferences.
We first present the 6 task results on the parallel coordinates, student feedback
and time spent and then discuss the open questions.

The parallel coordinates were evaluated with 3 tasks to understand if teachers
can collect findings. First, they were asked to analyze if students wrote on the
forum often. Then they had to assess if the contributing students had problems
with programming. For both tasks, all participants, except the course planner,
were able to answer these questions based on the provided visualizations. To
encourage the teachers to explore the parallel coordinates further, they were
asked to relate other metrics and the forum to their experiences. All teachers
could relate findings back to the course.

Teaching issues – Providing student feedback is one of the most important
teacher issues, as identified by CGIAR and LAK teachers. All teachers could
identify students doing well and students at risk. They posed many different,
sometimes conflicting, visions of which metrics and values are to be considered.
This shows an opportunity to use SAM to explore potential propositions and
analyze these further. Teachers could find indications for potential students
doing well and at risk on both individual level as well as a general level by
setting thresholds for the metrics. The thresholds seem to be personal for each
teacher.

Time spent and resource use are the two main metrics employed in SAM [11].
All teachers could estimate the time spent of the student majority and
confirmed that SAM enables them to better understand how students spend
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time. Six used the parallel coordinates (of which two employ the histograms)
and five the line chart.

The achievable tasks and usefulness were assessed with 7 open questions. All
teachers agreed that SAM provides them with a better overview on the course.
Two participants noted that the line chart help to grasp an overview. All
teachers agreed that SAM helps them to understand student time spent and
everyone wants to use SAM during the course this year. Main benefits are:
detecting students that require assistance (5 p.), course planning (3 p.) and
monitor tool and resource use (3 p.). All agreed that SAM assists them in
their teaching tasks. The resource recommendations are useful according to
10 teachers – mainly to know the documents and tools students use most and
to know which documents need improvement or advocating with the students.
Nine persons would have their students use SAM.

Privacy is a serious concern and mentioned by users in previous studies [11, 10].
In the evaluation setup, only a student number is visible to obfuscate the
identity. When asked if full names would increase SAM’s usefulness, ten users
said that they wanted to see the names, e.g. for contacting them for feedback.

Suggestions for improvements came up during the interview and were also
discussed in 5 questions. When asked what they liked most about SAM, five
persons answered the line chart, because it gives them an immediate overview,
summarizes time and allows discovery of outliers. Four preferred the parallel
coordinates, although one mentioned it is overwhelming at first. Answers on
what they like least are: sometimes too many lines overlap (3 p.) and selecting a
student should be easier (3 p.). Techniques to order axes more optimally [9, 30]
and to facilitate pattern discovery [36] are available and can be integrated in
the future. A list of common suggested improvements includes: visualizations
for student groups and metrics over groups (7 p.), visualize metrics over time
(4 p.), add a line for the ‘expected student’ so teacher can compare with their
expectations of what a student should do (3 p.), add all metrics to the stats
window (3 p.) and add filters to limit the resource recommendations (2 p.).
Two more interesting suggestions were made to make SAM more social: a way
to share patterns with colleagues and an alert system to warn teachers when
metrics pass a threshold. When asked what extra metrics would be useful,
these were most common: student marks (5 p.), group-based metrics (2 p.),
more metrics on the use of different tools (2 p.), resource metrics only for those
provided by the teachers (2 p.).

The user satisfaction was conducted after the interview with a SUS survey [8]
to compare it with iteration 1. The average SUS score for the study is 71.36,
which rates above the average SUS score (69.69) [6]. This is comparable to
iteration 1 (73.33), although extra advanced features have been added (e.g.
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filtering and configurable parallel coordinates axes). Based on a 5-point Likert
item on whether they would recommend SAM to their friends or colleagues
(‘1. very unlikely’ to ‘5. very likely’), users would advocate SAM (x̄ = Mo =
Md = 4, R = 2, IQR = 1). This also relates to whether they want to use the
system frequently, a question in SUS, which was also rated high.

We did not find significant differences between the teachers and TA’s. Some
answers relate closely to the participant’s teaching tasks, for example TA’s
want to see only ‘their’ students and use SAM to check up on students before
an appointment.

Conclusion – Every participant confirmed that SAM helps them to get an
overview of student time spent and a better overview on the course in general.
All teachers can find students who are doing well or are at risk. However,
they posed many, sometimes conflicting, visions on exactly which students are
doing well or at risk. This can be related to their specific background, course
involvement and requirements. Everyone who taught the 2010 course can relate
findings back to the course. The parallel coordinates can assist teachers with
detecting anomalies, patterns and potentially problems earlier on. Almost all
users want to view student names to enable easier feedback, although some
argue that for getting an overview and analyzing on class level anonymized
data is enough. The line chart and parallel coordinates are liked most by
users. The bar chart provides quite similar functionality as the histograms
on the parallel coordinates. Solutions for analyzing groups and easier student
selection are wanted. From the plethora of new insights gained in this one-hour
session and the fact that all teachers want to continue using it in their course,
we can deduct that SAM is useful to teachers in a real-life course for much
more tasks than we originally envisioned.

7.10 Conclusion and future work

This paper presents the iterative design and evaluation process of SAM, a
visualization tool for awareness and self-reflection for teachers and learners.
Each iteration is evaluated with students, teachers and visualization experts in
real-world settings (see Table 7.1).

First, SAM’s usability was evaluated with students and preliminary indicators
of its usefulness for students were found. Next, teachers from CGIAR were
inquired about their needs and whether SAM could meet those needs. The most
important teacher need that SAM addresses is to provide feedback to students.
Many uses were mentioned (e.g. finding outlier students), which indicates a
perceived usefulness and contributes to better awareness. From participants in
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a learning analytics course, we learned that they have similar teaching needs,
but they are indecisive whether SAM assists them with these needs. They
would use SAM for similar reasons as the CGIAR teachers. Their visualization
expertise contributed to many useful suggestions for improvements. In the last
iteration, SAM was evaluated with data tracked over an entire semester. SAM
allows the teachers to find students doing well and at risk, as well as getting
a better course overview and understanding student time spent. Almost all
participants over all studies would like to continue using SAM. We can conclude
that SAM is useful to teachers and assists with improving awareness, based on
the wide variety of new insights gained, the stated benefits and the eagerness
to continue using SAM. The successful evaluations of SAM in four very diverse
real-world environments illustrates the potential applicability in many learning
settings.

Based on the interest and feedback we received, we believe that there is a
large potential for visualizations of tracking information, not only to assist
teachers and students, but also in other domains like personal Informatics [3]
and Quantified Self9. Applications in these domains help people to understand
their habits and behavior, through tracking and visualization, e.g. for sleep
tracking and email communication patterns. Tracking of health data can
improve for example fitness [20] and enable early diagnosis of illness. The rise of
Big Data also requires visual analysis tools [31]. Within companies, awareness
visualizations are used to analyze business and manufacturing processes [22].
Tools similar to SAM can assist in all previously mentioned settings by
visualizing the tracked data and extra metrics can be included, based on the
context. Initially maybe some functionality can be perceived as somewhat
complex, but motivated users will find the flexible mechanisms to view and
manipulate trending data of great value. Validating SAM’s impact in these
fields requires further evaluations in these settings.

The methodology and results of this paper can be useful for other researchers
when creating a visualization tool. Evaluating iteratively, early and in realistic
settings has proven very valuable for us. In contrast to many existing works on
the development and deployment of visualizations [19], the approach enabled us
to gain insight into the usability and usefulness for real users. The methodology
can be easily applied in other domains, e.g. personal informatics. Hopefully
this work will inspire others to do more extensive user studies on visualizations.
Not only usability studies of how people operate visualizations are needed, but
also the analysis of how people really use those tools and how the tools impact
their behavior are of great value. Providing different ways to visualize data
can be useful for users. This allows users to select the visualization they feel

9Quantified Self, http://quantifiedself.com/

http://quantifiedself.com/
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comfortable with. Of course there is a trade-off: users will require more time
to understand multiple visualizations versus only one.

A limitation of our studies is that we only exposed users to SAM for a brief
time period. We will evaluate SAM over a longer period in the same Computer
Architecture course this year and conduct multiple surveys during the course
with both students and teachers. This will allow us to investigate the impact
on students and teachers over time in detail. For this planned iteration, we
will improve SAM with the most requested features and metrics, e.g. extend
the stats window and add metrics of groups.
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Chapter 8

Conclusion and future
research

In this dissertation, the use of metadata and attention metadata to enable
content finding and awareness has been investigated in the domain of
technology-enhanced learning and music information retrieval. This chapter
concludes this thesis with a summary of what has been achieved, a discussion
on the research questions and an elaboration on possible future research.

8.1 Thesis summary

In this thesis we have investigated how metadata and attention metadata can
be used to support findability and enable awareness. To be able to build
tools that support findability and awareness, metadata has to be available.
Metadata schemas or standards describe metadata fields in a standardised
way to enable interoperability. In chapter 4, we have investigated how
an appropriate metadata standard can be selected for required application
functionalities. In many cases, metadata is still created manually. In chapter 2
and 3 we researched how metadata can be created automatically using mashup
techniques. In a case study in chapter 5 and 6 we have explored how
users can access content distributed over multiple repositories with various
metadata standards via a single search query to support findability in a generic
way. The search functionality has also been augmented with personalised
recommendations based on attention metadata. In a last case study (in
chapter 7) we have investigated how attention metadata can be used to create
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awareness and support self-reflection for teachers and learners. We have
researched how information visualisation techniques can be used to visualise
attention metadata and support awareness and self-reflection.

Within the scope of this thesis we have done surveys, designed and developed
algorithms, built user interfaces, analysed data, evaluated algorithms and
conducted user studies to answer the research questions defined in section 1.2.
In the remainder of this section, we will re-address and answer these research
questions.

8.1.1 RQ1: How can metadata and attention metadata be
leveraged to provide efficient and effective access to
content?

There are numerous possible approaches to leverage metadata to provide access
to content. Examples of such approaches are visualising content relationships,
content creators or content use [70] to explore content repositories or through
recommendation techniques to discover new content [37]. Content resides in
numerous repositories. To enable search over multiple repositories in an efficient
and effective way we have applied federated search. Through the unification of
the diverse heterogeneous metadata schemas of repositories, federated search
creates a single point of access for searching over multiple repositories to provide
users with access to a larger content collection without requiring isolated queries
on each repository. This enables a more efficient way to search. We have
applied federated search to provide learning material from Web 2.0 services
and learning repositories within a personal learning environment (PLE) (see
chapter 5 and 6). We have developed a prototype and evaluated the usability
of our prototype and its perceived usefulness for users of a PLE. Our results
indicate that federated search is effective for users when the federated search
includes repositories with content that support the user tasks. This is also
confirmed by other existing studies [8, 71, 47]. These results are a partial answer
on research question RQ1. We have shown that federated search provides an
efficient way to access numerous repositories at once and results from our and
existing studies [8, 71, 47] indicate that users perceive it as useful and effective.

Attention metadata can be harnessed for various search related purposes, such
as adaptive user interfaces [82], personalisation of search results [148, 85]
and recommendations [115, 122, 37]. To assess the attention metadata part
of research question RQ1, the federated search has been augmented with
functionality to track attention metadata and social recommendations to
personalise the search results. This can provide a social dimension to the
recommendations [78] as research has shown that users prefer recommendations
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from friends to those from systems [131]. Recommendation techniques have
been developed that incorporate trust and social networks to improve the
accuracy [45, 99]. The social recommendations in the federated search widget
allow exploration of what people known by the user recommend. Through the
addition of social recommendations, we have tried to improve the perceived
usefulness of the federated search by personalising the search results to improve
the ranking of the search results. Our evaluation results indicate that users
benefit from the addition of the social recommendations. The quality of the
recommendations needs further evaluation. If there is no attention metadata
regarding the use of search results for a given query, the recommendations
suffer from the cold start problem [120, 72], which is not really problematic as
the recommendations are just used to augment the federated search results.

8.1.2 RQ2: How can metadata creation be made more
scalable?

Automatic metadata generation is one way to make metadata creation more
scalable, less time-consuming and more cost-effective. Another example to
make metadata creation more scalable is a human algorithm [142], which is a
strategy to make tasks that are hard for computers, fun for humans by creating
a computer game to solve the task. An example of a human algorithm is a
computer game to competitively label pictures, which is a very hard problem
for computers but easy for humans [143]. In this thesis we have applied
automatic metadata generation for MIR to answer research question RQ2 using
two different mashup techniques.

A first case study has used a mashup to combine various data sources
intelligently to determine the country of origin of an artist (see chapter 2).
We applied mashup techniques because determining the country of origin is
hard to achieve by analysing for instance the audio signal. We have selected
three different data sources. Based on their performance the three sources
are combined to increase the number of artists for which the origin can be
determined (or the coverage), while optimising the accuracy. The resulting
method performs decent. Especially, when taking into account that it is often
more difficult to generate metadata for a large taxonomy, in this case for all
countries in the world [87].

In a second case study, we have researched the use of search engines for
generating metadata. This approach can be seen as a meta-mashup, because
by using a search engine, the data aggregated by the search engine is exploited
instead of combining specific data sources to create a data set (see section 1.3.5).
Using a search engine to aggregate the data can also make the application
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less dependent on the availability of various services. To generate metadata
using search engines, we have re-implemented and re-evaluated an existing
approach by Schedl et al. [117]. In our re-evaluation, we have discovered lower
performance than reported in [117]. We have investigated in which situations
the lower accuracy occurs and how the choice of search engine affects this. From
this evaluation, we have learned that the method is still performing well, but
that the accuracy fluctuates over time and depending on the search engine. We
have also presented a method to validate the stability of a search engine that
can be executed before running metadata generation jobs to determine which
search engine is performing best at that time. However, the main motivation
for exploring the use of search engines to generate metadata is to provide a
more general metadata generator that is usable for more than one metadata
field.

The technique with search engines was further explored by Schedl et al. using
data mining techniques on the content of the top search results returned
by search engines [116]. It would be interesting to re-evaluate and compare
both approaches. There are also techniques that use existing metadata in
repositories to discover patterns within the existing metadata fields that can
be applied on new content for metadata generation (e.g. [110]).

Our research on the origin of an artist, was the first publication on that topic
that we are aware of. Schedl et al. developed the research topic further by
applying techniques similar to our second case study with search engines [119].
Their method increases the coverage to span the full data set whilst slightly
reducing the accuracy. Since they evaluated their method on a different data
set, an exact comparison of the results is difficult. Chances are that by
combining our strategy with Schedl’s method the accuracy could be further
improved, nevertheless this will require further research (see section 8.4.1).

The two case studies have been integrated in the SAmgI metadata generation
framework [92, 19]. This allows the generators to reach a wider audience and
thus further improve the scalability of metadata creation. The framework and
our two generators are in use by Aristo Music in their music metadata creation
workflow. These two case studies and their integration in a metadata generation
framework demonstrate how metadata creation can be made more scalable and
consequently provide an answer to research question RQ2.
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8.1.3 RQ3: How can metadata standards be selected in
a methodological way for specific functionalities of
applications?

Existing research on comparing metadata schemas focuses mainly on compar-
isons based on crosswalks [103] or metadata mappings (e.g. [38] and [59]) and
these techniques do not focus on the applications of the metadata schemas but
solely on the data the schemas can represent. We have developed a method
to compare metadata schemas based on the application functionalities they
can support. The method clusters metadata fields and application domains
to a higher level so they can be abstracted over respectively various metadata
schemas and application functionalities. The method is based on comparison
tables that allow easy fine-tuning of the clusters to a specific context. In this
thesis, we have applied the method to MIR metadata schemas (see chapter 4),
but it can be universally applied to any metadata schema.

This method provides a solution to answer research question RQ3. With our
method application developers can decide which metadata schema is suitable
to represent their application requirements. It can also be useful for developers
using a metadata generation framework to select an appropriate metadata
schema to represent the data outputted by the framework or for the framework
developers themselves to decide which metadata schemas can be used to
represent the generated metadata.

8.1.4 RQ4: How can attention metadata be leveraged to
improve awareness and self-reflection?

Attention metadata captures information about the user actions related to the
content and the applications used. This information provides a rich data source
about how users use content and applications that can be of use to enable
awareness and support self-reflection. To validate this assumption, we have
applied attention metadata visualisations to the TEL domain to assist teachers
and learners. From the attention metadata we extract metrics on time spent
and resource and tool use to visualise in different ways in the Student Activity
Meter (SAM) (see chapter 7). Visualisations can present information in diverse
manners to allow the user to contextualise the information [140]. Studies have
shown that visualisations enable understanding [138] and discovery of data
patterns [2]. SAM was applied in the TEL domain and iteratively designed and
evaluated in four different real-world settings. The results of those evaluations
demonstrate that SAM is useful to enable awareness and self-reflection based
on attention metadata for teachers and learners. With the results of the
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iterative design, development and evaluation of SAM we have demonstrated
that visualisations of attention metadata can foster awareness and support
self-reflection. Thus, this provides an answer to research question RQ4.

We believe that SAM can be applied in a wide variety of settings. This is
indicated by the effective application of SAM in four very diverse learning
settings, as well as the continued interest and the received feedback during
evaluations (see chapter 7). Also outside of TEL, SAM might be useful.
Visualisation tools based on attention metadata have been successfully applied
in various domains, e.g. for health [29, 91], productivity [28] or media
consumption [18]. SAM could also be of value in such domains and extra
metrics based on the situation can be added next to time spending and resource
use. One would need to re-assess the impact and usefulness of SAM in such a
new domain.

This work is part of the research on learning analytics that aims to understand
and improve learning through capturing, measuring and analysing of data
from learners [129]. Learning analytics is one of the grand challenges for
research in TEL for the next 5 to 10 years that have been identified by
domain experts1 [133]. Next to visualisations, machine learning techniques
and statistics have been applied in learning analytics to discover patterns
and trends in attention metadata [111, 112]. Visualisations allow users to
explore the data set independently to discover patterns, where machine learning
techniques extract patterns automatically, which can often provide less context
about the found patterns. The visual analytics domain [138, 68] combines
visualisations and machine learning techniques to guide users towards patterns
in the visualisations.

8.2 Contributions to the research field

This section summarises my contributions to the research fields of MIR, TEL
and learning analytics. An overview of the contributions and their relationship
with the steps of figure 1.4 is given in figure 1.11. This section associates
the contributions to the research questions, publications and their citations
(the total number of citations and the number of citations by publications
without me as author (external citations)). Since most of my research was
conducted in collaboration with other researchers, my personal contributions

1STELLAR Grand Challenge 10 – Making use and sense of data for improving
teaching and learning. http://www.teleurope.eu/pg/challenges/view/147663/
delphi-gcp-10-making-use-and-sense-of-data-for-improving-teaching-and-learning?
user=

http://www.teleurope.eu/pg/challenges/view/147663/delphi-gcp-10-making-use-and-sense-of-data-for-improving-teaching-and-learning?user=
http://www.teleurope.eu/pg/challenges/view/147663/delphi-gcp-10-making-use-and-sense-of-data-for-improving-teaching-and-learning?user=
http://www.teleurope.eu/pg/challenges/view/147663/delphi-gcp-10-making-use-and-sense-of-data-for-improving-teaching-and-learning?user=
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and the publications included in this thesis are summarised in table 8.1, as well
as on the first page of chapter 2 to 7.

Table 8.1: The personal contributions to the research and publications included
in this thesis by the author.

Contribution Research Publication
1. A structured
method for
selecting an
appropriate
metadata
schema based
on application
requirements

• Analysing the metadata
schemas (50%)
• Defining the metadata field
clusters & application domains
(50%)
• Designing the comparison
(50%)
• Analysing the results (50%)

published in: [26]
(see chapter 4).
• Authoring [26]
(50%)

2. The design
and evaluation of
a mashup-based
metadata generator
for the origin of an
artist

• Design & implemention the
mashup-based metadata genera-
tor (100%)
• Evaluating the metadata gen-
erator (100%)
• Interpreting evaluation results
(80%)
• Design & implementation of
the show case (100%)
• First research on determining
the country of origin of an artist

published in: [50]
(see chapter 2)
• Authoring [50]
(90%)

3. The re-
evaluation of
an existing
approach for
general metadata
generation

• Re-implementation of the
method of Schedl et al. (20%)
• Designing the evaluation setup
(50%)
• Interpreting the evaluation
results (50%)

published in: [49]
(see chapter 3)
• Authoring [49]
(50%)

Continued on the next page
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Table 8.1 – Continued from the previous page
Contribution Research Publication
4. The design and
evaluation of a
federated search
tool with social
recommendations
based on attention
metadata

• Design & implementation of
the UI of the search widget
(100%)
• Design of the federated search
& recommendation services
(20%)
• Evaluation design of the 1st

study [52] (50%)
• Conducting the 1st evaluation
(50%)
• Interpreting the results of the
1st evaluation (50%)
• Interpreting the results of the
2nd & 3rd evaluation [51] (20%)

published in: [52]
(see chapter 5) &
[51] (see chapter 6)
• Authoring [52]
(50%)
• Authoring
related work of [52]
(50%)
• Authoring [51]
(20%)
• Authoring
related work of [51]
(50%)

5. The design and
evaluation of a tool
that visualises at-
tention metadata to
support awareness
and self-reflection

• Iterative design & implemen-
tation of the Student Activity
Meter (100%)
• Designing evaluation studies
(80%)
• Conducting evaluation studies
(100%)
• Interpreting evaluation results
(80%)

published in: [55],
[53] & [54] (see
chapter 7)
• Authoring [55],
[53] & [54] in gen-
eral (70%)
• Authoring the re-
lated work (50%)

8.2.1 Contribution 1 – A structured method for selecting
an appropriate metadata schema based on application
requirements.

As an answer to research question RQ3 (see chapter 4), a method has
been developed that compares metadata schemas based on the application
functionalities that the metadata can support with the objective to enable
application developers to select an appropriate metadata schema that is
suitable for their application requirements. This research relates back to step
1 (Define) in figure 1.4.
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Citations. The research was published in [26] (see chapter 4) and cited 10
times in total of which all citations are external.

Broader context. Our method has been applied on music metadata (see
chapter 4), but is applicable to other domains, for instance TEL. This requires
the following tasks: (i) selecting metadata schemas related to the domain, (ii)
defining application domains clusters for the domain, (iii) collect metadata
fields into metadata field clusters and (iv) creating the two comparison tables:
a table that compares metadata schemas and metadata field clusters (see
section 4.3.4) and a table that compares metadata field clusters and application
functionality clusters (see section 4.3.4). The decision table can then be created
as described in chapter 4. The metadata field clusters and domain applications
can be fine-tuned based on specific requirements by the developers.

The creation of these comparison tables between metadata schemas and
metadata field clusters could potentially be automated. This can for instance be
partially achieved by applying clustering techniques [61] on metadata fields of
repositories with different metadata schemas but similar content. Alternatively,
crosswalks [103] that define how metadata fields of one schema can be mapped
onto another schema, can be used.

Such automatic schema translations have been researched more extensively
by the database and semantic web communities. Relevant work in this area
includes research on ontology merging, integration, and alignment [25], and
schema mapping [30].

Research on metadata schema mapping [1, 93] and database schema map-
ping [40] aims to automatically transform data expressed in one schema into
another metadata schema. A recent survey of research on ontology merging,
integration and alignment has been presented by Choi et al. [25]. The authors
present a comparative analysis of existing ontology mapping tools along several
dimensions, including input requirements, level of user interaction, type of
output and content of output - for instance, pairs of related terms, an integrated
ontology or a set of articulation rules between ontologies. Key trends and
challenges are discussed in [127, 101]. Whereas several challenges remain to
achieve interoperability with both ontology and schema mapping techniques
and tools, these approaches offer interesting perspectives to automate the
interoperability of metadata schemas. Such automatic approaches would
enable developers to specify metadata elements for their application purposes,
without having to comply with a pre-defined schema. This situation is more
and more common with schemaless (or NoSQL [135]) database systems (e.g.
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Apache Hadoop2 [126] and MongoDB3 [107]) that allow to define the database
schema when needed. However if it becomes possible to transform metadata
automatically to any schema, our method would become obsolete as developers
would be able to transform their metadata to a different metadata schema when
required. Ideally, developers do not have to decide a priori on a metadata
schema but can transform their metadata when required to a specific schema
for communication and interoperability purposes. All this might be achievable
in the future as research on fully-automated ontology and schema mapping is
still on-going [127, 101, 40, 94].

8.2.2 Contribution 2 – The design and evaluation of a
mashup-based metadata generator for the origin of an
artist.

Automatic metadata generation has been researched to answer research
question RQ2. This research is also related to step 2 (Create) of figure 1.4.
In a case study on determining the country of origin of an artist, a metadata
generator using mashup technology was researched (see chapter 2). To our
knowledge, this is the first research on determining the country of origin of
an artist, which can also be seen as a contribution to the MIR research field.
Section 1.3.4 describes follow-up research and its implications.

Citations. The research was published in [50] (see chapter 2) and cited 8 times
in total of which 6 external citations.

Broader context. Although we have applied the method of combining various
data sources on one specific metadata field, namely determining an artist’s
country of origin, the technique can be applied beyond this one metadata field.
In this section, we will discuss the broader impact of using mashups and for
what metadata our approach is suitable and which parts of the technique could
be automated.

Both contribution 2 and 3 (see section 8.2.2 and 8.2.3) are implemented using
mashup technology. This has some implications and benefits. By mashing
up the wide variety and multitude of available services, we are able to stand
on the shoulders of giants. This enables rapid prototyping and much faster
development of not only metadata generators, but applications in general.
The main reason is that developers and companies do not have to spend

2Apache Hadoop. http://hadoop.apache.org/
3Mongo DB. http://www.mongodb.org/

http://hadoop.apache.org/
http://www.mongodb.org/
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resources, but can re-use available data, content and ready-made software
components (e.g. the YouTube video player). The downside of mashups is
that applications become dependent on services that can cease to exist or
change their licenses and functionality, which can affect the operation of the
mashup. This philosophy of mashing up resources is currently also used beyond
software development. For instance in economy, work can be mashed up using
microtasking. Microtasking is a distributed way to work on small tasks by
using online crowdsourcing platforms [73], e.g. Amazon’s Mechanical Turk4 [17].
By defining the work into small tasks, companies can mash up workloads by
distributing small tasks over a geographically dispersed group. Companies can
use such platforms to easily scale their workforce up or down. Some companies
are also applying the same philosophy to manufacturing [4]. For instance, by
using free open source tools, crowdsourcing designs and buying off-the-shelf
components they are able to manufacture complex products (e.g. cars [4]) with
very little resources. Naturally, these examples mash up a wide variety of
resources where our approach just uses data.

Our method can be used on a wide variety of metadata fields, whether it is
descriptive, structural or administrative metadata. The main limitation is that
there must be data sources available that contain information related to the
metadata field and the object to describe. Currently, many web applications
provide web services exposing vast quantities of content and data. For instance,
the web API catalogue, the Programmable Web5, lists currently 69416 different
web services. Another source can be the linked data initiative7 that aims to
interlink structured data stored by various services [12]. In addition, there are
many repositories with services that can be exploited for metadata generation,
e.g. TEL repositories such as Ariadne8 and iCoper9. Suitable data sources will
have to be selected based on the metadata generation task at hand. The object
for which to generate metadata needs to be properly identifiable within the
used data source. More specifically, to get accurate results the input metadata
(in our case the name of an artist) needs to be sufficiently descriptive to be
able to retrieve the correct information. For instance, generating metadata
for the UK-based progressive rock band ‘Nirvana’10 from the 1960s with just
the name ‘Nirvana’ will most likely deliver results from Kurt Cobain’s band11.
The last limitation is that to generate metadata for an object there has to

4Amazon Mechanical Turk. https://www.mturk.com/mturk/welcome
5The Programmable Web – Web Services Directory. http://www.programmableweb.com/

apis/directory
6Retrieved on August 17, 2012.
7Linked Data – Connect distributed data across the Web. http://linkeddata.org/
8The Ariadne Finder. http://ariadne.cs.kuleuven.be/finder/ariadne/
9iCoper Open Content Space. http://www.icoper.org/open-content-space

10Nirvana (UK band). http://en.wikipedia.org/wiki/Nirvana_(UK_band)
11Nirvana (band). http://en.wikipedia.org/wiki/Nirvana_(band)

https://www.mturk.com/mturk/welcome
http://www.programmableweb.com/apis/directory
http://www.programmableweb.com/apis/directory
http://linkeddata.org/
http://ariadne.cs.kuleuven.be/finder/ariadne/
http://www.icoper.org/open-content-space
http://en.wikipedia.org/wiki/Nirvana_(UK_band)
http://en.wikipedia.org/wiki/Nirvana_(band)
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be information about that object in the selected data sources (or differently
stated: the coverage has to be high). This is also the main shortcoming in the
example on the origin of an artist.

On the other hand, our approach allows to generate metadata that would be
very difficult to extract from context or content of an object (e.g. extracting
the country of origin from an audio signal would be hard). By comparing the
extracted data from the different sources, it is also possible to measure the
confidence in the result (e.g. if most of the sources report the same value, one
can argue that it is more probable that this value is correct than the value(s)
of the other source(s)). Finally, one of the largest benefits to this mashup
approach is that it allows rapid prototyping.

The proposed technique cannot be fully automated. The selection of the data
sources is a manual task. It might be possible to some extent to automate
this task when using linked data or other semantic web-based data sources, if
the ontologies used to describe the required metadata are known. If there is a
ground truth data set available for the metadata field, than the combination of
the different data sources can be done automatically by measuring the accuracy
and coverage based on the ground truth set and automatically optimising the
selection of data sources.

8.2.3 Contribution 3 – The re-evaluation of an existing
approach for general metadata generation.

In another case study on automatic metadata generation to answer research
question RQ2 (also see step 2 of figure 1.4), we investigated how metadata
can be generated in a more general way. We evaluated an existing mashup-
based approach and identified situations where the approach underperforms
(see chapter 3).

The two metadata generators have been integrated in a metadata generation
framework and a professional music metadata annotation workflow (see
section 1.3.6 and [27] for more details). This integration allows potentially
a wider spread and application of our research results.

Citations This research was published in [50] (see chapter 3) and cited once
with one external citation. The integration of both metadata generators into a
metadata generation framework was published in [27] and cited once with one
external citation.
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Broader context. This contribution provides a way to generate metadata for
various metadata fields, as described in chapter 1 and 3. In this section, we
will discuss on what kind of metadata this method can be applied, in which
cases the method is successful and the impact of the mashup design.

Our method can be primarily applied on descriptive metadata (see sec-
tion 1.1.1). The technique requires the creation of a taxonomy that limits
its application. For instance, administrative metadata, such as file size and
copyright information, are difficult to generate with this technique as the
taxonomy size for such metadata fields would become too large or infinite
(e.g. listing each possible file size in the taxonomy would make it infinite).
For structural metadata, creating such taxonomies of content structures can
be hard due to variety and range. The method performs best on descriptive
metadata if the taxonomy can be defined a priori. Additionally, the execution
time benefits from a small taxonomy, as less queries need to be performed. In
summary, the method can generate metadata for fields that can be described
with a fixed vocabulary or taxonomy (e.g. instrument, country of origin and
learning subject). The approach does not work for metadata that cannot be
described with a taxonomy, e.g. a summary, free-range keywords or creation
date. Similar to the method of contribution 2, information about the object for
which to generate metadata must have been indexed by the search engine and
the accuracy of the method will improve if the object is uniquely identifiable.
This approach can also be used for question answering. For instance, the
technique could be used to answer: ‘What is the most romantic city?’ (e.g.
by using a set of cities as taxonomy and ‘romantic city’ as input metadata) or
‘Who is the best known actor in comedy movies?’ (e.g. using a list of actors and
‘comedy actor’ as input metadata). Obviously the types of questions that can
be answered is limited and requires the creation of a taxonomy and to get the
optimal answer the answer has to be part of the taxonomy. For instance, the
method is unable to answer quantitative questions (due to the infinite taxonomy
of such questions, e.g. all natural numbers). For such questions other solutions
exist that can provide an answer, such as Wolfram Alpha12. Note that question
answering is not the main application of the technique, but is just an interesting
by-product.

As discussed in contribution 2 (see section 8.2.2), mashup technologies allow
us to stand on the shoulders of giants. For this specific metadata generator, we
make use of extensive data sets crawled by search engines. Section 8.2.2 already
discusses the advantages and disadvantages of mashups in detail. This section
elaborates on the use of mashups specific to contribution 3. By using a search
engine as a mashup provider, we rely on a centralised architecture with a single
point of failure, i.e. the search engine. The mashup of contribution 2 would

12Wolfram Alpha. http://www.wolframalpha.com/

http://www.wolframalpha.com/
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still function when some data sources are unavailable, although potentially
with a lower accuracy. The robustness of the search engine method can be
improved with a fallback mechanism that switches search engines in case of
unavailability. On the other hand, the chances of Google, one of the largest
Internet companies, being unavailable or going out of business are very slim,
although license agreements might change. Taking the mashup ecology one step
further, we could hypothetically envision that the data produced by mashups
based on data from search engines can again be indexed by search engines. This
process could continue recursively. Such a mechanism can become problematic,
because the accuracy can deteriorate and it can become it difficult to trust the
data as assessing the source becomes more difficult.

8.2.4 Contribution 4 – The design and evaluation of a
federated search tool with social recommendations
based on attention metadata.

To provide an answer on research question RQ1, we have researched how
metadata can enable access to content residing in various repositories and
how attention metadata can enable personalisation of search results. More
specifically, we have designed a user interface for a PLE to search in multiple
repositories with support for social recommendations and explicit and implicit
attention metadata capturing. Additionally, the usability and usefulness of
this user interface has been evaluated in three different real-world settings (see
chapter 5 and 6). This contribution relates to step 4, 5 and 6 of figure 1.4.

The research leading to this contribution was a collaborative effort. The
design of the federated search service was achieved in collaboration with IMC
AG13. Additionally, the social recommendation service was mainly designed
and developed by Sandy El Helou from EPFL. My personal focus was the
design and development of the user interface. The first evaluation, published
in [51], was designed and conducted in collaboration with EPFL and the
two other evaluations, published in [52], were conducted by ROLE project
partners. In these cases, I contributed to the analysis of the evaluation results.
Publication [51] (see chapter 5) was a joint effort with EPFL. More details of
my specific contributions are available in table 8.1.

Citations. The research was published in two publications: (i) in [51] that
was cited 6 times in total of which 4 external citations and (ii) in [52] that was
cited 5 times in total of which 3 external citations.

13IMC AG. http://www.im-c.de/

http://www.im-c.de/
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Broader context. We have applied federated search in PLEs with the aim
to provide learning resources within a PLE by using open access data sources.
Essentially, PLEs are an evolution of learning management systems (LMS).
An LMS [32] is typically a centralised learning environment that incorporates
all the tools for learning and collaboration, and manages (and often owns)
the personal user information. Usually, the institutions or a teacher sets up
the environment and selects the tools for students. In contrast to an LMS,
a PLE [32] is decentralised, meaning that it consists of various tools and
services that do not have to fit within one environment. Users can pick their
own preferred software and are thus in control of their own data as the user
can decide which services to trust. Of course, an LMS can be extended to
include some of the services that can be included in a PLE, but it still does not
really enable the users to select his preferred tools. On the other hand, when
collaborating between students a consensus has to be reached about which
tools to use for collaboration. During the evaluations conducted in the ROLE
project, we have seen that teachers still often decide on or assist with selecting
the tools used in a PLE [52].

In this contribution, we have used attention metadata to personalise the
search results of the federated search service. Personalisation differs from
customisation [95], which is a simpler method that allows users to modify
settings manually, e.g. change the colours in the UI. Personalisation can
be defined as a method to deliver relevant information to a user or a user
group that is retrieved and/or deduced from data sources [69], e.g. attention
metadata. The information presented by personalisation techniques can be
very diverse, such as web content, music or marketing information. Adaptive
hypermedia [16] is closely linked to personalisation of web content.

The need for personalised information arose from the abundance of information
and the growing need to get fast to the right information. In our research,
we have used recommendations to personalise search. Search can be seen
as an iterative, interactive process, where finding answers can suggest new
sources, relate information and re-define the query [95]. The traditional pull-
way of searching can gain a lot through augmenting it with pushing relevant
information to the user (e.g. through recommendations) to support this process.
Furthermore to ease this hunger for information, some services begin to predict
what information might be useful for the user before the need arises. For
instance, Google Now14 predicts which information can become useful and
pushes this to the user’s mobile phone, e.g. traffic information when you are
driving or good restaurants in your neighbourhood at lunch time. We believe
that in the future optimising this prediction of useful information based on the
current context of the user will become an important research topic.

14Google Now. http://www.google.com/landing/now/

http://www.google.com/landing/now/
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Many privacy concerns have been voiced with regard to capturing attention
metadata and laws to protect privacy have been established. We discuss this
in more detail in section 1.6.1 and 8.4.3. These privacy concerns often conflict
with the commercial value of attention metadata (e.g. behavioural targeting in
online advertising [63]). But there are also voices that herald the benefits of the
loss of some private information. Jeff Jarvis [62] argues that fears about privacy
often come with the advent of new technology. For instance, when Johannes
Gutenberg invented the printing press, writers were afraid to commit their
name permanently to a book, because the publications could spread widely
under their name [62]. Jeff Jarvis debates that we can loose a lot of the power
of the new tools provided on the Internet and the benefits of publicness, if
we focus too much on privacy constraints. The benefits of publicness are
manifold, for instance building relationships and organising things (e.g. the
use of social media during the revolts of the Arab Spring15) can become easier
when information is publicly available. Privacy and publicness are mutually
exclusive. He also discusses that loss of privacy is a very important topic, but
that we need to understand the impact of Internet technologies to be able to
make the right decisions with regard to privacy. Additionally, one can argue
that one has to give up something to get other benefits, such as personalisation
and a better user experience. We believe that further research is needed to
investigate how the current state of the art can continue to function when
everyone would be anonymous (see section 8.4.3).

8.2.5 Contribution 5 – The design and evaluation of a tool
that visualises attention metadata to support awareness
and self-reflection.

We have researched the use of visualisations of attention metadata to support
awareness and self-reflection in TEL to answer research question RQ4 (see
chapter 7). This contribution relates to step 5 and 7 of figure 1.4. Whereas
the use of visualization techniques to support learning processes has been
researched extensively over the last decade, only a few research studies have
been conducted that assess the impact of these visualizations in real-life
scenarios [134]. In this thesis, we have evaluated different visualizations in
four case studies with students and teachers. The contribution of these case
studies is threefold: first, our visualisations have been iteratively designed
and evaluated with target end-users – enabling to assess their usefulness and
usability in real-life test beds. Second, we have demonstrated the added value
of adopting a design-based research methodology [98], where, rather than
trying to do double blind studies, the focus is on the design, development

15Arab Spring. http://en.wikipedia.org/wiki/Arab_Spring

http://en.wikipedia.org/wiki/Arab_Spring
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Figure 8.1: A proposal for a model of mental steps from awareness to
behavioural change.

and deployment of artefacts and the study of the effects that these have in real
learning contexts [35]. Third, we have contributed to the momentum of the
emerging research field of learning analytics. Learning analytics is a thriving
research area [128] that focuses on collecting traces that learners leave behind
and using those traces to improve learning.

Citations. The research was published in three publications: (i) in [55] that
was cited 12 times in total of which 8 external citations, (ii) in [53] that was
cited twice in total of which no external citations and (iii) in [54] that was also
cited twice in total of which no external citations.

Broader context. Awareness can be seen as the first act in a broader four-
step model (see figure 8.1). By using a tool, for instance a personal informatics
visualisation, the user might become aware of patterns in the data. This
awareness can trigger a reflection step, where the user continues to think about
the observed patterns. This reflection can lead to sensemaking [113], where the
user is trying to give a meaning to his reflections and the patterns. For instance,
how can he relate the observed patterns to his personal life. From the insights
gained in the sensemaking step, the user can decide to change his behaviour.
For example, say the visualisation is illustrating food consumption and the user
becomes aware that he eats on average four times each week fast-food and 5
times red meat. Next, he reflects on these quantities and researches diets. In
the sensemaking step, he decides that he is eating too much meat and agrees
that his chances for heart failures are high due to his fast-food consumption.
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Finally, he is determined to change his eating habits and become a vegetarian.
The mode is cyclic, as after the behaviour changing step, the user can again
use the tools to become aware of new patterns. This proposed model brings
together parts of other models. It fits in between the ‘Reflection’ and ‘Action’
step of Li’s stage-based model [79], but provides more detailed steps about the
actual triggers that can be caused by awareness tools, and the sensemaking [105]
step can be seen as part of the Information Foraging Theory [104].

The four-step model of figure 8.1 has not been validated and neither have
we evaluated whether SAM assists with sensemaking or triggers behavioural
change. It is difficult to evaluate these kind of steps. We did evaluate
the usability and usefulness of SAM, but assessing the real impact of SAM
on learning is very difficult. This often requires longitudinal studies (see
section 8.4.4). Measuring impact and the act of awareness, self-reflection and
sensemaking is hard. Since it is often complex to isolate the effect that we
want to measure, because learning happens in real-world situations on which
many factors have an effect. We have addressed this by applying the design-
based research methodology [98] that aims to iteratively design and deploy
tools to evaluate them and study their effects in real-world situations. This
methodology has been applied to the development and evaluation of SAM and
the federated search widget (see contribution 4).

Another important question that future research in learning analytics and
personal informatics needs to address is which attention metadata are
meaningful to be captured [35]. More specifically for learning, there seems to be
no agreement on what are useful learning traces [35]. We don’t know whether
we best track what tools or devices learners use, who is in their neighbourhood
or how many books they carry. Even external factors, such as noise levels, could
potentially be useful. The rise of mobile devices and their sensors enables us
to track more and more information (see section 8.4.2). It is hard to find
the metadata that is actually relevant for learning. Moreover, it is often very
difficult to estimate up front what attention metadata will be relevant. This
is highly related to the evaluation of the model of figure 8.1, where it is also
difficult to predict which parameters should be measured to assess sensemaking,
for instance. Given that we have relevant attention metadata, it is still difficult
to translate this data into visualisations that are useful for learning [106]. We
elaborate further on these future research opportunities in sections 8.4.2, 8.4.5
and 8.4.7.
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8.3 Critical reflections and lessons learned

This section describes some of the lessons we have learned during our research
and through the research methodologies we have applied. We also reflect
on some shortcomings of our research, chosen methodologies and evaluation
studies.

More specifically, we will first discuss our lessons learned from our automatic
metadata generation and mashup research (see chapter 2 & 3) that will
elaborate on availability issues with mashups. Afterwards, we will discuss
lessons learned from the research and evaluation methodologies we have applied
while researching the federated search widget (see chapter 5 & 6) and the
student activity meter (see chapter 7). In the same context, we will also discuss
our experiences on finding an appropriate evaluation environment. To conclude,
we present our main lesson learned from our user studies of the federated search
widget (see chapter 5 & 6) on the impact of software environments during user
studies.

8.3.1 The fragility of mashups

Due to the nature of mashups, they can be quite fragile. Since mashups make
use of various third-party services, they depend on the availability of these
services. Some guidelines have been devised [100]: (i) mashups that rely on
multiple web sites are more fragile than when there is only a single point of
potential failure, (ii) mashups that make use of web service APIs are more
stable than those using screen scraping or web feeds and (iii) mashups that
make use of ‘hobby’ or not widely available data sources are fragile because
those data sources are hard to replace.

Within the time frame of this thesis, we have encountered this problem. Our
mashup metadata generator and geovisualisation showcase of the origin of an
artist (see section 1.3.4) were both using Yahoo! Maps services16 that closed
down on September 13, 2011 for geocoding and visualisation. We had to adapt
our mashup and showcase to work with the Google API. In this case, we were
already making use of web service APIs that was according to [100] the most
stable resource.

If really high availability is needed, Erl [39] argues mashups are not appropriate
and one should opt for an enterprise service-oriented architecture that one can
better control. A potential solution for making mashups more robust could be
to create a registry of services [114] where alternative services can be listed and

16Yahoo! Maps Web Services. http://developer.yahoo.com/maps/

http://developer.yahoo.com/maps/
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the mashup can select a substitute service upon failure. This might require
the creation of software wrappers that transform the data formats of the web
services to a uniform format. In some cases, it can also be possible to use
already aggregated data sources to diminish the points of potential failure.
This is what we have done in our meta-mashup by using search engines (see
section 1.3.5).

8.3.2 Iterative design and evaluation

Our experience with the design-based research methodology [98] is very
positive. We applied this iterative methodology both to the development of
SAM and the federated search widget (although the federated search widget
went through less iterations). Naturally, iterative design models have been
very successfully applied to both software development [121] and user interface
design [96], but also outside of computer science iterative design is useful, e.g.
for collaborative writing on Wikipedia and industrial design [97].

Iterative design has many benefits [89]: (i) mistakes and inconsistencies can
be discovered and reacted upon much earlier, (ii) it often forces designers to
focus on the most relevant parts of the application, (iii) it encourages user
feedback that can further elaborate system requirements and (iv) the status of
the project is often more clear because of concrete iterations. One of the main
critiques against iterative design is that it might cause hill-climbing toward a
local maximum instead of achieving a superior solution that could only have
been reached by a completely different design [96].

Sometimes insights and knowledge can be gained through the design-based
research methodology that can conventionally not be produced by traditional
empirical approaches [98]. For instance, it can be very difficult to do a
controlled experiment if the variables are unknown or cannot be controlled.
The design-based research methodology can assist in better understanding of
the problem statement and requirements, that can often lead to asking better
research questions [98].

From our experience, the iterative way to design – evaluate – re-design – re-
evaluate – etc. allowed us to get to an end solution that is much more focused
on the user and that fits much better with the real-world settings in which we
evaluated.
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8.3.3 Finding and choosing evaluation settings

As mentioned above, we believe that evaluating in real-world settings was
very beneficial. However, it was often complicated to select an appropriate
evaluation setting. First, the prototype has to fit in the educational or
enterprise context. In case of the federated search widget the course tasks
have to be aligned to searching as well as the content available through our
federated search. This affects the course design [108]. The teacher or enterprise
also needs to be cooperative to integrate the prototype into the tasks of the
participants. This way participants often make more use of the prototypes.

Finding appropriate evaluation environments to evaluate SAM was most
complicated as SAM requires the tracking of attention metadata. Most course
settings are currently not tracking any attention metadata. And in case they
do we encountered privacy issues disabling us to finalise our evaluations. As in
most user evaluation studies we also encountered often very low response rates
on our surveys or interview requests from participants.

In conclusion, we believe that the teacher or responsible person of an
appropriate evaluation setting should be very receptive to the evaluation,
envision the benefits of applying the prototype within the setting and
potentially adapt the course design.

8.3.4 External software environments can bias evaluation
results

The choice of platform or software environment can on one side cause technical
limitations [89] but it can also be an external factor that can influence
evaluation results. For instance, it has been reported that in mobile usability
testing the technical specifications of the mobile device and the network quality
can influence evaluation results [147]. From our evaluations of the federated
search widget, we have learned that when evaluating a software prototype
that is integrated within another software environment, evaluation results can
reflect the participant’s opinion about the combination of the prototype and
the environment. The results can be biased towards the user’s experiences with
the environment instead of the prototype.

There is no clear solution to this problem. But we suggest the following
strategies to reduce the bias:

• Using environments with which the users are acquainted for a longer time
period can potentially reduce the bias, because usability issues of the
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environment can already be resolved, users are already familiar with its
functionalities and shortcomings. Users might also realise the difference
between the prototype and the environment and not perceive them as
one system.

• Evaluating the usability of the environment first, before evaluating an
integrated prototype, can enable discovery of usability issues with the
environment that could affect user studies of an embedded prototype.

• Evaluating the prototype in a very minimalistic version of the environ-
ment can make the users focus on the prototype. In our first evaluation
of the federated search widget (see chapter 5), we reduced the widget
container to an empty HTML page.

• Evaluating the environment and prototype as a complete system disables
the bias, but also changes the scope of the evaluation. This strategy
can provide a better perspective about how the prototype integrates and
operates within the work environment of the users.

8.4 Opportunities for future research

This section describes some potential extensions as well as limitations of our
research that can be further explored in the MIR and TEL application domains.

First in section 8.4.1, we will discuss potential, general ideas for further
research on automatic metadata generation and furthermore, we will discuss
more specific strategies to improve the country of origin metadata generator.
In this thesis, we have researched the use of attention metadata to some
extent, therefore we will present possible future endeavours to capture and
understand attention metadata in the synergy of ubiquitous computing in
section 8.4.2. As mentioned before in section 1.6.1, attention metadata contains
privacy-sensitive information that requires protection. In section 8.4.3, we
will elaborate on possible research ideas for privacy and trust with regard
to attention metadata. A large research part of this thesis has focused on
user evaluations. Section 8.4.4 will discuss the need of longitudinal studies
to measure the impact on learning of the prototypes developed in this thesis
and learning tools in general. Similarly, section 8.4.5 discusses the necessity
to evaluate the usability, usefulness and impact of visualisations. Finally, we
will present our ideas of potential grand challenges for our two application
domains: MIR and TEL. Section 8.4.6 presents our thoughts on future research
in large-scale music information retrieval systems and section 8.4.7 elaborates
on directions for what lies ahead in learning analytics research.
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8.4.1 Further exploration of general and specific metadata
generators

Research in MIR has produced a plethora of methods to extract music metadata
from the audio signal. Although these methods are able to measure acoustic
similarity between songs, extract rhythm structures or find the genre of the
song, they cannot extract semantic information that is not embedded in the
audio signal. For instance, the subject of a song [48], the historical context
of the music piece or the country of origin of the artist (one of our research
topics) cannot be extracted from the audio signal. This is often referred to
as the semantic gap in MIR [146]. This kind of semantic information can
be extracted from web sources or social media, such as Last.fm, Myspace17

or MusicBrainz18. Notwithstanding that using these data sources pose new
challenges, such as dealing with massive data sets and the noisiness of this
kind of data that is often user generated. Recently, research has moved in
the direction of hybrid approaches that combine audio analysis and web-based
techniques to improve upon the strengths and weaknesses of both approaches
(e.g. [11] and [60]). It has also been argued that the semantic gap can be
bridged by taking into account that when aiming to encode music similarity
it must be done in a human-like fashion [146]. This means that these hybrid
techniques would further benefit from cognitive science research domains like
musicology and psychology [146].

Further research on hybrid strategies in combination with research from cog-
nitive sciences can most likely additionally improve the automatic generation
of music metadata.

Improving the origin of an artist metadata generator

A smaller future research task related to the previous one would be to improve
the origin of an artist metadata generator. As mentioned in section 1.3.4,
Schedl et al. have expanded on our research [118, 119]. They provide different
methods that extend the coverage (the number of artists for which metadata
can be generated), which was the remaining issue in our result. This is due
to the limited data available in the data sources selected for the mashup, as
reported in chapter 2.

Since evaluations of [118, 119] have been conducted on a different data set as
our evaluation, comparison is difficult. Consequently, it would be interesting
to compare both techniques on an identical data set to assess the accuracy. In

17Myspace. http://www.myspace.com
18MusicBrainz. http://musicbrainz.org/

http://www.myspace.com
http://musicbrainz.org/
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case the accuracy of our method exceeds Schedl’s, potential future research can
try to create an hybrid approach of both methods to maximise coverage and
increase accuracy.

8.4.2 Attention metadata on mobile devices

In a search for further personalisation and more detailed attention metadata,
mobile devices can help. Their sensors can make applications aware of the
current context of the user and provide a better idea of what a user needs right
now. For example, location sensors (e.g. GPS) and movement sensors (e.g.
accelerometer and gyroscope) can create location-aware applications.

The attention metadata that can be tracked with sensors on mobile devices can
further advance different technologies presented in this thesis. The data from
mobile sensors can help formulating or augmenting the query reducing user
interactions. For instance, search can be localised, e.g. when searching for a
book title the nearest book store stocking the book could be shown. Embedded
near field communication [24, 144] sensors could enable mobile devices to track
more details of their environment and location, for instance they could track
the other devices and users around them, to further personalise search. Based
on the sensors in mobile devices, user activities can be inferred [77, 57]. The
attention metadata from mobile sensors and the extrapolated activities can
also be helpful to support awareness.

This would be interesting for both TEL and music applications. For example, in
TEL attention metadata from user interactions with learning environments can
be exploited to deduce the learning style [13]. For music, we have experimented
in a master thesis with an activity-based mobile music player [6]. The
application detects whether the user is relaxing, studying, being transported
or doing sports and adapts its playlist to this context. In this case the use of
sensors in mobile devices also reduces user interactions.

8.4.3 Privacy and trust

Attention metadata contains detailed information of what users do and interact
with. In the case of manual attention metadata tracking, the users have full
control over and are aware of what they share. In the case of automatic
tracking, users might not be continuously aware of what they are exactly
tracking and sharing with a third-party. These situations can cause privacy
issues for users. Attention metadata is privacy sensitive information that
requires protection by law [20, 10]. Different techniques for privacy protection
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exist [56] that hide the identity of persons in the data [136, 31, 109], that
give the users control over what information is shared [58, 3] and that
provide privacy feedback and awareness mechanisms [81, 74]. Techniques for
privacy requirements engineering have been researched [56] that could help to
further refine the problems. Further research is needed to analyse the privacy
requirements and to devise a solution that preferably enables most algorithms
and visualisations that exploit attention metadata to operate.

8.4.4 Longitudinal evaluation studies

Longitudinal studies involve repeated evaluations to observe the same variables
over a long period of time [130]. Depending on the research field longitudinal
studies can span decades. Longitudinal studies are often conducted to study
trends over longer periods in people’s life and are applied in fields such as
medicine (e.g. [139] and [75]) and cognitive sciences (e.g. [132] and [14]). In
TEL, longitudinal studies have been mainly applied to assess the impact of
TEL in general on learners and teachers over periods ranging from a couple
of months to several years, e.g. in [84], [65] and [64]. Specific tools or systems
have been rarely put as subjects for longitudinal studies. Assessing the real
learning impact is hard because measuring whether learning really occurred
due to software and isolating the effect to be evaluated are both difficult.

The user studies of SAM (see chapter 7) and the federated search widget (see
chapter 5 and 6) only exposed both tools for quite short time periods. Future
research could elaborate on their impact on learners and teachers, their learning
impact and assess their usefulness for a longer period of time. The impact of
SAM on teachers and learners can potentially be evaluated over the full length
of a course conducting several studies with the aim to assess the usefulness of
SAM during different stages or tasks of the course. Exposing the federated
search widget for a prolonged time could be beneficial to gain further insights
in its usefulness and impact in different settings. Deliberation should be taken
to select an appropriate widget container to conduct the evaluation with (see
section 8.3.4).

8.4.5 User evaluations for visualisation tools

There is much research in visualisations [67, 138] dedicated to new visualisation
techniques and the development of new applications making use of those
techniques. Often these applications do not get thoroughly evaluated with
users [134]. Evaluating visualisations is not easy. This is mainly because it
is difficult to objectively measure the actual comprehension of the information
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gained from the visualisation [125]. Another issue is that often the objective
of the visualisation is not clearly defined, e.g. is the objective task support, to
cause behaviour change or to create awareness? Future research should take
thorough evaluations of the usability, usefulness and impact of visualisations
into account.

There has been research that tries to aid this problem. Methodological
evaluation steps for every iteration in the design and implementation process
have been suggested [5]. Shneiderman et al. [124] promote the use of multi-
dimensional in-depth long-term case studies that assess the efficacy of tools by
inquiring the usage (e.g. through observations, interviews or questionnaires)
and the success of achieving goals by expert users. This methodology can
provide various perspectives on how the visualisations are used. Within our
four evaluations of SAM, we have partially used the methodology of the multi-
dimensional in-depth long-term case study. We have evaluated how teachers
and learners use SAM and we have inquired about teacher needs and evaluated
if SAM could meet those needs. The aspect that is deficient is a longitudinal
study (see section 8.4.4).

8.4.6 Large-scale music systems

In the past decade MIR research has matured. Techniques have been researched
to deal with such diverse tasks as extracting high level musical parameters
from audio signals, optical character recognition for paper musical scores and
recommending songs from related artists. An evaluation infrastructure for MIR
researchers has been set up with yearly competitions that challenge contenders
to further improve their techniques [36] and large music data sets have been
made publicly available for research purposes [9].

During the same period, the ‘celestial jukebox’ [123] also has become more and
more reality through services such as Rhapsody19 and Spotify20. The ‘celestial
jukebox’ concept refers to the fact that nowadays we have immediate access
to almost any song, anywhere and in a legal manner [46]. The union of all
these rapid evolutions finally enables researchers to do research more efficiently
because of easier access to data sources and also enables to leverage all this
existing research to build full-featured, large-scale music systems. This was
also identified as the top Grand Challenge for the MIR research domain [33].

Due to our project collaboration with Aristo Music, we had access to a large
collection of music and metadata, hence in some ways this (r)evolution has

19Rhapsody. http://www.rhapsody.com/
20Spotify. http://www.spotify.com/

http://www.rhapsody.com/
http://www.spotify.com/
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impacted our research less. Nevertheless, with earlier access to annotated data
sets for research [9] it could have been possible that the current state of the art
in MIR would have been more advanced of which we could have benefitted.
The ‘celestial jukebox’ on the other hand can cause more interest in MIR
technologies to improve the music experience as more people have access to
enormous music collections.

8.4.7 Learning analytics

Learning analytics [129] is still a young research field that has a very promising
future ahead. Experts in TEL have defined learning analytics as one of the
grand challenges for TEL in the coming decade [133].

The grand challenge identifies the need to further research which attention
metadata is useful for monitoring learners and how this data can be tracked.
Emerging technologies such as wearable computing [86], the Internet of
Things [43] and a wide variety of sensors in mobile devices (see section 8.4.2)
can enable new ways to track attention metadata and enable a much more
detailed tracking of user interactions and their context. Smart textiles [88]
containing integrated wearable sensors [76, 83] can provide insights into the
physical state of the body of learners and can detect body reactions such as
stress symptoms [66, 22] and emotions [80, 102]. This richer information can be
very helpful to understand and assist learning, but further research is required
to measure the impact.

Another issue that has been identified [133] is to research how teaching has to
be adapted to support the use of learning analytics tools and how learners and
teachers can benefit from such tools. Many pedagogical models support self-
reflection and awareness tools (e.g. [149] and [41]). Frameworks have been
developed for pedagogical evaluations of learning tools [15], that could be
applied to evaluate the usefulness and effectiveness of learning analytics tools
to provide self-reflection and awareness in these pedagogical models.

Through the use of attention metadata and learning analytics tools, feedback
loops can be created that can provide teachers and learners with information
about their actions and allow them to change their behaviour [44]. Feedback
loops give people control whether they act upon the provided information or
not. This mechanism of feedback has proven to be very successful and has
been applied in numerous domains (e.g. to assist people who forget to take
medication [7] or to create awareness about power consumption [145, 44]).
Introducing feedback loops improves outcomes on average by about 10% [44].
Such feedback loops are illustrated in the overview figure 1.4 as well, namely
in step 8, 9 and 10. Step 9 and 10 are focused on improving the metadata
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quality and content based on the feedback and insights gained from using
awareness tools. Whereas step 8 expresses how the awareness gained from
attention metadata captured from tools can adapt behaviour in the use of
those tools. This can be useful for learners. More specifically, feedback loops
could make learners more aware about their studies and based on this awareness
they could adapt their study behaviour. Loops could help teachers to detect
problems learners encounter and assist them faster. To achieve this, further
research is needed on what data needs to be captured [34] and how feedback
loops should be triggered and evaluations of their impact on learning need to
be conducted.

8.5 Final reflections

In this thesis, we have set small steps in the mighty world of metadata. We
have explored different aspects of metadata from definition to creation and
utilisation (see figure 1.4). The tracking of the use of applications has been
explored with the objective to further improve metadata-based applications.
This tracking data has then been further exploited to create awareness and
support self-reflection through visualisations.

This thesis contributed to the research fields of TEL and MIR. And by doing
so, we have contributed to some new research topics, such as automatically
classifying the origin of an artist and the learning analytics domain.

Originally, the two domains were chosen because we needed application
domains to validate our prototypes (and of course due to research funding).
Notwithstanding, there are many areas where music and learning converge.
Historically, researchers have discovered that one of the biggest learning steps
in human existence, namely language learning, co-evolved with music [23, 90].
Moreover music and learning still appear to be tightly coupled since research
has demonstrated that people make faster progress with learning general things
if they have a better musical education [42]. Additionally, many aspects of both
music and learning are still a mystery, because we do not understand the basics,
for instance how learning intrinsically works, why music touches people and why
some songs become hits. Nevertheless, we are able to build applications that
facilitate learning and trigger emotions from music. However, understanding
exactly how learning and musical emotions are triggered in the human mind is
often not necessary to be able to facilitate these triggers.

Both the MIR and TEL research fields have great potential. TEL aims to enable
everyone to learn anything, whenever they want, wherever they are. However,
looking back at over 50 years of TEL research, it is uncertain whether we are
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close to reaching this goal. This is mainly due to the difficulty of measuring the
impact of technology on learning. We hope we have made some small steps in
the right direction for TEL by providing a more personalised search experience
and an awareness and self-reflection tool for teachers and learners.

The MIR discipline is much younger [33]. Progress has been made, albeit often
focused on small parts of bigger problems. In the coming years we hope these
small pieces will fit in the big puzzle that will enable the construction of large
scale intelligent music systems to leap the user experience in consuming and
producing music forward.

Furthermore outside of MIR and TEL, the state of the art in technology
evolves at fast paces. In terms of user interaction, techniques evolve at high
speed that can have a large impact on learning and music experiences. Many
upcoming and maturing technologies (e.g. advanced mobile sensors and smart
textiles [88]) can enable more detailed capturing of contextual information
on the user’s activities. Such contextual information can propel numerous
technologies forward, e.g. personalised search and recommendations [141].
These more advanced ways of tracking user actions can also provide a better
picture on what learning is, how it can be measured and how we can assist
the learning process. For music, detailed knowledge on the user’s context can
be capitalised on to provide the right music at the right time. Novel user
interaction technology such as augmented reality (AR) [21] is promising to
assist learning. For instance, AR can be used to teach hard to grasp concepts
to learners by augmenting the real world with visual representations of concepts
(e.g. in architecture [137]). AR combined with detailed contextual information
can also support faster content discovery.

As mentioned before the work described in this thesis was funded by research
projects. I believe I have gained quite a lot personally from working on many
different topics for these projects and in such international contexts. The main
highlights from the first music projects were for me the opportunity to develop
my first large project from scratch to the product launch and the necessity
to tightly collaborate with the users of your applications aided by short
development iterations and feedback loops from the users. In the TEL project,
I have been involved in, I was able to take the user-centred design approach
to a next level by conducting larger-scale evaluation studies and gained some
project management experience in a larger international community.

To make a long story short, I really appreciate the great opportunities that have
been offered to me to work on these projects and I believe there are exciting
times ahead with novel technology pushing the boundaries of user interaction
and context-related research that will be beneficial to both the TEL and MIR
research field.
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