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Abstract

The paradigm of service-oriented computing (SOC) has received a lot of attention
over the last years and has changed the way software systems are designed.
The promise of SOC is to provide flexibility and agility on the level of systems
development. At the heart of service-based systems are services that provide
platform- and technology-independent computational elements that can be
composed into loosely coupled networks of collaborating applications in order
to reflect an organization’s business-level objectives. A popular approach
for defining such business flows as a cooperation of services is workflow (or
service) composition. The shift towards SOC has also impacted the delivery
and consumption of software systems. Recently, cloud computing has become
an emerging mechanism that fits into this evolution. The combination of
fast expanding technologies with increasing competitiveness drives more and
more companies to the outsourcing of parts of their business IT operations to
third-party cloud providers. This enables them to take advantage of the cloud
provider’s expertise and to reduce their costs by sharing resources to exploit
economies of scale. In the cloud, service-based systems can be deployed as
Software-as-a-Service (SaaS) applications that can be purchased and consumed
remotely over the internet.

Due to increasing user demands and evolving requirements these service-based
systems should be able to adapt to both dynamic changes in operational
requirements and environmental conditions, while providing predictable
behaviour with respect to service qualities such as response time, availability,
scalability, and security. State-of-the-art industry standards in workflow
composition, however, exhibit major limitations regarding modularity and
flexibility to support complex and highly dynamic service compositions. Hence,
in this context three interesting research challenges appear that are addressed
in this dissertation. First, traditional service composition solutions should be
able to enforce policy (or rule) specifications that describe how the workflow
composition must adapt to changing requirements and circumstances. Second,
an important aspect of adaptive service composition is that it requires the
capability to dynamically change the levels of quality of service (QoS) to satisfy
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customers demand by selecting the appropriate participating services. Third,
with the trend of cloud computing, cloud providers want to make full use of
economies of scale by hosting their services following a multi-tenant model,
where a single application is used to serve multiple customers (called tenants).
In such a multi-tenant setting, the cloud provider should be able to tailor its
business processes to meet the functional and non-functional requirements of
each tenant.

This dissertation delivers four core contributions. First, we present a realistic
application that has been developed using state-of-the-art technologies in service-
oriented computing. This application is used as a practical case study to
expose some key limitations in current industry standards and technologies that
motivate our remaining contributions. Second, we propose a portable framework
for the enforcement of dynamic adaptation policies in business processes. The
framework is inspired by the model-view-controller (MVC) pattern, commonly
used for adding dynamism to web pages. Third, we present a theoretical
approach to effectively deal with the composition of services that require certain
levels of quality. As actual QoS support of participating services changes over
time, the service composition problem must be treated as a decision problem
under uncertainty. Therefore, we have developed an algorithm for predicting
whether the QoS of a service composition execution will be compliant with a
service level agreement (SLA) between a customer and the service (composition)
provider. Fourth, we capitalize on the shift from supply to demand driven
processes by proposing a middleware that provides the mechanisms to perform
requirement-driven adaptation of shared process templates in a multi-tenant
SaaS environment.

We validate our work in several respects. To demonstrate the feasibility of our
work, the proposed ideas have been prototyped. To measure the expressiveness
of our adaptive workflow approach, we analyse its customization support by
means of an extensive classification of change patterns and change support
features. To analyse the performance of our prediction algorithm, used for
selecting appropriate participating services in a composition, we introduce two
performance indicators for comparing different QoS prediction algorithms. Our
validation on both real as well as simulated QoS data shows that the proposed
algorithms outperform existing approaches. To evaluate the effectiveness
of tenant-specific customization in the context of Software as a Service in
practice, we apply our approach on a case study in the healthcare domain. Our
measurements confirm that the middleware improves the QoS of a composition
with an acceptable performance overhead.



Beknopte samenvatting

Het paradigma van service-oriëntatie heeft de afgelopen jaren veel aandacht
gekregen en zo de manier waarop softwaresystemen ontworpen worden sterk
beïnvloed. De belofte van dit paradigma is om flexibiliteit en wendbaarheid te
bieden op het niveau van systeemontwikkeling. Service-georiënteerde systemen
bestaan uit platform- en technologieonafhankelijke, computationele elementen.
Deze elementen worden services of diensten genoemd en kunnen worden
samengesteld tot losgekoppelde netwerken van samenwerkende toepassingen
die de bedrijfsdoelstellingen van een organisatie weerspiegelen. Een populaire
aanpak voor het definiëren van zulke bedrijfsprocessen (workflows) als een
samenwerking van services is workflow (of service) compositie. De verschuiving
naar service-oriëntatie heeft ook zijn invloed op het aanbieden en consumeren van
softwaresystemen. Cloud computing is een recentelijk opkomend mechanisme
dat past in deze evolutie naar service-oriëntatie. De combinatie van enerzijds snel
evoluerende technologieën en anderzijds de steeds hevigere concurrentiekracht
zorgen ervoor dat meer en meer bedrijven delen van hun IT-activiteiten
uitbesteden aan externe cloud providers. Dit stelt hen in staat om te profiteren
van de deskundigheid van de cloud provider en hun kosten te drukken door
middelen te delen met andere gebruikers om zo van schaalvoordelen te kunnen
profiteren. In de cloud worden service-georiënteerde systemen ingezet als
Software-as-a-Service (SaaS) toepassingen die kunnen worden gekocht en
geconsumeerd op afstand via het internet.

Door de toenemende behoeften van de gebruiker en de snel evoluerende
eisen moeten deze service-georiënteerde systemen in staat zijn om zich aan
te passen aan dynamische veranderingen in zowel operationele eisen als
omgevingsomstandigheden. Tegelijkertijd wordt van deze systemen verwacht
dat ze voorspelbaar gedrag vertonen met betrekking tot servicekwaliteiten
zoals reactietijd, beschikbaarheid, schaalbaarheid en veiligheid. State-of-the-
art industriële standaarden in workflow compositie vertonen echter grote
beperkingen ten aanzien van modulariteit en flexibiliteit om complexe en zeer
dynamische servicecomposities te ondersteunen. Vandaaruit kunnen we drie
interessante onderzoeksuitdagingen definiëren die behandeld worden in dit
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proefschrift. Ten eerste moeten traditionele servicecompositie oplossingen
toelaten om beleids- of regelspecificaties af te dwingen die beschrijven
hoe het bedrijfsproces zich moet aanpassen aan de veranderende eisen en
omstandigheden. Ten tweede is het belangrijk dat adaptieve servicecomposities
het kwaliteitsniveau van dienstverlening dynamisch kunnen aanpassen om aan
de vraag van de klant te kunnen voldoen door geschikte deelnemende services te
selecteren. Ten derde, in het kader van cloud computing, willen cloud providers
het schaalvoordeel optimaliseren door hun diensten aan te bieden volgens het
multi-tenant model, waarbij één enkele toepassing wordt gebruikt om meerdere
klanten (de zogenaamde huurders of tenants) te bedienen. In een dergelijke
multi-tenant opstelling moet de provider in staat zijn om bedrijfsprocessen op
maat te maken volgens de functionele en niet-functionele eisen van elke huurder.

Dit proefschrift levert vier belangrijke contributies. Ten eerste presenteren
we een realistische toepassing die werd ontwikkeld met behulp van state-of-
the-art technologieën in service-oriëntatie. Deze toepassing gebruiken we
als een praktische gevalstudie om een aantal belangrijke beperkingen van
de huidige industriële standaarden en technologieën te illustreren die onze
resterende contributies motiveren. Ten tweede presenteren we een draagbaar
raamwerk voor het realistisch afdwingen van een dynamisch veranderingsbeleid
in bedrijfsprocessen. Het raamwerk is geïnspireerd door het model-view-
controller (MVC) patroon, en is onder andere gekend voor het toevoegen van
dynamiek aan webpagina’s. Ten derde bespreken we een theoretische aanpak
om efficiënt om te gaan met de compositie van diensten die een zekere mate
van kwaliteit vereisen. Aangezien de kwaliteitsondersteuning van deelnemende
diensten in een bedrijfsproces verandert in de tijd, moet het compositie proces
behandeld worden als een beslissingsprobleem met onzekerheid. In dat kader
hebben we een algoritme ontwikkeld om te voorspellen of de “quality of service
(QoS)” tijdens de uitvoering van servicecompositie zullen voldoen aan de
kwaliteitsovereenkomst tussen de klant en de service (compositie) provider.
Ten vierde spelen we in op de verschuiving van aanbod- naar vraaggedreven
processen door een middleware voor te stellen die de mechanismen aanbiedt om
gemeenschappelijke processjablonen te kunnen aanpassen volgens de eisen van
de huurder in een multi-tenant SaaS omgeving.

We valideren ons werk in meerdere opzichten. De haalbaarheid van ons werk
wordt aangetoond doordat de voorgestelde ideeën geïmplementeerd zijn in
concrete prototypes. De expressiviteit van onze aanpak voor aanpasbare
bedrijfsprocessen wordt gemeten door de ondersteuning voor veranderingen te
analyseren aan de hand van een uitgebreide classificatie van aanpassingspatronen
en ondersteunde eigenschappen voor aanpassingen. Om de prestaties van onze
voorspellingsalgoritmes, die we gebruiken voor het selecteren van geschikte
deelnemende diensten in een compositie, te analyseren introduceren we twee
prestatie-indicatoren voor het vergelijken van verschillende algoritmen voor
kwaliteitsvoorspellingen. Onze validatie op zowel echte als gesimuleerde
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kwaliteitsdata toont aan dat de voorgestelde algoritmen bestaande aanpakken
overtreffen. Om de efficiëntie te evalueren van tenant-specifieke aanpassingen
in het kader van Software-as-a-Service, passen we onze aanpak toe op een
praktische gevalstudie in de gezondheidszorg. Onze metingen bevestigen dat
de middleware de QoS van een compositie verbetert met een aanvaardbaar
performantieverlies.
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Chapter 1

Introduction

1.1 Scope

The past decades, software systems have been evolving from monolithic and
centralized to dynamic and highly distributed. Evidence for this evolution is
the emergence of service-oriented computing (SOC), which provides a governing
approach to automate business logic as distributed systems. The paradigm of
service-oriented computing has received a lot of attention from both academia
and industry, and has changed the way software systems are designed, delivered
and consumed. Figure 1.1, based on the model of the S-Cube research
framework1, gives an overview of the major research domains in SOC. We
use this model to define the scope of this thesis.

Technology Layers
The common practice for developing service-based systems following the Service-
Oriented Architecture2 (SOA) paradigm considers three technology layers:
service infrastructure, service composition and coordination, and business
process management (BPM) (Papazoglou et al., 2010). We discuss them briefly.

Service Infrastructure - At the heart of service-oriented computing are
services that provide independent, computational elements that can be used
to build loosely coupled networks of collaborating applications. These services
can be distributed within and across organizational boundaries. The service
infrastructure layer provides the run-time environment for the execution of
service-based applications as well as primitives for describing, publishing,

1http://www.s-cube-network.eu/
2http://opengroup.org/projects/soa/

1

http://www.s-cube-network.eu/
http://opengroup.org/projects/soa/
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Figure 1.1: Technology layers, techniques and methods in service-based systems

discovering, and binding the services (Di Nitto et al., 2008). These functionalities
are typically provided by components embedded in an Enterprise Service Bus
(ESB). An ESB is a component based architecture with at the heart a normalized
message router (NMR) that controls how messages are routed among the services.

Service Composition & Coordination - Elementary services are put
together into composite services to reflect the organization’s business processes.
The aggregation of elementary services in composite services and controlling
and coordinating their execution is supported by the Service Composition &
Coordination Layer (Di Nitto et al., 2008). Different types of service composition
models exist. Service orchestration is the most common approach, where a new
service is created by defining the sequence of steps, including the business logic,
of how services must interact at the message level. With service orchestration,
the process is always controlled from the perspective of one of the business
parties. Choreography provides a different approach and tracks the sequence of
messages involving multiple parties, where no one party steers the conversation.
Another popular approach for composing services is direct service wiring through
an Enterprise Service Bus (ESB). By specifying a configuration file that specifies
how messages are routed, existing services plugged into the ESB can be wired
together to build new composite services.
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Business Process Management - In today’s globalized economy, an
organization’s business functions and processes usually do not stand alone but
are part of a larger supply chain. A supply chain can rely on services provided
by different units, divisions, departments or third parties. The interconnections
in terms of services offered and required by organizations shape complex webs
called service networks (Danylevych et al., 2010). The goal of Business Process
Management is to deal with the transformation of service networks to service
compositions by providing methods, techniques, and tools to support the design,
enactment, management, and analysis of the operational business processes
(Van Der Aalst, 2003).

Techniques & Methods
During the development and the operation of a service-based application several
cross-cutting principles, techniques and methods are performed, which are
concerned with all the above layers of service-based systems. We briefly explain
three important planes as defined in S-Cube and introduce an extra plane
“multi-tenancy support”, which is related to the recent trend of cloud computing
where applications are shared among multiple customers (called tenants).

Engineering & Design - Engineering and Design involves the entire life cycle,
starting from a company’s business-level objectives, and finally resulting in
the execution and management of a concrete service-based application. In the
S-Cube network of Excellence1 a definition of a reference service life cycle for
the development of adaptive service based applications is proposed as shown in
Figure 1.2 in Section 1.4 . This life cycle model shows how the traditional model
changes when adaptability comes into play. The iteration of the adaptation
cycle at the left hand side injects changes into the application. This run-time
adaptation cycle allows ad-hoc, temporary changes to support environmental
changes at some specific time. The design time activities during the service-
based system life cycle, on the other hand, allow the introduction of more
permanent changes to support the evolution of the application (Papazoglou et
al., 2010).

Adaptation - To deal with the increasing complexity and the uncertainty of
their environments, companies require their software applications to evolve
continuously and to be easily adaptable. Adaptations that need to be supported
in a system are defined as adaptation requirements and finally enacted according
to the adaptation strategies (Papazoglou et al., 2010). Adaptation requirements
identify which parts of the application are subjected to change, and what the
expected outcome of the change is. Adaptation strategies define the possible
means to achieve the adaptation requirements. Popular triggers for defining
adaptation requirements are:

• Changing objectives: Systems are usually configured in accordance with
high-level policies that represent the company’s business-level objectives.
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When these policies change, the behaviour of the system should be modified
appropriately.

• Recovery: Services might be unavailable, unreliable or the system might
just fail for other reasons during their execution. When a failure is detected
and diagnosed, adaptation is required to repair problems and recover the
system to improve its reliability.

• Optimization: The pressure to reduce expenses and remain competitive
requires to seek for opportunities to continuously improve a systems
performance and efficiency.

• Shareability: With the recent trend of cloud computing, applications are
often shared between multiple tenants. As each tenant has its own specific
requirements, the multi-tenant application must support tenant-specific
adaptations at different layers of the system’s architecture.

The tools and mechanisms provided by the underlying platform in different
functional layers of service-based applications that allow for implementation of
various adaptation strategies are called the adaptation mechanisms.

Quality Definition & Assurance - In a service-based system, services are
usually selected based on their functional and non-functional properties. Service
providers need to describe or annotate the functionality and the offered quality
of their services. Functional Web service modelling includes the description of
the function of the service, possible side effects, input and output variables,
etc. From a set of functionally equivalent services, additional properties such
as Quality of Service attributes can be inspected to select a suitable service
that best matches the expected non-functional requirements. Examples QoS
attributes are security, privacy, response time, throughput, reputation, reliability,
availability, cost, etc. Detailed QoS models, such as Web Service Quality Model
(WSQM)3, exist that specify a domain-specific taxonomy or categorization of
QoS attributes. These models can be used to select relevant QoS attributes
and metrics to specify a service’s quality constraints. QoS constraints can be
obtained from publisher’s descriptions, signed contracts that express an agreed
service quality level between service providers and consumers such as a Service
Level Agreement (SLA), or engines that monitor services and collect their QoS
data.

When there is an electronic quality contract between a consumer and the
provider of a service-based application, it is the responsibility of the latter to
assure that the application meets its expected quality. Different strategies are
possible to assure quality of service. A prospective strategy, for example, uses
static analyses to evaluate the quality of service of an application before it is
actually executed. A reactive approach typically involves a modification of the
application’s behaviour at run-time, when a QoS constraint is expected to be

3Quality model for web services. Technical report, The Oasis Group, September 2005



PROBLEM STATEMENT 5

violated. Important aspects in the process of quality assurance are monitoring
and analysis.

Multi-Tenancy Support - Recently, cloud computing has become an emerging
mechanism that fits in the shift in paradigm towards SOC. The internet-wide
communication channels, globally available services and the ease of current
platforms have opened the door for cost-effective outsourcing of business IT
operations. In the cloud, service-oriented software can be deployed as Software-
as-a-Service (SaaS) applications that can be purchased and consumed remotely
over the internet. The SaaS deployment model delivers software applications as
online services on demand (Mell et al., 2011). SaaS aims to improve efficiency
and reduce the operational costs of providing software services by: (i) sharing
hardware and software resources among customers, and (ii) centralize the
maintenance efforts, which can be applied for all users at once. However, in
order for the service provider to make full use of these economies of scale, services
should be hosted following a multi-tenant model (Bezemer et al., 2010), where
a single application is used to serve multiple tenants. Multi-tenant software
systems, compared to single-tenant software systems, should thus be highly
customizable in order to tailor software instances according to the multi-faceted
requirements of the tenants.

The scope of the contributions presented in this dissertation is as follows.
Our first contribution (C1) includes a realistic application realized using
concepts, standards and technologies on all layers discussed above. The
remaining contributions (C2, C3 & C4) tackle specific issues and research
challenges concerning Adaptation, Quality Assurance andMulti-Tenancy Support
respectively. From the architectural viewpoint these challenges have implications
on the different layers in SOC. The focus of our work, however, is restricted to
service orchestration in the Service Composition & Coordination layer.

1.2 Problem Statement

The main research questions regarding service orchestration that will be
addressed in this dissertation are:

• Adaptive service composition: How to support the adaptation of service
compositions according to changing requirements and environmental
circumstances?

• QoS prediction: How to provide the promised QoS in a dynamic
environment where QoS support of service participants in the service
composition change in time?
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• Multi-tenancy support: How to tailor composite services in a multi-tenant
SaaS environment to meet the functional and non-functional requirements
of each tenant?

We identify the following important challenges regarding these research questions:

Adaptive service composition

In a dynamic SOC environment, it must be possible to quickly implement and
deploy new service compositions and enable ad-hoc modifications of service
instances at runtime to support evolution of the environment. However, current
service composition languages such as WS-BPEL introduce limitations regarding
modularity and flexibility to support such adaptive service compositions (Charfi
et al, 2004; Courbis et al., 2005; Braem et al., 2006; Karastoyanova et al., 2009).
Due to the static nature of the composition languages, service invocations
are hard-coded into the process descriptor and cannot be changed at run-
time. Simple variations such as switching between services to solve a specific
task need to be modelled explicitly. The modelling of such processes, which
anticipate on changing contexts at design time, often leads to complicated
workflow descriptors that contain a lot of duplication and are unnecessarily
large. As such, there is need for modularization and separation of concerns to
bring more structure in complex workflows to improve their readability and
maintainability. Moreover, existing service composition standards should be
extended with support for flexible specification and execution of composite
services where ad-hoc adaptations can be performed both at deploy- and at
run-time.

QoS prediction

QoS-Aware Service Composition involves service composition techniques that
identify and invoke suitable services in order to assure a certain level of Quality
of Service (QoS) (Xianglan et al., 2011; Shi and Chen, 2011; Strunk, 2010).
A prospective quality assurance strategy, for example, tries to maximize the
probability that a selected composition of services according to the Service
Level Agreement (SLA) at deploy-time, will still be respected during the actual
execution of the composite service. In a volatile environment where QoS
attributes of web services change over time, a challenge for the service provider
is therefore to predict the future QoS for a composite service (Chen et al., 2011;
Rosario et al., 2008). The QoS of a service composition is calculated based on
the QoS values of its constituents. In contrast to the measurement of QoS for
elementary services, composite services consist of different activities such as
sequences, if-conditions, loops and parallel invocations. To calculate the QoS
of a composite service, different composition patterns have to be taken into
account.
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Multi-tenancy support

Business Process as a Service (BPaaS) (Wang et al., 2010) is expected to
emerge as the next major category of cloud computing. The combination of
fast expanding technologies with increasing competitiveness will make more and
more companies move parts of their business processes into the cloud. In a multi-
tenant setting, the cloud provider needs to support the creation and management
of multiple co-existing customizations, enabling business processes to be tailored
and executed according to the tenant-specific requirements (Mietzner and
Leymann, 2008). Also platform support for non-functional requirements is not
easily customizable per tenant. Yet, different tenants have different requirements
with respect to availability, performance, etc., typically expressed in Service
Level Agreements (SLAs). As such, there is a need for a generic architecture and
a systematic methodology that enables existing business process technologies to
build and execute highly customizable processes. To support both functional as
well as non-functional tenant-specific customization, this architecture requires
solutions for the previous two challenges. Since a middleware provides an
abstraction layer between the application and the underlying infrastructure, it
serves as good place for integrating such adaptation-related concerns.

1.3 Research Context & Background

During the doctoral program, we worked on multiple research projects in close
collaboration with industry. This gave us the opportunity to build a broad
knowledge base of state-of-the-art practices and principles in service-oriented
computing (SOC) and allowed us to work with several real-world case studies.
We give a brief overview of the research projects that inspired the work presented
in this dissertation, categorized according to the specific focus of our research
unit within the project:

1) Adaptation:

• WIT-Case4 (Jan 2005 → Feb 2007, IWT) - This project concerns the
delivery chain for ICT services. More in particular, we have studied and
validated innovative solutions for the creation, development and run-time
execution of services on top of a novel service platform (SDP), which is the
service infrastructure operated by the service provider or network operator
of telecom applications. On the infrastructure level, we have experimented
with several early SOA technologies, such as the ServiceMix Enterprize
Service Bus5 implementation. Most of these technologies were still in

4http://distrinet.cs.kuleuven.be/research/projects/wit-case
5http://servicemix.apache.org/

http://distrinet.cs.kuleuven.be/research/projects/wit-case
http://servicemix.apache.org/
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their infancy and had limited usability support. Besides the Infrastructure
layer, there was a strong focus on adaptation within the Composition &
Coordination layer.

• CoCoMedia6 (Jan 2007 → Dec 2008, IBBT) - The main objectives
were to research the sociology and technology involved in Flemish media
companies working with communities in order to integrate traditional
journalism with community media. The focus of this project also resides on
innovative concepts and supporting technologies for moderation, editorial
environments and technologies in relation to content aggregation. We
have used a Service-Oriented Architecture2 as the underlying state
of the art technology for the implementation of the integration layer.
Content aggregation involves highly heterogenous and fast evolving data
sources such online community media (blogs, local news sites, etc.). The
architecture is thus subjected to constant evolution and needs to be
adapted frequently.

• CUPID7 (Jan 2008 → Dec 2009, IBBT) - The focus of this project
was towards cultural institutions which are trying to attract interested
communities to their cultural programs. To goal of CUPID was to
provide an end-to-end event distribution platform that aggregates, enriches,
recommends and distributes cultural events as targeted as possible in
order to give end users a rich cultural experience. Online event-data
providers consist of a dynamic mix of many different types of resources
and facilities. Also different technologies provided by different partners
operate on incoming event information before it is distributed to the end
users. This multiplicity of technologies and situations again demanded
a service-oriented approach with again a strong emphasis on dynamicity
and flexibility.

2) Quality Definition & Assurance:

In the following projects, we have focused on the security part of software
quality assurance.

• T-CASE8 (Jan 2005 → Dec 2006, IBBT) - This project was also in the
domain of Telecom and closely related to WIT-CASE. The objective
was to investigate technologies for ICT service platform middleware and
innovative concepts for service enabling in both the service provider
domain and end user domains. An important challenge was a.o. which
security (e.g. electronic Id card), policy enforcement and federated data
management techniques are most appropriate for service enabling platform

6http://distrinet.cs.kuleuven.be/research/projects/cocomedia
7http://distrinet.cs.kuleuven.be/research/projects/cupid
8http://distrinet.cs.kuleuven.be/research/projects/t-case

http://distrinet.cs.kuleuven.be/research/projects/cocomedia
http://distrinet.cs.kuleuven.be/research/projects/cupid
http://distrinet.cs.kuleuven.be/research/projects/t-case
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design and how to integrate location and context awareness into a service
enabling platform. Several proof of concept implementations were built
on top of the ServiceMix ESB in order to evaluate the feasibility and
performance of the various aspects under study.

• SPARC9 (Jan 2011 → Dec 2012, IBBT) - The aim of this project is to
provide plug-in hybrid electrical vehicle operators (PHEV)(e.g. car and
battery leasing companies) and car parking providers (e.g. private parking
companies) with services that should allow to bring the electrical vehicle
to a first critical mass of end users. These services include fraud-sensitive
measuring and billing of battery charging and services for optimized,
coordinated battery charging of large groups of cars using a maximum of
renewable energy. These novel ICT services are plugged into the smart
power grid architecture, and therefore an extendable service deployment
architecture is required that allows service components to be distributed
across home gateways, vehicles, public charge stations and the back-
end systems of PHEV operators and smart grid operators. This project
explicitly addresses the definition of a novel service architecture and the
focus of our research unit is to provide the necessary components to assure
security requirements such as authentication, authorization and audit.

• AspectLab10 (Jan 2005 → Apr 2007, IWT) - This project focused on
more fundamental software engineering research related to aspect-oriented
software development (AOSD). In the scope of this project we have
designed an aspect-oriented framework realizing (part of) a security service
in the context of the reference architecture for AO middleware. Our focus
was on information security, which is concerned with guaranteeing the
availability, confidentiality and reliability of the information within a
certain application.

3) Multi-tenancy support:

• CUSTOMSS11 (Jan 2011 → Dec 2012, IBBT) - CUSTOMSS is a project
that started more recently and capitalizes on the trend of cloud Computing
by focusing on tenant-specific software and SLA variability. The objective
is to define a generic architecture and systematic methodology for building
highly customizable multi-tenant applications. The primary concept
that CUSTOMSS proposes is that of service lines: a set of services that
support an open-ended, yet managed set of service variations that satisfy
the specific needs of a particular service network while enabling mass
customization and cost-effective reuse of services offered through this
network.

9http://distrinet.cs.kuleuven.be/research/projects/sparc
10http://distrinet.cs.kuleuven.be/research/projects/aspectlab
11http://distrinet.cs.kuleuven.be/research/projects/customss

http://distrinet.cs.kuleuven.be/research/projects/sparc
http://distrinet.cs.kuleuven.be/research/projects/aspectlab
http://distrinet.cs.kuleuven.be/research/projects/customss
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1.4 Approach & Contributions

Due to the continuous and rapid pace of change of paradigms, technologies
and products, research on information technology evolves quickly. For this
dissertation, we therefore selected a coherent set of contributions which are
mainly based on two recent projects: CUPID & CUSTOMSS. In the next chapter,
we discuss the former 1) to introduce some important concepts and technologies
in SOC more in detail and 2) to illustrate how a novel integration architecture in
the domain of e-media was realized in practice. In the following two chapters, we
propose our solutions for the challenges related to “Adaptive service composition”
and “QoS prediction”. In the final chapter we propose a generic middleware
architecture that integrates the previously presented solutions and provides
the intelligence and a systematic methodology for building highly customizable
workflows. This middleware architecture tackles the challenge of “Multi-tenancy
support” and is strongly related to the CUSTOMSS project.

On overview of the contributions discussed in this dissertation and their relation
with the different steps in the lifecycle of a service-based system is depicted in
Figure 1.2. In summary, we distinguish the following contributions:

• Contribution 1 (C1) - Technology gap analysis driven by a representative
case in industry
We present a realistic application that has been designed and implemented
as a concrete service-based architecture using state-of-the-art technologies
in service-oriented computing. This application provides the Flemish
cultural scene a tool to recommend cross-genre cultural activities. The
architecture can handle events coming from different data providers
of cultural events and a global profile aggregated from several user
communities to offer personalized recommendations to the end user. Based
on our practical experiences, we identify the main limitations in current
industry standards.

To effectively develop adaptive service-based systems, the aforementioned
challenges raise the need for a generic middleware that provides the intelligence
and a systematic methodology for building highly customisable workflows.

• Contribution 2 (C2) - Policy-based adaptation
We propose a Model-View-Controller framework for deploy- and run-time
policy-based adaptation of workflow processes (composite services). The
framework treats workflow specifications in a similar way to dynamic web
pages, where page content is generated according to the user provided
information. Workflows, first designed as abstract templates, are tailored
from customizable aspects, which represent a coherent set of WS-BPEL
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activities implementing a specific task. On top of the framework, we
have developed a graphical user interface to specify and manage abstract
workflows and their corresponding adaptation strategies. We apply our
approach on a case study on confidentiality and show how it can be used
to enforce separation and binding of duty.

• Contribution 3 (C3) - Prediction of QoS compliance
QoS-aware service composition involves the optimal selection of a set
services that is not only able to fulfill the functional requirements for the
composite service, but also respects the service level agreement (SLA)
between service provider and service consumer. Therefore, we propose
a technique for predicting whether the Quality of Service (QoS) of a
service composition execution will be compliant with the service level
agreement. In contrast to existing work on QoS based service composition,
we assume time dependent QoS attributes of participating services and
use time series prediction to determine an accurate QoS estimate. Our
approach can be used for individual services and for composite services.
For composite services, we propose a simulation technique based on Petri
nets to generate composite time series using monitored QoS data of its
elementary services. The technique can be used to predict SLA violations
(a) for the entire execution of a workflow at deploy-time, or (b) for the
remaining tasks of a workflow at run-time.

• Contribution 4 (C4) - Requirement-driven adaptation in a multi-tenant
SaaS environment
To support Business Process as a Service (BPaaS), we integrate our
solutions from the previous challenges in a generic middleware architecture
and introduce some mechanisms to allow demand-driven adaptation on
a per-tenant basis. Our implementation of the middleware architecture
is able (a) to allow a workflow to be tailored at deploy-time according
to tenant-specific requirements, (b) to provide a fallback mechanism to
adapt the tenant-specific process instance at run-time when its execution
unpredictably threatens to deviate from the requirements and (c) to
deal with non-functional tenant-specific requirements by selecting an
appropriate combination of services to handle the different tasks of the
workflow process, given a pool of candidate services and their monitored
QoS attributes.

We validate our work in several respects. First, by means of an extensive
classification of change patterns and change support features, we evaluate the
expressiveness of the customization support of our approach. Second, to analyse
the performance of our algorithms, used for selecting appropriate participating
services in a composition with respect to the Service Level Agreement between
service provider and consumer, we introduce two performance indicators for
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Figure 1.2: S-Cube life cycle of adaptive service-based applications and
positioning of contributions.

comparing different QoS prediction algorithms. Our validation on both real
as well as simulated QoS data shows that the proposed algorithms outperform
existing approaches by drastically reducing the violation frequency of the
SLA while maximizing the usage of the candidate (composite) service. Third,
to demonstrate the feasibility of our work, the proposed ideas have been
prototyped as a middleware platform on top of the sun-bpel-engine, part of
the Open Enterprise Service Bus12. OpenESB is an open source project with
the goal of building an Enterprise Service Bus that provides a flexible and
extensible platform to create SOA and Application Integration solutions. The
prototype implements the components for policy-based adaptation of workflow
processes, integrates support for non-functional based service selection and
provides a user-friendly management interface. Finally, to evaluate effectiveness
of both functional and non-functional tenant-specific customization in the
context of Business Process as a Service (BPaaS) in practice, we apply our
approach on a case study in the healthcare domain. Our measurements confirm
that customizations improved availability and reliability with an acceptable
performance overhead.

12http://openesb-dev.org/

http://openesb-dev.org/
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1.5 Overview

This dissertation is organized as follows. Chapter 2 discusses some fundamental
standards, technologies and concepts in SOC and presents our first contribution
(C1), the development of an end-to-end event distribution system. Based on
this practical case study in the social media domain, we outline some important
limitations of existing industry standards and technologies in order to deal with
such a highly dynamic environment. Finally, we give a high-level overview of
related academic work at the service composition layer that helps to smoothen
the transition to the next generation of service-based applications. The next 3
chapters present contributions 2, 3 and 4 (C2, C3 & C4) respectively.

Chapter 3 focusses on customization support of service composition platforms. A
framework is presented to support adaptation of service compositions. By means
of a case study on workflow confidentiality, we motivate the need for workflow
adaptation at both deploy- and run-time and illustrate how the framework
supports both adaptation strategies.

Chapter 4 addresses quality prediction of open workflow systems that run in
highly variable execution contexts. We first position our contribution in a
broader context of QoS-aware service composition and elaborate on related
work in this domain. We propose a simulation technique based on Petri nets
for calculating the QoS attributes of composite services, given QoS attributes
of its elementary services. We introduce performance indicators to compare our
work with related strategies and describe the underlying prediction mechanism,
a kernel-based quantile estimator with online adaptation of the constant offset,
that is used to predict violations of the SLA between service consumer and
service provider. Finally, we perform an experimental evaluation of our approach
and compare it with existing work.

Chapter 5 capitalizes on the shift from supply to demand-driven processes. To
support Business Process as a Service (BPaaS), we integrate and extend our
solutions from the previous two chapters to enable tenant-specific business
processes customizations. First, we identify some important challenges
to leverage WS-BPEL, a popular industry standard for business processes
orchestration, to support tenant-specific customizations and to perform QoS-
aware service composition for the enforcement of non-functional requirements.
Next, we propose a middleware architecture that addresses these challenges
to enable functional as well as non-functional customizations to WS-BPEL
processes. Finally, we evaluate the completeness, effectiveness and performance
of our approach by means of a multi-tenant case study in the health-care domain.

Chapter 6 concludes this dissertation. We summarize our contributions, discuss
some limitations of our work, and elaborate on interesting opportunities for
future work.
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Chapter 2

Service-Based Systems:
Practices & Experiences

Preamble

The goal of this chapter is twofold. First, we present an important contribution:
the realization of an end-to-end event distribution application. This service-
based system has been developed in the context of the CUPID project
(Cultural Profile and Information Database) of the Interdisciplinary institute
for BroadBand Technology (IBBT). The content related to this case study is
based on a series of publications (Mannens et al., 2009; Coppens et al., 2011;
De Pessemier et al., 2011) that have been made as a collaboration between
the academic partners involved in the project. In this chapter, we focus on
my contribution: the service-based architecture of this application. For a
detailed discussion on all the challenges tackled in this project, we refer the
interested reader to the aforementioned publications. Subsequently, we analyse
this application as a means to further introduce and motivate the challenges
and contributions of this dissertation.
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Service-Based Systems:
Practices & Experiences

Service-Oriented Computing (SOC) (Papazoglou et al., 2007; Huhns et al.,
2005) is a paradigm that envisions an easy and low-cost composition of
distributed applications in a heterogeneous environment using services as
its basic building blocks. In SOC, services are considered as autonomous,
distributed, and platform-independent computational elements capable of
solving specific tasks that can be assembled into loosely coupled networks
to create dynamic applications and business processes. While SOC refers
to the set of concepts, patterns, principles, and methods, Service Oriented
Architecture (SOA) represents the architectural model that is used to realize
the SOC paradigm. A service-based system is a concrete implementation of
a SOA. A SOA implementation is unique within each enterprise and consists
of a combination of technologies, products, and other parts that support the
creation, execution and evolution of service-oriented solutions (Erl, 2007).

In the following section, we will discuss some fundamental standards,
technologies and concepts that are frequently used in the realization of a Service-
Oriented Architecture. This section also provides the necessary background to
allow a better understanding of the topics further discussed in this dissertation.
In Section 2.2, we present our first contribution: the development of an end-
to-end event distribution platform (CUPID). In this section we illustrate how
a service-based system for the Flemish cultural scene was realized in practice.
Based on our practical experiences, we identify the main limitations of current
industry standards regarding adaptation, manageability, quality assurance and
multi-tenancy support on the Service Composition & Coordination layer in
Section 2.3. To position our other contributions of this dissertation, which are
discussed in the following chapters, Section 2.4 gives an high-level overview
of academic research that is done on Adaptive Service Composition. Finally,
Section 2.5 concludes this chapter.

18
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Figure 2.1: Historical overview
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2.1 Background

Figure 2.1 gives an historical overview of some relevant standards, technologies
and concepts in the scope of this dissertation. The fundamentals are introduced
in the remainder of this section. A more detailed discussion is presented in
Appendix A.

2.1.1 Web Service

Service-oriented architecture (SOA) involves the deployment of services (as Web
services)1, which are units of logic that exist autonomously but not isolated from
each other. In a service-oriented architecture, services are relatively independent
(loosely coupled) of each other, but are required to conform to a set of principles
and standards. The World Wide Web Consortium (W3C) defines two major
classes of Web services: arbitrary Web services and REST-compliant Web
services.

Arbitrary Web services comprise the following core open technologies and
specifications: Extensible Markup Language (XML) and XML Schema Definition
Language (XSD), SOAP (originally stood for Standard Object Access Protocol),
WSDL (Web Services Description Language) and UDDI (Universal Description,
Discovery, and Integration). Communication between services is message-
based and standardized. SOAP is an Internet-friendly and XML-compliant
communication specification that was recommended by W3C in 2003 as the
communication standard for web services. The main part of a SOAP message
is the SOAP envelope, which is an XML document. The envelope contains a
optional header and a mandatory body. SOAP message are usually transported
using the HTTP protocol, which is well supported by the current Internet
infrastructure. How a SOAP message must be constructed to be able to
communicate with a service is usually specified in the Web Services Description
Language (WSDL). The WSDL interface of a service describes the operations
supported by the service. UDDI is an Extensible Markup Language (XML)-
based mechanism to register and locate web service applications on the Internet.
On top of the SOAP specification, several WS-* standard protocols were
developed with wide industry backing. These standards include features
such as protecting SOAP messages throughout a message path (WS-Security),
reliable delivery (WS-ReliableMessaging), description of policies (WS-Policy),
unification of trust boundaries (WS-Trust) and many others.

A rather new style for designing web services that recently emerged is the
Representational State Transfer or REST-style architecture. The term REST

1We will use the terms “Web services” and “services” interchangeably in this text.
2Source: Keynote speech David Chappell on Esri Developer Summit 2009
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SOAP/WS-* REST
Protocol for invoking operations SOAP HTTP
Transport protocol HTTP, TCP, others HTTP
Language for describing inter-
faces

WSDL No standard

Data formats XML XML, JSON,
others

Conveying security tokens WS-Security HTTP, SSL
Acquiring security tokens WS-Trust No standard
Establishing a security context WS-SecureConversation SSL
Providing end-to-end reliability WS-ReliableMessaging No standard
Supporting distributed ACID
transactions

WS-AtomicTransaction,
WS-Coordination

No standard

Defining policy WS-Policy, et al. No standard
Acquiring interface definitions WS-MetadataExchange No standard

Table 2.1: Capabilities of SOAP/WS-* and REST2

was first introduced in 2000 by Roy T. Fielding in his PhD thesis (Fielding,
2000). Unlike SOAP, REST is just an architectural style and does not have
a standard. A RESTful Web service is based on the concept that a service
consists of different sources of specific information, each of which is referenced
with a unique global identifier. The resources can be manipulated by exchanging
documents though a standardized interface using a limit number of methods
(GET, POST, PUT, or DELETE) in HTTP 1.0 or extensions as defined in
HTTP 1.1. These contain representations of the resources using any valid
Internet media type such as JSON or XML.

Choosing between the REST architectural style and SOAP and the WS-*
protocols when developing a Web service is not a trivial task. Compared to
arbitrary services, REST-compliant services are usually easier to build and more
lightweight. However, when the service needs to expose logic instead of data or
requires the capabilities of WS-* standard protocols, the use of SOAP/WS-*
might be better suited. Table 2.1 gives an overview of the capabilities of both
which can guide a developer in making the right choice.

2.1.2 Composition of Services

A service composition is a coordinated aggregate of services which functional
scope is usually associated with the automation of a business process (Erl, 2007).
By abstracting the business process logic to a higher layer in the SOA, services
can be designed to be process-agnostic and more reusable (Erl, 2005). The most
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prominent approach for composing web services is orchestration (Peltz, 2003).
The business process logic is centralized in one location and controlled from the
perspective of one of the business parties.

Figure 2.2 shows an example of a simple service orchestration. The service
orchestration implements a workflow that a travel agency can define to provide
its customers with cheap airline tickets. The business process involves one
internal reservation service, two flight offer services and two reservation services
provided by Malaysia Airlines and Royal Dutch Airlines (KLM). The flow of
activities is as follows:

Receive Initial 

Request

START

Acquire plane ticket 

offer from 

KLM Airlines

Acquire plane ticket 

offer from 

Malayasia Airlines

Make ReservationSTOP

Make best offer

Accept 

Offer?

Reservation

Service

Reservation 

Service

Reservation 

Service

Malaysia Airline Ticketing System

KLM Airline Ticketing System

Flight Offer

Service

Cheap Travel 

Composite Service

Flight Offer

Service

Cheap Travel Reservation 

Management System

User

Figure 2.2: Example service composition

• The user arrives at the agency’s web site and is presented with the interface
to provide his travel preferences like city of departure, destination, leave
and return dates, class, one-way or round-trip, etc.

• His travel preferences are processed and forwarded to the Flight Offer
services of KLM and Malaysia Airlines to check which flights are offered
by those companies that satisfy the user’s constraints.
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• All available offers are processed by the agency and the best offer is
selected and presented to the user.

• When the user agrees with the proposal, he proceeds by making a concrete
reservation for the flight. The user fills in his personal details through the
interface and makes a payment with his credit card. The reservation is
processed by the agency’s reservation service and forwarded to the flight
company that offered the selected flight. After successful reservation, the
agency retrieves a commission fee and ends the workflow.

• If the user does not agree with the proposal, the workflow is immediately
ended.

From this example, we can see that service-orientation leads to the creation
of services with functional contexts that are agnostic to any business process.
The services provided by the airline companies are independent of the workflow
defined by the travel agency and are capable of participating in multiple service
compositions. Also, the Cheap Travel Composite Service forms a new service in
the network and can again be aggregated by other composite services to realize
overarching business processes. For example, a city-trip planning service could
be created that complements the Cheap Travel service with a hotel reservation,
the booking of an attraction such as a theme park, etc.

In order to compose Web services into a structured composite service, the
operational characteristics of the process must be formally expressed. The
currently most influential workflow orchestration languages are the Business
Process Execution Language (BPEL) and Business Process Model and Notation
(BPMN). Both are discussed in Appendix A.1.

2.1.3 Enterprise Service Bus

To successfully realize a Service-Oriented Architecture, services and their
composition & coordination technologies are not sufficient. There is need
for a middleware infrastructure that supports mediation and integration of the
service-based applications and provides tools for transformation, monitoring,
and management. The Enterprise Service Bus (ESB) is a service integration
backbone that provides various built-in features for these purposes. An ESB is
a standards-based integration platform that combines messaging, web services,
data transformation, and intelligent routing to reliably connect and coordinate
the interaction of significant numbers of diverse applications across extended
enterprizes with transactional integrity (Chappell, 2004). It is designed to enable
the implementation, deployment, and management of SOA-based solutions with
a focus on assembling, deploying, and managing distributed SOA (Papazoglou,
2007).
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In succession to the ESB concept, two key specifications have been published
to enable enterprise integration: Java Business Integration (JBI) and Service
Component Architecture (SCA). The first version of JBI (JBI 1.0) (Ten-Hove,
2005) was released in March 2005 by Java Community Process (JCP). A little
later, in 2007, a technical committee called was formed to define the next version
of JBI (JBI 2.0). However, the missing support by some major ESB vendors
such as BEA and IBM and the fact that some key vendors from the initial JBI
committee dropped out, seemed to be detrimental to its survival. Around the
same period, in July 2006, a body called Open SOA Collaboration (OSOA)
was formed by a group of vendors including BEA, IBM, SAP and Oracle to
promote and define a new open model called Service Component Architecture
(SCA). In March 2007, the SCA 1.0 specification was finalized by the OSOA
and submitted to OASIS for standardization. The main concepts behind both
specifications are discussed in Appendix A.2.

2.2 A Case Study from the Social Media Domain

In this section, we present a concrete case study to illustrate how a service-
based architecture is implemented in practice. The case study is the result
of the CUPID project (Cultural Profile and Information Database) funded
by the Interdisciplinary institute for BroadBand Technology (IBBT). After
sketching the context of the project, we give an overview of the services that
were implemented in the final prototype, a tool to recommend cross-genre
cultural activities to end users. With this general overview in mind, we then
zoom in on the actual Service-Oriented Architecture connecting these services by
means of an Enterprise Service Bus in combination with a Service Composition
Engine.

2.2.1 Context

In the last two decades, the nature of information has changed significantly.
Today, the Internet has become the largest carrier in the world of information
resources and services, such as multi-media data. This trend has also affected
the cultural scene where supply and demand of cultural information have evolved
from the static hard-copy press to a dynamic and interactive online happening.
As such, the role of cultural institutions has changed. Instead of simply being
traditional gatekeepers who determine what the public needs to see, today’s
abundant information rather demands for guidance and structuring in the supply
and demand of these cultural events and their accompanying assets.

The internet as a new communication model has given a new impulse to the
announcement and dispersion of events to the general public. New events now
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easily introduce themselves to large groups of people who otherwise could have
never been reached. The new manner of communicating has resulted in a very
broad, and detailed event market. This inexhaustible supply of events however
produces a new challenge to the end-user. Typically only a small fraction of
available events are relevant, and thus the selection of an appropriate subset
from this immense supply proves to be increasingly difficult. Filtering tools and
recommendation systems that assist users in finding the most relevant events
are thereby becoming increasingly important.

These evolutions have led to the development of an end-to-end event distribution
platform CUPID3. This platform was implemented for the Flemish cultural
scene with the aim to provide the end-user with a tool to access useful cultural
events that goes beyond basic information retrieval.

2.2.2 Overview

We briefly discuss the modules that were developed for the final prototype:
aggregation, categorization, enrichment, profiling, recommendation and distribu-
tion. A detailed description of these modules is reported in several publications
(Mannens et al., 2009; Coppens et al., 2011; De Pessemier et al., 2011).

Aggregation - Aggregation concerns the retrieval of basic information of
cultural events from different data sources. Different strategies for content
retrieval are possible. It can be actively searched on the web or content can be
sent by partners. For example, CultuurNet4 acts as an aggregator of cultural
events in Flanders. They offer a platform which allows organizers to upload
their events in a proprietary way. Their database is an important source of
event information for the CUPID platform. Other sources include cultural
temples/event organizers, such as Vooruit5, some of the numerous available
online providers such as EventFul6, blogs, feeds, short message service (sms).
All these sources typically store and distribute their events using an ad hoc
format. CultuurNet, for example, uses their own proprietary format based
on XML schema, called CDBXML7. Therefore, within the CUPID project, a
semantic meta model was developed to model and disseminate event records in a
standardized way. The standard that was used for this purpose is EventsML-G2.
An important aspect of content aggregation is thus to convert incoming events,
modelled using heterogenous formats, to the internal CUPID representation.

Categorization & Enrichment - The categorization module is responsible for
classifying the raw event records according to common themes. The technologies

3https://projects.ibbt.be/cupid
4http://www.cultuurnet.be
5http://www.vooruit.be
6http://www.eventful.com
7http://www.cultuurdatabank.com/XMLSchema/CdbXSD/3.0/FINAL/CdbXSD.xsd

https://projects.ibbt.be/cupid
http://www.cultuurnet.be
http://www.vooruit.be
http://www.eventful.com
http://www.cultuurdatabank.com/XMLSchema/CdbXSD/3.0/FINAL/CdbXSD.xsd
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that were used for this classification are Information Forensics, provided by
i.Know8, and OpenCalais9. These technologies use linguistic processing to
retrieve concepts out of the event descriptions, such as persons, organizations,
companies, brands, locations, etc. During enrichment, these concepts are
mapped to formalized knowledge that is available on the web. For example, an
event containing a string categorized as a person (e.g. “Tom Barman”), can
be enriched with knowledge about this person found on DBPedia10 (e.g. his
biography, career, etc).

Profiling & Recommendation - Nowadays, there is an enormous offer of
events. However, this extensive supply and its continuous growth makes the
selection process increasingly difficult for end users. Most events are irrelevant
for a particular user, because the event is not interesting, or it is too far away.
Therefore, a recommendation engine was developed that creates and updates
a user profile to filter and recommend personalized content. The information
fields, stored in the profile for calculating recommendations are: (1) user specific
information, such as RSVP; (2) Static Profile, such as favourite movies, music;
(3) Dynamic Profile, such as location of the user. The profile is then used
by a recommender based on hybrid filtering (a content-based technique in
combination with post-filtering) to select relevant events.

Distribution - The enriched events described in the events ontology are
published as Linked Open Data (LOD) on a D2R Server. LOD refers to a style
of publishing and interlinking structured data on the web. D2R Server is a tool
for publishing information from relational databases on the semantic web. The
end goal is to distribute these published events to interested parties. In the
prototype implementation of CUPID, the Facebook11 platform was chosen as
one distribution platform. Another supported mechanism are widgets, which
can be used by the cultural temples on their own website. The widget can
contact the recommendation system to offer personalized recommendations.

2.2.3 Integration Architecture

We now elaborate on the workflow-based bus infrastructure that we used as
the underlying architecture to support the flow of personalized, recommended
cultural activities by connecting the modules discussed above. Figure 2.3 gives
an overview of the integration layer. The infrastructure is a loosely coupled
bus architecture that integrates the 6 modules: aggregation, categorization,
enrichment, profiling, recommendation, and distribution.

8http://www.iknow.be
9http://www.opencalais.com/

10http://dbpedia.org
11http://www.facebook.com

http://www.iknow.be
http://www.opencalais.com/
http://dbpedia.org
http://www.facebook.com
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Figure 2.3: Architecture

From an architectural viewpoint, we distinguish 3 different views from this
general architecture as illustrated in Figure 2.5. The first flow, the import
flow, illustrates which modules are used to aggregate content and store it in
the internal data store. This flow starts with the content aggregation by which
cultural data is retrieved from different information sources. Different strategies
for content retrieval are possible. It can be actively searched on the web (pull)
or content can be sent by partners or individual end users (push). Pulling
content from the web is triggered by a scheduler. On predefined times, the
scheduler sends a message to the input services to check the input sources
for new cultural event information. Pushing content can be done on the fly.
Aggregated content must be converted from its original format to the internal
event ontology. This is done by the XSLT engine and will be explained in the
next subsection. During aggregation, authentication mechanisms can be used to
verify the identity of the information sources. Double detection mechanisms are
required to filter out events that are already present in the internal database.
This can be done by removing events with the same date, the same geographical
coordinates, and the same relations to other events. This works only if the
events are well-described and the dates, locations and relations are available. A
logging component is utilized in order to provide an audit trail that can be used
to understand the activity of the integration layer and to diagnose problems.

In the second flow, basic event information that is stored in the internal
database can be used for data enrichment. Enrichment means adding extra
useful information, e.g. cross-referenced multimedia, to the basic event info
that helps end users in planning their activities. First, a taxonomy builder
classifies events according to themes. Adding this intelligent information to the
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event data helps to find more accurate information during content enrichment.
Based on the properties of the event, its ontology can be complemented with
information from other sources. For example, an event concerning a theater
play on Shakespeare can be enriched with related literature information from
libraries or footage of a former, relevant play of the same theater company.
Information on neighbouring hotels can be added from a tourist service, based on
the location of the event. Other useful meta-data, like background information
of participating actors in the event can be retrieved from information providers
like DBPedia12 and added to the basic event information during the enrichment
phase. An example enrichment is illustrated in Figure 2.4

MUSIC STYLE

CATEGORIES?
HOTELS IN THE 

NEIGHBOURHOOD?

WHO IS MARK 
TURNER?

Figure 2.4: Example enrichment

Finally, the end goal is to provide the end-user with accurate information.
By means of a user-based profile, the infrastructure can look for alternative
recommendations to the initial search operation. By using profiles and a recom-
mendation engine, we aim to provide the end-user with accurate and personalized
event information, complemented with interesting recommendations. In this
third flow, the results are sent to the customer. The distribution layer provides
online publication channels (e.g. web sites) with access to the different data
sources. This way, events can be searched by individuals or event information
can be used and published by other organizations.

12http://dbpedia.org/

http://dbpedia.org/
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2.2.4 Implementation & Technologies

We used a Service-Oriented Architecture13 (SOA) as the underlying state-
of-the-art technology for the implementation of the integration layer. An
enterprise service bus (ESB) provides the open, standards-based connectivity
infrastructure for a service-oriented architecture. The different modules that
compose the general architecture are modelled as separate services where the
SOA infrastructure allows them to exchange data with one another as they
participate in business processes.

Orchestration between services is handled by a workflow engine. This engine is
integrated in the service bus architecture and supports the execution of WS-
BPEL processes. An executable WS-BPEL process is defined by a control flow
that consists of a combination of basic and structured activities. Communication
in the aggregation layer involves mainly exchanging (meta)data related to the
cultural events. The events data, modelled via our events ontology, can thus
syntactically easily be described in RDF/XML14 as WS-BPEL (and SOA in
general) supports the “Simple Object Access Protocol" (SOAP), a protocol
specification for exchanging structured information between services.

To deal with different incoming data formats during content aggregation, a
transformation is required to convert data from their aggregated format to the
internal event ontology. For this purpose, we use a XSL transformations engine.
XSLT is a declarative, XML-based language used for the transformation of
XML documents into other XML documents. The transformation process is
illustrated in Figure 2.6. To support the aggregation of a new data format, the
administrator needs to extend the XSL style sheet with the mapping of the new
format to the internal event ontology. If the engine detects a template match
between the aggregated event and the XSL style sheet, it will be translated
accordingly; otherwise, the data will be rejected.

Event: Format A

(XML Based)

Tranformation

Proces

Event: Formaat B

(XML Based)

XSLT Stylesheet

Figure 2.6: XSLT transformation
13http://opengroup.org/projects/soa/
14http://www.w3.org/TR/rdf-syntax-grammar/

http://opengroup.org/projects/soa/
http://www.w3.org/TR/rdf-syntax-grammar/
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The implementation of the integration layer requires a combination of different
technologies. A platform that provides development support for most of the
technologies we used is the NetBeans IDE15. The NetBeans IDE is an open-
source integrated development environment written entirely in Java using the
NetBeans Platform and supports development of all Java application types (Java
SE, web, EJB and mobile applications) out of the box. The ESB technology
we used for this project is the Open Enterprise Service Bus16. OpenESB is
an open source project with the goal of building an Enterprise Service Bus
that provides a flexible and extensible platform on which to build SOA and
Application Integration solutions. It is based on open standards like Java for
Business Integration17 (JBI) and Java Platform Enterprise Edition18 (Java EE).

An important requirement of a good software system is that it easily manageable
for the administrator of the system. For this purpose we developed a
management interface. An example is shown in Figure 2.7. This interface
allows scheduling the aggregation of different supported data sources. The
administrator can set the time and the interval on when new data must be
pulled. Log files can be consulted to see if any problems have occurred. New
XSLT mappings for the aggregation of new types of events can easily be defined.
Also the internally stored event records and their meta-data can be visualized
through this interface.

Figure 2.7: A screenshot of the management interface

15http://netbeans.org/
16https://open-esb.dev.java.net/
17http://jcp.org/aboutJava/communityprocess/final/jsr208/index.html
18http://java.sun.com/javaee/

http://netbeans.org/
https://open-esb.dev.java.net/
http://jcp.org/aboutJava/communityprocess/final/jsr208/index.html
http://java.sun.com/javaee/
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2.3 Practical Experiences: Benefits & Limitations
of Used Technologies

In this section we make a critical analysis by identifying some the main benefits
and limitations of the technologies we used for the realization of the CUPID
integration architecture. The limitations serve as a first motivation for the
remaining contributions of this dissertation.

We encountered several benefits in adopting a service-oriented approach for our
infrastructure development. In contrast to monolithic application silos, service-
oriented approaches consist of flexible, granular, functional components that
expose service behaviours to other applications via loosely coupled standards-
based interfaces. Online event-data providers consist of a dynamic mix of many
different types of resources and facilities. Also different technologies provided by
different partners operate on incoming event information before it is distributed
to the end users. This multiplicity of technologies and situations demands a
service-oriented approach. Aggregation, categorization, enrichment, profiling,
recommendation and distribution are supported through services, which can
be created and modified dynamically to suit the current needs of the CUPID
architecture. The flexibility supported by this technology allows for an easy
integration of new sources (i.e. aggregation sources or distribution targets)
and the removal or modification of existing sources on the infrastructure level.
Using a standardized technology offers also the advantage of reusable existing
middleware services. Existing solutions contain many pre-built implementations
of components which can be used with a minimal effort. Existing components are
available in the domain of logic and orchestration, basic interfacing, databases
and data manipulation, security, logging, etc.

However, in a highly dynamic environment such as CUPID, the technologies
we used still have some important limitations with respect to adaptability,
manageability, quality assurance and multi-tenancy support. Since the workflow
engine is the central point of communication between the services that are
connected through the Enterprise Service Bus (ESB), we only analysed these
software qualities from the orchestration perspective. We briefly discuss our
key observations. For each category of software qualities, we first motivate
its importance within CUPID and then argue how WS-BPEL, the service
composition Industry Standards & Technologies we used, fails to deliver them.

Adaptability & Manageability

Requirements - An important objective in CUPID is to provide a dynamic
architecture that is robust and able to anticipate on a changing environment
by adapting itself according to adaptation requirements. The adaptations of
the system should preferably be configurable and manageable by the system
administrator in a user-friendly and orderly manner.
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Some example adaptation requirements are:

• Dealing with failures: It can happen that content providers, content
enrichment services or other services are temporarily unavailable or
malfunctioning. In these cases, the system must be able to continue
its activities by invoking alternative services during the execution of a
process. The replacing service does not necessarily provide the same
interface, and the address of the new target service is possibly not known
at design time.

• Dynamically adding/changing basic functionality: Because of the dynamic
nature of the services, it is also not unrealistic that during the life-
cycle of a process (e.g. the composite flow of cultural events going from
aggregation to distribution), interfaces of participating services change,
new functionality is added, or a competitive service suddenly offers a
similar service under better conditions. For example, new sources of event
information such as blogs, cultural web sites, databases, etc. pop-up
on the internet on an almost daily basis. Also new consumers of the
event information delivered by our integration architecture can appear
and disappear frequently. A company could offer a new recommendation
service that gives more accurate results. Therefore, it must be possible to
add new services to the flow without having to reimplement the service
composition each time a new service must be included.

Limitations - The design of a fairly complex system in WS-BPEL, that requires
a lot of variability, quickly becomes impossible to read, understand and manage.
The lack of support for modularity, separation of concerns and flexibility
makes BPEL not suitable for adaptive service composition in a highly dynamic
environment.

Figure 2.8 is BPMN-alike graphical representation of a business process in WS-
BPEL. The boxes and circles along the right are services, the lines running to
those services are invocations, and the boxes in the middle are BPEL activities
such as assign, invoke, copy, etc. A new branch is created for each possible
variation, preceded by a conditional statement. The figure illustrates the quickly
exploding complexity when a business process anticipates on multiple variations
in business needs or environmental conditions. We discuss the main limitations
causing this complexity problem:

• Lacking support for modularisation & separation of concerns: The design
of a process that requires variability often leads to a lot of duplication,
which makes the workflow descriptor complicated and unnecessarily large.
WS-BPEL has very limited support for modularization and separation
of concerns to bring structure in complex workflows and improve their
readability and maintainability.



34 SERVICE-BASED SYSTEMS: PRACTICES & EXPERIENCES

Figure 2.8: Spaghetti BPEL

When developing an application in a general purpose language like Java,
code modules can be reused by defining classes and methods. Functionality
declared in a class or method body can be reused by creating new objects or
by invoking methods multiple times. Predefined classes, usually organized
in libraries, are easily imported and reused in different applications. A
modular application, in contrast to one monolithic chunk of code has
several advantages. It allows creating code that can be easily re-used.
Breaking up a program in logical sections also makes it easier to write,
debug and understand the program. Besides modularization of the
functional part, it is also useful to provide a means for separation of
concerns. Examples of such concerns are logging, tracing, billing and
security. Typically, we want to avoid that those concerns end up scattered
across the main functionality of the program, tangled with one another.
For the reuse of smaller fragments, there is no support in WS-BPEL.
When a process fragment is necessary in multiple places, it must be
duplicated. Also separation of crosscutting concerns like tracing is not
possible in standard WS-BPEL and there is also no support to build a
library of commonly used code snippets. WS-BPEL is used to model the
behaviour of processes with xml-based syntax. However, for designing and
implementing such a process, there is little support for concepts that foster
modularization and reuse of code. Functionality modelled as a WS-BPEL
process is again available as a web service. This allows modularization of
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WS-BPEL code to certain extent. However, this approach introduces a
significant overhead. An extra two-way message invocation is necessary
on each point were the functionality is used. Furthermore, there is no
access to process data of the origininating process unless it is passed to
the destination process as a parameter. This approach is thus only useful
in case of large modules, worthwhile to model as a separate process.

• Lack of flexibility: Due to the static character of the scripts, service
invocations are hard-coded into the process descriptor and cannot be
changed at run-time. Simple variations like choosing between services to
solve a specific task need to be modelled explicitly. Using a branch for
each variation scales badly and quickly results again in unmanageable
processes. So there is a need for substitutable services during workflow
execution.
The Dynamic Partner Links feature, which is supported by some WS-
BPEL engine implementations, allows you to assign an end point for
the partner link if it is not known beforehand or change an end point
during the process execution. This means you can use one partner link
for sequential communication with several web-services. However, an
important limitation is that the services must have the same interface. In
practice, semantically similar services often do not have the same interface.
For example, one service can talk about a customerID while another calls
it a clientID. In this case, an invoke action can have the same result but
have a different syntax for calling both services.

Quality Assurance

Requirements - Another crucial aspect of the CUPID architecture are its Quality
of Service (QoS) properties. For a composite service defined within the CUPID
architecture, many available web services provide similar functionality, but have
different Quality of Service (QoS). In this case, a choice needs to be made on
a local scale to determine which services are selected to participate in a given
service composition to minimize the violation probability of the system-wide
service level agreement (SLA). During the execution of the service compositions,
it also important that SLA violations are detected as soon as possible and
run-time customizations should be used to resolve any issues. Customization of
the workflow to provide a certain level of quality is a different concern than its
functional description and thus ideally should be specified separately. So again
there is need for modularization and separation of concerns.

When the services offered by CUPID are used in a commercial context, the
system is expected to deliver a certain level of quality. Quality properties that
can be expressed in measurable terms are typically contracted in a service-level
agreement (SLA) between the service provider and a customer. On a system-
wide scale, the service provider can be the company that hosts the CUPID
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architecture and the customer can be a consumer of cultural content produced
by the architecture. However, within the system, the company that hosts the
CUPID architecture can be a customer of, for example, another company that
offers a recommendation service, or a database of cultural information.

QoS properties can be divided into quantitative and qualitative attributes.
Examples of the latter are security and privacy. Popular quantitative attributes
are response time, throughput, availability, reliability and cost:

• Response Time (RT): the time taken to send a request and receive a
response (expressed in milliseconds). The response time is the sum of the
processing time and the transmission time. For short-running processes
they are usually of the same order. For long-running processes that can
take hours, days or even weeks to complete, the transmission time is
usually negligible.

• Throughput (TP): the maximum requests that can be handled at a given
unit in time (expressed in requests/minute).

• Availability (A): the probability the web service is available (expressed in
available time/total time)

• Cost (C): the cost that a service requester has to pay for invoking a specific
operation of a service (expressed in cents/request)

Limitations - To model complex customizations like QoS-aware service
composition, current composition languages, such as WS-BPEL, offer insufficient
flexibility. An extra layer of intelligence is needed that allows the integration
of complex reasoning logic that transcends the functionality provided by a
standard service composition language. Given the QoS values of available
services that can be used within a service composition, this reasoning logic
should be able to find an optimal assignment of services to composition tasks
which maximizes the probability that the SLA for the entire composition will be
respected. The requirement of resolving SLA issues during the execution of the
service composition also needs run-time substitution of participating partners.
As discussed above, this is only partially supported in WS-BPEL.

Multi-Tenancy Support

Requirements - In a multi-tenant SaaS environment, the CUPID system must
be able to generate custom-tailored composition flows to meet the functional
and non-functional requirements of each tenants.

With the trend of cloud computing, Software as a Service (SaaS) has become a
common delivery model for business applications. In this context, the services
implemented by the CUPID architecture can be offered as a Software as a Service
(SaaS) application. The typical business model of a SaaS company is to offer
highly customizable applications to client organizations (also known as tenants).
An important challenge for the SaaS provider is to tailor its applications to
meet both the functional as well as non-functional requirements of a tenant.
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To support this kind of business model, the composition flows within CUPID
should support personalization. For example, suppose we consider external
companies that use cultural information offered by the CUPID system for their
own business activities as tenants. These tenants should then be able to specify
their functional requirements, such as: the sources of cultural information that
must be aggregated, the recommendation service that should be used, the kind
of enrichment data that is added to the aggregated events, etc. Moreover, each
tenant has his specific non-functional requirements: the maximal cost to execute
the complete flow, to maximal duration of the composition flow, the availability
of the system, etc. Given these constraints, the CUPID system must be able to
generate custom-tailored composition flows.

Limitation - As already discussed, existing service composition standards
introduce limitations regarding adaptability and are thereby “as is” obviously
not suitable for multi-tenancy. Tailoring business processes to support non-
functional requirements on a per-tenant basis is not possible because of the
limitations regarding quality assurance. Moreover, there is no systematic
methodology to express these tenant-specific requirements formally and map
them to concrete customization strategies. Enforcing these requirement is thus
far from possible by simply using the currently available industry standards
and technologies, such as WS-BPEL. Another important limitation concerns
data isolation. By relying on a multi-tenant architecture, multiple tenants
must be served with a single BPEL engine hosting multiple business processes.
Therefore, isolation of process level instances is needed to avoid that a tenant
uses personalized processes meant for other tenants. Defining access control
for different tenants on a per-instance level can solve this problem but is not
supported by current engines (Ansett et al., 2009).

2.4 High-Level Overview of Academic Research in
Adaptive Service Composition

The goal of this section is to give a high-level overview of what kind of research
is done to improve the state-of-the art in service composition. Specific related
works and their relationship with our remaining contributions are discussed in
the corresponding chapter of each contribution. In this section we mainly refer
to survey works.

In the previous section, we have discussed some limitations of WS-BPEL
regarding adaptability, manageability, quality assurance and multi-tenancy
support. However, in academic literature a lot of research can be found
that addresses several of these shortcomings in current Industry Standards
& Technologies. A general term that is often used to refer to this research
domain is “Adaptive Service Composition” (Casati et al., 2000). Adaptive
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service composition is broad and includes several service composition approaches,
typically called after their dimension of focus (e.g. time: when are adaptations
performed?, trigger: what/who drives them?, strategy: how are they performed?,
etc.). The main research domains found in literature are: (i) dynamic
service composition, (ii) QoS-aware service composition, (iii) user-centric
service composition, (iv) automatic composition, and (v) model-driven service
composition. The contributions presented in this text are situated in (i), (ii)
and (iii). These contributions are discussed in chapters 3, 4 and 5 respectively.
Domains (iv) and (v), however, provide some interesting perspectives for future
work as will be discussed in Chapter 6.

2.4.1 Dynamic Service Composition

Among adaptive service composition approaches, usually a distinction is made
between static and dynamic adaptation (also called deploy- and run-time
adaptation respectively) (Dustar and Schreiner (2005); Alamri et al. (2006);
Beek et al. (2006); Kapuruge et al. (2010)). Static adaptation refers to
adaptations that are made to a service composition before it is actually deployed
to an execution engine, while dynamic adaptation involves a change during
its execution. Both approaches have their advantages and disadvantages. For
example, deploy-time adaptations do not introduce any run-time overhead
and the process can thus still be executed at full performance. Deploy-time
adaptation may work fine as long as the web service environment (business
partners, service components, QoS values, etc.) does not, or only rarely, change
between deployment and execution of a service composition. However, business
process environments can be highly dynamic. New services become available
on a daily basis and the number of service providers is constantly growing. As
such, after a process has been deployed, businesses partners could provide newer
services, services are replaced by other ones and become unavailable, etc. In
this case, static composition is too restrictive and the composition should be
able to adapt to these unpredictable changes at run-time. This usually implies
that the adaptation requirements have to be checked and enforced during
process execution and thereby introduces a performance overhead. Real-time
processes, where performance is extremely important, often do not tolerate
that extra overhead. Which technique is more appropriate thus depends on
the context where it is used, i.e. the type of adaptation requirements, type of
service composition, etc.

In Chapter 3, we present a framework that contributes to this domain by
providing the mechanisms for both deploy- and run-time adaptation of business
processes. Section 3.5 of the chapter gives an overview of specific related work
and discusses how our approach improves on state-of-the-art.
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2.4.2 QoS-Aware Service Composition

QoS-Aware service composition refers to the process of composing services to
fulfil non-functional requirements, such as QoS-properties of the composition.
Surveys on this topic are reported by Xianglan et al. (2011), Shi and Chen
(2011) and Strunk (2010). QoS properties can be divided into quantitative
and qualitative attributes. Examples of the latter are security and privacy.
Popular quantitative attributes are response time, throughput, availability,
reliability and cost. The QoS of a service composition is calculated based on
the QoS values of its constituents. In contrast to the measurement of QoS for
elementary services, composite services consist of different activities such as
sequences, if-conditions, loops and parallel invocations. To calculate the QoS
of a composite service, different composition patterns have to be taken into
account. In literature, several works can be found that address the challenge of
QoS-aware service composition. Surveys on these work are reported by (Han
et al., 2011; Strunk, 2010). Two popular fields of research in this domain are
QoS-based service selection and QoS prediction.

QoS-based service selection deals with finding an assignment of services to tasks
of the composition flow which maximizes a customer related utility function.
Typically this boils down to the following optimization problem: given an
abstract composite service and a set of candidate services with different QoS
values for each task, find a service for each task such that the global composite
QoS value satisfies certain Service Level Objectives (SLO). A naive way to
solve this is to calculate the QoS for all possible compositions and then select
the best according to the SLOs. It is easy to see this approach is not scalable
and quickly generates an unacceptable performance overhead. A composition
with three service invocations with 10 possible candidates each requires 1000
QoS estimates. If more than one attribute type is used for optimization, a
multidimensional optimization problem arises. Popular techniques in literature
to solve this challenge efficiently are integer programming (Zeng et al., 2004) and
genetic algorithms (Canfora et al., 2005). These works tackle the composition
problem assuming fixed QoS attributes for the elementary services. More recent
works take into account the fact that in business environments QoS attributes
rarely remain unchanged over the lifetime of a web process and focus on the
stochastic service composition problem.

Driven by the fact that QoS attributes, such as response time, can be very
volatile with respect to time, the challenge of QoS prediction has recently gained
popularity. Its main goal is to bridge the time gap between the service selection
process and the actual execution of the composite service. By predicting
accurate expected values for quality measures in the near feature, this technique
is able to improve the probability that the selected composition of services, will
still respect the SLA constraints during the execution of the workflow. Also
pro-active QoS monitoring and failure prevention techniques can be categorized
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in this research field.

In Chapter 4, we contribute to this topic by presenting a technique for predicting
Quality of Service (QoS) violations of both composite and elementary services.
To take into account the service composition patterns and the dependencies
between different services in a service composition, we use a simulation technique
based on Petri nets to generate composite time series using monitored QoS
data of its elementary services. A comparison with specific works related to
this contribution is discussed in Section 4.2.

2.4.3 User-Centric Service Composition

In user-centric service composition, the service composition process is driven
by the requirements of the service end-user (Da Silva, 2011; Laga et al., 2008).
This composition is typically tailored to the needs of the end-user on demand,
or whenever the service composition is required. The end users needs can be
both functional as well as non-functional. To tailor a composition it should
be adaptive (“Adaptive Service Composition”). To enforce non-functional
requirements, techniques for “QoS-Aware service composition” are required.

User-centric service composition is recently gaining popularity with the trend
of Cloud computing. Today, an increasing number of service-oriented software
has been deployed as Software-as-a-Service (SaaS) applications in the cloud. In
the SaaS deployment model, a vendor hosts all of the program logic and data,
and provides end users with access to this data over the public Internet. Two
major categories of Software-as-a-Service are (Chong et al., 2006):

• Line-of-business services, which are typically large, customizable business
solutions aimed at facilitating business processes such as finances, supply-
chain management, and customer relations. These services are targeted
to enterprizes and organizations.

• Consumer-oriented services, are typically services meant for the general
public. For example, Web-based email services such as Yahoo or Gmail
fall into this category.

User-centric composition is particularly relevant for line-of-business services
where the hosted SaaS applications are complete business processes. In this
context, the term Business Process as a Service is often used (BPaaS) (Wang et
al., 2010). BPaaS applications are user-centric in the sense that several client
organizations (called tenants) typically require personalized business solutions
hosted on a shared hardware in the cloud. To exploit economies of scale and
to reduce costs, an important challenge for cloud provider is to capture and
share commonalities on the business process definition level and tailor business
process according to functional and non-functional requirements of its clients.
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In Chapter 5, we leverage our contributions from “Adaptive Service Composition”
and “QoS-Aware Service Composition” to “User-Centric Service Composition”.
To support Business Process as a Service, we present a middleware that integrates
our solutions for service adaptation and QoS-aware service composition to
generate custom-tailored business processes. A detailed comparison with
research done in this area can be found in Section 5.2.3.

2.4.4 Automatic Service Composition

In service composition, a distinction can be made between manual, automatic
and semi-automatic service composition (Kumar and Mishra, 2009; Laga et al.,
2008). The traditional development of a WS-BPEL process is an example of
manual composition. The composite service is created by a person, typically
by a developer who creates the control flow and selects appropriate services.
In automatic service composition, service selection and orchestration is done
automatically based on an abstract goal specification (Papazoglou et al., 2010).
An overview of research on this topic is discussed in Rao et al. (2004), Kumar
and Mishra (2009) and Papazoglou et al. (2010). Most research on this topic
fits in the domain of AI planning or workflow composition.

AI Planning is a complex problem which has been investigated extensively
by the Artificial Intelligence community. The classical planning problem can
be characterized as follows: “Given a set of actions, their preconditions and
positive and negative effects, a complete description of the initial state and
a goal: find a sequence of actions achieving the goal”. Several works can be
found in literature that investigate the potentials and boundaries of applying
AI planning to compose services according to a desired goal. A survey of some
important works is reported by Peer (2005).

Workflow composition is mainly based on the fact that a composite service is
conceptually similar to a workflow. A workflow also describes an interaction
protocol among services and specifies the control and data flow among these
services. This makes it possible to use the knowledge from the workflow
community in order to facilitate Web service composition. Some works focus on
automatic creation of the process model. However, most research in this area
focus on semi-automatic composition, i.e. binding correct atomic services given
the abstract workflow model.

With semi-automatic service composition the control flow is typically specified
manually by the developer, but appropriate services are automatically selected.
Automatic service selection requires services to be described in a way that can
be “understood” by computers. For example, automation of a travel planning
service that needs to select a hotel service must be able to identify which services
are feasible to fulfill the requirement of booking a room on a specific location.
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Semantic service description are widely used as a solution to this problem. Web
service descriptions are enhanced with annotations of ontological concepts. The
same can be done with the tasks of the composition flow. Semantic matching
can then be used to find an appropriate service to handle a specific task. Some
popular standards that allow semantic annotation are WSDL-S19, SAWSDL20,
OWL-S21, WSMO22 and SWSF23.

In this dissertation, we have chosen not to fully automate the service composition
process. When developing a solution, typically a trade-off has to be made
between flexibility and robustness. For example, a very flexible service
composition technique requires many control mechanisms to validate correctness
and reliability of the resulting process. Therefore, we chose a template-based
approach where most of the control flow is predefined. Semi-automatic service
composition was investigated by one of our master students in his thesis “A
semantic extension to BPELOnRails for automating web service composition”
(Corijn, 2011). This work was implemented in our service adaptation framework
“BPELOnRails” and complements the contributions presented in this dissertation
by supporting automatic detection of feasible candidate services for workflow
tasks using semantic reasoning.

2.4.5 Model-Driven Service Composition

Model-driven service composition can be seen as the application of Model-Driven
Development (MDD) ideas, such as Model-Driven Architecture (MDA), to the
domain of service composition (Papazoglou et al., 2010). It provides a top-down
approach to generate service compositions and copes with generating service
orchestration models from more abstract models (Papazoglou et al., 2010). A
typical example of this approach is modelling a service composition using the
Business Process Modeling and Notation (BPMN) and transform this model
to an executable model such as WS-BPEL. Several existing WS-BPEL engines
support such a transformation of BPMN alike modelling languages to executable
business processes. Another popular language for modelling business processes is
Universal Modeling Language (UML), a standardized general-purpose modelling
language in the field of object-oriented software engineering. An advantage of
using such a higher level of abstraction is that processes can be modeled in a
platform-independent way. By using another type of transformation, BPMN
models can easily by transformed to other execution languages, such as the jBPM
Process Definition Language (JPDL), a business process execution language
for the JBoSS open-source workflow engine. Furthermore, graphical process

19http://www.w3.org/Submission/WSDL-S/
20http://www.w3.org/TR/sawsdl/
21http://www.w3.org/Submission/OWL-S/
22http://www.w3.org/Submission/WSMO/
23http://www.w3.org/Submission/SWSF/

http://www.w3.org/Submission/WSDL-S/
http://www.w3.org/TR/sawsdl/
http://www.w3.org/Submission/OWL-S/
http://www.w3.org/Submission/WSMO/
http://www.w3.org/Submission/SWSF/
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representations improve business process management by providing a more
intuitive view on the process and its semantics, for both technical users and
business users.

An overview of academic research done on this topic is reported in Papazoglou
et al. (2010). Most of these works focus on top-down transformation of high-
level business models to execution code. Some also support bottom-up reverse
engineering of models from the code. An interesting research direction is to
apply Model-driven service composition in the context of the other service
composition approaches such as User-Centric Service Composition or QoS-
Aware Service Composition. For example, the inclusion of constraints such
as functional requirements (service semantics) or non-functional requirements
(QoS-values) in abstract composition models can be used to automatically
generate custom-tailored executable process. As discussed by Papazoglou et al.
(2010), the works that focus on this kind of research issues are rather limited.

Our work presented in this dissertation, addresses the generation of custom-
tailored processes, but only at the process execution level. An interesting
track for future work is to support the specification of process customization
requirements on the modelling level and provide a transformation to map these
requirements to our current approach.

2.5 Conclusion

In this chapter, we have introduced some important concepts of service-based
systems. A service-based system implements a Service-oriented architecture
(SOA) and involves the deployment of Web services. Web services are units
of logic that exist autonomously but not isolated from each other. On the
Service Composition & Coordination Layer, services can be composed into
service compositions, which functional scope is usually associated with the
automation of a business process. To successfully realize a Service-Oriented
Architecture, we have introduced a key technology on the Infrastructure Layer,
called an Enterprise Service Bus (ESB). An ESB is a middleware infrastructure
that supports mediation and integration of the service-based applications and
provides tools for transformation, monitoring, and management.

With these concepts and technologies in mind, we have presented a concrete case
study that illustrates how a service-based system is implemented in practice.
To provide the Flemish cultural scene a tool to recommend cross-genre cultural
activities, an end-to-end event distribution platform has been developed. The
integration architecture consists of a JBI-based Enterprize Service Bus that
integrates the core logic (aggregation, categorization, enrichment, profiling,
recommendation, and distribution), implemented as loosely coupled Web
services. These core service are orchestrated into composite services to realize
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the import, enrichment and export flow of cultural events within the CUPID
system. The technology we have used to implement this business logic is
WS-BPEL.

Based on our practical experiences, we have evaluated the capabilities of current
service composition languages, such as WS-BPEL, with respect to adaptability,
manageability, quality assurance and multi-tenancy support. Our analysis shows
some important limitations why these technologies, “as is”, are not suitable for
a highly dynamic environment such as CUPID and thereby motivates the need
for more advanced composition approaches.

In academic literature a lot of research can be found that addresses several
of these shortcomings in current service composition Industry Standards &
Technologies. To position our other contributions, we have given a high-level
overview of some important research topics in this domain. In the remaining
chapters, we discuss our solutions that address these limitations to smoothen the
transition to a future generation of dynamic service-based systems. In Chapter 3,
we introduce a framework to enable both static and dynamic service composition.
Chapter 4 presents an approach to calculate and predict QoS attributes for
composite services and thus focusses on QoS-aware service composition. In
Chapter 5 we integrate our static and dynamic service composition solutions
and QoS-aware service composition techniques in a middleware to enable user-
centric service composition in the context of Cloud computing. Specific related
works and their relations with each contribution are discussed in the respective
chapters themselves.
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Chapter 3

Policy-Based Adaptation of
Workflow Processes: A Case
Study On Confidentiality

Preamble

This chapter presents a framework for policy-based adaptation of workflow
processes (composite services). The content of this chapter is a replication of a
paper published on the 8th International Conference on Web Services (ICWS
2010) (Geebelen et al., 2010) as-is. A first publication of this work has been
presented at the 3rd Workshop on Middleware for Service Oriented Computing
(Geebelen et al., 2008). The proposed framework has been inspired by the MVC
model 21, a Model-View-Controller pattern frequently used for the design of
web applications. The model, view & controller concepts used in this paper
follow the definitions as described in Thomas et al. (2006). A prototype of the
framework has been built using Ruby On Rails (Thomas et al., 2006).

1This MVC model differs from the traditional model (Krasner et al., 1988) in the sense
that the Model-typed components represent the data domain, the View-typed components
treat the outputs to the clients, and the control-typed components define the operations over
the data (Yuen S. et al., 2005)
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Workflow Processes: A Case
Study On Confidentiality

Abstract

Most work on adaptive workflows offers insufficient flexibility to enforce complex
policies regarding dynamic, evolvable and robust workflows. In addition, many
proposed approaches require customized workflow engines. This paper presents
a portable framework for realistic enforcement of dynamic adaptation policies
in business processes. The framework is based on the Model-View-Controller
(MVC) pattern, commonly used for adding dynamism to web pages. To enhance
reusability, our approach supports separation of adaptation logic from the
functional workflow and modularization of workflow tasks in reusable aspects.
The main idea is to design a workflow process as a template, where tasks
can be specified on an abstract level. Concrete implementations of the tasks,
modelled as aspects, are then selected from a library according to a policy-
based adaptation logic. This logic is implemented using a general purpose
language that offers an extensible and flexible solution to enforce any type of
policy. We evaluate by means of a case study on workflow confidentiality to
what extent an approach using standards-based technologies allows application-
specific adaptation of running workflow instances.

3.1 Introduction

Workflow languages focus on combining web services into aggregate services. At
this moment, the Web Services Business Process Execution Language (WS-BPEL
2007) has profiled itself as the de-facto industry standard for orchestrating web
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services. However, this standard exhibits major limitations regarding reusability
and flexibility as discussed in several works (Charfi, Dinkelaker, and Mezini
2009; Braem et al. 2006; Kloppmann et al. 2005; Akram, Meredith, and Allan
2006; Braem et al. 2007).

A workflow describes a sequence of tasks. Each task represents a coherent set of
activities that fulfill a specific functionality. Tasks can be delegated to services
and may require human interaction. Most workflow languages assume that
the tasks are executed in a static context. However, workflow environments
are often dynamic. For example, services can become unavailable, unexpected
faults may occur or participating partners in the workflow may not be known
upfront, before some tasks are actually executed. Workflow confidentiality
is another often recurring requirement that illustrates the need for dynamic
adaptation in composite web services. Confidentiality requirements include the
enforcement of access control related constraints. For example, a Separation
of Duty (SoD) constraint demands that two specific tasks from a workflow are
performed by two different users. The identity of the users is usually only known
during the execution of the workflow instance. Therefore, dynamic adaptation
of the workflow is required to make sure that the second task is performed
by a different user than the first. Adaptation of the workflow to the dynamic
environment is a different concern than its functional description and thus
ideally should be specified separately. Policies can specify how the workflow
must behave in a dynamic context. An adaptation policy could state that when
a service responsible for a particular task is down, another service providing
similar functionality must be used instead. Enforcement of such policies in a
functional workflow description results in scattered and tangled descriptions, or
may be even impossible to realize.

We identify four important requirements for a realistic solution to dynamic
workflow adaptation. First, it is desired that the adaptation policies can be
modelled separately from the functional requirements to avoid overly complicated
workflows. Separation of concerns also promotes the reusability of existing
solutions. Second, we want an extensible solution, offering sufficient flexibility to
implement complex policies that transcend the possibilities offered by traditional
workflow languages. Third, our solution must be portable between existing
workflow engine implementations without invasive modifications. Fourth, to
foster robust workflows it must be possible to properly handle policies similar
to the SoD policy described earlier. Ideally, application-specific adaptation is
needed at run-time to orchestrate tasks to users that satisfy the policy. This
information is usually only known during the execution of the workflow instance,
which means that support for adaptation of running web service compositions
is required to avoid failing workflows.

In this paper, we propose a Model-View-Controller framework for policy-based
adaptation of workflow processes and show that it supports the four requirements
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discussed above. The framework treats workflow specifications in a similar way
to dynamic web pages, where page content is generated according to the user
provided information. Workflows are then tailored from customizable aspects,
which represent a coherent set of WS-BPEL activities fulfilling a specific task.
The framework supports both deploy- and run-time adaptation of a workflow
process. Moreover, in this paper we evaluate by means of a case study on
confidentiality to what extent an approach using standards-based technologies
allows us to realize policy-based adaptation and discuss the advantages and
disadvantages compared to other approaches.

This paper is structured as follows. Section 3.2 introduces the terminology
and concepts of confidentiality policies and presents a concrete workflow to
illustrate some of the confidentiality policies. Section 3.3 presents an overview
of the proposed MVC framework and shows how it is realized using standards-
based technologies. Section 3.4 illustrates how the framework is used to enforce
workflow confidentiality; it motivates the need for workflow adaptation at
both deploy- and run-time and illustrates how the framework supports both
adaptation strategies. Section 3.5 discusses the MVC framework and gives an
overview of related work. Finally, section 3.6 concludes the paper.

3.2 A Case Study On Confidentiality

This section presents a case study on workflow confidentiality. In the first
subsection we define the main concepts behind confidentiality. Next, we present
an e-health related workflow and its confidentiality requirements.

3.2.1 Confidentiality Considerations

Confidentiality has been extensively studied in recent years. An important
aspect of confidentiality is controlling access to the resources that contain
sensitive information. However, as pointed out by Hammer and Schneider
(Hammer and Schneider 2007), the definition of confidentiality also needs a
notion of information flow in order to be complete. In other words, preserving
confidentiality requires: 1) ensuring that information is only accessible
to subjects entitled to it, which can be achieved with access control and
encryption mechanisms, and 2) controlling the information flow according
to the confidentiality policies to ensure that subjects cannot have unpermitted
access to information due to its flow.

A workflow consists of a sequence of connected tasks. We define a task as a
coherent set of activities fulfilling a specific functionality. A task is executed
in the workflow itself or is delegated to a user or organization by a service
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Figure 3.1: RBAC model

invocation. For access control purposes we use the RBAC model. It is a
frequently used model for controlling access in the context of workflows. More
in particular, we assume the model shown in Figure 3.1. This model relates
the concepts of organizations, workflows, (delegated) tasks, users, roles and
permissions. Users work for an organization. They can have assigned roles
and perform tasks when permitted. We extend this model with two types of
access control constraints: the Separation of Duty (SoD) and Binding of
Duty (BoD). For example, we can specify that when task x is performed by
a user from organization A, task y also has to be performed by a user from
organization A (BoD). Alternatively, we can specify that tasks x and y have to
be performed by two different users (SoD).

Tasks are executed within an organization. The organization hosting the
workflow can execute tasks itself or delegate them to other organizations or
users. Delegating a task usually requires an information flow. An example
violation of an information flow policy is when confidential information reaches
an organization and is read by a user with a permitted role, however a policy
specifies that this information should not be accessible to users affiliated with
this organization. In order to enforce information flow policies, our model
specifies the assignment of permissions to organizations. A user executing
a delegated task needs to have a permitted role and needs to be affiliated
with a permitted organization. Tasks that do not involve users only require a
permitted organization. Other types of information flow policies usually state
constraints on where the information can be stored, over which channels it can
be transferred, through which points it can be transferred, or where it can be
viewed. In the context of workflows, the enforcement of these types of policies
can usually be reduced to verifying if a particular workflow does not violate
these policies, before deploying the workflow.

3.2.2 Running Example: An E-Health Workflow

This section presents a case study situated in the health care environment.
The case study consists of a workflow that realizes a mammography screening
program, initiated by the government, in order to reduce breast cancer mortality
by early detection for women above a certain age. The workflow is illustrated
in Figure 3.2.
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The first task of the workflow consists of sending out invitations to all women
that qualify for the program to let a radiologist take images needed for the
screening. Once images are taken, the radiologist uploads them to the system
(task 2). A prevention of acquiring sensitive information constraint on
this result is necessary to avoid a reading of personal information by unentitled
persons. Afterwards, the readings can be performed for the particular screening
subject. A BoD constraint regulates the requirement of assigning participating
screening centers. When Task 2 is performed by a radiologist from a specific
center (which is not known before the execution, i.e. the screening subject is
free to choose the radiology center), the readings have to be performed by
the screening center of the corresponding zone (geographical location). This
is marked on Figure 3.2 with a dashed rectangle encapsulating tasks 2 and
3. This constraint is also an example of an information flow policy on
the organizational level, i.e. the involved information may not be accessed in
screening centers other than the corresponding one. There are always two
independent readings, represented by tasks 3 and 4. In a next step, the two
results of the readings are compared. When the results are identical, there is
little doubt that the two physicians made the same mistake. Therefore it can be
safely assumed that results are correct and the workflow can proceed with task
5. However, when the results are different, a concluding reading is performed
(task 4’). A SoD constraint implies that in order to be effective, tasks 3, 4
and 4’ need to be performed by different physicians within the screening center
(dashed line encapsulating tasks 3, 4 and 4’). Once the results of the screening
of a particular screening subject are formulated, a report is generated (task 5)
and different parties are billed (task 6). Finally, a report is sent to the screening
subject and her general practitioner (task 7).

Figure 3.2: Example e-health workflow process
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Figure 3.3: Framework: overview

3.3 A MVC Framework for Policy-Based Adapta-
tion

In this section we present a framework that allows the adaptation of WS-
BPEL processes in a dynamic and modular way. The idea is based on similar
evolutions in the domain of web design. The intent of web design is to create
a website that presents the content to the end users in the form of web pages.
To comply with today’s expectations of end-users, there is a growing tendency
to use dynamic web pages. In contrast to static pages, where the content and
layout is not changed with every request, dynamic pages adapt their content
on the fly depending on the user’s input. We map this concept of dynamic
web design to web service composition. The proposed solution is based on the
"Model-View-Controller" (MVC) concept.

Section 3.3.1 gives a high-level overview of the framework and section 3.3.2
shows how we implemented a prototype using standards-based technologies.

3.3.1 Overview

An overview of our framework is illustrated in Figure 3.3. The framework
generates a workflow process according to the adaptation logic specified in the
controller component. The resulting process is a standard WS-BPEL process,
deployable on existing WS-BPEL engines. Dynamic adaptation of running
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instances is done according to run-time adaptation logic, for example, based
on the execution history of a running instance. During execution, the process
instance feeds back to the framework to report its progress. The controller can
then decide if adaptation is required. In the context of dynamic web pages, this
approach is similar to generating web content based on the user’s input. In this
analogy, the XML representation of the workflow process can be interpreted as
web content.

We discuss the main building blocks of the framework: the master process, the
controller and the data model. More details and concrete examples are shown
in section 3.4, where the framework is used to enforce workflow confidentiality.

Model - The model includes the aspect library, the policy- and instance-related
data. The library contains aspects for the different WS-BPEL activities that
can be modularized as a specific task. All these concrete implementations of a
task are bundled in the library and can be reused across workflows. An aspect
definition represents a coherent set of basic and structured WS-BPEL activities
that realize a particular functionality. Policy-related data specifies properties or
parameter values that can be used to evaluate adaptation policies. An example
property is the workload of services participating in a particular workflow.
Dynamic adaptation of running instances can also depend on instance-related
data. This data includes the current value of variables used in a specific workflow
and its current executing activity.

View (Master Process) - With the aspect library in mind, a master process
can be created. Instead of including all specific implementation details, it is
designed as a template. The process is designed like a regular process and
specifies the sequence of tasks that need to be executed. When the concrete
implementation of a task depends on certain constraints, then only a general
reference to the type of the task is included. Binding a concrete aspect to the
task reference is done later by the controller according to the adaptation logic.

Controller - The controller contains the logic to decide which aspects are
substituted in the master process, i.e. it implements the adaptation policies that
depend on the information available through the model. The adaptation policies
define a set of context-free and context-sensitive constraints on the specific task
implementations that constitute the workflow process. Context-free constraints,
where the policy evaluation is done using attributes that are not dependent
on the state of the workflow instance, are enforced before deployment using
policy-related data. Context sensitive constraints, which require information
on the context of the running workflow instance, are enforced at run-time with
dynamic adaptation mechanisms using additional instance-related data.
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Figure 3.4: Prototype implementation

3.3.2 Prototype Implementation & Used Technologies

We used standards-based technologies to build a prototype of the framework.
The implementation is done on top of the sun-bpel-engine, a component of the
Open Enterprise Service Bus. OpenEsb is a Java based open source enterprise
service bus. Figure 3.4 gives a high level overview of how we implemented a
dynamic WS-BPEL layer on top of the existing WS-BPEL component framework.
The MVC framework we used for the implementation is the "Ruby On Rails
(RoR)" framework (Thomas et al. 2006), known for adding dynamism to web
pages.

A first step to get a WS-BPEL process up and running in OpenESB is to design
the process in a WS-BPEL editor. Once the process is ready, the WS-BPEL
module needs to be added to a composite application. The resulting application
is packaged as a service assembly and can be deployed and executed on a domain
of the application server. The service assembly is copied to the corresponding
domain directory on deployment. When a create-instance is triggered by an
incoming message, a new running instance will be created on the WS-BPEL
engine according to the process description of the WS-BPEL process that was
included in the service assembly. The persistence option, which is included
in almost every existing WS-BPEL engine implementation, forces the process
instance to save its state in the persistence database on crucial points (e.g. after
each invoke activity) during its execution.

Our dynamic WS-BPEL layer (top layer in Figure 3.4) interacts with the existing
layer through 3 different interfaces. The first allows us to change the WS-BPEL
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process description within the service assembly. New process instances will be
created according to the new description after it is changed. It can be considered
as a template from which instances are created. The second interface includes
the JAVA CAPS library. Java CAPS stands for Java Composite Application
Platform Suite and is composed of several packages that allows to interact with
the components of the underlying SOA infrastructure. We use it to interact with
the sun-bpel-component. It allows us to restart the engine, recovering workflow
instances, etc. The third interface allows us to manipulate the persistence data
of running instances. The most straightforward way is to use the model from the
RoR framework: tables are mapped on ruby objects which can be manipulated
and saved to the database from within Ruby.

Using these insights, we now explain how the dynamic WS-BPEL layer allows us
to enforce context-sensitive policies. After a policy sensitive task, the workflow
instance feeds back its identifier and the policy rule that must be evaluated
using a synchronous invoke on the RoR backend web service. The MVC backend
contacts the controller to check for the policy rule for that specific instance.
Instance-related data can be retrieved from the persistence database using the
RoR model. When a policy rule is not satisfied, the current process can be
adapted and rolled back to a previous state. Roll-back is done by changing the
last checkpoint in the persistence database (using RoR model) and forcing the
instance to restore its state (using the CAPS library). The process is adapted
by substituting other aspects in the master process and changing the WS-BPEL
description in the service assembly. This allows us to dynamically change the
future course of the process instance after a forced recovery when it is required
by the policy rule.

3.4 Using the Framework to Enforce Workflow
Confidentiality

In this section we illustrate how the framework is used to enforce workflow
confidentiality in the context of our case study. First, we illustrate example
implementations for the building blocks, introduced in section 3.3.1. These
building blocks are the main ingredients for the deploy- and run-time adaptation
strategies presented next.

Listing 3.1: Example aspect definition

1 <aspect name=" S c r e e n i n g S e r v i c e ( Var message ) "
2 r e s u l t ="Var s t a t u s ">
3 <module>
4 . . .
5 <i n v o k e p a r t n e r L i n k =" S r e e n i n g S e r v "
6 portType="ps : screenPT " o p e r a t i o n =" s e n t "
7 i n p u t V a r i a b l e =" message " o u t p u t V a r i a b l e =" s t a t u s ">
8 </module>
9 </aspect>
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Listing 3.2: Fragment of master process

1 <process>
2 . . .
3 <%= postService ( $PsOperationIn . r e q u e s t ) %>
4 <s e q u e n c e name=" Sequence1 ">
5 <%= radiologyService ( $RadOperationIn . Request ) %>
6 <%= screeningService ( $ S c r e e n O p e r a t i o n I n . r e q u e s t ) %>
7 . . .
8 </sequence >
9 </scope >

10 . . .
11 </process>

Listing 3.3: Fragment of controller

1 module e h e a l t h S e r v i c e
2 def p o s t S e r v i c e ( o r d e r )
3 i n t workloadP1 = Model . getWorkloadP1 ( )
4 i n t workloadP2 = Model . getWorkloadP2 ( )
5 i f ( workloadP1 < workloadP2 )
6 return a s p e c t s . p1 ( o r d e r )
7 e l s e
8 return a s p e c t s . p2 ( o r d e r )
9 end

10 end
11 def s c r e e n i n g S e r v i c e ( r e q u e s t )
12 i f ( Model . getZone ( ) == Leuven )
13 return a s p e c t s . s2 ( r e q u e s t )
14 end
15 . . .
16 end

3.4.1 Illustration of the MVC Building Blocks

An organization that hosts a workflow process can have different contacts to
delegate a specific task. For example, there are different post services that can
be contacted to handle the invitations for a screening. Also different screening
centers are able to interpret a mammography of a radiology service. Services
can perform the same kind of task, but have different WSDL-interfaces. This
means that the workflow implementation will be slightly different for different
workflow participants. Aspects can modularize these differences.

Listing 3.1 shows an aspect definition that allows the invocation of a screening
center. The syntax used for defining aspects is based on an existing syntax for
describing WS-BPEL modules (Braem et al. 2006). A module is a cluster of
WS-BPEL activities. Different modules are used when the contained activities
that realize the functionality provided by the aspect are scattered throughout
the process. Further, listings 3.2 and 3.3 show example fragments of the master
process and the controller logic respectively. The master process contains regular
WS-BPEL activities and parameterizable references to controller methods that
implement the adaptation logic. This logic selects aspects that are substituted
in the master process.
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3.4.2 A Deploy- and Run-time Adaptation Strategy

Our motivation for the fact that some confidentiality constraints are ideally
enforced at deployment time, while others need to be enforced at run-time is
based on assumptions that can be made about the workflow participants. In
WS-BPEL, communication with services of organizations or users can be done in
a synchronous or asynchronous way. In the case of synchronous communication,
a response comes from the same location as the request. If we presume that
the location of the endpoint characterizes the identity of the organization or
the user, then it is possible to identify the participants of the workflow process
before execution. Lower layer security protocols (e.g. SSL) can be used to avoid
tampering. However, with asynchronous communication, the response can come
from another entity to the one the request was sent to. Matching between
request and response can be done using correlation sets. The responder only
needs to know the correlation identifier so that the response message can be
matched to the corresponding process instance. In this case the workflow needs
to authenticate this entity first to determine its role. Policy enforcement can
thus only be done at run-time.

In the following subsections we present both the simplified case where
synchronous communication is used, i.e. the participants of the process can
be identified at deployment-time, and the extended case, where run-time
identification of the participants is required.

Figure 3.5: Deploy-time adaptation
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Deploy-time Enforcement

Our goal is to optimize aspect allocation at deployment time, compliant with
the context-free policies. Figure 3.5 shows the different steps of the adaptation
process: (1) The controller can be triggered to (re)generate the process. Ideally
this is done right before an incoming message triggers the creation of a workflow
instance. (2a) The controller interprets partner information and other policy-
related data and (2b) selects the corresponding aspect from the library (2)
which are then integrated in the master process. (3) The result is a specific
executable WS-BPEL process generated by the controller.

We can apply this approach to enforce some aspects of confidentiality at
deployment time, presuming the simplified case of synchronous communication
where an endpoint of an invoke activity characterizes its identity. A task
allocation can be done using adaptation logic that determines the best aspect
configuration according to the policies. In listing 3.3 we showed how BoD
is enforced by selecting the aspect that invokes the screening center that
corresponds to the same zone as the radiology service that is used in the workflow.
Analog, the SoD requirement can be achieved by selecting aspects invoking
endpoints corresponding to different physicians within the same screening
center. The prevention of acquiring sensitive information constraint
and the information flow policy is also implicitly enforced because of the
deterministic identity assumptions.

Figure 3.6: Run-time adaptation
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Run-time Enforcement

The enforcement of complex access control policies in a more restricted setting,
i.e. we do not trust the participating partners, will furthermore require the
framework to interpret the access history of objects during execution of an
instance of the process.

Figure 3.6 illustrates how the framework is used to enforce run-time constraints
on the e-health workflow. In a first stage, deploy-time adaptation is used
to generate an optimal scenario compliant with the context-free constraints
(Process Instance 1a). For example, aspect P1 is used to contact the post service
to send the invitations. Next, the radiology center, related to aspect R1, sends
the result of a screening. Because no assumptions are made about the identity
of the endpoint, the use of an authentication mechanism is appropriate. This
requires the screening center to authenticate with an identity provider. By
appending its proof of identity to the response message, it can be fed back to the
MVC framework for validation. Based on this information, together with the
history of the process, the MVC framework can regenerate the process instance
to be compliant with the context-sensitive constraints.

In our case study, there is a BoD between task 2 and task 3 and a SoD
between task 2, 3 and 4. The initial generated process uses an aspect to contact
screening center 2. This is compliant with the constraint policy. So after
successful validation of the identity of the response endpoint by the controller,
the MVC framework concludes that no regeneration of the process instance is
necessary. When the response comes from an unauthorized identity, the instance
can be reinitialized on the previous task. The feedback is repeated for the next
task, which specifies that a second opinion on the radiology result is required. To
enforce the context-sensitive SoD, a new process instance is generated (Process
Instance 1b), using an aspect to contact screening center 3. The new process
instance is initialized on this task and contains the process variables that were
set during previous activities. Again, after successful validation of the identity,
it seems that both opinions are consistent and therefore task 5 is not required.
A new process instance is generated (Process Instance 1c). This instance is not
bound to any constraints and can end the workflow.

Since no assumptions are made concerning the identity of the endpoint, the
prevention of acquiring sensitive information and the information flow
policy requires that sensitive information cannot be read by or sent to an
unpermitted subject. This restriction can be solved by changing the aspect
responsible for contacting a screening center: with a first invocation, the
permitted screening center is contacted without adding the mammography result.
The screening center responds with a certificate containing its identification and
its public key. In a second iteration, the center is sent the mammography result,
encrypted with his public key. This implies that only the permitted screening
center is able to process the sensitive data by decrypting it using its private key.
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3.5 Related Work & Discussion

Figure 3.7: Stages in designing and executing a constrained workflow

Figure 3.7 illustrates possible stages involved in designing and executing a
constrained workflow. Based on this figure we discuss our approach and elaborate
on related work that is done in these different stages. A complete and user-
friendly solution requires a combination of work done in the different stages.

Business Processes are designed according to the functional requirements.
Security constraints are usually modelled separately (Fig. 3.7: (1)). In the
area of security constraint modelling, a lot of work is done on the expression
of application security in general. However, specific research in the domain of
specifying task-based authorization constraints for workflow models is rather
limited. Bertino (Bertino, Crampton, and Paci 2006) addresses the expression
and evaluation of access control constraints with two formal languages (1c).
The first language, RBAC-WS-BPEL, is specified using the RBAC profile of the
XACML policy language and extends the WS-BPEL language with support for
the specification of authorization information, associated with a business process
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specified in WS-BPEL. The second is the BPCL language (Business Process
Constraint Language) that allows for the description of authorization constraints.
In "Modeling of Task-Based Authorization Constraints in BPMN (Wolter and
Schaad 2007)" a graphical approach (1b) is presented. They propose a method
to define authorization constraints with a graphical notation language within
the Business Process Modeling Notation. The work in the area of constraint
modelling is complementary to our work. In our approach, a master process
is annotated (1a) with references to the controller. The annotations connect
the adaptation logic to specific enforcement points in the workflow, but do not
focus on the modelling of constraints. Mapping policies, specified using policy
languages to the framework is an interesting track for future work.

In the area of constraint reasoning (2), Hewett (Hewett, Kijsanayothin, and
Thipse 2008) proposes practical computational techniques for analysing SoD
with workflows. They present algorithms for generating mutually exclusive
roles to enforce SoD and to check if a given RBAC state satisfies a given
type of SoD constraint. In our approach, the decision (adaptation) logic is
implemented in the controller using a general purpose language. This makes
it possible to enforce complex policies that transcend the possibilities offered
by the workflow languages, for example, to validate an assertion to reveal an
identity. This also allows easy extension of the framework to support any type
of the non-functional requirement. For example, load balancing can be done by
dynamically changing participating partners in the process. Advanced exception
handling and self-healing is possible by changing the process descriptor and
recovering process instances according to the new description when faults have
occurred.

The main focus of this paper is situated in deploy-time (3a) and run-time (3b)
policy enforcement. Related work on the first is done by Hwang (Hwang, Yin,
and Lee 2009), who proposes a web service selection approach that chooses a
performer for each task in the workflow to satisfy all access control constraints
and to increase the chance of completing the entire process in the future. As
illustrated in section 3.4.2 our approach supports deploy-time policy enforcement.
The main advantage is that it introduces no run-time overhead.

We found little related work on practical solutions for the enforcement of access
control during the execution of a workflow process (3b). Bertino (Bertino,
Crampton, and Paci 2006) proposes an XACML based architecture, which
manages the execution of business processes subject to the authorization policy
and constraints. Access control is realized by intercepting incoming messages of
the workflow process. However, it is not clear to what extent the policy decision
point has access to the history of the executing process to allow enforcement of
context-sensitive constraints. Runtime modification of the executing process is
also not possible. A similar approach is done by Wang (Wang et al. 2008).
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A limitation of most existing approaches of adaptive web service compositions,
as discussed by Charfi et al. (Charfi, Dinkelaker, and Mezini 2009), is the
tight coupling of the adaptation logic with the execution logic inside the engine
implementation. Therefore, the adaptation logic cannot be extended by a
third-party. Also, most current approaches do not support dynamic adaptation
of running instances or application-specific adaptation features. Charfi (Charfi,
Dinkelaker, and Mezini 2009) used the dynamic aspect-oriented workflow
language AO4BPEL to implement a plug-in architecture for self-adaptive
web service composition. Similar to our approach, it supports application
specific adaptation scenarios and allows adaptation of running instances by
using monitoring and adaptation aspects. The adaptation logic, expressed in
AO4BPEL, is weaved in the workflow itself. We use a separate, more flexible
general purpose language to express the adaptation logic.

Instead of using an aspect-aware workflow engine, we use standards-based
technologies to make our approach portable to existing workflow engines. Our
prototype shows that the dynamic WS-BPEL layer is hardly dependent on the
underlying engine implementation. Deploy-time adaptation has no dependency
on the WS-BPEL engine. With run-time adaptation, the dynamic WS-BPEL
layer has a minimal interaction with the underlying layer through the three
interfaces discussed in section 3.3.2.

Adding extra dynamism also has a cost. All different stages can introduce
unexpected behaviour. When aspects are substituted in the master process,
WS-BPEL processes can easily become inconsistent. Changing persistent data
must also be done carefully to allow successful recovery. A process description
cannot be changed before the running state of the instance, otherwise process
recovery is not possible since stored variables cannot be matched with the new
process descriptor. A feasible approach requires control mechanisms to check
for inconsistent behaviour.

Another drawback is performance overhead. Introducing feedbacks in the
process, enabling workflow persistence and adapting instances slows down the
execution time. This overhead is negligible for long-running process instances
that can exist for several days, weeks or even months. For real-time processes
we advice to use the static approach where policy checking is only done at
deployment time and thus no run-time delays are introduced. On the other
hand, dynamic adaptation can also improve performance. There is a gain as
workflows are not interrupted or need to start all over because of unexpected
behaviour.



66 POLICY-BASED ADAPTATION OF WORKFLOW PROCESSES

3.6 Conclusion

In this paper we have presented a Model-View-Controller framework that allows
policy-based adaptation of WS-BPEL processes. Based on the properties of the
environment and the running workflow instances (Model) this framework can
dynamically adapt a workflow instance. A workflow is designed as a master
process which represents a template where tasks can be specified on an abstract
level (View). Concrete implementations, modelled as aspects, are then selected
by the adaptation logic according to the policy (Controller). Our framework,
realized using standards-based technologies, supports modularization of tasks in
reusable aspects, has flexibility to support complex policies as the enforcement
logic is implemented in a general purpose language, is portable to different
execution environments as it is independent from the workflow language, and it
allows the design of robust workflows as they can be adapted and rolled-back.
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Chapter 4

QoS-Aware Web Service
Composition Using Prediction

Preamble

This chapter presents an approach to effectively deal with the composition
of services that require specific levels of quality. As actual QoS support of
service participants changes in time, the service composition problem must be
treated as a decision problem under uncertainty. Therefore, we have developed
a technique for predicting whether the Quality of Service (QoS) of a service
composition execution will be compliant with a service level agreement (SLA)
between a customer and the service (composition) provider. The content of
this chapter is based on the working papers “QoS Prediction for Web Service
Compositions Using Kernel-based Quantile Estimation with Online Adaptation
of the Constant Offset” (Geebelen et al., 2011) and “Towards Reliable QoS
Estimation of Service Compositions” (Geebelen et al., 2012). Both papers,
currently under submission, are written in collaboration with ESAT/SCD
(SISTA). They provided the necessary expertise in machine learning for the
design and implementation of the prediction algorithms (discussed in Section
4.6). The techniques presented in this chapter have been implemented and
validated using Matlab.
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QoS-Aware Web Service
Composition Using Prediction

Abstract

This chapter proposes a technique for predicting whether the Quality of Service
(QoS) of a service composition execution will be compliant with a service level
agreement (SLA) between a customer and the service (composition) provider.
We start from time dependent QoS attributes of participating services and use
time series prediction to obtain an accurate QoS estimate. This chapter makes
three main contributions. First, to take into account dependencies between
different services in a service composition, we propose a simulation technique
based on Petri nets to generate composite time series using monitored QoS
data of its elementary services. Second, we propose a kernel-based quantile
estimator with online adaptation of the constant offset. The kernels allow the
modelling of non-linearities of QoS attributes with respect to the input variables.
The online adaption guarantees that under certain assumptions the number of
times the predicted value is worse than the actual value converges to the agreed
quantile value. Third, we introduce two performance indicators for comparing
different QoS prediction algorithms. Our validation in the context of two case
studies shows that the proposed algorithms outperform existing approaches by
drastically reducing the violation frequency of the SLA while maximizing the
usage of the candidate (composite) service.

4.1 Introduction

Workflow languages focus on combining web services into aggregate services
that satisfy the needs of clients. The Web Services Business Process Execution
Language (WS-BPEL)1has profiled itself as the de-facto industry standard
for orchestrating web services. A WS-BPEL process consists of a collection of
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related, structured activities or tasks that produce a specific service by combining
services provided by multiple business partners. Tasks can be delegated to
globally available software services and may require human interaction. For
example, an integrated travel planning web service can be created by composing
services for hotel booking, airline booking, payment, etc. With the rapidly
growing number of such available services, service compositions are evolving from
static processes and relatively simple service compositions, changing relative
slowly over time, to global service networks that are complex and highly dynamic
and which are actually evolving during execution to meet previously unknown
requirements (Papazoglou and Pohl 2008).

In a global service market, an important aspect of dynamic service composition
is that service-based applications need the capability to change dynamically the
participating services in order to satisfy customers’ demand. Automatic service
composition techniques that identify and invoke suitable services according
to a service level agreement (SLA) require accurate QoS predictions prior to
the execution of a given service composition. Candidate services can then be
rejected or accepted to address a customers’ request depending on wether these
predictions indicate if the service execution will be done according to the SLA.
Two types of errors can occur in this scenario: a type I error occurs when
the service is rejected and would have satisfied the SLA constraints, a type
II error occurs when the service is accepted and will violate the constraints.
In the context of this work, an SLA states that an accepted service should
satisfy a QoS constraint with a probability greater than τ (e.g. the service must
respond in less than 1 second in 99,9% of the cases). Suppose fτ is a function
that outputs the predicted value for a given input and fτ belongs to a certain
hypothesis space H, then the problem we will try to optimize becomes

min
fτ∈H

Pr(Type I error|fτ )(1− τ) + Pr(Type II error|fτ )τ (4.1a)

such that Pr(Type II error|accepted, fτ ) ≤ 1− τ (4.1b)

where Pr expresses a probability and ‘accepted’ means the service was accepted
to execute the task. Constraint (4.1b) states that the frequency of accepting a
service that violates the SLA constraint should not exceed 1− τ . Given (4.1b)
holds, we have chosen the ‘cost’ we want to minimize in (4.1a) to be linear in
the number of type I and type II errors: an error of type I has cost 1− τ and an
error of type II has cost τ . We will show in this chapter that to minimize (4.1)
one needs to know the conditional τ -quantile value. Problem (4.1) can also be
reformulated as an optimization problem in the rejection rate (Pr(rejected))

1Web Services Business Process Execution Language Version 2.0, April 2007, OASIS
Technical Committee, http://docs.oasis-open.org/wsbpel/2.0/wsbpel-v2.0.html

http://docs.oasis-open.org/wsbpel/2.0/wsbpel-v2.0.html
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and the violation rate (Pr(Type II error|accepted)):

min
fτ∈H

Pr(Type II error|accepted, fτ )

+ Pr(rejected|fτ )((1− τ)− Pr(Type II error|accepted, fτ ))

such that (1− τ)− Pr(Type II error|accepted, fτ ) ≥ 0. (4.2)

where ‘rejected’ means the service was rejected to execute the task. In (4.2) we
can see that the cost we want to minimize decreases for a decreasing rejection
rate and a decreasing violation rate.

A challenge for a service composition provider is to solve this optimization
problem for a composite service, given the QoS measures of the individual
services. Considerable work has already been done on calculating QoS values of
a composite service based on the QoS values of its constituents. As explained
in Rosario et al. 2008, some existing approaches use hard composition rules
such as addition, maximum or conjunction that combine predictions on the
individual services to estimate composite quality measures (Canfora et al. 2005;
Cardoso 2002; Zeng et al. 2004). In case one is interested in quantile values,
hard contract rules can be overly pessimistic because they do not take the
probability distribution of the individual services into account. This problem
can be solved by estimating probability distributions for the QoS values of the
elementary services which are combined according to soft composition rules
(Hwang et al. 2007; Rosario et al. 2008). Soft contract rules, on the other hand,
assume that QoS values of the different elementary services are independently
distributed. In practice, quality attributes, such as response time, of different
automated services can be dependent due to several reasons: both services run
on the same server; during working hours certain services are executed more
often than during the night; users choose the fastest service out of a group of
services which causes the services to become equally fast; etc. Non-automatic
service compositions that require human interaction to execute a task can also
induce high correlations in QoS attributes during weekends when less people
are available to execute a task. In these kind of scenarios, existing techniques
using soft composition rules give distorted results.

This chapter presents the following contributions. First, the core contribution
is that we solve in a regularized manner, and under certain assumptions,
optimization problem (4.1) through a kernel-based QoS prediction technique
with the following properties:

• It can guarantee that, under certain assumptions, the number of times
the predicted value is worse than the actual value converges to the agreed
quantile value for the number of data points going to infinity. Moreover,
it can guarantee that the second performance indicator will converge to
0.5.
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• It allows the modelling of non-linear dependencies with respect to the
input vectors. These input vectors can be chosen freely. They can contain
the time, f.e. within a week, at which the service is invoked, past response
times, etc. These input vectors can also be used to model seasonality.

Second, we show how the technique can also be applied to service compositions
by generating composite time series using monitored QoS data of its elementary
services. The contribution is here that the dependencies between different
services are taken into account by means of a simulation technique based on
Petri nets. Third, we introduce two performance indicators to quantify our
results: the first expresses, given certain assumptions, the cost we want to
minimize in (4.1a) and the second expresses, given certain assumptions, the
likelihood (4.1b) holds.

The remainder of this chapter is organized as follows: Section 4.2 positions our
work in a broader context and elaborates on related work. Section 4.3 clarifies the
problem statement and motivates our approach. Section 4.4 provides an overview
of the QoS model we use for this work. We propose the simulation technique
based on Petri nets for calculating the QoS attributes of composite services,
given QoS attributes of its elementary services in Section 4.5. Section 4.6
explains the performance indicators and describes the underlying prediction
mechanism that is used to predict violations of the SLA between customer and
service provider. An experimental evaluation of our approach and comparison
with existing work is documented in Section 4.7. Finally, Section 4.8 concludes
the chapter.

4.2 Applicability & Related Work

In this section, we situate our work in a broader context and elaborate on some
challenges that we think are important to tackle the dynamic service selection
problem for next-generation service-based systems. We also give a brief overview
of related work that addresses each challenge.

Firstly, the automation of non-functional based service selection is a refinement
of functional based service selection and requires that services need to be
described in a way that can be ‘understood’ by computers. For example,
automation of a travel planning service that needs to select a hotel service with
certain quality requirements must be able to identify which services are feasible
to fulfill the requirement of booking a room on a specific location. Semantic
web services can provide a solution to this problem. Web service descriptions
are enhanced with annotations of ontological concepts. Semantic matching can
then be used to find an appropriate service to handle a specific task. Some
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popular standards that allow semantic annotation of web services are WSDL-S2,
SAWSDL3, OWL-S4, WSMO5 and SWSF6.

Secondly, there is a need to find an assignment of services to workflow tasks
which maximizes a customer related utility function. The challenge is to find an
optimal composition compliant with the SLA given the accurate QoS estimates
of available services and an algorithm to calculate the QoS of the composition.
First, we discuss related work that tackles the composition problem assuming
fixed QoS attributes for the elementary services. Next, we elaborate on research
that takes into account the fact that in business environments QoS attributes
rarely remain unchanged over the lifetime of a web process and focus on the
stochastic service composition problem.

Cardoso’s PhD. thesis (Cardoso 2002) is a seminal work that proposes a
framework that uses Stochastic Workflow Reduction to arrive at QoS estimates
for the overall workflow, provided the QoS values for all tasks in the workflow
are known. Although Cardoso et al. mentioned the possibility of deriving
distribution functions for QoS of workflow tasks, the proposed reduction rules
were applied to compute only fixed QoS values. Canfora et al. (Canfora et
al. 2005) apply a similar model with minor adaptations. Their middleware
uses Genetic Algorithms for deriving optimal QoS compositions. Zeng et al.
(Zeng et al. 2004) also present a QoS-aware middleware for quality-driven
web service compositions. In this work, the authors propose state charts and
aggregation functions to represent the execution plans and execution paths.
Two service selection approaches for constructing composite services have been
proposed: local optimization and global planning. Their study shows that
global planning is better than local optimization. A practical approach is taken
by Mukherjee (Mukherjee, Jalote, and Gowri Nanda 2008). They propose a
model for estimating three key QoS parameters - Response Time, Cost and
Reliability - of an executable BPEL process from the QoS information of its
partner services and certain control flow parameters.

Harney (Harney and Doshi 2007) present a composition solution that intelligently
adapts workflow processes to changes in quality parameters of service providers.
Changes are introduced by means of expiration times, i.e. service providers
provide their current reliability rates and duration of time for which the
current reliability rates are guaranteed to remain unchanged. Wiesemann et al.
(Wiesemann, Hochreiter, and Kuhn 2008) formulate the service composition
problem as a multi-objective stochastic program which simultaneously optimizes
QoS parameters which are modelled as decision-dependent random variables.

2http://www.w3.org/Submission/WSDL-S/
3http://www.w3.org/TR/sawsdl/
4http://www.w3.org/Submission/OWL-S/
5http://www.w3.org/Submission/WSMO/
6http://www.w3.org/Submission/SWSF/

http://www.w3.org/Submission/WSDL-S/
http://www.w3.org/TR/sawsdl/
http://www.w3.org/Submission/OWL-S/
http://www.w3.org/Submission/WSMO/
http://www.w3.org/Submission/SWSF/
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Their model minimizes the average value-at-risk (AVaR) of the workflow duration
and costs while imposing constraints on the workflow availability and reliability.

Thirdly, an important challenge is to predict accurate expected values for quality
measures prior to the execution of a given service composition. This prediction
is not sufficient but necessary to be able to minimize the violation chance of
a service level agreement (SLA) between customer and service provider in a
volatile environment where QoS attributes of web services change over time.
In this chapter, we focus on this challenge that is restricted to predicting the
quality properties of the individual services and the overall workflow. Related
work is done by Rosario et al. (Rosario et al. 2008). They propose QoS
estimation based on soft contracts. Soft contracts are characterized through
probability distributions for QoS parameters. To yield a global contract for
the composition, they use a tool called TOrQuE to unfold a composition and
estimate its response time using Monte Carlo simulation. In contrast to our
approach, their simulation technique assumes that the probability distribution
of QoS values of the elementary services are independently distributed. As
discussed in this work, this assumption is often violated in practice with as
consequence that their approach leads to overoptimistic or overpessimistic
results. We also compare our prediction technique with theirs in Section 4.7.2.
Hwang et. al. (Hwang et al. 2007) also approaches the service composition
as a stochastic problem. Each QoS parameter for a web service is represented
as a discrete random variable with a probability mass function. They propose
a probabilistic framework to derive a QoS measure of a composite service
from those of its constituent services and explore algorithms for computing
the probability distribution functions of the QoS of the service composition.
Again, their theoretical rules for composing the probability mass function are
based on the assumption that QoS values of each constituent web service of a
composition construct are independent of those of the others. Shao et al. (Shao
et al. 2007) proposes predictive methods based on making similarity mining and
prediction from consumer experiences. Consumers that have similar historical
QoS experiences on some services will likely have similar experiences on other
services. They show that predicting QoS using their collaborative filtering based
approach performs much better than average prediction.

4.3 Motivation

4.3.1 Running Example

This section presents a case study situated in the health care environment.
The case study consists of a composite service (workflow), initiated by the
government, that realizes a mammography screening program in order to reduce
breast cancer mortality. The workflow is illustrated in Figure 4.1.
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The first task of the workflow consists of sending out invitations to all women
that qualify for the program. A radiologist will take images needed for screening
and uploads them to the system (task 2). Next, the images need to be analysed
by specialized screening centers. There are always two independent readings,
represented by tasks 3 and 4. These readings can be performed in parallel. In
a next step, the two results of the readings are compared. When the results
are identical, it is unlikely that the two physicians made the same mistake.
Therefore it can be safely assumed that results are correct and the workflow
can proceed with task 5. However, when the results are different, a concluding
reading is performed (task 4’). Once the results of the screening of a particular
screening subject are formulated, a report is generated (task 5) and a report is
sent to the screening subject and her general practitioner in task 7. In parallel,
different parties are billed (task 6).

Suppose the government, who finances this initiative, wants some quality
guarantees and specifies a service level agreement with the company (service
provider), that is responsible for executing the workflow. In this agreement,
the company specifies that in x% of the cases the duration between task 1 and
task 7 will take no longer than y working days. For simplicity, we consider
only three tasks to explain the basic concepts in the rest of this section: the
parallel execution of task 3 and 4 followed by a sequential execution of task
7. An example scenario is where the SLA states that in 99% of the cases the
duration of these three tasks will take no longer than 3 working days. We
will now show how a time dependent prediction algorithm in combination with
quantile estimation can improve SLA compliance estimation of elementary and
composite services.

Figure 4.1: Example E-Health workflow process
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4.3.2 Quantile vs. Average SLA Compliance Estimation

Monitored RT
99% Q- Average

Services (Prob. Density)
Value Value

0-1 1-2 2-3 3-4 4-5

CS 1 0% 1% 98% 1% 0% 3 2.5
CS 2 15% 75% 6% 3% 1% 4 1.5

Table 4.1: Probability density, average values and 99%-quantile values of RTs
for 2 composite services CS1 & CS2.

The algorithms we propose are based on quantile estimation. We explain its
benefit by means of a simple example. Suppose two different service selections
on the e-health workflow leads to two composite services CS1 & CS2. The
response time of these services have, at a certain time, probability densities for
RTs of 0 to 5 days as presented in Table 4.1. We can use these values to make
a quality estimate for an SLA. For example, which service would be the best
candidate to have 99% certainty that its response time will not exceed 3 days?
Using the average RTs of 2.5 days for CS1 and 1.5 days for CS2, it seems that
CS2 is more reliable than CS1 and thus the best choice. However, using 99%
quantile values of 3 days for CS1 and 4 days for CS2, we rightly conclude the
opposite: CS1 has a higher probability that it will not exceed the threshold of
3 days since it is less volatile.

4.3.3 Time Dependent vs. Time Independent QoS Prediction

Monitored Real
Services RT (days) RT (days)

t1 t2 t3 t4 t5 t6
CS A 2 5 2 5 2 5
CS B 4 2 4 2 4 2

Table 4.2: Past (monitored) and future (to be predicted) RTs for two composite
services.

Again, consider a scenario where one has to estimate which of two composite
services, as shown in Table 4.2, is the best candidate to comply with an SLA
stating that the total duration of the composite service will take no longer than
3 working days. If we expand the pattern present in t1, t2, t3 and t4 to t5
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and t6 as shown in Table 4.2, then at t5 ‘CS A’ complies with the SLA while
‘CS B’ violates the SLA and at t6 the opposite happens. The estimation for
this scenario, as for many real-life scenario’s, is thus time dependent. Possible
causes for varying quality of service attributes are temporary over -or underload,
infrastructure failures, seasonality due to fixed working hours of non-automatic
services, etc. The algorithms we propose to predict time varying QoS attributes
are discussed in Section 4.6.

4.3.4 QoS Composition of Elementary Services

t 1 2 3 4 5 6 7 8 9 10
SS1 1 3 1 3 1 3 1 3 1 3
SS2 1 1 1 1 1 1 1 1 1 1
P 2 1 2 1 2 1 2 1 2 1

CS A 2 5 2 5 2 5 2 5 2 /

Table 4.3: Monitored response times (RTs) for the screening, post services and
their composite service.

The estimation of QoS attributes can be done using monitored QoS values of
elementary services. However, for a composite service provider, it would be
interesting to have a solution that predicts QoS values of a composite service
based on the QoS values of its constituents. Such a solution can for example
be used to optimize the service selection process in correspondence with an
SLA agreement. Suppose the composite service CS consists of two screening
services (SS1 and SS2) that are executed in parallel and a post service (P) that
is executed afterwards. The response time of these services vary in time. There
are two possible strategies for making predictions of the composite service. The
first strategy is to make predictions for the individual services and combine these
predictions. The second strategy, which we will use, is to simulate a complete
time series for the composite service, as it was executed several times in the
past, and apply the prediction algorithm to this composite time series. The
first strategy has the following disadvantages compared to the second strategy:

• Quantile values of QoS attributes of the individual service are not sufficient
to calculate a realistic global quantile value for the composite service. One
needs to predict the probability density for the QoS attributes of each
individual service.

• The time at which an individual service will be executed depends on the
response time of preceding services. To make accurate predictions for a
service, one has to take this uncertainty of the start time into account.
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• The quantile values depend not only on the probability density of the QoS
values of the individual services but on the dependencies between these
QoS values as well. These dependencies need to be modelled explicitly.
The second strategy implicitly takes them into account.

On the example shown in Table 4.3 the simulated response time of the composite
service is generated as follows according to the second strategy: at time 1 the
parallel execution of SS1 and SS2 takes 1 time step (max(1, 1)), this means P
is executed at time 2 on which it has a response time of 1. The total response
time of the composite service becomes 2 (max(1, 1) + 1) at time 1. How to
calculate the QoS values of a composite service based on the monitored values
of the elementary services is explained in Section 4.5.

4.3.5 Quality of Web Service Data

A current problem for experiments regarding QoS of real web services is the lack
of available datasets. For our analyses, we found no usable time series on Quality
of Web Service attributes. Service providers usually only publish average values
for their services. The QWS dataset7 of Al-Masri et al. (Al-Masri and Mahmoud
2008) includes measurements of 9 QoS attributes for 2500 real web services.
Each service was tested over a ten-minute period for three consecutive days.
However, only the average QoS values are publicly available. Another public
dataset is WS-DREAM8 which offers real invocation info on 100 web services by
using 150 distributed computer nodes located all over the world. The dataset
contains data on consecutive invocations of the services but is limited to 100
time series datapoints per service, which is not sufficient for our experiments.
There is also no labelling on the time span of the different invocations of a
service. Both datasets are restricted to short-running automated web services.

To cope with the data problem, we have collected real time series data for
short-running online services ourselves. We used Web Inject9, a free client-side
monitoring tool for automated testing of web applications and web services.
The tool allows to send soap requests to web services to analyse their response
time and fault counts. We monitored a set of 8 popular online web services over
a two-minute period for 7 consecutive days. Figure 4.2 illustrates the response
time of a web service that allows a client to retrieve information on movies and
theaters in the US. We can observe that a QoS attribute like response time
can be very dynamic in time. Therefore, we believe that algorithms predicting
QoS variations in time can contribute to existing literature on QoS-based web
service composition.

7http://www.uoguelph.ca/~qmahmoud/qws/index.html
8http://www.wsdream.net:8080/wsdream/
9http://www.webinject.org/

http://www.uoguelph.ca/~qmahmoud/qws/index.html
http://www.wsdream.net:8080/wsdream/
http://www.webinject.org/
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Figure 4.2: Time-varying RTs of online web service

We believe that our approach can also contribute in the area of long-running
workflow processes where human intervention might be required to fulfill a task.
An example of such process is the mammography screening workflow described
in Section 4.3. Also airline industries define business processes where a task
consists of bringing passengers luggage to an airplane, technical checkup of a
plane, etc. Precise predictions are then crucial to avoid delaying take-offs. For
this kind a services, it is even more difficult to find real datasets. We evaluate
them by means of simulated data in Section 4.7.2.

4.4 QoS Considerations

4.4.1 QoS for Elementary Service

In the domain of web services, QoS parameters can be used to determine
non-functional properties of the service. QoS attributes can be divided into
quantitative and qualitative attributes. Examples of the latter are security
and privacy. Popular quantitative attributes are response time, throughput,
reputation, reliability, availability, and cost:

• Response Time (RT): the time taken to send a request and receive a
response (expressed in milliseconds). The response time is the sum of the
processing time and the transmission time. For short running processes
they are usually of the same order. For long running processes that can
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take hours, days or even weeks to complete, the transmission time is
usually negligible.

• Throughput (TP): the maximum requests that can be handled at a given
unit in time (expressed in requests/minute).

• Reputation (RP): the reputation of a service is a measure of its
trustworthiness (expressed as scalar with higher value being better). The
value is defined as the average ranking given to the service by end users.

• Reliability (RL): the probability that a task is satisfactorily fulfilled
(expressed as a percentage). The reliability can be calculated from past
data by dividing the number of successful executions by the total number
of executions.

• Availability (A): the probability that a web service is available (expressed
in available time/total time). It is computed by dividing the total amount
of time in which a service is available through the total monitoring time.
In the scope of this work, we define an available service as a service that
is able to responds within a predefined time interval.

• Cost (C): the cost that a service requester has to pay for invoking a specific
operation of a service (expressed in cents/request). Other pricing schemes
are sometimes used such as membership fee or monthly fee.

Since the focus of this chapter is on the prediction of quality of service attributes
with a volatile nature, we do not consider static attributes like fixed costs such as
membership fees. Also reputation is an attribute that gives a general impression
about users opinions of a service, and is not meant to frequently change in
time. System-level QoS attributes, such as throughput, often largely depend
on hardware and computing power of the underlying infrastructure of the
composite service and need to be evaluated over multiple instances. In this
work, we focus on instance-level QoS attributes of composite services that
directly relate to the QoS values of its constituent web services and moreover
are non-stationary. Interesting attributes for our approach are response time,
reliability, availability and cost as pay-per-service. For the sake of simplicity
we limit the QoS prediction algorithms in Section 4.6 and their evaluation in
Section 4.7 to the response time attribute.

4.4.2 QoS for Composite Services
The QoS of a service composition is calculated based on the QoS values of its
constituents. In contrast to the measurement of QoS for elementary services,
composite services consist of different activities such as sequences, if-conditions,
loops and parallel invocations. We need to take into account these different
composition patterns to calculate the QoS of a composite service. Example
QoS computations are summarized in Table 4.4. WS-BPEL elements relevant
to QoS computation are simple elements as receive, reply, invoke, assign, throw,
wait and complex elements like sequence, flow, if, while and foreach. Similar
to Kiepuszewski et al. (Kiepuszewski, Hofstede, and Bussler 2000), we define
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QoS Attribute
Composition Patterns

Sequence Parallel Switch Loop

Response Time
∑m
i=1 RTi max(RTi)

∑m
i=1 pj .RTi RT.k

Throughput min(TPi) min(TPi)
∑m
i=1 pj .TPi TP

Reputation
∑m
i=1

RPi
m

∑m
i=1

RPi
m

∑m
i=1 pj .RPi RP

Reliability
∏m
i=1 RLi

∏m
i=1 RLi

∑m
i=1 pj .RLi RLk

Availability
∏m
i=1 Ai

∏m
i=1 Ai

∑m
i=1 pj .Ai Ak

Cost
∑m
i=1 Ci

∑m
i=1 Ci

∑m
i=1 pj .Ci C.k

Table 4.4: QoS computations for composite services

a structured model that consists of four constructs that allow for recursive
construction of larger workflows:

• Sequence: multiple tasks that are sequentially executed.
• Parallel execution (and-split/and-join): multiple paths that are executed

concurrently en merged synchronously.
• Exclusive choice (or-split/or-join): multiple possible paths, among which

only one can be executed.
• Loop: a path that is repeatedly executed a fixed number of times c.

Various standards for service composition include more constructs in addition
to the four basic constructs described above. Jaeger et al. (Jaeger, Rojec-
Goldmann, and Muhl 2004) summarizes the workflow patterns that cover most
control constructs proposed in existing standards and products. We limit
ourselves to the four basic constructs that are able to cover the most important
activities offered in WS-BPEL, a workflow language which has currently profiled
itself as the de-facto industry standard for orchestrating web services. How the
composite activities of WS-BPEL are mapped to the basic constructs will be
explained in the next section. A Petri net graph and a Petri net execution time
system (PNET-system) is used to reason over the workflow and estimate its
total response time.

Besides the overhead generated by the service calls, the QoS of a composite
service is influenced by events internal to the orchestration. Usually, the delay
caused by internal events is negligible compared to that of the service calls.
This is certainly the case for medium and long running processes, which are the
main targets for our approach. For further analysis, we assume that the overall
delay of the orchestration depends solely on the response times of the services
it calls during execution. The inclusion of internal delays is a trivial extension.
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4.5 Simulated QoS for Composite Services

In the introduction, we emphasized the limitations of existing works that use
hard or soft composition rules to estimate composite QoS attributes. In this
section we try to overcome these limitations by generating a simulated time
series of the QoS attributes of the workflow as if the composition was executed
several times in the past. The quantile values will be estimated using this
simulated dataset as will be explained in Section 4.6.

4.5.1 Petri Net Graph

Various activity-based process models have been suggested for workflow systems.
To explain the algorithm, we represent the workflow as a non-deterministic Petri
net graph (PNG), which is a commonly used representation for workflow systems
(Salimifard and Wright 2001; Narayanan and McIlraith 2002). Compared to a
structured workflow model, expressing our QoS model as a formal model offers
more expressive power and is equipped with strong analysis capabilities. There
are two kinds of transitions in our Petri net: timed and immediate transitions.
Timed transitions represent services and the firing delay of the transition
corresponds to the response time of these services. Immediate transitions are
needed to enable the representation of internal events of the composite service.
A Petri net graph contains places as well. Places correspond to workflow states
and allow the representation of conditional execution.

A generalization of the Petri net graph we use for our analysis of WS-BPEL, is
a 8-tuple (P, T 1, T 2, T , D, W−, W+, s0), where

• P = {p1, p2, ..., pn1} is a finite set of places. The set contains exactly one
starting place (p1) and exactly one ending place (pn1).

• T 1 = {t11, t12, ..., t1n2} is a finite set of immediate transitions. Immediate
transitions have no firing delay.

• T 2 = {t21, t22, ..., t2n3} is a finite set of timed transitions. Timed transitions
have a firing delay.

• T = {t1, t2, ..., tn4} is a finite set of transitions. All transitions are
immediate or timed transitions (T = T 1 ∪ T 2) but cannot be both
(T 1 ∩ T 2 = ∅).

• D = {d1, d2, ..., dn2} is finite set of positive real functions representing the
firing delay of the corresponding timed transitions with respect to the
time. di(s) is the firing delay of t2i at time s.
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• W−, W+ are the backward and forward incidence matrices, respectively.
They contain boolean values. If W−(i, j) = 1, then there is an arc going
from pi to tj . If W+(i, j) = 1, then there is an arc going from ti to
pj . If W−(i, j) or W+(i, j) equals 0, then there is no corresponding arc.
Timed transitions have one incoming arcs and one outgoing arc. Places,
except for the starting and ending place, can have multiple incoming arcs
(‘OR-join’) or multiple outgoing arcs (‘OR-split’). The starting place
differs in the sense it has no incoming arcs and the ending place differs in
the sense it has no outgoing arcs. Immediate transitions can have multiple
incoming arcs (‘AND-join’) or multiple outgoing arcs (‘AND-split’).

• The initial marking of the Petri net is always one token present at the
starting place. The initial time of the Petri net equals s0. Time is
continuous and can take any real value.

• An additional constraint on our Petri net is that each ‘AND-split’-
transition, ‘OR-split’-place has to have exactly one corresponding ‘AND-
join’-transition, ‘OR-join’-place respectively and vice versa. With
corresponding we mean that all outgoing paths of the ‘split’-node are
disconnected until they reach the corresponding ‘join’-node in which they
all come together. The paths connecting the ‘split’-node and corresponding
‘join’-node are called the connecting paths.

The mapping of WS-BPEL activities, represented by their Business Process
Modeling Notation (BPMN)10, to their corresponding Petri net representation
is shown in Figure 4.3. If we apply this mapping on the case study introduced
in Section 4.3.1, we get the Petri net representation illustrated in Figure 4.4.
The firing delays introduced by the timed transitions t21 to t27 correspond to the
response times of the post 1, radiology, screening 1 to 3, report, billing and post
2 service respectively. Remark that we have truncated the Petri net graph by
removing ‘a place followed by an immediate transition with one incoming and
one outgoing arc’. These constructs have no influence on further analysis and
calculations.

Similar to Colored Petri nets, we add an extension to the elements of the net to
deal with the other QoS attributes besides response time: A Petri net token is
associated with 3 data values C, A and RL of type integer to hold the current
aggregated cost, availability and reliability of a composition. The extension is a
4-tuple (Q, C, A, RL), where

10Business Process Modeling Notation (BPMN) Version 2.0, January 2011, OMG
Specification, http://bpmn.org/

http://bpmn.org/
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• Q = {q1, q2, ..., qn3} is a finite set of positive real numbers representing
the maximal allowed delay for each timed transition before it is considered
as unavailable.

• C = {c1, c2, ..., cn3} is a finite set of positive real functions representing
the cost of the corresponding timed transitions with respect to the time.
ci(s) is the cost of t2i at time s.

• A = {a1, a2, ..., an3} is a finite set of functions where ai(s) ∈ {0, 1}
represents the availability of the corresponding timed transitions with
respect to the time. ai(s) is the availability of t2i at time s. There is a
direct relation between ai and di: if (di <= qi){ai = 1} else {ai = 0}

• RL = {rl1, rl2, ..., rln3} is a finite set of functions where rli ∈ {0, 1}
represents the reliability of the corresponding timed transitions with
respect to the time. rli(s) is the reliability of t2i at time s.

4.5.2 Petri Net Execution Semantics

The execution of the Petri net graph is done by passing tokens from the initial
marking to the end marking. These markings correspond to a token present
at start place and end place respectively. An execution of the Petri net graph
simulates the execution of the workflow. The execution (response) time of the
workflow at time s is the time elapsed between a token present at the starting
place at time s and a token reaching the ending place in the same execution
cycle. During execution of the Petri net, time increases in a continuous way,
starting from the initial value s0. For each time, the following rules are executed
in a non-deterministic order until no more rules can be executed:

• Rule 1: If a token is present at the incoming place of a timed transition t2i ,
then that token is consumed and the fire delay counter of that transition
is activated. The counter starts counting down from di(s) where s is the
current time. As time increases, the counter value decreases with an equal
amount.

• Rule 2: If an active fire delay counter of a timed transition reaches zero,
then a token is generated at the outgoing place and the fire delay counter
is deactivated.

• Rule 3: If tokens are present at all incoming places of an immediate
transition, then these tokens are consumed and new tokens are generated
at all outgoing places.

• Rule 4: If a token reaches the ending place, then the execution stops.
Time freezes and no more rules are executed. The execution time of a
Petri net graph equals the time at which the execution stops minus the
initial time.
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Figure 4.3: Mapping: Business Process Modeling Language (BPMN) - Petri
net graph - PNET-system

Figure 4.4: Petri net graph for e-health workflow
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Figure 4.5: Petri net execution time system for e-health workflow
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Applied on our case study, the token starts at the start place at s0. The only
applicable rule is rule 1 where the fire delay counter of the timed transition t21
is activated. When the counter reaches zero at time s0 + d1, a new token is
generated according to rule 2 and arrives at P1. Analogue, the token reaches P2.
At P2 rule 3 is executed and new tokens are generated at both outgoing places
of t11. The parallel execution is done according to rule 1 followed by 2 for each
branch in a non-deterministic order. The parallel execution ends when both
tokens are consumed and a new token is generated at the immediate transition
t12 according to rule 3. When this token arrives at P7, both rule 1 and rule 3
can be executed corresponding to the upper and lower path respectively. Again,
a rule is chosen non-deterministically. If rule 3 fires, a token is generated at
the lower path and sent to the immediate transition. If rule 1 fires, a token
is generated at the upper path, going to the timed transition t24′ . The next
steps are similar to what we explained already. The execution ends after the
‘AND-join’, where rule 4 is applied and the token reaches its ending state. The
execution time of the Petri net graph, where tokens are passed from start to
end, corresponds to the simulated response time of the composite service.

To keep track of the cost, availability and reliability during the execution of the
Petri net, we add the following rules as an extension to the existing ones:

• Rule 0: If a token is present at the start place, all associated data values
are initialized as follows: C ← 0, A← 1, RL← 1.

• Rule 1’: If the firing delay di(s) of a timed transition t2i is above a
predefined value qi, we consider the timed transition as unavailable. The
data values associated with the token are updated as follows: A← 0, C ←
C,RL← 0 and the Petri net execution is halted. The Petri net execution
time for the halted service then equals qi. The response time now equals
the time elapsed between a token present at the starting place and the
time at which the execution is halted.

• Rule 2’: If an active fire delay counter of a timed transition t2i reaches
zero, then a token is generated at the outgoing place and the fire delay
counter is deactivated. The data values associated with the token are
updated as follows: A← 1, C ← C + ci(s), RL← RL× rli(s).

Taking into account these extension rules for the case study, the data values C,
A and RL contain the current aggregated QoS values for the cost, availability
and reliability respectively.

4.5.3 Petri Net Execution Time System

Instead of simulating the above Petri net graph, we derive in this subsection
a transformation of a Petri net graph into a Petri net execution time system
(PNET-system). A PNET-system immediately outputs the time at which the
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Figure 4.6: Overview of the PNET-system building blocks

execution of the corresponding Petri net graph stops, given the time at which the
execution starts. The extended PNET-system also outputs the corresponding
cost, availability and reliability of the Petri net execution. Because the Petri net
is nondeterministic, the PNET-system is nondeterministic as well. An overview
of the building blocks is illustrated in Figure 4.6.

Definition 1. We define S−i , C
−
i , A

−
i , RL

−
i and S+

i , C
+
i , A

+
i , RL

+
i as the values

of the simulation time, cost, availability and reliability right before, respectively
right after the execution of the timed transition t2i . The simulation time s
represents the virtual time during which the Petri net is executed.

The PNET-system is generated as follows out of a Petri net graph for the
different QoS attributes (see also figure 4.3 for the relationship between their
constructs):

Response Time:

• Instead of calculating the execution (response) time, we are, until now,
calculating the time at which the execution stops. For that reason we
subtract the initial time (sstart) from the time at which the execution
stops: RT (s) = s− sstart.

• The time at which a token is generated at the outgoing place of a timed
transition t2i equals the time at which a token is consumed at the incoming
place added with the firing delay di(s). A timed transition in a PNG
corresponds to an addition with the delay at that time in a PNET-system.
In the extended Petri net execution, any delay above the predefined
value qi is not taken into account since the workflow is then considered
unavailable. Delays on an unavailable path are also not taken into account
to calculate the simulated response time. The simulation time after
the timed transition t2i is fired at time s is thus calculated as S+

i =
S−i + min(di(s), qi) ∗A−i .

• An ‘AND-split’ means all paths are executed simultaneously. The time
at which the ‘AND-split’ is fired is copied to all outgoing places. An
‘AND-split’ in a PNG corresponds to a ‘fork’ in a PNET-system. The time
at which a token is fired at the ‘AND-join’-transition equals the maximum
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of the times on which a token is generated at the incoming places. An
‘AND-join’-transition in a PNG corresponds to a ‘MAX’-building block in
a PNET-system.

• An ‘OR-split’ with corresponding ‘OR-join’ means a token is send into
one of the connecting paths. This is equivalent to sending tokens into
all connecting paths, but all but one of the former connecting paths
are disconnected from the former ‘OR-join’. An ‘OR-split’ in a PNG
corresponds to a ‘fork’ in a PNET-system and an ‘OR-join’ in a PNG
corresponds to a ‘SWITCH’-building block in a PNET-system.

• A loop in a PNG corresponds to a ‘LOOP’-building block in a PNET-
system.

Availability & Reliability:

• The initial availability (reliability) is initialized to 1 (100%).
• An ‘AND-split’ in a PNG corresponds to a ‘fork’ in a PNET-system. An

‘AND-join’-transition in a PNG is where two parallel paths meet. The
resulting availability (reliability) is the product of availability (reliability)
of both paths. An ‘AND-join’-transition in a PNG corresponds to a
multiplication-building block in a PNET-system.

• An ‘OR-split’ in a PNG corresponds to a ‘fork’ in a PNET-system and
an ‘OR-join’ in a PNG corresponds to a ‘SWITCH’-building block in a
PNET-system.

• The availability (reliability) at which a token is generated at the outgoing
place of a timed transition equals the availability (reliability) at which a
token is consumed at the incoming place multiplied with the availability
(reliability) at the simulated execution time (starting time plus the time
induced by the firing delays of the previous timed transition). Current
simulated execution time is thus used as an input to retrieve the availability
(reliability) at a specific simulated execution point.

• A loop in a PNG corresponds to a ‘LOOP’-building block in a PNET-
system.

Cost:

• The initial cost is initialized to 0.
• The cost of a parallel execution equals the summation of the costs

generated on all paths. To take into account the cost generated before
the parallel execution, one path is connected with the previous execution
path by a straight line. All other paths start counting form zero. An
‘AND-join’-transition in a PNG corresponds to a summation-building
block in a PNET-system. The result is a summation of all prior costs.

• An ‘OR-split’ in a PNG corresponds to a ‘fork’ in a PNET-system and
an ‘OR-join’ in a PNG corresponds to a ‘SWITCH’-building block in a
PNET-system.

• The cost at which a token is generated at the outgoing place of a timed
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transition equals the cost at which a token is consumed at the incoming
place plus the cost at the current simulated execution time. Also here
the current simulated execution time is a necessary input to retrieve the
cost. When a service is not available, the execution of the PNG stops
and no further costs are made. In the PNET-system this is achieved by
multiplying the cost generated by the timed transition with the aggregated
availability of the system. The resulting cost after the timed transition t2i
that is fired at time s is thus calculated as C+

i = C−i + ci(s) ∗A+
i .

• A loop in a PNG corresponds to a ‘LOOP’-building block in a PNET-
system.

The extended PNET-system for the e-health workflow is illustrated in Figure 4.5.
To keep the overview, we did not include all the building blocks as defined
in Figure 4.6 but used the modified functions d′i(s) = min(di(s), qi) ∗A−i and
c′i(s) = ci(s) ∗A+

i instead.

4.5.4 From Non-Deterministic to Deterministic

To make our approach practically usable, we need to find a way to simulate
a nondeterministic system using a deterministic algorithm. To allow ex-ante
estimation of QoS values, we need to make assumptions on how many times
a loop will be executed and which path will be followed after a conditional
execution. This is not always trivial since the number of loop executions or the
value of a condition is often only known at run-time. Possible strategies for
resolving the non-deterministic constraints by making deterministic assumptions
are:

• Assume the worst-case scenario. In case of a loop, this means to use
the maximum number of times it can be executed in practice. For a
conditional execution, the worst-case path depends on the QoS attribute.
The worst response time is on the path that takes the longest time to
execute. This can be modelled by replacing the ‘OR-split’ and ‘OR-join’ by
an ‘AND-split’ and ‘AND-join’ (parallel execution with synchronization)
in the Petri net graph and replacing the ‘SWITCH’ by a ‘MAX’ building
block in the PNET-system. The worst-case cost is on the most expensive
path and for availability (reliability), it is the least available (reliable)
path. In practice, one can simulate the QoS values for all paths and take
the worst values for each attribute. For a more general approach to worst
case execution analysis, we refer to specialized literature in this domain
(Puschner and Burns 2000).

• Use a probabilistic model by assigning probabilities to the number of
times a loop is executed or to each path that is implied by a condition.
In practice, this strategy can be realized by doing the simulation for all
paths considered and assign probabilities to the resulting QoS values. An
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important remark here is that the resulting values cannot simply be added
after multiplication with their corresponding probabilities if one wants to
estimate quantile values.

4.5.5 Illustration of Composite QoS Calculation

In this section, we explain more in detail how we generate a composite time
series from individual time series of the constituting services using the PNET-
system. Suppose we have monitored the response times for several consequent
time periods of the 8 services used in the mammography workflow as shown in
Figure 4.7. We generate a virtual time series by simulating the execution of
the composite service according to the PNET-system discussed in the previous
subsection. The inputs are fixed time steps in the past. For example, if the
workflow would be executed at time 0.8, we can see that the execution of the
first service (post service) takes approximately 1.31 time units. This implies
that the second service (radiology service) will be executed at time 2.11 (sum
of 0.8 and 1.31). The closest monitored result is at t=2 with a response time of
1.27 units. The resulting execution time is 3.38 (sum of 2.11 and 1.27). At this
point, the two screening services S1 and S2 will be executed in parallel with
corresponding RTs of 3.22 and 1.78. Since this is a parallel execution where
the workflow has to wait for the slowest service to finish, we will arrive at the
next service at time 6,61 (maximum ending time of SS1 and SS2). The other
calculations are similar. For the if condition, we have to make a deterministic
assumption concerning the path that will be chosen. In practice, in most of the
cases of a mammography screening the results of SS1 and SS2 will probably
match, meaning that a third opinion is not necessary. This implies that the
upper path of the conditional execution in Figure 4.5 rarely will be chosen.
Nevertheless, the safest strategy is to calculate the worst case scenario. This
means we take into account the path that generates the maximum response
time of all the paths that could be implied by the if condition.

Worst case calculations of the response time of the composite service using
input times (sstart) of 0.8 and 4.2 are:

RT0.8 = 0.8 + 1.31 + 1.27 + max(3.22; 1.78) + max(5.08; 0)

+ max(2.59 + 2.21; 3.05)− 0.8 = 15.7

RT4.2 = 4.2 + 0.88 + 2.04 + max(3.30; 1.62) + max(3.62; 0)

+ max(5700.3 + U ; 2.29)− 4.2 = U

Remark that for the second calculation, the report service is unavailable and
takes 5700.3 s to recover from failure. For services further in the execution chain,
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Figure 4.7: Example simulated RT calculation for the e-health workflow

QoS values cannot be retrieved because no data is available that far in the
future. An unavailable value is marked as ‘Unknown (U)’ and has the following
properties: 0×U = 0; 1×U = U ; max(U, x) = U ; min(U, x) = U ;U +x = U . In
our extended calculation below, we tackle this problem by taking into account
the other QoS attributes and their interrelations.

To simulate the composite QoS values for cost, availability and reliability, we
need their monitored values for all participating services at the times they are
actually executed. Table 4.5 shows some fictive QoS values we use to illustrate
our calculations. When a service on the path of execution is not available,
the aggregated availability and reliability will become 0 and the costs and
response times of the remaining services will not be taken into account due to
its multiplication with the aggregated availability in the PNET-system. Worst
case calculation for input times of 0.8 and 4.2 are:

RT0.8 = 0.8 + min(1.31, 2.10)× 1 + min(1.27, 6.14)× 1

+ max(min(3.22, 6.32)× 1; min(1.78, 20.15)× 1)

+ max(min(5.08, 15.95)× 1; 0) + max(min(2.59, 49.35)× 1

+ min(2.21, 5.18)× 1; min(3.05, 4.82)× 1)− 0.8

= 15.7

A0.8 = 1× 1× 1× 1× 1× 1× 1× 1× 1 = 1

C0.8 = 6.72× 1 + 203.30× 1 + 110.37× 1 + 103.17× 1

+ 125.81× 1 + 6.71× 1 + 9.30× 1 + 9.88× 1

= 575.26
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Monitored QoS qi t RT C A RL
Post Service 2.10 1 1.31 6.72 1 1

4 0.88 5.77 1 1
Radiology Service 6.14 2 1.27 203.30 1 1

5 2.04 235.33 1 1
Screening Service 1 6.32 3 3.22 110.37 1 1

7 3.30 110.89 1 1
Screening Service 2 20.15 3 1.78 103.17 1 1

7 1.62 102.62 1 1
Screening Service 3 15.95 7 5.08 125.81 1 1

10 3.62 113.10 1 1
Report Service 49.35 12 2.59 6.71 1 1

14 5700.3 8.57 0 0
Billing Service 4.82 12 3.05 9.30 1 1

14 2.29 5.24 1 0
Post Service 5.15 14 2.21 9.88 1 1

- - - - -
Composite QoS s = 0.8 15.67 575.26 1 1

s = 4.2 63.6 572.95 0 0

Table 4.5: Monitored QoS values for corresponding execution times.

RL0.8 = 1× 1× 1× 1× 1× 1× 1× 1× 1 = 1

RT4.2 = 4.2 + min(0.88, 2.10)× 1 + min(2.04, 6.14)× 1

+ max(min(3.30, 6.32)× 1; min(1.62, 20.15)× 1)

+ max(min(3.62, 15.95)× 1; 0) + max(min(5700.3, 49.35)× 1

+ min(U, 5.18)× 0; min(2.29, 4.82)× 1)− 4.2

= 63.6

A4.2 = 1× 1× 1× 1× 1× 1× 0× 1× 1 = 0

C4.2 = 5.77× 1 + 235.33× 1 + 110.89× 1 + 102.62× 1

+ 113.10× 1 + 8.57× 0 + 5.24× 1 + U × 0

= 572.95

RL4.2 = 1× 1× 1× 1× 1× 1× 0× 0× U = 0
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Using this technique to calculate a time series for the composite service, we
can apply the same prediction algorithm to estimate the QoS for elementary
as composite services. An important advantage of this approach is that we do
not have to assume that the QoS attributes of the constituting services of a
composite service are independently distributed.

4.6 QoS Prediction

In this section we discuss methods to predict QoS attributes, more specifically
we will focus on response times. We propose a kernel-based quantile estimator
with online adaptation of the constant offset for the following reasons:

• Quantile estimation determines whether the likeliness that a certain
constraint will be satisfied is larger than a predefined value. For this
application, knowing the quantile value can be more interesting than
knowing the average or median value.

• We chose a kernel-based method because using non-linear kernels allows
the learning of non-linear dependencies. Kernel-based methods like SVM
(Vapnik 1998) and LS-SVM (Suykens et al. 2002), have also shown to be
successful for various applications such as optical character recognition
and electricity load prediction.

• For batch learning, good training and validation set performance are no
guarantee for good test set performance. It is, for example, possible that
the dynamics of the system change in the test set or that certain events,
not present in the training and validation set, happen in the test set.
This can cause the number of violations to exceed the agreed value. The
additional online adaptation of the constant offset that we propose, makes
sure the number of times the estimated response time exceeds the true
response time converges to the agreed quantile value.

Section 4.6.1 gives a brief introduction to kernel-based regression. In
Section 4.6.2 we discuss two performance indicators we want to minimize
out-of-sample. A kernel-based bath-learning algorithm designed to minimize the
first performance indicator is discussed in Section 4.6.3. Section 4.6.4 explains
an online algorithm designed to minimize the second performance indicator.
Finally, Section 4.6.5 combines both of the previous algorithms such that a
good performance is achieved on both indicators.

4.6.1 Kernel-based Regression

Regression is a common task in machine learning. Given a training set S
containing input vectors {xt,tr}ntrt=1 along with corresponding output values
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{yt,tr}ntrt=1, the task is to find a function f that defines the relation between
these input vectors and output values such that the errors on unseen data are
as small as possible. The performance of the learned function f is evaluated on
a testset T containing ntest datapoints. We assume that the function f belongs
to a Reproducing Kernel Hilbert Space (RKHS) with k the corresponding
kernel function. A popular kernel function is the radial basis function (RBF)
kernel (k(x, y) = exp(−‖x− y‖2

2/σ
2)). Readers not familiar with support vector

machines are recommended to read a tutorial, such as Smola and Schölkopf
2004. The loss function l(f(xt), yt) represents the cost of each error. Commonly
used loss functions within kernel-based methods are the ε-insensitivity loss
function (4.3) (Vapnik 1998) and the quadratic loss function (4.4):

lε(yt − f(xt)) =
{

0, if |yt − f(xt)| ≤ ε
|yt − f(xt)| − ε, otherwise

(4.3)

l2(yt − f(xt)) = (yt − f(xt))2. (4.4)

These loss functions do not suit our problem and for that reason we will use
another loss function as explained in Section 4.6.1.

Quantile Estimation

The goal we want to achieve is to predict if the chance that a certain SLA will
be violated is larger than a predefined value. Suppose, for example, we want to
check wether a service has a chance of at least τ to have a response time smaller
than the maximal response time fi,max. This can be achieved by first obtaining
the confidence interval [0, fτ (xi)] such that the chance the response time belongs
to this interval equals τ . The service is then selected if fτ (xi) ≤ fi,max. The
true conditional quantile value is denoted as µτ (xi) and satisfies

Pr(yi < µτ (xi)) ≤ τ

Pr(yi ≤ µτ (xi)) ≥ τ. (4.5)

For simplicity reasons we assume the quantile value is unique (which is not
necessary always true).

For a location estimator the mean value minimizes the square error and the
median value minimizes the absolute value of the error. Similarly it can be
shown the quantile value minimizes the following pinball loss function (Koenker
and Bassett 1978) (Figure 4.8):

lτ (yi − fτ (xi)) =
{
τ(yi − fτ (xi)), yi − fτ (xi) ≥ 0
(τ − 1)(yi − fτ (xi)), yi − fτ (xi) < 0.

(4.6)
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Figure 4.8: Pinball loss function used for quantile estimation. On the figure τ
equals 0.8.

4.6.2 Performance Indicators

Before designing a quantile estimator we have to know which performance
measure(s) we want to minimize out-of-sample. We argue the two performance
indicators explained in this Section are important.

Performance Indicator I

To be able compare different quantile estimators we have to quantify how
good the estimated quantile value approximates the true quantile value. This
quantification is not unique in the sense that two different loss-functions can
have an optimum in the true quantile value such that one estimator performs
better according to the first loss-function and another estimator performs better
according to the second loss-function. That’s why, in this Section, we further
specify the problem of estimating the quantile value to a problem of minimizing
a well chosen cost.

Two types of error can occur in our applications:

• Type I error: a (composite) service is rejected to execute a customers’
request in which the actual response time is smaller than the maximal
response time (yi < fi,max).

• Type II error: a (composite) service is accepted to execute a customers’
request in which the actual response time is larger than the maximal
response time (yi > fi,max).

For the first performance indicator we assign costs to both errors: the cost of a
type I error equals 1− τ and the cost of a type II error equals τ .
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Theorem 1. If the cost of a type I error equals 1− τ and the cost of a type II
error equals τ , then the expected conditional cost for accepting is lower than the
expected conditional cost for rejecting if and only if µτ (xi) > fi,max.

Proof. The expected conditional cost for accepting a service equals

E(cost|accept, xi) = Pr(yi > fi,max|xi)τ, (4.7)

where Pr(yi > fi,max|xi) equals the probability yi > fi,max , and the expected
conditional cost for rejecting a service equals

E(cost|reject, xi) = Pr(yi < fi,max|xi)(1− τ). (4.8)

Accepting is better than rejecting if and only if

E(cost|accept, xi)− E(cost|reject, xi) < 0

⇔ Pr(yi > fi,max|xi)τ − Pr(yi < fi,max|xi)(1− τ) < 0

⇔ Pr(yi > fi,max|xi) < 1− τ

⇔ fi,max > µτ (xi). (4.9)

Corollary 1. If fτ (xi) equals the true conditional quantile value µτ (xi) and a
service is accepted if and only if fτ (xi) < fi,max, then the expected conditional
cost is minimized for all possible values of fi,max.

Corollary 1 shows the expected cost can be minimized if one knows the true
conditional quantile value. A type I error occurs when yi < fi,max < fτ (xi) and
a type II error occurs when fτ (xi) < fi,max < yi. Given a test set only containing
the true response times yt, we cannot calculate the cost because we have no
values for fi,max. We need extra assumptions to handle the uncertainty over
fi,max. The first performance indicator (PI1) will be defined as the cumulative
expected cost, given these assumptions.
Theorem 2. If we receive one service request per time step, if the probability
on a certain fmax is time independent and uniformly distributed in an interval
[f−, f+] with f−, f+ finite and if all yt, fτ (xt) belong to this interval, then the
expected cost, given yt and fτ (xt), becomes proportional to the pinball loss

E(cost|yt, fτ (xt)) ∼ lτ (yt − fτ (xt)). (4.10)

Proof. When fτ (xt) > yt a type I error (with cost 1− τ) can occur and when
yt < fτ (xt) a type II error (with cost τ) can occur. Because fmax is uniformly
distributed, the probability on these errors becomes proportional to the distance
between fτ (xt) and yt and the expected cost becomes proportional to the pinball
loss.
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Corollary 2. Given the same assumptions as in Theorem 2, the first
performance indicator becomes

PI1(T , fτ ) =
ntest∑
t=1

lτ (yt,test − fτ (xt,test)). (4.11)

A disadvantage of using the pinball loss as performance measure is that the
loss of one datapoint is not bounded (it can become infinite), despite the fact
one datapoint can only cause one error of type I or II. This is caused by the
assumption all yt and fτ (xt) belong to the interval [f−, f+] and the interval
[f−, f+] is thus not a priori determined and can become arbitrary large.

Theorem 3. If we receive one service request per time step and if the probability
on a certain fmax, denoted as Pr, is time independent and a priori determined,
then the first performance indicator (PI1) equals the following cumulative
expected cost

PI1(T , fτ , F ) =
ntest∑
t=1

lτ (yt,test, fτ (xt,test);F )

=
ntest∑
t=1

lτ (F (yt,test)− F (fτ (xt,test))) (4.12)

where F is the cumulative distribution function of Pr

F (y) =
∫ y

0
Pr(ft,max)dft,max. (4.13)

Proof. If yt,test ≥ fτ (xt,test), then an error of type II can occur with
probability F (yt,test)−F (fτ (xt,test)). The expected cost becomes τ(F (yt,test)−
F (fτ (xt,test))). If yt,test < fτ (xt,test), then an error of type I can occur
with probability F (fτ (xt,test)) − F (yt,test). The expected cost becomes
(1− τ)(F (fτ (xt,test))− F (yt,test)).

The influence of one data point on PI1 is bounded because

lτ (yt,test, fτ (xt,test);F ) ≤ max(τ, 1− τ). (4.14)

Different probability distributions for fmax cause different costs and in practice
the performance indicator should equal the cumulative expected cost in which the
chosen probability distribution of fmax matches the true probability distribution
as good as possible. In our experiments we will use the performance indicator
as defined in 2 in which the influence of one datapoint is unbounded because
we have no data that allows us to make a reasonable estimate of Pr(fmax).
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Performance Indicator II

In practice costs are not always linear in the number of errors. It is possible
that causing more violations than agreed invokes huge fines while causing fewer
violations than agreed does not cause equally large profits. For that reason it
is important the number of violations does not exceed the agreed number of
violations to much. Constraining the frequency of violations not to exceed 1− τ
is in our opinion to sever because the test set contains only a sample of the total
population and it is possible the frequency of violations of this sample exceeds
1− τ despite the frequency of violations of the entire population to be smaller
or equal to 1− τ . That’s why we choose performance indicator II to express
the probability the frequency of violations of the test set is larger than or equal
to the actual number of violations in the test set, given the the frequency of
violations of the entire population equals 1− τ and given certain assumptions.

Theorem 4. Assuming the expected number of violations equals 1 − τ and
assuming the data is independent and identically distributed (i.i.d.), the
probability of observing at least nv,test violations on a test set where nreq,test
service requests are accepted becomes

Pr(nv ≥ nv,test|τ, nreq,test) =
nreq,test∑
i=nv,test

(1− τ)iτ (nreq,test−i)
(
nreq,test

i

)
(4.15)

where
(
n
i

)
is a binomial coefficient and where the number of violations are

counted as follows

nv,test =
nreq,test∑
i=1

viol(yi,test, fi,max)

where viol(yi,test, fi,max)
{

0, yt,test ≤ fi,max
1, yt,test > fi,max.

(4.16)

Proof. The discrete probability distribution of the number of violations nv in a
sequence of nreq,test independent experiments, each of which yields a violation
with probability 1− τ , equals a binomial distribution. The probability on nv,test
or more violations given a binomial distribution is expressed in (4.15).

To be able to measure the number of violations, we need test data containing
times on which service requests are send together with the corresponding
maximal response times. In case no such data is available, we have to make
extra assumptions.

Corollary 3. Under the extra assumptions of one service request per time step
and 100% acceptance with fi,max equal to fτ (xi) (the latter assumption implies
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the worst case value of fi,max such that the service is accepted), the probability
of observing at least nv,test violations is denoted as PI2 and equals

PI2(T , fτ ) =
ntest∑

i=nv,test

(1− τ)iτ (ntest−i)
(
ntest
i

)
(4.17)

where
(
n
i

)
is a binomial coefficient and where the number of violations are

counted as follows

nv,test =
ntest∑
t=1

viol(yt,test, fτ (xt,test))

where viol(yt,test, fτ (xt,test))
{

0, yt,test ≤ fτ (xt,test)
1, yt,test > fτ (xt,test).

(4.18)

The true quantile value of an estimator is defined as

τf (fτ ) = Pr(yt,test < fτ (xt,test)). (4.19)

Given the violations are counted as in (4.18), 1− τf (fτ ) is equal to the expected
number of observed violations. The smaller PI2, the more unlikely the observed
number of violations are caused by an estimator with true quantile value larger
than or equal to τ . A high PI2, however, does not imply having a conditional
quantile estimator. An unconditional, constant function can perform very well
on this performance indicator, but will, luckily, perform poorly on PI1.

4.6.3 Kernel-based Quantile Estimation

In this Section we will explain why the kernel-based quantile estimator discussed
in Takeuchi et al. 2006 suits our problem. The first algorithm we propose is
designed to minimize PI1 and thus the following expected risk

R[fτ ] =
∫
lτ (y − fτ (x)) dP (x, y). (4.20)

The probability density function P (x, y) is unknown. We have only access to
training data. A naive way of minimizing the expected risk is minimizing the
empirical risk

Remp[fτ , S] = 1
n

ntr∑
t=1

lτ (yt,tr − fτ (xt,tr)). (4.21)
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When the hypothesis space H to which fτ belongs is very rich, this can lead to
overfitting. For that reason we will minimize the regularized risk

Rreg[fτ , S] = Remp[fτ , S] + λ

2 ‖w‖
2
2 = 1

n

ntr∑
t=1

lτ (yt,tr − fτ (xt,tr)) + λ

2 ‖w‖
2
2

(4.22)

where λ is a regularization parameter that must be positive. We assume fτ can
be written as

fτ (x) = wTϕ(x) + b (4.23)

where w is the weight vector, ϕ maps the input space into a feature space
(which can be infinite dimensional) and b is the constant offset. Minimizing the
regularized risk can be written as the following optimization problem

min
w,b,ξ,ξ∗

ntr∑
t=1

τξt + (1− τ)ξ∗t + 1
2λ‖w‖

2
2

subject to


yt,tr − wTϕ(xt,tr)− b ≤ ξt, t = 1, ..., ntr
wTϕ(xt,tr) + b− yt,tr ≤ ξ∗t , t = 1, ..., ntr
ξt, ξ

∗
t ≥ 0, t = 1, ..., ntr.

(4.24)

Because ϕ(x) can be huge or even infinite dimensional, directly solving this
optimization problem can become very expensive. The dual problem, after
applying the kernel trick, becomes

min
α

1
2λα

TΩα− αT y subject to
{
τ
λ ≥ αt ≥

τ−1
λ , t = 1, ..., ntr∑n

t=1 αt = 0
(4.25)

where k(xi, xj) = ϕ(xi)Tϕ(xj), Ω ∈ Rntr×ntr is the kernel matrix defined as
Ωi,j = k(xi,tr, xj,tr), α = [α1,tr, ..., αntr,tr]T and y = [y1,tr, ..., yntr,tr]T . This
optimization problem is a quadratic programming (QP) problem. The kernel
trick (k(xi, xj) = ϕ(xi)Tϕ(xj)) makes explicit calculation of the mapping ϕ(x)
into a possible infinite dimensional feature space no longer necessary. The
function fτ can now be expressed as

fτ (x) =
ntr∑
t=1

αtk(xt,tr, x) + b. (4.26)

The constant offset b can be found using the fact the following counts fτ (xt,tr) =
yt,tr for αt belonging to the open interval ] τ−1

λ , τλ [.

The kernel-based quantile estimator explained in this section has some important
benefits:
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• The estimation is distribution-free in the sense that no assumption on the
conditional distribution of the output value given an input vector needs
to be made.

• The estimator is robust and thus resistant to outliers. Its breakdown
point equals 1− τ if τ ≥ 0.5.

• The estimator ensures, in the batch setting, the quantile curve divides the
observations in the desired ratios (τ and 1− τ).

It has important disadvantages as well:

• Different quantile curves can cross each other because each quantile
function is estimated independently.

• The estimator is very sensitive to changes in the output values of datapoints
near the quantile curves.

• We cannot assure that out-of-sample observations are divided in the
desired ratios.

The pseudo-code for the algorithm explained in this section is shown in
Algorithm 1.

Algorithm 1 Given the training set S, the targeted quantile value τ , a kernel
k and the regularization parameter λ, find α and b which are parameters of the
predicting function fτ .
for t1 = 1→ ntr do
for t2 = 1→ ntr do

Ωt1,t2 ← k(xt1,tr, xt2,tr)
end for

end for
α̂← argminα 1

2λα
TΩα− αT ytr

subject to
{
τ
λ ≥ αt ≥

τ−1
λ , t = 1, ..., ntr∑n

t=1 αt = 0
for t = 1→ ntr do
if α̂t ∈ ] τ−1

λ , τλ [ then
b← yt,tr −

∑ntr
t1=1 α̂t1k(xt1,tr, xt,test)

end if
end for
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4.6.4 Online Adaptation of an Unconditional Quantile Estima-
tor

The second algorithm we propose is designed to minimize PI2. It is a simple
online algorithm that is updated as follows

fτ,t =


fτ,start, t = 1
fτ,t−1 + ητ, t > 1, yt−1 > fτ,t−1

fτ,t−1 + η (τ − 1) , t > 1, yt−1 < fτ,t−1

fτ,t−1, t > 1, yt−1 = fτ,t−1.

(4.27)

where η is the learning rate which must be strictly positive. The start value
fτ,start can be set equal to 0, equal to the first data point, or equal to the
quantile value of a number of datapoints. Datapoints used to determine fτ,start
should not be used for the online updating. The number of times yt1 exceeds
fτ,t1 for t1 going from 1 to t is denoted as vt. We can now express fτ,t+1 as

fτ,t+1 = fτ,1 + η (τvt + (τ − 1)(t− vt)) = fτ,1 + ηt
(vt
t
− (1− τ)

)
. (4.28)

Conversely, vt can be expressed in function of fτ,t+1 as follows

vt = fτ,t+1 − fτ,1
η

+ (1− τ)t. (4.29)

Theorem 5. Assuming there exists an interval [ymin, ymax] with ymin, ymax
finite such that fτ,start and all yt belong to this interval, the frequency of
violations converges to 1− τ for t going to ∞

lim
t→∞

vt
t

= 1− τ. (4.30)

Proof. Because all yt belong to the interval [ymin, ymax], all fτ,t belong to the
interval [ymin + η (τ − 1) , ymax + ητ ] and

|fτ,t+1 − fτ,1| ≤ C

⇒ηt|vt
t
− (1− τ)| ≤ C

⇒|vt
t
− (1− τ)| ≤ C

ηt
(4.31)

where C = ymax− ymin + ηmax(τ, 1− τ). One can notice the distance between
vt
t and (1− τ) converges to zero for t going to ∞.

Theorem 6. Assuming all yt belong to the interval [ymin, ymax] with ymin,
ymax finite, the performance indicator PI2 of the test set converges to 0.5 for
t→∞.
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Proof. Suppose Xt is a binomial distributed random variable where 1 − τ is
the number of violations in a sequence containing t datapoints. One can notice
that PI2 expresses the probability the number of violations is at least vt for this
distribution. The mean and the standard deviation of the distribution equal

µX,t = t(1− τ) (4.32)

σX,t =
√
tτ(1− τ). (4.33)

From (4.31) we can now conclude

|vt − µX,t|
σX,t

≤ C

η
√
tτ(1− τ)

, (4.34)

which implies

lim
t→∞

vt − µX,t
σX,t

= 0. (4.35)

According to the central limit theorem, the cumulative distribution function
(cdf) of Xt converges pointwise to the cdf of a normal distribution with mean
µX,t and standard deviation σX,t for n going to ∞. Because, as n approaches
∞, vt is distanced 0 standard deviations from µX,t, the cdf of Xt in vt equals
0.5 and PI2 becomes 0.5.

The pseudo-code for the algorithm explained in this section is shown in
Algorithm 2.

Algorithm 2 Given xtest, ytest, η and fτ,start, calculate fτ,t(xt,test) and update
fτ,t for t = 1, ..., ntest.
fτ,1 ← fτ,start
for t = 1→ ntest do
if yt,test > fτ,t then
fτ,t+1 ← fτ,t + τη

else if yt,test < fτ,t then
fτ,t+1 ← fτ,t + (τ − 1)η

else
fτ,t+1 ← fτ,t

end if
end for
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4.6.5 Kernel-based Quantile Estimation with Online Adapta-
tion of the Constant Offset

In this section we will present the final algorithm that combines the algorithms
explained in the previous two Sections. Additionally we define the input vectors
and explain how the data is preprocessed. The final algorithm consists of three
stages.

• Preprocessing phase: in this phase the inputs and corresponding outputs
are generated from the response times RTt. We will predict the logarithm
of response times instead of the response times themselves because this
avoids our algorithm to make predictions below zero. The input vectors
can be past response times (autoregressive), the quantile values of sets
of past response times or the time at which the service starts. The best
choice for the input vectors depends on the specific dataset one wants to
make predictions upon.

• Training phase: Secondly we optimize α and b on the training set using
the algorithm explained in Section 4.6.3 to predict the logarithm of the
response time.

• Online updating phase: finally we try to predict log(yt)− fτ (xt) with a
function denoted as dτ,t using the algorithm as explained in Section 4.6.4.
The optimal dτ,start can be determined using a validation set or can be
set to 0. We add dt to fτ (xt) to make the final prediction. The latter is
equivalent to updating the constant offset bt such that bt equals b+ dt.

This final algorithm performs well on both PI1 and PI2.

Algorithm 3 Given the true response times RTt for t = 1, ..., n+ L generate
the input vectors xt and the output values yt for t = 1, ..., n. RTt is the true
response time at time t, xt is the input vector at time t+L and yt is the output
vector at time t+L. The function quantile (τ,X ) expresses the τ -quantile value
of the set X .
for t = 1→ n do
q1,t ← quantile

(
τ, {RTt}

t+L
4 −1

i=t

)
q2,t ← quantile

(
τ, {RTt}

t+L
2 −1

i=t+L
4

)
q3,t ← quantile

(
τ, {RTt}

t+ 3L
4 −1

i=t+L
2

)
q4,t ← quantile

(
τ, {RTt}t+L−1

i=t+ 3L
4

)
xt ← [log(q1,t), log(q2,t), log(q3,t), log(q4,t)]T
yt ← log(RTt+L)

end for
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Figure 4.9: Quantile estimation for the Movie Dataset using the kernel-based
quantile estimator with online adaptation of the constant offset (KQOA) and
the sliding window estimator (SW). The upper figure shows the results for data
point 0 to 5000. The lower figure zooms in on data point 4000 to 4500.

4.7 Experimental Evaluation

We limit the experimental evaluation to predicting the response time. In a
first scenario we predict the response time of an individual service, in a second
scenario we predict the response time of an entire workflow.
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(a) Movie Dataset

PI1 PI2(%) fv,test

KQOA 0.0635 58.5 0.98
KQ 0.0637 99.6 0.63

SWQ 0.0974 0.0 1.85

(b) Adjusted Movie Dataset

PI2(%) fv,test

KQOA 6.9 1.25
KQ 0.0 1.75

SWQ 0.0 2.95

Table 4.6: Comparison of the performance of the Kernel-based Quantile
Estimator with Online Adaptation of Constant Offset (KQOA) and the Sliding
Window Quantile Estimator (SWQ) on the Movie Dataset (a) and the Movie
Dataset with an increase of 15s in response time of 50 randomly selected test set
datapoints (b). PI1 equals the cumulative pinball loss, PI2(%) is the probability
an estimator with true quantile value 99% causes equal or more violations and
fv,test is the number of violations in the test set per 100 datapoints.

4.7.1 Prediction For Individual Services

The kernel-based quantile estimator (KQ) explained in Section 4.6.3 and the
kernel-based quantile estimator with online adaptation of the constant offset
(KQOA) explained in Section 4.6.5 will be evaluated using a real-life data set
discussed in Section 4.3.5: the Movie Dataset. We also compare the performance
of our algorithms to a sliding window approach, which is used in related work
(Rosario et al. 2008).

The kernel we use is a RBF-kernel. The input vectors are quantile values of sets
of past response time as shown in Algorithm 3. KQ has three hyperparameters:
the regularization parameter λ, the kernel parameter σ and the lag L. KQOA
has an extra parameter: the online learning rate η. The training set consists of
the first 700 datapoints and will be used to find the optimal α and b, given the
hyperparameters. The validation set consists of the next 300 datapoints and
will be used to optimize the hyperparameters λ, σ and L. The learning rate η of
the second algorithm allows adaptation to unexpected events and should not be
chosen to small. Unexpected behaviour that might happen in the test set might
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not happen in the validation set. We have chosen η as big as possible such that
the performance according to performance indicator I on the validation set does
not increase with more than 2%.

When the optimal hyperparameters are found, the algorithm is retrained on
both the training and the validation set. The performance will then be evaluated
using the test set which contains the remaining 4000 datapoints. We compare
our algorithms to a sliding window quantile estimator with windowsize w. The
latter estimator uses the τ -quantile value of the lasts w datapoints as τ -quantile
estimation for the next datapoint. The parameter w is optimized using the first
1000 datapoints as training set and evaluated using the next 4000 datapoints
as test set. The KQOA and SW quantile estimations for the Movie Dataset
are shown in Figure 4.9. The lower figure zooms in on the area between data
point 4000 and 4500. The performances of the estimators for a quantile value
of 99% are summarized in Table 4.6(a) . According to PI1 the expected cost
using the kernel-based algorithms is approximately 30% lower compared to the
sliding window algorithm. According to PI2 the probability an estimator with
true quantile value 99% causes equal or more violations than the estimator is
quite big for the kernel-based algorithms and almost non-existing for the sliding
window estimator.

We can conclude our algorithms performs significantly better than the sliding
window estimator on both PI1 and PI2. Without online adaptation, however,
we cannot guarantee that PI2 will not converge to zero. With online adaptation,
given certain assumptions, we can. To show the effect of the online adaptation,
we increased the response time of 50 randomly selected datapoints of the test set
by 15 seconds. This causes the KQ algorithm to perform bad since these spikes
only appear in the test set and are thereby not learned during the training
period. In Table 4.6(b), we can see that for this experiment only KQOA has a
value for PI2 that differs significantly from zero. The optimal hyperparameters
for our algorithms are: L = 24, σ = 500, λ = 0.005 and η = 0.1. The optimal
window size for the sliding window quantile estimator equals 92.

4.7.2 Prediction For Composite Services

For predicting the response time of composite services, we need to calculate the
simulated response times according to the technique explained in Section 4.5.
We use the e-health case study described in Section 4.3.1, where each elementary
service has a response time according to simulated data for a long-running
process. Rosario (Rosario et al. 2008) validated the use of certain families
of distributions and performed their best fit on measured data real-life web
services. They observed that the Gamma and the Log-Logistic distributions
were a reasonably good fit for the response times.
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To simulate data for the elementary services, we will assume the number of
working hours needed to complete a task is modelled as log-logistic distributed
random variables. The log-logistic distribution is similar in shape to the log-
normal distribution but has heavier tails. The probability density function
depends on α and β:

f(x;α, β) =
(βα )( xα )β−1

[1 + ( xα )β ]2 . (4.36)

Some of the services in our case study require human interaction and thus we
assume the completion time of a task is subject to working hours of the service.
Depending on the service, a working day starts and ends at a specific hour and
are open or closed on Saturdays and Sundays. An overview of our assumptions
is shown in Table 4.7. Outside the range of working hours the progress of the
task is freezed. For example, if a working day starts at 8h and ends at 16h,
then a task taking 9 working hours to complete that starts at 10h on Monday
will end at 11h on Tuesday. The response time of 25 hours consist of 6 working
hours within the same day, 16 non-working hours and 3 working hours the next
day. We assume monitoring is done every hour. The generated response times
for all elementary services of the e-health workflow are shown in Figure 4.10.
The graph at the bottom represents the resulting composite response time,
calculated using the PNET-system described in Section 4.5.

We will compare the Kernel-based Quantile estimator (KQ) explained in
Section 4.6.3 and the Kernel-based Quantile estimator with Online Adaptation
of the constant offset (KQOA) explained in Section 4.6.5 to the probabilistic
approach using Boostrap-based Simulations explained in the paper of Rosario
(Rosario et al. 2008). In this work, they use bootstrap based Monte Carlo

Services
Parameters

Start End Weekend α β

Post 1 8h 15h Closed log(10) 1/8
Radiology 9h 18h Closed log(14) 1/10

Screening 1 8h 20h Saturday log(12) 1/9
Screening 2 8h 22h Closed log(12) 1/7
Screening 3 8h 20h Saturday log(15) 1/7

Report 0h 24h Open log(2) 1/10
Billing 0h 24h Open log(5) 1/4
Post 2 8h 15h Closed log(10) 1/8

Table 4.7: Parameter assumptions for elementary services of e-health case study
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(a) Post Service 1 (b) Radiology Service

(c) Screening Service 1 (d) Screening Service 2

(e) Screening Service 3 (f) Report Service

(g) Billing Service (h) Post Service 2

(i) Composite Application: e-health workflow

Figure 4.10: Overview of response times of elementary service (a-h) and
resulting simulated response time of composite service (i) for e-health case
study (horizontal axis: time (in hours) - vertical axis: response time (in hours))
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Figure 4.11: Quantile estimation for the e-health application using the kernel-
based quantile estimator with online adaptation of the constant offset (KQOA)
and the bootstrap based Monte Carlo estimator (BBMC).

(BBMC) simulations to estimate a composite QoS value by repeatedly drawing
QoS values from the probability distributions of the constituting elementary
services and composing them using soft contract rules. The training set consists
of the first 4 weeks, the validation set (used to optimize hyperparameters) of
the next 4 weeks and the test set consists of the last 8 weeks. After optimizing
the hyperparameters the algorithm is retrained on both the validation and
training set. BBMC uses past response time as input which has the problem
that recent executions of individual services may not have ended yet. Their
response time is thus unknown. We solve this by sliding the window backwards
in time until all response times within and before the window are known. As
shown in Algorithm 4, we take the time (in hours) within a week as input vector
for KQ and KQOA, because we a priori know there is weekly seasonality. The
KQOA and BBMC quantile estimations for the e-health application are shown
in Figure 4.11. Table 4.8 shows KQ and KQOA perform better than BBMC and
shows the number of violations for BBMC is very low. The estimated quantile
value of BBMC is thus an overestimate of the true quantile value which can be
explained as follows:

For some services the progress freezes during the weekends. The response time
of these services on Friday evening will be very high. Suppose we have two
services whose response time are shown in Table 4.9 that need to be executed
sequentially. The number of working hours to complete service 1 is exactly 2
and the number of working hours needed to complete service 2 is exactly 3. The
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working day starts at 8h and ends at 16h. The time to complete this workflow on
Friday is 5 hours until 11h and 69 hours (5 hours + 16 hours + 48 hours) after
11h. If, during the Monte Carlo Simulation the response time at 16h of service
1 (which equals 66 hours) and the response at 15h of service 2 (which equals 67
hours) are combined, then this causes a total response time of 133 hours. The
response time will never be that high in practice. The worst case scenario using
Monte Carlo thus becomes worse than the ‘actual’ worst case scenario which
causes the estimated 99%-quantile value to be too high. For a similar reason it
can be shown the estimated 1%-quantile values on the E-Health dataset are on
average lower than the true 1%-quantile values. The approach used in KQ and
KQOA of first composing the response times as explained in Section 4.5 and
then estimating the quantile values avoids this problem. Another reason for the
poor performance of BBMC is that it cannot learn the seasonality patterns.

Algorithm 4 Given the true response times RTt for t = 1, ..., n generate the
input vectors xt and the output values yt for t = 1, ..., n.
for t = 1→ n do
xt ← t mod 24 · 7
yt ← RTt

end for

PI1 PI2(%) fv,test

KQOA 0.795 69.1 0.89
KQ 0.857 3.3 1.56

BBMC 1.212 100.0 0.0

Table 4.8: Comparison of the performance of the Kernel-based Quantile
Estimator (KQ), Kernel-based Quantile estimator with Online Adaptation
of Constant Offset (KQOA) and the probabilistic approach using Boostrap-
based Simulations (BBMC) on the E-Health Dataset. PI1 equals the cumulative
pinball loss, PI2(%) is the probability an estimator with true quantile value
99% causes equal or more violations and fv,test is the number of violations in
the test set per 100 datapoints. The chosen hyperparameters for KQOA and/or
KQ are: σ = 50, λ = 0.01 and η = 0.02. The chosen window-size for BBMC
equals 300.
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Time(hours) 8 9 10 11 12 13 14 15 16

RT1 2 2 2 2 2 2 2 66 66
RT2 3 3 3 3 3 3 67 67 67

Table 4.9: Response times of two services on Friday. For both services the
progress freezes during the weekend. The response time of service 1 is denoted
as RT1 and the response time of service 2 is denoted as RT2.

4.8 Conclusion

In this chapter we have developed a two-step approach to predict QoS values
of composite services. The first step, which is based upon Petri nets, derives
simulated QoS-values of a workflow composition from those of its constituent
elementary services. In a second step we focus on the response time and try to
predict future response times of composite services based upon the simulated
response times using a kernel-based quantile estimator with online adaptation
of the constant offset. The latter algorithm has a batch and an online learning
phase. During the batch learning phase it tries to minimize, in a regularized
manner and given certain assumptions, the occurrence of two types of errors: a
type I error occurs when a service is rejected in which the real response time is
smaller than the agreed response time and a type II error occurs when a service
is accepted in which the real response time exceeds the agreed response time.
The online learning phase assures that the number of times the true response
time exceeds the estimated response time converges to the agreed quantile value.

We have evaluated our prediction algorithm on one elementary service, an
automated service using real-life web service data, and on one composite service,
a service with human interaction using simulated data. On the first dataset
our algorithm causes a loss that is 30% less than that of a sliding window
estimator and on the second dataset our algorithm significantly outperforms the
probabilistic approach using Boostrap-based Simulations (BBMC) explained in
the paper of Rosario et al. (Rosario et al. 2008).
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Chapter 5

Multi-Tenant Customization
of Workflow Processes

Preamble

This goal of this chapter is twofold. First, we integrate the solutions from the
previous two chapters in one middleware architecture to enable functional, as well
as non-functional business processes customizations. Second, we introduce some
mechanisms to leverage this middleware to support demand-driven adaptation
of shared process templates in a multi-tenant SaaS environment. The content
of this chapter relates to the paper “An Open Middleware for Proactive QoS-
Aware Service Composition in a Multi-Tenant SaaS Environment” (Geebelen
et al., 2012), which has been presented on the 2012 International Conference
on Internet Computing (ICOMP’12). The ideas presented in this chapter have
been implemented in a prototype. The prototype uses the concepts discussed
in Chapter 3 to allow deploy- and run-time customization, and integrates the
QoS prediction algorithm discussed in Chapter 4 to perform QoS-aware service
composition.
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Multi-Tenant Customization
of Workflow Processes

Abstract

Business Process as a Service (BPaaS) is expected to emerge as the next major
category of cloud computing. The combination of fast expanding technologies
with increasing competitiveness will make more and more companies to move
parts of their business processes into the cloud. This enables them to take
advantage of the cloud provider’s expertise and to reduce their cost by sharing
resources to exploit economies of scale. In such a multi-tenant setting, the
cloud provider has to tailor its business processes to meet the requirements of
each tenant. As such, there is a need for a generic architecture that enables
existing business process technologies to build and execute highly customizable
processes. This chapter has the following contributions: To support the provider
with the creation of custom-tailored processes, we propose an open middleware
that provides the mechanisms to perform requirement-driven customizations
on shared process templates. This open middleware supports easy integration
of new and existing service selection and prediction techniques. We evaluate
the completeness, effectiveness and performance of our approach by means of a
multi-tenant case study in the healthcare domain.

5.1 Introduction
Context. With the trend of cloud computing, an increasing number of service-
oriented software has been deployed as Software-as-a-Service (SaaS) applications.
The SaaS deployment model delivers software applications as online services
on demand (Mell et al., 2011). A special form/instance of SaaS is particularly
relevant for enterprizes: Business Process as a Service (BPaaS) (Wang et
al., 2010), where the hosted software services are complete business processes
(workflows).
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BPaaS differs from traditional Business Process Outsourcing (BPO) by the fact
that economy of scale plays a much more important role. Instead of hosting a
dedicated business process engine per customer or even per business process,
BPaaS enables the serving of multiple customers with a single engine hosting
multiple business processes (Anstett et al., 2009). This approach is known
as multi-tenancy and the customers are called tenants. The primary benefit
of multi-tenancy is the reduction of operational costs of providing software
services: (i) hardware and software resources are shared by all tenants, and (ii)
the maintenance efforts by the BPaaS provider are more centralized because
they can be applied for all tenants at once.

Problem Statement. The use of such a multi-tenant architecture that tries
to optimize shareability, however, has a negative impact on the flexibility to
address the unique requirements of the different tenants. As such, a multi-
tenant BPaaS needs to support the creation and management of multiple co-
existing customizations, enabling business processes to be tailored and executed
according to the tenant-specific requirements. However, existing business process
standards, such as WS-BPEL, introduce limitations regarding modularity and
flexibility and are thereby as-is not suitable for multi-tenancy. Due to the
static character of the scripts, customizations need to be hard-coded into the
process descriptor and cannot be applied at run-time. Using a branch for each
variability point scales badly and quickly results in unmanageable processes.
Moreover, they are lacking support for reusability of primitive and structured
activities. Designing processes with a lot of variability often leads to duplication
which makes the workflow descriptor complicated and unnecessarily large.

Also platform support for non-functional requirements is typically not easily
customizable per tenant. Yet, different tenants have different requirements with
respect to availability, security and performance, typically expressed in Service
Level Agreements (SLAs). When different tenants are hosted by the same
business process, the underlying middleware should adapt its support for these
non-functional requirements on a per-tenant basis. This requires techniques for
QoS-aware service selection and prediction. The choice of the most suitable
technique typically depends on the particular context and characteristics of
the services that are being composed (Cavallo et al., 2010; Xianglan et al.,
2011; Strunk et al., 2010). However, no practical service composition framework
exists that allows flexible integration with different prediction and QoS selection
algorithms. The existing practical frameworks are all based on a specific
particular prediction and/or selection algorithms. Moreover, they are closed
implementations that cannot be easily modified with new algorithms.

Approach & Contribution. We propose a middleware for the creation and
management of customizable business processes to enable more software and
SLA variability without losing the scalability benefits of multi-tenancy. The
core idea is to design a business process as a shareable template where tasks,
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such as service invocations, can be specified on an abstract level. Concrete
implementations of the tasks, modelled as aspects, are then selected from a
library according to the customization logic to tailor a process with its specific
functional and non-functional characteristics. This executable process can
be shared among tenants with similar requirements. A tenant can trigger
the creation and execution of a dedicated instance by invoking the executable
process. To address the limitations of WS-BPEL and support the tenant-specific
customizations, the middleware provides the following functionalities: Firstly,
it enables the creation of tenant-aware processes at deploy-time that are also
able to regenerate themselves at run-time. Secondly, to enhance reusability
and manageability, the middleware supports separation of customization logic
from the functional workflow and modularization of workflow tasks in reusable
aspects. Thirdly, to offer an extensible and flexible solution and allow the
execution of simple as well as complex customizations, the service selection logic
is implemented using a general purpose language, and allows easy integration
of other technologies.

To effectively support non-functional customizations, service invocations in a
workflow are not designed in terms of specific services, but rather in terms of
abstract specifications of the desired behaviour. Automatic service composition
techniques can then be employed to identify and compose services into tenant-
specific compositions. To support the BPaaS provider with the QoS-aware
service composition process, our middleware is open to allow easy integration
of existing algorithms to find an optimal assignment of services to workflow
tasks according to a tenant’s non-functional requirements. This is illustrated by
integrating a practical implementation of the prediction algorithm discussed in
Chapter 4. This algorithm is used to maximize the probability that the selected
composition of services at design time, will still respect the SLA promised to
tenants during the actual execution of the workflow. In case a workflow execution
still threatens to violate a tenant’s non-functional requirements, the underlying
middleware can adapt its support for these non-functional requirements at
run-time.

Structure of the Chapter. The remainder of this chapter is organized as
follows: Section 5.2 clarifies the problem statement by a motivating scenario,
identifies the main requirements of our middleware and discusses their related
work. Section 5.3 shows how a tenant can specify its requirements by means of
a feature model and gives an overview of the proposed middleware. Section 5.4
explains how the middleware is used to enforce non-functional requirements
by means of QoS-aware service composition. The prototype implementation
is discussed in Section 5.5. An evaluation of the middleware is documented in
Section 5.6. Finally, Section 5.7 concludes the chapter.
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5.2 Motivation & Related Work

Section 5.2.1 presents a motivating example that illustrates the problem
statement that we aim to tackle with our middleware. Section 5.2.2 identifies
the requirements to enable multi-tenant customization for business processes in
a BPaaS environment. For each requirement, we discuss relevant related work
in Section 5.2.3.

5.2.1 Running Example: An E-Health Workflow

This section presents a case study situated in the health care environment.
The case study consists of a workflow that realizes a mammography screening
program in order to reduce breast cancer mortality by early detection for women
above a certain age. The workflow is illustrated in Figure 5.1.

The first task of the workflow consists of sending out invitations to all women
that qualify for the program to let a radiologist take images needed for the
screening. Once images are taken, the radiologist uploads them to the system
(task 2). Next, the image needs to be analysed by specialized screening centers.
There are always two independent readings, represented by tasks 3 and 4. These
readings can be performed in parallel. In a next step, the two results of the
readings are compared. When the results are identical, there is little doubt that
the two physicians made the same mistake. Therefore it can be safely assumed
that results are correct and the workflow can proceed with task 5. However,
when the results are different, a concluding reading is performed (task 4’). Once
the results of the screening of a particular screening subject are formulated, a
report is generated (task 5) and different parties are billed (task 6). Finally, a

Figure 5.1: Example e-health workflow
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report is sent to the screening subject and her general practitioner in task 7.
Task 5 and 7 can be done in parallel with task 6.

The application is hosted by a service composition provider on a BPaaS platform.
In this example, we assume the service composition provider is a specialized
radiology department. The tenants are other departments of the hospital,
other hospitals, or local general practitioners that initiate the breast cancer
detection workflow on behalf of their patients, the end-users. Each task in
the workflow can be executed by different partners, each having their own
characteristics. Depending on the personal preferences of the tenant or end-user,
the requirements for the workflow may differ. The service composition provider
can anticipate on these requirements by selecting appropriate partners to solve
each task. Requirements can be functional or non-functional: A tenant must be
able to specify simple functional constraints like which partners are or are not
allowed to participate in the workflow. Example non-function requirements are
how long a service request can take, how reliable it must be or its maximal cost.

Suppose we have 2 candidate services which can perform the post task (P1,
P2), 3 radiology departments that can screen a subject (R1, R2 and R3) and 5
departments that are specialized in analysing the screening results (S1, S2, S3,
S4 and S5). All these services have their own non-functional characteristics. An
example customization is where a tenant requires a workflow with a maximal
duration of 10 days, a total reliability higher than 93% and a cost of no more
than 460 EUR. Furthermore, the tenant prefers all mailing to be handled by
P1 and for the screening task he does not trust S5. If such a combination of
participating partners is possible, our aim is to find and tailor the workflow on
such a per-tenant basis.

5.2.2 Requirements

To support tenant-specific business process customization, there is need for a
generic middleware that extends traditional workflow platforms by providing
the intelligence and a systematic methodology for building highly customizable
workflows. The middleware should be able (1) to allow a business process
to be tailored at deploy-time according to tenant-specific requirements,
(2) to provide a fallback mechanism to adapt the tenant-specific process
instance at run-time when its execution unpredictably threatens to deviate
from the requirements and (3) to deal with non-functional tenant-specific
requirements by selecting an appropriate combination of services to
handle the different tasks of the business process, given a pool of candidate
services and their monitored QoS attributes. We identify some important
requirements with respect to each of these goals.
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Deploy-time Customization

In Chapter 2, we have illustrated by means of a graphical representation of a
business process in WS-BPEL (Figure 2.8) that the design of a fairly complex
system, that requires a lot of variability, quickly becomes impossible to manage.
In a multi-tenant environment, many of such variations are required to allow the
workflow process to behave differently depending on which tenant is currently
executing the process. An important cause for the quickly exploding complexity
of the process descriptor with an increasing need for variability is the lack of
support regarding modularity and flexibility.

A modular application, in contrast to one monolithic chunk of code has several
advantages. It allows creating code that can be easily re-used. Breaking up a
program in logical sections also makes it easier to write, debug and understand
the program. Besides modularization of the functional part, it is also useful
to provide a means for separation of concerns. Examples of such concerns are
logging, tracing, billing and security. Typically, we want to avoid that those
concerns end up scattered across the main functionality of the program, tangled
with one another. For designing and implementing WS-BPEL processes, there
is little support for these concepts that foster modularization and reuse of code.
The design of a process that requires variability often leads to a lot of duplication.
To allow a business process to be tailored in an efficient and manageable way,
there is thus need to extend WS-BPEL with support for modularization and
separation of concerns to bring more structure in complex workflows and
improve their readability, reusability and maintainability.

Most workflow languages, including WS-BPEL, are used to model the behaviour
of processes with xml-based syntax. Due to its limited expressiveness, the
implementation of simple customizations quickly makes the workflow descriptor
complicated and unnecessarily large. Complex customizations, spanning
multiple tasks, are difficult or even impossible to realize. QoS-aware web service
composition is an example of a complex customization problem. Often many
available web services provide similar functionality, but have different Quality
of Service (QoS). In this case, a choice needs to be made to determine which
services are selected to participate in a given service composition to minimize
the violation probability of a service level agreement (SLA) between a tenant
and the service (composition) provider. To model complex customizations, like
QoS-aware service composition, an extra layer of intelligence is needed that
integrates complex reasoning logic that transcends the functionality provided
by a standard workflow language.
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Run-time Adaptation

Because of the dynamic and unpredictable nature of services, there is a need for
flexible business processes that are able to react on unforeseen circumstances
during their execution. A service provider that hosts a workflow process can
delegate a task to different third-parties that are often out of his control. In
the e-health workflow, for example, there are different post services that can
be contacted to handle the invitations for a screening. Also different screening
centers are able to interpret a mammography of a radiology service. It is not
unrealistic that during the life-cycle of a process, interfaces of participating
services change, new functionality is added, or a competitive service suddenly
offers a similar service under better conditions. It can also happen that a
service is temporarily unavailable and the SLA between tenant and service
provider threatens to be violated. In these cases, we want to be able to adapt
the workflow and possibly switch partners during execution. The replacing
service has not necessarily the same interface, and the address of the new target
service is possibly not known at design time. Due to the static character of
WS-BPEL scripts, service invocations are hard-coded into the process descriptor
and cannot be changed at run-time. Simple variations like switching between
services to solve a specific task need to be modelled explicitly. Using a branch
for each possibility scales badly and quickly results again in unmanageable
processes. So there is a need for run-time adaptation and substitutable
services during workflow execution.

QoS-Aware Service Composition

To enforce a tenant’s non-functional requirements, the middleware must support
QoS-aware service composition. Two popular fields of research in this domain
are QoS-based service selection and QoS prediction. QoS-based service selection
deals with finding an assignment of services to workflow tasks which maximizes
a customer related utility function. Typically this boils down to the following
optimization problem: given an abstract composite service and a set of candidate
services with different QoS values for each task, find a service for each task such
that the global composite QoS value satisfies certain Service Level Objectives
(SLO). The QoS values of the candidate services, such as response time, however,
can be very volatile with respect to time. In case of the e-health workflow, for
example, when several services are invoked right before closing time, it can
take much longer to complete the workflow then when it would have started on
another time. This is where QoS prediction can be used to predict accurate
expected values for quality measures. QoS prediction allows thus to bridge the
time gap between the service selection process and the actual execution of the
composite service.
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Our main requirements regarding “QoS-aware service composition” are: First,
we need to maximize the probability that the selected composition of
services according to a tenant’s non-functional requirements at deploy-time,
will still respect the SLA promised to tenants during the actual execution
of the workflow. Second, if at a given point in time the actual execution of the
composition unpredictably threatens to violate the SLA, we need to be able
to reselect and substitute participating services for any remaining tasks
at run-time. To support these requirements, our middleware should offer the
option to select an appropriate technique for optimizing the service composition
process. The middleware should thus provide an open yet disciplined
programming model to allow an easy integration of new service selection
and prediction techniques.

5.2.3 Related Work

Deploy-time customization & Run-time adaptation

Several works can be found in literatures that address the monolithicity
problem of workflow languages. BPEL-SPE (Kloppmann et al., 2005) introduces
an extra layer on top of the WS-BPEL language that supports invocation of a
business process as a sub-process of another business process. This approach
focuses on modularization and reuse. One of their challenges is to allow a tight
coupling between the parent and sub-process. The paper examines various
flavours of sub-processes and different modes of invocation, and outlines the
syntax and semantics of the needed extension. The language specification,
which defines the precise syntax of this extension, is not implemented. Mietzner
et al. (2008) propose a template-based approach for customizing processes in
the context of SaaS. They describe the notion of a variability descriptor to
define variability points for the process layer and related artifacts and show
how these variability descriptors can be transformed into a WS-BPEL process
model. Other approaches are related to Aspect Oriented Programming (AOP)
(Charfi et al., 2004; Braem et al., 2007; Courbis et al., 2005; Erradi et al., 2005;
Karastoyanova et al., 2009), where cross-cutting concern are modularized
in aspects and can be weaved into the workflow process. Isolating process-level
concerns using Padus (Braem et al., 2007) uses static (deploy-time) weaving.
This approach introduces no runtime overhead and the resulting process is
compatible with existing WS-BPEL engines. A disadvantage of static weaving
is that customization of running instances is not possible and thus service
invocations cannot be adapted at run-time. Although, these AOP solutions
provide a good mechanism for modularization and separation of concerns
and performing basic workflow customizations, they do not provide the necessary
support for modelling complex customizations that cannot be expressed solely
using the WS-BPEL language.
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Many related works in the area of run-time adaptation of business
processes focus on the service substitution problem by resolving interface
incompatibilities by adapter-based approaches (Ardagna et al., 2007; Benatallah
et al., 2005; Lin et al., 2006; Cavallaro et al., 2008; Moser et al., 2008). They
address the problem of invoking services having an interface or protocol different
from those originally expected by the service requester. Cavallaro (2008) and
Benatallah (2005) identify a number of possible mismatches between services and
some mapping functions that can be used to solve the mismatches. In Nezhad
(2007) a tool to assist a system integrator in developing adapters for web service
integration is presented. In Moser (2008), WS-BPEL processes are adapted by
exchanging service bindings at runtime, and compatibility between services is
ensured using XSLT-based transformation. Also some of the aspect-oriented
approaches can deal with run-time adaptations. Charfi (2004), Erradi (2005),
Courbis (2005) and Karastoyanova (2009) allow aspect addition and removal
during execution of WS-BPEL processes. These AOP approaches can deal with
run-time service substitution by modularizing service invocations in aspects
which can then be weaved into the workflow descriptor during execution. A
disadvantage of their approach is the requirement of an aspect-aware workflow
engine which makes their solution not portable to existing workflow engines.
In this work, we take a similar approach but instead of using an aspect-aware
workflow engine, we use the recovery mechanism available is most existing
workflow engine implementations to perform run-time customizations.

QoS-aware service composition

In literature, several methodologies and frameworks have been proposed that
address the challenge of QoS-aware service composition. Surveys are
reported in Xianglan et al. (2011) and Strunk (2010). Tsai et al. (2004)
address automatic service substitution in case of failures. They do not allow for
a composition’s behavior to be changed apart from a substitution of a single
service (and possibly a limited amount of rebinding and replanning needed to
support this substitution). Agarwal et al. (2010) and Christos et al. (2009)
propose a framework for QoS-aware service composition that does not involve
calculating a composite QoS, but support services selection based on constraints
specified on the level the workflow tasks. Erradi at al. (2005) express expected
properties as policies on the QoS parameters in the form of event-condition-
action (ECA) rules. When a deviation from the expected QoS parameters is
detected, the customization is initiated and the application is modified. In such
a case, customization actions may include re-execution of a particular activity
or a fragment of a composition, binding/replacement of a service, applying an
alternative process, as well as re-discovering and re-composing services. PAWS
(Ardagna et al., 2007) is framework that uses service-substitution with two
primary goals. First, they want workflows to be self-optimizing. PAWS should
select the best available services for executing the process and define the most
appropriate quality-of-service (QoS) levels for delivering them. Second, PAWS
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should guarantee service provisioning, even in case of failures, through recovery
actions and self-adaptation if the context changes. The METEOR-S project
(Verma et al., 2005) aims at creating a framework to support dynamic selection of
optimal partner web services. Developers create abstract processes that contain
service templates (semantic requests). At runtime a configuration module
binds these to concrete services using semantic discovery and an execution
environment handles their invocation.

Several works specifically address the challenge of QoS-based service
selection. Some of them tackle the composition problem assuming fixed QoS
attributes for the elementary services. Cardoso’s PhD. Thesis (2002) is a seminal
work that proposes a framework that uses Stochastic Workflow Reduction to
arrive at QoS estimates for the overall workflow, provided the QoS values for
all tasks in the workflow are known. Canfora et al. (2005) apply a similar
model with minor adaptations. Their middleware uses Genetic Algorithms for
deriving optimal QoS compositions. Zeng et al. (2004) also present a QoS-
aware middleware for quality-driven web service compositions. In this work, the
authors propose state charts and aggregation functions to represent the execution
plans and execution paths. Two service selection approaches for constructing
composite services have been proposed: local optimization and global planning.
Their study shows that global planning is better than local optimization. More
recent works take into account the fact that in business environments QoS
attributes rarely remain unchanged over the lifetime of a web process and focus
on the stochastic service composition problem. Harney et al. (2007) present a
composition solution that intelligently adapts workflow processes to changes in
quality parameters of service providers. Changes are introduced by means of
expiration times, i.e. service providers provide their current reliability rates and
duration of time for which the current reliability rates are guaranteed to remain
unchanged. Wiesemann et al. (2008) formulate the service composition problem
as a multi-objective stochastic program which simultaneously optimizes QoS
parameters which are modelled as decision-dependent random variables. Their
model minimizes the average value-at-risk (AVaR) of the workflow duration and
costs while imposing constraints on the workflow availability and reliability.

Other works focuses on the challenge of QoS prediction in a volatile
environment. Chen et al. (2011) propose a dynamic QoS model to represent
the time related characteristics of QoS, which is used for QoS prediction.
Also pro-active QoS monitoring and failure prevention techniques can be
categorized in this research field. Canfora et al. (2005) support runtime
replanning if the actual QoS is predicted to deviate from the required SLA.
Leitner et al. (2010) propose a framework called PREvent for event-based
monitoring and prediction of SLA violations and automated runtime prevention
by triggering adaptation actions in service compositions. A similar approach
is taken by Ivanovic et al. (2011), who propose a method whereby constraints
that model SLA conformance and violation are derived during the execution of
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a service composition. These constraints are generated using the structure of
the composition and properties of the component services. ProAdapt (Proactive
adaptation of service composition)(Aschoff et al.,2011) is an approach for
proactive adaptation of service compositions due to changes in service operation
response time, or unavailability of operations or services. The approach uses
exponentially weighted moving average (EWMA) to model service operation
response time. Decision for replacement takes into account the predicted
response time and cost values as well. Other related work is done by Rosario et
al. (2008). They propose a technique based on soft contracts. Soft contracts
are characterized through probability distributions for QoS parameters. To
yield a global contract for the composition, they use a tool called TOrQuE
to unfold a composition and estimate its response time using Monte Carlo
simulation. In Geebelen et al. (2011), we proposed a theoretical framework to
predict the violation probability of an SLA, given the composite service, the
QoS requirements and the monitored QoS values of the participating services.
Using a technique based upon Petri nets, the framework can derive simulated
QoS-values of a workflow composition from those of its constituent elementary
services. In a next step, future QoS values of the composite service can be
predicted based upon the simulated QoS-values using a kernel-based quantile
estimator with online adaptation of the constant offset. This work is able to
take into account service dependencies and allows the modeling of seasonality
in QoS attributes. We will this methodology to select an optimal composition
at deploy-time. We can also use them in combination with run-time adaptation
to reselect remaining services if the composition is expected to violate the SLA.

A limitation of the existing work in QoS-aware service composition is that
a lot of these works are purely theoretical results that have not been validated in
a practical setting with existing standards-based service orchestration languages
such as WS-BPEL. The works which have implemented a practical system for
QoS-aware service composition, support one specific selection and/or prediction
technique, require a customized execution engine (Aschoff et al., 2011; Zeng et
al., 2004), and, more importantly, are closed implementations (Aschoff et al.,
2011; Agarwal et al., 2010; Christos et al., 2009; Zeng et al., 2004) that cannot
easily be modified or extended with an alternative technique.

5.3 A Middleware for Multi-Tenant Customization
of Business Processes

In this section we present our middleware that provides a solution for the
requirements discussed above. The middleware extends our framework presented
in Chapter 3 with multi-tenancy support and QoS-aware service composition.
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Section 5.3.1 discusses how a tenant can specify its requirements by means of a
feature model. Next, Section 5.3.2 gives a high-level overview of the middleware.
How our middleware is used 1) to tailor a tenant-specific process at deploy-time
and 2) to adapt the tenant-specific process instance at run-time, is discussed in
Appendix B.

5.3.1 Feature-based Requirement Specification

Feature models were first introduced in the Feature-Oriented Domain Analysis
(FODA) method by Kang in 1990. Since then, feature modelling has widely been
adopted by the software product line (SPL) community to model variability
among the products of an SPL (Pohl et al., 2005). A feature is here defined
as a distinctive functionality, service, quality or characteristic of a software
system or systems in a domain (Kang et al., 1990). In software product
line engineering (SPLE), product configuration denotes the instantiation of
a software product from the set of core assets (Beuche, 2003). It typically
boils down to selecting the required features in a feature model (Metzker et al.,
2007) and subsequently combining a set of core implementation assets (reusable
components) to instantiate the software product.

The aim of our middleware is to support high variability by offering several
customization possibilities to be able to provide tenants with custom-tailored
business processes. As such there is quite a logical overlap between product-
line configuration and our goal. Analog to SPL we will use a simple feature
model to represent the variations that can be made during the composition
process of a workflow. There are several notations to design feature models. We
found that the one proposed by Czarnecki (2000) is the most comprehensible
and flexible as well as being one of the most quoted. An example feature
model for the case study described above using Czarnecky’s notation is shown
in Figure 5.2. A quantitative extension of the model is used to represent
non-functional requirements.

Relationships between a parent feature and its child features are categorized as:

• Mandatory - child feature is required.
• Optional - child feature is optional.
• Alternative (xor) - one of the sub-features must be selected.
• Or - at least one of the sub-features must be selected.

The feature model specifies all variations that are currently possible to customize
the workflow and is prepared by the BPaaS provider. The root of the model
represents the abstract composition. The direct children of the root denote the
different tasks that need to be accomplished to complete the composition. Each
task contains children representing the partners (services) that can be used to
execute the task. The tenant, who applies for the creation of a tailored business
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Figure 5.2: Example feature model for e-health workflow

process on behalf of the end-users, specifies his requirements by (1) choosing a
subset of the model to indicate his functional requirements, and (2) providing
extra attributes to indicate his non-functional requirements. An example tenant
specific requirement specification is shown in red. The specification states that
all services can be selected except P2 and S5. Some general quality constraints
are specified for the global workflow and each screening service must have a
reliability larger than 8 on a scale of 10. The tenant also wants to enable security
to prevent unauthorized access to instances of the customized workflow by other
tenants. This feature selection can then be sent by the tenant as a composition
request to the middleware to trigger the composition of an adequate workflow.

Discussion - Although the mapping of SPLE concepts to BPaaS engineering
seems natural, there are still some open issues. First, there is difference of
planned vs. unplanned reuse: Standard software product-line is based on
planned reuse, meaning that all possible variations are known upfront. Service
compositions, on the other hand, are open-ended: During the existence of a
service composition, new services or new versions of services can come up; new
types of customization can be introduced, etc. Due to this dynamic nature of
the environment in which service compositions operate, measures need to be
taken to cope with this unplanned reuse. Second, service line deployment is
typically a static process that is performed off-line while BPaaS customizations
have to be processed on-line, per tenant request. This leads to the notion
that SPLE methodology should be extended beyond deployment to deal with
on-line variability management. A detailed elaboration of a feature-based model
specification addressing these issues is left for future work. In the context of
this work, we restrict ourselves to the basic model as discussed above.
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5.3.2 Building Blocks: Overview

Figure 5.3: Overview of the middleware architecture

An overview of the middleware architecture is illustrated in Figure 5.3. Based on
the tenant’s requirements, the middleware tailors a standard WS-BPEL process
that is deployable on an existing execution platform. The tenant can execute
the process by creating instances. The main artifacts of the middleware to
configure tenant-specific customizations are the Model, View and Controller. To
perform QoS-aware customizations, the middleware integrates a QoS Monitor,
Predictor or Selector, and a Sematic Matcher. We briefly discuss these building
blocks:

View (Master Process) - The view or master process is similar to a regular
workflow process and specifies the sequence of tasks that need to be executed.
Instead of including all specific implementation details, it is designed as a
template. When the concrete implementation of a task depends on certain
constraints, then only a general reference to the type of the task is included.
Binding a concrete implementation to the task reference is done later by the
controller according to the customization logic. An example abstract task is:
invoke an airline booking service. A possible concrete implementation, called an
aspect, is a WS-BPEL fragment for invoking Brussels Airlines’ booking service.

Model - The model includes an aspect library, tenant-related data and
environment- and instance-related data. The library contains aspects for the
different WS-BPEL activities that can be modularized as a specific task. All
these concrete implementations of a task are bundled in the library and can
be reused across workflows. An aspect definition represents a coherent set of
basic and structured WS-BPEL activities that realize a particular functionality.
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Environment-related data specifies properties or parameter values that can be
used to evaluate customization logic. An example property is the response
time of services participating in a particular workflow. The tenant-related data
contains information on the requirements of each tenant which is used to look-up
certain constraints when customizations are performed.

Controller - The controller contains the logic to decide which aspects are
substituted in the master process. It implements the customization policies that
depend on the information available through the model, i.e. the environment-
related data and the tenant’s requirements. The controller can be implemented
using a general purpose language and thus provides the necessary intelligence
to implement customizations that require complex algorithms.

QoS Monitor - Quantitative and time-varying QoS attributes for the available
concrete services are collected by the monitor to compose time series that can
be used by the prediction and selection algorithms. This data is stored in the
environment-related database. A detailed discussion of this component is not
in the scope of this work.

QoS Predictor - The Predictor contains the algorithms for QoS prediction.
A prediction algorithm uses the monitored data and a tenant’s non-functional
requirements to predict the violation probability of QoS constraints for a given
service composition.

Service Selector - The Selector contains the algorithms for service selection.
Such an algorithm uses QoS values (or predictions) to efficiently select suitable
services for a composition.

Sematic Matcher - The number of business process and the size of a global
service directory in a multi-tenant setting can be very large. As such, a BPaaS
provider cannot manually identify suitable service for the workflow tasks of
all composition templates. The automation of service selection requires that
services need to be described in a way that can be ‘understood’ by computers.
For example, automation of a travel planning service that needs to select a hotel
service with certain quality requirements must be able to identify which services
are feasible to fulfill the requirement of booking a room on a specific location.
By semantically annotating the services in global service directory on one hand
and annotating the different tasks in the abstract workflow process on the other
hand, the semantic matcher can automatically identify suitable services for all
workflow tasks by means of semantic reasoning. A detailed discussion of this
component is not in the scope of this work.
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5.4 QoS-Aware Web Service Composition

In this section, we discuss how our middleware supports the requirements
discussed in Section 5.2.2 by presenting a high level overview of our setup. First,
Section 5.4.1 gives an overview of the relevant QoS criteria for our approach and
explains some basic composition patterns for calculating a global QoS estimate
for the entire workflow. Next, Section 5.4.2 explains how our middleware is
used to enforce the non-functional requirements specified by a tenant. Finally,
Section 5.4.3 zooms in on how the controller component can be programmed to
implement QoS-aware customizations by integrating prediction and selection
algorithms.

5.4.1 QoS Criteria

In the domain of web services, QoS parameters can be used to determine
non-functional properties of the service. QoS attributes can be divided into
quantitative and qualitative attributes. Examples of the latter are security
and privacy. Popular quantitative attributes are response time, throughput,
reputation, availability, reliability and cost:

• Response Time (RT): the time taken to send a request and receive a
response (expressed in milliseconds). The response time is the sum of the
processing time and the transmission time. For short-running processes
they are usually of the same order. For long-running processes that can
take hours, days or even weeks to complete, the transmission time is
usually negligible.

• Throughput (TP): the maximum requests that can be handled at a given
unit in time (expressed in requests/minute).

• Reputation (RP): the reputation of a service is a measure of its
trustworthiness (expressed as scalar with higher value being better). The
value is defined as the average ranking given to the service by end users.

• Reliability (RL): the probability that a task is satisfactorily fulfilled
(expressed as a percentage). The reliability can be calculated from past
data by dividing the number of successful executions by the total number
of executions.

• Availability (A): the probability that a web service is available (expressed
in available time/total time). It is computed by dividing the total amount
of time in which a service is available through the total monitoring time.
In the scope of this work, we define an available service as a service that
is able to responds within a predefined time interval.

• Cost (C): the cost that a service requester has to pay for invoking a specific
operation of a service (expressed in cents/request). Other pricing schemes
are sometimes used such as membership fee or monthly fee.
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The QoS of a service composition is calculated based on the QoS values of its
constituents. In contrast to the measurement of QoS for elementary services,
composite services consist of different activities such as sequences, if-conditions,
loops and parallel invocations. We need to take into account these different
composition patterns to calculate the QoS of a composite application. WS-
BPEL elements relevant to QoS computation are simple elements as receive,
reply, invoke, assign, throw, wait and complex elements like sequence, flow, if,
while and foreach. QoS computations are summarized in Table 5.1.

QoS Attribute
Composition Patterns

Sequence Parallel Switch Loop

Response Time
∑m
i=1 RTi max(RTi)

∑m
i=1 pj .RTi RT.k

Throughput min(TPi) min(TPi)
∑m
i=1 pj .TPi TP

Reputation
∑m
i=1

RPi
m

∑m
i=1

RPi
m

∑m
i=1 pj .RPi RP

Reliability
∏m
i=1 RLi

∏m
i=1 RLi

∑m
i=1 pj .RLi RLk

Availability
∏m
i=1 Ai

∏m
i=1 Ai

∑m
i=1 pj .Ai Ak

Cost
∑m
i=1 Ci

∑m
i=1 Ci

∑m
i=1 pj .Ci C.k

Table 5.1: QoS computations for composite services

5.4.2 Composition Approach

Our goal is to create a composition, compliant with the requirements of the
tenant, using the best available service selection and/or prediction techniques
within the given context. Figure 5.4 and 5.5 show the different steps of this
process. The input and output blocks are shown on the left and right respectively.
How these blocks are used in our approach is illustrated in between. We
distinguish two important phases: the setup, and the actual composition. The
latter can be divided in deploy-time customization and run-time adaptation.
We briefly go over the important steps:

Setup - All elementary services available to the provider are registered in a
repository. (S1) A monitor observes the evolution of the QoS attributes of
these services in time and stores them in a database. During the setup phase
the BPaaS provider has to perform the following actions: (S2) create aspects
containing the BPEL syntax to invoke the registered services, (S3) develop a
master processes for each composite services he wants to offer to its tenants, and
(S4) implement a controller for each master process with a deploy and/or run-
time customization strategy using the best suited selection and/or prediction
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technique for the given context. For example, the provider can implement a
combination of selection algorithm A and prediction algorithm B and enforce the
results with a deploy-time customization mechanism to maximize the probability
that the process will respect a given SLA during its execution.

Deploy-time Customization - (D1) After choosing a composition template
(master process) based on abstract services and specifying his QoS requirements,
a tenant can now trigger the actual composition process. The middleware
(D2) parses the composition request and (D3) executes the controller logic that
belongs to the chosen template in order to tailor a process according to the
tenant-specific requirements. If a suitable composition can be created, the
resulting executable WS-BPEL process is generated by weaving aspects for
concrete service invocations into the abstract composition. (D4) The concrete
services are selected by the integrated selection and/or prediction algorithm.
(D5) The resulting WS-BPEL process is deployed on the workflow engine. The
tenant will be informed if a composition, with an acceptable chance on fulfilling
the agreement, has succeeded. (D6) After receiving the service location, the
tenant can now use his tailored composition by creating instances.

Run-time Adaptation - In some scenario’s it is beneficial to enforce QoS
constraints at run-time. For this purpose, the middleware can substitute
participating services during execution. This approach can be used separately or
in combination with deploy-time customization. Run-time customizations must
be annotated in the master process and are also performed by the controller. (R1)
On fixed points during execution, the process reports its state to the middleware.
(R2) The controller will reevaluate the tenant-specific QoS constraints, given
the current state (QoS values) of the already executed tasks. (R3) If there is
an indication that the SLA will be violated, a new service selection and/or
prediction can be done to find a new combination of services for the remaining
tasks that is able to respect the SLA. (R4) In case it is found, the running
instance will be adapted and use the new service invocations.

5.4.3 Implementing the QoS-Aware Customization

We show how a BPaaS provider can implement a master process and its
associated controller using an appropriate technique (deploy- and/or run-time
customization) and algorithm (selection and/or prediction) to realize the scenario
discussed above. To illustrate the openness of our middleware, we zoom in
on how this approach supports easy integration of new and existing service
selection and prediction techniques.

In the master process, abstract service invocations need to be specified as
annotation-like references to controller methods that implement the customiza-
tion logic. Two important types of annotations are “aspect(aspectName,
controllerAction)” and “aspect_dynamic(aspectName, controllerAction)”. The
former is used for deploy-time customization. Using the latter will insert a
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callback in the process that contacts the controller during process execution to
perform run-time reselection of services.

The controller implements the customization logic using tenant- , environment-
and instance-related data. These can be retrieved from the database using the
“get_variable(*)” method. Returned values depend on the tenant for which
the customization is performed. To use service selection or prediction, the
controller can call any algorithm that requires input (tenant- , environment-,
instance-related data, business process descriptor, etc.) that can be delivered
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by our middleware and produces output that can be enforced using our deploy-
and/or run-time customization mechanisms. Integrating a new algorithm is
done by deploying it within the middleware. If it is implemented in a supported
language (Ruby or Java), it can be called directly form the controller. Otherwise,
our predefined interfacing components can be used (e.g. “MatlabController”) or
a new one can be implemented.

An example master process and associated controller is shown in Listing 5.1
and 5.2. We illustrate a very simple, but intuitive example. However, it should
be clear that the presented constructs offer the flexibility to model much more
complex customization scenario’s. In this example, the provider opts for using
a deploy-time customization technique, where services are selected by using a
prediction algorithm that tries to maximize the probability that QoS constraints
will be satisfied during the actual execution of the workflow (starting on time
“ST”). During the tenant-specific customization process, first the “initialize”
method is executed. This method retrieves the constraints from the database
and calls a prediction algorithm in Matlab. The resulting service selection is
stored in “@result”. Next, the parser executes the methods that weave the
aspects in the master process. This is done using “insert_snippet” with as
parameter the aspect name. The aspects are named in such a way that the last
number corresponds with the service numbers that are used by the algorithm.
As such, those aspects are selected that contain the invocation syntax for the
services that resulted from the prediction.

Listing 5.1: Master process

1 <p r o c e s s name="e−h e a l t h ">
2 <!−−# aspect ( EHealth , i n i t i a l i z e ( { ’ processID ’ => ’ e−health ’ } ) #−−>
3 . . .
4 <sequence >
5 . . .
6 <!−−# aspect ( EHealth , insertPost1 ( ) #−−>
7 . . .
8 <!−−# aspect ( EHealth , i n s e r t B i l l i n g ( ) #−−>
9 . . .

10 </sequence >
11 </p r o c e s s >
12 </aspect>

Listing 5.2: Controller logic

1 @ r e s u l t
2 def i n i t i a l i z e ( p r o c e s s I D , ∗ )
3 TenantID = g e t _ v a r i a b l e ( tenant_id )
4 ST = g e t _ v a r i a b l e ( start_time , TenantID )
5 C = g e t _ v a r i a b l e ( c o n s t r a i n t s , TenantID )
6 @ r e s u l t = MatlabControl . e v a l ( " kqoa ( p r o c e s s I D , ST ,C) " )
7 end
8 def i n s e r t P o s t 1 ( ∗ )
9 i n s e r t _ s n i p p e t ( " invokeP1 " + @ r e s u l t [ 1 ] )

10 end
11 . . .
12 def i n s e r t B i l l i n g ( ∗ )
13 i n s e r t _ s n i p p e t ( " invokeB " + @ r e s u l t [ 7 ] )
14 end
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5.5 Prototype Implementation

Our middleware builds on the prototype described in Chapter 3 (Section 3.3.2).
It is implemented on top of the sun-bpel-engine, a component of the Open
Enterprise Service Bus. The MVC framework we used for the implementation
is the "Ruby On Rails (RoR)" framework (Thomas et al. 2006). The same
mechanisms as described in Chapter 3 are used to support deploy- and run-
time adaptation. For deploy-time adaptation, we use the capabilities of RoR
to replace the process annotations by their corresponding aspects. Run-time
adaptation can be done by inserting dynamic annotations. At certain points
during the execution, the workflow instance then feeds back its identifier and
the customization rule that must be evaluated using a synchronous invoke on
the RoR backend web service. The MVC backend contacts the controller to
check for the customization rule for that specific instance. This is done by
checking to which tenant it relates and which requirements were specified in the
feature model. When a customization rule is not satisfied, the current process
can be adapted at run-time by substituting other aspects in the master process,
updating the WS-BPEL description in the service assembly and forcing the
instance to restore its state form the persistence database according to the new
WS-BPEL descriptor.

We now describe the middleware more into detail and discuss its architecture.
Figure 5.6 gives an overview of the components of each package of the
implementation. We discuss them briefly:

BackendLink - This package is responsible for passing customization requests
to the middleware. The Backend Service is a web service that can be invoked
by a tenant to demand a static customization. The invocation has to contain the
selected template and the functional and non-functional requirements. It can
also be invoked from any WS-BPEL process to trigger a dynamic customization.
The invocation has to contain at least the instance id and variability point to
be able to evaluate the proper customization logic. The instance id is used to
lookup the tenant-specific requirements. The variability point is used to check
which kind of customization logic needs to be evaluated.

Workflow Management - The package Workflow Management allows the
management of composition packages inside the middleware. Workflow
Installation is responsible for the installation and removal of composition
packages. Composition packages can be uploaded as a zip file containing
the master process, the aspect definitions and the controller logic. The
transformation of the master process to a concrete executable process is done
by the BPEL Generation module. It processes the annotations in the master
process and replaces them by the result of their evaluation. The module Process
Evaluation evaluates annotations after feedback is demanded by a running
instance through the backend. If a customization is necessary, the composition
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Figure 5.6: Architecture overview

will be passed to the Process Configuration component which will deploy it
on the orchestration engine.

Aspect Management - Aspect management contains all modules related to
aspect definitions that can be installed in the middleware. Aspect Installation
allows the installation and removal of new aspect definitions by adding them to
the library. Aspect Interpretation is responsible for executing the actions
implied by annotations. The corresponding controller logic is retrieved and
its variables are initialized with their values. Variable management is done in
Aspect Configuration.

Engine Management - Because the coupling with the orchestration engine
is slightly different for each manufacturer, we assemble the workflow engine
specific code for interaction between the framework and the workflow engine
in this package. This way, any modifications for extending the middleware to
other workflow engines are restricted to changing these interfaces. Process
Deployment allows automatic deployment of a generated BPEL process on the
workflow engine. Once a process is deployed, Change Descriptor can be used
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for run-time modifications of the process definition. This module will change
the deployed composition by a modified one. To change or read variables, the
Variables Controller is used. All these modules can use orchestration engine
related method calls that are specified in Engine Controller.

QoS Management - The QoS Monitor is responsible for gathering QoS data
of the available services. The QoS Selector and QoS Predictor implement
the algorithms to select an optimal combination of services to handle the tasks
of a business process by predicting the probability that its execution will violate
the SLA between tenant and BPaaS provider. The algorithms are implemented
in Matlab and can be executed from within the middleware.

To allow automatic identification of service candidates for the abstract workflow
tasks, we created a semantic extension based on WSDL-S1. WSDL-S allows
users to describe the semantic as well as the operational details of a service
in a standardized way. Annotations are done according to an ontology, which
formally represents knowledge as a set of concepts within a domain, and the
relationships between those concepts. WSDL-S annotations can be added
directly to the WSDL interface of the web service as described in Listing 5.3.

Listing 5.3: Example WSDL-S annotated web service

1 < d e f i n i t i o n s
2 xmlns : ontology= " http : / / . . . / Finance . owl"
3 . . .
4 <types >
5 <xsd : schema targetNamespace =" http : / / w e b s e r v i c e s /">
6 <xsd : element name="handlePayment " type =" t n s : handlePaymentIn "/>
7 <xsd : element name="paymentResponse " type =" t n s : handlePaymentOut"/>
8 <xsd : complexType name=" handlePaymentIn">
9 <xsd : sequence >

10 <xsd : element name=" c r e d i t c a r d n b " type ="xsd : s t r i n g " minOccurs
="0"

11 wssem : modelReference="ontology#CreditCardNumber"/>
12 </xsd : sequence >
13 <xsd : sequence >
14 <xsd : element name="amount " type ="xsd : s t r i n g " minOccurs ="0"
15 wssem : modelReference="ontology#Amount"/>
16 </xsd : sequence >
17 </xsd : complexType>
18 <xsd : complexType name=" handlePaymentOut">
19 <xsd : sequence >
20 <xsd : element name=" r e t u r n " type ="xsd : s t r i n g " minOccurs ="0"
21 wssem : modelReference="ontology#CreditCard . v a l i d a ti o n "/>
22 </xsd : sequence >
23 </xsd : complexType>
24 </xsd : schema>
25 </types >
26 . . .
27 </ d e f i n i t i o n s >

The WSDL-S annotations allow us to formally interpret the input and
output elements that are offered by the web service according to the
concepts described in the Finance ontology. The specific annotation as-
pect_semantic(aspectName, controllerAction, ontology, input, out-
put) can be used in the master process to allow automatic selection of
services. The extra parameters in the annotation allow the Semantic Matcher

1http://www.w3.org/Submission/WSDL-S/

http://www.w3.org/Submission/WSDL-S/
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component to automatically search for a service where the input and output
semantically match the requested service according to the specified ontology.
An example semantic annotation is illustrated in Listing 5.4.

Listing 5.4: Example semantic annotation

1 <p r o c e s s name="e−h e a l t h ">
2 . . .
3 <sequence >
4 . . .
5 <empty name="PerformPayment">
6 <!−−# aspect_semantic ( PaymentProvider , pay ,
7 { ’ ontology ’ => ’ http : / / . . / Finance . owl ’ ,
8 ’ input ’ => ’CreditCardNumber , Amount’ , ’ output ’ => ’ Validation ’ } ) #−−>
9 </empty>

10 . . .
11 </sequence >
12 </p r o c e s s >

User Interface - The graphical web interface allows using the framework in
a user-friendly way. Some screenshots are shown in Figure 5.7. In Manage
Workflows, new workflows can be installed. For each workflow the master
process and the evaluation of the annotations are visualized. New aspects are
added to the library inManage Templates. Controller logic, aspect definitions
and variables can easily be retrieved and modified. Finally, in the engine tab,
there is a visualization of the persistence database. Using active record of
the Ruby on Rails framework, the persistence database can be monitored and
changed.

Figure 5.7: Graphical user interface
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5.6 Evaluation

In Section 5.6.1, we evaluate our middleware with respect to deploy-time
customization and run-time adaptation. A prominent work, which allows to
systematically compare customization and flexibility support in existing process-
aware information systems, is done by Weber et al. (2008). They propose an
extensive classification of change patterns and change support features, which
we will use to qualitatively analyse the expressiveness of the tenant-specific
customization support of our middleware.

In Section 5.6.2, we evaluate the challenge of QoS-aware service composition
and conducted a series of benchmark tests to assess efficiency and performance
of the middleware to enforce tenant-specific non-functional requirements. We
selected two interesting scenarios in the context of BPaaS. First, we use our
middleware, by predicting QoS values at deploy-time, to improve the probability
that the selected composition of services according to a tenant’s non-functional
requirements at design time, will still respect the promised SLA during the actual
execution of the workflow. Second, in case the workflow execution threatens to
violate a tenant’s non-functional requirements, we use our middleware to adapt
its support for these requirements at run-time.

5.6.1 Discussion on coverage of customization patterns and
support features

To discuss the expressiveness of our customization support, we use the change
patterns and change support features defined in Weber (2008). The goal of this
evaluation is 1) to position our work in a larger context of customization support
and 2) to motivate our focus on certain change patterns and 3) to identify some
interesting features that could be included in future implementations.

In Weber (2008), change patterns are divided in two categories: adaptation
patterns (AP) and patterns for changes in predefined regions (PP). The former
relates to process flexibility achieved through structural process adaptations,
which can be triggered and performed at the process type level (deploy-time)
to deal with an evolving environment and the process instance level (run-time)
to deal with ad-hoc changes. The latter focuses on built-in flexibility by leaving
parts of the process model unspecified at build-time and by adding the missing
information during run-time. While change patterns provide the expressive
power to perform process adaptations or to defer decisions to run-time, change
support features (F) constitute typical functionalities to ensure that process
changes become applicable in practice. Thereby, change support features
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Pattern Covered Pattern Covered

BPELOnRails (+ AOP ) BPELOnRails

AP1-Insert Fragment 8 (4) PP1-Late Selection of
Fragments

4

AP2-Delete Fragment 8 (4) PP2-Late Modeling of
Fragments

4

AP3-Move Fragment 8 (4) PP3-Late Composition
of Fragments

4

AP4-Replace Fragment 8 (4) PP4-Multi-Instance
Activity

4

AP5-Swap Fragment 8 (4) Feature
AP6-Extract Sub Process 8 (8)

AP7-Inline Sub Process 8 (8) F1-Schema Evolution,
version Control and
Instance Migration

8

AP8-Embed Fragment in
Loop

8 (4) F2-Support for Instance
Specific Changes

4

AP9-Parallelize Activities 8 (8) F3-Correctness of
Changes

8

AP10-Embed Fragment
in Conditional Branch

8 (4) F4-Traceability and
Analysis

8

AP11-Add Control
Dependency

8 (8) F5-Acces Control for
Changes

4

AP12-Remove Control
Dependency

8 (8) F6-Change Reuse 4

AP13-Update Condition 4 (4) F7-Change
Concurrency

8

AP14-Copy Fragment 8 (4)

Table 5.2: Coverage of customization patterns and support features

address typical quality dimensions like correctness and consistency, efficiency,
traceability, security and usability.

We have summarized the coverage of customization patterns and support features
in Table 5.2. Except for “Update Condition” (AP13), the customization patterns
AP1 to AP14 are not supported explicitly by our middleware. Since our focus is
on customizations that are built-in upfront by the BPaaS provider we have chosen
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for a template-based approach. Inserting a fragment, for example, can only be
done when it was explicitly modelled as an annotation in the master process.
This choice is inherent to multi-tenancy where customization requirements are
driven by tenants who have no in-dept knowledge of the technology that they
are outsourcing. Ad-hoc customizations scale badly from the perspective of
the service composition provider and can easily compromise consistency and
correctness of the resulting process. However, for certain business scenarios,
it can make sense to provide expert tenants or resellers with the freedom to
perform ad-hoc changes themselves. If required, some of the patterns can
be supported (third column of Table 5.2) by combining the template based
approach with an Aspect Oriented Programming (AOP) approach (e.g. Padus
(Braem et al., 2007)). The AOP concepts can be used on top of the annotation
approach presented here. Instead of inserting the annotation manually in the
master process, we can use a joinpoint model and pointcut language to weave
the annotations into the workflow in an aspect-oriented way. Using before, after,
around and in advice, fragments can be inserted, deleted, moved, replaced,
swapped, embedded and copied. By updating the process descriptor and forcing
recovery of an instance according to the new schema these customizations can
also be applied at the process instance level. There are no explicit constructs
to support AP6 and AP7. AP9, AP11 and AP12 could be implemented by
replacing the fragment as a whole, but we do not consider this solution as in
line with the idea of the pattern.

Pattern “Late Selection of Fragments” (PP1) allows deferring the selection
of the implementation of a particular process activity to run-time. Prior to
execution, only a placeholder activity has to be provided. This is the main
customization pattern used throughout this work. Closely related is “Late
Modeling of Fragments” (PP2), which offers more freedom and allows for
modelling selected parts of the process schema at run-time, possibly subjected
to a set of constraints. This can be implemented in the selection logic in the
controller by concatenating snippets from the aspect definition according to
the constraints expressed by the aspect variables. A similar approach can
be taken to implement “Multi-Instance Activity” (PP4). The most dynamic
pattern of the four is “Late Composition of Fragments” (PP3), where run-time
execution is achieved by dynamically selecting fragments and by specifying the
control dependencies between them on the fly. This is done by defining the
build-time process as one abstract task which feeds back to the middleware.
During execution the controller logic that will be evaluated can insert the
snippet for the first task, followed by another feedback. After execution of this
first task, the controller decides on-the-fly depending on the controller logic and
the current values of the aspect variables for the second task, etc.

Concerning the support features, our middleware does not provide version
control of customized schema definitions (F1), nor are changes stored in change
logs or analysed (F4). There is also no support to validate the correctness of
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process definition during the implementation of customization scenarios (F3)
and there is no mechanism for concurrency control (F7). Access control for
changes (F5) is implicitly done by linking a tenant to its process definition
or process instance before applying any customizations. A sounder version of
access control can easily be incorporated using the mechanisms discussed in
Appendix B.1. “Support for Instance Changes” (F2) and “Change Reuse” (F6)
are also supported by the middleware as discussed before. All the features that
are not supported would be very useful to implement. Especially, validating
the correctness of the process definition after changes occur (F3) would greatly
improve the robustness of our approach.

5.6.2 A Multi-Tenant Customization of the E-Health Work-
flow

Our experimental setup consists of the abstract e-health workflow described in
Section 5.2.1. For each abstract task, there are several candidate services that
can execute the task. Each service has its own quality of service characteristics,
which vary in time. In this evaluation, we focus on two QoS attributes: response
time (RT) and availability (AV), which will be used to evaluate deploy-time
customization and run-time adaptation respectively.

Deploy-time Customization

To evaluate deploy-time customization, we consider a scenario where the
middleware will try to tailor a service composition at deploy-time, depending
on the tenant’s required response time (RT) and the planned execution time.
The goal is to keep the actual response time of the workflow execution below
the required one. When the middleware predicts that no such composition can
be created, the composition request is rejected. If the composition request is
accepted, the resulting composition is immediately executed by the end-user.
The prediction algorithm that is used by the controller is the Kernel-based
Quantile Estimator with Online Adaptation of the Constant Offset as presented
in Chapter 4. Efficiency is measured by comparing the acceptance rate (AR)
and violation rate (VR) of the required RT while 1) using the middleware with
the prediction algorithm, where the RT is predicted at deployment time and 2)
using the average response times of previously monitored response times. The
acceptance rate and violation rate are respectively defined as the percentage
of composition requests that are accepted and the percentage of accepted
composition requests that are violated during actual execution. Performance is
measured by decomposing the overhead introduced by each component used in
the composition process.
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For simplicity, we consider a scenario where the candidate services for the
e-health workflow are chosen according to two profiles (P1 & P2): profile 1 has
a fixed set of services that have an average response time with a low volatility;
profile 2 contains a set of volatile services that generate a high or low total
response time depending on the time within a week when the workflow is
executed. In our setup each elementary service of the e-health workflow has a
response time according to simulated data for a long-running process. Rosario
(2008) validated the use of certain families of distributions and performed their
best fit on measured data of real-life web services. They observed that the
Gamma and the Log-Logistic distributions were a reasonably good fit for the
response times. To simulate data for the elementary services, we will assume the
number of working hours needed to complete a task is modelled as log-logistic
distributed random variables. The log-logistic distribution is similar in shape
to the log-normal distribution but has heavier tails. The probability density
function depends on alpha and β:

f(x;α, β) =
(βα )( xα )β−1

[1 + ( xα )β ]2 . (5.1)

Most of the services in our case study require human interaction and thus we
assume the completion time of a task is subject to working hours of the service.
Depending on the service, a working day starts and ends at a specific hour and
the service can be open or closed on Saturdays and Sundays. Outside the range
of working hours the progress of the task is frozen. For example, if a working
day starts at 8h and ends at 16h, then a task taking 9 working hours to complete
that starts at 10h on Monday will end at 11h on Tuesday. The response time of
25 hours consist of 6 working hours within the same day, 16 non-working hours
and 3 working hours the next day. An overview of our assumptions for each
profile is shown in Table 5.3. Simulated response times for the compositions
were calculated using the composition patterns discussed in Section 5.4.1. The
resulting time series during a 3360 hours (20 weeks) period are illustrated in
Figure 5.8.

We consider a training period of 8 weeks to train our prediction algorithm or
calculate the average response time for each profile. We test both approaches
on the data points of the next 12 weeks. In our setup, a tenant repeatedly
demands each hour during those 12 weeks a composition with a total required
RT that varies randomly between 200 and 300 hours. Table 5.4 shows the
resulting acceptance and violation rates. We can see that our middleware using
the predictor component with a Kernel-based Quantile estimator with Online
Adaptation of the Constant Offset (KQOA) enhances efficiency compared to
using average response times (AVG) by slightly improving the acceptance rate
of composition requests while drastically lowering the violation rate.
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Service Parameters
Profile Start End Weekend α β

Post 1 P1 8h 15h Closed log(10) 1/8P2 Open log(13)
Radiology P1 9h 18h Closed log(14) 1/10P2 Open log(18.2)

Screening 1 P1 8h 20h Saturday log(12) 1/9P2 Open log(15.6)
Screening 2 P1 8h 22h Closed log(12) 1/7P2 Open log(15.6)
Screening 3 P1 8h 20h Saturday log(15) 1/7P2 Open log(19.5)

Report P1 0h 24h Open log(2) 1/10P2 Open log(2.6)
Billing P1 0h 24h Open log(5) 1/4P2 Open log(6.5)
Post 2 P1 8h 15h Closed log(10) 1/8P2 Open log(13)

Table 5.3: Parameter assumptions for
elementary services of e-health case study

Figure 5.8: Simulated RT for e-health workflow.

Performance is measured by decomposing the overhead introduced by each
component used in the composition process. The average performance overhead
introduced by the middleware to make a deploy-time customization for this
scenario is shown in Figure 11. Services, workflow and middleware were all
deployed on an Ubuntu, Intel Core 2 Duo @ 3.16 GHz, 3.2 GiB RAM desktop.
The average total overhead was approximately 100 ms. 9% is caused by parsing
the tenant’s composition request (step (D2) in Figure 5.5). 9% overhead is
caused by evaluation of the customization logic (step (D3)). It takes 12%
of the overhead to predict the response time for 1 profile (step (D4)). This
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Profile
KQOA AVG

AR VR AR VR

Only P1 48.9 1.56 47.0 17.0
Only P2 58.2 0.17 52.5 6.0

P1 and P2 67.7 0.15 52.5 6.0

Table 5.4: Comparison of the
acceptance rate (AR) and violation
rate (VR) of deploy-time customiza-
tion using a Kernel-based Quantile
estimator with Online Adaptation
of Constant Offset (KQOA) and an
approach based on average response
times (AVG)

Figure 11: Decomposition of
performance overhead.

assumes that the prediction algorithm is already trained on historical data
points. This takes approximately 400 s, but can be done off-line. To create the
final composition according to the profile introduces 70% overhead (step (D5)).

Run-time Adaptation

To evaluate run-time adaptations, we consider a similar scenario as in Erradi
et al. (2006). The radiology task can be completed by four candidate services
(R1, R2 and R3). We implemented each of these services so that occasionally a
service becomes unavailable for a random amount of time. The frequency and
amount of time of unavailability are chosen according to uniform distributions
so that the theoretical availability for R1, R2 and R3 matches 75%, 85% and
95% respectively. Efficiency is measured by comparing the availability of the
composition where 1) the end-user executes a composition with a fixed radiology
center where a service randomly can become unavailable and 2) the middleware
selects another radiology center at run-time if the current is unavailable. In the
latter case, the composition should only be unavailable after 3 tries, when all
three candidates are unavailable. Availability of the workflow was estimated as
the number of executions with an available radiology service, divided by the
total number of executions. Table 5.4 summarizes the results.

To give an idea of the performance overhead introduced by the middleware to
make a run-time customization, we illustrate a performance analysis in Figure
12. Services, workflow and middleware were all deployed on an Ubuntu, Intel
Core 2 Duo @ 3.16 GHz, 3.2 GiB RAM desktop. The average total overhead was
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Availability

Only R1 used 0.762
Only R2 used 0.853
Only R3 used 0.942

All 3 services used
0.998

(Run-time adaptation)

Table 5.5: Availability of direct
interactions vs. run-time switching

Figure 12: Decomposition of
performance overhead.

approximately 460 ms. 16% is caused by enabling persistence during workflow
execution. Persistence is required by our prototype implementation to enable
run-time adaptations. It slows down the execution of the process because the
process state is regularly saved to a persistence database. It takes 22% of the
overhead to feed back to the middleware to trigger the customization (step (R1)
in Figure 5.5). 2% overhead is caused by evaluation of the customization logic
(step (R1&R3)). Each time the process needs to be recovered to use another
radiology service (step (R4)), it takes another 275 ms (60% of the overhead).

A major limitation of our current implementation is the scalability of our
approach with respect to simultaneous run-time customizations. As explained
in Section 5.5, run-time adaptations are performed by modifying the persistence
data and restoring the instance state of a process. An advantage of this approach
is that it can easily be applied on many existing engine implementations as
the mechanisms we use are already in place. However, when multiple processes
instances require adaptation and recovery from the same persistence database
on the same time, the system easily becomes unstable. To overcome the detour
to use the persistence database that generates a significant overhead and scales
badly, the basic run-time adaptation patterns could be directly applied on
the in-memory objects that represent the business process instances. However,
implementing this solution requires an in-depth knowledge of the engine’s
implementation and makes it less portable. Another possibility is to scale on
the platform level by using multiple instances of clustered BPEL engines.
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5.7 Conclusion

In this chapter, we have presented a middleware that offers multi-tenant
customization support for WS-BPEL processes. By means of a feature model,
a tenant expresses his functional and non-functional requirements. Based on
these requirements, the middleware will tailor a tenant-specific process from
a shared composition template. If the execution of the process unpredictably
threatens to deviate from the requirements, it can adapt the process instance at
run-time. The architecture is based on the “Model-View-Controller” principle.
The requirements, together with other relevant tenant-, environment- and
instance-related data are accessible to the middleware through the Model. The
shared composition template, called a master process, is designed as a regular
WS-BPEL process where tasks can be specified on an abstract level (View).
Concrete implementations, modelled as aspects, are selected according to the
customization logic (Controller).

The middleware, implemented using standards-based technologies, 1) supports
separation of concerns and modularization of tasks in reusable aspects, 2)
offers flexibility to support complex customizations as the enforcement logic
is implemented in a general purpose language, 3) provides the necessary
mechanisms to allow adaptation and services substitution during workflow
execution. To enforce non-functional requirements, our middleware tries to
select an optimal assignment of services to workflow tasks. The openness of the
middleware allows a cloud provider to implement context-specific QoS-aware
customizations using different QoS-aware selection and prediction techniques.

By means of an extensive classification of change patterns and change support
features, we have evaluated the expressiveness of the customization support
of the middleware. Because of our template based approach, most of the
supported customizations relate to patterns for changes in predefined regions.
Supporting more adaptation patters could be interesting in case of expert
tenants or resellers that need more freedom to perform ad-hoc customizations.
Also some of the change support features are currently not supported, but
certainly worth considering for future work. To demonstrate feasibility and
evaluate effectiveness of the non-functional customization support, we applied
our approach on a case study in the healthcare domain and use a prediction
algorithm to maximize the probability that a workflow execution will respect
the service level agreement. Our measurements confirm that customizations
improve availability and reliability with an acceptable performance overhead.
A limitation of our current implementation is that is scales badly towards
simultaneous run-time adaptations. Addressing this scalability issue is an
interesting track for future work.
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Chapter 6

Conclusion

6.1 Summary

As Papazoglau et al. (2008) explain in their report on longer term research
challenges in Software & Services: “Globally available software services are
expected to create opportunities for new business models that will take advantage
of flexible, combinable software-services. ... We urgently need technologies
allowing to effectively shift from inherently static processes and relatively simple
service compositions evolving relatively over time, to global service networks
that are complex and highly dynamic and which are actually evolving during
execution to meet previously unknown requirements.”

This evolution to a future generation of dynamic service-based systems
introduces some research challenges on all technology layers in service-oriented
computing. In this dissertation, we aimed to address some challenges concerning
Adaptation, Quality Assurance and Multi-Tenancy Support, with a focus on
service orchestration in the Service Composition & Coordination layer. In
summary, this dissertation presented the following achievements:

• We have implemented an integration architecture and used state-of-the-art
technologies in service-oriented computing to provide the Flemish cultural
scene a tool to recommend cross-genre cultural activities. The architecture
can handle events coming from different data providers of cultural events
and a global profile aggregated from several user communities to offer
personalized recommendations to the end-user. Based on our practical
experiences in designing and developing service-based systems, we have
identified some important limitations in current industry standards.

• To support Adaptation, we have defined an adaptable service framework.
Based on the properties of the environment and instance-related data this
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framework performs policy-based adaptation of composite services. A
workflow is designed as a master process which represents a template where
tasks can be specified on an abstract level. Concrete implementations,
modelled as aspects, are then selected by the adaptation logic according
to the policy. The framework supports modularization of tasks in reusable
aspects, has flexibility to support complex policies as the enforcement
logic is implemented in a general purpose language, is portable to different
execution environments as it is independent from the workflow language,
and it allows the design of robust workflows as service compositions can be
adapted at both deploy- and run-time. We have applied our approach on
a case study on confidentiality and showed how it can be used to enforce
separation and binding of duty.

• In the context ofQuality Assurance, we have developed a two-step approach
to predict QoS values of composite services. The first step, which is based
upon Petri nets, derives simulated QoS-values of a workflow composition
from those of its constituent elementary services. In a second step we focus
on the response time and try to predict future response times of composite
services based upon the simulated response times using a kernel-based
quantile estimator with online adaptation of the constant offset. The
latter algorithm has a batch and an online learning phase. During the
batch learning phase it tries to minimize, in a regularized manner and
given certain assumptions, the occurrence of two types of errors: a type I
error occurs when a service is rejected in which the real response time is
smaller than the agreed response time and a type II error occurs when
a service is accepted in which the real response time exceeds the agreed
response time. The online learning phase assures that the number of times
the true response time exceeds the estimated response time converges to
the agreed quantile value. We have evaluated our prediction algorithm on
one elementary service, an automated service using real-life web service
data, and on one composite service, a service with human interaction
using simulated data. On the first dataset our algorithm causes a loss that
is 30% less than that of a sliding window estimator and on the second
dataset our algorithm significantly outperforms the probabilistic approach
using Boostrap-Based Simulations (BBMC) explained in the paper of
Rosario et al. (2008).

• To support Multi-Tenant customization of service compositions, we have
integrated and extended our solutions from the previous challenges in
a generic middleware architecture. By means of a feature model, a
tenant expresses his functional and non-functional requirements. Based
on these requirements, the middleware will tailor a tenant-specific process
from a shared composition template. If the execution of the process
unpredictably threatens to deviate from the requirements, it can adjust
the process instance at run-time. To deal with non-functional tenant-
specific requirements, the middleware supports easy integration of new and
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existing service selection and prediction techniques to assign an appropriate
combination of services to handle the different tasks of the workflow process.
By means of an extensive classification of change patterns and change
support features, we have evaluated the expressiveness of the customization
support of the middleware. To demonstrate feasibility and evaluate
effectiveness of the non-functional customization support, we applied our
approach on a case study in the healthcare domain. Our measurements
confirm that customizations improve availability and reliability with an
acceptable performance overhead.

To illustrate the feasibility of these ideas, the following prototypes have been
made:

• The prototype of the CUPID integration layer contains services for
aggregation, categorization, enrichment, profiling, recommendation and
distribution. These service are implemented as web services and integrated
through an Enterprise Service Bus. The ESB technology we have used for
this project is the Open Enterprise Service Bus1.

• A framework for the adaptation of WS-BPEL processes has been built
using standard-based technologies. The implementation is done on top
of the sun-bpel-engine, a component of the Open Enterprise Service Bus.
The MVC framework we have used for the implementation is “Ruby
On Rails (RoR)” (Thomas et al., 2006). On top of the framework, we
have developed a graphical user interface to specify and manage abstract
workflows and their corresponding policy specifications.

• The techniques for quality assurance, i.e. calculating simulated QoS-
values of a workflow composition from those of its constituent elementary
services and predicting SLA violations, are implemented in Matlab. For
the implementation of the prediction techniques, we have used the LS-
SVMLab toolbox2.

• Our middleware for tenant-specific customizations extends the adaptation
framework with multi-tenancy support and uses the quality assurance
techniques to enable QoS-aware service composition. To support
different techniques for service selection and prediction, the controller is
implemented using a general purpose language. Since our middleware is
based on JRuby, a Java programming language implementation of the
Ruby language, it natively supports Ruby and Java implementations. We
also provide a component called “MatlabController” that handles the
interfacing with our algorithms written in Matlab.

1https://open-esb.dev.java.net/
2http://www.esat.kuleuven.be/sista/lssvmlab/

https://open-esb.dev.java.net/
http://www.esat.kuleuven.be/sista/lssvmlab/
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6.2 Limitations
The proposed solutions certainly have their advantages, but are not the holy
grail for all kinds of scenarios. The most important limitations are:

Approach:
• A drawback of our approach for run-time adaptation of business processes,

introduced in Chapter 3, is performance overhead. Introducing feedbacks
in the process and adapting instances slows down the execution time.
This overhead is negligible for long-running process instances, but can be
significant for real-time processes. For the latter, a deploy-time approach
where policy checking is only done at deployment time is more designated.

• We introduced a two-step approach to estimate QoS values of composite
services in Chapter 4. The prediction algorithms are most effective
for processes with variable QoS that changes according to recognizable
patterns. Typically this is the case for long-running processes that require
human interaction. When the QoS attributes of candidate services are
close to random, the use of prediction algorithms is not effective and
will only slow down the composition process. The first step, where
composite QoS-values of a workflow composition are derived from those
of its elementary services, however, is suitable for all types of processes,
and can easily be combined with other estimation techniques.

• Adding extra dynamism to business processes has also a cost. Adapting
processes can introduce unexpected behaviour. When aspects are
substituted in the master process, the process can easily become
inconsistent. Especially run-time adaptations are very sensitive to these
problems. For example, a process will fail when its descriptor is changed
before the current running state of the instance or when it is adapted
after it has sent out an asynchronous message which has not been replied
yet. To make our approach more robust, control mechanisms are required
to check for inconsistent behaviour and policies need to be implemented
on how to deal with these uncommon situations.

Prototype:
• The run-time adaptation mechanism discussed in chapters 3 and 5 requires

modification of the persistence data and restoring the instance state of a
process. An advantage of this approach is that it can easily be applied on
most existing engine implementations as the mechanisms we use are already
in place. However, enabling persistence slows down the process execution.
Furthermore, in a multi-tenant setting, when multiple processes instances
require adaptation and recovery from the same persistence database at the
same time, the system might easily become unstable. Ideally, the basic
run-time adaptation patterns should be directly applied on the in-memory
objects that represent the business process instances. Popular execution
engines, however, do not provide APIs for run-time modifications yet.
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6.3 Future Work
The research addressed in this dissertation is by no means complete and leaves
plenty of room for further research. In the following we present some possible
directions for future work:

6.3.1 High-level Modelling Support for Adaptive Service
Compositions

An interesting track for future work is to define modelling concepts that will
help to bridge the gap between high-level modelling notations and low-level
implementation code in the context of our approach.

Our work presented in this thesis addresses the generation of custom-tailored
processes at the process execution level. However, it would be interesting
to allow stakeholders (composition provider, end-users, etc.) to declare
their requirements in a natural and intuitive manner on a higher level of
abstraction, and then translate these high-level requirement descriptions to the
implementation levels. Prominent business process modelling language do not
support such specification of adaptation requirements or annotations containing
descriptions of QoS features or SLA policies.

6.3.2 Optimalization of QoS-aware Service Composition

Another interesting track for future research is the integration of related
QoS-aware service selection and prediction techniques into the BPELOnRails
middleware, and providing knowledge for classifying and mapping context to
appropriate techniques to guide the composition provider in implementing an
optimized solution for QoS-aware service composition.

With QoS-aware service composition, the composition provider has to customize
its business processes to meet certain QoS requirements using service selection
and/or prediction techniques. Different classes of such techniques have been
presented in literature. However, there is no one-size-fits-all approach to tackle
this challenge. Existing studies show that their accuracy is still suboptimal and
highly variable depending on the particular context and characteristics of the
services that are being composed. (Cavallo et al., 2010; Han et al., 2011; Strunk,
2010).

Important criteria for preferring one technique above others are time complexity
and accuracy. More complex algorithms are usually slower but provide more
accurate results. In the context of QoS-Aware service composition this trade-off
depends on the type of composition. For example, for real-time business
processes performance is more important than for long-running processes,
possibly taking several days or even weeks to complete. For the latter, restarting
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the process is usually very costly and choosing an algorithm with a good
accuracy will quickly pay-off. Also the type of services that are used in the
composition can drive the trade-off. This is mainly the case for prediction
algorithms. For example, the algorithm we presented in Chapter 4 is able to
take into account service dependencies and allows the modelling of seasonality
in QoS attributes. The evaluation shows that this technique performs well on
predicting response time violations of compositions consisting of services that
require human interaction, but is less worthwhile in case of automatic services
with almost random QoS behaviour. Another work (Cavallo et al., 2010) reports
an empirical study aimed at comparing different QoS prediction models on time
series of response times collected by monitoring invocations of 10 services for 4
months. Their results show that the accuracy of a prediction technique depends
on the service that is used. Next to performance related criteria, also the scope
of the technique can be an important selection criterion. For example, some
techniques try to optimize deploy-time service composition, while others address
run-time issues. Some authors focus on task-level QoS constraints (Agarwal et
al., 2010; Christos et al., 2009) and others try to enforce global QoS constraints
(Zeng et al., 2004; Canfora et al., 2005; Wiesemann et al., 2008).

Optimizing the QoS-aware composition process is important to enable a
composition provider to offer the most competitive service-level agreements to
his customers. As discussed in Chapter 3 and 5, the decision of which services
to select can be entirely encapsulated in a separate controller component that
can be implemented by means of a general-purpose programming language. The
service composition provider can thus easily integrate an appropriate selection
and/or prediction algorithm based on a classification of which technique is
best-suited for which particular context.

6.3.3 Further Automation of the Composition Process

Our current approach still offers plenty of possibilities for further automation.
During the setup phase of our composition approach the provider has to perform
the following actions: create aspects, develop a master processes for each
composite services he wants to offer, and implement a controller for each master
process with a deploy and/or run-time customization strategy that possibly
integrates a service selection and/or prediction technique. Some of these actions
can be further automated to smoothen the composition process.

As discussed in Chapter 2, semi-automatic service composition is supported
by automated detection of feasible candidate services for workflow tasks using
semantic reasoning. To use these services, aspects containing the BPEL syntax
to invoke them are weaved into the master process. Currently, we assume that
these aspects are manually defined. However, the generation of simple aspects
that contain solely a service invocation can easily be generated automatically
based on the WSDL interface of the respective service.
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Also a template (master process), that involves only a simple control flow,
could be generated automatically given some user-specific requirements and
a set of available services. For example, a user requires a service that takes
as input a company name and outputs its stock quote. Suppose the following
two elementary services are available: one takes as input a company name and
outputs a ticker symbol, and another that takes as input a ticker symbol and
outputs its stock quotes. Then the middleware could detect that the composition
of those two services results in the required service and the glue code (template)
that connects them could automatically be generated.

Automatic generation of the controller seems a lot more challenging. However,
based on high-level models describing functional and non-functional require-
ments, a classification of which selection/prediction technique is best-suited for
which particular context, a registry of available service, etc., there is possibly
some room for automation. When the composition provider becomes less
involved in the process, it is important to also provide automatic control
mechanisms to validate correctness and reliability of the resulting process.

Regarding QoS-aware service composition, there are some steps that are
currently not fully automated. For example, the prediction algorithm discussed
in Chapter 4 calculates composite time series based on elementary time series
using a Petri Net Execution Time System. We presented the building blocks of
this system that correspond to the BPMN elements of a workflow. However,
we currently do not provide the mechanisms to automatically generate this
Petri Net Execution Time System from a BPMN representation or WS-BPEL
representation of a business process.

6.3.4 Extending User-Centric Composition Support

Concerning user centric composition support, there is room for improving the
multi-tenancy support in other layers. Also enhancing the end-user involvement
in the composition process can be a useful research track in the context of
certain business cases.

In Chapter 5, we addressed tenant-specific process customization in the context
of cloud computing on the service composition layer. However, migrating
business process to the cloud and supporting multi-tenancy introduces challenges
regarding performance, scalability, security, etc. on all the layers of SOC. On
the hardware layer, for example, multiple tenants share the same resources
and thus the utilization of hardware is higher than in a single-tenant situation.
It is however important that all tenants can consume resources as required.
Situations where one tenant clogs up resources and compromises the performance
of other tenants should be avoided. A challenge here is thus to assure a good
performance of the service composition and execution environment by applying
an optimized and efficient utilization of resources. Also on the data layer,
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tenants share the same data store, and thus scalability, data isolation and
security are important issues. In a multi-tenant environment, it is possible
that requests to process instances get mixed up, resulting in the exposure of
confidential data to other, possibly competitive, tenants. This makes security
issues such as data protection very important.

Future research can also consider a more active participation of the (end-)user
in the service composition process. Currently, the adaptation aspects of our
approach are largely controlled by the provider side. This is typically desirable
for scenarios in which applications are built on-demand by non-IT experts who
have no in-dept knowledge of the technology that they are outsourcing. However,
for certain business scenarios, it can make sense to provide end-users or resellers
with the freedom to perform ad-hoc changes themselves. A possible approach
for such a scenario was briefly discussed in the evaluation of Chapter 5. Instead
of inserting the annotation manually in the master process, we can use the rich
joinpoint model, the pointcut language of other approaches (Charfi et al., 2004;
Braem et al., 2007) to weave them into the workflow in an aspect-oriented way.
Using before, after, around and in advice, fragments can be inserted, deleted,
moved, replaced, swapped, embedded and copied. By updating the process
descriptor and forcing recovery of an instance according to the new schema
these customizations can also be applied at the process instance level.

6.3.5 Application on Other Technologies

It would also be interesting to apply the presented solutions on other technologies
and standards.

During this PhD project, the Web Services Business Process Execution Language
(WS-BPEL) was considered to be the defacto standard for specifying executable
service compositions. Therefore, we applied our approach in this context.
Nevertheless, the presented solutions should be easily extendable to other XML-
based standards. As discussed in Appendix A.1, currently the Business Process
Model and Notation (BPMN) 2.0 executable standard is a strong competitor of
WS-BPEL to be the future defacto industry standard for defining executable
business processes. It would therefore be interesting to apply our approach
to BPMN executable processes. This implies that our prototype, built on top
of OpenESB’s sun-bpel-engine, should also be ported to a BPMN compatible
execution environment. This should not take a huge effort, since the dynamic
WS-BPEL layer, as discussed in Chapter 3 and 5, is developed in such a way
that it is hardly dependent on the underlying engine implementation. Deploy-
time adaptation has no dependency on the WS-BPEL engine. With run-time
adaptation, the dynamic WS-BPEL layer has a minimal interaction with the
underlying layer through three interfaces.
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6.4 Concluding Thoughts

In a world with global connectivity, software systems will become increasingly
distributed and require to operate in open-ended dynamic environments. They
will thus need the ability to continuously adapt themselves to react to changes
in business needs and environmental conditions while maintaining certain levels
of quality. This dissertation aims to contribute to the transition to a future
generation of dynamic service-based systems by presenting solutions to support
adaptive workflow composition.
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Appendix A

Background on Relevant
Standards & Technologies

This appendix complements the background information discussed in chapter 2
with further details on relevant standards and technologies in the scope of this
dissertation.

A.1 Service Composition

A.1.1 Business Process Execution Language

The Business Process Execution Language (BPEL) provides a process description
vocabulary that can be compiled into runtime scripts, executable by a compliant
orchestration engine. As illustrated in Figure A.2, BPEL is an XML-based
language that builds on the layers of flexibility provided by the Web service
stack such as the Web Services Description Language (WSDL), Simple Object
Access Protocol (SOAP) and XML Schema Definition (XSD). Because BPEL
is tightly coupled with WSDL and SOAP, it is not designed for orchestrating
RESTFul Web Services.

The initial specification of BPEL was called “The Business Process Execution
Language for Web Services (BPEL4WS)” and was first introduced in 2002.
The BPEL4WS 1.0 specification was a joint effort by IBM, BEA Systems
and Microsoft and proposed an orchestration language inspired by IBM’s Web
Services Flow Language (WSFL) and Microsoft’s XLANG specification. In
April 2003, the next version (BPEL4WS 1.1) was submitted for standardization
to OASIS, a leading software industry standards organization. The official

169



170 BACKGROUND ON RELEVANT STANDARDS & TECHNOLOGIES

  

 

<process> 

     <!– Definition and roles of process participants -->

     <partnerLinks> … </partnerLinks> 

     <!- Data variables used within the process -->

     <variables> … </variables> 

     <!- Properties that enable conversations --> 

     <correlationSets> ... </correlationSets> 

     <!- Exception handling --> 

     <faultHandlers> ... </faultHandlers> 

     <!- Concurrent events -->

     <eventHandlers> ... </eventHandlers>

     <!- Process flow -->

     <scope>

          ...

         <!- Error recovery -->

         <compensationHandlers>...</compensationHandlers>

         <!- Termination handling -->

         <terminationHandler>...</terminationHandler>

         <!- Primitive and structured activities -->

         (activities)*

     </scope>

     <!- Primitive and structured activities --> 

     (activities)*

 </process>

Process Definition

Defines the different parties that interact with 

the business process.

Defines the data variables used by the 

process.

Contains fault handlers defining the activities 

that must be performed in response to faults.

Defines properties that will be used to correlate 

activities in the same conversation.

A compensation handler is used to undo 

persisted effects of already completed activities 

when a fault occurs.

The termination handler is used to control the 

termination of activities when an  external fault 

occurs.

The rest of the process definition contains the 

description of the normal behavior of the 

workflow as primitive or structured activities.

Defines a set of actions that are performed 

concurrently if the corresponding event occurs.

PartnerLinks, Variables,CorrelationSets, 

FaultHandler and EventHandlers can also be 

defined on the scope level.

A scope is used to declare part of the business 

process a in local way. Process data defined in 

a scope is not visible outside that scope.
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Figure A.1: Basic structure of WS-BPEL process

WS-BPEL 2.0 specification was released in April 2007 under the stewardship
of OASIS. The BPEL language is strongly backed by industry and has a
lot of vendor support. Many commercially and open-source BPEL-compliant
orchestration engines are available such as Apache ODE1, OW2 Orchestra2,
OpenESB BPEL Service Engine3, ActiveVOS4, Oracle BPEL Process Manager5.

Figure A.1 illustrates the basic structure of a WS-BPEL 2.0 document. The
behaviour of a workflow is defined by a control flow that consists of a combination
of primitive and structured activities. Simple activities such as receive (receive
input message for an operation), invoke (invoke a participating Web services),
and reply (provide a response to an invoked operation) are example steps in
the workflow process. Structured activities are used to describe the flow of the
process by structuring primitive basic activities. For example, a sequence allows
any contained activities to be performed in order, a flow allows activities to be
performed in parallel, and a switch can be used to introduces decision points
for conditional branching.

1http://ode.apache.org/
2http://orchestra.ow2.org/
3http://java.net/projects/open-esb
4http://www.activevos.com/products-features.php
5http://www.oracle.com/technology/products/ias/bpel/index.html

http://ode.apache.org/
http://orchestra.ow2.org/
http://java.net/projects/open-esb
http://www.activevos.com/products-features.php
http://www.oracle.com/technology/products/ias/bpel/index.html
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Figure A.2: BPM stack

A.1.2 Business Process Model and Notation

Since BPEL lacks a graphic notation, BPMN (“Business Process Model and
Notation or previously “The Business Process Modeling Notation”) aims to fill
the gap between the business process design and process implementation by
proposing language constructs that facilitate the modelling of workflows at a
high level. The relation of BPMN to other standard we discussed is shown in
Figure A.2.

Before BPMN was originally designed in 2004, both the Business Process
Execution Language for Web Services (BPEL4WS) and the Business Process
Modeling Language (BPML) were competing standards as an executable
language to allow business processes to be run, controlled, and orchestrated
on an execution engine. BPML, a superset of BPEL, promoted by an industry
consortium called the Business Process Management Initiative (BPMI), was
implemented by early stage vendors such as Intalio Inc. However, since BPML
did not get the necessary support from the large companies such as IBM and
Microsoft in their workflow and integration engines, BPMI eventually dropped
its support for BPML in June 2004 and focussed on promoting BPMN 1.0
as a complement to BPEL4WS. The BPMN specification therefore includes
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an informal and partial mapping between BPMN and BPEL to allow BPMN
models to be transformed to BPEL and executed on a BPEL engine. However,
an important limitation is that BPMN contains several constructs that have no
BPEL counterparts. Several academic works show that the translation between
the two is far from trivial because of some fundamental differences (Recker and
Mendling, 2004; Ouyang et al., 2006).

In 2006 the BPMN language specification was adopted as a standard by the
Object Management Group (OMG), a consortium which develops standards
for various aspects of software engineering. At this moment, BPMN 2.0 is the
latest version of the specification and is probably the biggest revision since its
inception. Its first beta edition was published in August 2009. The BPMN 2.0
specification defines a set of diagrams and a set of graphical elements to assist
business users in understanding the flow and the process. Business Process
diagrams describes a sequence or flow of activities of a process inside a single
entity or business. We give an overview of the core set of symbols and a
description of each element as specified by OMG6:

Figure A.3: Core set of BPMN elements

Flow Objects consist of three core elements:

• Event: An Event is something that occurs during the execution of a
business process. A basics event represents either the start, intermediate
or end phase of a process. Intermediate events affect the flow the process
but will not start or terminate the process.

• Activity: An Activity is represented with a rounded-corner rectangle and
shows the work that must be performed. An activity can be an atomic
task or a compounded sub process that is composed of other activities.
Compounded sub processes are marked with a ’+’ sign inside the rectangle.

6Source: http://www.bpmn.org

http://www.bpmn.org
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• Gateway: A diamond shape represents a gateway and models decision
points, merges, forks, joins, etc. in a process.

The Flow Objects are connected to each other with Connecting Objects. There
are four basic Connecting Objects:

• Sequence Flow: A Sequence Flow is represented with a solid line and
arrowhead and connects activities to define the execution flow of the
process. A diagonal slash across the line close to the origin indicates the
default choice of a decision.

• Message Flow: A Message Flow is represented with a dashed line and
an open arrowhead and connects activities between different process
participants.

• Association: An Association is represented with a dotted line and is used
to associate an Artefact to a Flow Object.

• Data Association: The Data Association connector represented by a
dotted line and a line arrowhead is used to move data between Data
Objects, Properties, and inputs and outputs of Activities, Processes, and
GlobalTasks.

A Swimlane is a visual mechanism of organizing objects into categories of the
same functionality:

• Pool: A Pool is represented with a big rectangle and serves as container
for a process. A pool is the graphical representation of a Participant who
takes part in the process.

• Lane: A Lane is a sub-part of a process, typically representing a performer
role or organizational unit. A lane is thus a graphical sub-division in a
pool used to organize and categorize activities.

Artefacts allow developers to bring some more information into the model/dia-
gram to make it more readable. There are three basic Artefacts:

• Group: A Group is represented with a rounded-corner rectangle and
dashed lines and is used to group different activities without affecting the
flow in the diagram.

• Text Annotation: An Annotation is used to is used to write auxiliary
information and explanation about the process.

• Data Objects: Data Objects represent information flowing through the
process, such as business documents and emails and provide information
about what Activities require and produce. A collection of data can be
grouped in a Collection Data Object. A Data input is an external input
for the process and a Data output is a result of the process.

In addition to previous versions, BPMN 2.0 includes several new functional
additions such as collaborative process modelling, choreography, conversation.
Collaborative process modelling can be done using Collaboration Diagrams that
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contain all objects of the Process Diagram and add the message flow between
pools (participants). New model types in BPMN 2.0 are the Choreography
Diagram and Conversation Diagram. The former concentrates on the message
flow instead of the individual detailed tasks of a process. Its purpose is to
show the interaction between participants. The latter is used to show the
logical relations of message exchanges on an even higher level. It shows the
conversations between the participants without showing the individual message
flow and process logic of each participant.

Probably the most important changes in BPMN 2.0, which triggered the
necessity to change the specification’s name to “The Business Process Model
and Notation”, are its support for interchange and execution of models. To
define an interchange format that is well aligned with BPMN’s modelling
constructs, it is necessary to define a meta-model. BPMN 2.0 provides a explicit
formalization of the implicit meta-model of BPMN 1.2. This meta-model defines
all BPMN entities with their attributes and relations. Modelling tools can now
unambiguously store or transmit a business process model in accordance with
the information structures defined in the meta-model by using concrete syntaxes
generated from the meta-model’s definitions. Two official file formats are
defined for this purpose: one based on XML and defined by an XML Schema
(XSD) and another based on Extensible Model Interchange (XMI). Besides
the standardization of the interchange format, also a precise definition of the
execution semantics for all BPMN elements is provided by the specification.
This enables process execution environments to interpret the meaning of the
same model in an unambiguous way. It is thus possible for a process execution
engine to execute BPMN 2.0 process models directly without the intermediate
step of generating BPEL. However, BPMN 2.0 keeps the way open to using
BPEL as a run-time execution language by providing a pattern-based approach
for mapping a subset of BPMN to BPEL.

A.1.3 BPMN 2.0 vs. BPEL

At the moment it remains unclear what the prominent BPM runtime standard
will be in the future. An interesting viewpoint on this matter is discussed by
Frank Leymann (Leymann, 2010). We briefly discuss some of his arguments:
The current problem is how to bridge the gap between BPEL and BPMN.
One possible way is to standardize a visual representation for BPEL. However,
several constructs in BPMN that are often used by BPMN modelers in practice
have no counterparts in BPEL. BPEL should thus be extended, which is time
consuming and most importantly a new visual language would introduce a new
chasm in BPM technology. Another approach, which has been taken by BPMN
2.0, is to bridge the gap between BPMN and BPEL by making fundamental
enhancements to BPMN. As discussed by Leymann (Leymann, 2010) the current
situation in process modelling can thus be viewed from two perspectives:
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• “From a BPEL perspective the current situation is as follows: A subset
of BPMN 2.0 is “isomorphic” to BPEL. As a consequence, BPMN 2.0
encompasses a visual modeling language for BPEL - this subset can be
naturally transformed to BPEL and executed in a BPEL engine.”

• “From a BPMN 2.0 perspective, the situation is as follows: BPMN 2.0 is
a process modeling language with an operational semantics imprinted by
BPEL (i.e. BPMN 2.0 builds on the success of BPEL). Thus, it is now
possible to build an engine that directly supports BPMN 2.0 ... In other
words, no BPEL at all is required to execute process models specified in
BPMN 2.0.”

A possible outlook that Leymann describes in favour of the BPEL perspective
is that “BPEL might get extended over time to support key features of BPMN
2.0 that are missing in BPEL and BPEL engines today”. Because the BPMN
2.0 specification is so complex, it is “likely that no vendor will support all of
BPMN 2.0 in its product ” anyway and thus “subsetting of BPMN 2.0 will
always happen”. Other prominent people in the domain of Business Process
Modelling such as Bruce Silver have more faith in the BPMN 2.0 perspective
and find it “hard to see BPEL as the simpler path forward.”7

A.2 Enterprise Integration

A.2.1 Java Business Integration

Java Business Integration (JBI) is a standards-based architecture that solves
the issues of Enterprise Application Integration (EAI) and Business-to-Business
(B2B) integration by means of a standards-based architecture (Ten-Hove, 2005).

Figure A.4 illustrates a high level view of the JBI architecture. The JBI
environment provides a standardization of the container-model of an ESB. The
container hosts plug-in components that communicate through a mediated
message exchange called the Normalized Message Router (NMR). This way,
components do not interact directly with each other and a maximal decoupling
can be obtained between service providers and consumers. The main focus
points of the JBI specification are components, messaging and management.

Two types of components are defined by the specification (Ten-Hove, 2005):

• Service Engines (SE): SEs provide business logic and transformation
services inside the JBI environment. SEs can integrate Java-based
applications and other resources. Example Service Engines (SE) include
EJB’s, BPEL engines, rules engines, XSLT engines, etc.

7http://www.brsilver.com/2009/12/02/bpmn-vs-bpel-the-debate-goes-on-sigh/

http://www.brsilver.com/2009/12/02/bpmn-vs-bpel-the-debate-goes-on-sigh/
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Figure A.4: JBI architecture

• Binding Components (BC): BCs are used for separating business logic
from communication. They serve as proxies that provide connectivity to
services external to the JBI environment. Example Binding Components
(BC) are a HTTP BC or JMS BC for sending and receiving external
messages over HTTP, respectively JMS.

All Service Engines and Binding Components can function as service providers,
consumers or both.

Inside the JBI environment, the NMR is responsible for routing message
exchanges from one component to another. The message exchange model is
based on the Web Services Description Language (WSDL). Both Service Engines
and Binding Components interact with the NMR through a Delivery Channel.
This is a bidirectional communication conduit between components and the
NMR. It defines the API contract between service consumers, providers and the
NMR. Messages that are routed in the JBI framework have a standardized form,
called a normalized message. A normalized message consists of three parts:
the payload or bare message, message properties or metadata and message
attachments. To communicate with external components, messages have to
pass through Binding Components that normalize incoming messages and
denormalize outgoing messages between an external remote protocol and the
internal normalized message format.
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JBI also provides services to facilitate management of the JBI environment using
Java Management Extensions (JMX). This includes installation, configuration,
lifecycle management, monitoring and control of installed plug-in binding and
engine components.

A.2.2 Service Component Architecture

The Service Component Architecture provides a programming model for the
creation of service components and for composing those components into
composite applications (Beisiegel et al., 2007). SCA aims to support a wide range
of technologies. Components can be implemented using different programming
languages, frameworks and environments and can communicate or be accessed
by various technologies such as Web services, Messaging systems and Remote
Procedure Call (RPC).
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Figure A.5: Example SCA application

Figure A.5 illustrates a simple SCA application. The client of the SCA
application is a Web Interface that invokes a BPEL process. The BPEL
process orchestrates between a composite and component that are managed by
another organization. The former consists of a Java and Spring application and
the latter is the stand-alone Spring application. By means of this figure, we
explain the basic concepts behind SCA (Beisiegel et al., 2007; Chappell, 2007).

The basic elements of business function in an SCA system are components. The
main fundamental abstractions of a component are:

• Implementation: Components are configured instances of implementations.
Several components can share the same implementation, where each
component configures the implementation differently. The implementation
provides the program code that implements some business functionality
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by using a specific programming language, such as the Java language,
JavaScript, C++, Ruby, Python, or BPEL. Also different programming
model technologies are possible, such as Enterprise Java Bean (EJB),
Spring, Java Enterprise Edition (JEE), etc.

• Service: Components provide and consume services. A Service represents
an addressable interface of the implementation, usually in the form of
a list of operations that the component supports. Depending on the
implementation, different types of interfaces are possible. A Java-based
component would probably describe its services using a Java interface,
while a BPEL component is usually described by a WSDL interface. A
component can also expose more than one service.

• Reference: A Reference represents a requirement that the implementation
has on a service provided by another component. A reference thus defines
an interface containing operations that this component needs to invoke.

• Property: Properties allow for the configuration of an implementation
with externally set values. A property contains a value in a configuration
file that is read when the component is instantiated. An example property
is a currency format that must be used by the implementation, which
differs depending on the country where that component is deployed.

Components can be combined by wiring exposed services and references together.
These combinations are called composites, which can themselves be further
combined to create a complete business solutions. A connection can be
established when components reference matches a service provided by another
component. The connection itself is represented using a wire. Similar to a
component, a composite can also expose one or more services implemented
by a component within the composite. This can be done by making those
services visible outside the composite by promoting them. This is shown by
the dashed lines in Figure A.5. A Composite in SCA is typically defined in a
configuration file using an XML-based format called the Service Component
Definition Language (SCDL). Composites are deployed within a SCA Domain.
A domain represents a set of Services providing an area of Business functionality
that is controlled by a single organization.

To separate the business logic from communication protocols, SCA uses the
concept of bindings. Bindings allow a developer to specify which protocols a
service or reference supports. An example binding is a Web service binding
which defines how a service can be made available as a Web Service and how
a SCA reference can invoke a Web Service. Component and composites can
communicate with an application outside its domain by using an interoperable
protocol such as Web services.
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A.2.3 JBI vs. SCA

With IBM and BEA dropping their support for JBI and starting with SCA,
there was a lot of debate around JBI vs. SCA. Both standards were often
presented and considered as competing. However, it is now quite accepted in
the industry that both standards cover different standardization areas. JBI
takes more a bottom-up approach starting from integration infrastructure by
providing a container model for an ESB. SCA, on the other hand, takes a
top-down approach and starts from the application developer’s perspective by
providing a technology-agnostic generic programming model for assembling
composite applications. Table A.1 gives an overview of some open source ESB
implementations and their underlying foundations.

Chainbuilder Fuse JBossESB Mule OpenESB Petals
Foundation JBI JBI - - JBI JBI

ServiceMix WSO2 SOPERA Synapse Tuscany
Foundation JBI - JBI - SCA

Table A.1: Overview open source ESB implementations and their underlying
foundations (Schramm and Majumdar, 2010).

JBI and SCA can be used separately but also coexist, suiting the needs of both
the application developers and the platform builders. However, at the time of
writing this text, examples where both standards are used complementary are
rather limited. It seems that JBI is loosing terrain as an underlying run-time
environment for current ESB implementations. Probably an important reason
for this is that JBI never got the necessary support by the prominent players in
the domain of Enterprise Integration. Actually, Sun Microsystems was the only
big vendor behind the specification. JBI 2.0 that was meant to solve the main
limitations of the 1.0 specification did not take off very well, and was eventually
withdrawn in Dec 2010. OpenESB is kind of a reference implementation for the
JBI standard. However, with the acquisition of Sun Microsystems by Oracle
in early 2010, the trajectory of OpenESB has drastically changed. Oracle has
cancelled corporate sponsorship of the project and its development is now purely
community-based. ServiceMix ESB, originally a strongly JBI-based project,
seems to gradually abandon its JBI roots. In the latest release they refactored
the NMR to be a more lightweight OSGi (Open Services Gateway initiative
framework) based run-time that remains compatible with JBI.





Bibliography

Beisiegel, M. et al. (15 March 2007). Service Component Architecture - Assembly
Model Specification, SCA Version 1.00. IBM, SAP et al.

Chappell, D. (July, 2007). “Introducing SCA”. In: Whitepaper, Available:
http://www.davidchappell.com/articles/Introducing_SCA.pdf.

Leymann, F. (2010). “BPEL vs. BPMN 2.0: Should You Care?” In: 2nd
International Workshop on BPMN. Vol. 41. 1. Springer Verlag, pp. 8–13.

Ouyang, C. et al. (2006). “From BPMN Process Models to BPEL Web Services”.
In: Proceedings of the IEEE International Conference on Web Services. ICWS
’06. Washington, DC, USA: IEEE Computer Society, pp. 285–292. isbn:
0-7695-2669-1.

Recker, J. C. and J. Mendling (2006). “On the Translation between BPMN and
BPEL: Conceptual Mismatch between Process Modeling Languages”. In: 18th
International Conference on Advanced Information Systems Engineering.
Proceedings of Workshops and Doctoral Consortiums. Ed. by T. Latour and
M. Petit. Namur University Press, pp. 521–532.

Ten-Hove, R. and P. Walker (2005). JavaTM Business Integration (JBI) 1.0.
Sun Microsystems, Inc.

181





Appendix B

Prototype Middleware:
Deploy- and Run-time
Customization

This appendix explains in detail how our middleware for multi-tenant
customization of workflows (discussed in Chapter 5) is used to perform deploy-
time customization and run-time adaptation. For the former, the workflow is
only changed before it is actually deployed. The latter requires customization
of workflow instances that are running on the workflow engine. Figure B.1 gives
an overview of both approaches.

Figure B.1: Deploy- and run-time customization

A BPaaS provider can create a new service composition package by providing
a WS-BPEL process with abstract tasks (the master process), concrete
implementations for these tasks (the aspects), the controller logic that
implements a concrete mapping between the two and some deployment
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information concerning the location of the workflow engine, etc. This package
can be deployed on the middleware and a feature model can be generated to
specify all supported customizations. A tenant can then specify his required
customizations from the feature model to allow the creation of a tailored
executable process. The process can now be made available for usage by
deploying it on a standard WS-BPEL engine and providing the tenant with
the corresponding endpoint location. He can now use the process and create
instances. This concludes the deploy time customization support. In section B.1,
we show a concrete and detailed example of how deploy-time customization is
done using our approach.

In some cases, a tenant wants customization support during the execution
of a process. For example, if a tenant wants to use the service with the
lowest load at specific point during the execution of a workflow, the concrete
implementation can only be determined at run-time, right before the service is
actually invoked. This is supported by our middleware by inserting feedback
points on specific places in the WS-BPEL process. Before the service execution,
the backend of the middleware is invoked to demand a reevaluation of the
tenant’s customization requirements. If necessary, the running instance will
be adapted to use another concrete implementation for the abstract service
invocation. The running instance will be halted, customized and finally its
state will be restored so it can finish in correspondence with the tenant-specific
requirements. In section B.2, we explain in detail by means of a load-balancing
example how run-time adaptation can be achieved using our middleware.

B.1 Deploy-time Customization: A Scenario on
Modularization and Separation of Concerns

The goal of this scenario is twofold. We want to illustrate how the middleware
allows modularization of code snippets that can be bundled into a library for
reuse across workflows. Second, we show how separation of concerns can be
handled.

Scenario Description
As discussed by Anstett et al. (2009), commercial BPEL engines such as IBM’s
Process Server allow access control on a per-model level. For example, different
administrators, that can stop, resume and modify process models, can be
assigned to different process models. In general this makes these engines ready
for a Platform as a Service (PaaS) scenario. However, in a BPaaS scenario,
access control and isolation on a process level instance is needed. By relying on
a multi-tenant architecture, multiple tenants must be served with a single BPEL
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engine hosting multiple business processes. This raises security issues concerning
the protection of information against other tenants sharing the same resources.
It is possible that requests to process instances get mixed up and responses
containing confidential data are exposed to unintended tenants. Defining access
control for different tenants on a per-instance level can solve this problem but is
not supported by current engines. Ideally, the access control should be modelled
separately from the functional workflow since it is a crosscutting concern. It
should also be easy to reuse it across workflows.

Solution
We illustrate how our middleware allows the integration of instance-level security.
For simplicity, we limit the example to a very basic form of access control. A
tenant first authenticates with an identity provider to retrieve an authentication
token that contains its identity and is signed by the identity provider. Each
time the tenant invokes a business process on the multi-tenant architecture, he
includes his authentication token to prove his identity. During the execution
of the instance, the token can then be sent together with the instance and
process identifier to an authorization service to check if this tenant is entitled to
execute the instance. The authorization call is a non-functional requirement that
cross-cuts the program but doesn’t affect its main functionality. We illustrate
how the authorization functionality can be modularized into a library for reuse
across workflows and how the non-functional authorization requirement can be
separated from the main functionality of the business process. We discuss the
building blocks from the previous subsection in the context of this scenario.

Illustration of the Building Blocks

1. Master Process - The master process is designed as a regular process,
complemented with annotations used by the middleware. During the expansion
phase, annotations will be substituted by the corresponding WS-BPEL snippets
from the aspect definition. The resulting process should be a valid WS-BPEL
compatible process. An example master process is shown in Listing B.1 that
contains an annotation.

Listing B.1: Master process

1 <p r o c e s s name="e−h e a l t h ">
2 . . .
3 <sequence >
4 . . .
5 <empty name=" i n s e r t A u t h o r i z a t i o n ">
6 <!−−# aspect ( AuthorizationAspect ,
7 insertAuhtorization ( { ’ processID ’ => ’ e−health ’ } ) #−−>
8 <documentation>This b l o c k w i l l a u t h o r i z e the tenant </documentation>
9 </empty>

10 . . .
11 </sequence >
12 </p r o c e s s >
13 </aspect>
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Usually a WS-BPEL process is designed graphically. The Business Process
Modeling Notation (BPMN)1 is a standard for process modelling, and provides
a graphical notation for specifying business processes. To keep the existing tool
support in developing workflows processes we chose a syntax that is compatible
with the existing WS-BPEL standard. By using <!−−# and #−− >, which
are used to mark comments in XML, complemented with our own markings to
distinguish it from normal comments, the master process stays syntactically
correct. Furthermore, we offer the possibility to specify an annotation in the
empty-element. This element has no semantic influence on the composition, but
makes it possible to add the standard documentation-element and this element
will be visualized as an annotation in the graphical representation, assuming
BPMN is used.

2. Aspect Definition - The aspect definition of an authorization module is
shown in Listing B.2. It contains the WS-BPEL code to invoke the authorization
service with a message containing the authentication token, the instance and
process identifier. When authorization fails, the instance will be terminated.

Listing B.2: Authorization aspect definition

1 <aspect name=" A u t h o r i z a t i o n A p s e c t " >
2 <i n f o>v e r s i o n : 1 . 0 </ i n f o>
3 <using>
4 <import namespace=" http : / / e n t e r p r i s e . n e t b e a n s . org / b p e l /

A u t h o r i z a t i o n S e r v i c e W r a p p e r "
5 l o c a t i o n =" A u t h o r i z a t i o n S e r v i c e W r a p p e r . wsdl "
6 importType=" http : / / schemas . xmlsoap . org / wsdl /"/>
7 <import namespace=" http : / / w e b s e r v i c e s . authz /"
8 l o c a t i o n =" A u t h o r i z a t i o n S e r v i c e . wsdl "
9 importType=" http : / / schemas . xmlsoap . org / wsdl /"/>

10 <p a r t n e r L i n k name="AuthzPL "
11 xmlns : t n s =" http : / / e n t e r p r i s e . n e t b e a n s . org / b p e l /

A u t h o r i z a t i o n S e r v i c e W r a p p e r "
12 partnerLinkType ="AuthzPLinkType " p a r t n e r R o l e ="AuthzRole "/>
13 </using>
14 <v a r i a b l e s>
15 <v a r i a b l e name=" e n a b l e _ A u t h o r i z a t i o n " v a l u e =" t r u e " />
16 </ v a r i a b l e s>
17 <include name="Other Aspect D e f i n i t o n " />
18 <snippet name=" a u t h o r i z a t i o n S n i p p e t ">
19 <a s s i g n name="copyToken#{uniqueID }">
20 <copy>
21 <from>#{p r o c e s s I D }</from>
22 <to>$AuthzRequest . p a r a m e t e r s / p r o c e s s _ i d </to>
23 </copy>
24 <copy>
25 <from>s x x f : getGUID ( ) </from>
26 <to>$AuthzRequest . p a r a m e t e r s / i n s t a n c e _ i d </to>
27 </copy>
28 <copy>
29 <from>$Input . parameter / a u t h e n t i c a t i o n T o k e n </from>
30 <to>$AuthzRequest . p a r a m e t e r s / token </to>
31 </copy>
32 </ a s s i g n >
33 <i n v o k e name="Authz#{uniqueID }" p a r t n e r L i n k ="AuthzPL " o p e r a t i o n ="

a u t h e n t i c a t e "
34 i n p u t V a r i a b l e ="AuthzRequest " o u t p u t V a r i a b l e ="AuthzResponse "
35 xmlns : t n s =" http : / / w e b s e r v i c e s . authz /" portType=" t n s : AuthzPT"/>
36 <i f >
37 <c o n d i t i o n >$AuthzRequest . p a r a m e t e r s / r e p o n s e != true </c o n d i t i o n >
38 <e x i t />
39 </ i f >
40 </snippet>
41 </aspect>

1http://bpmn.org/

http://bpmn.org/
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We discuss the different parts of the aspect definition. The definition is enclosed
in the aspect container, with its name as an attribute. This name is used
by the middleware as an identifier to match aspect annotations with the
corresponding aspect definitions.

The using block contains the statements that are required in the process
definition to allow the execution of the included WS-BPEL code from the aspect
definition. For example, if we include WS-BPEL code that contains an invoke
activity, we also need to include a partnerlink definition for the service and an
import of its WSDL2 specification. Also if extra variables are required, they
can be included through the using block.

For some aspect definitions, it is useful to have variables that have no meaning
for the process definition but are required for the customization logic. We can
include them in the variables block. In the example above, we have a Boolean
variable that states if authorization should be enabled or not. The scope option
can be used to define the reach of the variable. A scope can take three different
values. If a global variable changes, it has an impact on all processes and
instances that used it. A “process scope” is used for all instances of a specific
process and an “instance scope” is limited to a specific instance of a process.

To further stimulate reuse, it is possible to include an aspect definition into
another aspect definition. This can be done using the include tag. The result
is that all the definitions of the other aspect will be added to the current aspect.
This way, an aspect definition can be extended with new functionality.

The most important parts of the definition are the snippets. They contain
the actual WS-BPEL code fragments that eventually will be included in the
master process. A snippet is characterized by a unique name. Calls to insert
the snippet can contain parameters. The example snippet is parameterized
in three points. The names of the assign and invoke activity and the process
id that will be sent to identify the workflow process. Parameter values are
specified in the snippet using the following construction: {#variableName}.
The middleware will replace them by the values that are passed with the call to
insert the snippet.

3. Controller Logic - The controller logic is responsible for selecting a
specific snippet. It is implemented using a general purpose language that
is supported by the middleware. Listing 3 contains example controller logic
for the access control scenario. It is written using the ruby language. A
method is defined to insert the authorization snippet using the built-in
method insert_snippet(snippetName, args). This method returns the
corresponding code fragment where the parameters are replaced by their values.

2http://www.w3.org/TR/2007/REC-wsdl20-20070626/

http://www.w3.org/TR/2007/REC-wsdl20-20070626/
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Listing B.3: Authorization controller logic

1 def i n s e r t A u t h o r i z a t i o n ( p r o c e s s I D , ∗ )
2 e n a b l e d = g e t _ v a r i a b l e ( " enable_authorization " , tenantID )
3 random = rand ( 1 0 0 0 0 )
4 i f ( e n a b l e d == " t r u e " )
5 i n s e r t _ s n i p p e t ( " authorizationSnippet " ,{ ’random ’ => random , ’ processID ’ =>

p r o c e s s I D })
6 e l s e
7 ’ ’
8 end
9 end

Other built-in methods are:

• get_variable(variableName, tenantID)
• get_variable(aspectdefiniton, variableName, tenantID)
• set_variable(variableName, value, tenantID)
• set_variable(aspectdefinition, variablename, value, tenantID)

These methods can be used to change or retrieve variables with different scopes
that are defined in the aspect definitions. TenantID is an optional argument to
allow the values of variables to be different depending on the tenantID. TenantID
is a static variable that will be set to indicate for which tenant the customization
logic is executed. Only if the tenant has enabled the security feature, then
the enable_authorization will return true and the authorizationSnippet will be
weaved into the master process.

B.2 Run-time Adaptation: A Scenario on Service
Substitution

The goal of this scenario is to illustrate the basic mechanisms in our middleware
that allow run-time adaptation, and more specifically service substitution during
the execution of the business process.

Scenario Description
A popular application we will use to demonstrate run-time service substitution
is load-balancing. In this scenario, we assume that the billing service is a crucial
component in our workflow. We cannot risk that a nearly finished process,
possibly already running several days or even weeks, needs to be aborted because
of a failure in this step. To offer a stable composition, we provide a backup
payment provider to allow change of load if one of both services comes in
trouble. Note that services can perform the same task, but have different
WSDL-interfaces. This means that the workflow implementation will be slightly
different for different workflow participants.
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Solution
Illustration of the Building Blocks

1. Master Process - To insert the load balancing into the master process, we
use the following annotation:

Listing B.4: Load balancing annotation

1 <p r o c e s s name="e−h e a l t h ">
2 . . .
3 <sequence >
4 . . .
5 <empty name="PerformPayment">
6 <!−−# aspect_dynamic ( PaymentProvider , pay) #−−>
7 </empty>
8 . . .
9 </sequence >

10 </p r o c e s s >

By using aspect_dynamic(aspectName, controllerAction), we make sure
that during the execution of the process a callback will be done to the middleware
to check if the optimal service is used. If not, the workflow process will be
adapted at run-time to invoke the other service; where after the process execution
will be resumed. During the callback, a unique identification number is provided
to allow the middleware to couple the call to the specific process, instance and
activity. This information can be used to identify the tenant and which kinds
of customizations are required.

2. Aspect Definition - The aspect definition of a load balancing module is
shown in Listing B.5.

Listing B.5: Load balancing aspect definition

1 <aspect name="PaymentProvider " >
2 <using>
3 <import namespace=" http : / / w e b s e r v i c e s /" l o c a t i o n=
4 " wsdl / P a y m e n t P r o v i d e r S e r v i c e . wsdl " importType=" http : / / schemas . xmlsoap . org /

wsdl /"/>
5 <import namespace=" http : / / w e b s e r v i c e s /" l o c a t i o n =" wsdl /
6 BackupPaymentProviderService . wsdl " importType=" http : / / schemas . xmlsoap . org /

wsdl /"/>
7 <p a r t n e r L i n k name=" BackupPaymentProviderPartnerLink "
8 xmlns : t n s =" http : / / e n t e r p r i s e . n e t b e a n s . org / b p e l /

BackupPaymentProviderServiceWrapper "
9 partnerLinkType =" t n s : BackupPaymentProviderLinkType "

10 p a r t n e r R o l e ="BackupPaymentProviderRole "/>
11 <p a r t n e r L i n k name=" PaymentProviderPartnerLink "
12 xmlns : t n s =" http : / / e n t e r p r i s e . n e t b e a n s . org / b p e l /

PaymentProviderServiceWrapper "
13 partnerLinkType =" t n s : PaymentProviderLinkType " p a r t n e r R o l e ="

PaymentProviderRole "/>
14 <v a r i a b l e name="HandlePaymentOut " xmlns : t n s =" http : / / w e b s e r v i c e s /"
15 messageType=" t n s : handlePaymentResponse "/>
16 <v a r i a b l e name="HandlePaymentIn " xmlns : t n s =" http : / / w e b s e r v i c e s /"
17 messageType=" t n s : handlePayment"/>
18 <v a r i a b l e name="ProcessPaymentCreditCardOut " xmlns : t n s =" http : / / w e b s e r v i c e s /"
19 messageType=" t n s : processPaymentCreditCardResponse "/>
20 <v a r i a b l e name=" ProcessPaymentCreditCardIn " xmlns : t n s =" http : / / w e b s e r v i c e s /"
21 messageType=" t n s : processPaymentCreditCard "/>
22 </using>
23 <v a r i a b l e s>
24 <v a r i a b l e name="loadA " v a l u e ="0" s c o p e =" g l o b a l " />
25 <v a r i a b l e name="loadB " v a l u e ="50" s c o p e =" g l o b a l " />
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26 </ v a r i a b l e s>
27 <snippet name=" providerA ">
28 <a s s i g n name=" AssignPaymentDetails ">
29 <copy>
30 <from>$ o r d e r / ns0 : s h i p p i n g P r i c e +
31 sum ( $CheckoutBasketOperationIn . b a s k e t / ns0 : item / ns0 : p r i c e )</from>
32 <to>$ProcessPaymentCreditCardIn . p a r a m e t e r s / amountInEuro </to>
33 </copy>
34 <copy>
35 <from>$GetAccountDetailsOut . p a r a m e t e r s / r e t u r n / c r e d i t C a r d </from>
36 <to>$ProcessPaymentCreditCardIn . p a r a m e t e r s / c r e d i t C a r d </to>
37 </copy>
38 </ a s s i g n >
39 <i n v o k e name="performPayment " p a r t n e r L i n k =" PaymentProviderPartnerLink "
40 o p e r a t i o n =" processPaymentCreditCard " xmlns : t n s =" http : / / w e b s e r v i c e s /"
41 portType=" t n s : PaymentProvider " i n p u t V a r i a b l e =" ProcessPaymentCreditCardIn "
42 o u t p u t V a r i a b l e =" ProcessPaymentCreditCardOut "/>
43 </s n i p p e t >
44 <s n i p p e t name=" p r o v i d e r B ">
45 <a s s i g n name="AssignBackupPayment">
46 <copy>
47 <from>$GetAccountDetailsOut . p a r a m e t e r s / r e t u r n / c r e d i t C a r d </from>
48 <to>$HandlePaymentIn . p a r a m e t e r s / creditCardNb </to>
49 </copy>
50 <copy>
51 <from>$ o r d e r / ns0 : s h i p p i n g P r i c e +
52 sum ( $CheckoutBasketOperationIn . b a s k e t / ns0 : item / ns0 : p r i c e )</from>
53 <to>$HandlePaymentIn . p a r a m e t e r s /amount</to>
54 </copy>
55 </ a s s i g n >
56 <i n v o k e name="InvokeBackupPayment " p a r t n e r L i n k ="

BackupPaymentProviderPartnerLink "
57 o p e r a t i o n ="handlePayment " xmlns : t n s =" http : / / w e b s e r v i c e s /"
58 portType=" t n s : BackupPaymentProvider " i n p u t V a r i a b l e ="HandlePaymentIn "
59 o u t p u t V a r i a b l e ="HandlePaymentOut"/>
60 </snippet>
61 </aspect>

The using block contains the definitions and variables required for the invocation
of the payment services. The concrete WS-BPEL is captured by the snippets
“Provider A” and “Provider B”. Furthermore, there are two global variables that
keep track of the load. Remark that both services offer the same functionality,
namely transferring an amount of money from the credit card to a given account,
but have different interfaces.

3. Controller Logic - The controller logic contains a method “pay”,
responsible to perform the load balancing. This method retrieves the variables
containing the load and compares them to select the optimal service and insert
it into the composition.

Listing B.6: Load balancing controller logic

1 def pay ( ∗ )
2 loadA = g e t _ v a r i a b l e ( " loadA " ) . to_i
3 loadB = g e t _ v a r i a b l e ( " loadB " ) . to_i
4 i f ( loadA <= loadB )
5 i n s e r t _ s n i p p e t ( " providerA " )
6 e l s e
7 i n s e r t _ s n i p p e t ( " p r o v i d e r B " )
8 end
9 end
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