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Abstract: Automatic evaluation of verbal activities has always been hard. On the
one hand, teachers want to stimulate student engagement and therefore often base
grades on the number of participations. On the other hand, if quantity is more
important than quality, students might participate, but add nothing new to the
conversation. Providing feedback for spoken conversations is another challenge, one
that is often solved by doing things manually. Both aspects originate from the same
problem, the difficulty of extracting semantic knowledge from speech. In this
contribution we present our approach to extracting and visualising this semantic
knowledge using an open source speech recognition engine and Latent Semantic
Analysis.
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1. Introduction
Monitoring what learners know is one of the great problems that fascinate both scientists 
and practitioners probably since the discovery of language. Though in Western societies it 
has not been but for the past few centuries that major breakthroughs have been achieved, 
maybe marked by the development of first representation languages such as predicate logic
at the end of the 18th century and by the wider introduction of processing machines
particularly during the 19th and 20th century. Still, it can be attributed largely to research of
the past century that not only the theoretical fundaments have been diversified, but also 
their applications in hard- and software.

Within this contribution we will draw on the achievements in knowledge representation 
theory and combine it with new ways of gathering input: we will combine speech
recognition techniques with methods of conceptual representation and – ultimately – outline
their application in conceptual monitoring.

This could be particularly of interest in those African states that report very low literacy
rates amongst their populations, as it enables for the development of a variety of 
applications that can help overcame this problem and lower access barriers to learning,
especially to informal learning. 

Technology-enhanced learning has seen many improvements over the years. Needless 
to say we have come a long way since Presseys’ ‘teaching machine’. Nevertheless many
challenges still remain and although the interaction has changed tremendously, the current 
‘teaching machines’ still present students with a question and expect one of a predefined set 
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of correct answers. In a lot of today’s learning systems a so-called open question is not 
being automatically corrected, because this requires a more intelligent approach. A good
example of this is the evaluation of an essay, where the conceptual information is equally if 
not more important than the students’ writing. 

In recent years a number of different techniques have been proposed and implemented
for automated essay scoring. An overview is given by Rudner et al. [1], Hearst [2], Valenti 
et al. [3] and Dikli [4]. One of these methods is Latent Semantic Analysis (LSA) first 
described by Dumais and Landauer [5] in 1997 and later implemented in automated essay 
grading systems, such as the Intelligent Essay Assessor (IEA) [6] and others [7,8,9]. 

Latent Semantic Analysis is a statistical method for analysing the conceptual knowledge 
of texts by comparing them in a so-called semantic space where they are represented as
vectors. A space is created from a corpus, which immediately explains why this method
works best if we are dealing with a specific domain. 

These kinds of systems show promising results and it has been shown to successfully 
imitate human word selection and category judgments [10]. Unfortunately, they still require 
textual input, so they cannot be immediately applied to spoken conversations. 

In this paper we summarise our attempts at using an open source automatic speech 
recognition engine to enable the use of LSA techniques in evaluating and providing 
feedback for an on-line audio and video conferencing tool.

2. Technologies
As part of the Language Technologies for Lifelong Learning (LTfLL) project1
CONSPECT2 was developed as a tool to provide feedback to students by analyzing the 
conceptual coverage and differences of textual data, such as essays or blogs. It calculates a 
conceptual diagram or ‘conceptogramme’ which shows the differences between the 
student’s conceptual model and a group reference model.

In this paper we try to reuse the same application but adapt it so that the input data no 
longer has to be textual but can also be speech. The purpose of this is to be able to combine
CONSPECT with Flashmeeting, a web-based conferencing tool. “Flashmeeting is an 
academic research project aimed at understanding the nature of online events and helping
users to meet and work more effectively.”3 It records all meetings for research purposes and 
allows user to replay past public meetings. Flashmeeting is often used for group discussions 
by students working on a joint project, such as a paper, an essay or a software application. 

Flashmeeting is auto-moderated, meaning only one speaker is able to broadcast at a 
time. Each speaker is recorded in a separate file and some meta-data is kept in a database,
such as real name, timestamp or duration. 

Our objective is to automatically construct a conceptogramme for recorded meetings as
feedback for the participants. We do this by using an open source Automatic Speech 
Recognition (ASR) system, called CMU Sphinx, as a pre-processing step for our Latent 
Semantic Analysis (LSA). 

3. Topic Spotting
Topic spotting is similar to keyword spotting (KWS) where an audio database is queried for
given keywords, but instead of looking for predefined keywords it tries to extract 
meaningful keywords describing the topic of an audio fragment. In keyword spotting there 
is no need for a full ASR system and one common technique is to use a finite state grammar

1 http://www.ltfll project.org/
2 http://www.ltfll project.org/index.php/conspect.html
3 http://flashmeeting.open.ac.uk/home.html
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(FSG) that describes the keywords to be detected and includes a garbage state for all 
utterances that were not confidently recognized as part of the grammar.

When there is no predefined list of keywords to detect, it is impossible to use such a
system. If the grammar would include all possible keywords from the English language, it 
would no longer be able to confidently distinguish between them. Moreover, any word 
except a stopword can be a keyword. We are thus dealing with what is called Large-
Vocabulary Continuous Speech Recognition (LVCSR). Selecting words from the 
vocabulary based solely on their acoustic resemblance no longer works, there are too many
similar words. For this reason, an n-gram is used, which describes the probability of the
occurrence of a sequence of n words. Using this we can more confidently select which word 
is more probable to have been pronounced. 

We perform topic spotting in two separate steps. We first transcribe the meetings and 
then extract those descriptors that are most likely to be relevant for describing what the 
meeting has been about. 

3.1 Transcribing 

One benefit of topic spotting is that there is no need for a perfect recognition like in 
dictation applications. We can ignore words that have a low confidence score, in general, 
they will not influence the resulting keywords. These keywords will be pronounced 
multiple times by different persons in the same conversation, increasing the chance of being 
correctly recognized at least once. 

The domain and vocabulary of the recorded meetings vary and they contain a lot of 
words that are not present in the English dictionary. Not only the dictionary, but also the 
default language model is inappropriate. The bigram “Dublin core” would for instance have 
a very low probability or be missing from the language model. As a result, we decided to
train a new language model and construct a new dictionary. Unfortunately, we do not have 
enough transcripts for this, but there is however an extensive amount of data available from 
the text chat.

The result of all this is an application that produces the transcripts for a meeting.
Because Flashmeeting is turn based, each speaker is recorded individually and is therefore
transcribed individually. 

3.2 Keyword Suggestion

The transcriptions from the first step can be fed directly to CONSPECT as textual data, but
the resulting keywords were often not good enough. This was mainly because our language 
model was trained on chat data and therefore contained many problematic words. It is a
well-known fact that the language used in text chats is often “very informal with little or no 
punctuation or capitalization. Spelling conventions […] are based on phonemics and how 
words sound in actual conversations rather than correct spelling.” [11] The fact that “[…] 
members of online communities use and understand abbreviations” only aggravates 
matters. As a result our language model inevitably contains many identical words, written 
in a variety of ways, for example: you’re, youre, ur, u are.

Other problems were our low audio recording quality, which was a historical design 
decision to reduce storage space and traffic, and the ambient noise due to the use of internal 
microphones. To aggravate matter even further, we were also dealing with a large variety of
accents, because for many students, English was not their native language.

All things considered, it became apparent that extracting keywords from the
transcriptions often gave wrong results. For that reason, we tried a keyword suggestion 
engine, called Zemanta. Zemanta does not extract keywords, but suggest possible keywords 
which might even be missing from the text. In one of our meetings for example the words 
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‘Dublin Core’ were never correctly recognized, but because words like metadata, LOM and
application profile were, the engine suggested Dublin Core as one of the keywords. 

For each individual segment we ran the transcription through Zemanta resulting in a 
number of keywords. Our application then constructs a RSS feed containing these 
keywords, which can then be passed to CONSPECT. 

4. Results 
Automatic evaluation of verbal activities has always been hard. On the one hand, teachers 
want to stimulate student engagement and therefore often base grades on the number of 
participations. On the other hand, if quantity is more important than quality, students might
participate, but add nothing new to the conversation. Manually evaluating these kind of 
activities is very time-consuming and fatiguing. A one hour meeting requires at least one 
hour of evaluation as one cannot listen faster than the students speak, as opposed to the 
evaluation of texts, such as essays.

In this section we will present a number of real life examples and show how our 
application can be used in providing feedback for students or helping teachers evaluate
spoken conversations. All the diagrams in this paper are generated by our application, but 
redrawn for publication purposes. To generate the conceptogrammes we used three 
meetings by the same team working on writing a paper. The paper in question is about 
Science 2.0 and the use of online services such as social media and social network services 
for researchers. The first meeting was a short meeting to introduce the different participants
and state the goal of the project. The second one was organised to review the first draft of 
the paper. The third meeting concluded the project and discussed some final alterations and 
additions. There were thirteen different participants, nine of them participated in meeting
one, seven in meeting two and six in meeting three. For most of them, English was not their
mother tongue.

4.1 Comparing Groups or Meetings 

Our application offers the possibility to visualise the topics of a single meeting and their 
relationships using CONSPECT, to be used as a meeting summary or to incorporate in a
search engine. More interestingly, CONSPECT offers the capability to compare such
conceptual diagrams, showing which concepts are common to all or some meetings. If there 
are multiple groups working on the same project, they can for instance be compared to each 
other for feedback or evaluation purposes as they identify missing topics.

Figure 1 is an example of such a diagram. The common concepts are marked in dark
grey, the lighter grey circles represent concepts only occurring in one of the two meetings.
For sake of clarity, some concepts are not being shown here. 
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Figure 1: Example of a Double Combined Graph

If more than two meetings are compared, the diagram shows concepts larger and darker 
when they occur in more meetings. Concepts are linked to the meetings they belong to by 
lines. Figure 2 is such a diagram, generated from our three meetings. As feedback, this 
diagram is useful because it shows which topics are insufficiently covered. Some of the 
white circles below are for instance ‘standards’, ‘engines’ and ‘metadata’, these concepts
might need some more attention.

Figure 2: Example of a Multiple Combined Graph
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4.2 Comparing Individuals

Not only entire meetings or groups can be compared, but also individual speakers. One 
student could for instance be compared to another student or the entire group. If students 
did not add much to the conversation, their segments will be missing much of the concepts
common to the others. Figure 3 and figure 4 are examples of participation diagrams of two 
participants compared to the group. Both participants spoke 4 times, the first participant 
spoke for a total of 5.7 minutes, the second for a total of 6.7 minutes. Light grey circles are 
concepts introduced by the speaker, dark grey circles are concepts used by the speaker but
also by other participants. The concepts in white were not dealt with by this speaker.

Figure 3: Participation Diagram: Participant 1

Figure 4: Participation Diagram: Participant 2

It is immediately clear that the second participant dealt with more topics than the first
participant (39% as opposed to 23%). Although this shows that the second participant had a 
broader vision, it is no indication of how intelligent and relevant his remarks were. Because 
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of the use of Latent Semantic Analysis however, all concepts in the diagram can to a certain
extent be related to each other. Off-topic discussions and concepts introduced by 
incorrectly recognized words are filtered out. 

Another diagram that can be created is one similar to Figure 2, but instead of comparing
entire meetings, one can compare the conceptual diagrams of individual users. Such a 
diagram shows which topics were discussed by whom. An example is given in figure 5.

Concepts are visualised larger and in a darker shade if more people talked about them.
This kind of diagram is for evaluation purposes more useful because it shows, as opposed to
figures 3 and 4, how many participant used a common topic. In figure 3 for instance, the 
concept ‘unit’ is shared by at least one other participant, but it is impossible to differentiate
topics discussed by everybody and those discussed by just a few participants. 

In this specific example, one can see P1 and P2 are the largest contributors to the 
conversation, they share the most topics, but introduce the most concepts as well. P3
introduces no new topics, but discusses two concepts shared by P1 and P2. P5 mentioned one 
of the topics used by P2 and P3. P4 finally, is clearly starting a new discussion introducing 
concepts not shared by any participants. 

unit
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Figure 5: Multiple Combined Graph: Participations

5. Conclusions 
In this work we showed how an open source speech recognition engine can be combined
with latent semantic analysis to provide feedback for students and assist teachers in 
evaluating spoken conversations. We presented a number of real life applications and 
explained how the conceptual knowledge can be visualised. We believe these kinds of 
diagrams are a useful tool for both students and teachers. Students can generate these
diagrams to compare their participation level or acquired knowledge with that of the rest of 
the group. They can also use it to see which concepts were discussed less than others and 
therefore might need more attention. For teachers, these conceptogrammes can help them
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grade students and groups. It clearly shows which students not only participated, but also 
added something useful to the conversation. We know that this application can never 
replace a teacher, but it might lower the amount of work that needs to be done manually.

In future work we will conduct a user study on a larger scale by offering it to both
students and teachers. We are also working on a contribution explaining the technical 
details which were intentionally left out here. 

Flashmeeting is available for free to use for an educational context and can be accessed
via http://fm.ea-tel.eu, the deployed speech recognition toolkit is open source. We are 
seeking research collaborations to, for example, explore its application in additional
languages and cultural contexts. Flashmeeting is optimised for use with lower bandwidth 
connections. We are currently working on implementing the topic spotting service into the
live production server, starting with the English language model.
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