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Abstract: In light of developing a new automatic feedback generation algorithm for Computer 
Assisted Language Learning (CALL), we present in this paper our analysis of the currently 
used algorithm. As part of the e-learning product EDUMATICTM, it has been used extensively 
for over six years. The purpose of this study is to analyze the efficiency and uptake of the 
current feedback and determine whether or not there is need for improvement. For this, we 
compare the effect of repetition feedback to that of the manually entered feedback of other 
closed questions. 

 
 
Introduction 

 
For Computer Assisted Language Learning (CALL), one of the easiest feedback types is repetition 

feedback with highlighting. We simply recast the student’s input and show where mistakes were made by 
comparing the input to the provided solutions. In this paper we analyze the efficiency and uptake when 
providing students with this kind of feedback. The purpose of this study is to determine whether or not we 
should proceed with the development of a new feedback generation algorithm. 

We start by giving an overview of related works. This is followed by a description of the currently used 
feedback generation algorithm where we elaborate on its use in EDUMATIC. We then presents our analysis of 
the data. The last section concludes.  
 
Related work 

 
A number of empirical studies have been published on feedback in CALL systems. 
Some explore the different ways to provide feedback. (Error! Reference source not found.) for 

instance, focus on the timing of presenting feedback, differentiating between immediate and delayed feedback. 
Our algorithm exclusively generates immediate feedback, which is shown by the same paper to improve 
learning time. 

Other studies provide students with different types of feedback. Lyster and Ranta (Error! Reference 
source not found.) cataloged six types of feedback in a traditional learning environment: explicit correction, 
recasts, clarification requests, meta-linguistic feedback, elicitation and repetition. Our current algorithm, 
described below, only uses repetition with highlighting to indicate the errors. An interesting study is that of 
Heift and Rimrott (Error! Reference source not found., Error! Reference source not found.) in which the 
authors compare three distinct types of corrective feedback for misspellings. One of those feedback types is 
repetition, similar to our feedback. The authors found that meta-linguistic feedback is more effective in enabling 
the students to correct their misspellings and grammar mistakes. They also noticed that there is less uptake after 
repetition feedback. 

A lot of studies analyze the efficiency of their own algorithm, such as SCLIDE by (Error! Reference 
source not found., Error! Reference source not found.), e-tutor in (Error! Reference source not found.) and 
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the spelling checker in (Error! Reference source not found., Error! Reference source not found.), they are 
seldom compared to others. 

Some papers investigate the different types of students (Error! Reference source not found., Error! 
Reference source not found., Error! Reference source not found., Error! Reference source not found.) and 
search for personalization opportunities, while others categorize the types of errors made by students (Error! 
Reference source not found.).  

All of the above publications that deal with repetition feedback are analyzing the difference in learning 
rate or uptake for different types of feedback, limited to CALL exercises. We are not aware of any papers that 
compare feedback presented in CALL exercises with a that of other exercise types. In fact, the other exercise 
types we are using are all closed questions which enable the teacher to manually enter error-specific feedback. 
For open questions like in CALL, we are trying to automatically generate the same feedback as the teacher 
would provide. We feel this comparision is important in understanding the difference between automatic 
feedback generation and feedback provided by the teacher. 

  
Current algorithm 

 
The current algorithm for feedback generation has been created early on in the development of 

EDUMATIC. At that time, the product was called IDIOMA-TIC and resulted from a joint collaboration between 
the KULeuven university and Telraam. After acquisitions and name changes it is now known as EDUMATIC, 
one of the products of Televic Education, part of the Televic Holding. 

A number of papers have been published describing this system (Error! Reference source not found., 
Error! Reference source not found., Error! Reference source not found.) or presenting analysis of data 
acquired by the system (Error! Reference source not found.). Over the years a lot has changed, yet one of the 
features still unaltered is the feedback generation algorithm for CALL exercises. 

The algorithm uses approximate string matching to determine the edit distance, more specifically the 
Levenshtein distance, between the input and a number of possible correct answers. The Levenshtein distance is 
the number of operations (substitutions, deletions and insertions) needed to transform one string into the other. 
The algorithm to compute this distance constructs a matrix encoding the distance between each substring of both 
strings. This matrix can also be used to extract the operations themselves and in our situation these operations 
are the errors to provide feedback for.  

Detecting three types of operations results in being able to detect three types of feedback. A word can 
either be wrong (has to be substituted), absent (needs to be inserted) or redundant (has to be deleted). This 
feedback generation method is very similar to the SCLIDE algorithm later described by Fowler (Error! 
Reference source not found., Error! Reference source not found.). In contrast to SCLIDE, our algorithm 
does not show letter errors and just marks the word as wrong, even if it has only one letter incorrect. We also do 
not make use of word reordering, which means that words in the wrong position are signaled as two errors: 
delete the word where it is now and add the word where it should be. This was mainly done for performance 
reasons, as Fowler also noticed: "computational complexity and resultant combinatorial explosion is a serious 
problem". 

We have recently improved our algorithm by adding post-tests to detect (almost) identical words being 
redundant and missing in the same sentence. These two operations are then replaced by a transposition 
operation. At the same time we added more detail by performing the same Levenshtein algorithm on previously 
marked "to be substituted" words to detect letter errors. This improved algorithm has not yet been offered to the 
public as it has been developped as a preprocessing step for a complex feedback generation algorithm we are 
currently researching. 

 
Data 

 
The data in this paper was collected using the EDUMATICTM learning platform. Although almost 20 

institutions use this product, we have limited the data in this paper to that of the three biggest institutions, among 
them the KULeuven university. At the time of writing, since January 2004, our database contains 3.369.467 
solutions. These were entered by 13.055 students for 43.474 different exercises. A student can seldom access all 
exercises, they are divided into courses a student has to be registered to. 
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The aforementioned data comprises a number of different exercise types, such as multiple choice, fill-
in-the-blanks etc1. The feedback algorithm described in the previous section is only applicable to the translate 
exercises, in which a user has to translate a given sentence. Considering only this kind of exercise, we have 
logged 281.450 solutions, not including attempts of students who immediately skipped the exercise.  

 
Results 

In this section we present the results of our analysis. We will examine two criteria, being the uptake 
and the efficiency. We try to answer a number of questions: "How much uptake is there? ", "When and why is 
there no uptake? " and "How fast do the students correct their errors? ".  

Uptake 

We use the same definition of uptake as (Error! Reference source not found.) being "student 
responses to corrective feedback in which, in case of an error, learners attempt to correct their mistake(s)". For 
this we will compare the uptake of translation exercises to all other types of exercises. 

After each wrong attempt, a student can either skip the exercise or try again. When he gets it wrong 
again, the process is repeated. There is no limit to the number of attempts the students are allowed to make. We 
plotted this data for each attempt in (Fig. 1 (a)). Notice that only 17% of all input is initially correct. In the end, 
slightly more than 50% of the students were able to solve the questions, the others did not correct their mistakes. 
This is larger than the 30% forfeits recorded by (Error! Reference source not found.), but they were dealing 
with programming exercises. 

  
Figure 1: Result on attempts 

It is clear that there is an exponentially descending curve. In fact, we can calculate the percentages of 
users getting it right, wrong or giving up, relative to the users that can actually try again, shown in (Fig. 1 (b)). 
After each try on average 71% get it wrong again, 13% get it right and 16% forfeit. The standard deviations are 
relatively small, respectively 0.053 (5.3%), 0.027 (2.7%), 0.045 (4.5%). Intuitively (Fig 1 (b)) is (Fig 1 (a)) 
without the previously correct and previously forfeited users and then stretched to 100%. 

Doing the same analysis for the translation exercises, we obtain (Fig. 2). It is immediately clear that 
there is big difference between this and the previous chart. Much more input is initially correct (46%), but only 
13% of all errors eventually get corrected. Even more remarquable is the fact that 76% of the users that made a 
mistake, give up after the first try.  

                                                           
1 EDUMATICTM offers more than 30 different types 
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Figure 2: Result on attempts for translation exercises 

Taking the average relative to the previously wrong attempts, we see that after each wrong try only 7% 
correct their errors, 65% do not and 28% give up. We can compare these results to those recorded by (Error! 
Reference source not found.) in a real classroom situation. In their study 31% of the repetition feedback lead to 
student repair, which is - as expected - larger than our 7%. 69% of the feedback results in needs repair attempts 
or does not lead to uptake, much lower than our 93%. It is of course difficult to compare the feedback presented 
in a classroom situation to that of an online system. 

Heift and Rimrott (Error! Reference source not found., Error! Reference source not found.) 
compared the uptake after repetition feedback and meta-linguistic feedback. They noticed no uptake in 18.3% 
(22.5% in (Error! Reference source not found.)) of the repetition feedback. This is much better than our 76%. 
The ratio of correct to wrong retries (69% to 31%) is also different than ours (39% to 61%), which might be an 
indication of the level of difficulty. 

This raises a new question: Why do most students never correct their mistakes?  The fact that a student 
does not want to correct his mistakes, may be related to his score. Depending on the feedback, it is possible that 
a student who scored very badly, does not want to correct his vast amount of errors. On the other hand, students 
who get almost everything right, might consider it pointless to correct such a small mistake. Looking at our data, 
plotted in (Fig. 3), we can see that the score does indeed influence the percentage of retries. Students who score 
less are less likely to try again. Students having almost everything right are most likely to correct their errors. 

This makes sense, if a user makes a lot of mistakes, the feedback we are presenting does not offer much 
context. An example may clarify:  

Expected:  Can I give her a message?   

Input:  Could I put trough a mesage?   

Feedback:  XXX I XXX XXX a XXX?   

We can conclude from this that our feedback is too hard to understand when a user makes a lot of 
mistakes and does not encourage the student to try again. In fact, it offers not much more support than stating 
the user has got everything wrong. 
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Figure 3: Influence of score on retry 

Efficiency 

One final statistic we are analyzing in this paper is the efficiency of our algorithm. Efficiency is 
measured here as the success rate of the students. What effect does the given feedback have on their ability to 
solve the problem. For this, we can look at the score after each attempt. We cannot take the average for all 
students at each attempt, because the users we are averaging over in each try would not be constant. The 
students considered at attempt 18 are just a small subset of those at attempt one.  

We therefore plotted the average score after each attempt separately for each group of students making 
the same number of attempts, (Fig. 4(a)). Now for each attempt we can take the average score, plotted in (Fig. 
4(b)). This shows the average progress of the students. From this we can confirm that there is a linearly rising 
curve. This curve will come in handy to compare the efficiency of the current algorithm to the new one. The 
steeper the curve, the faster the learning rate. 

  

Figure 4: Progress 

It is of course true that the number of attempts we are considering determines this curve. If we would 
limit the data to the students who made only up to 5 attempts this curve would be different. 

Instead of taking the average, we can plot the mean of each improvement, resulting in (Fig. 5). Each 
bar represents the average improvement rate of students making a certain number of attempts. 
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Figure 5: Progress 

There is again an exponential ratio. Students requiring less attempts to solve the problem, on average 
have a higher initial score, but (on average) these students also have a higher learning rate. These two factors are 
perhaps related to aptitude, but could also be caused by our feedback being more useful to students scoring 
better. In future studies we plan to take aptitude of students into consideration. This could be done by calculating 
an average score per user, but such a measure is only a rough approximation due to the large variety in CALL 
exercises. 

(Error! Reference source not found.) reported a 45.39% improvement after the first attempt, while in 
our analysis we obtained an average of 10.52%. It is again hard to compare these results, we used much more 
exercises, different types of exercises and a variety of users and levels of difficulty. Most importantly, our 
presented feedback is similar but less detailed.  

 
Conclusion 

 
(Error! Reference source not found.) makes three recommendations for feedback generation in 

CALL:  
1. Feedback needs to be accurate in order to be of any use to the student.  
2. Displaying more than one error message at a time is not very useful because at some point 

they probably will not be read.  
3. Explanations for a particular error should also be kept short.  

Our current feedback algorithm fails the first two of these recommendations when correcting a lot of 
mistakes. The feedback is in such cases not accurate enough, mostly because there is no distinction between 
completely wrong words and slightly misspelled words. At that point, a lot of error messages are presented to 
the user and the feedback does no longer provide enough context. The explanation for a single error is however 
short and concise, students with only small mistakes are more likely to correct their errors. 

(Error! Reference source not found.) found that the feedback provided by approximate string 
matching is sufficient for the users to understand and correct their errors. We agree on that, our users show 
significant improvement and the students that do not forfeit, continually correct their errors and enter the correct 
answer within an acceptable number of attempts. 

There is however much room for improvement. One adaptation would be to prioritize the feedback 
messages and limit the feedback to a single error, as proposed by Heift in (Error! Reference source not 
found.). The feedback could be made more detailed by showing letter errors. Concluding from the above 
analysis and at the request of many of our clients, we are in agreement that providing meta-linguistic feedback is 
an important part of the learning experience and would increase uptake even for students making a lot of 
mistakes. That is why we are now planning to develop a meta-linguistic feedback generation algorithm, which 
will be described in future work.  
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