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Abstract. Accuracy of intensity-based non-rigid registration of vascular
images is deteriorated in the presence of excessive noise as occurring in
CBCT angiography. A new approach to non-rigid registration of vascular
images is presented based on the assumption of isometric deformation
of vessel structures. For every voxel in the vascular image, the distances
along the vessels to some reference voxels are computed as features that
are invariant under isometric deformation. Due to the global informa-
tion on vessel connectivity that is encoded in these features, voxel-based
registration of these feature images can compensate for local optima in
direct intensity-based registration of the vascular images. The method
is validated in the context of brain-shift mitigation, but the technique
can be used more broadly. Tests on artificially deformed vascular im-
ages show that our algorithm reaches higher accuracy than traditional
intensity-based registration.

1 Introduction

During open brain surgery, leakage of cerebrospinal fluid, administration of drugs
and resection of tissue cause the brain to collapse [1]. Deformations can be as
large as 20 mm, and the largest deformations occur typically below the surface
[2]. This effect compromises the accuracy of pre-operative scans and limits the
application of image-guided surgery [3]. Several approaches have been explored
to address the brain shift problem. Archip et al. [4] use pre- and intra-operative
MRI images and a biomechanical model of the brain to infer the deformation
of the brain. This approach yielded good results, but several drawbacks are at-
tached to the use of MRI, mainly concerning the cost and size of the scanner.
Reinertsen et al. [5] use pre-operative MRI and intra-operative Doppler ultra-
sound to capture the cerebral vessels which are subsequently registered. Similarly
to our approach, these vessels are subsequently used to deduct the deformation.
However, some drawbacks are attached to this modality: ultrasound images are
noisy and show no good anatomical detail [6]. Cone beam computed tomogra-
phy angiography (CBCTA) allows imaging the cerebral vascular tree of a patient



in three dimensions and can be performed intra-operatively with mobile C-arm
scanners. This techniques provides excellent imaging quality, a short acquisition
time and relatively cheap imaging hardware. A drawback is the radioactive dose
the patient receives [7].

Based on a pre- and an intra-operative CBCTA image, the occurred move-
ment of the vessels can be inferred. Since the vessels are spread out over the entire
brain volume, interpolation to the tissue between the vessels should be possible.
Once the deformation is known, it can be applied to the other pre-operative
scans, effectively recovering their accuracy and usability in image-guided neu-
rosurgery. Inference of the deformation of the vessels based on a pre- and an
intra-operative vascular image can be viewed as a registration problem. Intensity-
based registration using mutual information (MI) is the standard approach for
registration [8]. Jomier and Aylward [9] apply a model-to-image approach, where
one image is transformed into a tubular model and deformed piece-wise to maxi-
mize overlap with the high-intensity regions of the other image. The method was
validated by registering between pre- and post-AVM embolisation MRA data,
where 87% of the vessel centreline points were within a range of two voxels after
registration. A maximum error is not given. Reinertsen et al. [5] uses a model-to-
model approach, in which both images are converted into point sets representing
the vasculature. These point sets are registered using the iterative closest point
algorithm and a thin-plate spline transformation. The average accuracy is 1 mm,
again no maximum value is reported.

Our approach is based on the assumption that the deformation of vessels
is approximately isometric: when vessels deform, they will bend, but they will
hardly change in length. Due to this, the distance between a reference point
on a vessel and a certain point on a vessel will be the same before and after
the deformation. We exploit this equality in the similarity measure used for
registration. The advantage of this approach is that global information (how
the vessels are interconnected) is translated to local information (the distance
feature). As such, efficient non-rigid registration techniques with voxel-based
similarity measures can be used while global information is taken into account.
This lowers the risk of finding a local optimum, and speeds up the optimisation.

2 Method

The two images to be registered are called A and B. The goal of registration
of A to B is to find a transformation τ : IR3 → IR3 such that each point p
in A corresponds to the same physical object as τ (p) in B. The ground truth
transformation is called φ. First, a few reference points need to be found in the
two vascular images. These reference points are in correspondence: ∀i : φ(rA,i) =
rB,i and are located on the vessels. Next, every voxel of the two images is
enhanced with a feature vector containing the intensity of that voxel and the
distances of that voxel to the earlier found reference points, where the distances
are measured along the vessels. As such, physically corresponding voxels in the



two vascular images will have the same feature vector (see Fig. 1). This equality
is used in the similarity measure.
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Fig. 1: For every voxel p in both images, distance features are computed that
are invariant under isometric deformation. In this example, d′A(p, r) will be the
length of the red vessel between p and r.

2.1 Measurement of distances

The construction of the feature vectors requires a method to measure the dis-
tance along the vessels between a point p and a reference point r in image I.
We propose using a weighted distance d′I which is robust against variations in
intensity.

The weighted distance

d′I(p, r) = min
path(p,r)

∫
path(p,r)

CostI(s)ds , (1)

is the cost of the minimal cost path between the two points, where path is a
3D curve between two points and the cost of a path depends on its length and
on how well the voxels that constitute the path coincide with vessel structures.
Through experimentation, we found that by using CostI = min(I−1, I−1min) with
Imin a small value, the minimal cost path follows the vessels closely in CBCTA
images. The upper limit avoids that low intensities, which have relatively seen
the most noise, exhibit a too large variation in weight.

The advantage of this measure is that a small change in intensity has a
proportional impact on the weighted distance. Imagine two paths between two
points, where each path has a different length but an approximately equal cost.
If the intensities differ a bit in the two scans, and the minimal cost path changes,
the weighted distance remains approximately the same whereas a conventional
distance measure would change a lot. Another advantage of this weighted dis-
tance measure is that that the distance map d′I is inherently smooth. The
weighted distance can be calculated in O(n log n) with n = |I| by the fast march-
ing algorithm [10].



2.2 Registration

After construction of the feature vectors on both images, registration starts.
This comes down to finding the most likely transformation τ , given a statistical
deformation model. We assume that corresponding intensities are identical but
suffer from Gaussian distributed noise N(0, σ2

I ). The deformed length of a vessel
with length l is distributed as N(l, lσ2

d). This follows from the assumption that
a vessel of length l consists of l/dl vessel segments of length dl whose deformed
length is independent and identically distributed as N(dl, σ2

d). By making ab-
straction of the weights, the corresponding weighted distance of a point with
weighted distance d′ is distributed as N(d′, d′σ2

d′). The probability that A and
B are similar under transformation τ is thus:

P (A,B|τ ) ∝
∏
p

exp

(
− (A (p)−B (τ (p)))

2

2σ2
I

)

.
∏
p

∏
i

exp

(
− (d′A (p, rA,i)− d′B (τ (p) , rB,i))

2

d′A(p, rA,i)2σ2
d′

)
.

(2)

with p a point in image A and i an index over the different reference points rA,i
and rB,i.

To prevent numerical rounding errors, the objective function is defined as
the negative log likelihood:

C(τ ) =
∑
p

(A(p)−B(τ (p)))
2

2σ2
I

+
∑
p

∑
i

(d′A(p, rA,i)− d′B(τ (p), rB,i))
2

d′A(p, rA,i)2σ2
d′

.

(3)

Assuming that d′B(τ (p), rB,i) ≈ d′A(p, rA,i) and setting w = 1
2σ2 yields a for-

mula that uses the sum of squared differences (SSD) of the root of the weighted
distances:

C(τ ) =wI
∑
p

(A(p)−B(τ (p)))
2

+wd′
∑
p

∑
i

(√
d′A(p, rA,i)−

√
d′B(τ (p), rB,i)

)2

.

(4)

So far, we assumed corresponding intensities to be equal. However, the dis-
persion of the contrast agent used for CBCT angiography depends on the acqui-
sition protocol and the momentary cerebral blood flow, which is not necessary
the same during both vascular scans. Hence, we will use in the first term of (4)
the mutual information (MI) of the intensities instead of the SSD. For the com-
putation of the second term of that equation, the intensities are equalised before
using them as weights in the distance measure. With a linear transformation
of the intensities of one image, its mean and standard deviation are set equal
to those of the other image. This makes the intensities sufficiently equal to use
weighted distances.



2.3 Theoretical analysis

The transformation of the images to their distance representations, redefines the
registration problem to an equivalent one (although not totally equivalent, see
next paragraph) that is easier to solve. For the intensity representation, if we
assume that all vessels have approximately the same intensity and that the ob-
jective function is SSD, the objective function simply measures the amount of
overlap of the vessels on the two images. Often, there will be two transforma-
tions that result in the same overlap, although one of the two transformations
will be closer to φ, the true deformation. When the optimisation criterion is
flat, algorithms like gradient descent clearly cannot work. By using the distance
representation, this problem is overcome.

However, this does not come without a price. As long as the deformation φ
and the conversion into distance representation are commutative, the distance
representation has the same optimum as the intensity representation. This holds
by definition for a rigid deformation (translation and rotation), as this preserves
the distances between every pair of points. When the transformation φ is non-
rigid, this statement no longer holds by definition, even if φ transforms the vessels
isometrically. The reason is that regions where the vessels are sub-resolution, the
true length of the vessel cannot be measured, but rather the Euclidean distance
to the closest vessel is measured. As such, isometry no longer holds in these
regions and the globally optimal solution according to the distance representation
is not necessarily equal to the globally optimal solution according to intensity
representation.

This knowledge has an impact on how the weights wI and wd′ should be set
in the objective function. As the distance information can be incorrect but is
easier to optimise than intensity, it seems unwanted to slow down registration on
the distance representation with intensity information or to spoil the accuracy
of intensity-based registration with distance information. Therefore, the weights
are changed throughout the registration: first only the distance representation
is used (i.e. wI = 0 and wd′ = 1), afterwards only the intensity information (i.e.
wI = 1 and wd′ = 0). This leads to the idea of considering the registration on the
distance representation as a form of initialisation, just like registration on the
Gaussian pyramid is an initialisation for the registration on the high resolution
image.

3 Validation

Material The accuracy of the method is evaluated on real CBCTA scans with
simulated deformations. To this end, one pre-operative and one post-operative
cerebral CBCTA is used, each with a voxel size of 1 mm by 1 mm by 1 mm.
The patient underwent minimally invasive surgery for removal of a blood clot
that obstructed a part of the vascular tree. The left lateral side of the vascular
scan changed drastically since vessels are reopened. As our algorithm requires
isometric deformation of the vessels, it cannot cope with a changed vascular
network. Therefore, only the right lateral side of the image was used. As the



surgery was minimally invasive, the brain hardly deformed and the brains on
the two scans are practically in correspondence. Nevertheless, a standard non-
rigid intensity-based registration with MI as criterion is done to make up for
possible local deformations such that A and B are in spatial correspondence.
Image A is deformed to A′ by a simulated deformation φ which is a composition
of three B-spline deformations with different control point grids. The experiment
consists of registration between A′ and B (see Fig. 2) and the inferred defor-
mation is compared against the imposed deformation on 578 randomly selected
and homogeneously distributed points in the brain. These points’ deformation
is 4.5 mm on average, with a standard deviation of 4.4 mm and a maximum of
21.3 mm.

(a) Undeformed vascular image B. (b) Deformed vascular image A′.

Fig. 2: Rendering of the vascular images.

The Elastix registration toolbox [11] is used for all experiments. The transfor-
mation is defined to be a B-spline deformation with the control points positioned
on a grid with a spacing of 16 mm. Adaptive stochastic gradient descent is used
as optimiser. A Gaussian pyramid consisting of four resolutions is used. The
given run times are obtained on an Intel Xeon E5410 workstation with 16 GB
of RAM.

Experiment Intensity-based registration using MI is performed on the two
images to set a benchmark against which the performance of our algorithm
is measured. Results are given in Fig. 3. Each point on the graph represents
a coarse-to-fine registration on four resolutions with the indicated number of
iterations of optimisation on each resolution. The mean error quickly goes sub-
voxel, but the maximal error deviates between 2 and 4 mm. Even after 12000
iterations (not shown on graph), the maximum error keeps varying between 2
and 4 mm.

Distance-based registration is performed with both the SSD of weighted dis-
tances as the SSD of the root of weighted distances. Figure 3 shows the results



of registration on the root of weighted distances and a single reference point in
the sinus confluens. The run time is linear with the number of iterations and
2000 iterations take about 4 minutes. The maximal error is smaller than with
intensity-based registration and does not show much variation. The mean error
however, is larger (0.7 mm versus 0.5 mm). Using more reference points slightly
improves accuracy, but is computationally much more expensive. Also, using our
improved objective function is better than simple SSD.
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(a) Evolution of the maximal error.
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(b) Evolution of the mean error.

Fig. 3: Registration with intensity-based registration and with our algorithm.

Figure 3 also shows the results of sequential distance- and intensity-based reg-
istration. The distance-based registration was done on the Gaussian pyramid and
for 2000 iterations; the intensity-based registration only used the highest resolu-
tion, as the transformation was already initialised. The run time for 4000 extra
iterations is about 5 minutes. By changing from the distance-based similarity
measure, which is not necessarily correct but easier to optimise, to the intensity-
based similarity measure, both the mean as the maximum error decrease even
more. The mean error is as large as with intensity-based registration, but the
maximal error is lower than was reachable with intensity-based registration.

Robustness The higher performance of our method comes at a price of one
reference point in both images: rA and rB. Important to know is the required
accuracy of this reference point: to what extent needs φ(rA) to be equal to rB.

An experiment was conducted with the reference points mismatched on pur-
pose. The miscorrespondence was 1.7 mm , 3 mm and 5.2 mm. However, atten-
tion was paid that both reference points lie on a high intensity point. This is a
reasonable assumption as an automated reference point selector would certainly
pay attention to that. The impact of the mismatch is very low: the accuracy is
lowered with less than 0.5 mm in each case. This is as expected, as the weighted
distance reduces the impact of such a mismatch by weighting the distance by
the inverse of the intensity.



4 Conclusion

A novel approach to vascular image registration was presented. By exploiting
vascular isometry, the image is transformed from an intensity representation to
a distance representation. Compared to earlier published vascular registration
algorithms [5, 9], our method has the advantage that segmentation of the vascu-
lature is not required and that the deformation field is dense.

Our method was validated on artificially deformed vascular cerebral images.
Sequential registration on the distance image and the intensity image reached
a mean error similar to that of state-of-the-art intensity-based registration. The
maximal error however, improved from 4 mm to 1.5 mm.

In future research, the algorithm will be evaluated on naturally deformed
vascular cerebral images.
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