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Abstract

A methodology to reveal the underlying cluster hierarchy inkernel spectral clustering problems is presented. The
formulation fits in a constrained optimization framework where the primal problem is expressed in terms of high-
dimensional feature maps and the dual problem is expressed in terms of kernel evaluations. Kernel spectral clustering
can be seen a weighted form of kernel PCA where projections onto the eigenvectors constitute the clustering model.
The kernel function acts here as the pairwise similarity function in classical spectral clustering. The clustering model
can be evaluated at any data point allowing out-of-sample extensions which are useful for model selection in a learning
setting. The parameters of the clustering problem can be found by optimizing the Fisher criterion on estimated
eigenvectors for out-of-sample data. These eigenvectors display a localized structure when the clusters are well-
formed. The Fisher criterion can also be used to reveal the hierarchical structure of the data. Simulations with toy
data and image segmentation problems show the benefits of theproposed approach.

Keywords: hierarchical clustering, spectral clustering, kernel methods, out-of-sample extensions

1. Introduction

Spectral clustering methods have been successfully
applied on a variety of applications. These methods cor-
respond to family of unsupervised learning algorithms
to find groups of data points that are similar (Shi and
Malik, 2000; Ng et al., 2002; von Luxburg, 2007). The
clustering information can be obtained from the eigen-
vectors with large eigenvalue of a matrix derived from
pairwise similarities of the data points. These eigen-
vectors become a new representation of the data, where
the clusters form a localized structure. Finding the fi-
nal grouping from the eigenvectors is typically done by
applying simple clustering techniques such ask-means.
However, other specialized methods exists (Ng et al.,
2002; Ding and He, 2004; Bach and Jordan, 2006). Ap-
plying k-means over the eigenvectors generally works
because of the localized structure of the eigenspace. In
general, the results obtained by classical spectral clus-
tering formulations are only for the training data, i.e.,
the data points used to build the similarity matrix. Ex-
tending the cluster membership to unseen points (also
called out-of-sample points) is unclear in this case, al-
though approximations such as the Nyström method
have been discussed (Fowlkes et al., 2004; Zhang et al.,

2008). Another issue with classical spectral clustering
is related to the determination of the similarity function
and its parameters. The clustering parameters are typ-
ically obtained using heuristics, due mainly to the lack
of underlying model.

Another view on spectral clustering from an opti-
mization perspective has been discussed in (Alzate and
Suykens, 2010). The formulation called kernel spec-
tral clustering can be seen as a weighted version of ker-
nel PCA set in a constrained optimization setting. The
formulation has primal and dual model representations
typical of least squares support vector machines (LS-
SVM) (Suykens et al., 2002). By having a clustering
model, it is possible to predict the cluster membership
of out-of-sample points leading to model selection in
a learning framework, good generalization capabilities
and reduced computation times. The clustering model
is expressed as projections which are linear combina-
tions of kernel evaluations with eigenvectors as the co-
efficients.

The clustering results obtained using the eigenvec-
tors give a flat description of the data where the clus-
ters are disjoint. In some applications, a more informa-
tive hierarchical representation of the data is desirable
(Clauset et al., 2008). This is typically the case when
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the data contain different natural groupings depending
of the scale. In this paper, we propose a methodology
to represent the results of kernel spectral clustering in
a hierarchical way if the data are found to contain such
structure. This hierarchical representation is based on
the Fisher criterion on validation data which quantify
the goodness of clustering. The methodology is based
on the estimation of eigenvectors for out-of-sample data
proposed in (Alzate and Suykens, 2011). The eigenvec-
tors obtained during training and the estimated out-of-
sample eigenvectors display a special structure in cases
with few cluster overlap and well-chosen similarity pa-
rameters: data points in the same cluster appear very
localized in the eigenvector space. The main idea is to
find clustering parameters such that the Fisher criterion
is high, indicating strong cluster structures. With these
optimal parameters and the corresponding clustering re-
sults, a dendrogram is built showing the underlying hi-
erarchy.

This paper is organized as follows: Section 2 sum-
marizes kernel spectral clustering. Section 3 contains
a review of the out-of-sample eigenvector method in-
troduced in (Alzate and Suykens, 2011). In Section 4,
we describe the model selection criterion based on the
Fisher criterion. Section 5 contains the proposed hier-
archical representation together with 2 algorithms. In
Section 6, we present the experimental results and in
Section 7 we give conclusions.

2. Kernel Spectral Clustering

The kernel spectral clustering framework introduced
in (Alzate and Suykens, 2010) puts spectral clustering in
a constrained optimization setting with primal and dual
model representations. The primal problem is formu-
lated in terms of mappings to a high-dimensional fea-
ture space typical of support vector machine formula-
tions. The dual problem is expressed as an eigenvalue
decomposition of a matrix related to the random walks
Laplacian. Thus, the clustering model can be expressed
in the primal and in the dual space allowing extensions
to unseen points (also called out-of-sample extensions).
These extensions can be used for predictive purposes,
model selection and reducing the computation times by
appropriate subsampling schemes. The kernel spectral
clustering framework is summarized as follows.

2.1. Primal and Dual formulations

Consider a set of training data pointsD = {xi}
N
i=1, xi ∈

R
d, the objective of clustering is to find a partitioning of

the dataset intok > 1 groups{A1, . . . ,Ak} such that

data points assigned to the same cluster are more sim-
ilar to each other than data points assigned to different
clusters. The clustering model in the primal is formu-
lated as a set ofne projections of the training data points
into a high-dimensional feature spaceF of dimension
dh:

e(l)
i = w(l)T

ϕ(xi) + bl , i = 1, . . . ,N, l = 1, . . . ,ne, (1)

whereϕ : Rd → R
dh is the mapping toF andbl are the

bias terms. The projectionse(l)
i can be written in vector

form ase(l) = [e(l)
1 , . . . ,e

(l)
N ]T . Eache(l) represents the

latent variable of a binary clustering given by sign(e(l)).
The set ofne binary cluster decisions are then combined
in a later stage into the finalk groups. The primal prob-
lem is formulated as:

min
w(l),e(l),bl

1
2

ne
∑

l=1

w(l)T
w(l) −

1
2N

ne
∑

l=1

γle
(l)T

Ve(l) (2)

such thate(l) = Φw(l) + bl1N, l = 1, . . . ,ne,

where γl ∈ R
+ are regularization constants,Φ =

[ϕ(x1)T , . . . , ϕ(xN)T ] is the N × dh training feature ma-
trix andV = diag([v1, . . . , vN]), vi ∈ R

+ are user-defined
weights. This optimization problem can be interpreted
as a weighted version of kernel PCA since we would
like to maximize a weightedL2 loss function of the pro-
jected variablese(l) while trying to keep the norm of the
primal projection vectorsw(l) small. The dual problem
is formalized in the following Lemma.

Lemma 1. (Alzate and Suykens, 2010) Given a training
datasetD = {xi}

N
i=1, xi ∈ R

d, a positive definite diagonal
weighting matrix V and a positive definite kernel func-
tion K : Rd × Rd → R, the Karush-Kuhn-Tucker (KKT)
conditions of the Lagrangian of (2) give the eigenvalue
problem:

VMVΩα
(l) = λlα

(l), l = 1, . . . ,ne (3)

where MV = IN − 1N1T
NV/(1T

NV1N) is a weighted cen-
tering matrix, IN is the N× N identity matrix,1N is an
N-dimensional vector of ones,Ω ∈ R

N×N is the kernel
matrix with i j-th entryΩi j = K(xi , x j), λl = N/γl are
the ordered eigenvaluesλ1 ≥ . . . ≥ λne andα(l) are the
corresponding eigenvectors.

Proof. The Lagrangian of (2) is

L(w(l),e(l),bl ;α
(l)) =

1
2

k−1
∑

l=1

w(l)T
w(l) −

1
2N

k−1
∑

l=1

γle
(l)T

Ve(l)

+

k−1
∑

l=1

α(l)T (
e(l) − Φw(l) − bl1N

)
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with Karush-Kuhn-Tucker (KKT) optimality conditions
given by:







































































∂L

∂w(l)
= 0→ w(l) = ΦTα(l)

∂L

∂e(l)
= 0→ α(l) =

γl

N
Ve(l)

∂L

∂bl
= 0→ 1T

Nα
(l) = 0

∂L

∂α(l)
= 0→ e(l) = Φw(l) + bl1N,

(4)

eliminating the primal variablesw(l) and expressing the
KKTs in terms of the dual variablesα(l) leads to the
eigenvalue problem (3).

Note that the regularization constantsγl are related to
the eigenvaluesλl . This means that the value ofγl is
determined automatically by the solutions of the eigen-
value problem (3). Using the KKT optimality condi-
tions, we can express the clustering model in terms of
the dual variablesα(l):

e(l)
i = w(l)T

ϕ(xi) + bl =

N
∑

j=1

α
(l)
j K(xi , x j) + bl , (5)

where the bias termsbl are equal to:

bl = −
1

1T
ND−11N

1T
ND−1Ωα(l), l = 1, . . . ,ne. (6)

2.2. Choosing V and ne
The user-defined weighting matrixV and the num-

ber of additional projected variablesne still need to
be defined in order to obtain eigenvectors with dis-
criminative clustering information. IfV = D−1 where
D = diag([d1, . . . ,dN]),di =

∑

j=1Ωi j is the so-called
degree ofxi , then the dual problem (3) becomes:

D−1MDΩα
(l) = λlα

(l), l = 1, . . . ,ne (7)

whereMD = IN−1N1T
ND−1/(1T

ND−11N). In this case, the
resulting matrixD−1MDΩ has spectral properties that
are useful for clustering which are explained as follows.
Consider first the random walks LaplacianP = D−1S
whereS is an N × N similarity matrix with i j -th en-
try Si j = s(xi , x j) ≥ 0, i, j = 1, . . . ,N. The spectral
properties ofP have been extensively studied in the con-
text of clustering and graph partitioning (Chung, 1997;
Meila and Shi, 2001; von Luxburg, 2007). The data
points inD are represented as the nodes of an undi-
rected graph. Similarities are computed for every pair of
nodes in the graph and are represented as edge weights.

The whole graph is entirely defined by its similarity
(also called affinity) matrix S which is non-negative.
If the graph containsk > 1 subgraphs with high intra-
cluster similarity and low inter-cluster similarity, then
there arek eigenvectors ofP with eigenvalue close to
1 and they display a special structure that can be used
to find the underlying grouping. When the subgraphs
inter-similarity is equal to zero, thesek eigenvectors are
piecewise constanton the partitioning and the corre-
sponding eigenvalues are equal to 1. One of these eigen-
vectors is equal to 1N. In other words, data points be-
longing to the same cluster are represented with exactly
the same value in the eigenvectors. This property can be
interpreted as a transformation from the original input
space to ak-dimensional space spanned by the eigen-
vectors where the clusters are more evident and easier to
identify (Meila and Shi, 2001; Deuflhard et al., 2000).

Now, we establish the link between the spectral prop-
erties ofP and the spectral properties ofD−1MDΩ. The
kernel matrixΩ acts here as the similarity matrixS
and the kernel functionK(x, z) as the similarity function
s(x, z). We restrict ourselves to kernel functions lead-
ing to non-negative values (e.g., the well-known RBF
kernel). Let us assume thatD containsk clusters, the
inter-cluster similarity is zero and thatα(l) are eigenvec-
tors ofP. Expanding (7) leads to:

D−1Ωα(l) −
1

1T
ND−11N

D−11N1T
ND−1Ωα(l) = λlα

(l)

which can be further simplified to:

α(l) −
1

1T
ND−11N

D−11N1T
Nα

(l) = λlα
(l), l = 1, . . . ,ne.

Thus, a piecewise constant eigenvectorα(l) of P is also
an eigenvector ofD−1MDΩ with eigenvalue 1 if it has
zero mean. Due to one of the KKTs, all eigenvectors
of D−1MDΩ have zero mean. Combining these two re-
sults leads to the link between the spectrum ofP and
the spectrum ofD−1MDΩ: the latter matrix hask − 1
piecewise constant eigenvectors1 with zero mean corre-
sponding to the eigenvalue 1. With this in mind, we set
ne = k− 1.

2.3. From Eigenvectors and Projections to Clusters

After the piecewise constant eigenvectorsα(l) and the
projectionse(l) have been computed, the set ofk − 1
binary cluster decision vectors given by sign(e(l)) can

1Note that, 1N is an eigenvector ofP but not ofD−1MDΩ, since it
does not fulfill the third KKT condition in (4).
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be combined into the finalk clusters. Due to the fact
that the eigenvectors have zero mean and the projec-
tions have the same sign pattern of the eigenvectors,
data points in the same cluster will be mapped to the
same orthant in the (k−1)-dimensional projection space.

Then, each training data pointxi has an
associated binary encoding vector given by
sign([e(1)

i , . . . ,e
(k−1)
i ]T), i = 1, . . . ,N. Data points

in the same cluster will have the same binary encoding
vector and in the same way, different clusters will have
a different encoding vector. A codebook can be formed
during the training stage, containing the codewords that
represent the different clusters. The cluster membership
of thei-th data point can then be assigned by comparing
its binary encoding vector with respect to all codewords
in the codebook and selecting the cluster with minimal
Hamming distance.

2.4. Approximately Piecewise Constant Eigenvectors
In practice, the inter-cluster similarities can be small

but not exactly zero due to cluster overlap. This is also
the case for commonly-used similarity functions such
as the RBF kernel. From perturbation analysis (Kato,
1995; von Luxburg, 2007) we know that if the inter-
cluster similarities are small and the eigengapλk−λk+1 is
large, then the eigenvectors ofP will be approximately
piecewise constant and will still contain discriminative
clustering information. Since decisions are taken de-
pending on the sign pattern of the projections, the per-
turbation should be large enough to cause a change in
the sign pattern. In this way, the cluster decisions are
robust with respect to small perturbations of the projec-
tions due to the fact that the eigenvectors are approx-
imately piecewise constant. Figure 1 shows an illus-
trative example of a clustering problem with two well-
separated Gaussian clouds. The parameters of the ker-
nel which acts as a similarity function have been cho-
sen such that the inter-cluster similarities are very small
(tending to zero) which leads to a piecewise constant
eigenvector, and large enough to cause the eigenvector
to be approximately piecewise constant. In both cases,
the clustering results are the same since decisions are
taken depending on the sign pattern of the projections
which is the same as the eigenvectors.

2.5. Out-of-Sample Extensions
One of the main advantages of having a clustering

model is the possibility to evaluate it at unseen data
points. This out-of-sample extension becomes impor-
tant for performing clustering in a learning setting en-
suring good predictive capabilities, tuning the parame-
ters of the model and reducing the computational burden
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Figure 1: The top row shows the similarity (kernel) matrix withgiven
kernel parameters such that the inter-cluster similarities are very small
(maximum value 1.3 × 10−9) and the resulting piecewise constant
eigenvector. In the bottom row, the maximum value of the inter-cluster
similarities is 0.76 causing the eigenvector to be approximately piece-
wise constant but still, leading to the same clustering results.

by appropriate subsampling. Given an arbitrary data
point x, the latent variable of the clustering model be-
comes:

ê(l)(x) = w(l)T
ϕ(x) + bl =

N
∑

j=1

α
(l)
j K(x j , x) + bl , (8)

l = 1, . . . , k − 1, with binary encoding vector given
by sign([e(1)(x), . . . ,e(k−1)(x)]T). The cluster member-
ship assignment goes in the same way as in the training
stage: the encoding vector is compared with the code-
words in the codebook and it is assigned to the cluster
with minimal Hamming distance.

3. Out-of-Sample Eigenvectors

In classical spectral clustering, the cluster decisions
are typically taken by applyingk-means over the eigen-
vectors. This scheme works well in most cases because
data points in the same cluster are mapped to approxi-
mately the same point in the eigenvector space inducing
a very localized representation of the clusters. In the
case of kernel spectral clustering, we use projections
onto the eigenvectors to estimate the cluster member-
ship. The structure of the projections when the eigen-
vectors are approximately piecewise constant leads to
collinearity when two points are in the same cluster.
This differs greatly from a localized representation. In
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this Section, we summarize the method first introduced
in (Alzate and Suykens, 2011) to estimate eigenvectors
for out-of-sample data, allowing a localized representa-
tion of the clusters. This representation can be used for
designing model selection criteria and to obtain a hier-
archical view of the clusters as will be explain in the
sequel.

3.1. Projections and Collinearity

When the eigenvectors are piecewise constant and the
out-of-sample data have been drawn for the same prob-
ability distribution as the training datasetD, the pro-
jections of these unseen data points onto the eigenvec-
tors display a special structure. Consider the projections
of an out-of-sample pointx as given in (8) and assume
that there arek clusters and that the eigenvectorsα(l) are
piecewise constant on the partitioning. The piecewise
constant property can be written as

α
(l)
i = α

(l)
j = c(l)

p , if xi , x j ∈ Ap,

wherec(l)
p is the constant value of thel-th eigenvector

corresponding to thep-th cluster,l = 1, . . . k − 1, p =
1, . . . , k. Then (8) can be written as:

ê(l)(x) =
k
∑

p′=1

c(l)
p′

∑

j∈Ap′

K(x j , x) + bl ,

now assume thatx belongs to thep-th cluster leading to:

ê(l)(x) = c(l)
p

∑

j∈Ap

K(x j , x) +
∑

p′,p

c(l)
p′

∑

u∈Ap′

K(xu, x) + bl ,

perfectly piecewise constant eigenvectors imply that
inter-cluster similarities are equal to zero thus, the sec-
ond term in the previous equation vanishes and we ob-
tain:

ê(l)(x) = c(l)
p

∑

j∈Ap

K(x j , x) + bl ,

l = 1, . . . , k−1, which describe the parametric equations
of a line in a (k − 1)-dimensional space. If the inter-
cluster similarities are small but non-zero, the eigen-
vectors are approximately piecewise constant and data
points in the same cluster are approximately collinear
in the projections space. This structural property of the
projections has been used for model selection in (Alzate
and Suykens, 2010) for the design of a criterion measur-
ing collinearity of out-of-sample data.

3.2. Eigenvectors for Out-of-Sample Data

The second KKT condition in (4):

α
(l)
i = (1/λl)D

−1
ii e(l)

i , i = 1, . . . ,N, l = 1, . . . , k− 1 (9)

establishes the relation between the eigenvectors and the
projections for training data points. Cluster decisions
are taken on projections because eigenvectors exist only
for training data but projections can be obtained for both
training and out-of-sample data. However, by extending
(9) to out-of-sample data, we can estimate eigenvectors
for data that were not used during the training stage.
Given a set ofNv validation data pointsDval = {xval

t }
Nv

t=1
and the corresponding projections:

ê(l)
val,t = w(l)T

ϕ(xval
t ) + bl =

N
∑

j=1

α
(l)
j K(x j , x

val
t ) + bl , (10)

we can extend (9) to:

α̂
(l)
val,t =

1

λld(xval
t )

( N
∑

j=1

α
(l)
j K(x j , x

val
t ) + bl

)

, (11)

whered(x) =
∑N

j=1 K(x j , x) extends the concept of node
degree to out-of-sample data. The mean is removed
from the out-of-sample eigenvectors in order to fulfill
the third KKT condition in (4) by:

α̂
(l)
val← Mcα̂

(l)
val (12)

where α̂(l)
val =

[

α̂
(l)
val,1, . . . , α̂

(l)
val,Nv

]

, Mc = INv −

(1/Nv)1Nv1
T
Nv

is the centering matrix and normalized to
have norm 1:

α̂
(l)
val←

α̂
(l)
val

‖α̂
(l)
val‖2
. (13)

An advantage of the estimatedout-of-sample eigenvec-
tors α̂(l)

val is that they represent the clusters in a localized
manner instead of the collinear structure seen in the pro-
jections.

4. Model Selection using the Fisher Criterion

Determining good values of the problem parameters
is a critical issue in unsupervised learning methods such
as clustering. Typically, the clustering parameters are
obtained in a heuristic way, due mainly to the lack of a
predictive model and the lack of understanding of the
underlying process. However, since we have a clus-
tering model with the possibility to predict the clus-
ter membership of out-of-sample data, we can perform
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model selection in a learning setting with training, val-
idation and test stages. The representation offered by
the out-of-sample eigenvectors when the data contain
strong cluster structures allows us to tune the parame-
ters of the model such that the clusters are represented
as localized as possible. Measures of cluster distor-
tion are popular for assessing the internal performance
of clustering algorithms. The classical Fisher criterion
(Bishop, 2006) used in classification can be adapted to
select the number of clustersk and the parameters of
the kernel (e.g., the bandwidthσ2 of the RBF kernel)
such that the out-of-sample eigenvectors ˆα

(l)
val have a lo-

calized representation of the clusters. Given a valida-
tion datasetDval = {xval

t }
Nv

t=1, the obtained out-of-sample
eigenvectors ˆα(l)

val, l = 1, . . . , k− 1 and the resulting clus-
ter memberships{Ap}

k
p=1, the between-cluster SB and

within-cluster SW scatter matrices are defined by:

SB =

k
∑

p=1

ζp(µ̂p − µ̂)(µ̂p − µ̂)
T (14)

SW =

k
∑

p=1

∑

j∈Ap

(α̂val, j − µ̂p)(α̂val, j − µ̂p)T (15)

whereα̂val,t =
[

α̂
(1)
val,t, . . . , α̂

(k−1)
val,t

]

∈ Rk−1 is the represen-
tation of xval

t , t = 1, . . . ,Nv in the out-of-sample eigen-
vector space,

µ̂p =
1
|Ap|

∑

j∈Ap

α̂val, j

is the mean vector of thep-th cluster,

µ̂ =
1
Nv

Nv
∑

t=1

α̂val,t

is the mean vector of all clusters. Note that, trace(SB)
is characterizing the weighted sum of the squared dis-
tances from each cluster centroid to the global cen-
troid. The user-defined weights are given byζp which
can be chosen to give preference to certain scenarios
(e.g.,ζp = |Ap|/Nv to give preference to balanced clus-
ters (Alzate and Suykens, 2011)). However, hierarchi-
cal representations can lead to imbalanced clustering
results thus, in this case, we consider an unweighted
SB, i.e., ζp = 1. Trace(SW) is an average measure
of cluster compactness with value 0 when the out-of-
sample eigenvectors are perfectly localized (piecewise
constant). The Fisher criterion (Bishop, 2006) can then
be defined as:

F
(

α̂
(l)
val, {Ap}

k
p=1
)

=
trace(SB)

trace(SW + SB)
. (16)

This criterion is bounded between 0 and 1 taking its
maximal value for well-separated and compact clusters
in the out-of-sample eigenvector space.

5. Hierarchical Representation

Typically, the clusters found by classical clustering
methods are disjoint which leads to a flat description
of the data. However, in many cases, the clusters have
subclusters which in turn might have substructures. A
hierarchical visualization of the clusters supersedes the
classical way the results of spectral clustering are pre-
sented. Rather than just reporting the cluster member-
ship of all points, a hierarchical view provides a more
informative description incorporating several scales in
the analysis.

5.1. Classical Hierarchical Clustering

Traditionally, a hierarchical structure is displayed as
a dendrogram where distances are computed for each
pair of data points. The bottom-up approach consists
of each data point starting as a cluster at the bottom of
the tree. Pairs of clusters are then merged as the hierar-
chy goes up in the tree. Each merge is represented with
a horizontal line and they-axis indicate the similarity
(or dissimilarity) of the two merging clusters. Deter-
mining which clusters should merge depends on a link-
age measure which in turn specifies how dissimilar two
clusters are. The linkage criterion takes into account
the pairwise distances of the data points in the two sets.
Commonly-used linkage criteria include:

• Minimum or single:

linkage(A1,A2) = min
xi∈A1,x j∈A2

dist(xi , x j)

• Maximum or complete:

linkage(A1,A2) = max
xi∈A1,x j∈A2

dist(xi , x j)

• Average:

linkage(A1,A2) =
1

|A1||A2|

∑

xi∈A1

∑

x j∈A2

dist(xi , x j)

• Ward:

linkage(A1,A2) =
( 2|A1||A2|

|A1| + |A2|

)1/2

‖µ̂1 − µ̂2‖2,
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where dist is a distance measure,|Ap| is the size of the
p-th cluster and ˆµp = (1/|Ap|)

∑

xi∈Ap
xi is the centroid

of the p-th cluster. Single linkage is a local criterion
taking into account only the zone where the two clus-
ters are closest to each other. This criterion suffers from
an undesirable effect called chaining. Chaining causes
unwanted elongated clusters since the overall shape of
the formed clusters is not taken into account. Com-
plete linkage is a non-local criterion giving preference
to compact clusters but suffers from high sensitivity to
outlying data points. Average and Ward’s linkage crite-
ria are specialized methods trying to find a compromise
between single and complete linkage.

5.2. Hierarchical Kernel Spectral Clustering

In addition to obtaining good values for the number
of clustersk and the kernel parameters (e.g., RBF ker-
nel parameterσ2), the Fisher criterion can also indi-
cate a multiscale structure present on the data. A grid
search over different values ofk and aσ2 evaluating the
Fisher criterion on validation data in order to find clus-
tering parameter pairs (k, σ2) such that the criterion is
greater than a specified threshold value. The clustering
model is then trained for each (k, σ2) and evaluated at
the full dataset using the out-of-sample extension. This
procedure results in cluster memberships of all points
for each (k, σ2). A specialized linkage criterion deter-
mines which clusters are merging based on the evolu-
tion of the cluster memberships as the hierarchy goes
up. They-axis of the dendrogram represents the scale
and corresponds to the value ofσ2 at which the merge
occurs. Note that during a merge, there might be some
outcastdata points of the merging clusters that go to a
non-merging cluster. The ratio between the total size of
the newly created cluster and the sum of the sizes of the
merging clusters gives an indication of the merge qual-
ity. The outcast data points are then forced to join the
merging cluster of the majority. The proposed method-
ology is outlined in the following algorithms.

6. Experimental Results

Simulation results are presented in this section. All
experiments reported are performed in MATLAB on a
Intel Core 2 Duo, 3.06 GHz, 4 GB, Mac OS X. All data
have been split into training, validation and test with 50
randomizations of the sets. The Fisher thresholdθ is
set to 0.7. Thus, if the maximum Fisher criterion for
eachk is greater than 0.7, the corresponding parameter
pair (k⋆, σ2

⋆) is considered for building the hierarchical
structure.

Algorithm 1 Out-of-Sample Eigenvectors in Kernel
Spectral Clustering
Input: Training setD = {xi }

N
i=1, positive definite and local ker-

nel function K(xi , x j ), number of clustersk, validation setDval =

{xval
t }

Nv
t=1.

Output: Partition {A1, . . . ,Ak}, cluster codesetC, out-of-sample
eigenvectors ˆα(l)

val.

1: Obtain the eigenvectorsα(l), l = 1, . . . , k− 1 corresponding to the
largestk− 1 eigenvalues by solving (7) withne = k− 1.

2: Binarize the eigenvectors: sign(α(l)
i ), i = 1, . . . ,N, l = 1, . . . , k −

1, and let sign(αi ) ∈ {−1,1}k−1 be the encoding vector for the
training data pointxi , i = 1, . . . ,N.

3: Count the occurrences of the different encodings and find thek
encodings with most occurrences. Let the codeset be formed by
thesek encodings:C = {cp}

k
p=1, cp ∈ {−1, 1}k−1

4: ∀i, assignxi to Ap⋆ where p⋆ = argminpdH(sign(αi ), cp) and
dH(·, ·) is the Hamming distance.

5: Compute the projections for validation data ˆe(l)
val using (10).

6: Estimate the out-of-sample eigenvectors ˆα
(l)
val usingê(l)

val and (11).
Remove the mean and normalize using (12) and (13).

7: Binarize the out-of-sample eigenvectors sign( ˆα
(l)
val,t), t =

1, . . . ,Nv, l = 1, . . . , k − 1 and let sign( ˆαval,t) ∈ {−1, 1}k−1 be the
encoding vector ofxval

t .

8: ∀t, assignxval
t toAp⋆ wherep⋆ = argminpdH(sign(α̂(l)

val,t), cp).

Algorithm 2 Hierarchical Kernel Spectral Clustering

Input: Full datasetDfull = {xf }
Nfull
f=1 , RBF kernel function with pa-

rameterσ2, maximum number of clusterskmax, set ofR σ2 values
{σ2

1, . . . , σ
2
R}, Fisher threshold valueθ.

Output: Linkage matrixZ.
1: Obtain the trainingD = {xi }

N
i=1 and validationDval = {xval

t }
Nv
t=1

sets by subsamplingDfull (e.g., via random subsampling).
2: For every combination of parameter pairs (k, σ2) and usingD and
Dval, train a kernel spectral clustering model using Algorithm 1
and obtain the Fisher criterion value using (16).

3: ∀k, find the maximum value of the Fisher criterion across the
given range ofσ2 values. If the maximum value is greater than
the Fisher thresholdθ, create a set of these optimal (k⋆, σ2

⋆) pairs.
4: UsingD and the previously found (k⋆, σ2

⋆) pairs, train a cluster-
ing model and compute the cluster memberships of the full dataset
Dfull using the out-of-sample extension.

5: Create the linkage matrixZ by identifying which clusters merge
starting from the bottom of the tree which contains maxk⋆ clus-
ters.
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6.1. Toy Data
The first toy data corresponds to 5 Gaussian clusters

in 2D. The total number of points isNfull = 2,000 and
the dataset is split into training (N = 500), validation
(Nv = 1,000) and the remaining data points for test.
The full dataset and the the model selection plots are
presented in Figure 2. Note that according to the Fisher
criterion, k = 2,3,4 and 5 are optimal candidates for
building the dendrogram with maximum value equal to
1 indicating the presence of very strong cluster struc-
tures. The behavior of the Fisher criterion with respect
to σ2 also displays an underlying hierarchy. The op-
timal value of the RBF kernel parameterσ2 decreases
as the number of clustersk increases since more com-
plex models are needed to discover the structure of the
data. Thus, from this plot the following set of (k⋆, σ2

⋆)
is obtained:{(2,20), (3,6.6), (4,2.6), (5,1.95)} which is
used to create the linkage matrixZ and the correspond-
ing dendrogram. The latter can be seen in Figure 3. At
the bottom of the tree we start with 5 clusters which is
the maximalk⋆ found during the model selection stage.
The corresponding clustering results are shown un Fig-
ure 4. The underlying hierarchy is revealed by the pro-
posed approach and the membership zones of each clus-
ters display an excellent generalization performance.

The second toy data involves 4 Gaussian clouds with
overlap. Overlapping causes non-zero similarities for
points in different clusters leading to approximately
piecewise constant eigenvectors. Figure 5 shows the
model selection plots and the corresponding dendro-
gram. Note that in this case,k = 2,4 are selected for
creating the tree butk = 3 does not show a strong cluster
structure. Two pairs of clusters merge at the same value
of σ2 and the clustering results are displayed in Figure
6. Despite the overlap, the proposed methodology suc-
ceeds in finding the natural hierarchical structure of the
data.

6.2. Image segmentation
Image segmentation is a difficult application for spec-

tral clustering due to the large number of data points
leading to eigendecomposition of big matrices. In this
experiment, we used an image from the Berkeley im-
age database (Martin et al., 2001). We computed a local
color histogram with a 5×5 pixels window around each
pixel using minimum variance color quantization of 8
levels. We used theχ2 test to compute the distance be-
tween two local color histogramsh(i) andh( j) (Puzicha
et al., 1997)χ2

i j = 0.5
∑B

b=1(h(i)
b −h( j)

b )2/(h(i)
b +h( j)

b ),where
B is total number of quantization levels. The histograms
are normalized

∑B
b=1 h(i)

b = 1, i = 1, . . . ,N. Theχ2 ker-
nelK(h(i),h( j)) = exp(−χ2

i j/σχ) with parameterσχ ∈ R+

−25 −20 −15 −10 −5 0 5 10 15 20
−10

−8

−6

−4

−2

0

2

4

6

8

10

x1

x 2

2 3 4 5 6 7 8 9 10
0

0.2

0.4

0.6

0.8

1

Number of clustersk

A
ve

ra
ge

m
ax

im
um

F
is

he
r

cr
ite

rio
n

10
−1

10
0

10
1

10
2

10
3

0

0.2

0.4

0.6

0.8

1

 

 

RBF kernel parameterσ2

A
ve

ra
ge

F
is

he
r

cr
ite

rio
n

k = 2

k = 3

k = 4

k = 5

Figure 2:Top: Full dataset.Center: Average maximum Fisher crite-
rion for determining the number of clustersk. The multiscale nature
of this toy dataset is revealed by the fact thatk = 2,3,4 and 5 give a
very high value of the Fisher criterion.Bottom: Optimal RBF kernel
parameterσ2 with respect tok. Note that ask increases the range of
the optimalσ2 decreases giving preference to smaller scales.
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Figure 3: Resulting tree displaying the hierarchical structure of the
data. The bottom of the tree contains the largestk that gives high av-
erage maximum Fisher criterion on validation data. They-axis shows
the value ofσ2 representing the scale.

is positive definite and has shown to be very performant
for color discrimination and image segmentation. The
image is 321× 481 pixels leading to a total number of
data points ofNfull = 154,401. The training set con-
sisted of 600 randomly selected pixel histograms and
20,000 pixel histograms were used as validation. Model
selection was performed to find strong cluster structures
at k = 2,3. Figure 7 shows the dendrogram and the
segmentation results. Note that less than 0.4% of the
total pixel histograms in the image are used for train-
ing. The cluster membership of the remaining 99.6% of
the data is inferred using the out-of-sample extension.
The obtained clustering display visually appealing clus-
ters, a coherent merge and an enhance generalization
capability. The average computation time for training
the model and computing the out-of-sample eigenvec-
tors was 5.14± 1.9 seconds.

7. Conclusions

A method to show a hierarchical tree in the context
of kernel spectral clustering is presented. The proposed
methodology is based on the Fisher criterion which can
be used to find clustering parameters such that the re-
sulting clusters are well-formed. The concept of eigen-
vector is also extended to out-of-sample data leading to
a localized representation of the clusters. The cluster-
ing model can be trained in a learning setting ensuring
good generalization capabilities. The hierarchical rep-
resentation is obtained by evaluating the trained model
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Figure 4: The plots show the obtained hierarchical representation and
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sion. The gray areas represent the zero cluster corresponding to data
points very close to zero in the out-of-sample eigenvector space lead-
ing to low confidence in the cluster membership assignment.
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than 0.7 Center: Optimal RBF kernel parameterσ2 with respect tok.
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Figure 6: Clustering results showing good generalization performance
in presence of cluster overlap.

on the whole data using the tuned clustering parame-
ters. A dendrogram is formed by merging clusters in
a bottom-up approach given by the predicted cluster
memberships. The experimental results confirm the ap-
plicability of the proposed hierarchical method.
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