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Abstract. In this work we implement and evaluate a methodology to
classify multi-labeled web documents into large-scale taxonomies, using
their text content. Multi-label hierarchical classification using large-scale
taxonomies is a hard task due to problems of scarcity of training data in
many nodes of the hierarchy, overlapping of content and complex decision
surfaces. We propose a novel feature extraction model called Multilay-
ered Class Discrimination (MCD), which reduces the dimensions of the
text-content features of the web documents along the different levels of
the hierarchy, helping to discriminate each class from other classes in
the same level and reducing the effects of the mentioned problems. The
results of categorizing web documents from the DMOZ directory show
that our model improves the accuracy of the categorization when com-
pared with the use of word features, and that the results are competitive
with the ones presented in the Second LSHTC Challenge.

Keywords: Hierarchical Classification, Web Classification, Text Con-
tent, Large-Scale Datasets

1 Introduction

Within the exponential growth of the Web it has been shown that the hierarchical
classification (HC) of content into concept taxonomies could help to improve
tasks of document browsing and searching [5][16]. In HC, class labels are arranged
as nodes in a graph which represents a taxonomy, commonly in the form of a
tree. Each web document is then labeled with a set of nodes from this taxonomy,
usually in a top-down manner, from more general to more specific topics.

The study in the past years of the HC based on textual content has lead
to the development of various interesting methods [1][4][5][12][13][20]. Most of
these methods are focused on the way of carrying out the classification itself,
by combining the outputs from individual classifiers trained in each node of the
hierarchy, while trying to take advantage of the taxonomy structure. However,
despite the efforts, the general performance in large-scale HC is still lower than
the one achieved in several flat text classification tasks [12].

This relatively poor performance of large-scale HC is due to several factors.
In large-scale taxonomies, containing thousands of documents and categories,



most of the class nodes in the hierarchy are scarce [13]. These categories con-
tain only a few labeled documents, offering little information for training robust
classifiers [12]. Additionally, it is often difficult to distinguish between classes
given similar content in alike sub-hierarchies. Moreover, the classes at the top of
the hierarchy are often characterized by complex decision surfaces because they
contain documents with heterogeneous contents [1].

In this paper we propose a novel technique called Multilayered Class Discrim-
ination (MCD), which is focused on feature extraction from the text content of
web documents. Here, rather than using the direct word distributions over doc-
uments and categories, and then train a set of classifiers, we advocate an initial
dimensionality reduction of the data, based on Linear Discriminant Analysis
(LDA) performed in a novel multilayered way. In our MCD model, during the
training phase, we perform LDA over the set of nodes in each level of the hier-
archy, producing a set of projection matrices. Then, when training a node, the
training examples are transformed using the projection matrix of the correspond-
ing node’s level in the hierarchy. During testing we do the same. Before a new
document is classified by a node, it is transformed using the transformation ma-
trix of the corresponding level. The idea behind this is that MCD would produce
a richer set of attributes to represent categories than direct word distributions at
the different levels of the hierarchy. These extracted core features might help in
cases where scarce training data are available, which is the case for many nodes
in the class taxonomy, or in cases where word distributions cause overlapping of
content or non-linear decision surfaces as is often the case in nodes high up in
the taxonomy. Even if LDA has been used for a while in flat text classification
tasks [10][18], as far as we know, its potential in HC has not yet been explored.

We test our MCD model on the data and taxonomy from the DMOZ di-
rectory. We use here a version of this directory taken from the Second Pascal
Challenge on LSHTC1. We present comparisons of our MCD model with a base-
line model consisting of using the whole set of terms and its direct distributions,
called here Full Text Model (FTM). This way of representing documents has
proved to have good performance for HC tasks [1][12]. In addition, we show a
comparison with the best competitor in the LSHTC challenge.

The contributions of our work are the evidence of the feasibility of imple-
menting LDA in a multilayered way (MCD) following a decomposition per level,
including the evidence of MCD being applied to large-scale datasets; and the
evidence that features extracted using MCD behave very well in HC while more
successfully dealing with the problems of scarcity of training examples, overlap-
ping contents and complex decision surfaces. These findings contribute to open
new opportunities for HC in general.

The rest of the paper is organized as follows. In section 2 we recall the
related work on HC. In section 3 we briefly describe the theory behind LDA
and we present the complete model for MCD. Section 4 illustrates the dataset
and setup used in our experiments and discusses the empirical performance of
our method in comparison with the baseline FTM and with the results of the
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best competitor in the LSHTC challenge. Section 5 is devoted to conclusions
and ongoing research.

2 Related research

HC has been studied in the research community for several years, and there are
interesting works devoted to this task [17]. Among them, the top-down approach
is the most studied and the one with best results for the problem of HC [16][17].
This model has in turn been designed following several approaches. In [6], Du-
mais and Chen proposed a classifier based on SVM on the top-two levels of the
LookSmart directory, called hierarchical SVM (hSVM). Extending the idea of
hSVM, it was used on a very large-scale hierarchy in [12] over the Yahoo! di-
rectory, using a selection of local features and direct word distributions, where
the hSVM uses a binary SVM classifier per node in the hierarchy, following a
Pachinko-model [11]. Despite the relatively good results obtained, the authors
pointed out the difficulties in applying text categorization algorithms to large-
scale taxonomies, mostly because of the data scarcity problem, where most cat-
egories inside the taxonomy only have a few examples for training. Xue et al. in
[20] create a two-stage approach, which first selects a set of candidate categories
for each testing document and later trains a classifier using only the candidate
categories. Despite its relatively good results, for this model it is necessary to
build a new classifier for each test example, which is very costly. Finally Bennett
and Nguyen in [1] presented a hSVM model extended to first integrate the pre-
dictive behavior on the training data in order to change the training distribution
in lower nodes; and then to integrate a refined expert, which includes a rough
class label guess in the lower-level of the hierarchy and propagates this informa-
tion further up in the hierarchy. The authors report improvements compared to
the results of a baseline hSVM using direct word features.

None of the above mentioned works consider the hierarchy for the task of
feature extraction, which we propose in this paper. Rather than using the whole
set of word distributions over documents/nodes and then train the model, we ad-
vocate an initial dimensionality reduction of the data, based on LDA performed
in a multilayered way (MCD). LDA is popular as a classification/dimensionality
reduction technique in flat text classification tasks [10][18], but as far as we know,
its potential in HC has not yet been explored. With the MCD model we intend
to first better discriminate the categories at the different levels of the hierarchy
by extracting the “core” information of each category.

In this paper we focus solely on the effect of extracting discriminative fea-
tures for the classes in the different levels of the hierarchy using MCD. We expect
in this way to better discriminate the individual categories along the different
levels of the hierarchy, reducing the effects of scarcity, overlapping content and
complex decision surfaces. For the classification itself, we rely on a top-down ap-
proach similar to a traditional hSVM [12]. In this way our novel MCD model is
complementary to other top-down approaches described above. In future imple-
mentations we can combine the proposed feature extraction method in different



classification models like the two-stage approach of [20] or the refined experts of
[1], among others, in order to tackle other issues of HC like error propagation.
To the best of our knowledge feature extraction based on the proposed MCD
has not been researched in a HC task.

3 Multilayered Class Discrimination

3.1 Linear Discriminant Analysis

LDA projects data points to a new space that presents a good separation between
classes and good proximity within each class. Let F = {(x1,y1), . . . , (xm,ym)}
be a set of m examples, with X = {x1,x2, . . . ,xm}, where xi ∈ Rp is the i-th
example, represented by a p dimensional row vector; andY = {y1,y2, . . . ,ym} ⊂
C, where yi ⊂ {1, . . . , c} is the set of labels for example xi and c = |C|. Then
the m documents, with p features, are grouped in c classes.

The goal of LDA is to find a linear transformation A ∈ Rp×l that projects
each example vector xi to zi = xiA, where zi is the projected example in a l
dimensional space (l ≪ p), and where the class separability is maximized. In
order to do so, LDA maximizes the following equation

A∗ = argmax
A

tr(ATBA)

tr(ATTA)
(1)

The above optimization problem is equivalent to finding the l eigen-vectors
a associated with the maximum eigen-values of the generalized eigen-problem
Ba = λTa. We define T = B + W as the total covariance matrix and from it
we define the between (B) and within-group (W) covariance matrices as B =∑c

k=1 mk(µ
k−µ)(µk−µ)T and W =

∑c
k=1

(∑mk

i=1(x
k
i − µk)(xk

i − µk)T
)
, where

µ is the total example mean vector; mk, µ
k and xk

i are the number of examples,
the average example vector and the i-th example in the k-th class, respectively.

The rank of T is bounded by c− 1, and there are at most c− 1 eigenvectors
corresponding to non-zero eigenvalues. With the purpose of avoiding the singu-
larity problem of matrix T (a singular matrix is not invertible), which could
occur when the number of features is larger than the number of documents,
in our MCD model we employ the LDA version implemented in the Spectral
Regression Discriminant Analysis (SRDA) by Cai et al. [3].

3.2 General Architecture for MCD

We start with a tree hierarchical structure H and the same definitions for docu-
ments (F, X) and classes (Y and C) as above (section 3.1), considering C as the
set of categories in H. In our work we consider each document vector as a tf-idf
vector normalized to 1. The general MCD training process is as follows. The H
structure is composed by a number h of levels. Given a level i in the hierarchy,
i = 1, . . . , h, which contains a number ci of categories, for each node in that level
we group its descendant categories (if the node is not a leaf), and then we apply



a LDA over level i to compute the transformation matrix Ai, where matrix Ai

will have at most li = ci − 1 column dimensions. This is illustrated in figure
1a. Afterwards, we transform the training examples at level i, using matrix Ai,
obtaining a set Zi of reduced examples. The last step is then to train a binary
classifier for each node at level i. We consider the examples belonging to a given
node (and its descendants) as the positive class and the examples belonging to
its siblings (and their descendants) as the negative class. This is illustrated in
figure 1b. It has been shown that this siblings policy presents good results for
HC [7]. The process is repeated for each level i until depth h. This process is
illustrated in algorithm 1.

LDA Level 1

LDA Level 2

LDA Level 3

A
1

A
2

A
3

For each node, all
its descendants
are grouped

Positive Negative

Classifier
for this
node

(a) (b)

Fig. 1. (a) Grouping the descendant examples into each parent node and computing
the LDA per level of the hierarchy. (b) Training a classifier for a given node of the
hierarchy, the grey node indicates the positive category and the dark nodes indicate
the negative category.

Input: Set of web documents F = {(x1,y1), . . . , (xm,ym)} and a tree
hierarchical structure H

Output: The H structure, containing a set of trained classifiers for hierarchical
classification

h←Depth(H);
for i← 1 to h do

nodes← NodesAtLevel(i,H);
foreach node in nodes do

examplesnode ←GroupExamplesSubHierarchy(node,X,Y);
end
Ai ←ComputeLDA(examplesallNodes);
transformedExamples←TransformExamples(examplesallNodes,Ai);
foreach node in nodes do

node←TrainClassifier(transformedExamplesnode,
transformedExamplessiblingsOfNode);

end

end

Algorithm 1: General training process for MCD



When classifying a new document during the testing phase, a top-down ap-
proach based on a Pachinko-model [11] is employed: first classifying the docu-
ment at the uppermost level and then for each classifier that “fires” (predicts
positive), classifying the document at the next lower level of that node, and
changing the representation of the document by using a new projection accord-
ing to the level. With this model we have a natural multi-label assignment,
since documents can belong to multiple children nodes. Since the dataset used
for experimentation contains documents labeled with nodes from the root to a
leaf node (full path classification) [14], in cases where none of the node classi-
fiers assigns a category, our model assigns the most likely category according
to the probabilities estimated by the nodes, assuring in that way the full path
classification.

4 Experimental analysis

4.1 Dataset

We performed tests on the version of the DMOZ dataset from the Second Pas-
cal Challenge in LSHTC2. This dataset is composed by 394,756 documents for
training and 104,263 documents for testing, containing 594,158 stemmed words.
The documents are allocated in the 27,875 leaf categories of a tree hierarchy
with depth 5. The dataset is encrypted by replacing each unique word (as well
as the name of each category) by an integer number. The testing documents
are unlabeled in order to use the oracle provided by the organizers3 for the
competition.

Table 1. Statistics about individual hierarchies.

Name of # Train # Test # Sub- Size of Name of # Train # Test # Sub- Size of
Category Docs Docs Categories Dictionary Category Docs Docs Categories Dictionary

40910 1206 503 211 4464 41212 17466 7313 2461 16606

39348 6707 2829 1044 8276 29435 25699 10726 2790 18884

48356 9503 3967 738 11825 1 28092 11674 4907 30882

35195 11976 5018 1837 13351 22639 31543 13224 3754 15134

132411 12987 5406 2242 12589 53959 115422 48676 6529 50242

125461 17057 7104 2900 21617

We first conducted experiments with the labeled training part of the DMOZ
dataset, in order to have a better overview of the behavior of our method. We
extracted the 11 top nodes of the taxonomy and used them as if they were
individual hierarchies. For each hierarchy we filtered out categories with less
than 3 documents and we randomly split the remaining documents in 70% for
training and 30% for testing. Afterwards we filtered the terms that appear in
less than 10 documents in the training part of each hierarchy [21]. Following
a random sub-sampling we ran 10 experiments for each hierarchy. Details on

2
Available at: http://lshtc.iit.demokritos.gr/LSHTC2 datasets

3
Available at: http://lshtc.iit.demokritos.gr/LSHTC2 oracleUpload



the used hierarchies are shown in table 1 (using the original encrypted category
names). The sizes of the dictionaries are averages over the 10 experiments. Using
the dictionaries we built the tf-idf vectors to represent the documents in the
different hierarchies.

4.2 Models

The baseline for comparison with our MCD method is the Full Text Model
(FTM), which employs the whole set of words and their direct distributions
(tf-idf vectors). This approach has proved to be a good method for representing
documents in HC tasks [1][12]. Both models use the same approach and setup for
training/testing, the essential difference is in the use of level projected features
for the MCD and the direct tf-idf vectors for the FTM. In each node of the
hierarchy we use a linear SVM as the binary classifier with the following settings:
C equal to 100 (a large C tends to work fine with linear SVM [10]), and building of
logistic models, in order to obtain probabilities rather than yes/no classifications.
In the MCD model, we use the SMO classifier [15], which is well suited for
a small number of dense features. In the FTM model, we use the LibLinear4

classifier [8], which is specially suited and fast with large numbers of examples
and sparse features. Both models were implemented in Java, following the same
top-down approach for training and testing as explained in section 3 and using
the implementation of the classifiers from Weka [9]. As mentioned before, for the
MCD model we use the LDA implementation of the SRDA from [3] provided by
the authors5. We conducted the experiments using a desktop PC with a 3.4 Ghz
Intel Core i7 processor and 16 Gb in RAM.

The performance measures we use to compare the models are Accuracy =
1
o

∑o
i=1

|Qi∩Ri|
|Qi∪Ri| , where o is the number of testing documents, Qi is the set of the

true class(es) for document i and Ri is the set of the predicted class(es) for doc-
ument i; Precision = TP

(TP+FP ) , Recall = TP
(TP+FN) and F1 = 2 Precision·Recall

Precision+Recall ,

both micro and macro averaged. Micro averaging weights each individual predic-
tion equally and macro averaging weights the performance for each class equally,
emphasizing rare categories. These measures are standard for multi-labeled text
classification [19][17].

4.3 Results

The comparative results of the FTM and MCD models with the individual hi-
erarchies are summarized in table 2. The results shown are averages over the
10 experiments. We performed a two-sided paired t-test for each performance
measure across experiments and all the differences are significant with p < 0.05,
except for the accuracy and micro-F1 in the hierarchy 48356. The overall per-
formance along hierarchies is summarized in the average and weighted average

4
Available at: http://www.bwaldvogel.de/liblinear-java/

5
Available at: http://www.zjucadcg.cn/dengcai/SR/index.html



rows, the former counts each hierarchy performance equally, while the later com-
bines the performance weighted by the size of each hierarchy. From this table we
can observe that MCD performs generally better than the baseline FTM. The
better performance of MCD means that the compressed extracted features are
usually better than direct word distributions to discriminate among categories.
Nevertheless, in some cases the use of direct word features could help to con-
struct better models to express the category concepts. This could be observed in
the results for hierarchies 29435 and 22639, where FTM performs slightly better
than MCD in accuracy and micro-F1. Nevertheless, even in such cases MCD
is competitive, reaching a similar performance. For the rest of the large vari-
ety of hierarchies, MCD performs better than FTM. Furthermore, MCD focuses
on category representations, trying to compress and discriminate each category
from the rest. Its good performance on doing so is expressed by the better macro-
F1 performance (F1 weighted per category) compared to the FTM. The MCD
model is generally more computationally expensive than the FTM since MCD
needs to perform projections of the examples along the different levels of the hi-
erarchy during training/testing. Nevertheless, the computation times for MCD
are still feasible; it takes some hours to train the largest hierarchy and about
0.05s to test one document in the same hierarchy.

Table 2. Comparative results for the 11 sub-hierarchies of the DMOZ dataset with
the FTM and MCD models in terms of accuracy (Acc), micro-F1 (MiF1), macro-F1
(MaF1), training time (Tr) and testing time (Ts). The times are expressed in seconds.

FTM MCD
Acc MiF1 MaF1 Tr Ts Acc MiF1 MaF1 Tr Ts

40910 0.4279 0.5190 0.1077 8 1 0.5331 0.6193 0.2444 11 1

39348 0.5681 0.6526 0.2717 69 9 0.6072 0.6793 0.3749 119 20

48356 0.6669 0.7264 0.1540 81 9 0.6685 0.7276 0.2131 154 21

35195 0.5606 0.6226 0.2732 138 16 0.5816 0.6377 0.3504 404 71

132411 0.5611 0.6378 0.1910 187 19 0.5843 0.6539 0.2622 429 72

125461 0.5196 0.5904 0.2100 306 25 0.5367 0.6007 0.2672 1020 190

41212 0.5852 0.6632 0.2117 421 33 0.6156 0.6864 0.2989 629 120

29435 0.4623 0.5332 0.1369 493 42 0.4485 0.5147 0.1699 1220 249

1 0.4561 0.5374 0.1310 1072 168 0.5388 0.5970 0.3610 3789 861

22639 0.4678 0.5321 0.1881 322 27 0.4653 0.5283 0.2086 1268 235

53959 0.6313 0.7064 0.1672 1810 2041 0.6667 0.7395 0.2268 19674 2914

Average 0.5370 0.6110 0.1857 446 217 0.5678 0.6350 0.2707 2611 432

Weighted Average 0.5624 0.6357 0.1761 1010 883 0.5903 0.6580 0.2501 9008 1381

In figure 2 the results of the FTM and MCD models are split per level of
the hierarchy according to the weighted average performance. The graph plots
a cumulative performance, and the results of level 4 correspond to the ones
shown in table 2, which measures the performance in the whole hierarchy. As
it is expected, we observe that the performance degrades when classifying doc-
uments with categories that occur lower in the hierarchy. Both the MCD and
FTM models have the best results at the top level, with an almost linearly de-
creasing performance when the level of the hierarchy increases. This effect is
due to the top-down propagation of errors and to the fact that fewer training
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Fig. 2. Comparison of overall performance (accuracy, micro-F1 and macro-F1) per
level of the hierarchy.

documents are available at lower levels in the hierarchy. At the top, both MCD
and FTM perform similarly in terms of accuracy and micro-F1 results. Nev-
ertheless, we can observe that our MCD model performs better at the lowest
levels. We see a better behavior for the MCD model over the FTM especially in
terms of macro-F1 results, which measure the performance per category while
emphasizing rare categories. These results show that MCD features are better
to represent categories which contain few documents. The good performance in
terms of macro-F1 for categories high in the hierarchy shows also the benefit of
the MCD features when these classes are more difficult to linearly discriminate
when using only word distributions, which might especially be the case when
categories with few training examples contain heterogeneous content.

We performed a last experiment using the complete DMOZ dataset, obtaining
classification results for the unlabeled test set provided by the LSHTC challenge.
We used the same setup as with the first experiments (section 4.2). We submitted
these results to be evaluated by the oracle in the Pascal Challenge website6. Table
3 shows the comparison in accuracy performance of our MCD model, the K-NN
baseline considered in the competition, and the models presented by Brouard in
[2], the top competitor of the challenge. It is clear from the table that our MCD
model largely outperforms the K-NN baseline model.

Table 3. Comparative performance in accuracy of the MCD model with the different
models of the top competitor and the baseline in the LSHTC challenge.

Brouard
Base Base+I2 Base+I1+I2 K-NN Baseline MCD

Accuracy 0.3407 0.3553 0.3885 0.1073 0.3590

Brouard uses a model which during training weights the connections between
the complete set of words and their related categories, assigning to the test ex-
amples the category with the largest belonging (echo) score (Base model). In
another stage of refinement he calibrates the scores of each class by consid-
ering the similarities among classification in training examples (model I1). In

6
Available at: http://lshtc.iit.demokritos.gr/LSHTC2 oracleUpload



a different stage he adapts the relative importance of top-down and bottom-
up propagation to each class in order to reduce the effect of error propagation
(model I2). Since our MCD model relies only on feature extraction and does
not perform any further refinement of the prediction, nor classification in sev-
eral stages, the fair comparison would be with the Brouard’s base model, which
uses the complete set of direct words. From table 3, we observe that our MCD
model outperforms the Brouard’s base model and is able to outperform as well
the Base+I2 model, which includes an error propagation correction. Even if the
MCD is not able to reach the performance of the Base+I1+I2 model, we could
observe that conform with the experiments reported above concerning individ-
ual sub-hierarchies, the results when using the features extracted with our MCD
model outperform the ones that use direct word distributions. The good behav-
ior of the MCD features brings us confidence that such features could be used
in further multi-stage classification models to refine the prediction.

5 Conclusions and future work

In this article we have presented a novel method for the problem of large-scale
hierarchical web document classification. This novel technique, named Multilay-
ered Class Discrimination (MCD), exploits the knowledge resided in the struc-
ture of the taxonomy for extracting compressed features from the word features
of the documents. The MCD model has helped into better separating and dis-
criminating the different categories in each level of the hierarchy, reducing the
effects of some of the typical problems in HC, like scarcity of data, content over-
lapping and complex decision surfaces. The presented results are truly encourag-
ing and have shown that MCD has potential to be exploited for the large-scale
task of classifying web pages into a taxonomy.

There are several directions to further explore with the MCD model. We are
firstly interested into combining word features with the features extracted by the
MCD model, by linearly combining both types of features into one single model.
Another path is the use of MCD in combination with methods that avoid error
propagation from top levels, such as the afore mentioned refined experts by [1],
the two-stage approach by [20], the multi-stage approach by [2] or the use of
different ways of selecting the negative examples during training [7].
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