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Abstract. In this work we present and evaluate a methodology to clas-
sify web documents into a predefined hierarchy using the textual content
of the documents. Hierarchical classification using taxonomies with thou-
sands of categories is a hard task due to the problem of scarcity of train-
ing data. Hierarchical classification is one of the rare situations where,
despite the large amount of available data, as more documents become
available, more classes are also added to the hierarchy. This leads to a
lack of training data for most of the categories, which produces poor in-
dividual classification models and tends to bias the classification to dense
categories. Here we propose a novel feature extraction technique called
Stratified Discriminant Analysis (sDA) that reduces the dimensions of
the text content features of the web documents along the different lev-
els of the hierarchy. The sDA model is intended to reduce the effects of
scarcity of data by better grouping and to identify the categories with few
training examples leading to more robust classification models for those
categories. The results of classifying web pages from the Kids&Teens
branch of the DMOZ directory show that our model extracts features
that are well suited for category grouping of web pages and representa-
tion of categories with few training examples.

Keywords: hierarchical classification, text content, web mining, dis-
criminant analysis

1 Introdution

In the current information era, classification of documents and digital content
plays a very important role in many information management and retrieval tasks.
On the web, the number of documents created daily is huge and there is a demand
for organizing them in some manner. In this sense, one valuable approach for
the management of information is to have the web documents organized by
means of hierarchies of conceptual categories, since the use of such hierarchies
simplifies the abstraction and facilitates the access to information [8]. In this
direction, most of the famous browsing directories (e.g. ODP, Yahoo!) give access
to web documents that are manually classified inside a hierarchy of categories.
Nevertheless, as the Web changes and grows exponentially, the existing number



of non-classified web documents largely exceeds the number of these manually
labeled inside the hierarchies of the systems. Then it is easy to imagine building
automatic classifiers in order to reduce the amount of manual labor on such
task. These automatic classifiers, could help to maintain, update and expand
web directories [8]; to build customized and relevant views of such directories
depending on the necessities of the user, improving the accessibility of content;
to improve the quality of content search by returning clustered results [7][9]; and
to build efficient crawlers on search engines, among other tasks [25].

In hierarchical classification (HC), categories are arranged as nodes in a graph
which represents a hierarchy, usually in the form of a tree. The problem of HC is
then defined as: given a hierarchy of categories H, to automatically classify web
documents inside H by assigning to the documents a set of categories in a top-
down manner, from most general to most specific topics. In general, it is assumed
that when a document is categorized with a certain set of node categories from
the hierarchy, the document belongs as well to all the node categories along the
path connecting the assigned nodes to the root of the graph.

HC has been studied by several researchers in the past years, developing inter-
esting methods ([1][3][5][6][7][8][19][21][29]). In general there are two approaches
to solve the problem [26][29]: the top-down approach (indeed the HC approach),
which exploits the hierarchy by dividing the problem into smaller ones; and the
flat approach, which directly categorize the documents, ignoring the hierarchy.
The HC approach simplifies the problem, but it tends to propagate errors made
at higher levels of the hierarchy. On the other hand, the flat approach does not
propagate errors but tends to be expensive in time for large hierarchies with
thousands of categories. In both cases, there is the problem of scarcity, where
for large web directories the number of documents could be huge but as well
is the number of categories [15][19][23]. Then, most of the categories contain a
small number of labeled documents, offering little information for training dis-
criminative classifiers. In summary, despite the efforts involved in HC the general
performance achieved for this task is still far lower than the one achieved in many
other document classification tasks [19].

In this paper we propose a novel technique called Stratified Discriminant
Analysis (sDA) that deals with the previously described drawback of scarcity
of training examples in HC. Our model is focused on feature extraction from
the text content of web documents. Here, rather than using the direct word
distributions over documents and categories, and then train a set of classifiers,
we advocate an initial dimensionality reduction of the data, based on Linear
Discriminant Analysis (LDA) performed in a novel stratified way.

Flat LDA has been used for a while in text classification tasks [27], but as far
as we know, its potential in HC has not yet been explored. In our sDA model,
during the training phase, we perform LDA over the set of node categories in
each level of the hierarchy, producing a set of projection matrices. Then, when
training a node, we use the corresponding projection matrix to transform the
training examples depending in which level the node is present. During testing
we perform a similar procedure of feature extraction. Before a new web document



is classified by a node, it is transformed using the transformation matrix of the
corresponding level in the hierarchy. The sDA model is intended to help reduce
the dimensionality of the data by keeping the most discriminant features, which
could be seen as the “core” information of each category that distinguishes and
groups the category from other categories on the same level of the hierarchy.
This method could improve category representation, especially for categories
with few training examples, which is a common case in most of the categories of
a hierarchy.

We test our sDA model on the data and taxonomy underlying the K&T
dataset, extracted from the Kids&Teens branch of the DMOZ directory. The
Kids&Teens branch embraces a diversity of topics and presents similar distri-
butions on categories and documents as the complete DMOZ directory, which
makes the K&T dataset a suitable collection for experimentation. In order to
have a better overview of the performance of sDA, we present comparisons with
two models: a flat full-term classification model (FFT) and a hierarchical full-
term classification model (HFT). As indicated, both models use the whole set of
terms and its direct distributions for building the classifiers. The use of direct
word distributions for representing documents has proved to have good perfor-
mance for HC tasks [1][4][19].

The first contribution of our work is the evidence of the feasibility of imple-
menting LDA in a stratified way (sDA) using a decomposition per level, allowing
the extraction of reduced meaningful features, which can be used along the hi-
erarchy. The second contribution is the evidence that features extracted by the
sDA technique behave very well for representing categories with few training
examples in a HC task, and contribute to more robust classification models in
those categories. Our findings open new opportunities for feature extraction and
HC in general.

The rest of the paper is organized as follows. In section 2 we recall the related
work on hierarchical classification. In section 3 we briefly describe the theory
behind discriminant analysis. In section 4 we present the complete model for sDA
for hierarchical classification of a web document using its textual content. Section
5 illustrates the dataset and setup used in our experiments and discusses the
empirical performance of our method in comparison with the baselines. Section
6 is devoted to conclusions and ongoing research.

2 Related Research

HC has been studied in the research community for several years, and there are
interesting works devoted to this task. A good survey of the work in this area is
presented by Silla and Freitas in [26].

As pointed out before there are two general approaches when studying the
HC problem [26][29], namely the flat approach and the HC approach. In the
flat approach, one tries to directly categorize documents without making use of
the category hierarchy. Despite the fact that a flat classifier could work for HC



[4][20], the task of building and testing flat classifiers for large hierarchies tends
to be expensive [19].

The HC classification model has been designed using several approaches.
In [21], McCallum et al. proposed a hierarchical classification approach using
a shrinkage method, in which smoothed parameter estimation of a data-sparse
child node is used with its parent node in order to obtain robust parameter esti-
mates. In [6], the authors presented a method based on the Fisher discriminant
to rank terms and then perform feature selection by choosing only a given set of
the top most discriminant words and applying this method over one part of the
Yahoo! hierarchy. In [7] and [8], Dumais and Chen proposed a classifier based
on SVM on the top-two levels of the LookSmart directory, called hierarchical
SVM (hSVM). In [3], Cai and Hofmann proposed a hSVM based on discrimi-
nant functions that are structured in a way that mirrors the category hierarchy,
obtained a superior performance than a flat SVM. Another hSVM was used on
a very large-scale hierarchy in [19] over the Yahoo! directory, using a selection
of local features and direct word distributions, where the hSVM uses a binary
SVM classifier per node in the hierarchy, following a Pachinko-model [17][22].
Despite the relative good results obtained with the hSVM, the authors pointed
out the difficulties in applying text categorization algorithms to web hierarchies,
mostly because of the data scarcity problem in the rare categories of taxonomies,
where most categories, especially at lower levels of the hierarchy, only have a few
examples for training. Xue et al. [29] proposed a two-stage approach for HC. In
a first stage, a set of category candidates are estimated for each test document.
Then in a second stage, a classification model is trained using only the subset
of candidate categories. This approach reduces error propagation by considering
fewer categories and improves the performance of a baseline hSVM. Neverthe-
less, it is necessary to build a new classifier for each test example, and even
if this is done in a reduced set of categories the resulting computation cost is
very high. Finally Bennett and Nguyen in [1] presented a model based on hSVM
but extending it to include a refinement method in order to reduce the effects
of error propagation and complex decision surfaces in nodes at the top of the
hierarchy. They first integrate the predictive behavior on the training data to
change the training distribution in lower nodes; and they integrated a refined
expert, which includes a rough class label guess in the lower-level of the hier-
archy and propagates this information further up in the hierarchy. The authors
report improvements compared to the results of a baseline hSVM using direct
word features.

None of the above works exploit the structure of the category hierarchy for the
task of feature extraction, which we propose in this paper. Rather than using the
whole set of word features with their direct distributions over documents/nodes
and then train the model, our approach advocates an initial dimensionality re-
duction of the data, based on Linear Discriminant Analysis (LDA) performed
in a stratified way (sDA), with the purpose of combining all the word features
into a new reduced set of attributes. The idea behind this is that sDA would
produce a richer set of attributes to represent, identify and group categories than



direct word distributions at the different levels of the hierarchy. These extracted
core features might help especially in categories where limited training data are
available, which is a very common case for categories inside a hierarchy, and
where it is difficult to build good classification models.

In flat text classification LDA has been popular over the years as a classifica-
tion/dimensionality reduction technique [14]. LDA uses the class information to
project the training/testing data into a new space where the ratio of between-
class-variance to within-class-variance is maximized in order to obtain adequate
class separability. Torkkola [27] was one of the first authors to use LDA for
text classification purposes. Since then, LDA in text classification has been used
following several approaches: using an initial decomposition like Latent Seman-
tic Indexing (LSI) or QR decomposition (QR) and then improved by the LDA
model (LSI+LDA and QR+LDA) [14][24], Generalized Discriminant Analysis
(GDA) [13][18] and Regularized Discriminant Analysis (RDA) [31]. Cai et al.
[2] have proposed a new implementation for LDA, called Spectral Regression
Discriminant Analysis, which is able to be linearly scalable for large datasets.

In this paper we focus solely on the effect of extracting discriminative features
for the classes in the different levels of the hierarchy using sDA. We expect in
this way to better group and identify the individual categories along the differ-
ent levels of the hierarchy, especially the ones with very few labeled documents,
reducing the effects of scarcity. For the classification itself, we rely on a top-
down approach similar to a traditional hSVM. In this way our novel sDA model
is complementary to other HC approaches described above. In future imple-
mentations we can combine the proposed feature extraction method in different
classification models like the two-stage approach of [29] or the refined experts of
[1], among others, in order to tackle other issues of HC like error propagation
and complex decision surfaces at the top levels. To the best of our knowledge
feature extraction based on the proposed sDA has not been researched in a HC
task.

3 Linear Discriminant Analysis

LDA1 is usually defined as a transformation of data points, where the trans-
formed data points in the new space present a good separation between classes
and good proximity within each class. In this section we give a brief explanation
of the main idea behind LDA.

Let F = {(x1,y1), (x2,y2), . . . , (xm,ym)} be a set of m examples with their
corresponding classes, with X = {x1,x2, . . . ,xm}, where xi ∈ Rp is the i-th
example, represented by a p dimensional row vector; andY = {y1,y2, . . . ,ym} ⊂
C, where yi ⊂ {1, . . . , c} is the set of labels for example xi and c = |C|. Then
the m documents, with p features, are grouped in c classes.

The goal of LDA is to find a linear transformation A ∈ Rp×l that projects
each example vector xi to zi = xiA, where z is the projected example in a l

1
Not to be confused with Latent Dirichlet Allocation, a topic distribution model



dimensional space (l ≪ p), and where the class separability is intended to be
maximized. In order to do so, LDA maximizes the following equation

a∗ = argmax
a

aTBa

aTWa
(1)

where a is a projection vector inside the matrix A, we then look for a set of
l projection vectors. In the previous equation we define the between (B) and
within-group (W) covariance matrices as

B =
c∑

k=1

mk(µ
k − µ)(µk − µ)T (2)

W =
c∑

k=1

(
mk∑
i=1

(xk
i − µk)(xk

i − µk)T

)
(3)

where µ is the total example mean vector, mk is the number of examples in
the k-th class, µk is the average example vector of the k-th, and xk

i is the i-th
example in the k-th class. Defining T =

∑m
i=1(xi − µ)(xi − µ)T as the total

covariance matrix we have T = B+W. Then, equation 1, using a complete set
of l projection vectors, can be expressed as

A∗ = argmax
A

tr(ATBA)

tr(ATTA)
(4)

with A = [a1, . . . ,al] and where tr denotes the matrix trace. The optimiza-
tion problem in (4) is equivalent to finding the l eigenvectors a of the following
generalized eigen-problem associated with maximum eigenvalues

Ba = λTa (5)

Since the rank of B is bounded by c− 1, there are at most c− 1 eigenvectors
corresponding to the non-zero eigenvalues. With the purpose of avoiding the
singularity problem of matrix T (a singular matrix is not invertible), which could
occur when the number of features is larger than the number of documents, and
to cope with large datasets, in our sDA model we employ the LDA version
implemented as the Spectral Regression Discriminant Analysis by Cai et al. [2].

4 Stratified discriminant analysis

In order to apply the discriminant analysis for the problem of HC of web docu-
ments, we follow a tiered approach and that is why we call our method Stratified
Discriminant Analysis (sDA). Since in the actual classification we use a top-down
approach for training/testing, each node is trained using examples of its descen-
dants and we could say this step is performed and grouped per level. Hence,
with the sDA feature extraction technique we intend to first better group and



distinguish the categories at the different levels of the hierarchy by compressing
the documents content in less but very meaningful features.

Given a hierarchical structure H, defined as a tree for this work, and a set
F = {(x1,y1), . . . , (xm,ym)} of web documents, with X = {x1,x2, . . . ,xm)},
where xi ∈ Rp is the i-th document, represented by a p dimensional row vector,
and Y = {y1,y2, . . . ,ym} ⊂ C, where yi ⊂ {1, . . . , c} is the set of labels for the
example xi, with c = |C|. C is the set of categories in H.

The general sDA training process is as follows. Considering that H is a tree,
it is composed by a number (depth) h of levels. In each level of H there exists a
number ci of categories i = 1, . . . , h. Given a level i in the hierarchy, we group
the descendant categories (if the node is not a leaf) into the superior nodes of
that level, in such a way that each node in the hierarchy belonging to that level
i is considered together with all the examples that belong to such node or its
descendants. Once the examples are grouped per category at level i, we then
apply a discriminant analysis to compute the transformation matrix Ai, which
has at most li = ci−1 column dimensions. This is illustrated in figure 1a. In this
figure, h = 3 and there are three transformation matrices computed A1,A2,A3,
with column dimensions of 3, 7 and 7, respectively.

Once we have the transformation matrices, we then transform the training
examples in the level i using the corresponding matrix Ai, obtaining a set Zi

of transformed examples, with column dimension li, grouped in the categories
of level i. The last step is then to train a binary classifier in every node of
level i. For training, we take the examples belonging to a given node (and its
descendants) as the positive class and the examples belonging to its siblings (and
their descendants) as the negative class, as specified in the siblings policy in [10].
This is illustrated in figure 1b. The process of grouping, applying discriminant
analysis, transform examples and train classifiers, is repeated in each level i of
H, with i = 1, . . . , h.

DA Level 1

DA Level 2

DA Level 3

A
1

A
2

A
3

For each node, all its
descendants are
grouped

Positive Negative

Classifier
for this
node

(a) (b)

Fig. 1. Computation of discriminant analysis per level of the hierarchy (a), grouping
the descendant examples into each parent category. Training a classifier for a given
node of the hierarchy (b), the light grey nodes indicate the positive category and the
dark grey nodes indicate the negative category.



When assigning categories to a new, unseen, document during the testing
phase, the sDA model first computes the desired transformation of the example
in all the levels of the hierarchy, later a top-down approach using a Pachinko-
model [17] [22] is employed: first classifying the document at the uppermost
level and then for each binary classifier that “fires” (predicts positive), classi-
fying the document at the next lower level, and changing the representation of
the document by using a new projection according to the level. Since categories
are not completely disjoint, documents can belong to multiple children nodes,
having a natural multi-label assignment. In our model we work with mandatory
leaf-node predictions, i.e. a complete path from the root to a leaf node must be
predicted. In cases where none of the children classifier assigns a category, our
model assigns the most likely category according to the probabilities estimated
by the classifiers, assuring a full path classification. If there are labeled docu-
ments in a non-leaf node, we insert for such non-leaf node a new child node, and
all of these labeled documents on the non-leaf node will be included in the new
child node. In this way, all documents are placed in leaf-node categories. The
leaf mandatory prediction was imposed since in the K&T dataset, most of the
nodes are leafs. However, such restriction could be relaxed for other datasets or
applications; stopping the classification of the new document in a given level,
when the probability of assigning a lower-level category is less than a specified
threshold.

Using the notation by Silla and Freitas [26], our sDA method could be defined
as the 4-tuple <T, MLP, MLNP, S>, which uses a tree (T) hierarchical structure,
allows multiple labels paths (MLP), requires mandatory leaf-node prediction
(MLNP), and uses siblings (S) to define the negative examples during training.
Further extensions could be easily inserted into the general model.

5 Experimental analysis

Fig. 2. First level of the hierarchy of the Kids&Teens dataset.

5.1 Dataset

In order to test the validity of our sDA model, we perform tests on a dataset
(K&T dataset) obtained from the Kids&Teens sub-category of the DMOZ di-
rectory2 from the Open Directory Project (ODP). The hierarchy in the K&T

2
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dataset, as in the whole DMOZ directory [29], is a tree, where the longest path
(depth of the tree) is 10, considering the Kids&Teens category as level 0, from
where all the rest of the categories descend. In order to avoid a large number
of non standard character encodings, we decided to eliminate the sub-category
Kids&Teens/International. The Kids&Teens hierarchy up to level 1 is shown in
Figure 2. It is possible to observe that this hierarchy embraces a large diversity
of topics.

In order to extract the content from the web pages we took the title and
description of each site from the rdf files provided by the DMOZ directory3 and
then, using the links from the same rdf files, we crawled each site up to level two
of the internal links in January 2012. We extracted only the textual content from
the web documents, ignoring the HTML tags. As a result, we downloaded a total
of 28004 web documents to form the K&T dataset. We considered only the first
40000 characters from each document and we filtered out the stop words. For the
sake of statistical significance, we wanted to perform a 5-fold cross validation over
the dataset, for that reason we eliminate categories with less than 5 documents.
Finally, we filtered out again terms that appear in less than 10 documents, which
is a good approach to pre-select informative words [30] and to avoid extra noise.
In this way we keep a total of 20639 web documents, containing 43707 unique
terms, with 2704 categories in the hierarchy, but with the documents allocated
in the 2113 leaf categories. We transformed such documents into vectors using
a tf-idf schema and normalized each vector to 1. This normalized representation
has shown good results for text categorization using SVM [16].

Several documents in the K&T dataset have multiple labels. Nevertheless,
as has been noticed as well for the complete DMOZ directory [23], most of the
documents in the K&T dataset are labeled with only one category. There are
20459 documents with 1 label, 169 with 2 labels and only 11 with 3 labels. On
average, each document has 1.009 labels. In this case, the almost absence of
multi-label documents indicates that no threshold tuning along with classifier
training would be required, as suggested by [19].

From figures 3a and 3b it is possible to observe that both categories and
documents have peak distributions over levels in the K&T dataset. That is, there
are more categories and documents in the middle than at the upper and lower
levels of the hierarchy. In figure 3c we see the relation between the number of
documents and number of categories. From this graph we observe that over 40%
of the categories contain 6 documents or less, and that over 60% of categories
contain less than 10 documents. Similar distributions and features have been
observed in the complete DMOZ directory [29]. In this sense, the K&T dataset
could be considered a good sample of the whole directory.

5.2 Models

As baselines for comparison with our sDA method we use two models constructed
with the whole set of word features and its direct distribution (using the tf-idf

3
Available at: http://www.dmoz.org/rdf.html
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Fig. 3. Category (a) and document (b) distributions in the K&T dataset, and relation
of number of documents and number of categories (c).

vectors): a flat full-term classification model (FFT) and a hierarchical full-term
classification model (HFT). The FFT model considers all the leaf-nodes as the
possible categories, then it trains a binary classifier for each of them, using as
positive data the documents belonging the category and as negative data all the
remaining training documents, known as the all policy in [10]. During testing, it
evaluates each new document for each category and assigns the categories that
the classifiers assign as positive. The HFT model is built in a similar way than
the sDA, as described in section 4: it trains a binary classifier for every node,
taking the examples belonging to a given node (and its descendants) as the
positive class and the examples belonging to its siblings (and their descendants)
as the negative class. This siblings policy has presented good results for HC [10].
During testing a top-down approach is employed: first classifying the document
at the uppermost level and then for each classifier that “fires” (predicts positive),
classifying the document at the next lower level. The essential difference between
the HFT model and the sDA model is in the use of features, i.e. level projected
features for the sDA and the whole set of words distributions (tf-idf vectors) for
the HFT model.

In the three models we use a linear SVM as the binary classifier in each
category node. We use the implementation of the LibLinear [11] classifier, which
is especially suited for training SVM in linear time. We use the following settings
for the LibLinear: complexity constant C equal to 10000 (for linear SVM on text
classification a large C tends to work fine [14]); building of logistic models, in
order to obtain probabilities rather than yes/no classifications; and a threshold of
0 (separating hyperplane) for each given binary classifier to determine whether a
test document belongs or not to the category. We use the wrapper for LibLinear
from the Weka package [12], and the Java LibLinear library4.

All the models were implemented in Java. As mentioned before, we use the
LDA implementation of the Spectral Regression Discriminant Analysis from [2]

4
Available at: http://www.bwaldvogel.de/liblinear-java/



provided by the authors5. We conducted the experiments using a desktop PC
with a 3.4Ghz Intel Core i7 processor and with 16Gb in RAM.

5.3 Performance measures

To compare the performance of the models, we decided to use the standard label
based macro precision, recall and F1, which are well understood for text classi-
fication in general. These measures are recommended in [28] and [26] for multi-
label HC.We use here Precision = 1

c

∑c
i=1

TPi

(TPi+FPi)
,Recall = 1

c

∑c
i=1

TPi

(TPi+FNi)

and F1 = 2 Precision·Recall
Precision+Recall , computed for each category i : i = 1, . . . , c, and

which are then macro averaged. We focus on macro averaging of the perfor-
mance measures because it estimates how well a model is able to perform along
categories, disregarding their size [1] by weighting the performance for each class
equally. In this way macro measures avoid to bias the performance towards very
dense categories, neglecting or ignoring the scarce ones. Since scarce categories
are very frequent in HC (see figure 3c) macro performance is considered as a
good statistic to evaluate HC [1][15].

FFT HFT sDA
Prec Rec F1 Tr Ts Prec Rec F1 Tr Ts Prec Rec F1 Tr Ts
0.6008 0.6253 0.5916 8150 574 0.6085 0.6262 0.5945 625 46 0.6167 0.6370 0.6035 1762 189

Table 1. Performance of the models in terms of precision (Prec), recall (Rec), F1,
training (Tr) and testing (Ts) time. The times are expressed in seconds.

5.4 Results

The comparative results of the FFT, HFT and sDA models for the experiments
with a 5-fold cross validation on the K&T hierarchy are summarized in table
1. The performance in terms of recall, precision and F1 measures is computed
using the true most specific categories and all their ancestor categories, and the
most specific predicted categories and all their ancestors for each web document.
The quantities in the table are averages over the 5 folds. We have performed one-
sided Wilcoxon signed rank tests for each performance measure across the folds,
testing the hypothesis of F (x) > G(y), i.e. if the values of one method tend to
be better than the ones of other method. All the differences for the sDA model
in comparison with the FFT and HFT models are significant with p < 0.05.
The differences between the FFT and the HFT models are only significant for
precision with p < 0.05 but are not significant for recall and F1. That means that
the FFT and the HFT models perform similarly for such measures. Nevertheless,
the the HFT model performs much better than the FFT model regarding the
time complexity. The HFT model performs one order of magnitude faster than

5
Available at: http://www.zjucadcg.cn/dengcai/SR/index.html



the FFT model, both for training and testing. In this sense, the benefit of using a
hierarchical version of SVM over a flat version is evident. sDA outperforms both
state-of-the-art methods in performance but is slower than the HFT model. The
sDA model is more expensive because its training time includes the computation
of the transformation matrices and the transformation of examples using such
matrices in the different levels of the hierarchy. During testing the sDA method
needs to perform the transformation of each testing example along the different
levels of the hierarchy using the computed matrices. Nevertheless, we observe
that the times are still feasible and less than the ones of the FFT model.

In figure 4 the results of the FFT, HFT and sDA models are split per level
of the hierarchy according to the average performance of the 5 folds. The per-
formance per level is computed using the true and predicted categories from the
root to the given level. In this sense, it is a cumulative performance and the
results of level 10 correspond to the ones shown in table 1, which measures the
performance in the whole hierarchy.
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Fig. 4. Performance of the FFT, HFT and sDA models in terms of precision (a), recall
(b) and F1 (c) split per level of the hierarchy.

The best performance for all the methods is reached at level 1, where there
are few categories and most of them contain a large number of examples (given
that the examples are collected in the parent nodes). In this level, FFT and HFT
models perform slightly better than sDA for F1 (figure 4c), given that with cat-
egories at the top level, the effect of a mixture of topics is more evident, and the
use of larger vocabularies could better discriminate among them. Similarly at
level 2, the FFT and HFT models perform slightly better than sDA because the
number of categories is still low and there are more dense categories with over-
lapping content. At level 2 there is a dip, which could be attributable to the pres-
ence of very broad categories like teen life/online communities, teen life/issues,
pre school/people, pre school/animals, etc. whose content could be assigned to
other more specific or descriptive categories.

In level 3 we have the maximum number of categories, and given the general
large amount of categories with few training examples (see figure 3c), the sDA
model shows its best performance here, meaning that at this level there are



many (leaf) categories with few training examples. At levels 4, 5 and 6 we find
the majority of the categories. In those levels we still have a large number of
scarce categories but less than at level 3. For that reason, the performance of
the sDA is better than the FFT and the HFT models but the difference is
less in comparison with level 3. As the general number of categories decreases,
from level 7, so does the number of scarce categories and the differences in
performance between methods does as well, but in general sDA still keeps its
better performance than FFT and HFT models.

The effect of scarcity of training examples in categories (i.e. the number of
positive labeled documents) on the performance of the methods is shown in
figure 5, which plots the precision, recall and F1 depending on the number of
training documents in the category. It is clear that for categories with few train-
ing examples (between 4 and 6, which represent over 40% of the total number
of categories) the sDA model outperforms the FFT model and the HFT model.
Especially with only 4 documents, sDA reaches its best performance. This means
that the transformation involved in sDA is very well suited to build reduced rep-
resentations of categories with only a few training examples. As the number of
available training documents increases so does the performance of all the models.
It is clear as well, that the FFT and HFT models perform better when they use
more training documents, since they are able to better generalize with the use
of large word distribution features. Nevertheless, on those cases the performance
of sDA is still competitive.
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Fig. 5. Performance of the FFT, HFT and sDA models in terms of precision (a), recall
(b) and F1 (c) vs. the number of positive examples in the training set.

6 Conclusions and future work

Our research adds value to a growing body of work exploring how hierarchies
structures can be used to improve the efficiency and efficacy of classification
of web documents based on their contents. In this article we have presented a
method that focuses on a novel feature extraction technique named Stratified



Discriminant Analysis (sDA) that exploits the knowledge resided in the hierarchy
for extracting compressed features from the word features of the documents.

Our conclusions are that sDA offers advantages over a flat classification model
and a hierarchical classification model which use direct word distributions as
features. The sDAmodel reaches a better performance for precision, recall and F1
and keeps the computation time feasible. More specifically, we observed that the
sDA model helps separating the different categories in each level of the hierarchy.
This model especially improves the grouping and representation of web pages for
categories where the number of training examples is scarce. Categories with few
training examples are indeed very common in HC and are normally neglected
or ignored in benefit of more dense categories. The results presented are truly
encouraging and have shown that sDA has the potential to be exploited for the
tasks of classifying documents into a hierarchy.

There are many directions to further explore with the sDA model. We are
firstly interested into extending the model for larger hierarchies, since the im-
plementation of LDA used in the Spectral Regression model scales well for
large datasets, this is feasible. Moreover, with larger hierarchies, the problem
of scarcity will become more evident [19], and sDA could be useful. As pointed
out, we are interested as well, into combining word features with the features
extracted by the sDA model. This could be done by performing sDA over scarce
categories and use word features in dense categories; or by linearly combining
both type of features into one single model. Another path is the use of sDA in
combination with methods that avoid error propagation from top levels, such as
the afore mentioned refined experts by [1], the two-stage approach by [29], or
the use of different ways of selecting the negative examples during training.
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