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What would life be if we had no courage to attempt anything?

Vincent Van Gogh





Dankwoord

“De vod van de laatste kilometer is in zicht, de benen zijn helemaal verzuurd,
maar ’k troost me met de gedachte dat de overwinning nabij is. Hier tussen die
zee van mensen, allemaal roepend, klappend, mijn naam scanderend, voel ik de
pijn in de benen nog nauwelijks. Bovendien ligt daar in de verte mijn moment
van glorie: winst in de Ronde van Vlaanderen! Een plaats in de gallerij der
groten. . . ”

Het winnen van de Vlaanderens Mooiste vergelijken met het maken van een
doctoraat zou uiteraard een brug te ver geweest zijn, maar toch. . . ’k Beeld me
het einde van zo’n doctoraat toch een klein beetje in als de laatste rechte lijn
van mijn ronde. In plaats van de nijdige heuvels of stroken kasseien moest ik me
een weg banen tussen wetenschappelijke uitdagingen, het geven van presentaties,
het schrijven van publicaties, het begeleiden van studenten, enz.

Mijn ronde begon in augustus 2008 met onderzoek naar intra-subject
vervormingsmodellering voor expressie-invariante gezichtsherkenning, als deel
van het IWT-SBO project rond Forensische Biometrische Authenticatie. Enkele
maanden na het beëindigen van een uitgebreide literatuurstudie volgden de
eerste positieve resultaten voor niet-rigide 3D objecten, maar de aanpassing
naar 3D gezichten was niet zonder slag of stoot. Na verdieping in de
differentiaalmeetkunde en algebraïsche rondzwervingen met tensoren, begon
ongeveer halverwege het traject de ontwikkeling van een complementaire aanpak
op basis van lokale kenmerken, die dan in de finale van mijn ronde gecombineerd
werd mijn eerdere ontwikkelingen. Het is aan u, als lezer, om uit de maken of
dit goed gelukt is. Echter moet u me toestaan eerst die mensen te bedanken,
bij wie ik, direct of indirect, steun gevonden heb en aan wie ik veel te danken
heb bij het behalen van enkele kleine succesjes.

Beginnen doe ik met de “ploegleiders”, mijn promotoren prof. Dirk Vander-
meulen en prof. Paul Suetens, die me de mogelijkheid gegeven hebben mijn
ronde te rijden in de aangename omgeving van het “Medical Imaging Research
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ii DANKWOORD

Center”. Dirk, ik wil je héél erg bedanken om me op weg te zetten op de amper
bewandelde wegen van afstandsmatrices voor vormherkenning. Op de één of
andere manier wist je dat ik graag “iet zot” wou proberen in mijn ronde. Je
enthousiasme, wanneer ik met wat premature resultaten over de brug kwam, gaf
me ook telkens weer moed om door te zetten en je uitgebreide kennis van zaken
gaf me weer een duwtje vooruit op dat amper bewandelde pad. De meetings
die je twee-wekelijks organiseerde, waren een ware voedingsbodem voor nieuwe
ideeën en interne samenwerkingen. De jaarlijkse barbecues in Hoegaarden gaven
dan weer extra zuurstof aan de groepsfeer. Ook onthoud ik de vruchtbare
conferenties samen. Paul, bedankt om me, als jonge onderzoeker, de kans te
geven het werk van onze masterproef te verdedigen op MICCAI ’08 en zo mijn
wetenschappelijke carrière te lanceren. Daarna stond je steeds klaar om me te
helpen met wat voor problemen dan ook. Daarnaast wil ik je ook bedanken om
me op gepaste tijden te temperen om (wetenschappelijk) te onstuimig te willen
zijn.

Vervolgens bedank ik graag de “wedstrijdjury”, die me steeds op het juiste pad
hield. Bedankt, prof. Frederik Maes voor de kritische blik op mijn werk, prof. Luc
Van Gool voor de samenwerking in het SBO-project, prof. Lieven De Lathauwer
voor de inzichten in tensorontbindingen en je bemoedigend telefoontje na de
tussentijdse presentatie, prof. Reinhilde Jacobs voor de mooie samenwerking
met het departement tandheelkunde en Wouter Mollemans (Nobel Biocare)
voor de opvolging van mijn werk over faciale intra-subject vervormingen. Ook
wil ik graag mijn dank uitspreken naar prof. Remco C. Veltkamp. Het is me
een eer u in mijn jury te hebben. Ik heb bovendien genoten van de inhoudelijke
gesprekken die we hadden op verschillende internationale conferenties. I would
also like to express my sincere gratitude to prof. Kevin W. Bowyer. It is a great
honor for me that you, as one of the frontiers in 3D face recognition, are willing
to be part of my examination committee. Your visit was really a highlight in my
PhD. Tot slot bedank ik ook nog prof. Herman Neuckermans om als voorzitter
te willen aantreden.

Vervolgens wil ik mijn “ploegmaten” bedanken die me vergezelden in mijn
ronde en terzelfdertijd hun eigen ronde reden. Daarbij wil ik er enkele in
het bijzonder vermelden. Jeroen - Jeermoes - Hermans heeft waarschijnlijk
de meest uiteenlopende redenen voor deze vermelding, gaande van de hulp
bij mathematische redeneringen tot de pinten op de oude markt, van het
nalezen van papers tot de roadtrip door de Rocky mountains, of van het
wetenschappelijk grasduinen tot filosoferen over politiek. Dirk Loeckx zie ik
als mijn wetenschappelijke vader die me geleid heeft bij mijn eerste stappen in
de medische beeldverwerking. Niet alleen met zijn wetenschappelijke kennis,
maar ook met zijn strategische inzichten heeft hij me meer dan eens verbaasd.
Dankzij Johannes Keustermans kon ik me driemaal per week herbronnen tijdens
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de zalige looptochten door de mooie omgeving rond gasthuisberg. Het waren
tegelijkertijd ook momenten om gedachten uit te wisselen over vanalles en nog
wat. Daarnaast zal ik ook de geweldige trip naar ICPR niet snel vergeten en
ben ik trots op de vruchtbare samenwerking op wetenschappelijk vlak. Maarten
Depypere leerde me (beter) zwemmen en via deze weg wil ik hem ook bedanken
voor zijn groot sociaal engagement. An Elen zorgde er dan weer voor dat mijn
dag in het Louvre goed begon met de eerste koffiepauze. Annemie Ribbens
maakte de reis naar China voor MICCAI onvergetlijk en was een rots in onze
groep bij het regelen van extra-professionale activiteiten. Pieter Bruyninkx was
een geboren entertainer die mee hielp aan een goede groepssfeer. Met Thomas
Fabry heb ik lange tijd goed samengewerkt en ben hem daar dankbaar voor.
Thanks, Sarah Shrimpton, for the nice time we had as neighbours.

Ook de rest van de “ploeg” verdient hier - in alfabetische volgorde - een
welgemeende dankuwel: Peter Claes, Stijn De Buck, Thijs Dhollander, Monica
Enescu, Jose George, Tom Haeck, Martijn Hemerijck, Miet Loubele, Gert Merckx,
Olivier Pareit, Janaki Raman Rangarajan, Liesbet Roose, Lennart Scheys, Dieter
Seghers, Pieter Slagmolen, Simon Tousseyn, Elke Van de Casteele, Hans Van
Herck, Barbara Weyn en Yi Xie. Ook ben ik, Andre La Gerche, Guido Claessens
en Valérie Robesyn erg dankbaar voor het samen sporten.

My time at INRIA in Grenoble was a broadening experience for me,
professionally as well as personally. Therefore, I would like also like to thank
all my colleagues there near the wonderful mountains, especially prof. Radu
Horaud and Avinash Sharma.

De volgende in rij zijn de “mecaniciens” in mijn ronde die zorgden dat de
omkadering perfect in orde was: Bart De Dobbelaer voor alle vragen en proble-
men met de cluster en software, Dominique Delaere voor de website en zoveel
meer, An-Katrien Vinckx voor het bureaugerief en studentenregistratie, Annitta
Demessemaeker voor o.a. het boeken van vluchten, hotels, conferenties,. . . en de
wegwijs doorheen het doolhof van de administratie, en Patricia Waege voor het
regelen van de financiën (in een ruime betekenis van het woord).

Ook zijn de “supporters” in mijn ronde onontbeerlijk voor het welslagen.
Vooreerst de paleisbewoners, Dill, Moef, Koen, Boonen, die ook nog Aline
en Sarah inbrachten als extra supportersgeweld. Hoe goed heb en had ik het
daar in ons paleizencomplex! Ook de andere vroegere kotgenoten van Salvast
hebben hier hun plekje: Brems, Hans, JanL, Jaxx, Joost, Kristel, Mees, Mien,
Warre, Werner en Wim. Iemand die hier een speciaal plaats verdient, is Bèr,
die als buddy al verschillende “koersen” heeft meegereden. Ook de uitstapjes
samen met zijn splinternieuwe echtgenoot, Tine, zijn altijd de moeite. Ook de
andere ex-Agnetendallers en de leden van de pretploeg bedank ik graag voor
alle mooie herinneringen.
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Een bijzondere dankjewel gaat er naar mijn familie. Mama en papa, jullie
hebben me grootgebracht in een warm nest met aandacht voor inzet, respect,
sociaal engagement, arbeidsethos en familiewaarden, en daar ben ik jullie erg
dankbaar voor. Ik ben blij dat jullie er altijd voor me waren, voor alle goede
zorgen en steun. Ook bedankt, Bart, om me vaak te volgen op mijn pad en me
daar ook te steunen. Ik koester hoe goed we mekaar begrijpen, zelfs zonder
woorden. Ook de rest van de familie, en in het bijzonder pa en moe en peejke,
wil ik hier zeker niet vergeten.

Eindigen doe ik met mijn “superfan”, Femke, die ook voor mí́ op de eerset
plaats komt. Femke, uw glimlach, enthousiasme en buitengewone verwondering
zorgden voor energie om elke dag mijn batterijen weer op te laden. Met uw
positieve ingesteldheid, luisterend oor, gevoel voor humor en nieuwsgierigheid
hebt ge gedroomde deugden voor mij. Ik moet u trouwens ook proficiat wensen
met het volledig nalezen van dit manuscript om me er daarna van te overtuigen
dat ge het grotendeels begrepen hebt. Straffe madam, zou ik zo zeggen! Ik sta
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Abstract

Non-rigid 3D Shape Matching using Outlier-robust
Spectral Embedding

Translating physical and biological processes into computer models allows to
simulate and analyse the real world and, as such, obtain a better understanding.
This thesis addresses the comparison of 3D shapes based on visual data,
especially in the presence of intra-subject deformations including pose variations,
and focusses on the applications of 3D face recognition and 3D object retrieval.

The proposed approach consists of the embedding of each shape into a high-
dimensional canonical domain resulting in an intra-subject deformation invariant
embedding shape, which encodes the inter-point distances of the original shapes
according to a predefined metric. The choice of the metric determines the extent
of invariance for intra-subject deformations. By comparing these embedding
shapes, a global shape similarity is assessed and point correspondences are
obtained. Robustness against outliers and missing data is achieved by a weighted
spectral embedding, suppressing outliers which are estimated by a multi-scale
local feature method. As a result, salient surface features are automatically
detected, described and matched.

With the methods developed, excellent results were obtained on reference data
for expression-invariant face recognition as well as on international challenges
on non-rigid 3D object retrieval.

From this research, we conclude that the developed spectral embedding
techniques offer an important contribution to fully automated comparison
of 3D shapes, in presence of intra-subject variations and outliers.

v
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Niet-rigide 3D-vormovereenstemming door uitschieter-
robuuste spectrale inbedding

Het vertalen van fysische en biologische processen, of delen ervan, naar
computermodellen laat toe de wereld rondom ons te simuleren en te analyseren,
en, op die manier, tot betere inzichten te komen. Deze thesis gaat over de
vergelijking van 3D vormen, gebaseerd op visuele inputdata, in het bijzonder in
aanwezigheid van intra-subject vervormingen, inclusief pose variaties, en gaat
dieper in op de uitdagingen van 3D gezichts- en objectherkenning.

De voorgestelde benadering bestaat erin elke te vergelijken vorm in te bedden
in een hoger-dimensionale kanonieke ruimte, hetgeen resulteert in een intra-
subject vervormingsinvariante vormvoorstelling, die de inter-punt afstanden
in de originele vorm codeert volgens een vooraf gedefinieerde metriek. De
keuze van deze metriek bepaalt de mate van invariantie voor de intra-subject
vervormingen. Door deze kanonieke vormen te vergelijken wordt een globale
vormsimilariteit bepaald en kunnen ook puntcorrespondenties berekend worden.
Robuustheid tegenover uitschieters wordt bekomen door een gewogen spectrale
inbedding die uitschieters onderdrukt. Deze uitschieters worden geschat aan de
hand van een lokale kenmerkmethode die werkt op verschillende schalen. Daarin
worden in het oog springende oppervlaktekenmerken automatisch gedetecteerd,
beschreven en met mekaar in verband gebracht.

Met de ontwikkelde methodes konden uitstekende resultaten bekomen worden
op zowel referentiedata voor expressie-invariante gezichtsherkenning als op
internationale wedstrijden voor niet-rigide objectherkenning.

Uit het uitgevoerde onderzoek concluderen we dat de ontwikkelde spectrale
inbeddingstechnieken een belangrijke bijdrage geleverd hebben aan de volau-
tomatische vergelijking van 3D vormen, ook in aanwezigheid van intra-subject
variaties en uitschieters.



List of symbols

Λ eigenvalue matrix, with the eigenvalues on the diagonal

Ω adjacency matrix

A edge attribute matrix

a vertex attribute vector

L Laplace-Beltrami operator

R orthogonal matrix in embedding space

ri points of an eigenvector-based embedding shape

U eigenvector matrix, with eigenvectors in the columns

ui eigenvector of an edge attribute matrix

vi graph vertex

yi points of a weighted eigenvector-based embedding shape

A face attribute tensor

E edge set of a graph

G a graph

M a mesh

P attribute set of a graph

S a surface

T face set of a graph

V vertex set of a graph
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Hi mean curvature at vertex i

Ki Gaussian curvature at vertex i

Ni the neighbourhood of vertex i

Si shape index at vertex i
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Chapter 1

General introduction

1.1 Shapes

Understanding physical and biological phenomena, from individual cellular
growth to the expansion of the universe, is the rationale for a wide range of
research activities within and outside the academic world. Translating these
processes, or parts thereof, into computer models allows to simulate and analyse
the real world and, as such, obtain a better understanding.

In computer vision, visual information is exploited for this analysis, aiming to
mimic human vision in perceiving and interpreting images or image streams.
Applications range from manufacturing process inspection, navigation (robots,
autonomous vehicles), surveillance, pictorial database indexing and mining, to
image-based medical diagnosis and therapy support. The technical solutions to
these applications require geometrical models of the structures for their shapes
to be analysed.

1.1.1 Rigid shapes

The shape of an object can be defined as “the geometrical description of the part
of space occupied by that object, as determined by its external boundary” [255].
It can be informally defined as the information that remains when all information
about the object’s location, scale and orientation has been removed [126]. Stated
differently, two objects have the same shape if they can be transformed into each

1
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other by a combination of rigid motion (translation, rotation) and, possibly,
uniform scaling.

1.1.2 Non-Rigid shapes

The above definition of shape is the cornerstone of most conventional as well as
geometric morphometric studies. However, many natural objects are deformable
(e.g. human bodies, faces, hands). Their intrinsic geometry will remain invariant
by definition under a series of (near-) isometric deformations such as bending.
Hence, when analysing such shapes these invariances should be taken into
account. Since the original main application domain of our research is the study
of representations of faces that are invariant to facial expression deformations,
we will focus our further discussion on non-rigid shapes.

1.2 Non-rigid shape matching

While no unambiguous definition of matching in computer vision literature
exists, we will take the general definition by Ballard and Brown [15, p. 352]:

Matching “establishes an interpretation” of input data, where an
interpretation is the correspondence between models represented
in a computer and the external world of phenomena and objects.
To do this, matching associates different representations, hence
establishing a connection between their interpretations in the world.

Shape matching then involves establishing correspondences between shapes
represented in a digital form.

Shape matching subsumes two underlying dual problems: establishing shape
similarity and establishing correspondences. Shape similarity addresses the
problem of measuring the “distance” between two shapes, the smaller this
distance is the more similar the two shapes are. Such distance measures should
not only be invariant to pose differences (translation, rotation, scaling) but, in
the case of deformable objects, to the intrinsic deformations as well. Shape
similarity is required in recognition applications, where an object needs to
be identified by comparing to stored templates or classified as belonging to a
certain class of similar objects, irrespective of its relative pose or deformation.
Establishing correspondences, on the other hand, involves the explicit indication
of “corresponding locations” or homologous positions along the outline or inside
the object. This allows the explicit modelling of, e.g. facial expressions, and is
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a prerequisite in geometric morphometry, where sets of homologous landmarks
are statistically analysed.

Examples of non-rigid matching applications will be given in the following
subsections, where we distinguish between the analysis of similarities and
dissimilarities between (1) two shape instances of the same object evolving in
time (intra) or (2) two shapes belonging to different subjects (inter), or (3)
between a shape and a population of shapes or between two or more populations
of shapes.

1.2.1 Intra-subject shape matching

We define intra-subject shape matching as the study of the (dis)similarity and/or
the establishment of correspondences between different instantiations of the
same non-rigidly deformable shape, be it of a human, an animal, a biological or
a deformable man-made structure, henceforth called “subject”.

An important real application of intra-subject shape matching is, for example,
facial expression recognition by localising the deformed regions of the face and
quantifying/classifying its induced deformations. By the same token, intra-
shape comparison allows for expression-invariant face recognition, which will be
one of the target applications of this research.

Another example is the quantification of tumour (or metastases) growth in order
to assess the efficacy of a medical treatment [224]. For this application, a measure
of global dissimilarity (typically the volume difference) is of primary interest,
but also the precise localisation of changes might give additional insights as to
the nature of the disease progression.

Gait analysis, be it for biometric identification or as a diagnostic means of
lower limb motor dysfunction, requires the tracking of corresponding anatomical
landmarks (representing the limb’s deformable shape) from which relevant
kinematic and dynamic parameters of motion can be derived.

In functional breathing analysis, quantifying the difference between the end-
inhale and the end-exhale lung shapes allows the simple extraction of functional
lung parameters, such as the tidal volume, the inspiratory or expiratory reserve
volume, or residual volume.
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1.2.2 Inter-subject shape matching

Inter-subject shape matching is defined here as the comparison of two or more
non-rigidly deformable shapes of different “subjects” in order to assess their
shape similarity, and optionally, localise similar/homologous parts.

Inter-subject shape matching finds many applications in the recognition of
objects, and is mostly used in the context of recognising humans, studied in the
field of biometrics. Biometric systems can be divided into two classes depending
on the characteristics used. One class uses physiological characteristics related
to the shape and appearance of the body and body parts such as fingerprint,
finger knuckles, face (2D and 3D), DNA, hand and palm geometry, iris texture
and retinal vasculature. Systems belonging to the second class use behavioural
characteristics, such as gait, handwriting, keyboard typing and speech [253].
Also in biometrics, there is a trend to use more 3D shape information for
recognition. In this work, we are particularly interested in the recognition of
3D faces, since faces are probably the most common biometric identifier used
by humans to recognise people [216].

Also outside the field of biometrics, 3D object recognition is gaining popularity
thanks to the increasing availability of 3D objects. Take for example Google
Warehouse1, a database of thousands of 3D models that requires efficient 3D
object recognition tools to allow the user to search for models.

As one more final example, comparing the shape of protein molecules has many
structural biological applications such as computer aided molecular design, drug
discovery, and protein structure retrieval. It plays a central role in understanding
the functions of proteins. It is based on the assumption that geometrically
similar molecules are likely to share similar properties [86].

1.2.3 Group-based shape matching

The third type of shape comparison is the comparison of a shape with a
population, i.e. a group of shapes sharing similar properties (genotype, e.g.). It
allows to detect morphological abnormalities of a single structure by matching
its shape with a normal population, typically summarised in a statistical
model, and analysing the dissimilarities. For instance, in maxillo-facial surgery
planning, precise delineation and virtual reconstruction of the region of abnormal
morphology is based on the analysis of the morphology of the single individual’s
face with his/her “normal equivalent” [61].

1http://sketchup.google.com/3dwarehouse/

http://sketchup.google.com/3dwarehouse/
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This approach can as well be extended to group comparisons whereby two or
more groups are morphometrically analysed for (dis)similarities [132].

1.3 Shape matching problems

This thesis addresses two shape matching applications in particular: 3D object
recognition and dense 3D landmarking. For this second application, we limit
ourselves to intra-subject 3D landmarking. As such, both applications share the
need to be invariant for intra-subject deformations, including pose variations.

1.3.1 3D object recognition

Three-dimensional shape recognition requires the pairwise comparison of shapes.
As shapes of interest, 3D faces and 3D closed objects are chosen, because of
their increasing importance. In the last decades, research in face recognition
has partly shifted from 2D towards 3D representations, benefiting from the
invariance for illumination and, to some extent, pose [51, 53, 268]. Note, however,
that the changes in illumination can affect the 3D capturing of the shape, when
the shape is acquired by either a stereo or a structured-light scanner [29]. Once
the shape is correctly represented, it is invariant for illumination variations.
This increasing popularity of 3D face recognition is also demonstrated by the
set-up of large evaluation studies of recognition algorithms. Indeed, in 2006, the
Face Recognition Grand Challenge (FRGC) [191] was the first large comparison,
followed by the Shape Retrieval Contest (SHREC) in 2007 [245, p. 22-26], 2008
[68] and 2011 [238].

As already mentioned earlier, the recognition of 3D objects is also gaining
interest thanks to the extensive availability of 3D data. This tsunami of data
makes automated 3D object recognition unavoidable to search for objects in the
enormous databases. The Shape Retrieval Contests [2], with several tracks since
2006, are witnesses of this growing research interest. Particularly interesting for
this work is the recognition of closed surfaces, evaluated in 2007 [245, p. 5-10],
2010 [141] and 2011 [140].

Recognition is typically assessed in three different scenarios. First, in the
authentication or verification scenario, the problem is to verify that a person is
indeed who he/she claims to be. This involves a one-to-one matching of the
face image to be verified (the probe image) to one or more of the template
images in the database (the gallery images) of the allegedly same person. Iris
and fingerprint recognition are appropriate for solving this problem, but face
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recognition potentially has this capability as well. Second, in the identification
scenario, no identity is given a priori and the person is to be compared to
several or all subjects in a gallery to establish his or her identity. This requires
a one-to-many matching. Also for this problem, face recognition could provide
a solution. A third scenario, the retrieval scenario, is mostly used in the field
of object recognition. The objective of object retrieval is to extract all objects
from a database that belong to the same class as the query object.

Evaluation measures

The verification and identification performance are measured by the receiving
operating characteristic curve (ROC) and the cumulative match curve (CMC),
respectively [137]. The ROC curve plots the false rejection rate (FRR) versus
the false acceptance rate (FAR). The FRR is the fraction of probes that have
incorrectly been classified as being different from the claimed identity. The
FAR is the fraction of probes that have wrongly been recognised as being the
claimed identity. The equal error rate (EER) is the point on the ROC curve for
which the FAR is equal to the FRR and can therefore be seen as an important
scalar characteristic of the verification performance. Another often used point
on the ROC is the FRR at 0.1% FAR which has been advocated by the FRGC
program [191]. In [192], the performance point selected as the reference for the
FRR at 0.1% FAR is 20%. The CMC plots the recognition rate versus the rank
number. The rank 1 recognition rate (R1RR) is the percentage of all probes for
which the best match in the gallery belongs to the same person and is therefore
a good identification measure. The percentage of best and second best correct
matches is the rank 2 recognition rate and so on for higher ranks.

The most frequently used measures in object retrieval are the recognition rate
(RR), the recall and the mean average precision. The recognition rate, also
called ‘nearest neighbour rate’, is the percentage of closest matches (nearest
neighbours) in a ranked list of the whole database, not containing the query
object. The database typically contains multiple instances of an object. The
first and second tier recall are the fractions of faces from the correct class among
the first n and the first 2n in the ranked list, respectively, where n is the class
size of a specific object. The recall is defined as the mean of the first and second
tier recall. The average precision (per query) is the average of the precision
scores after each relevant item (same identity) in the list, with precision defined
as the number of relevant items over the scope. The mean average precision
(MAP) is the mean of the average precision over all queries. The mean average
dynamic precision (MADP) is defined as the average sum of precision with
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increasing scope, averaged out over all queries2.

1.3.2 Dense 3D landmarking

Dense 3D landmarking is a variant of the fundamental problem of finding
correspondences. This problem implies the determination of contextual relations
between parts of multiple 3D shapes. In the limiting case, these parts reduce to
single points, resulting in the point correspondence problem.

In applications such as statistical shape modelling, shape morphing, object
recognition, information transfer, shape registration and change detection,
dense landmarking is often the first step. Statistical shape models facilitate the
analysis of for example anatomical structures such as organs or bones and can
help the segmentation of 3D medical images [105].

Evaluation measures

Since ground truth correspondences are mostly unknown for real world shapes,
methods for finding correspondences are generally validated on a limited set of
manually indicated landmarks. For graphical shapes, i.e. shapes designed
in a virtual environment, correspondences are often known and, as such,
correspondence finding methods can be evaluated by comparing the percentage
of correct correspondences or by quantifying the distances between computed
and true correspondences.

1.4 Shape matching workflow

In order to better define the objectives of this work in the context of 3D object
recognition and 3D landmarking, we will first sketch the traditional workflow
to solve these applications. From this study we will then derive the remaining
challenges in section 1.4.4 and formulate associated objectives for our research
work in section 1.5.

2More information on these evaluation measures can be found on http://give-lab.cs.
uu.nl/SHREC/shrec2008/

http://give-lab.cs.uu.nl/SHREC/shrec2008/
http://give-lab.cs.uu.nl/SHREC/shrec2008/
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1.4.1 Three-dimensional object capturing

The first step in analysing real world shapes of 3D objects is the transfer towards
a format that is readable by a computer. Technologies for digitally acquiring the
shape of a 3D object can be divided into two types: contact and non-contact 3D
scanners. Contact 3D scanners probe the object through physical touch. These
scanners, however, require the object to be fixated, which is mostly inconvenient
or even impossible for deforming objects. Non-contact 3D scanners can be
further classified as active scanners or passive scanners. Passive scanners rely on
detecting reflected ambient radiation and are therefore not based on emitting
any radiation themselves. Active scanners emit electromagnetic radiation and
detect its reflection. In the next paragraphs the most important active scanners
are shortly discussed [252].

Time-of-flight

A time-of-flight camera (TOF camera) is a range imaging camera system that
computes the distance between object and camera based on the known speed
of light by measuring the time-of-flight of a laser light signal emitted by the
camera, reflected by the object and captured by the same camera. If t is the
round-trip time, then distance is equal to d = c · t, with c the speed of light
(299792458 m/s).

Triangulation

The triangulation 3D laser scanner also uses laser light to probe the objects,
exploiting a camera to look for the location of the laser dot. Depending on how
far away the laser strikes a surface, the laser dot appears at different places
in the camera’s field of view. This technique is called “triangulation” because
the laser dot, the camera and the laser emitter form a triangle. The length of
one side of the triangle, the distance between the camera and the laser emitter,
is known. The angle of the laser emitter corner is also known. The angle of
the camera corner can be extracted from the location of the laser dot in the
camera’s field of view. These three pieces of information fully determine the
shape and size of the triangle and gives the location of the laser dot corner of
the triangle.
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Structured lighting

Structured-light 3D scanners project a pattern of light on the object and look at
the deformation of the pattern on the object. One or more cameras, positioned
with a slight offset w.r.t. the pattern projector, look at the distorted shape of
the pattern, which is used for a geometric reconstruction of the surface shape.

Volumetric techniques

Volumetric techniques acquire 3D images, embedding the 3D shape, and are
frequently used in medical imaging [226]. In order to represent the 3D shape
explicitly, these techniques require image segmentation extracting the object
of interest from the background. Medical image segmentation is, however, a
research field on its own and is outside the scope of this work.

X-ray computed tomography (CT) is an imaging modality that produces a
volume of data (cross-sectional images), representing the X-ray attenuation
properties of the captured object. X-rays are high-energetic electromagnetic
waves, which penetrate the object and which are attenuated by the different
tissues in the object allowing to differentiate between the different tissues.
Typically, the spatial resolution of conventional medical CT-scanners is in the
range of 1-2.5 mm. Computerised X-ray microscopy and micro-tomography now
offer possibilities to improve the spatial resolution.

Magnetic Resonance Imaging (MRI) is based on the property of nuclear magnetic
resonance (NMR) to image nuclei of atoms (mainly hydrogen) inside the body,
and does therefore not require ionising radiation.

Ultrasonic imaging (US) makes use of the propagation and reflection of high-
frequency sound waves inside the body. The resulting images have a rather low
spatial resolution, but high temporal resolution.

1.4.2 Digital shape representations

After object capturing, the object’s shape must be represented in some digital
format. An extensive overview of digital surface representations is given in
appendix A, focussing on 3D face representations. Here, we will only discuss
the most important representations required for the further reading of this text.
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Point cloud

A point cloud is an unordered set of points that lie on the surface, consisting
of the coordinates in an arbitrary reference frame. An advantage of point
clouds is their easy editing: because of the lack of a global connectivity graph or
parametrisation, point insertion, deletion, repositioning, etc. is trivial. Moreover,
there exist many algorithms that work with point clouds, e.g. to align them
using point registration techniques. The main drawback of point clouds is the
incompleteness of the surface description, since the surface is known only at a
discrete, possibly sparse, set of point locations.

Triangular mesh

A mesh is an unordered set of vertices (points), edges (connection between two
vertices) and faces (closed set of edges), that jointly represent the surface in an
explicit way. In triangular meshes, these faces consist of triangles. An important
benefit of a triangular mesh is its ease of visualisation. Many algorithms for
ray tracing, collision detection, and rigid-body dynamics are developed for
meshes. Another advantage of meshes, certainly in comparison to point clouds,
is the explicit knowledge of connectivity, allowing for interpolation. This can
be exploited by algorithms for shape comparison.

Range image

A range image is a special form of a parametric surface, and is also often
referred to as depth or height map. It represents the height of points along
the z-direction in a regular sampling of the x, y image axes in a matrix. Many
3D laser scanners produce this type of surface representation. Because the x
and y values lie mostly on a regular grid, the surface can be described by a
matrix and 2D image processing techniques can be applied on it, which is a
second big advantage. The most prominent disadvantage of height maps is
the limited ability to completely represent complex shapes: only what is ‘seen’
when looking from one direction (with parallel beams) can be represented.

1.4.3 Three-dimensional shape matching

Many popular methods for 3D shape matching are point set registration-based,
where a geometrical transformation is determined that optimally aligns shapes
represented by point clouds. Depending on the allowed degrees of freedom,
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this transformation is rigid, affine or non-rigid. In order to limit non-rigid
transformations to physically plausible deformations, these transformations are
constrained statistically or deterministically. Point set registration methods
iterate between estimating correspondences between pairs of points on both
surfaces and aligning the two surfaces by minimising a functional based on the
Euclidean distance of corresponding points. The value of this functional at
convergence is then used as a final matching score.

We shortly discuss the two baseline techniques for point set registration.

Iterative closest point

The iterative closest point algorithm (ICP), introduced by Chen and Medioni [54]
and Besl and McKay [20], iteratively aligns 3D point clouds by minimising the
squared Euclidean distance between closest points. In literature, it is frequently
used as the baseline matching algorithm for point cloud representations.

In the first step of each iteration, for each point on the moving surface (the
surface to be transformed) the closest point on the target (fixed) surface is
determined, generating pairs of corresponding points on these surfaces. In the
second step, rigid transformation parameters are estimated by minimising the
squared Euclidean distances between corresponding points. In the third step
of each iteration, this rigid transformation is applied to the moving surface
points. The iterative alignment process stops when a maximum number of
iterations is reached, limiting the computation time, or when the decrease in
sum of squared Euclidean distances between corresponding points is smaller
than a pre-defined value. The root mean squared (RMS) distance between
corresponding, i.e. closest, points is chosen to be the final dissimilarity measure
between the two registered 3D surfaces. This RMS distance is assumed to be
smaller when two shapes belong to the same versus a different subject.

Instead of determining hard correspondences, the EM-ICP algorithm, proposed
by Granger and Pennec [94], estimates the probability of correspondences in
an assignment matrix during the E-step, while integrating out this assignment
matrix when maximising the dissimilarity measure. By adding an outlier column
in the assignment matrix, outliers that are present in the fixed surface can be
handled. In [106], an elegant method is presented to balance between inliers and
outliers. Additionally, by adding also an outlier row in the assignment matrix,
also outliers in the moving surface can be suppressed during registration [195].
More variants of the ICP algorithm are discussed in [198].

As alternatives for a rigid transformation, less strict transformations can be
estimated and applied to the moving surface, such as affine transformations or



12 GENERAL INTRODUCTION

non-rigid deformations. These non-rigid deformations need to be restricted to
plausible deformations by a deterministic deformation regularisation like thin
plate slines (TPS) regularisation [27, 59], gaussian smoothing [173], thin shell
regularisation [28], etc.

Principal component analysis

Principal component analysis (PCA) has been used for shape comparison, more
specifically for 2D face recognition, by Turk and Pentland, leading to the concept
of eigenfaces [236]. All n×m 2D images, assumed to be in correspondence, are
represented as feature vectors in nm dimensional space. PCA finds the vectors
in this space, called eigenfaces, that best describe the variations between faces.
This technique is easily extended to range images by replacing the colour or grey
component in the 2D images by depth values. The similarity between the range
images is then measured by comparing the PCA-coefficients. As such, PCA is
mostly considered as baseline technique for shapes, represented by range images.
Note that the RMS distance of the PCA coefficients is similar (if not identical
when using all PCA coefficients) to the RMS of the original variables, hence
the RMS of the depth value differences. Note also, that if the range images
are not in correspondence by capturing, correspondences need to be extracted
explicitly (e.g. using ICP) to render range images in the same pose.

Blanz and Vetter [23] further extended the PCA technique to 3D by replacing
the depth image representations with point clouds with texture information,
resulting in the so-called morphable model. It is originally used to reconstruct
3D faces from 2D photographs [23], but has also been applied for 2D [24] and
3D face recognition [22, 231]. Fitting the PCA model to a new data point cloud
is thereby a statistically constrained non-rigid point set registration [60].

1.4.4 Remaining challenges

The iterative point set registration techniques described in the previous
paragraph fail in a number of circumstances. In the following subsections
we explain the most important factors that cause a decrease in performance of
the ICP algorithm for one of our applications of interest, 3D face recognition
[216].
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Pose variations

A first factor that influences the performance of the baseline ICP method for
3D face recognition are large pose variations resulting in different parts of the
3D facial shape to be visible, which severely degrades the performance because
the ICP algorithm typically gets stuck in a local optimum. We used different
subsets of the Bosphorus database [202] to quantify the effect of face rotation on
the performance of the ICP baseline algorithm. Each subset consists of the first
neutral scan and one scan per yaw-rotation (0◦, 10◦, 20◦, 30◦, 45◦ or 90◦) per
subject3. The results are shown in Fig. 1.1, demonstrating a severe performance
drop when the rotation is 45◦ or more.
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Figure 1.1: Rank 1 recognition rate, equal error rate and nearest
neighbour rate as a function of the rotation of the neutral face in the
Bosphorus database for the ICP baseline face recognition algorithm.

Partial data

The presence of missing data is closely related to pose variations, due to the
limited field of view of most 3D scanners. As a result, the complete 3D shape
cannot be captured in case of self-occlusions. Partial data can also be caused
by outliers such as extra attributes (eyeglasses, hats, scarfs,. . . ), a changing
field of view of the 3D scanner such that ears or chest are sometimes visible
sometimes not, or artefacts of the acquisition (due to specular reflections, e.g.).

3For 0◦, there is not always a scan available. This explains the lower nearest neighbour
rate.
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The morphable model, as implemented in [231], has been validated as part of
the face track of the SHREC ’11 challenge [238], which uses a dataset containing
partial data due to the limited field of view of one of the utilised scanners. This
validation indicated poor results for the baseline algorithm (a recall of 19.67%,
a MAP of 19.08% and a nearest neighbour rate of 41.43%), mostly due to the
existence of local optima in the fitting process.

Intra-subject deformations

Another data related factor that has a strong influence on the recognition
results, is the presence of intra-subject deformations. In 3D face recognition,
these intra-subject deformations are mostly caused by expression variations.
It was conjectured that the strength of these expressions negatively correlates
with algorithmic performance. In order to test this, we used the baseline ICP
algorithm in a face recognition experiment on four different subsets of the BU-
3DFE database [265] with four levels of expression strength. Figure 1.2 shows
the results, demonstrating a clear performance decrease with an increasing level
of expression strength.
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Figure 1.2: Rank 1 recognition rate, equal error rate and nearest
neighbour rate as a function of the rotation of the number of expressions
in the BU-3DFE database for the ICP baseline face recognition algorithm.

1.5 Objectives and main contributions

In order to reduce or eliminate the shortcomings of the traditional 3D shape
matching approaches, we set as the main goal of this research work to develop
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a solution for 3D non-rigid shape matching that is invariant to intra-subject
deformations. At the same time we require these matching procedures to
be pose-invariant and robust to outliers and missing data. The work will be
evaluated primarily for the problem of 3D shape matching, focussing on 3D
faces.

We here list our main contributions and associated publications on 3D non-rigid
shape matching:

• A local feature based matching method, which we called meshSIFT,
is developed, providing sparse correspondences between 3D shapes
(chapter 4). We show excellent results for expression-invariant 3D face
recognition and 3D face recognition under partial data [31, 140, 149, 156,
215, 223, 244].

• A spectral embedding technique is created that allows intra-subject
deformation-invariant shape comparison without the need for explicit
correspondences (chapter 5). It showed the best performances on
important international challenges on non-rigid 3D object retrieval in
2010 and 2011 [140, 141, 217, 218, 219, 220, 222].

• A higher-order spectral embedding method is developed, which is an
extension of the previous spectral embedding method by including
higher-order structural information in the 3D shape matching process
(chapter 6) [221].

• These embedding techniques (including their higher-order extensions) are
theoretically formulated as a graph matching problem in chapter 3.

• The main novel contribution of this work is the weighted spectral
embedding method, which reduces the problems due to outliers in spectral
embedding (chapter 7). It combines the local feature method (chapter 4)
and the spectral embedding method (chapter 5) into an outlier-robust
spectral embedding framework.

The manuscript is structured as follows.

• First, an in-depth analysis of modelling intra-subject deformations is given
in chapter 2, focusing on 3D face deformations due to expression changes
and articulating objects.

• Chapter 3 formulates our global 3D non-rigid shape matching strategy,
based on matching properties of graphs associated to the 3D shapes.
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• The three methods, developed as parts of the final outlier-robust
spectral embedding method, are described, validated and discussed in
chapters 4 (meshSIFT), 5 (spectral embedding), and 6 (higher-order
spectral embedding).

• The outlier-robust spectral embedding is then presented in chapter 7.

• Finally, we draw the conclusions and formulate some future perspectives
(chapter 8).

The structure of the thesis is represented graphically in Fig. 1.3.

Figure 1.3: Graphical overview of the structure of this thesis
manuscript.



Chapter 2

Intra-subject deformation
modelling: state-of-the-art

2.1 Introduction

As stated in the objectives, our main goal is to improve 3D non-rigid shape
matching approaches to better cope with intra-subject deformations. This
chapter will therefore discuss and analyse current approaches to model these
deformations.

Deformable structures change shape as a result of a spontaneous or external
action. In some applications, explicit quantification of these deformations is the
final goal. For example, lungs deform as a result of breathing. Quantification of
this deformation is required in analysing the pneumo-dynamical function of the
respiratory system and in the adaptive administration of radiation therapy. In
other applications, recognition of the specific type of deformation is the goal, such
as recognising deformations that are associated to particular facial expressions.
On the other hand, for other types of applications, such as recognition and
retrieval tasks or when establishing correspondences, the deformations often
deteriorate the performance. In these cases, deformation modelling is required
in order to make these tasks as much as possible invariant to the surface
variations involved. However, it is apparent that solving one type of problem

Sections 2.2 and 2.3 of this chapter has largely been published in: D. Smeets, P. Claes,
J. Hermans, D. Vandermeulen, P. Suetens, A comparative study of 3D face recognition
under expression variations, IEEE transactions on systems, man, and cybernetics - Part C:
applications and reviews, preprint, no. 99, pp. 1-18, 2012.
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can help solving the other type. Recognising a facial expression can, for example,
help in tracing the identity, or, more general, when correspondences are known,
extracting the deformations becomes trivial. As a result, the distinction between
modelling deformations that are of interest and those that are not and only
complicate the specific task, is not made further in the remainder of the text.

In this chapter, the deformations of interest are expression variations in 3D faces
and, to a smaller extent, articulations of non-rigid 3D objects. As part of the
analysis of deformations, techniques from literature, dealing with intra-subject
deformation, are reviewed and, when possible, compared. In sections 2.2 and
2.3, expressions are analysed and solutions for expression-invariant recognition
are presented, respectively. Sections 2.4 and 2.5 deal with the deformation
analysis and proposed recognition solutions for articulating objects.

2.2 Expression variations of 3D faces

Because of facial muscle contractions, the soft tissue of the face deforms during
expression variations, resulting in a deformed soft tissue envelope. These
expressions are probably the main channel of non-verbal communication [44].
This aspect of communication has a long history of research, beginning with
Charles Darwin [44, 69]. His belief that the primary emotions conveyed by the
face are universal was later shared by Ekman [78], demonstrating that facial
expressions of emotion are not culturally determined, but biological in origin.
Hence, Ekman defined the six basic expressions: anger, happiness, sadness,
surprise, disgust and fear. Recently, there are signs of a growing opposition to
his theories [135].

However, expressions are unwanted for the tasks of recognition and correspon-
dence finding. Deformations due to facial expressions are even reported as one
of the main challenges in 3D face recognition [29, 30] and are demonstrated
to decrease the performance of the baseline ICP algorithm in section 1.4.4.
Figure 2.1 shows some 3D expression scans of facial surfaces with and without
texture.

For the development as well as the validation of expression-invariant 3D face
recognition techniques, 3D face databases containing expression variations are
indispensable. We therefore shortly discuss the most important databases that
are publicly available and that we will use throughout our research.
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Figure 2.1: 3D faces with different expressions with and without texture
(BU-3DFE database [265]).

Data

A number of research groups have built various 3D face databases to evaluate
3D face recognition or expression recognition algorithms. Publicly available face
databases that contain facial expressions are shown in Table B.3 (appendix B).
The most important databases (frequently referred to in literature and publicly
available) of Table B.3 are, according to us, FRGC v1, FRGC v2, BU-3DFE,
Bosphorus, SHREC ’08, FRAV 3D and CASIA. An example scan from each
of these databases is shown in Fig. 2.2. Although the surface representations
differ according to how they are stored in the database, each representation
essentially codes for 3D facial information and all could be converted to the
same representation, if required by a particular face recognition methodology.

The most popular 3D expression databases are the “Face Recognition Grand
Challenge” (FRGC ) databases [191]. The Grand Challenge probably has had
and still has a large impact on the development and testing of face recognition
algorithms. The FRGC databases are therefore considered as the reference
databases for validation of 3D face recognition algorithms. The 3D scans, which
are 640 by 480 range images, were taken under controlled illumination conditions
by a “Minolta Vivid 900/910” scanner (laser range scanning technique) with
co-registered RGB texture information. The data are divided in a training
dataset (FRGC v1), containing 943 3D scans, and a validation dataset (FRGC
v2), containing 4007 3D scans from 466 persons. Compared to the training
set, the validation set contains additional expressions such as anger, happiness,
sadness, surprise, and disgust, and also puffy faces.

Another reference database acquired especially for expression recognition and
expression-invariant face recognition, is the BU-3DFE database [265]. The 2500
3D scans from 100 persons, ranging in age from 18 years to 70 years old, were
acquired with a “3dMD” scanner (stereo photogrammetry technique) and consist
of 20 000 - 35 000 polygons and 1300 by 900 texture images. The database
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(a) (b) (c)

(d) (e) (f) (g)

Figure 2.2: One scan from each of the most used 3D face databases
containing expression variations is shown: (a) FRGC v1, (b) FRGC v2,
(c) BU-3DFE, (d) Bosphorus, (e) SHREC ’08, (f) FRAV 3D and (g)
CASIA.

contains six types of expressions each with four levels of expression strength
per subject. This makes it possible to evaluate degradation of recognition
performance as a result of an increasing level of expression strength, as done
for the ICP baseline algorithm in section 1.4.4. The classification of the basic
facial expressions into the six classes was proposed by Ekman [78] (see above).
Another advantage of the BU-3DFE database is the presence of fiducial points,
which can be used in the development and evaluation of marker-based face
recognition algorithms.

A third important 3D database is the Bosphorus database [202]. The facial
expressions are composed of a selected subset of action units as well as the six
basic emotions (same as for BU-3DFE). The database consists of 4666 scans
from 105 subjects and is acquired with the “Inspeck Mega Capturor II 3D”
scanner (structured-light technique) leading to 3D point clouds of approximately
35 000 points. Besides expression variations, also pose variations and occlusions
are present in the database.

Another database often used to validate 3D face recognition algorithms dealing
with expression variations, is the GavabDB [167] acquired with a “Minolta
VI-700” digitiser (laser range scanning technique). For each of the 61 subjects,
nine scans are taken including two frontal scans, three expression scans, and
four scans with pose variations (35◦ up, 35◦ down, left and right profile). A
subset, excluding the profile scans, was used during the Shape Retrieval Contest
(SHREC) in 2008 [68]. An important advantage of this subset is that the faces
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are partially pose normalised (nose tip indicated).

The FRAV 3D database is also acquired with a “Minolta Vivid-700” scanner
and contains 106 subject with 16 scans each (6 frontal, 8 non-frontal poses, one
smiling, one open mouth). The CASIA databases, acquired with the “Minolta
Vivid 910” scanner, contains 4059 facial scans from 123 persons, with different
expressions (smile, laugh, anger, surprise, closed eyes) and pose variations.

The main characteristics of the above described databases are given in Fig. 2.3,
containing for each database the boxplot of (a) the number of points, (b) the
bounding box volume and (c) the mesh resolution.
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Figure 2.3: Some important characteristics of the described databases,
containing for each database the boxplot of the number of points (a),
the bounding box volume (b) and the mesh resolution (c).

Figure 2.3 shows that the number of points as well as the bounding box volume
in the FRGC database is clearly higher than in the other databases. Moreover,
the number of points per scan differs a lot within the FRGC database. This can
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be due to the use of different lenses on the Minolta 910 or, equivalently, due to
a change in distance of the subjects to the scanner. The larger the bounding
box, the more non-facial outliers can be expected, for example because of the
presence of the chest in the scan. Figure 2.3(c) shows that the mesh resolution
of the BU-3DFE database, the SHREC ’08 dataset and the FRAV 3D database
are similar (± 2 mm).

Furthermore, these main 3D face databases containing expression variations
are compared with a baseline algorithm in an attempt to assess the inherent
difficulty of the database. This work is summarised in appendix B, and presented
in [216].

2.3 Three-dimensional face recognition under ex-
pression variations

In this section, we review several 3D face recognition approaches and classify
them into three main categories based on their approach to handle expression
variations. Some methods build a statistical model of facial soft tissue
deformations caused by expressions using a training dataset of expression-
labelled exemplars. We termed these methods statistical methods. Other
methods assume the deformation due to expression variations to be isometric,
meaning that the deformation preserves lengths along the facial surface. We
call these methods the isometric deformation modelling approaches. The third
class of methods, called region-based methods, does not assume a statistical or
isometric deformation model but uses only regions that are not or not much
affected by expressions. The three classes are discussed in more detail in the
following sections. Their typical processing pathway is presented in Fig. 2.4.

2.3.1 Region-based methods

Historically, the first class of expression-invariant face recognition algorithms are
the region-based methods. In Fig. 2.4(a), the typical structure of a region-based
3D face recognition algorithm is shown.

The first block contains the calculation of region correspondence, which is based
on knowledge about the location of anatomical landmarks and their relation
with the regions to be selected [8, 18, 164, 82, 83, 193, 259], by automatic
region segmentation mostly using curvature information [50, 52, 131, 174], by a
matching process [8, 58, 81, 114, 122, 131, 160, 163, 164, 217, 250, 269], or by a
combination.
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Figure 2.4: The typical structure of (a) a region based 3D face
recognition algorithm, (b) an algorithm using a statistical model, and
(c) an isometric deformation model.

The second part is the selection of regions that vary less under expression
deformations, which can be obtained using several strategies. The first and most
used strategy is to select well-defined anatomic regions based on observations or
on literature. Candidate regions are positioned around the nose, as in [8, 66, 50,
52, 82, 83, 131, 164, 174, 193, 194, 217] and [259], or around the eyes/forehead
[8, 164, 193, 269]. A second strategy to determine expression-invariant regions
is the use of local features that appear to be less affected by expressions, such
as convex regions [131], Gabor features [258, 257, 66, 65, 269], matched local-
invariant range images [163], Haar and Pyramid wavelet features [122], and
local shape pattern (LSP) features [114]. This often involves a learning step
using AdaBoost [258, 257], Sparse Representation Classifiers [114], or visual
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codebooks [269]. The third strategy is the automatic determination of the more
rigid part of the face during rigid registration as in [58, 160, 250, 81]. Points
with low registration error are considered to belong to the more rigid part of
the face.

In a third part, region dissimilarities are calculated using a variety of dissimilarity
measures. The region dissimilarity is frequently set equal to the final average
dissimilarity measure used for the matching process when region correspondence
is found by a matching process or with an additional registration for dissimilarity
calculation. This is often the Euclidean distance between closest points (ICP)
as in [50, 82, 164, 160, 217, 250], but also correlation [131], number of points
having a similar feature [58], surface interpenetration measure [193], or kernel
correlation [81] are used. In some cases, the dissimilarity is measured with
a measure different from the one used during matching, e.g. the volumetric
difference [8] or Hausdorff distance [174]. Other dissimilarity measures computed
between feature vectors are the Mahalanobis cosine [66], the mean Euclidean
distance [163], the Bray Curtis distance [259], L1 distance [122], the structural
similarity (SSIM) index [122] (which is translational insensitive with the intention
to be insensitive for expressions). Dissimilarity can also be obtained using a
learned classifier [114, 258, 257].

When more than one region is taken into account, fusion of the region
dissimilarities is needed. This can be done at score or rank level, combining
the dissimilarity scores or the ranks, respectively, after ordering of the faces
based on the individual scores. Fusion is not always necessary since sometimes
only one region is used [58, 174, 259, 250]. When fusing is used, authors often
experiment with different fusing rules [8, 50, 52, 83, 164]. At the score level, the
product rule consistently seems to be the best in [164, 50, 52, 8], while the sum
rule is used in [65, 131, 163, 194] and [217]. At the rank level, the Borda count
voting scheme is used in [83].

An advantage of region-based methods is their handling of missing data, since
these methods work quasi-locally. However, region-based methods do not use
all available information by throwing away those parts that are affected by
expressions. This leads to a loss of discriminative information.

Table 2.1 gives an overview of the reported results of the region-based methods.
The asterisk in the ‘# prob.’ column indicates that only non-neutral probes are
used. The † in the ‘R1RR’ column means the nearest neighbour rate is used
instead of the rank 1 recognition rate.



THREE-DIMENSIONAL FACE RECOGNITION UNDER EXPRESSION VARIATIONS 25

Table 2.1: Overview of the results of the region based methods

method DB # prob. # temp. (subj.) R1RR EER FRR@0.1%FAR
Chua [58] - 6 6 (6) 100.0% 0.0% 0.0%
Mian [164] UND 671 277 (277) 100.0% 0.3% ±1.7%

[162] FRGCv1 668 275 (275) 100.0% < 0.1% 0.0%
Maurer [160] (2D+3D) FRGCv2 4007 4007 (466) - 2.1% 6.5%

(3D) FRGCv2 4007 4007 (466) - ±3% 13.0%
Chang [52] UND 3839 449 (449) 95.2% - -

UND 1590∗ 355 (355) 87.1% 12% ±37%
Wang [250] ZJU 320 40 (40) 96.9% - -
Mian [163] (2D+3D) FRGCv2 200∗ 466 (466) 81.0% ±3% 14.0%

(3D) FRGCv2 200∗ 466 (466) 73.0% 5% 24.0%
Faltemier [82] FRGCv2 3541 466 (466) 94.9% - -

FRGCv2 4007 4007 (466) - 3.2% 12.5%
FRGCv2 2114 1893 (466) - 2.5% 11.2%

[83] FRGCv2 3541 466 (466) 98.1% - -
FRGCv2 4007 4007 (466) - - 6.8%
FRGCv2 2114 1893 (466) - - 5.2%

Cook [66] FRGCv2 4007 466 (466) 93.2% ±1.6% ± 6.3%
[65] FRGCv2 4007 466 (466) 94.6% - -

FRGCv2 4007 4007 (466) - - 7.7%
Xu [258] CASIA 500∗ 100 (100) 90.8% - -

[257] FRGCv2 2114 1893 (466) - ±4.6% 29.5%
Zhong [269] FRGC 4950 4950 (466) - 4.9%

CASIA 1845 1845 (123) - 7.5%
Lin [143] (sum rule) FRGCv2 2114 1893 (466) - ±18% 69.16%

(LDA) FRGCv2 2114 1893 (466) - ±18% 68.96%
Kakadiaris [122] FRGCv2 4007 466 (466) 97.0% - -

FRGCv2 2144 1893 (466) - ±1.5% 3.0%
FRGCv2 2114 1893 (466) - - 4.7%

Queirolo [194] FRGCv2 4007 465 (465) 98.4% - -
FRGCv2 4007 4007 (465) - - 3.5%
FRGCv2 2144 1893 (465) - - 3.4%

Xu [259] SHREC 427 427 (61) 81.7%† - -
[257] CASIA 500∗ 100 (100) 90.0% - -

Nair [174] SHREC 427 427 (61) 82.2%† - -
Fabry [81] SHREC 427 427 (61) 90.6%† - -
Alyüz [8] Bosph. 1847 81 (81) 95.4% - -
Smeets [217] BU-3DFE 900 100 (100) 89.9% - -

BU-3DFE 900 900 (100) - 6.8% -

2.3.2 Statistical modelling methods

In the second class of methods a statistical model is used. The most popular
statistical model is the PCA model, which expresses a random shape s as the
sum of the average shape s of the training set and a linear combination of the
principal components, which is mathematically expressed as

s(α) = s + M · α, (2.1)

with M a matrix containing the principal components in the columns and α
a column vector containing the coefficients of the shape in the PCA space.
In order to obtain such a statistical model, correspondences between different
shapes are needed. Each shape can then be represented as a vector in an
n-dimensional space, by concatenating the coordinate components for all points
on the shape. The principal components are the eigenvectors of the covariance
matrix, calculated on the n-dimensional vector representations of the shapes
in the training data. The eigenvector corresponding to the largest eigenvalue
describes the largest mode of variation. If all model parameters αi of the model
are retained, the shapes of the training set can be fully recovered. However,
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when dimensionality reduction is applied, only the parameters that correspond
to the largest modes of variation are preserved. PCA models are often used in
2D face recognition [166]. This made its application on range images a logic
extension. Later on, PCA was also applied to 3D scans.

Figure 2.4(b) shows the general structure of methods using a statistical model
for expression-invariant face recognition, consisting of two main stages, i.e.
a training and a test stage. The training stage involves establishing point
correspondences and statistical model construction. In the test stage, the model
is fitted to the probe, and a dissimilarity measure is calculated.

A variety of methods is available for finding point correspondences. When
the statistical model is derived from range images, pose normalisation and
projection onto a 2D grid provide 2D range images that are pixelwise in
correspondence [108, 109, 270]. In statistical models derived from 3D shapes,
ICP often provides correspondence information, as in [199] (combined with
features for initialisation), [6] (on the rigid parts of the face) and [170] (with
extra energy terms for regularisation and larger convergence area). In [124],
anatomic landmarks are detected as correspondence information.

In a second step a statistical model is built using the correspondence information.
A PCA shape model can deal with expressions by including faces with expression
in the training data as in [108, 109, 199]. PCA can also be used to model
deformations, in this case, the deformation during expression variations. This is
called “principal warps” and is done in [10] and [6]. The former combined this
expression model with a PCA shape model for identity into one additive model,
assuming that it is possible to transfer expressions from one face to another.
When this assumption is considered to be false, it is necessary to combine the
expression model and identity model into a bilinear model as in [170]. However,
model fitting then becomes computationally more demanding. Other statistical
models use independent component analysis (ICA) [109], linear discriminant
analysis (LDA) [108] or simply pointwise mean and standard deviation [124].

During validation, the model needs to be fitted to the probe. Some methods
solve this by a combination of correspondence findings and projection onto
the subspace obtained by the statistical model [6, 108, 109, 199], while others
minimise cost functions with respect to transformation parameters and statistical
model parameters [10, 154, 170].

Finally, when the model is fitted, a dissimilarity measure between probe and
gallery is calculated. Popular measures are the Euclidean distance [108, 109,
170], the related RMS distance [154], the cosine distance [10, 108, 199], the
Mahalanobis distance [270] and the number of matched points [124].

An important advantage of these statistical model-based methods is that the
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Table 2.2: Overview of the reported results of the non-rigid methods

method DB # prob. # temp. (subj.) R1RR EER FRR@0.1%FAR
Hesher [109] (PCA) FSU 37* 185 (37) 94% - -

(ICA) FSU 37* 185 (37) 97% - -
Heseltine [108] York 1470 (230) - 8.2% >45%
Zhong [270] CASIA 861 369 (123) 96.1% - -
Lu [152] (ESM) UND 877 100 (100) 92% ±2% ±31%

(EGM) UND 877 100 (100) 89% ±7.5% ±33%
(ESM) MSU 533 90 (90) 94% ±5% ±47%
(EGM) MSU 533 90 (90) 91.5% ±7% ±51%

Russ [199] UND 753* 202 (202) 82.6% - 9%
Amberg [9]([10]) SHREC 427 427 (61) 99.7%(98.8%) 0.2% 0.2%

UND 953 953 (?) 100.0% 0.2% -
Mpiperis [170] BU3DFE 1250 ? (50) 86% ±12% >40%
Al-Osaimi [5] FRGCv2 3541 466 (466) 96.52% - -
Al-Osaimi [5] FRGCv2 2114 1893 (466) - ±2.7% 5.95%
Kaushik [124] BU-3DFE 695 695 (100) 98.92% 1.08%

template must not be matched to every gallery image, but only to the statistical
model, if dimensionality reduction has been applied. This considerably reduces
computation time in the comparison process.

On the other hand, these methods always need a training stage to construct
the model. Therefore, if no sufficient representative training data are used
or are available, the recognition performance will decrease. Moreover, the
quality of the shape or deformation model depends on the quality of the point
correspondences, which is still an active field of research for 3D face data.

Table 2.2 summarises the results of the methods using a statistical model.

2.3.3 Isometric deformation modelling

The third class of algorithms makes use of an isometric deformation
model in which facial surface changes during expression variations are
modelled as isometric deformations. Since expression variations can be
approximated by isometric transformations [37], the isometric deformation-
invariant representation can be used as an expression-invariant representation.
Mathematically, an isometric deformation of a sub-manifold S in a Riemannian
space V is a deformation that preserves the lengths of curves in S. For
recognition purposes, it is interesting to study geometric invariants during
isometric deformations. According to Gauss’s Theorema Egregium, the Gaussian
curvature K of a surface, i.e. the product of the principal curvatures, is invariant
under local isometry [121]. However, on real surfaces, curvatures are sensitive to
noise, which makes the practical use of this invariant difficult. Another geometric
invariant is the first fundamental form of S, which is the inner product of the
tangent vectors and is given explicitly by the Riemannian metric [251],

ds2 = Edu2 + 2Fdudv +Gdv2. (2.2)



28 INTRA-SUBJECT DEFORMATION MODELLING: STATE-OF-THE-ART

It determines the arc length of a curve on a surface. The coefficients are given
as follows [251]:

E =
∣∣∣∣∂x
∂u

∣∣∣∣2 (2.3a)

F = ∂x
∂u
· ∂x
∂v

(2.3b)

G =
∣∣∣∣∂x
∂v

∣∣∣∣2 . (2.3c)

The shortest path between two points on the surface is called the minimal
geodesic and its length is called the geodesic distance. This geometric invariant
is less noise sensitive and, therefore, often used for isometric deformation-
invariant 3D face recognition. The geodesic distance can be calculated by the
fast marching method on triangulated domains, as described in [127].

A method using an isometric deformation model usually has a structure as
shown in Fig. 2.4(c), i.e. correspondence finding, the construction of an isometric
deformation-invariant representation and dissimilarity calculation.

First, some minimal correspondence information is required in order to construct
the isometric deformation-invariant representation. In [17, 88, 117, 136, 165, 169,
181, 233] and [101], the nose tip is localised on the probe and gallery image either
automatically or manually. This location and its relation, by definition, with
the invariant representation, provide enough correspondence information. In
[139], [100] and [138] 43, 25 and 7 manual landmarks are indicated, respectively.
In [138], extra pseudo-landmarks are found by remeshing. In [180], ICP is used
for correspondence finding, and in [230], the face is fitted to a cylinder and
further aligned by mesh resampling. Finally, in [40] and [219], correspondence
calculation is done after construction of the isometric deformation-invariant
representation, respectively, with a moment matching algorithm and in an
implicit manner with a singular value decomposition.

The most used isometric deformation-invariant representations are iso-geodesics,
curves containing points on an equal geodesic distance to a reference point
(nose tip), as in [17, 88, 117, 136, 165, 232, 101]. Related are vectors with
geodesic distances from points in a well-defined order to the nose tip [180].
Those representations have the advantage that only the geodesic distances from
the nose tip to all other points need to be calculated, which is efficiently done
with the fast marching method for triangulated domains [127]. In [181, 169], the
depth values of points on a facial surface mesh are (near-)isometrically mapped
to an isomorphic circle. A computationally more demanding representation is
the geodesic distance matrix, containing the geodesic distance between each
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Table 2.3: Overview of the results of the isometric deformation methods

method DB # prob. # temp. (subj.) R1RR EER FRR@0.1%FAR
Bronstein [40] - 220 65 (30) 100.0% 1.9% ±7.5%

[36] - 104 ? (4) 98.0% 12.4% -
[42] UND 180 30 (30) 100.0% 3.1% ±24%

Pan [181] FRGCv1 943 943 (276) 95% 2.83% -
Samir [201] FSU 300 50 (50) 59% - -

FSU 300 250 (50) 92% - -
UND 270 470 (162) 90.4% ±2% ±14%

Berretti [17] Gavab 366 61 (61) 87.8% - -
Gavab 183* 61 (61) 82.0% - -

[18] Gavab 427 427 (61) 99.5% - -
Ouji [180] ECL-IV 400 ? (50) 92.7% ±12% 25%
Feng [88] UND - 222 (222) 95% - -
Li [139] Gavab 120 30 (30) 94.2% - -

Gavab 150 150 (30) 97.0% - -
FRGCv2 150 30 (30) 85.4% - -
FRGCv2 180 180 (30) 95.6% - -

Li [138] Gavab+FRGCv2 600 120 (120) 94.7% - -
Mpiperis [169] (color) BU3DFE 1500 100 (100) 80.3% 9.8% 25%

(depth) BU3DFE 1500 100 (100) 84.4% 12.0% 25%
Gupta [98] - 663 105 (105) 94.7% 1.3% 3.5%
Jahanbin [117] (LDA) - 813 10 (109) - 2.6% ±12%

(SVM) - 813 10 (109) - 2.8% 25%
Li [136] CASIA 300 100 (100) 90.3% - -
terHaar [101] SHREC 427 427 (61) 92.5% - -

[233] SHREC 427 427 (61) 91.1% - -
UND 953 953 (?) 97.6% - -

Smeets [219] BU3DFE 900 100 (100) - 13.4% 71.07%
Miao [165] FRGCv2 100 50 (50) 93.64% - -

FRGCv2 100 100 (50) - ±12% ±26%
Tang [230] BJUT-3D 450 150 (150) 95.3% - -

FRGCv2 350 350 (350) 95.04% - -

pair of points as in [40, 219, 230], or with a limited number of points, in [139,
100, 138]. In [40], this geodesic distance matrix is transformed into a geometrical
configuration using the multidimensional scaling algorithm.

The final step is to calculate a dissimilarity between the invariant representations
in order to be able to compare faces, using a dissimilarity measure on features of
the representation [17, 180, 88, 117, 233, 101, 136, 138, 219, 165], a dissimilarity
measure on statistical model coefficients [35, 139, 169, 100, 230], or a dissimilarity
measure on the matching process of the invariant representations [40, 36, 38].

A benefit of the isometric deformation model is that it needs no training and that
it has a broad applicability. As demonstrated in [37], geodesic distances between
corresponding point pairs do not remain constant during expression variations.
Following [169], the standard deviation of the relative change in geodesic distance
was found to be about 15%. Therefore, the isometric deformation model is an
approximation only. Moreover, topological changes like occlusions and opening
and closing of the mouth, need special care since they disturb the correct
calculation of the geodesic distances.

Table 2.3 gives an overview of the reported results of the methods using a
isometric deformation model.
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Strategy comparison

In this section, we first perform a quantitative comparison of the recognition
performances of the three different strategies. Thereto, we analyse the published
recognition rates without taking into account the data used. The median x̃, the
sample mean x and standard deviation σ of the recognition rates are computed
for each class and shown in Table 2.4.

Table 2.4: Quantitative comparison

x̃ x σ n
region-based methods 94.6% 91.9% 7.3% 21
statistical methods 94.0% 93.7% 5.3% 13
isometric methods 94.5% 91.6% 8.5% 26

No statistically significant difference in performance is found between any pair of
classes. The hypothesis of equal median could not be rejected for any pair using
Wilcoxon rank sum test (region-based versus statistical: p = 0.62; region-based
versus isometric: p = 0.91; and statistical versus isometric p = 0.60).

The main limitation of this meta-analysis, however, is that the algorithms’
recognition performance measures are obtained on different datasets. It would
therefore be better to analyse results on a standard dataset, but not enough
samples are available for this. Second, the specific implementation of a certain
method has an important influence on the method’s performance. It would
therefore be interesting to implement a baseline method for each strategy.
Finally, non-parametric tests, as the one used in this meta-analysis, are known
to lack statistical power with small sample sizes. Therefore, the current meta-
analysis can only give limited insights. However, it does allow reflecting about
the development of these three methodologies and their implementations, as
well as the construction of future databases.

Second, we briefly compare the validity of the assumptions made by the different
strategies. The assumption of stable regions by region-based methods holds
more for mild expressions: the more severe the expressions are, the smaller
these regions. On the other hand, as long as the changes in the selected
regions are smaller within a subject than in between subjects, good recognition
performances can be expected.

The assumption that intra-subject deformations can be trained only holds if
enough, representative training data are available. This might require the
acquisition of scans under the same circumstances (camera parameters and
positioning) during training as during testing. Until now, most approaches train
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global shape or deformation models, which may be affected by partial data
(see section 1.4.4). By learning regions that are more stable under expression
variations and giving these regions a higher weight during fitting, statistical
methods can benefit from the advantages of the region-based methods.

The main reasons that violate the isometric deformation assumption are
topological changes, like opening the mouth or outliers, and the stretching
of the facial surface as a consequence of muscle contraction during severe
expressions. Whereas the mouth can modelled to deal with mouth opening and
closing, outliers and the stretching of the surface are difficult to model.

2.4 Articulations in 3D objects

During the last decades, developments in 3D modelling and 3D capturing
techniques caused an increased interest in the use of 3D objects for a number of
applications, such as CAD/CAM, architecture, computer games, archaeology,
medical applications and biometrics. In many of these fields, an important
research problem is 3D shape retrieval, in which an object needs to be recognised
from a large database of objects. One witness of the growing interest in 3D
object retrieval is the yearly SHREC contest [2], organised with the objective
to evaluate the effectiveness of 3D shape retrieval algorithms.

The challenge of 3D object recognition becomes even harder when intra-subject
deformations are present in the database, as is often the case for articulating
objects in which the bending is due to the bending of the joints. Figure 2.5, for
example, shows some deformed shapes from the TOSCA database [39].

Data

We will shortly discuss the most important publicly available non-rigid object
databases that are used for algorithm validation.

The TOSCA database is intended as a benchmark dataset for the objective
comparison of 3D object recognition methods and point correspondence
algorithms involving non-rigid objects [39]. Thereto, it consists of various
3D non-rigid shapes in a variety of poses. The dataset contains 148 objects,
including 9 cats, 11 dogs, 3 wolves, 17 horses, 15 lions, 21 gorillas, 6 centaurs, 6
seahorses, 1 shark, 24 female figures, and two different male figures, containing
15 and 20 poses. Each object contains approximately 3000 vertices.
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Figure 2.5: Intra-subject deformations are present in the TOSCA
database [39].

The TOSCA HR database contains high-resolution 3D non-rigid shapes in a
variety of poses for non-rigid shape similarity and correspondence experiments
[39]. The database contains a total of 80 objects, including 11 cats, 9 dogs,
3 wolves, 8 horses, 6 centaurs, 4 gorillas, 12 female figures, and two different
male figures, containing 7 and 20 poses. Typical vertex count is about 50 000.
Objects within the same class have the same triangulation and an equal number
of vertices numbered in a compatible way. This can be used as a per-vertex
ground truth correspondence in correspondence experiments.

The dataset of SHREC 2010 - Shape Retrieval Contest of Non-rigid 3D Models
[141] is a subset of the McGill 3D Shape Benchmark [211], containing 200 non-
rigid objects, including 20 ants, crabs, hands, humans, octopuses, pliers, snakes,
spectacles, spiders and teddies each. The objective of this 3D Shape Retrieval
Contest is to evaluate the effectiveness of 3D shape retrieval algorithms for
non-rigid 3D objects [141]. Unlike the object instances of the TOSCA database,
the different instances of the same object in the SHREC dataset do have some
small intrinsic shape and scale variations.

The dataset of SHREC 2011 - Shape Retrieval Contest of Non-rigid 3D
Watertight Meshes [140] is larger than the aforementioned SHREC 2010 dataset
It contains 600 non-rigid objects, recreated and modified from several publicly
available databases such as the McGill database [211], TOSCA shapes [39] and
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the Princeton Shape Benchmark [210].

2.5 Non-rigid 3D object retrieval

Because of articulations, large deformations of the object’s surface occur, having
a negative influence on the recognition. This section reviews the approaches
for non-rigid 3D object recognition and classifies them into two classes. These
two classes of methods are also used for 3D face recognition under expression
variations (as summarised in section 2.3). The first class contains the local
feature methods, relying on the invariance of the local neighbourhood, and
therefore falls under the region-based methods (section 2.3.1). The second class
makes use of an isometric deformation model which assumes the deformations
to behave as isometries, leaving geodesic distances unchanged (section 2.3.3).

2.5.1 Local feature methods

Local feature methods typically consist of feature detection, description and
matching. Besides relying on the neighbourhood invariance, the use of intrinsic
local feature methods is popular for non-rigid object recognition. Intrinsic feature
descriptors are invariant under isometric deformations; the methods therefore
belong also to the isometric deformation modelling approaches (section 2.5.2),
but are discussed here.

Ohbuchi et al. [176] proposed a view-based method using SIFT features [151] as
salient local features, extracted from a set of depth-buffer views (range images)
computed uniformly around the object. As such the object is represented as a
set of salient feature descriptors, that is summarised in a histogram by using
the bag-of-features paradigm. Each extracted feature is assigned to a feature in
a prior defined dictionary. The histogram then contains the occurrences of the
assigned features.

The localised statistical features (LSF) method [177] computes a set of uniformly
and quasi-randomly sampled features. The descriptor consists of a 4D joint
histogram, consisting of three angles and a distance between all points in a
sphere around the feature point and the feature point itself (more details can
be found in [246, Fig. 1]). Shape matching makes use of the bag-of-features
approach.

The heat kernel signature (HKS) method [227] assigns to each vertex on a
mesh a vector that describes the auto-diffusion for different diffusion times t. It
represents the heat remaining at each vertex after a time t when placing a unit
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point heat source at that vertex. The auto-diffusion function for a vertex i is
given by

ADFi(t) =
n∑
k=1

e−tλku2
ik, (2.4)

with λk, uk for k = 1 . . . n the eigenvalues and eigenvectors, respectively, of the
discrete Laplace-Beltrami operator, L, also referred to as Laplacian matrix (LM).
The HKS is intrinsic, since this operator is invariant for isometric deformations.
Global shape dissimilarity can be obtained by comparing the closest descriptors
(after selecting a sparse set of points in the mesh) [140].

The local spectral descriptor (LSD) [130] is another intrinsic descriptor, which
is computed for uniformly sampled feature locations. The surface patch in a
spherical neighbourhood around each feature point is described by projecting
the geometry onto the eigenvectors of the discrete Laplace-Beltrami operator,
L, which is, intuitively, the Fourier spectrum of that neighbourhood. Shapes
are again compared with the bag-of-features paradigm.

Nguyen and Porikli implemented the bag-of-geodesic-histogram (BOGH)
approach [140], which assigns a histogram of geodesic distances to a sparse set
of randomly selected feature points (again intrinsic). The features are matched
using the χ2-distance and the global shape dissimilarity is equal to the sum of
matched feature dissimilarities.

The local visual features method [229] first detects features as local extrema of
the geodesic distance function from two vertices (farthest from each other in
a geodesic sense). The features are described with a histogram of the vertex
distribution of geodesic distances from each feature point. They are thus
intrinsic. Matching is done with the bag-of-features approach.

The feature of geodesics (FoG) computes intrinsic features in uniformly and
quasi-randomly sampled feature points. The descriptor consists of histograms
of geodesic distances to the feature point for all points in a sphere with different
radii. Again the bag-of-features approach with Kullback-Leibler divergence as
dissimilarity is used for shape matching [140].

2.5.2 Isometric deformation modelling

Like for expression-invariant 3D face recognition, most isometric deformation
modelling approaches rely on the preservation of geodesic distances. In literature,
geodesic distance matrices (GMDs) have been used to tackle 3D recognition
problems involving non-rigid objects. Probably the best known of these
contributions is the algorithm of Elad and Kimmel [79]. Here, the GDM is
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computed using the fast marching on triangulated domains (FMTD) method.
Subsequently, the GDM is processed using a multidimensional scaling (MDS)
approach, converting non-rigid objects into canonical shapes (embedding). These
can be compared using standard algorithms for rigid matching. For an increased
space efficiency, the canonical shape can be computed with a coarse-to-fine
strategy, as outlined in [256]. Another extension to this MDS approach is
proposed by Lian et al. [142], who computed SIFT features on depth-buffer
views from around the canonical shape. The object is finally represented by a
histogram using bag-of-features for the SIFT descriptors.

The geodesic object representation of Hamza and Krim [103] is another 3D object
recognition method relying on GDMs. A global shape descriptor is defined at
each point of the surface and measures the normalised accumulated squared
geodesic distances to each other point on the surface. Using kernel density
estimation (KDE), the global geodesic shape functions of a particular object
are transformed into a geodesic shape distribution. For the actual recognition,
these KDEs are compared using the Jensen-Shannon divergence.

Sipiran and Bustos extended the Harris detector for 3D shapes to detect interest
points [214]. A histogram of the GDM between the detected points is computed
and compared using the Euclidean distance as dissimilarity measure [140].

Guo [97] first normalises the GDMs. Therefore, permutations of rows and
columns are performed simultaneously such that the mean value for the rows
(and columns) decreases. A moment-based signature is extracted from the
normalised GDMs which is then compared with the Minkowski distance.

An alternative to the GDM as an isometric deformation-invariant matrix is the
Laplace-Beltrami operator, L (LM). Reuter et al. [196] proposed the spectrum
of the LM as a global shape descriptor, called shapeDNA. This shapeDNA is the
set of smallest eigenvalues of the LM and is invariant for isometric deformations
and for the sampling order.

Another shape descriptor, that is extracted from the LM, is computed on the
global point signature (GPS) [200], which corresponds to the commute-time
embedding (see chapter 5). To account for sampling order differences, histograms
of pairwise distances in the embedding space are constructed.

2.6 Conclusion

In this chapter, it was shown that state-of-the-art intra-subject shape matching
is similar for expression-invariant 3D face recognition and non-rigid 3D object
recognition. For both applications, isometric deformation models and region-
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based methods are widely used. Since it is difficult to learn non-rigid
deformations due to articulations, statistical models have, to the best of our
knowledge, not been applied to non-rigid (articulated) object recognition.

In the rest of this work, a region-based method, extracting local features from the
surface meshes, and an isometric deformation modelling approach, extracting a
global shape signature, will be proposed in chapters 4 and 5, respectively. Both
methods are combined in chapter 7, exploiting the advantages of the individual
methods.

We first give an overview of the general approach with some technical background,
including our theoretical contributions in the next chapter.



Chapter 3

General approach

3.1 Introduction

This chapter presents an overview of the approach developed in this thesis for
non-rigid 3D shape matching. The general pipeline to assess correspondences
and similarities between shapes is shown in Fig. 3.1.

Figure 3.1: General approach to assess correspondences and similarities
between shapes.

The approach starts from shapes that are available as part of public datasets
(see section 2.2 for 3D faces and section 2.4 for articulating 3D objects). These

37
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shapes are represented as range images, point clouds or meshes (see appendix A
for overview of surface representations). In the meshing step, range images and
point clouds are transformed into meshes by adding connectivity information,
for which standard meshing algorithms are used. The matching of the meshes is
the actual contribution of this work and will be formulated as a graph matching
problem. First, the theoretical formulation of this problem and our theoretical
contributions are presented in section 3.2, including the extraction of appropriate
graphs from the meshes. Second, in section 3.3 our shape matching framework
is presented, introducing the further structure of this thesis.

3.2 Graph-based shape matching:
definitions and theoretical approach

The first step in the general approach is the construction of triangulated meshes
from point clouds or range images. Meshes are the chosen representations for
the proposed shape matching methods since they explicitly code for connectivity
information, which is not known for point clouds and range images.

3.2.1 Graph extraction

For each 3D object surface, represented as a mesh, an undirected weighted
graph is extracted. A graph G = {V, E , T ,P} consists of a collection of
vertices V = {v1, . . . ,vn} or nodes, a collection of edges E = {eij} that
connect pairs of vertices, and, optionally, a collection of faces T = {fijk}
that connect triplets of vertices and define a corresponding ordered set of three
edges {eij , ejk, eki}. Additionally, the graph mostly contains attributes P, i.e.
properties that describe the vertices, {ai}i=1...n, the edges, {aij}i,j=1...n, and
possibly the faces, {aijk}i,j,k=1...n.

Vertex selection and description

First, the vertices of interest are selected. Sparse graphs only contain a small
set of selected vertices, that are preferably repeatable (reproducible) within a
group of shapes. Dense graphs contain vertices that are located close to each
other in order to retain as much as possible of the original surface geometry.

Once the vertices are selected, they are described in an attribute vector, a =
[ai]i=1...n, which is typically rich for sparse graphs and simple for dense graphs.
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In SHREC ’10 [32] and SHREC ’11 [31], different methods for vertex detection
and description are evaluated under a wide variety of transformations with
respect to repeatability and robustness.

Edge selection and description

Two strategies for edge selection are used in this work. The first strategy
constructs edges between each pair of vertices in the graph, resulting in a
complete graph. The second strategy involves the selection of edges as defined
by the mesh, resulting in a mesh graph.

The description of the edges assigns a weight to each edge, which is most often
just a scalar value, like a (weighted) distance. All edge attributes together are
represented in the edge attribute matrix, A = [aij ]i=1...n,j=1...n.

Face selection and description

If one wants to include third order constraints to the graph matching
process, third order relations must be made explicit by selecting faces,
which are represented in the third order face attribute tensor, A =
[aijk]i=1...n,j=1...n,k=1...n. Selecting all possible combinations of three vertices
often creates a computational demanding graph matching. Therefore, mostly
the approach is followed to select only the faces of the triangular mesh, as is
done in this work.

3.2.2 Graph matching

Graph matching implies finding the (bijective) mapping between two graphs,
π : GM → GD, that maximises the similarity of the corresponding graph
attributes. Such a bijective mapping of a finite set is in fact the permutation
of the graph vertices in GD and thus provides the desired correspondence
information. Furthermore, the total similarity of corresponding graph attributes
is assumed to be a good measure for the similarity between the shapes, from
which the graphs are extracted.
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Vertex attribute matching

Matching vertex attributes involves the maximisation of the joint probability of
vertex attributes with respect to the permutation π,

p(aD,aM |π) =
∏
i

p(aMi , aDπ(i)) =
∏
i

1
Z(β) exp(−βθ(aMi , aDπ(i))) (3.1)

with aM = [aMi ] and aD = [aDi ] the vertex attribute vectors of GM and GD, and
θ(., .) is a dissimilarity function in the Gibbs measure. Maximisation requires
solving a Linear Assignment Problem (LAP).

This problem can be expressed as a Binary Integer Linear Program (BILP).
Therefore, a set of assignment variables X = [xia]i=1...nM ,a=1...nD with xia ∈
{0, 1}, subject to ∀i :

∑nD

a=1 xia = 1,∀a :
∑nM

i=1 xia ≤ 1, is introduced to
describe the permutation uniquely. Hence, the search for a bijection is relaxed
to searching an injective mapping. The most likely assignment, assuming a
Bernouilli distribution for each variable xia, is found by

X? = arg max
X

log
∏
i,a

L(p(aMi , aDa );xia)

= arg max
X

∑
i,a

xia log p(aMi , aDa )

= arg min
X

∑
i,a

xiaθ(aMi , aDa ). (3.2)

This problem is classified as NP-hard [254]. The brute force solution for this
maximisation has a high computational complexity O(n!)† and is practically
not feasible for graphs with a large number of vertices.

By relaxing the condition xia ∈ {0, 1} to xia ≥ 0 the BILP is formulated as
a standard Linear Program, allowing to solve the LAP in a polynomial time,
for example with the Hungarian algorithm [171] (O(n3)). Other solutions to
discretise the soft assignment matrix are the greedy algorithm, the spectral
method of Scott and Longuet-Higgins [204], the maximal probability match
(arg maxa xia, cf. closest point principle), and others.

As alternative for optimising Eq. (3.2), we propose the minimisation

X? = arg min
X

∑
i

θ(aMi ,
∑
a

xiaa
D
a ), (3.3)

†assuming that n = nD = nM
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with a cost function that is equal to Eq. (3.2) before relaxing the condition
xia ∈ {0, 1} to xia ≥ 0. This alternative optimisation is also done by the
EM-ICP approach of [94]. Note that for concave dissimilarity functions θ(., .),
Eq. (3.3) is an upper bound of the cost function of Eq. (3.2) with the same cost
for the optimal permutation, also for the relaxed case.

Edge attribute matching

Matching edge attributes involves a Quadratic Assignment Problem (QAP),
finding the optimal permutation π by maximising

p(AD,AM |π) =
∏
ij

p(aMij , aDπ(i)π(j)) =
∏
ij

1
Z(β) exp(−βθ(aMij , aDπ(i)π(j))) (3.4)

with AM = [aMij ] and AD = [aDij ] the edge attribute matrices of GM and GD.
The QAP is known to be NP -hard.

One solution is to reformulate the QAP as a Binary Integer Quadratic Program
(BIQP), minimising

−
∑
i,j,a,b

xiaxjb log p(aMij , aDab) =
∑
i,j,a,b

xiaxjbθ(aMij , aDab) (3.5)

s.t. ∀i :
nD∑
a=1

xia = 1,∀a :
nM∑
i=1

xia ≤ 1.

Since BIQP is known to be NP-hard, approximate solutions are required
to transform the BIQP into a linear assignment problem, leading to soft
correspondence matrices. Examples are the graduated assignment algorithm of
Gold and Rangarajan [92], spectral relaxation of Leordeanu and Hebert [133] or
random walks [57]. These, however, have a high computational cost of O(n4)†.

As alternative for minimising Eq. (3.5), we propose the minimisation

X? = arg min
X

∑
i,j

θ(aMij ,
∑
a,b

xiaxjba
D
ab), (3.6)

allowing to provide the same optimal permutation matrix (the cost function is
identical to Eq. (3.5) for xia ∈ {0, 1},∀i, a). This cost function can be written
in a matrix formulation, using the L2-norm as dissimilarity function, e.g.,

CedgeL2 (X) =
∑
i,j

(aMij −
∑
a,b

xiaxjba
D
ab)2 = ||AM −XADXT||2F , (3.7)
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where || . . . ||F denotes the Frobenius norm. The best permutation matrix P is
thus found as

P = arg min
X

Cedgeθ (X) (3.8)

and provides the correspondences between both 3D objects. Furthermore, the
dissimilarity between the two shapes can be defined by the cost for the optimal
permutation, d(GD,GM ) = Cedgeθ (P).

Face attributes matching

In third-order graph matching, faces T , which connect three vertices, are
matched by matching their (face) attributes. This involves a Cubic Assignment
Problem (CAP) finding the optimal permutation π by maximising

p(AD,AM |π) =
∏
ijk

p(aMijk, aDπ(i)π(j)π(k)), (3.9)

with AM = [aMijk] and AD = [aDijk] the face attributes tensors of GM and GD.
Solving the Binary Integer Cubic Program by minimisation of

−
∑

i,j,k,a,b,c

xiaxjbxkc log p(aMijk, aDabc) =
∑

i,j,k,a,b,c

xiaxjbxkcθ(aMijk, aDabc), (3.10)

s.t. ∀i :
nD∑
a=1

xia ≤ 1,∀a :
nM∑
i=1

xia ≤ 1,

is, like the BIQP, NP-hard. Even approximate solutions, such as the high-order
extension of spectral relaxation method of Leordeanu and Hebert [133] that
is presented by Duchenne et al. [76], are practically infeasible for obtaining
dense correspondences. The brute force algorithm in [76] has O(n6) complexity.
Therefore, only a limited number of triangles (faces) is selected in [76]. High-
order graph matching was first introduced for dense surface matching by Zeng
et al. [267]. To reduce the complexity, they propose a two-stage optimisation
procedure including sparse feature matching and dense point matching restricted
by the sparse matching.

As alternative for minimising Eq. (3.10), we propose the minimisation

X? = arg min
X

∑
i,j,k

θ(aMijk,
∑
a,b,c

xiaxjbxkca
D
abc), (3.11)

allowing to provide the same optimal permutation matrix. This cost function
can be written in a tensor formulation, using the L2-norm as dissimilarity
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function, e.g.,

CfaceL2 (X) =
∑
i,j,k

(aMijk −
∑
a,b,c

xiaxjbxkca
D
abc)2 = ||AM −AD ×1 X×2 X×3 X||2F ,

(3.12)
where || . . . ||F denotes the Frobenius norm. The best permutation matrix P is
thus found as

P = arg min
X

Cfaceθ (X) (3.13)

and provides the correspondences between both 3D objects.

3.3 Graph-based shape matching:
proposed framework

3.3.1 Meshing

The method to extract meshes depends on the original surface representation
(point cloud or range image), and will be discussed in the next paragraphs.

Point clouds to meshes

The problem of constructing a mesh, given a point cloud, is called the surface
reconstruction problem. This is, however, a research domain on itself and we
refer to [242] for an overview of triangulation methods.

In our implementation, we make use of the FastRBF™ toolbox [87] to extract
meshes from point clouds. A radial basis function (RBF) is fitted to the point
cloud (see section A.3 for details) and a mesh is extracted from the RBF.

Range images to meshes

Because of the regularity of range images, meshes can be constructed relatively
easy from them. The mesh vertices are formed by the pixels of the range image,
encoding the z value as the intensity of the pixel. The triangulation is formed
by connecting the vertices in a regular way in the xy-plane, as shown in Fig. 3.2.
To accelerate the meshing, the range image is downsampled first. The result is
an open mesh with triangles of varying size, because the z-value is not taken
into account during triangulation. The FastRBF™ toolbox [87] can resample
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Figure 3.2: The regular triangulation used to extract a mesh from a
range image.

the mesh to obtain regular sized triangles by fitting a RBF to the mesh and
extracting a new mesh from that RBF.

Downsampling the mesh by only removing vertices (creating no new vertices) is
done by the reducepatch command in Matlab.

3.3.2 Graph extraction and matching

After the construction of meshes from point clouds or range images (if necessary),
graphs are extracted and matched to obtain correspondences and/or a global
similarity between two shapes. The overview of the concrete shape matching
framework is shown in Fig. 3.3, comprising four main blocks, discussed briefly
in the following paragraphs.

MeshSIFT

The meshSIFT method extracts from each shape a sparse, complete graph, with a
rich attribute vector describing the surface neighbourhoods of the graph vertices.
Optionally, edges are put between each pair of graph vertices and described
with a simple scalar. Matching the graphs mainly depends on matching the
vertex attributes. As extension, also an edge attribute matching is proposed.
The meshSIFT algorithm, and its extensions, will be explained in detail in
chapter 4.
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Figure 3.3: Overview of the shape matching framework developed in
this thesis.

Spectral embedding

The spectral embedding techniques developed in this work extract dense graphs,
which may be complete graphs or mesh graphs. The graphs only contain edge
attributes, consisting of a scalar value per edge. As the name suggests, the
techniques use spectral embedding in order to solve the edge attribute matching
problem. Details and interpretations are presented in chapter 5.

Higher-order spectral embedding

The higher-order spectral embedding is the extension of the spectral embedding
techniques for face attributes. Here, dense mesh graphs are extracted from the
mesh and the graph matching comprises face attribute matching. Chapter 6
elaborates on the higher-order spectral embedding.

Outlier-robust spectral embedding

Because spectral embedding and its higher-order variants are sensitive to outliers
and missing data, an outlier-robust spectral embedding technique is proposed
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and described in detail in chapter 7. This technique extracts dense complete
graphs and matches them with edge attribute matching using weighted spectral
embedding. MeshSIFT, which extracts a sparse graph that is matched with
vertex attribute matching, is used as initialisation of the weights.

3.3.3 Applications for 3D shape matching

The developed 3D shape matching techniques are generally applicable.
Nevertheless, they will be evaluated for some specific applications, including
face recognition, object retrieval and shape correspondences. These applications
have already been introduced in section 1.3. Figure 3.4 indicates which methods
tackle which applications. Apart from the main applications, a number of
minor applications are investigated as well, to demonstrate the generality of
the methods.

Figure 3.4: Applications tackled by the different methods developed.

Face recognition

The main application to be solved is 3D face recognition, in particular in the
presence of expression variations. It is tackled by the meshSIFT algorithm, by
the spectral embedding technique and the outlier-robust spectral embedding
technique. MeshSIFT is based on the invariance of local neighbourhoods during
expression variations, whereas the (outlier-robust) spectral embedding technique
makes use of an isometric deformation model. The challenge of missing data in
3D face recognition is also tackled by a combination of the meshSIFT method
and the outlier-robust spectral embedding technique.
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Object retrieval

The second application involves the recognition of objects in a database in
the presence of intra-subject deformations, mainly because of articulations.
MeshSIFT and spectral embedding are again validated for this application,
benefiting from the local invariance and the isometric deformation model,
respectively.

Shape correspondences

The third application is the problem of establishing correspondences between
shapes under intra-subject deformations, for which meshSIFT, spectral
embedding, higher-order spectral embedding and outlier-robust spectral
embedding are validated. MeshSIFT only provides sparse correspondences,
whereas the other methods are able to establish dense correspondences.

3.4 Conclusion

In this chapter, we have presented the general approach that is followed
in this thesis on non-rigid 3D shape matching. Starting from triangulated
meshes, graphs are extracted and matched providing a similarity and/or
correspondences between two shapes, allowing to offer a solution for face
recognition, object retrieval, shape correspondences and related non-rigid shape
matching applications.





Chapter 4

MeshSIFT

Abstract Matching 3D shapes for recognition or correspondence
finding is a challenging task because of the presence of intra-subject
deformations, missing data, and outliers. This chapter presents the
meshSIFT algorithm for 3D shape matching, consisting of local
feature detection, description and matching. We show excellent
performances for 3D face and non-rigid 3D object recognition, using
simply the number of matches as similarity criterion. Moreover,
meshSIFT is demonstrated to be useful for pose normalisation,
symmetry plane estimation and sparse correspondences.

4.1 Introduction

The Scale Invariant Feature Transform (SIFT), proposed by Lowe [151, 150],
has been shown to be a very powerful technique to extract distinctive invariant
features from images and has been applied to different problems in 2D computer
vision such as image stitching [43], robot navigation and tracking [205], object
recognition [151], 3D reconstruction and so forth. Triggered by the success of
SIFT in 2D computer vision, there have been several attempts to extend the
algorithm to three dimensions. n-SIFT [55] and VSIFT [178] are extensions of
SIFT for 3D volumetric (medical) image data, while also the extension to 2+1-

The main part of this chapter has been submitted as: D. Smeets, J. Keustermans, D.
Vandermeulen, P. Suetens, MeshSIFT: local surface features for robust 3D face recognition
and pose normalization, Computer vision and image understanding.
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dimensional spatio-temporal data in the context of human action recognition in
video sequences has been studied, e.g. in [129].

Recently, some adaptations of SIFT for 3D surface have been proposed in
literature for range images [148] and for meshes [266, 271]. The method presented
in this chapter, called meshSIFT [157], is also an extension of SIFT for meshes.
It consists of four major components: keypoint detection, orientation assignment,
the local feature description and feature matching. Each of these components
will be explained in this section.

The meshSIFT algorithm is a vertex matching approach that extracts features,
ranging from fine details to coarse characteristic structures, in a shape-based
scale space representation of the surface. The idea behind a scale space
representation is to separate the structures in the surface according to the
scale of the structure. This assumes that new structures must not be created
from a fine to any coarser scale. Describing the features and matching them
between two shapes allows to compare the shapes based on detailed similarities
as well as more global similarities.

The meshSIFT algorithm will first be described in section 4.2. Extensions of this
algorithm, like the matching strategy that also considers edge attributes, are
presented in section 4.3. The performance is evaluated for several applications,
including 3D face recognition and object retrieval, and is reported in section 4.4.

4.2 Method

In this section, the meshSIFT algorithm is described for detection of scale space
extrema, and construction and matching of local feature descriptors. As already
mentioned, the algorithm starts from a triangulated meshM, consisting of a
collection of vertices V = {v1 . . .vn} connected by edges E = {eij}.

4.2.1 Keypoint detection

The keypoint detection component identifies salient points on the mesh. Similar
to the SIFT algorithm [150], a scale space is constructed containing smoothed
versions of the input meshMs, expressed as

Ms =
{
M s = 0
Ĝσs ⊗M else , (4.1)
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whereM is the original mesh and Ĝσs the approximated Gaussian filter with
scale σs (standard deviation). These scales σs vary exponentially as σs = 2 sk ·σ0,
with k a parameter of the meshSIFT algorithm.

The Gaussian filter for meshes is approximated as subsequent convolutions
of the mesh with a binomial filter. This binomial filter moves each vertex vi
towards

vfi = 1
|Ni|+ 1(vi +

∑
j∈Ni

vj), (4.2)

with Ni the neighbourhood of vertex i containing all vertices connected to
vertex i with an edge, and |Ni| is the number of vertices in this neighbourhood.
Since the number of convolutions is discrete, σs is approximated as

σs = e ·
√

2 · σinit
3 · 2 sk (4.3)

to approximate as closely as possible the desired exponential behaviour1, with
e the average edge length, σinit the start scale and s = 0 . . . nscalesteps+ 2.

Figure 4.1 shows three smoothed meshes,M1,M5 andM8, of the constructed
scale space, with σs = 1.83, 3.66 and 6.18 mm, respectively.

(a) M1, σs = 1.83 mm (b) M5, σs = 3.66 mm (c) M8, σs = 6.18 mm

Figure 4.1: Smoothed meshes in the scale space (images from Bosphorus
database [202]).

Next, for the detection of salient points in this scale space, the mean curvature
H is computed (using Toolbox Graph [187]) for each vertex i and at each
scale s in the scale space, Hs

i = ksi,1+ksi,2
2 (with ksi,1 and ksi,2 the maximal and

minimal curvature in vertex i at scale s). Note also that other functions can be
defined on the mesh, such as the Gaussian curvature K, the shape index S (see

1we refer to Lindeberg [144] for theoretical details
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Eq. (4.5)) or the curvedness C =
√

2H2 −K. The mean curvature, however,
appeared to provide the most stable keypoints. Note also that the mesh itself is
smoothed and not the function on the mesh, as opposed to [266].

The scale space of differences between subsequent scales,

dHs
i = Hs+1

i −Hs
i , (4.4)

is constructed to extract salient points. Extrema (minima and maxima) in this
scale space are selected as local feature locations. This means that each vertex
with a higher (or lower) value of dHs

i than all of its neighbours on the same
scale as well as on the upper and lower scale is selected (see Fig. 4.2).

(a) DHs−1 (b) DHs (c) DHs+1

Figure 4.2: The neighbourhood of a vertex in scale space

Finally, the scale σs, corresponding to the associated amount of smoothing, is
assigned to each scale space extremum, leading to a keypoint with an assigned
scale. Figure 4.3 shows the detected extrema (each having an assigned, possibly
different scale) of a neutral face, a surprised face and a face 30◦ rotated. Note
that the number of detected features depends on the chosen parameters (k,
σinit, nscalesteps). The detected feature locations form the vertices of a new
sparse graph, that will be matched in the feature matching step.

4.2.2 Orientation assignment

In order to obtain an orientation-invariant descriptor, each keypoint is assigned
a canonical orientation. It allows, together with the normal in the keypoint, to
construct a local reference frame in which the mesh vertices of the neighbourhood
can be expressed independently of the (facial) pose. By expressing the
neighbourhood size as a function of the scale σs, we ensure a scale invariant
descriptor as well. Only mesh vertices within a spherical region with radius
9 · σs around each keypoint are considered. First, for each mesh vertex within
this (neighbourhood) region, the normal vector is computed (using Toolbox
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Figure 4.3: The detected extrema for a neutral face, a surprised face
and a face 30◦ rotated.

Graph [187]) and the geodesic distance to the respective keypoint (using Toolbox
Fast Marching [188]) is determined based on the fast marching algorithm for
triangulated domains. Next, as shown in Fig. 4.4, all calculated normal vectors in
the neighbourhood are projected onto the tangent plane to the mesh containing
the keypoint.

Figure 4.4: The neighbourhood of a scale space extremum with normals
and their projection onto the tangent plane.

These projected normal vectors are gathered in a weighted histogram comprising
360 bins (thus covering 360 degrees with a bin width of 1 degree). Each histogram
entry is Gaussian weighted with its geodesic distance to the keypoint, with
a bandwidth proportional to the assigned scale (σ = 4.5 · σs). The resulting
histogram is smoothed by convolving it three times with a Gaussian filter (17
bins, σ = 17) for a more robust localisation of the canonical orientation. Finally,
the highest peak in the histogram and every peak above 80% of this highest peak
value are selected as canonical orientations. By fitting a quadratic function to
the histogram using the neighbouring bins of a peak, the canonical orientation is
calculated to sub-bin precision. If more than one canonical orientation exists for
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a keypoint, this results in multiple keypoints, each assigned one of the canonical
orientations.

4.2.3 Feature description

The feature descriptor summarises the local neighbourhood around a keypoint
and is, therefore, the vertex attribute for the extracted sparse graph (with
feature locations as vertices). The feature descriptor provides for each keypoint
(with assigned scale and canonical orientation) a feature vector consisting of
concatenated histograms. Each of these histograms is calculated over one of the
nine small circular regions, defined w.r.t. the canonical orientation as shown in
Fig. 4.5. The regions each have a geodesic radius of 3.75σs and their centres

Figure 4.5: Location and order of the regions w.r.t. the canonical
orientation, used for the construction of the feature vector.

are located at a geodesic distance of 4.5σs (regions 2, 4, 6 and 8) or 4.5
√

2σs
(regions 3, 5, 7 and 9) respectively, to the keypoint.

In each region two histograms, p̂S and p̂θ, with 8 bins each are computed. The
first contains the shape index, which is expressed for vertex i as

Si = 2
π

tan−1
(
ki,1 + ki,2
ki,1 − ki,2

)
, (4.5)

with ki,1 the maximum and ki,2 the minimum curvature. The second contains
the slant angles, which are defined as the angle between every projected normal
and the canonical orientation. First, each entry (the shape index or slant angle of
a vertex) for both histograms is Gaussian weighted with the geodesic distance to
the keypoint (large circle in Fig. 4.5, σ = 4.5σs) and with the geodesic distance
to the center of the region (small circles in Fig. 4.5, σ = 4.5σs). Moreover,
the entries of the shape index histogram are weighted with the curvedness
(C =

√
2H2 −K) and the entries of the slant angle histogram are weighted with
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the tilted angle, i.e. the angle between the normal in the considered vertex and
the normal in the keypoint. Next, every histogram is normalised and clipped to
1/
√

8, reducing the influence of large histogram values. Finally, the histograms
are concatenated in one feature vector fi = [p̂S,1 p̂θ,1 . . . p̂S,9 p̂θ,9]T . Such a
feature descriptor vector is computed for each keypoint, resulting in a set of
feature vectors per (face) surface F = {f1, f2, . . . fn}. By concatenating these
feature vectors, an attribute vector a of the sparse graph (with keypoints as
vertices) is constructed and will be used to match the vertices of that graph.

4.2.4 Feature matching

In order to find corresponding features between two surfaces (i.e. match the
sparse graphs extracted from each mesh), the sets of feature vectors of both
surfaces are compared using the angle as dissimilarity measure (cfr. θ(., .) in
Eq. (3.1)). The angle is defined as

α = cos−1
(
< fi, fj >
‖ fi ‖‖ fj ‖

)
. (4.6)

The features are matched using the maximal probability principle (see
section 3.2.2) supplemented with a heuristic rule. Therefore, the angles of
all candidates are ranked in ascending order. If the ratio between the first and
the second is smaller than rthr, a match is accepted; other potential matches
are rejected. Matches are mostly found between two face surfaces of the same
person, allowing the algorithm to be used for 3D face recognition [157]. The
number of matches is then simply used as similarity criterion.

4.3 Extensions

Different extensions to the baseline method, as explained in section 4.2, are
proposed in order to use the symmetry in 3D objects or to include spatial
consistency in the matching process.

4.3.1 Symmetrisation

In order to allow the matching of symmetric 3D shapes with limited or no overlap
the meshSIFT algorithm is adapted. Since a human face has an important
left-right reflection symmetry, 3D faces are taken as examples, like in Fig. 4.6.
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Figure 4.6: An example of partial scans from the dataset of “SHREC
’11 - SHape REtrieval Contest for 3D Face Scans” [244].

As the meshSIFT feature descriptor is not symmetrical, features on one face
are not matched with their symmetrical counterpart. As a result, no matching
features are found between scans with no overlap, which is not desirable for the
recognition applications.

3D face mirroring

In order to alleviate this problem, facial bisymmetry is used to increase the
overlap between two face scans by mirroring one of both faces w.r.t. an arbitrary
plane. After mirroring the face, the normals on the surface are reoriented and
the meshSIFT algorithm is applied to the new surface providing a new set
of feature descriptors. The feature descriptors of the mirrored face (Fm =
{fm1 , fm2 , . . . fmn }) are finally added to the feature descriptors of the original face
(F = {f1, f2, . . . fn}) into one big feature set.

Symmetric feature descriptor

As mirroring the faces would increase the computational demand, this work
also proposes an efficient approach to describe the features of a mirrored face by
mirroring the meshSIFT descriptors of the input face. We will call this method
“symmetric meshSIFT”. The major part of the algorithm is identical to the
baseline meshSIFT, including the feature detection (see sect. 4.2.1), orientation
assignment (sect. 4.2.2), feature description (sect. 4.2.3) and feature matching
(sect. 4.2.4). However, an extra step, extending the feature list using facial
symmetry, is added between feature description and feature matching. Given a
feature list F = {f1, f2, . . . fn}, each feature fi is transformed to its symmetrical
equivalent f si , defined as
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f si = [p̂S,1 p̂sθ,1 p̂S,2 p̂sθ,2 p̂S,9 p̂sθ,9 p̂S,8 p̂sθ,8 p̂S,7 p̂sθ,7

p̂S,6 p̂sθ,6 p̂S,5 p̂sθ,5 p̂S,4 p̂sθ,4 p̂S,3 p̂sθ,3]T, (4.7)

with p̂S,i the histogram of shape indices in region i and the p̂sθ,i the symmetrised
histogram of slant angles in region i. This symmetrisation is performed by
flipping the histogram vector. Figure 4.7 clarifies the permutation of the different
regions in which the histograms are computed.

Figure 4.7: Changing of the order of regions (as defined in figure 4.5)
to symmetrise the feature vector.

Finally each face is described by a feature list F = {f1, f s1 , f2, f s2 , . . . fn, f sn, },
which is used for matching.

4.3.2 Hypergraph matching

To include structural information to the matching process, described in 4.2.4, a
complete graph G = {V, E} is constructed for each 3D object using the features’
locations as vertices of the graph and their descriptors as vertex attributes ai.
Edges are drawn between each pair of vertices and their attributes aij contain
the geodesic/Euclidean distance between the vertices.

Matching these graphs implies a Quadratic Assignment Problem (QAP), finding
the optimal permutation π by maximising Eq. (3.4). Since the number of
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vertices in the graph is small compared to the total number of surface points,
the QAP is reformulated as a Binary Integer Quadratic Program, given by
Eq. (3.5), which can approximately be solved by the proposed marginalisation
approach.

Similar to the probabilistic relaxation of [92], we present a probabilistic method
without annealing [215], speeding up the graph matching. Assuming Gaussian
distributed noise on the difference between edge attributes of corresponding
vertex pairs, the probability that the edge eij of the first graph GM corresponds
with the edge eab of the second graph GD is given by

p(xia, xjb|AM ,AD) = p(aMij , aDab) = 1√
2πσ2

exp
(
−

(aMij − aDab)2

σ2

)
, (4.8)

with σ chosen to be 1. The probability that vertex i corresponds with a can
then be found by marginalisation:

p(xia|AM ,AD) =
∑
j

∑
b

p(xia, xjb|AM ,AD), (4.9)

from which the soft assignment matrix is constructed.

This soft assignment matrix is further post-processed by double-stochastic
normalisation [213]. In [213], it is proven that any square matrix whose elements
are all positive will converge to a doubly stochastic matrix just by the iterative
process of alternatively normalising the rows and columns.

In the final discretisation step, any linear assignment algorithm can be applied,
such as a greedy algorithm in [133] or the Hungarian algorithm [171]. Another
technique for final discretisation, chosen here, is the spectral method of Scott
and Longuet-Higgins [204]. The proposed marginalisation approach is compared
with other edge attribute matching approaches in appendix C for unstructured
complete graphs, demonstrating the approach to be faster than the probabilistic
relaxation with annealing of [92].

4.3.3 n-SIFT

The n-SIFT algorithm, originally proposed by [55], can be seen as the equivalent
of meshSIFT for 3D images, allowing the use of proposed extensions for 3D
shapes that are represented iconically. Keypoints are found as extrema of a
difference of Gaussians function applied in scale-space to a series of smoothed and
resampled images. The n-SIFT image descriptor then summarises a cubic voxel
region centred at the feature location. The cube is divided into 64 subregions,
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each using a 60 bin histogram to summarise the gradients of the voxels in the
subregion. This results in a 3840-dimensional feature vector, f , by combining
the histograms in a vector after weighting by a Gaussian, centred at the feature
location.

4.4 Applications

The meshSIFT algorithm and its extensions are validated for several applications,
including expression-invariant 3D face recognition, 3D face recognition for partial
data, non-rigid 3D object recognition, non-rigid vessel tree matching, 3D pose
normalisation and symmetry plane estimation. The specific implementation
will be summarised for each application.

4.4.1 Expression-invariant 3D face recognition

Methods for expression-invariant 3D face recognition aim at recognising humans
based on the 3D geometry of their face in presence of expression variations.
Expression variations are reported as one of the main challenges in 3D face
recognition [30]. An overview of 3D face recognition methods dealing with
expression variations is given in section 2.3, classifying these methods in three
classes. The meshSIFT algorithm belongs to the class of region-based methods,
for which expression-invariance is achieved by performing recognition on regions
that are less affected by expressions. Here, these regions reduce to the (small)
neighbourhoods around each automatically detected feature location.

Implementation

The meshSIFT algorithm, as described in section 4.2 , is validated for expression-
invariant 3D face recognition, without any of the extensions, presented in
section 4.3. Meshing is done with the technique to extract a mesh from a range
image, described in section 3.3.1.

Experiment

To demonstrate the effectiveness of the meshSIFT algorithm for expression-
invariant face recognition, it is validated on the Bosphorus database [202] and
the FRGC databases [191]. The Bosphorus database consist of 4666 scans
from 105 subjects. In the database expression variations, pose variations and
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occlusions are present. The 3D scans of the FRGC databases are divided in a
training dataset (FRGC v1), containing 943 3D scans, and a validation dataset
(FRGC v2), containing 4007 3D scans from 466 persons (see section 2.2 for
more information on the databases). For the recognition experiments, the whole
database was used (no scans omitted). In the identification scenario, the first
scan of each subject is inserted into the gallery (one gallery image per person).
Since the FRGC databases contain much more outliers (see Fig. 2.3(b)), a
resampling is performed decreasing the number of points.

Results

Table 4.1 summarises the results of the meshSIFT algorithm for the FRGC
databases, using three of the measures defined in section 1.3.1 (the rank 1
recognition rate, the equal error rate and the verification rate at 0.1% false
acceptance rate). For FRGC v2, two (standardised) verification experiments are
performed. For FRGC v2 (II) the EER and VR@0.1%FAR are computed on the
whole database performing all-to-all comparisons (also referred to as “within
one year” or ROC II), while for FRGC v2 (III), all scans from the Spring2004
subset are compared with all scans for the Fall2003 subset (also referred to as
“between semesters” or ROC III). In the identification scenario for FRGC v2 (II)
the first scan per subject in the complete database is considered as gallery; the
other scans are the probes. For FRGC v2 (III), the first scan per subject in the
Fall2003 subset is the gallery scan, whereas all scans in the Spring2004 subset
are considered as probes (excluding the subjects that are not in the Fall2003
subset).

Table 4.1: Results of the meshSIFT algorithm for face recognition on
the FRGC databases.

R1RR EER VR@0.1%FAR
FRGC v1 98.62% 0.62% 97.60%
FRGC v2 (II) 89.63% 3.60% 78.97%
FRGC v2 (III) 87.19% 3.80% 77.24%

Figure 4.8 shows the CMC and ROC for the FRGC v1 and FRGC v2 databases.
For FRGC v2, the ROC II and ROC II are shown.

The results demonstrate that the meshSIFT algorithm is able to perform 3D face
recognition fairly well on the challenging FRGC v2 database, almost reaching
the performance point of 80% VR@0.1%FAR, selected as the reference in [192]
(see also section 1.3.1).
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Figure 4.8: The cumulative match curve and the receiving operating
characteristic for the FRGC v1 and FRGC v2 databases.

Table 4.2 shows the identification results for the Bosphorus database. Because
yaw rotations of +90◦ and −90◦ can lead to the impossibility of feature matches,
we also show the results without taking these scans into account. The results
without taking rotated scans of more than 30◦ into account are displayed as
well.

Table 4.2: Results of the meshSIFT algorithm for face recognition on
Bosphorus.

R1RR R5RR
All meshes 93.66% 96.62%
All meshes except 90◦ 97.01% 99.31%
All meshes except 90 and 45◦ 97.59% 99.44%
All meshes except 90, 45,
30◦ and cross rotations 97.73% 99.42%

Discussion

It is interesting to compare the obtained recognition results with other algorithms
that have been published and validated on the same databases.

The results of this comparison for the Bosphorus database are shown in
Table 4.3. Note that only the method represented here is validated on the
whole database. The methods, described in [8] and [73], are both region-based
methods that perform face recognition on regions that are more stable under
expression variations (mainly the nose region). In [7], two baseline algorithms
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are implemented and validated, namely the ICP algorithm and a method based
on PCA of range images (see also section 1.4.3 for details).

Table 4.3: Comparison with other methods mentioned in literature,
validated on a subset of the Bosphorus database.

Method year R1RR probe gallery
Alyüz et al. [8] (all) 2008 95.3% 1508 47
Dibeklioğlu et al. [73] (frontals) 2009 89.2% 1527 47
Dibeklioğlu et al. [73] (rotations) 2009 62.6% 423 47
Hajati et al. [102] 2012 69.1% - -
Our method (all) 2012 93.7% 4561 105
Our method (frontal) 2012 97.7% 3186 105

Baseline ICP [7] 2008 72.4% 1508 47
Baseline PCA [7] 2008 70.6% 1508 47

Numerical comparison has to be done with sufficient caution since the subsets
differ for the different methods. However, we still observe an excellent
performance of our method described here.

The results of the comparison for the FRGC databases are shown in Table 4.4.

Table 4.4: Comparison with other methods mentioned in literature,
validated on the FRGC databases (?: subset).

Method R1RR EER VR@0.1%FAR
ROC II ROC III ROC II ROC III

Maurer et al. [160] - ±3% - 87.0% -
Mian et al. [163]? 73.0% 5% - 76.0% -
Faltemier et al. [82] 94.9% 3.2% 2.5% 87.5% 88.8%
Faltemier et al. [83] 97.2% - - 93.2% 94.8%
Cook et al. [65] 92.9% - - 92.9% 92.0%
Lin et al. [143] - - ±18% 38.2% 31.0%
Kakadiaris et al. [122] 97.0% - - 97.2% 97.0%
Xu et al. [257] - - ±4.6% - 70.5%
Al-Osaimi [5] 96.5% - - 94.1% 94.1%
Queirolo et al. [194] 98.4% - - 96.5% 96.6%
Berretti et al. [19] - - - 81.2% -
Spreeuwers [225] 99.0% - - 94.6% 94.6%
Our method 89.6% 3.6% 3.8% 79.0% 77.2%

The results show that the performance for FRGC v1 is clearly better than for
FRGC v2. This can be explained by the presence of more challenging data
as well as the larger size of FRGC v2 compared to FRGC v1. The results
for FRGC v2 also show that some other methods perform better, while other
perform worse. Since the FRGC databases contain noisy scans, it is a challenge
to construct appropriate meshes. The lack of proper pre-processing, like hole
filling, spike removal and median filtering, is a reason for some recognition
failures. Moreover, because of the large bounding box volumes of FRGC scans
(see Fig. 2.3(b)), indicating the presence of outliers, the number of points was
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reduced more than for the Bosphorus scans, leading to a loss of the finer details
as the local features.

4.4.2 Three-dimensional face recognition for partial data

Related to expression-invariant 3D face recognition is the problem of 3D face
recognition for partial data, in which humans need to be recognised based on their
3D face shape with some 3D face data missing. As a consequence of the limited
field of view of most 3D surface scanners, 3D face data are missing (e.g. Fig. 4.6),
deteriorating the performance of most 3D face recognition methods. In realistic
situations, such as for uncooperative subjects or uncontrolled environments, no
assumption can be made on the pose. Therefore, 3D face recognition methods
should be able to match partial scans with little or even no overlap.

Implementations

The following four implementations are validated for 3D face recognition for
partial data:

meshSIFT is the default implementation, described in section 4.2, with rthr =
0.7. Meshing was done with the FastRBF™Toolbox.

symmetric meshSIFT is meshSIFT with symmetrised feature descriptors as
described in section 4.3.1.

mirroring+meshSIFT is meshSIFT applied to mirrored 3D faces as described
in section 4.3.1.

meshSIFT+PCA is the combination of meshSIFT and PCA.
In a first stage, a PCA based shape model was learned from the given
training set. To do so, the average face from an existing shape model
in [1] was used as a reference template to start from. Twelve manually
indicated and homologous landmarks were used to provide a rigid and
crude registration for each of the training scans with the reference template.
Subsequently the template was warped onto the training scans (described
hereafter in the experiment) using a non-rigid registration based on
variational implicit functions [60]. Following a generalised Procrustes
alignment of the dense point correspondences, a principal component
analysis was performed to obtain the shape model. Only 99% of the
variations in the training data was retained, meaning that only 37 principal
components were used hereafter.
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In a second stage this model was initialised and subsequently fitted onto the
given test and query scans in order to generate model-based descriptions
thereof for recognition purposes. To initialise the test and query scans for
pose with the average of the shape model, standard meshSIFT is used.
Using RANSAC, the best rigid transformation can be estimated based on
the matched features (for more details: see section 4.4.5 on 3D face pose
normalisation).
After pose initialisation, the model was fitted following a Bayesian strategy
with outlier detection and estimation. The result was an EM alike
optimisation wherein iteratively the model updates are alternated with
outlier updates. On the one hand, outliers were estimated following a
stochastic approach adopted from [239]. This dealt with spikes and other
gross errors within the scan meshes. On the other hand, outliers were
detected following a deterministic approach using scan border information.
Model points whose closest point to the scan were located on the border
were flagged as outliers. This dealt with missing data. The combination
of both stochastic and deterministic outliers was done as outlined in [60].
Test and query scan model-descriptions were compared using the Euclidean
cosine (run 1) and the Mahalanobis cosine (run 2) similarity measures.

Experiment 1

To demonstrate the effectiveness of the proposed methods, we performed the
validation experiment of the “SHREC ’11 - SHape REtrieval Contest for 3D
Face Scans” [244], which has the objective to evaluate the performance of
different 3D face recognition techniques. The dataset used contains scans from
an anthropological collection of 130, approximately 100 year old, masks. The
dataset is divided in a training set of 60 high quality scans, a test set of 70 high
quality and 580 low quality scans and a query set of 70 low quality scans2. The
low quality scans have a lower resolution and contain only a part of the face
(partial data), such as the scan in Fig. 4.6. For each method, a ranked list per
query image is composed containing the 650 test images ordered according to a
decreasing number of feature matches with the query image.

Results

The results of the different methods (meshSIFT+PCA, meshSIFT, meshSIFT
after mirroring the face and symmetric meshSIFT) are summarised in Table 4.5.

2The dataset is publicly available at http://give-lab.cs.uu.nl/SHREC/shrec2011/faces/
index.php

http://give-lab.cs.uu.nl/SHREC/shrec2011/faces/index.php
http://give-lab.cs.uu.nl/SHREC/shrec2011/faces/index.php
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The method, meshSIFT + PCA (1), makes use of the Euclidean cosine, whereas
meshSIFT + PCA (2) uses the Mahalanobis cosine as similarity measure. The
used evaluation measures are described in section 1.3.1.

Table 4.5: Results of the different methods on the SHREC ’11 data.

method 1st Tier 2nd Tier MAP MADP RR EER VR@.1%FAR
meshSIFT + PCA (1) 65.45% 71.29% 70.29% 54.07% 88.57% 8.13% 59.19%
meshSIFT + PCA (2) 56.86% 65.60% 61.90% 57.74% 80.00% 9.99% 29.39%
meshSIFT 62.43% 65.36% 65.19% 23.04% 97.14% 20.37% 56.42%
mirroring+meshSIFT 88.21% 95.10% 93.28% 86.24% 98.57% 3.34% 78.06%
symmetric meshSIFT 88.31% 95.33% 93.26% 86.14% 98.57% 3.59% 78.60%

These results demonstrate that using facial symmetry for recognition clearly
improves the performance. For the recognition rate this increase is less
pronounced since it only considers the best match for each query which mostly is
a full face scan. Matching a test scan with limited or no overlap with the query
scan using meshSIFT will not yield many matches, causing the test scan to
have a low rank. By using facial symmetry, many matches are found, improving
the rank. This positively influences the first and second tier recall, MAP and
MADP. Also the threshold on the number of matches to determine whether a
person is genuine or an imposter, can be defined more reliably as indicated by
the EER and VR@0.1 %FAR.

The difference in performance between the symmetric meshSIFT and meshSIFT
after mirroring the 3D face is really small demonstrating that transforming the
descriptor is as precise as, but more efficient than transforming (mirroring) the
3D face.

The recall as well as the mean average precision of symmetric meshSIFT are
more than 20% higher than for the PCA method. This could be partly explained
by some overfitting of the PCA model to partial scans. Although the training
data is assumed to be representative, more scans may be needed to improve the
performance of the PCA approach.

Discussion

The performance evaluation on the standardised dataset allows comparison with
other 3D face recognition methods. Table 4.6 shows this comparison with all
participants of the official SHREC 2011 contest [244]. The results are sorted in
decreasing order of the mean average precision (MAP) (since this measure also
considers the lower ranks).

Table 4.6 demonstrates that the proposed feature-based method for 3D face
recognition using facial symmetry clearly outperforms all other methods
presented at “SHREC’11: Face Scans”. The method based on salient points
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Table 4.6: The results of the different methods compared with the 3D
face recognition methods from the other participants in “SHREC ’11:
Face Scans” [244].

method recall MAP RR
mirroring+meshSIFT 91.65% 93.28% 98.57%
symmetric meshSIFT 91.82% 93.26% 98.57%
Robust PCA fit (run 1) 68.37% 70.29% 88.57%
meshSIFT 63.89% 65.19% 97.14%
Robust PCA fit (run 2) 61.23% 61.90% 80.00%
Salient points (run 3) 47.81% 47.58% 92.86%
Salient points (run 2) 45.73% 45.36% 90.00%
Salient points (run 1) 39.63% 40.19% 85.71%
Salient points (run 4) 40.19% 39.57% 85.71%
Radial curves (run 2) 24.24% 24.77% 44.29%
Radial curves (run 4) 22.00% 22.24% 41.43%
Radial curves (run 5) 21.86% 22.12% 41.43%
Radial curves (run 1) 20.46% 21.11% 41.43%
Radial curves (run 3) 20.95% 21.02% 31.43%
Morphable model (run 1) 19.67% 19.08% 41.43%
Morphable model (run 2) 19.48% 18.24% 38.57%

(run 3) is also a local feature method that, however, does not take the facial
symmetry into account. Therefore, it provides good recognition rates and poorer
recalls and mean average precision, similar to the performance behaviour of
meshSIFT. All other methods perform insufficient w.r.t. all evaluation measures.

Experiment 2

Additionally, the symmetric meshSIFT is evaluated on the UND45LR and
UND60LR datasets, defined in [186] and [183]. Both datasets are extracted from
the Ear Databases for the University of Notre Dame (UND), collections F [261]
and G [260] by selecting the side scans with yaw rotations of 45◦ (120 subjects,
120 left and 120 right) and 60◦ (88 subjects, 88 left and 88 right), respectively.
The UND45LR dataset thus contains 45◦ from 120 subjects, considering the
left scan as gallery and the right as probe (total: 240 scans).

Results and discussion

The results of the symmetric meshSIFT method, obtained on the UND45LR and
UND60LR, are shown in Fig. 4.9. For the UND45LR and UND60LR datasets
rank 1 recognition rates of 98.31% and 100% are obtained, respectively.

Furthermore, the symmetric meshSIFT is compared with the AFM method of
Passalis et al. [186, 183] using the validations on UND45LR and UND60LR
datasets and is summarized in Table 4.7. In [186] and [183], the fitting of the
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Figure 4.9: The cumulative match curve for the UND45LR and
UND60LR databases.

AFM is initialised with 3D landmarks, that are either automatically found or
manually indicated. The automatic landmark detection regularly fails for large
pose variations (Table 1 in [183]), leading to a lower recognition performance
for the automatic method.

Table 4.7: Comparision of symmetric meshSIFT with the AFM method
in [186] and [183].

dataset method R1RR
UND45LR symmetric meshSIFT 98.3%

AFM [183] (automatic lm) 86.4%
AFM [186] (automatic lm) 67%
AFM [183] (manual lm) 91.5%
AFM [186] (manual lm) 82%
meshSIFT 41.2%

UND60LR symmetric meshSIFT 100.0%
AFM [183] (automatic lm) 81.6%
AFM [186] (automatic lm) 64%
AFM [183] (manual lm) 90.8%
AFM [186] (manual lm) 69%
meshSIFT 17.0%

The results of the symmetric meshSIFT clearly outperform the state-of-the
AFM method. As expected, the meshSIFT algorithm (without symmetrisation)
is not able to find matches when there is almost no overlap (as in UND60LR),
resulting in a clear performance drop. By symmetrising the feature descriptors,
many features can be matched reliably.
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4.4.3 Non-rigid 3D object recognition

The retrieval of 3D objects from a databases is challenged by the non-rigid
deformations present, mainly due to articulations. An overview and classification
of techniques for non-rigid 3D object recognition is given in section 2.5. The
meshSIFT algorithm belongs to the local feature methods, which rely on the
invariance of local neighbourhoods around the feature locations during the
non-rigid deformations.

Implementation

The meshSIFT algorithm, as described in section 4.2 with rthr = 0.9, is validated
for non-rigid 3D object recognition, without any of the extensions of section 4.3.

Experiment

The validation is done by participating in the “SHREC 2011 - Shape Retrieval
Contest of Non-rigid 3D Watertight Meshes” [140] (for details, see section 2.4).
The dataset used contains 600 non-rigid objects, from several publicly available
databases. The evaluated meshSIFT method generates a dissimilarity between
each pair of shapes (additive inverse of the number of matches), creating a
600× 600 dissimilarity matrix. The evaluation measures, that are described in
section 1.3.1, are computed from this dissimilarity matrix.

Results and discussion

Table 4.8 shows the results of the SHREC 2011 contest with a strong field
of participants. Totally, 9 groups took part in the contest and implemented
11 methods. Most of these methods are described in section 2.5, except for
“SD-GDM”, which will be described in chapter 5.

These results show an excellent performance of the meshSIFT algorithm for
non-rigid 3D object recognition. It performs better than the other local features
approaches (BOGH, FOG, LSF, BOW-LSD, patchBOF and HKS), which are
described in section 2.5.1. The “SD-GDM” approach, which describes each
shape by a global signature provides, however, clearly better results.
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Table 4.8: Official shape retrieval results on the SHREC 2011 dataset
[140].

authors method NN FT ST E DCG
Smeets et al. SD-GDM 100.0% 96.2% 98.4% 73.1% 99.4%
Lian and Gozil MDS-CM-BOF 99.5% 91.3% 96.9% 71.7% 98.2%
Smeets et al. meshSIFT 99.5% 88.4% 96.2% 70.8% 98.0%
Reuter shapeDNA 99.7% 89.0% 95.2% 69.6% 97.5%
Nguyen and Porikli BOGH 99.3% 81.1% 88.4% 64.7% 94.9%
Kawamura et al. FOG 96.8% 81.7% 90.3% 66.0% 94.4%
Ohkita et al. LSF 99.5% 79.9% 86.3% 63.3% 94.3%
Lavoué BOW-LSD 95.5% 67.2% 80.3% 57.9% 89.7%
Tabia and Daoudi patchBOF 74.8% 64.2% 83.3% 58.8% 83.7%
Sipiran and Bustos HKS 83.7% 40.6% 49.7% 35.3% 73.0%
Sipiran and Bustos Harris3DGeoMap 56.2% 32.5% 46.6% 32.2% 65.4%

4.4.4 Non-rigid vessel tree matching

In order to study ventilation or to extract other functional information of the
lungs, intra-patient matching of scans at a different inspiration level is valuable
as an examination tool. Here, the matching is done using the lung vessel trees,
together with image information at the locations of the tree vertices.

Implementation

The vessel tree matching algorithm does not use the default implementation of
meshSIFT, but only uses its extensions and variant for 3D images.

The first step involves the detection of bifurcations. These are locations where
a blood vessel splits into two smaller vessels and are used in CT images of the
lungs as keypoints (section 4.2.1). A subset of the bifurcations that involves only
major vessels can be detected in a robust way by analysing the skeletonisation
of the segmented vessels. During preprocessing, the lungs are segmented by
keeping the largest connected component of all voxels with an intensity lower
than -200 HU. A morphological closing operator includes the lung vessels into
the lung segmentation mask and a subsequent erosion operation removes the ribs
from the segmentation. Then, a rough segmentation of the major blood vessels
within the lung mask is obtained by thresholding at -200 HU. Cavities in the
vessel segmentation mask smaller than 10 voxels are closed. The skeletonisation
of this segmentation mask is obtained through a 3D distance transformation by
homotopic thinning [206]. Since bifurcations are locations where three vessels
join, they are characterised as skeleton voxels having three different neighbours
belonging to the skeleton. Afterwards, bifurcations are discarded that have a
probability lower than 0.5/

√
2πσ2 according to a statistical intensity model.
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The vessel intensities Ik are assumed to be normally distributed,

p(cvessel|Ik) = 1√
2πσ2

exp
(
− (Ik − µ)2

σ2

)
, (4.10)

with experimentally determined parameters (µ = −40 HU and σ = 65 HU).

In a second step, the bifurcations are locally described with the n-SIFT algorithm,
as explained in section 4.3.3).

Finally, the bifurcations are matched with hypergraph matching using the
marginalisation strategy (see section 4.3.2). As edge attributes, geodesic
distances and Euclidean distance are used. The assumption of the vessel
tree to deform isometrically and thus the invariance of geodesic distances has
been made before in, for example, [128] and [95]. Euclidean distances are only
invariant to rigid transformations (and, when normalised, to scale variations)
of the vessel tree. However, Euclidean distance computation is expected to be
more robust against noise than geodesic distance computation since the error
accumulates along the geodesic, i.e. the shortest path. Soft correspondences
are found by element-wise multiplication of the soft assignment matrices for
geodesic and Euclidean distance compatibility (using Eq. (4.9)), and the soft
assignment matrix for local feature similarity. To establish hard correspondences
(one-to-one mapping), the algorithm proposed by Scott and Longuet-Higgins
[204] is used.

Data

The described matching framework is evaluated using a publicly available 4D
CT thorax dataset of the Léon Bérard Cancer Center & CREATIS lab (Lyon,
France), called “POPI-model”. It contains 10 3D volumes representing the
different phases of the average breathing cycle, with an axial resolution of
0.976562 mm × 0.976562 mm and a slice thickness of 2 mm. Additionally, 3D
landmarks, indicated by medical experts, and automatically computed vector
fields describing the motion of the lung, are available [240].

Experiment 1

First, the matching framework is evaluated using manually indicated landmarks
to examine the performance independent of the bifurcation detection step. For
this purpose, all 40 landmarks are used in one CT image (end-inhalation phase),
while decreasing the number of landmarks in the other image (creating outliers
in the image corresponding to the end-inhalation phase).
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Results and discussion

The result of this experiment, expressed as the percentage of correct
correspondences as a function of the percentage outliers of the total number of
landmarks, is shown in Fig. 4.10 for different images in the respiratory cycle.
Since not all landmarks are located in the vessels, geodesic distances are not
meaningful. Therefore, they are not considered.
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Figure 4.10: Results of the framework for matching manually indicated
landmarks expressed as the percentage of correct correspondences in
function of the percentage outliers. The three curves correspond to
different scans in the respiratory cycle, in which scan no. 1 is end-inhale
and scan no. 6 end-exhale.

These results show that even for a large number of outliers good correspondences
are still found. Consequently, it can be expected that not all bifurcations
detected in one image must be present in the other image. Also, a small
decrease in performance can be noticed when more lung deformation is present
(end-exhale vs. end-inhale), probably because the Euclidean distance matrix
(used in the global correspondence model) is not invariant for these deformations.

Experiment 2

Second, the robustness against landmark positioning errors is examined.
Therefore, we add uniform distributed noise in each direction to one set of
landmarks and vary the maximum amplitude of the noise.
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Results and discussion

Figure 4.11 shows the percentage of correct correspondences as a function
of this maximum amplitude, averaged over 15 runs per noise level. These
results show that indication errors of more than 5 mm (± 5 voxels in x and
y direction and 2.5 voxels in z direction) decrease the matching performance.
It is therefore expected that the localisation of bifurcations during automatic
bifurcation detection must not be extremely accurate in order to still obtain
good correspondences.
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Figure 4.11: Indication error dependence, expressed as the percentage
of correct correspondences as a function of the maximum amplitude of
the added uniform noise. The three curves correspond to different scans
in the respiratory cycle, in which scan no. 1 is end-inhale and scan no. 6
end-exhale.

Experiment 3

Next, the framework is evaluated for the task of matching 3D vessel trees by
means of automatically detected bifurcations.

Results and discussion

The result of matching the end-inhale with the end-exhale vessel tree is shown
in Fig. 4.12, clarifying that most correspondence pairs are correct. It is also
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clear that simple thresholding has resulted in oversegmentation in one of the
two images. This, however, did not affect the automatic matching.

Figure 4.12: Qualitative evaluation for matching 3D vessel trees by
means of automatically detected bifurcations.

The performance of matching automatically detected bifurcations is quantified
using the dense automatically computed deformation field that is available in
the public dataset (POPI-model). This deformation field is obtained using a
parametric image-based registration algorithm[197, 70, 240]. The average target
registration error in the manual landmarks is 1.0 mm with a standard deviation
of 0.5 mm.

Figure 4.13 illustrates the accuracy of the matching of the end-inhale scan with
all other scans. It shows histograms of the registration error (in each direction
and in absolute value) for all bifurcations. The average registration error is
2.31 mm, the median 1.84 mm and the maximum 24.0 mm. Only for 0.21% of
the bifurcation matches the absolute registration error is larger than 1.5 cm,
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demonstrating the robustness of the matching algorithm.

−10 −5 0 5 10
0

20

40

60

80

100

120

error in x−direction [mm]

fr
eq

ue
nt

y

−10 −5 0 5 10
0

20

40

60

80

100

120

error in y−direction [mm]

fr
eq

ue
nt

y

−10 −5 0 5 10
0

20

40

60

80

100

120

error in z−direction [mm]

fr
eq

ue
nt

y

0 5 10 15
0

20

40

60

80

100

120

absolute error [mm]

fr
eq

ue
nt

y

Figure 4.13: Histograms of the registration error (in each direction
and in absolute value) for all bifurcations.

4.4.5 3D face pose normalisation

Because the angle at which a face is scanned can not always be determined
at scan time, 3D face scans show variation of the head pose. This is mostly
the first correction that has to be made in 3D face preprocessing (like for the
PCA method, validated in 4.4.2). Because of the 3D nature of the face scans,
pose normalisation comes down to determining a rigid transformation matrix,
transforming a face towards a reference pose.

Implementation

The pose is estimated by matching meshSIFT features between the faces that
need to be pose normalised. To eliminate the contribution of possible false
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matches, the RANdom SAmple Consensus (RANSAC) algorithm [89], a non-
deterministic iterative algorithm to estimate parameters of a mathematical
model based on data containing outliers, is used. It randomly selects three
matching feature pairs to determine the rigid transformation matrix using
Procrustes superimposition. The corresponding error is measured based on the
other matches. The transformation matrix with the smallest corresponding
error is chosen as final rigid transformation.

Experiment

Validation of meshSIFT for pose normalisation is performed using the Bosphorus
database [202] and the BU-3DFE database [265]. The Bosphorus database allows
a complete comparison with respect to the level of pose variation. For the
validation of the pose normalisations, landmarks available in both databases
(see Fig. 4.14 for the 22 manually indicated landmarks in the Bosphorus
database [202]) are used. We consider the mean distance between corresponding
landmarks after pose normalisation. Because these distances also incorporate
deviations due to inter-person and expression variations, we consider a pose
normalisation to be correct if all Euclidean landmark distances after pose
normalisation are smaller than 20 mm. This distance was determined empirically.

Figure 4.14: The 22 manually indicated landmarks available as part
of the Bosphorus database [202]. Two additional landmarks are situated
at the ear base and are thus not visible in this image.

Results

Table 4.9 summarises the results of the pose normalisation experiment. Because
yaw rotations of +90◦ and −90◦ can lead to the physical impossibility of feature
matches, we also show the results of the pose normalisation experiment without
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taking these scans into account. Because we noticed that the scans with yaw
rotations of +45◦ and −45◦ are sometimes of bad quality, the results without
taking these scans into account are displayed as well. To show the influence of
the expressions, also results when only taking frontal neutral expression scans
are shown. For the BU-3DFE database, the expression scans are normalised
with the neutral scan of the same subject (for a two-step normalisation), whereas
the neutral scans are normalised with respect to an arbitrary neutral face from
the database.

Table 4.9: Results of the pose normalisation experiment.

mean dist. % correct
Bosphorus [202]
All meshes 6.28 mm 83.73
All meshes except ±90◦ 6.22 mm 87.65
All meshes except ±90◦ and ±45◦ 5.86 mm 90.25
Only neutral face expressions 3.95 mm 98.32
BU-3DFE [265]
All meshes 8.09 mm 99.00
Only neutral face expressions 8.16 mm 98.00

The results demonstrate that the meshSIFT algorithm is able to normalise for
poses in most cases when there is some overlap between the different scans.

4.4.6 Symmetry plane estimation

Another relevant problem in 3D face modelling is the robust detection of the
plane of bilateral reflection symmetry in the 3D face. This allows to localise
asymmetries, which plays, for example, an important role in maxillo-facial
surgery planning and assessment [61].

Implementation

This symmetry plane can be obtained as follows. First, meshSIFT detects
and describes local features in the 3D face scan. This set of features is then
matched with the symmetrised set (symmetrisation of features is described in
section 4.3.1). The mid-point between matching features is a sample on the
symmetry plane. To describe the plane as an equation in the form ax+ by +
cz + d = 0, three non-collinear samples pi = (xi, yi, zi)T (i = 1, 2, 3) are needed.
Then a, b and c can be obtained (using Cramer’s rule to solve the linear system)
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as

a = −d
D

∣∣∣∣∣∣
1 y1 z1
1 y2 z2
1 y3 z3

∣∣∣∣∣∣ (4.11)

b = −d
D

∣∣∣∣∣∣
x1 1 z1
x2 1 z2
x3 1 z3

∣∣∣∣∣∣ (4.12)

c = −d
D

∣∣∣∣∣∣
x1 y1 1
x2 y2 1
x3 y3 1

∣∣∣∣∣∣ (4.13)

with D =

∣∣∣∣∣∣
x1 y1 z1
x2 y2 z2
x3 y3 z3

∣∣∣∣∣∣ (if D is non-zero). These equations are parametric in d.

Setting d equal to any non-zero number and substituting it into these equations
will yield one solution set. With RANSAC, the plane is robustly estimated by
iteratively taking three samples to define the plane and measuring the median
error of all other samples. The plane with minimal median error is finally chosen
as symmetry plane.

Experiment

For validation of meshSIFT for symmetry plane estimation the Bosphorus
database [202] with the manually indicated landmarks is used again. We only
consider those landmarks that have a symmetric counterpart (e.g. left and right
eye corner). The mesh is mirrored around the detected symmetry plane and
the distance between each landmark and its symmetric counterpart on the
original mesh is measured. We consider a symmetry plane estimation as correct
if the Euclidean distance between each landmark on the mirrored mesh and
its symmetric counterpart on the original mesh is smaller than 20 mm. This
distance was determined empirically.

Results

Figure 4.15 shows an example of an estimated symmetry plane, in the presence
of outliers.
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(a) Symmetry plane (b) Mirrored face

Figure 4.15: An example of an estimated symmetry plane and the
mirrored mesh.

Table 4.10 gives the results of the symmetry plane estimation experiment. For
the same reasons as for the pose normalisation experiment (section 4.4.6), the
results are displayed for different subsets.

Table 4.10: Results of the symmetry estimation experiment.

mean dist. % correct
All meshes 10.13 mm 83.56
All meshes except ±90◦ 9.01 mm 85.62
All meshes except ±90◦ and ±45◦ 7.27 mm 89.61
All meshes except rotations 7.09 mm 90.36
All meshes except occlusions 9.74 mm 85.26
All meshes except rotations or occlusions 6.17 mm 93.52

Discussion

To evaluate the results, they are compared with a gold standard method, in
which the symmetry plane is estimated using the manual indicated landmarks
(that are also used for validation). The results of the gold standard method are
given in Table 4.11 and are only marginally better than the results obtained
with meshSIFT.
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Table 4.11: Gold standard results for the symmetry estimation
experiment.

mean dist. % correct
All meshes 6.86 mm 86.60
All meshes except ±90◦ 6.86 mm 86.60
All meshes except ±90◦ and ±45◦ 6.14 mm 88.63
All meshes except rotations 6.03 mm 89.49
All meshes except occlusions 6.88 mm 87.03
All meshes except rotations or occlusions 5.96 mm 90.40

4.5 Conclusion

The proposed local feature method, called meshSIFT, detects salient points
as extrema in a scale space, assigns a canonical orientation to the salient
points based on the surface normals in the scale-dependent local neighbourhood
and describes these salient points in a feature vector containing concatenated
histograms of slant angles and shape indices. Since the descriptors are computed
in local neighbourhoods that are approximately preserved during intra-subject
deformations like expression variations, they allow for intra-subject deformation-
invariant 3D shape recognition using the number of matched features as similarity
measure.

Some extensions to the meshSIFT algorithm have been proposed. Using the
left-right symmetry in the human face to enlarge the set of feature descriptors,
the meshSIFT algorithm is able to find matching features even when there
is no overlap. Instead of matching features only based on their descriptors,
a hypergraph can be constructed to include the spatial configuration of the
features’ location into the matching process. Finally, also the volumetric image
variant of the meshSIFT algorithm, called n-SIFT, is implemented in order to
solve shape matching problems in the field of medical imaging.

The validation proves the potential of the meshSIFT algorithm to match 3D face
scans containing expressions and 3D scans with missing data. The described
algorithm obtains a rank 1 recognition rate of 97.0% for the Bosphorus database
(90◦ rotations excluded), 98.6% for FRGC v1 and 89.6% for FRGC v2. In the
verification scenario, equal error rates of 0.6% and 3.8% are obtained for the
FRGC v1 and v2 databases, respectively. Regarding robustness against missing
data, the proposed method outperforms all other methods validated on the
“SHREC ’11: Face Scan” dataset by at least 20% (regarding the mean average
precision).

We also demonstrated the use of the meshSIFT algorithm for pose normalisation
and symmetry plane estimation. It appeared to be possible to normalise the pose
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of 90% of the face surfaces in the Bosphorus database (90◦ and 45◦ rotations
excluded) and 98% in the BU-3DFE database.

Besides 3D faces, the meshSIFT algorithm (with variants and extensions) has
also been validated for other non-rigid 3D objects, demonstrating an excellent
performance for non-rigid 3D object recognition on “SHREC ’11: Non-rigid 3D
Watertight Meshes”.

Potential improvements for the meshSIFT algorithm involve the construction
of a proper mesh as a preprocessing step in case these are not available and, for
3D face recognition, the examination of other criteria to define matches between
feature vectors (instead of simply counting the number of matches).



Chapter 5

Spectral embedding

Abstract Matching 3D non-rigid shapes for recognition is
challenged by large deformations. In this chapter, a spectral
embedding framework is presented that allows for deformation-
invariant shape comparison, without the need for explicit
correspondences. Therefore, an intrinsic deformation-invariant
matrix is decomposed, resulting in a sampling order-invariant
spectrum, used for recognition, and sampling order dependent
eigenvectors, which can be used to establish correspondences in
a computationally efficient way. Excellent results are shown for
non-rigid 3D object recognition.

5.1 Introduction

In this chapter, a solution is presented for non-rigid 3D shape matching, based
on matching the edge attributes of the graphs that represent the 3D shapes.
This implies the maximisation of the attribute similarity between corresponding
edges. In order to reduce the complexity of the edge attribute matching problem,
the shapes are embedded into a canonical domain by spectral decomposition of
the edge attribute matrix A, containing all edge attributes. In that canonical
domain, matching boils down to vertex attribute matching, involving maximising
the similarity of the embedding coordinates.

Large parts of this chapter have been published in: D. Smeets, J. Hermans, D.
Vandermeulen, P. Suetens, Isometric deformation invariant 3D shape recognition, Pattern
recognition, vol. 45, pp. 2817-2831, July 2012.

81



82 SPECTRAL EMBEDDING

This chapter starts with a short historical overview of spectral embedding
approaches and the general theory behind the approach. The spectral embedding
method is described in more detail in section 5.2 for the general problem of non-
rigid 3D shape matching, covering both object recognition and correspondence
finding. The performance results for 3D face recognition, non-rigid 3D object
retrieval and correspondence finding are reported in section 5.3.

5.1.1 Spectral embedding: historical overview

In 1988, spectral embedding was first introduced for graph matching by
Umeyama [237] using the adjacency matrix as edge attribute matrix, which was
later also used by Shapiro and Brady [207], and Luo et al. [155]. Carcassoni
and Hancock [49] later examined different weightings of the Euclidean distance
matrix as edge attributes.

In 2007, Jain et al. [118] were, to the best of our knowledge, the first to use
spectral embedding for 3D shape correspondences by decomposing Gaussian
weighted geodesic distance matrices, which are invariant for surface bending. We
demonstrated the use of decomposing the geodesic distance matrix for 3D object
recognition [219, 220]. Mateus et al. [159] apply the spectral decomposition to the
Laplacian matrix for registration of 3D objects represented as voxel-sets. The
method is adapted to mesh representations, using the spectral decomposition
of the Laplace-Beltrami operator [112]. This leads to excellent performances
on a robust correspondence benchmark [33]. A similar approach is proposed by
Dubrovina and Kimmel [75]. Here, however, geodesic distances are added into
the framework. Recently, the decomposition of the discrete diffusion operator
has been proposed for shape matching by Sharma and Horaud [208].

5.1.2 Spectral embedding for shape matching: theory

Three-dimensional shape matching by spectral embedding is based on matching
the edge attributes of the undirected graphs that represent the 3D shapes.
These edge attributes are, for each graph, stored in a real and symmetric∗ edge
attribute matrix, A. The matching of the graphs, GD and GM , is then performed
by maximising the similarity between the edge attributes, AD and AM , with
respect to the assignment variables (correspondences). As shown in section 3.2.2
and using the L2 norm as dissimilarity function, the best permutation matrix
P (matrix equivalent of π) is found as

P = arg min
X

CedgeL2 (X) = arg min
X
||AM −XADXT||2F (5.1)

∗because the graph is undirected
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and provides the correspondences between both 3D objects. Furthermore, the
dissimilarity between the two shapes can be defined by the cost for the optimal
permutation, d(GD,GM ) = CedgeL2 (P).

Taking the derivative of CedgeL2 (X) w.r.t. X and equating to 0, gives the conditions
for the optimal permutation matrix P:

AM = PADPT. (5.2)

This can be understood as follows. Provided that two instances of the same
object are represented by graphs containing an equal number of sufficiently
densely sampled surface points, a one-to-one correspondence map (bijective
map) can be assumed to exist between both surface representations. Moreover,
it is assumed that the edge attributes of corresponding edges are invariant for
the transformations between both object instances (e.g. the GDM is invariant
for isometric deformations). Hence, point correspondences are mathematically
characterised by a permutation matrix and the edge attribute matrices of these
surface meshes are related by the simultaneous permutation (as described by
the permutation matrix) of the rows and columns of one of both edge attribute
matrices (see Eq. (5.2)).

The near optimal permutation matrix P as well as the global shape similarity
are found using the spectral decomposition, i.e. the eigendecomposition, of the
edge attribute matrices, AM and AD,

AM = UMΛMUMT (5.3)

AD = UDΛDUDT
, (5.4)

Therefore, the following theorems are defined.

Theorem 5.1. The graph’s spectrum Λ, i.e. the set of eigenvalues of its real
and symmetric edge attribute matrix A, is invariant for arbitrary permutations
of the graph’s vertices.

Proof. Let P be an arbitrary permutation matrix, such that A′ = PAPT is the
edge attribute matrix with rows and columns permuted and let A = UΛUT

and A′ = U′Λ′U′T be the eigendecompositions of A and A’, then it is true
that

A′ = PAPT = PUΛ(PU)T. (5.5)

Because PU remains an orthogonal matrix and Λ is a diagonal matrix
with real numbers on the diagonal, the right hand side of Eq. (5.5) is a
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(valid) eigendecomposition of A′. Moreover, if the eigenvalues are sorted
in non-increasing order of their magnitude, the diagonal matrix of the
eigendecomposition is uniquely determined. Therefore, it is true that Λ = Λ′,
meaning that the spectrum is invariant under the arbitrary permutation P.

This theorem implies that the graph spectra of two object instances are equal,
provided that the edge attributes are equal for corresponding edges between
both graphs.

To find the optimal permutation matrix, the conditions xia ∈ {0, 1}, ∀i, a (of
the assignment variable X = [xia]) are relaxed to be xia ≥ 0 (see 3.2.2 for more
details). The relaxed optimal permutation matrix is given by the following
theorem:

Theorem 5.2. The minimum of Eq. (5.1) for edge attributes of two object
instances with the same graphs for which rows and columns are permuted, A
and A′, where X ranges over the set of all orthogonal matrices, is attained for

X = U′SUT, (5.6)

with S a sign matrix with 1 or −1 on the diagonal.

Proof. The optimal assignment matrix X satisfies A′ = XAXT. Using the
eigendecomposition of A and A′, it is true for the optimal assignments that

U′Λ′U′T = XUΛ(XU)T (5.7)

Substituting Eq. (5.6) and simplifying it, results in U′Λ′U′T = U′ΛU′T, which
is true because of Theorem 5.1.

An alternative proof for this theorem is given by Umeyama [237, p. 697]. As a
consequence of this theorem, it is possible to extract correspondence information
from the eigenvectors of the graphs that represent the shapes. As such the
quadratic assignment problem (QAP) is reduced to a linear assignment problem
(LAP).

Theorem 5.3. Under the hypothesis that the graphs, GM and GD, are extracted
from the same objects and assuming the existence of one-to-one correspondences
(bijective mapping) between these object instances, the value of CedgeL2 in Eq. (5.1)
for the optimal permutation, which is used to compute global shape similarity,
is given by

CedgeL2 (P) = ||ΛM −ΛD||2F . (5.8)
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Proof. Using the eigendecompositions of AM and AD and Theorem 5.2 under
the hypothesis that the graphs are extracted from the same object, it can be
shown that

CedgeL2 (P) = ||AM −PADPT||2F

= ||UMΛMUMT −UMSUDTUDΛDUDTUDSUMT||2F

= ||ΛM −ΛD||2F .

As a result of this theorem, global shape similarity can be assessed without
knowing the optimal permutation matrix. This theorem can be seen as a major
contribution of this work.

5.2 Method

Based on the theorems derived in the previous section we can now construct a
spectral embedding based method for edge attribute matching. The overview of
the proposed method is shown in Fig. 5.1. It starts from 3D shapes, represented
as triangular meshes. The vertices of these meshes also form the vertices of the
graphs extracted from the 3D shapes, resulting in dense graphs. The edges of
the graph do not necessarily correspond with the edges of the mesh used to
extract the graph, meaning the graph can be a mesh graph or a complete graph.

Figure 5.1: Overview of the graph matching method by spectral
embedding, using a toy shape.

First, an attribute matrix is constructed from each graph. Next, the spectral
decompositions of the edge attribute matrices are calculated to obtain the
canonical shapes. Finally, the two shapes are compared in this embedding space.
In order to obtain correspondences, a point registration in the embedding space
is required. Note that as part of the theory we developed in the previous section,
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we have shown that these correspondences, and thus also the registration, are
not required to assess a global shape similarity.

5.2.1 Edge attribute matrix computation

In the first step, an edge attribute matrix is computed, containing the edge
attributes (describing the second order relations between vertices) for all
edges in the graph. The choice of the edge attribute matrix is important,
since for the matching of edge attributes, the edge attributes are assumed to
remain unchanged between deformed instances of a same object. This means
that the edge attributes are assumed to be invariant for intra-subject shape
transformations/deformations. Although many edge attribute matrices can be
defined, we discuss the important ones for the further reading of this thesis and
describe their invariance properties.

Euclidean distance matrix

The Euclidean distance between points vi =
[
xi yi zi

]
and vj =[

xj yj zj
]
in three-dimensional space R3 is given by

dR3(vi,vj) =
√

(xi − xj)2 + (yi − yj)2 + (zi − zj)2. (5.9)

The Euclidean distance is invariant for object translations and rotations. The
Euclidean distance matrix (EDM), Eij = dR3(vi,vj), containing the Euclidean
distance between each pair of points on the surface, is therefore invariant under
(intra-subject) rigid transformations. The EDM is thus an edge attribute matrix
of a complete graph. An example of a Euclidean distance matrix, together with
the corresponding 3D object, is shown in Fig. 5.2.

Geodesic distance matrix

The shortest path between two points vi and vj on the surface S is called the
minimal geodesic. Its length is called the geodesic distance dS,G and is given
by

dS,G(vi,vj) = inf
c

l[c]. (5.10)

Here, c : [0, 1]→ S is a smooth curve with arclength parametrisation connecting
vi and vj on S. The length c is then given by

l[c] =
∫ 1

0
‖dc(t)
dt
‖dt. (5.11)
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(a) (b)

Figure 5.2: 3D mesh of an object (a) and its Euclidean distance matrix
representation (b).

Figure 5.3: The geodesic distance matrix representation of the same
object as in Fig. 5.2(a).

Practically, the geodesic distance is computed by solving the Eikonal equation,

V (v)|∇ST (v)| = 1, (5.12)

on the surface, with T the travelling time on the surface to v starting from
v0 with V (v) the velocity. Choosing V (v) = 1, the travel time is equal to the
distance of the shortest path between v and v0. The numerical computation
can be achieved with a fast marching algorithm for triangulated meshes [127,
189].

The geodesic distance is invariant for isometries between Riemannian manifolds
[121]. An object surface can be treated as a Riemannian manifold and,
therefore, isometric surface deformations leave geodesic distances unchanged.
Consequently, the geodesic distance matrix (GDM), Gij = dS,G(vi,vj),
containing the geodesic distances between each pair of points on the surface,
is therefore appropriate to match 3D shapes, when isometric intra-subject
deformations can be assumed. The GDM can be computed with a computational
cost of O(n2), with n the number of vertices of the mesh that represents the
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surface. An example of a geodesic distance matrix of the object of Fig. 5.2(a) is
given in Fig. 5.3.

A disadvantage of the GDM is its sensitivity for topological changes, like for
example the opening of the mouth (the shortest path between chin and nose is
much larger for an open mouth than for a closed mouth).

Weighted geodesic distance matrix

Here, the geodesic distance matrix is Gaussian weighted,

GG
ij(t) = exp

(
−

G2
ij

2t

)
, (5.13)

for each entry, G(i, j), of the geodesic distance matrix, in order to obtain a
similarity matrix (unlike the GDM). This means that during 3D shape matching
using Gt as edge attribute matrix, the smaller distances have a larger influence
compared to the GDM, for which the larger distances are more important. An
advantage thereof is that the sensitivity of the Gaussian weighted GDM for
topological changes decreases in comparison to the regular GDM. With the
time parameter t, also referred to as t = σ2, the decreased influence of the
larger distances can be regulated. The Gaussian weighted GDM is, like the
GDM, invariant for isometric intra-subject deformations. Moreover, it has some
interesting properties that will be discussed in section 5.2.2.

Alternatively, the Laplacian kernel is applied to the GDM

GL
ij(t) = exp

(
−Gij

t

)
. (5.14)

The Laplacian distribution is reminiscent of the normal distribution. However,
the Laplace distribution has fatter tails, suppressing the larger distances less
during matching compared to the Gaussian weighted GDM.

The increasing weighting function GDM, GI(t) = [1 + 1
tGij ]−1 is another

alternative defined in [49].

Adjacency matrix

Historically the first edge attribute matrix was the adjacency matrix [237],
which represents the connectivity of a mesh graph. Let B be the adjacency
matrix, i.e., Bij = 1 whenever there is an edge eij between vertices vi and
vj , Bij = 0 elsewhere, and Bii = 0. We denote by Ω the weighted adjacency
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matrix of G with entries Ωij = ωij ; ωij > 0 if there is an edge eij and ωij = 0
otherwise. The degree di of a graph vertex is defined by di =

∑
j ωij and D

the degree matrix, with diagonal elements Dii = di. Let dmax = maxi(di) be
the maximal vertex degree.

We consider four different weighting schemes [189]: the combinatorial weighting
(ωij = 1)†, the distance weighting (ωij = 1/dR3(vi,vj)2) as defined in Eq (5.9),
and the conformal weighting (ωij = cotαij +cotβij , with αij and βij the angles
opposite to edge eij in the two triangles that contain that edge).

The unweighted adjacency matrix, B, is invariant for all intra-subject
deformations that preserve the connectivity of the mesh. This can only be the
case for graphical shapes, like the shapes in the TOSCA HR database (see
section 2.4), but does not hold for real shapes. Furthermore, the weighted
adjacency matrices with distance and conformal weighting scheme are invariant
for isometric and conformal deformations, respectively.

Heat kernel matrix

Another similarity matrix, which also has some interesting properties (as will
be shown in section 5.2.2) is the heat kernel matrix, defined as

H(t) = exp(−tL) = Ue−tΛLUT, (5.15)

with L = D−Ω the (graph) Laplacian matrix (D is the degree matrix of the
graph and Ω the weighted adjacency matrix), and U and ΛL the eigenvectors
and eigenvalues, respectively, of the Laplacian, used to compute the matrix
exponential in Eq. (5.15).

The heat kernel matrix H(t), with time parameter t, is the discretisation of the
fundamental solution of the heat-diffusion equation on a manifold S,(

∂

∂t
+ ∆S

)
f(x; t) = 0, (5.16)

with ∆S the (continuous) Laplace-Beltrami operator and f(x; t) the heat
distribution on the manifold after a time t. Each entry of Hij(t) corresponds
to the amount of heat available at vertex vi at time t, starting with a point
heat distribution at vertex vj . The diagonal elements provide thus the heat
remaining at a certain vertex vi after time t.

Depending on the weighting scheme of the adjacency matrix, Ω, that is used
to compute the Laplace matrix L, different invariance properties are obtained.
†Note that the combinatorial weighting scheme is identical to the unweighted adjacency

matrix.
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For example, for the conformal weighting, invariance is obtained for conformal
mappings, which are mappings that preserve angles. Moreover, by increasing
the time parameter t, the matrix entries for points far from each other become
relatively more important. As such, it is possible to perform scale-dependent
shape comparisons.

An advantage of the heat kernel matrix, compared to the (weighted) GDM, is
its higher robustness against topological changes, as reported in [41].

Diffusion distance matrix

Related to the heat kernel is the diffusion distance, also called heat distance,
dHt(vi,vj), which is given by

d2
Ht(vi,vj) = Hii(t) + Hjj(t)− 2Hij(t) (5.17)

=
∑
k

e−tλL,k (Uik −Ujk)2
. (5.18)

The diffusion distance matrix (DDM), Fij(t) = dHt(vi,vj), containing the
diffusion distances between each pair of points on the surface for a chosen
value of t, is, like the heat kernel matrix, invariant for (intra-subject) isometric
or conformal deformations, depending on the weighting scheme used for the
adjacency matrix.

The effect of the time parameter t is similar to the heat kernel matrix: for larger
t values, longer distances become relatively more important during the edge
attribute matching.

5.2.2 Spectral decomposition

Once the edge attribute matrices, which are chosen to be invariant for the
assumed intra-subject deformations, are constructed for each shape, they are
used to embed the original shapes in a high-dimensional space, resulting in
deformation-invariant canonical shapes (see Fig. 5.1). Therefore, the edge
attribute matrices of the shapes are decomposed by an eigenvector or spectral
decomposition,

A = UΛUT. (5.19)

To embed a shape in a K-dimensional space, only the K most important
eigenvalues are computed, such that spectral embedding has a computational
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complexity of O(K.n2), with n the dimension of the edge attribute matrix.
For finding correspondences or to construct the canonical shapes, also the
eigenvectors corresponding to the largest eigenvalues are computed. The
Matlab function eigs is used for calculation of the eigenvalues. Note that by
considering only the K largest eigenvalues and corresponding eigenvectors, the
right hand side of Eq. (5.19) gives the best rank K approximation of A (Eckart-
Young theorem). Moreover, since A is real and symmetric, the eigenvectors ui
(stored as the columns of U) are real, mutually orthogonal and provide a basis
for RK .

We distinguish between two different definitions of shape embedding (and thus
canonical shapes), which are also used in literature.

Eigenvector-based shape embedding

First, the coordinates, ri, of the canonical shape are given by the rows of the
eigenvector matrix, U, of the edge attribute matrix, ri = [ui1 . . . uiK ]. Since
the eigenvectors are real, these coordinates are also real. This embedding does
not put any further restrictions on the edge attribute matrix, A.

Weighted eigenvector-based shape embedding

Alternatively, for positive semidefinite edge attribute matrices, Eq. (5.19) can
further be written as

A = UΛUT = (UΛ1/2)(UΛ1/2)T = YYT. (5.20)

The embedding coordinates, yi, are given by the rows of the weighted eigenvector
matrix, Y = UΛ1/2. From all edge attribute matrices, described in section 5.2.1,
the weighted GDM (mostly) and the heat kernel matrix are positive semidefinite,
and, therefore allow the construction of a real weighted eigenvector-based
embedding. Examples of such embeddings are shown in Fig. 5.4.

These weighted eigenvector-based embeddings have some nice properties as
demonstrated by the following theorem.

Theorem 5.4. The weighted eigenvector-based embedding, Y = [y1, . . . ,yn]T =
UΛ1/2, obtained by the eigendecomposition of a Gram matrix, A, satisfies

dRn(yi,yj) = dX(vi,vj), ∀i, j (5.21)

meaning that Euclidean distances between each pair of vertices in the n-
dimensional embedding space are equal to the distances in the original space
according to the metric d : X ×X → R.
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(a) (b)

Figure 5.4: Embeddings of non-rigid objects using the weighted GDM
(a), with t = 10000, and the heat kernel matrix (b), with t = 100.

Proof. To find Y, satisfying Eq. (5.21), the equation is rewritten as

d2
Rn(yi,yj) = d2

X(vi,vj) ⇔ < yi,yj >=< vi,vj >X (5.22)

This equation must be valid for each i and j. Finding Y, therefore, comes down
to

Y? = arg min
Y∈Rn×n

(||YYT −A||F ), (5.23)

with Aij =< vi,vj >X a point affinity matrix based on the metric dX ,

d2
X(vi,vj) = A2

ii + A2
jj − 2Aij . (5.24)

Equation (5.23) can easily be solved using the eigendecomposition of A, given
by Eq. (5.20). The matrix A is required to be positive semidefinite, i.e. a Gram
matrix, in order that Λ1/2 is real.

Hence, the embedding Y depends on the choice of A or, equivalently, the
choice of the metric dX . For example, the metric for the weighted GDM is
(approximately) the geodesic distance normalised for scale,

d2
GG(t)(vi,vj) = GG

ii(t) + GG
jj(t)− 2GG

ij(t)

= 2
(

1− exp
(
−

G2
ij

2t

))

≈
G2
ij

t
. (5.25)

For the heat kernel matrix, the corresponding metric is the diffusion distance;
see Eq. (5.17).
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Intermezzo: Relation to multidimensional scaling

Since multidimensional scaling (MDS) similarly computes an embedding given
the inter-point distances between the embedding vertices, we will compare MDS
with the approach proposed here. More specifically, MDS is able to recover
the original configuration (excluding translations and rotations) based on a
Euclidean distance matrix. Examples of the embedding of non-rigid objects in
a 3D embedding space using multidimensional scaling are shown in Fig. 5.5.
The original shapes are recovered from the Euclidean distance matrix. They
have, however, a different pose.

Figure 5.5: Examples of the embedding of non-rigid objects in a 3D
embedding space using multidimensional scaling.

The similarity matrix A is for MDS given by

A = −1
2J(E ◦E)J, (5.26)

with E ◦ E the element-wise multiplication of the EDM with itself and J =
In − 1

n11T (In is a n× n identity matrix and 1 a n× 1 vector containing ones).

Proof. Since (E◦E) = 1cT +c1T −2VVT , with c(i) = ||vi||2, and J1 = 1TJ =
0, it holds that

M = −1
2J(E ◦E)J,

= −1
2J(1cT + c1T − 2VVT)J

= JVVTJ

= (JV)(JV)T = YYT (5.27)

J is a matrix that centres the data, meaning that
∑
k yk = 0.
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The embedding is thus obtained by spectral decomposition of the element-wise
squared and double centred EDM. These operations guarantee the similarity
matrix A to be positive semidefinite. The essential difference with the spectral
embedding approaches, however, is that A is not invariant for permutations of
rows and columns.

Elad and Kimmel [79], for 3D non-rigid objects, and Bronstein et al. [35], for 3D
faces with expression variations, applied MDS to the geodesic distance matrix,
which comes down to the use of the squared (element-wise) and double centred
GDM for spectral embedding. As such, an isometric deformation-invariant
embedding is obtained. Nevertheless, the spectrum of the embedding is not
invariant for the permutations of the original vertices.

5.2.3 Canonical shape matching

When each shape is embedded into a high-dimensional Euclidean embedding
space of dimension K, the shapes are matched, either to assess a global shape
similarity, or to obtain correspondences.

From theory (section 5.1.2) we know that the spectral decomposition separates
the edge attribute matrix into a diagonal matrix containing intrinsic shape
information, Λ, and a permutation-variant matrix, U. While the former is
used to assess shape similarity, the latter, possibly weighted with the eigenvalue
matrix, can be used to establish point correspondences.

Shape similarity

As a result of theorem 5.3, shape comparison can be reduced to comparing
the eigenvalues of the shape edge attribute matrices‡. Indeed, the set of (most
important) eigenvalues is invariant for the permutation of vertices on the
surface (theorem 5.1), and is, therefore, interesting as a global shape descriptor.
Furthermore, depending on the choice of edge attributes, this global descriptor
is invariant for certain types of intra-subject deformations (e.g., invariant for
isometries if choosing geodesic distances as edge attributes).

In order to compare the associated shape descriptors, an appropriate dissimilarity
measure needs to be selected, as alternative for the L2 norm in Eq. (5.8). In this
work, all the dissimilarity measures listed in Table 5.1 are examined. In this
‡Note that the eigenvalues correspond to the variances of the weighted eigenvector-based

embeddings according to the different axes, since the covariance matrix can be expressed as
Σ = 1

n
YTY = 1

n
(UΛ1/2)T(UΛ1/2) = 1

n
Λ.
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table, Λ can be written as a K-dimensional vector λ = [λ1 . . . λK ]T. Moreover,
H(. . .) refers to the Shannon entropy, defined as H(λ) = −

∑
i λi lnλi.

Table 5.1: Dissimilarity measures, D(ΛD,ΛM ), to compare the graph
spectra.

Dissimilarity measure Formula

Mean normalised Manhattan distance D1 =
∑K

i=1

2|λD
i
−λM

i
|

λD
i

+λM
i

Mean normalised maximum norm D2 = maxi
2|λD

i
−λM

i
|

λD
i

+λM
i

√
χ - distance D3 =

∑K

i=1

2|
√

λD
i
−
√

λM
i
|√

λD
i

+
√

λM
i

Jensen-Shannon Divergence D4 = H( 1
2λ

D + 1
2λ

M )− ( 1
2H(λD) + 1

2H(λM ))
Correlation D5 = 1− λD·λM

‖λD‖‖λM‖

Euclidean distance (L2 norm) D6 =
√∑K

i=1
(λD
i
− λM

i
)2 = ||λD − λM ||F

Normalised Euclidean distance D7 =
√∑K

i=1
(λD
i
− λM

i
)2/σ2

i

Shape correspondences

Additionally, the embedding coordinates, defined by the rows in U, or weighted
with the eigenvalues, allow to compute correspondences by estimating the
permutation matrix P using Eq. (5.6). In this equation, there is an unknown
sign matrix S, because the eigenvectors ui are defined up to a sign. Besides
these sign flips, also the order of the eigenvectors, i.e. the positions of ui in U,
may change in real cases because of numerical instabilities when the eigenvalues
have a similar magnitude (cf. multiplicity of eigenvalues). Hence, S is in fact
the combination (multiplication) of a permutation matrix, that permutes the
columns of U (not the rows), with a pure sign matrix, and, therefore, we rename
it as R.

To overcome the sign flips, the absolute value of the embedding coordinates
is simply taken, like in [237, 207]. The eigenvector flips are ignored. Next,
matching the embeddings (after taken the absolute values of the coordinates)
requires solving a binary integer linear program, by minimisation of Eq. (3.2),
which is shown here again:

P = arg min
X

∑
i,a

xiaθ(rMi , rDa ).

Several dissimilarity measures θ have been proposed in literature, such as the
correlation between the embedding coordinates (θ(., .) = 1 − corr(., .)) [237]
or the L1 distance [207], which is extended in a probability framework in [49].
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As in [207], we will use the L1 distance between the absolute values of the
embedded point coordinates,

θ(rMi , rDa ) =
K∑
l=1

(||rMil | − |rDal||). (5.28)

To solve the binary integer linear program, the condition xia ∈ {0, 1}, ∀i, j is
relaxed to xia ≥ 0. To guarantee a one-to-one mapping, the assignment matrix
X = [xia = exp(−θ(rMi , rDa ))] has to be double stochastic, i.e. the constraints∑

i xia = 1 and
∑
a xia = 1 must be fulfilled, which can be approximately

achieved by row and column normalisation [213, 91]. Finally, a match is defined
in the double stochastic assignment matrix as the maximal element in its row.

5.3 Applications

The spectral embedding algorithm is applicable on each of the three main
applications: expression-invariant 3D face recognition, non-rigid 3D object
retrieval and non-rigid 3D object correspondences. The specific implementation
will be summarised for each application.

5.3.1 Expression-invariant 3D face recognition

The first application is the recognition of 3D faces under expression variations,
described in detail in section 2.3. The objective is to examine the use of spectral
embedding with appropriate edge attributes.

For recognition applications, only the shape similarity is to be computed, and
shape correspondences are not required. Therefore, only the eigenvalues of
the shape edge attribute matrices are calculated to compose the global shape
descriptor. The choice of the edge attribute matrix is important to include
invariance for intra-subject shape deformations.

Implementations

Because the spectral embedding approach assumes that each surface is built of
corresponding points, the surfaces considered must represent the same facial
area. Therefore, some preprocessing steps are required. This involves detection
of the nose tip and removal of all surface vertices with a geodesic distance above
a certain threshold from the nose. The geodesic cropping is shown in Fig. 5.6(b)
for a cutoff threshold of 80 mm.
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Here, a very simple nose detection method is used. As for most faces in the
data set the gaze direction is approximately aligned with the z-axis, the nose
tip mostly corresponds with the vertex with largest z-value. Only in 2% of the
cases, a manual correction was needed. Although falling outside the scope of
this work, nose detection can robustly be automated with methods proposed
in [56, 258].

(a) (b)

Figure 5.6: The surface of the left face (a) is cropped by only keeping
vertices within a geodesic distance of 80 mm from the nose tip (b).

Finally, the surfaces are re-sampled as to be represented by an equal number of
points. For these experiments, 2000 facial vertices are randomly selected, as
a trade-off between computational complexity and accuracy of representation.
The result is a normalised 3D face region that contains the same face area for
every 3D surface, represented by an equal number of points.

Using the normalised face surfaces, the following spectral embedding implemen-
tations are validated:

SD-GDM In the first implementation, called SD-GDM, the geodesic distance
matrix (GDM) is chosen as edge attribute matrix. Assuming that the
deformations caused by expression variations are near-isometric, geodesic
distances between corresponding points on the surface are invariant during
expression variations, and are thus appropriate edge attributes. Next,
the GDM is decomposed and the spectrum of eigenvalues is compared
with a dissimilarity measure. The best dissimilarity measure and the
optimal number of eigenvalues is found by an extensive tuning. Using
the Jensen-Shannon divergence (D4) with 189 eigenvalues gives the best
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results for the identification and verifications scenario§.

SD-EDM This approach uses the Euclidean distance matrix instead of the
geodesic distance matrix. As dissimilarity measure, the mean normalised
Manhattan distance (D1) is used. The Euclidean distance matrix is
invariant for rigid intra-subject transformations. Therefore, the approach
does not require any pose normalisation.

SD-E/GDM + ICP In the third implementation, the pose independent SD-
GDM and SD-EDM approaches are combined with the ICP algorithm,
applied to regions that are almost not affected by expression variations.
As such, the global shape descriptor of the spectral embedding approach is
combined with a measure for local shape differences. The regions, stable
under expression variations, are obtained by retaining only the points
inside a sphere of radius r, centred at the automatically detected nose
tip. After point correspondences are achieved, a region dissimilarity is
calculated in order to compare the faces in a database. Therefore, the
root mean square distance,

d(GD,GM ) =

√√√√ 1
m

m∑
i=1
||vDi − vMi ||2, (5.29)

of all m corresponding point pairs is used.
The fusion of the approaches can be done on score (dissimilarity) or on
rank (vote) level. On score level, the face dissimilarities, obtained from the
different approaches, are combined directly by summing the dissimilarities
(sum rule), by multiplying them (product rule) or by taking the minimum
dissimilarity value of the different approaches (min rule). Combining
scores requires a normalisation of the dissimilarities, which is done by
min-max normalisation.
On the rank level, two fusion techniques combine the different approaches
at the decision level. The consensus voting method [82], also called
plurality voting [8], returns a vote for the closest match in the gallery for
each approach. The Borda count technique sorts all of the scores in the
gallery and adds the rank for each approach. The gallery scan with the
smallest summed rank is indicated as match. Note that the rank level
fusion techniques can only be used for the identification scenario.

§The optimality criterion for parameter tuning is R1RR− EER.
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Experiment

In order to validate the performance of the spectral shape matching
implementations for face recognition in the presence of expression variations,
they are applied to a subset of the Binghamton University 3D Facial Expression
(BU-3DFE) database [265]. In this experiment, 900 different facial surfaces are
considered, which originate from 100 subjects. While only 11% of these facial
surfaces correspond to neutral expressions, the other 89% either have an angry
or a sad expression, subdivided into four different levels of facial expression.
Most of the faces have a closed mouth.

Results

First, the individual approaches are validated and the results, expressed by the
characteristic points on CMC and ROC, are listed in the first part of Table 5.2.
The region-based ICP is validated for a spherical region around the nose with
radius 30 mm (ICP 30) and 90 mm (ICP 90). Because of the outperformance
of ICP 90 over ICP 30, we use ICP 90 during fusion instead.

Further in Table 5.2, the results after fusion of the different approaches
(SD-GDM, SD-EDM and region-based ICP) are enlisted, clearly showing an
improvement over the individual approaches. All results can be compared with
the baseline ICP algorithm, taking full faces into account.

Table 5.2: Comparison of different approaches before and after fusion.

R1RR EER
Approaches

SD-GDM 61.87% 11.84%
SD-EDM 65.85% 10.45%
ICP 30 54.81% 12.06%
ICP 90 89.86% 6.80%

Fusion (SD-E/GDM + ICP)
sum rule 94.48% 5.85%
product rule 90.63% 8.72%
min rule 71.63% 8.61%
consensus voting 89.35% -
Borda count 91.53% -

Baseline
ICP full face 71.63% 13.23%

To illustrate the stability of the performance of the SD-GDM approach for
other choices of the number of eigenvalues, Fig. 5.7 presents the R1RR (a) and
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the EER (b) against the number of eigenvalues used in the shape descriptor.
This experiment is repeated four times for subsets containing the neutral scans
and all scans with a certain, manually annotated expression strength. The
recognition performance clearly drops when emotions are more expressed (higher
level of expression strength).
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Figure 5.7: The R1RR (a) and EER (b) is plotted against the number
of eigenvalues used in the shape descriptor. This illustrates the stability
of the algorithm proposed w.r.t. the number of eigenvalues used.

Discussion

The results of the spectral embedding approaches (SD-GDM and SD-EDM) are
low compared to the region-based ICP methods. The main reason is the weak
validity of the isometric deformation assumption for 3D faces under expression,
as demonstrated in appendix D. It is shown there that the assumption holds
to a much smaller extent for 3D faces with expression variations compared
to 3D articulating objects. Moreover, the stronger the expression, the more
variation of geodesic distances can be noticed. No clear difference between
the variation of geodesic distances and the variation of Euclidean distances
can be noticed, explaining the similar results for SD-GDM and SD-EDM. This
finding is in contradiction with the measurements by Bronstein et al. [37], where
a clear discrepancy is noticed between variation of geodesic and Euclidean
distances. However, also in [37] a standard deviation of 15.85% on the relative
variation is reported (we found 11.30%). In [169], the standard deviation of the
relative change in geodesic distance was found to be about 15%. Hence, the
isometric deformation model is an approximation. Moreover, without additional
processing to disconnect upper and lower lip in the surface representation
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before determination of the geodesic distances, it is not valid for faces with
open mouth. Also occlusions result in a miscalculation of geodesic distances.
These aspects are related to the assumption that a bijective map that preserves
distances on the surface exists between the surfaces. This can be considered
as the general disadvantage of methods using an isometric deformation model.
However, other strategies for expression-invariant methods (see section 2.3 for
the overview), not relying on the isometric assumption, also have disadvantages
that are not present in methods using the isometric deformation model. Methods
using statistical models to model expression variation always need a training
stage to construct the model. Therefore, if no representative training data are
used, the recognition performance will decrease. The region-based methods,
which perform face recognition on the more rigid parts of the face, do not use
all available information, by throwing away those parts that are affected by
expressions. This leads to a loss of information that could be discriminative.
Due to the approximation of the isometry assumption, the facial area extracted
by the geodesic cropping (see Fig. 5.6) is only approximately the same for faces
from the same subject. These differences in facial area clearly influence the
global shape descriptor (graph spectrum) and can therefore be more influential
than subtle shape differences.

Furthermore, the results in Table 5.2 illustrate the advantage of combining
complementary methods, leading to excellent performances. Approaches using
an intrinsic shape representation (SD-GDM and SD-EDM) are able to detect
global differences, while methods using the extrinsic representation (ICP) take
local differences better into account. Moreover, the SD-GDM approach is
invariant for all isometric deformations, which are mostly due to expression
variations, and can therefore use the identity information in isometric deformed
regions. On the other hand, the region-based ICP method only focuses on
the expression-invariant nose regions and is therefore independent of (non-
isometric) deformations. Note here that the region-based ICP method could be
improved by selecting a smaller region in probe scans than in gallery scans, as
demonstrated in [52].

Again, it is interesting to compare the proposed SD-GDM approach with other
expression-invariant face recognition methods using an isometric deformation
model and validated on the same database. Mpiperis et al. [169] developed a face
recognition method, which is based on an isometric deformation model using the
geodesic polar representation. Instead of calculating pairwise geodesic distances,
geodesic distances from the nose tip to all other points are calculated to construct
a geodesic polar parametrisation. In [169], this method is compared with another
method using an isometric deformation model developed by Bronstein et al. [37],
based on MDS. Thereto, again a subset of the BU-3DFE database [265] of 1600
images is used. Mpiperis et al. reported an EER of 9.8% for their method and
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15.4% for the method of [37]. A partial explanation for the better performance is
the use of color information and a special method for handling the open mouth
problem in [169].

The results of this comparison are summarised again in Table 5.3, also reporting
the performance of an approach using an advanced statistical model, i.e. a
bilinear model [170].

Table 5.3: Comparison with other methods mentioned in literature,
validated on a subset of the BU-3DFE database, ordered according to
the EER.

Method R1RR EER # scans # subj.
SD-E/GDM + ICP 94.5% 5.8% 900 100
Mpiperis et al. [169] (color) 80.3% 9.8% 1500 100
SD-GDM 61.9% 11.8% 900 100
Mpiperis et al. [169] (depth) 84.4% 12% 1500 100
Mpiperis et al. [170] 86% ±12% 1250 50
Bronstein et al. [169] 77.2% 15.4% 1500 100

Numerical comparison has to be done with sufficient caution since the subsets
differ for the different methods. However, we still observe the outperformance
of our fusion method over the other approaches.

It is particularly interesting to compare SD-GDM with MDS applied to GDMs,
described in [37, 40]. There, only the three largest eigenvalues of the squared
double-centered GDM, are taken and some intrinsic shape information is
discarded. This might by an explanation for the higher EER of 15.4% in
[169] than the EER of 11.8% of the SD-GDM approach, described here.

5.3.2 Non-rigid 3D object recognition

The second application involves the retrieval of non-rigid objects from a database.
The developed spectral embedding approach is validated for the TOSCA Non-
rigid world 3D database [39] (experiment 1), the SHREC 2010 - Shape Retrieval
Contest of Non-rigid 3D Models [141] (experiment 2), and SHREC 2011 - Shape
Retrieval Contest of Non-rigid 3D Watertight Meshes [140] (experiment 3).

Experiment 1

In a first experiment, the different spectral decomposition approaches are
validated for a subset of the TOSCA Non-rigid world 3D database [39],
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containing 111 objects, including 9 cats, 6 centaurs, 11 dogs, 3 wolves, 5
seahorses, 17 horses, 1 shark, 24 female figures, and two different male figures,
containing 15 and 20 poses.

Furthermore, this validation includes the quantitative and qualitative compari-
son with the state-of-the-art multidimensional scaling (MDS) approach.

Implementation

The spectral embedding approach is validated for different choices of edge
attribute matrices, corresponding to different assumptions on the intra-subject
deformations. Again, only the spectrum of the edge attribute matrices is used
for shape comparison. For each particular implementation the optimal set of
parameters is found by extensive tuning and is shown in Table 5.4.

Table 5.4: Optimal parameters for the spectral decomposition methods
used for 3D object recognition; Di indicates the used dissimilarity
measure from Table 5.1 and n is the number of eigenvalues used.
The criterion for optimisation is: c(Di, n) = R1RR(Di, neig) +
NN(Di, neig)− EER(Di, neig).

Intrinsic matrix Di neig

Euclidean distance matrix D3 109
Geodesic distance matrix D3 104
Diffusion distance matrix

tD = 50 D3 72
tD = 100 D1 70
tD = 200 D1 49
tD = 300 D5 94
tD = 400 D7 13
tD = 500 D7 104
tD = 600 D7 19
tD = 800 D7 18
tD = 1000 D7 19
tD = 2000 D7 14

Results

The recognition results of the different spectral embedding implementations on
the TOSCA Non-rigid world 3D database are given in Table 5.5.

As expected, the decomposition of the Euclidean distance matrix provides poor
results, since this representation is not invariant for the non-rigid deformations
that are present in the database. The use of the geodesic distance matrix is
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Table 5.5: Recognition results for the different spectral decomposition
methods on the TOSCA Non-rigid world 3D database.

Intrinsic matrix R1RR EER NN
Euclidean distance matrix 61.39% 22.19% 89.09%
Geodesic distance matrix 100% 1.58% 100%
Diffusion distance matrix

tD = 50 96.04% 7.71% 100%
tD = 100 97.03% 8.44% 99.09%
tD = 200 100% 9.52% 100%
tD = 300 96.04% 9.82% 100%
tD = 400 96.04% 11.88% 100%
tD = 500 100% 13.71% 100%
tD = 600 96.04% 10.69% 100%
tD = 800 96.04% 11.49% 100%
tD = 1000 95.05% 11.47% 100%
tD = 2000 93.07% 8.41% 100%

better than any other distance matrix. This can be explained by the good
quality of the meshes which permits the more shape sensitive geodesic distance
matrix approach to be more descriptive. The lower noise sensitivity and the
higher robustness against topological changes of the diffusion distance matrix
approaches are not needed for this database.

To illustrate the stability of the performance of the GDM approach (SD-GDM),
Fig. 5.8 plots the R1RR (a) and the EER (b) against the number of eigenvalues
used in the shape descriptor. Both identification and verification results remain
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Figure 5.8: The R1RR (a) and EER (b) for SD-GDM are plotted
against the number of eigenvalues used in the shape descriptor. This
illustrates the stability of the algorithm proposed w.r.t. the number of
eigenvalues used.
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stable when the number of eigenvalues used is between 50 and 200.

Discussion

The GDM-based object recognition method proposed, SD-GDM, is compared
with the state-of-the-art MDS approach, which also starts from the GDM as
intrinsic object representation. As to obtain a fair comparison, both the classical
MDS (CMDS) and the least-squares MDS using the SMACOF algorithm as
implemented by Bronstein et al. [39] are considered. After determination of
the 3D canonical shapes, these need to be aligned to enable shape comparison.
Thereto, both the iterative closest point (ICP) algorithm [20] and moment
matching (MM) are considered. The actual shape dissimilarity is expressed in
terms of RMS registration error and the Euclidean distance between higher
order moments when ICP or MM is used for object alignment, respectively. The
results of these MDS combinations, together with the baseline ICP algorithm,
are given in Table 5.6, clearly indicating the outperformance of the proposed
SD-GDM approach.

Table 5.6: The results of SD-GDM are compared with different MDS
implementations and ICP.

R1RR EER
SD-GDM 100% 1.58%
CMDS

MM 35.25% 46.18%
ICP 39.34% 29.49%

SMACOF
MM 40.98% 43.66%
ICP 45.90% 35.51%

ICP 35.29% 40.07%

Although the SD-GDM has been compared to the state-of-the-art MDS method
and the ICP baseline algorithm, it is still useful to compare the results with
other implementations of MDS, also using an isometric deformation model and
validated on the same database. Bronstein et al. [41] report an EER of 16.32% for
the MDS algorithm and an EER of 15.49% for the generalised multidimensional
scaling (GMDS) algorithm, which is described in more detail in [38]. Although
these methods also use the GDM representation, their performance is clearly
lower than SD-GDM. If the MDS is done by classical scaling, an eigenvalue
decomposition is performed on the squared GDM after double-centering (see
section 5.2.2 on the relation with MDS). Due to the double-centering, the
invariance of the diagonal matrix (with the eigenvalues) does not hold anymore
when permuting the points on the surface. If K = 3, only the three largest



106 SPECTRAL EMBEDDING

eigenvalues are taken and some intrinsic shape information is discarded, which
might be another explanation for the lower performance of MDS.

Experiment 2

Since the spectral decomposition of the GDM outperformed the other methods
considered on the TOSCA database, this algorithm is also validated by
participating in the “SHREC 2010 - Shape Retrieval Contest of Non-rigid 3D
Models” [141]. No ground truth information was available to the participants.

Implementation

Unlike the object instances of TOSCA non-rigid world database, the different
instances of the same object do have some small intrinsic shape and scale
variations in the SHREC dataset. Therefore, all meshes are re-sampled keeping
2500 points. In order to account for scale changes, each object’s GDM is
normalised with the sum of all its elements. In order to account for the intrinsic
shape differences within an object class, the number of eigenvalues used is
reduced to 19. This value was empirically determined.

Results and discussion

The results of the standardised external validation are shown in Table 5.7.

Table 5.7: Official shape retrieval results on the SHREC 2010 dataset
[141].

authors method NN FT ST E DCG
Smeets et al. SD-GDM 99.5% 78.8% 94.4% 68.0% 96.1%
Ohbuchi and Furuya BF-DSIFT-E 98.0% 76.6% 89.2% 64.5% 94.1%
Wuhrer and Shu CF 98.0% 63.5% 78.0% 55.3% 87.8%

Validation in the “SHREC 2010 - Shape Retrieval Contest of Non-rigid 3D
Models” [141] demonstrates an excellent performance of the spectral embedding
approach on more noisy data (compared to the TOSCA dataset). It outperforms
the method of Ohbuchi and Furuya [176], which renders range images from the
3D models. Recognition is done using a bag-of-features approach with SIFT
features extracted from the range images. Our approach also outperforms the
method of Wuhrer and Shu [256], which strongly resembles the least-squares
MDS approach which was validated above on the TOSCA database.
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Experiment 3

The spectral embedding method, SD-GDM, is again validated by participating
in the “SHREC 2011 - Shape Retrieval Contest of Non-rigid 3D Watertight
Meshes” [140].

Implementation

All meshes are downsampled, keeping 3000 points. To compensate for scale
differences, each object’s GDM is normalised with the square root of the total
surface area of the mesh (instead of the sum of all its elements in SHREC 2010).
In order to account for the intrinsic shape differences within an object class,
the number of eigenvalues used is chosen to be 40. This value was empirically
determined.

Results and discussion

Table 5.8 shows the results of the SHREC 2011 contest, having a strong field of
participants.

Table 5.8: Official shape retrieval results on the SHREC 2011 dataset
[140].

authors method NN FT ST E DCG
Smeets et al. SD-GDM/meshSIFT 100.0% 97.2% 99.0% 73.6% 99.6%
Smeets et al. SD-GDM 100.0% 96.2% 98.4% 73.1% 99.4%
Lian and Gozil MDS-CM-BOF 99.5% 91.3% 96.9% 71.7% 98.2%
Smeets et al. meshSIFT 99.5% 88.4% 96.2% 70.8% 98.0%
Reuter shapeDNA 99.7% 89.0% 95.2% 69.6% 97.5%
Van Nguyen BOGH 99.3% 81.1% 88.4% 64.7% 94.9%
Kawamura et al. FOG 96.8% 81.7% 90.3% 66.0% 94.4%
Ohkita et al. LSF 99.5% 79.9% 86.3% 63.3% 94.3%
Lavoué BOW-LSD 95.5% 67.2% 80.3% 57.9% 89.7%
Tabia and Daoudi patchBOF 74.8% 64.2% 83.3% 58.8% 83.7%
Sipiran and Bustos HKS 83.7% 40.6% 49.7% 35.3% 73.0%
Sipiran and Bustos Harris3DGeoMap 56.2% 32.5% 46.6% 32.2% 65.4%

The SD-GDM method provides the best results on every evaluation criterion.
The second best performing approach (based on most evaluation criteria) of Lian
and Godil constructs a canonical shape using MDS after which the approach of
Ohbuchi and Furuya [141] is applied. The shapeDNA approach of Reuter [196]
has some resemblance with the spectral decomposition of the GDM, since it
decomposes the Laplace-Beltrami operator. This matrix, however, is sparse and
does not contain the large distances that are present in the GDM. Therefore, it
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is more sensitive to sampling. All participating methods are described in more
detail in section 2.5.1.

The fusion of the SD-GDM approach with meshSIFT, which is described
in chapter 4, performs even better, indicating both methods are rather
complementary.

5.3.3 Non-rigid 3D object correspondences

The third application includes the validation for the fundamental problem of 3D
shape correspondences. Therefore, the permutation-variant eigenvector matrix
U is used. However, we only aim at providing a proof-of-concept, without
offering solutions for real world applications. Nevertheless, this application is
important as part of the procedures developed in the following two chapters.

Implementation

As for non-rigid 3D object recognition, different edge attribute matrices are
implemented for validation of shape correspondences, assuming different types
of intra-subject deformations. Only the K = 50 most important eigenvectors,
corresponding to the largest eigenvalues, are computed for each non-rigid
object, resulting in 50-dimensional canonical shapes. These are brought into
correspondence, as described in section 5.2.3.

Experiment

To validate the spectral embedding approaches for non-rigid object correspon-
dences, a small subset of the TOSCA High resolution 3D database [39] is used,
containing three high resolution meshes of a wolf with 4344 vertices. Ground
truth correspondences between the different object instances are known. The
evaluation measure is the percentage of correct correspondences. Therefore, the
found correspondences are only considered to be correct if they are exactly the
same as the ground truth correspondences.

Results

The results of the different spectral embedding implementations are given in
Table 5.9.
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Table 5.9: Correspondence results for the spectral decomposition
method with different edge attribute matrices on a small subset of
the TOSCA High resolution 3D database.

Intrinsic matrix correct corr.
Euclidean distance matrix 58.05%
Geodesic distance matrix 5.67%
Diffusion distance matrix

tD = 50 33.76%
tD = 100 26.48%
tD = 200 26.56%
tD = 300 16.10%
tD = 500 14.83%
tD = 800 11.49%
tD = 1200 13.15%

Adjacency matrix
combinatorial 100%
distance 35.72%
conformal 35.47%

Laplacian matrix
combinatorial 100%
distance 57.18%
conformal 74.79%

Discussion

Large variations in percentage of correct correspondences can be noticed.
Spectral decomposition of the adjacency matrix and the Laplacian matrix,
both with combinatorial weighting scheme, give the best results. However, it
is important to note that the data are ideal in the sense that the topology
is completely the same between the object instances. Deviating from this,
would decrease the performance. Generally speaking, the correspondence results
are poor, because of the simple canonical shape matching method. In the
next chapter, we propose a more advanced method that also validates spectral
embedding using the adjacency matrix as edge attribute matrix.

5.4 Conclusion

In this chapter, we have presented a spectral embedding approach for 3D shape
matching that formulates the edge attribute matching problem as a linear
assignment problem. Therefore, the shapes are embedded in a high-dimensional
Euclidean space by spectral decomposition of the edge attribute matrices,
resulting in canonical shapes, which are invariant for intra-subject deformations.
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Moreover, the spectral decomposition separates the edge attribute matrix into
a diagonal matrix containing intrinsic shape information and a permutation-
variant matrix. While the former is used to assess shape similarity in recognition
applications, the latter can be used to establish point correspondences. This
chapter mainly focussed on recognition, realising a significant progress in the
state-of-the-art research.

The main advantage of the 3D shape recognition using spectral embedding is
that, except for the preprocessing step in case of 3D face recognition, explicit
point correspondences between the different surfaces are not needed. The
spectral decomposition captures the intrinsic shape information independent of
the sampling order.

One could mention that it is hard to satisfy the condition that each point
needs to have a corresponding point on each other surface of the same subject.
However, when enough points on the same area are considered, there will always
be a point close to the (virtual) corresponding point.

On the other hand, the most important disadvantage of the proposed spectral
embedding approaches is the sensitivity for outliers. Outliers are frequent in
real 3D face data, due to a different field of view, occluding objects, etc. This
might be the reason for the poor performance of the spectral embedding for
3D face recognition. Another reason is the weak validity of the intra-subject
deformations, as demonstrated in appendix D. Topological changes, like the
opening of the mouth, also deteriorate the performance for 3D face recognition.

In chapter 7, a solution is presented to increase the robustness against outliers
of the spectral embedding techniques by a weighted spectral decomposition.



Chapter 6

Higher-order spectral
embedding

Abstract This chapter proposes a graph matching method,
including higher-order constraints, in order to establish dense
correspondences between non-rigid objects. Therefore, higher-
order tensors, containing the higher-order graph connectivity, are
decomposed, reducing the complexity of the matching. Validation
of the method demonstrates its suitability for 3D intra-object
shape matching.

6.1 Introduction

The higher-order spectral embedding method extends the spectral embedding
technique presented in chapter 5 to match 3D shapes represented by graphs,
by matching not their edge but their face attributes. The face attributes are
properties of triplets of graph vertices, and are stored in a face attribute tensor,
A. Like for spectral embedding, the shapes are embedded into a canonical
domain by the higher-order spectral decomposition of these face attribute tensors,
drastically reducing the complexity of the face attribute matching problem.
Like chapter 5, this chapter also starts with some theoretical considerations,
before elaborating on the specific face attribute matching method for shape

This chapter has been submitted as: D. Smeets, D. Vandermeulen, P. Suetens, High-order
graph matching by spectral embedding for dense shape correspondences, Computer vision
and image understanding.
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correspondences (section 6.2). The method is validated for the fundamental
problem of shape correspondences in section 6.3.

6.1.1 Theory

The higher-order graph matching method is based on matching the face
attributes of undirected mesh graphs. These attributes are stored in a real
and symmetric∗ face attribute tensor, A. Matching the graphs is achieved by
maximisation of face attribute similarity.

Provided that two instances of the same object are represented by undirected
mesh graphs containing an equal number of sufficiently densely sampled surface
points, a one-to-one correspondence map (bijective map) can be assumed to
exist between both surface representations. Hence, point correspondences
are mathematically characterised by a n × n permutation matrix P (matrix
equivalent of π), which relates the third-order adjacency tensors as follows,
using ×i for mode i multiplications,

AM = AD ×1 P×2 P×3 P. (6.1)

According to theorem 5.2 and as proven by Umeyama [237], a nearly optimum
permutation matrix for edge attribute matching can be found by performing a
(second-order) decomposition of the adjacency matrices as follows

P = UMSUDT
, (6.2)

with AD = ΛD ×1 UD ×2 UD and AM = ΛM ×1 UM ×2 UM the
eigendecompositions of AD and AM , respectively, and S a sign matrix with 1
or −1 on the diagonal, since the eigenvectors are determined up to a sign.

This equation approximately holds also for higher-order decompositions of the
face attribute tensors. The trilinear Canonical Decomposition (Candecomp),
also known as Parallel Factor Analysis (Parafac), is a generalisation of the
singular value decomposition to higher-order tensors [110] and decomposes a
third-order tensor into a sum of rank 1 tensors,

AM =
n∑
i=1
AMi =

n∑
i=1

λMi UMi (6.3)

AD =
n∑
i=1
ADi =

n∑
i=1

λDi UDi . (6.4)

∗A symmetric tensor is a tensor that is invariant under a permutation of its vector
arguments.
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One needs to find the permutation matrix P for which Eq. (6.1) holds. Using
Eq. (6.3) and (6.4) for AD and AM , Eq. (6.1) can be written as

n∑
i=1

λMi UMi =
(

n∑
i=1

λDi UDi

)
×1 P×2 P×3 P

=
n∑
i=1

λDi
(
UDi ×1 P×2 P×3 P

)
. (6.5)

Since AD and AM are symmetric, it is true that Ai = ai⊗ai⊗ai† and also that
Ui = ui ⊗ ui ⊗ ui with unit vector components ui = ai/||ai|| and coefficients
λi = ||ai||3, as illustrated in Fig. 6.1 [63].

= λ1 +λ2 + . . . λn
u1

u1

u1 u2

u2

u2 un

un
un

A

Figure 6.1: Candecomp decomposes the symmetric third-order
adjacency tensor into a sum of rank 1 tensors.

Therefore, it must be true that
n∑
i=1

λMi uMi ⊗ uMi ⊗ uMi =
n∑
i=1

λDi
(
PuDi ⊗PuDi ⊗PuDi

)
. (6.6)

Assuming P = UMSUDT (Eq. (6.2)) is true, one obtains

n∑
i=1

λMi uMi ⊗ uMi ⊗ uMi =
n∑
i=1

λDi siuMi ⊗ siuMi ⊗ siuMi . (6.7)

This is true when ui · uj = 0, ∀i 6= j (which is according to experiments
approximately true) and ui ·ui = 1 and AD and AM have the same norm. Note
that for odd order tensors, there is no sign ambiguity, since si = 1.

As such, the high-order graph matching approach reformulates the cubic
assignment problem (CAP) as a binary integer linear program (BILP)
by embedding the surfaces to a canonical domain by high-order spectral
decomposition of the face attribute tensors A.
†The outer product (or Segre outer product) of vectors x, y and z is written as X = x⊗y⊗z.
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6.2 Method

The overview of the proposed method is shown in Fig. 6.2. It starts from 3D
shapes, represented as triangular meshes. The vertices of the meshes correspond
to the vertices of the extracted graphs, and the triangles of the meshes are the
same as the faces in the graphs, resulting in dense mesh graphs.

Figure 6.2: Overview of the high-order graph matching method by
spectral embedding, using a toy shape.

First, face attributes are computed and stored in an attribute tensor. These
tensors are decomposed in the second step to obtain canonical shapes. Finally,
correspondences are obtained by point set registration.

6.2.1 Face attribute tensor computation

In third-order graph matching, the graph connectivity is determined by faces,
which are triplets of vertices, in the graph and is described by their attributes,
stored in a face attribute tensor. The face attribute tensor, proposed here, is the
third-order extension of the weighted adjacency matrix (edge attribute matrix),
which was already discussed in section 5.2.1 and is recapitulated here. It is a
sparse symmetric matrix indicating whether vertices vi and vj are adjacent or
not:

Ωij =
{
ωij if vi and vj are connected
0 else, (6.8)

with ωij the weight between the adjacent vertices. For a combinatorial weighting
scheme, i.e. ωij = 1, the adjacency matrix only changes when a connection
disappears or when a new edge is created in the graph. Therefore, it is invariant
for bijective structure-preserving mappings (isomorphisms). These mappings
cause deformations that do not change the structure of the graph that represents
the object surface. With a distance weighting scheme (ωij = ||vj − vi||−2 [189])
the adjacency matrix is invariant for bijective local isometries, which cause
deformations preserving lengths along the surface. With a conformal weighting
scheme (ωij = cotαij + cotβij [189]) the adjacency matrix is invariant for
conformal mappings, which cause deformations preserving angles. θij and φij
are the angles opposite to the edge eij .
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In this work, we extend this representation of the graph connectivity to a
third order face attribute tensor, which we will call the third-order adjacency
tensor, by describing faces (triangles) instead of edges. This adjacency tensor,
A = [aijk]n×n×n, is a sparse symmetric tensor indicating whether vertices vi,
vj and vk form a face (triangle) in the graph or not:

aijk =
{
ωijk if vi, vj and vk form a triangle
0 else. (6.9)

For a combinatorial weighting scheme, i.e. ωijk = 1, the third-order adjacency
tensor only changes when a face disappears or gets created in the graph.
Again, this intrinsic representation is invariant for bijective structure-preserving
mappings (isomorphisms). For an area weighting scheme ωijk is

ωijk =
(

1
2 ||vj − vi||.||vk − vi||. sinαi

)−1
, (6.10)

with αi the angle between vj − vi and vk − vi. The area weighted adjacency
tensor is invariant for equi-areal mappings, which cause deformations that
preserve the area of the object surface. For the conformal weighting scheme

ωijk = cotαi + cotβj + cot γk, (6.11)

with αi, βj and γk the three angles in triangle fijk. The cotangent weighted
adjacency tensor is invariant for conformal mappings. An advantage of the third-
order adjacency tensor over the adjacency matrix, is that the mesh triangulation
can be extracted easily from it.

6.2.2 High-order spectral decomposition

As can be seen in Fig. 6.2, the next step in the higher-order spectral embedding is
the decomposition of the constructed face attribute tensors, which are invariant
for certain intra-subject deformations, in order to obtain an intra-subject
deformation-invariant canonical shape. By high-order spectral decomposition,
matching face attributes can be written as a linear assignment problem, which
can be solved in a polynomial time to compute the final correspondences,

A = λ1U1 + λ2U2 + . . .+ λnUn =
n∑
i=1

λiUi. (6.12)

For the implementation of the Candecomp decomposition, we use the Matlab
tensor toolbox of “Sandia National Laboratories” [14], which uses an efficient
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implementation for sparse tensors [13]. In order to embed a shape in a K-
dimensional space, only the K < n first rank one tensors are computed.

By decomposing the third-order adjacency tensor by Candecomp, the set of
unit vectors {ui}, is computed, and stored in a matrix U = [u1 u2 . . .uK ]. The
rows in U form then the coordinates, ri = [ui1 . . . uiK ], of the canonical shapes
in the K-dimensional embedding space.

6.2.3 Canonical shape matching

By higher-order spectral decomposition, each shape is embedded in a high-
dimensional Euclidean space, in which one can obtain the point correspondences
by estimating the permutation matrix P using Eq. (6.2). However, the sign
matrix S is unknown for tensors of even order. Besides these possible sign flips,
also the order of the Candecomp vectors, i.e. the positions in U, can change
in real cases because of numerical instabilities when the coefficients λi have a
similar magnitude. Therefore, S is in fact the combination (multiplication) of a
permutation matrix, that permutes the columns of U, with a pure sign matrix,
and is, therefore, renamed as R.

We implemented two approaches to match the canonical shapes. The first is the
baseline technique of Shapiro and Brady [207], which is invariant with respect to
sign flips and was also used in chapter 5. The second approach is an improved
technique [159], that estimates the orthogonal matrix R, and thus, also handles
the position flips.

Baseline technique

To overcome the sign flips, the baseline technique takes the absolute value of
the embedding coordinates [237, 207]. Next, matching the embeddings (after
taken the absolute values of the coordinates) requires solving a binary integer
linear program, by minimisation of Eq. (3.2). Like in [207] and in chapter 5,
the L1 distance between the absolute values of the embedded point coordinates
is used as dissimilarity measure, given by Eq. (5.28). A match is defined if an
element in the soft assignment matrix is maximal in its row and in its column
as in chapter 5.
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Improved technique

We also implemented an improved canonical shape matching approach, similar
to [159], that accounts for sign and position flips of the vector components.
Therefore, the combined permutation and sign flip matrix R is sought for that
aligns the matrices UD and UM . To initialise, the histogram h(uk) is computed
for each vector of UD and UM , since these histograms are obviously invariant
for the order of the vector’s components, and thus also for the permutation π
of the surface points. Finding the optimal permutation and sign flip matrix
requires to solve a LAP, with dissimilarity matrix D = [dkl] of all pairs of
vectors and

dkl = min{θ(h(uMk ), h(uDl )), θ(h(uMk ), h(−uDl ))}. (6.13)

The Hungarian algorithm [171] then provides the optimal solution R to this
assignment problem. As dissimilarity function θ(., .), the L2 norm is used.

Next, the canonical shapes are registered, treating the embedded vertices,
UD = [rD1 . . . rDnD ]T , as observations and the vertices, UM = [rM1 . . . rMnM ]T
as centres of normally distributed clusters. By introducing hidden variables
that assign each observation to a cluster, the canonical shape registration is
formulated within an EM-framework, solving for the orthogonal transformation
R.

The optimal transformation is the transformation that maximises the data
likelihood or, equivalently, the log likelihood:

log p(UD|UM (R)) = log
∏
i

p(rDi |UM (R)) (6.14a)

= log
∏
i

∑
j

p(rDi ,wi = j|rMj (R)) (6.14b)

≥
∑
i

∑
j

q(wi = j) log p(rDi |wi = j, rMj (R)).p(wi = j)

−
∑
i

∑
j

q(wi = j) log q(wi = j), (6.14c)

with wi the latent variable that indicates the corresponding cluster for each data
observation i. Maximising the likelihood therefore reduces to the maximisation
of the first term in Eq. (6.14c), which is done iteratively with the expectation-
maximisation algorithm [71]. In the E-step, the a-posteriori probability of the



118 HIGHER-ORDER SPECTRAL EMBEDDING

correspondences, q(wi = j), are computed for all j,

wij = q(wi = j) =
p(rDi |wi = j, rMj (R(t)))p(wi = j)∑
k p(rDi |wi = k, rMk (R(t)))p(wi = k)

, (6.15)

with

p(rDi |wi = j, rMj (R(t))) = N (rDi |rMj R(t),Σ) (6.16a)

p(wi = j) = 1/nM . (6.16b)

During the M-step the first term in Eq. (6.14c) is maximised using Eq. (6.15),

R? = arg max
R

∑
i

∑
j

wij(rDi −rMj R)Σ−1(rDi −rMj R)T s.t. RTR = I (6.17)

Maximising the expected log-likelihood function comes down to minimising the
weighted square error, under the assumption of isotropic errors (Σ = σ2I),

R? = arg min
R

∑
i

∑
j

wij(rDi − rMj R)(rDi − rMj R)T s.t. RTR = I (6.18)

This minimisation is achieved by solving the orthogonal Procrustes problem
[203].

The final correspondences are again defined if an element in the soft assignment
matrix, containing the final estimates of the hidden variables wij , is maximal
in its row and in its column.

6.2.4 Higher-order generalisation

The described framework can be further extended to higher-order decomposi-
tions. A tetrahedral mesh can be represented by a fourth-order tensor and as
such volumetric shapes can be matched, when the relation between the tensor
representation can be written as

AM = AD ×1 P×2 P×3 P×4 P, (6.19)

with aijkl = ωijkl if vi, vj , vk and vl form a tetrahedron. A is invariant for
structure-preserving deformations of the tetrahedral mesh using a combinatorial
weighting scheme (ωijkl = 1) or for volume-preserving deformations using a
volume weighting scheme:

ωijkl =

 1
3!

∣∣∣∣∣∣∣∣
xi yi zi 1
xj yj zj 1
xk yk zk 1
xl yl zl 1

∣∣∣∣∣∣∣∣

−1

. (6.20)
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Further extension to even higher order representation is possible when the
relation between the two shapes can be written as

AM =
o∏
i

AD ×i P. (6.21)

6.3 Applications

The proposed higher-order spectral embedding method is validated for
one application: finding of correspondences under non-rigid intra-subject
deformations.

6.3.1 Dense non-rigid 3D shape correspondences

Implementation

The method, using third-order adjacency tensors, is implemented using 50
vector components in the Candecomp per object corresponding to the 50 largest
coefficients. The method is compared with the spectral embedding based on the
adjacency matrix (second-order tensor), similar to [237] and [207] and explained
in chapter 5. Additionally, the implementation using the fourth-order adjacency
tensor makes use of 50 vector components.

Experiment 1

The higher-order spectral decomposition methods are validated on three datasets.
The first set is a subset of the TOSCA HR 3D database [39], containing three
high resolution triangulated meshes of a wolf, six of a centaur, eight of a horse
and nine of a dog. Ground truth correspondences between the different object
instances are available allowing to validate correspondence finding algorithms.
The second dataset contains 69 triangulated meshes of the SCAPE database
[12]. They are morphs of a statistical full body shape model to 3D scan data.
The third dataset contains three triangulated meshes of a hand (Fig. 6.2) and
one tetrahedral mesh of a tooth. Before shape matching, the vertices in each
mesh are permuted randomly.

In a first experiment, the higher-order spectral decomposition methods are
validated with respect to the shape matching performance for complete,
structure-preserving surface pairs. The evaluation measure is the percentage
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of correct correspondences. Since a match is defined if an element in the soft
correspondence matrix is maximal in its row and in its column, the number of
found correspondences is not necessarily equal to the number of vertices in the
mesh.

Results and discussion

Some visual correspondence results of the higher-order spectral decomposition
approach with the baseline canonical shape matching technique are shown in
Fig. 6.3 for matching surfaces from the TOSCA HR database.

Figure 6.3: Visual results of matching objects from the TOSCA
database (10% of correspondences are shown).

In Table 6.1, the percentages of correct correspondences are given for second-
order (baseline), third-order and fourth-order adjacency tensors constructed
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using the combinatorial weighting scheme and baseline canonical shape matching.
Furthermore, the number of objects (matchings), the number of vertices, the
number of found correspondences and the total computation time for a dual-core
AMD Opteron Processor 2220 of 2.8 GHz are shown in the table.

Table 6.1: The correspondence results of the higher-order spectral
decomposition approach using a combinatorial weighting scheme on the
TOSCA and SCAPE database.

no. no. no. correct
objects vertices corresp. corresp. ttotal [s]

second-order tensor
TOSCA [39]
wolf 3 4344 4344 100% 24.2 ± 0.1
centaur 6 15768 15768 100% 269.0 ± 2.0
horse 8 19248 19248 100% 393.1 ± 1.0
dog 9 25290 25290 100% 821.2 ± 1.4

SCAPE [12]
human 69 12500 12500 100% 136.9 ± 2.0

own data
hand 3 281 281 100% 1.2 ± 0.0
tooth 1 708 708 100% 0.7

third-order tensor
TOSCA [39]
wolf 3 4344 4344 100% 45.9 ± 0.2
centaur 6 15768 15768 100% 365.5 ± 1.9
horse 8 19248 19036 99.99% 519.6 ± 9.5
dog 9 25290 25271 99.95% 1009.0 ± 33.5

SCAPE [12]
human 69 12500 12500 100% 282.1 ± 12.3

own data
hand 3 281 281 100% 8.0 ± 0.0
tooth 1 708 708 100% 14.9

fourth-order tensor
tooth 1 708 708 100% 62.6

For all structure-preserving object pairs, an excellent matching (> 99.9% correct
correspondences) is obtained, demonstrating an equal performance as the second-
order method. The number of found correspondences is equal or close to the
number of vertices in the mesh. Dense correspondences are thus obtained in a
reasonable time.

Instead of using the combinatorial weighting scheme, Table 6.2 shows the
correspondence results for adjacency tensors (second-order, third-order and
fourth-order), constructed using different weighting schemes which are more
frequently used in more realistic situations. Again the baseline canonical shape
matching technique is used (see section 6.2.3). The column “diff.” gives for the
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distance weighting the average difference in edge lengths and for the conformal
weighting the average difference in the sum of cotangents of the angles opposite
to an edge. For the area weighting, it gives the average difference in triangle
area, for the conformal weighting in third-order tensors the average difference in
the sum of cotangents of the three triangle angles are given and for the volume
weighting the average difference in tetrahedron volume.

Table 6.2: The correspondence results of the higher-order spectral
decomposition approach on the TOSCA database using an area and
conformal weighting scheme, both with the baseline canonical shape
matching.

no. no. correct
obj. corresp. corresp. ttotal [s] diff.

TOSCA [39] second-order, distance weighting
wolf 3 1501 95.83% 18.1 ± 0.2 0.8%
centaur 6 543 47.08% 219.1 ± 0.6 6.2%
horse 8 874 55.61% 326.4 ± 0.6 3.9%
dog 9 954 39.94% 708.9 ± 1.4 6.8%

TOSCA [39] second-order, conformal weighting
wolf 3 1423 40.32% 25.2 ± 0.3 4.4%
centaur 6 1605 23.84% 273.2 ± 0.8 25.0%
horse 8 1983 22.46% 397.6 ± 1.2 14.8%
dog 9 1403 6.16% 828.6 ± 2.9 39.5%

TOSCA [39] third-order, area weighting
wolf 3 1050 99.74% 64.0 ± 0.9 1.5%
centaur 6 134 54.78% 441.5 ± 31.4 11.1%
horse 8 439 59.13% 730.4 ± 24.3 6.9%
dog 9 306 41.37% 1413.6 ± 42.8 10.9%

TOSCA [39] third-order, conformal weighting
wolf 3 711 34.37% 68.1 ± 5.8 0.8%
centaur 6 378 41.67% 432.0 ± 27.3 8.0%
horse 8 1110 17.17% 508.3 ± 39.8 5.3%
dog 9 233 8.62% 1036.4 ± 95.5 10.7%

own data fourth-order, volume weighting
tooth 1 467 99.79% 105.7 0.0%

Spectral decomposition using third-order tensors provides a better matching
performance here than using second-order tensors. However, the time to match
the shapes is clearly larger. Furthermore, the correspondence results for the
third-order tensors are clearly lower than for third-order adjacency tensors with
combinatorial weighting. This finding is more pronounced when the difference
in triangle area or in sum of cotangents is larger. Furthermore, using the area
weighting provides better results than the conformal weighting scheme. This
can be explained by the fact that the area of a triangle can be described in
one number, while the angles need two numbers. An equi-areal deformation is
thus a necessary and sufficient condition for the invariance of the area weighted
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adjacency tensor, while a conformal deformation is only a sufficient condition
for the invariance of the conformally weighted adjacency tensor.

Table 6.3 shows the correspondence results for the improved canonical shape
matching, correcting also for position flips of the vector components (see
section 6.2.3).

Table 6.3: The correspondence results of the higher-order spectral
decomposition approach on the TOSCA database using an area weighting
scheme, compared with the second-order decomposition method with
distance weighting, both with the improved canonical shape matching.

no. no. correct
obj. corresp. corresp. ttotal [s] diff.

TOSCA [39] second-order, distance weighting
wolf 3 1489 96.30% 58.7 ± 0.2 0.8%
centaur 6 473 59.68% 886.0 ± 63.12 6.2%
horse 8 1182 60.51% 1109.4 ± 1.5 3.9%
dog 9 888 44.02% 2330.2 ± 187.5 6.8%

TOSCA [39] third-order, area weighting
wolf 3 892 99.55% 111.0 ± 0.1 1.5%
centaur 6 180 41.09% 933.9 ± 29.5 11.1%
horse 8 405 58.23% 1470.0 ± 22.9 6.9%
dog 9 395 52.38% 2954.7 ± 177.0 10.9%

These results with improved canonical shape matching are slightly better for the
second-order tensors, but there is not much difference for the third-order tensors.
A possible reason for this is the strong localisation of the singular vectors (and
high-order variant) that correspond with the largest singular values, as opposed
to the singular vectors of for example the geodesic distance matrix.

Although the time to match shapes with the third-order tensor methods is larger
than with the baseline second-order methods, the third-order tensor methods
still have a considerably lower computational complexity than other high-order
graph matching procedures. To demonstrate this, we adapted the face attribute
matching approach of Duchenne et al. [76] to match 3D shapes. We used the
source code available online‡. All triangles in the meshes of both shapes are
considered and the area of each triangle is taken as feature (of the triangle),
such that it is comparable with the third-order method with area weighting.
Table 6.4 gives the results of the comparison of the method of Duchenne et al.
with area weighted third-order tensor methods with baseline canonical shape
matching (1) and advanced canonical shape matching (2).

The results indicate that the proposed method is approximately 18 times faster
than the method of Duchenne et al. This factor would further increase for
‡http://www.di.ens.fr/~duchenne/

http://www.di.ens.fr/~duchenne/
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Table 6.4: The results of the comparison of the method of
Duchenne et al. with area weighted third-order tensor methods with
baseline canonical shape matching (1) and advanced canonical shape
matching (2).

no. no. correct
obj. corresp. corresp. ttotal [s]

ours (1) 3 1050 99.74% 64.0 ± 0.9
ours (2) 3 892 99.55% 111.0 ± 0.1
Duchenne et al. [76] 3 385 99.70% 1143.6 ± 30.1

shapes with more vertices.

Experiment 2

The general disadvantage of spectral methods is that they cannot handle missing
data and outliers properly. Therefore, the robustness against missing triangles
is validated in the second experiment. Indeed, every spectral decomposition
approach described assumes a bijection between the two surfaces to be matched.
In real case scenarios, one-to-one correspondence (both one-to-one (injective)
and onto (surjective)) is often not possible. Therefore, the percentage of correct
correspondences is evaluated by matching wolf 1 (TOSCA) with wolf 3 (TOSCA)
for an increasing number of missing triangles in wolf 3.

Results and discussion

The robustness against missing triangles is validated for the third-order graph
matching method and the baseline second-order method, both with the baseline
canonical shape matching technique. Figure 6.4 shows some correspondence
results of the higher-order spectral decomposition approach for matching two
wolf surfaces in which one has missing triangles.

This robustness is also quantified. Figure 6.5 shows the percentage of correct
correspondences as a function of the number of removed faces in the surface mesh
for different weighting schemes of the second-order and third-order adjacency
tensors. The surface meshes of the object pair originally contain 8684 faces.

The performance of the approaches using combinatorial weighting schemes drops
really fast, demonstrating their sensitivity to missing data. The approaches using
the area weighting or distance weighting scheme are more robust for missing
triangles. The varying progress of the performance curve can be explained by
the symmetry present in the wolf surface. When the signs of the eigenvectors
are not estimated, the symmetric point is as likely as the true point to be
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Figure 6.4: Visual results of matching objects with 6% and 35% missing
triangles in one object surface.
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Figure 6.5: The figures shows the correspondence results for an
increasing number of missing triangles in one surface for different
weighting schemes with the baseline canonical shape matching.

detected as corresponding point. Removing triangles can cause a switch to the
symmetric points as correspondences leading to a large performance drop.

Generally, the area weighted third-order adjacency tensor decomposition method
performs better than the distance weighted second-order tensor.

Experiment 3

In the third and last experiment, the spectral decomposition methods are
validated for resampling of the meshes, since in real case scenarios, the sampling
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is mostly not the same. Therefore, the resampled wolf surfaces from the
TOSCA Non-rigid world database are used. The performance was measured by
considering the geodesic distance between the closest point of the computed
correspondence on the high-resolution surface and the true correspondence.

Results and discussion

The robustness against resampling is validated for the high-order graph
matching method with area weighting, the baseline second-order method with
distance weighting and TPS-ICP. TPS-ICP is an iterative registration algorithm,
alternating between finding correspondences by selecting closest points and
updating the non-rigid transformation parametrised with a thin plate spline
(TPS). Figure 6.6 shows some correspondence results of the higher-order spectral
decomposition approach for matching two resampled wolf surfaces, using the
baseline canonical shape matching approach.

Figure 6.6: Visual results of matching objects after resampling the
surface.

The performance is again quantified by computing the geodesic distances between
the estimated correspondence and true correspondence. With a mean geodesic
distance of 25.9 for the third-order method with area weighting, it performs
slightly better than the second-order method with distance weighting (27.8)
and clearly outperforms TPS-ICP (32.5). The results further improve with the
improved canonical shape matching method estimating sign and position flips
of the vector components, leading to a mean geodesic distance of 24.6 for the
third-order adjacency tensor and 27.5 for the second-order method. Fig. 6.7
shows the distribution of geodesic distances.
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Figure 6.7: The distribution of geodesic distances between computed
correspondence and true correspondence for the second-order and third-
order method (with improved canonical shape matching) and a reference
method (TPS-ICP).

6.4 Conclusions

In this chapter, the spectral graph matching approach of Umeyama [237] is
extended to higher-order representations of the graph connectivity. Instead
of decomposing the adjacency matrix, higher-order tensors are decomposed
using higher-order extensions of the singular value decomposition. This allows
to extract dense correspondence information with reasonable computational
complexity, making the method faster than any other previously published
method imposing higher-order constraints to shape matching.

The higher-order approach is validated on the TOSCA and the SCAPE databases
by evaluating the percentage of correct correspondences. The results for
combinatorial weighted adjacency tensors demonstrate the usefulness for 3D
intra-object shape matching for structure-preserving object pairs. Using the
area weighting scheme, a higher robustness against missing faces and resampling
in surfaces meshes is achieved, which performs slightly better than the baseline
spectral method using the distance weighted adjacency matrix. Moreover, we
see only a slight increase in performance if a more advanced canonical shape
matching method is used.

Although a slightly higher robustness against outliers is obtained, this is still an
important bottleneck for the use in real world applications. A solution for edge
attribute matching will be presented in the next chapter. It would be interesting
to extend also this improved spectral matching approach to higher-order tensors.





Chapter 7

Outlier robust spectral
embedding

Abstract Outliers or missing data deteriorate the performance of
3D shape matching algorithms that use the spectral embedding of
the 3D shapes. In this chapter, we propose a framework iterating
between weighted spectral embedding, suppressing the influence
of outliers and missing data, and embedded shape matching,
estimating correspondences and outliers. To show the matching
performance, the framework is applied to establish correspondences
both on 3D artificial shapes and real world 3D face data. We also
demonstrate the suitability for 3D face recognition.

7.1 Introduction

In chapter 5, an approach for 3D non-rigid shape matching was presented, based
on matching the edge attributes of the graphs that represent the 3D shape.

Although spectral embedding allows to find dense correspondences in the
embedding domain with an acceptable computational complexity, there is
a remaining challenge related to the assumption of same cardinality of the
graphs. This challenge is also related to the presence of outliers or missing

This chapter has been submitted as: D. Smeets, J. Hermans, D. Vandermeulen, P. Suetens,
Outlier-robust spectral embedding for 3D shape matching, European Conference on Computer
Vision.
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data and has, to the best of our knowledge, not been addressed in literature
so far. Especially in real world data, this is a relevant problem, because of
the limitations of the scanning process. Since the spectral decomposition, in
Eq. (5.19), is a global matrix operation, it is influenced by all graph vertices.
Missing data or outliers therefore have an important influence on the embedding
coordinates.

In this chapter, we present a framework for spectral embedding in the presence
of outliers or missing data in one of both shapes to be matched. It is based on a
weighted spectral decomposition that suppresses the influence of outliers. Note
that the absence of data in one surface is equivalent to the presence of outliers
in the other surface and, therefore, no distinction is made between outliers and
missing data.

7.2 Method

The framework starts again from two triangulated meshes, from which dense
complete graphs are extracted. The model graph, GM , is not contaminated
with outliers (or, alternatively, has missing data), whereas the data graph, GD,
contains outliers (or, alternatively, no missing data). An inlier is then defined
as a point belonging to both surfaces.

Figure 7.1: Overview of the 3D shape matching method with weighted
spectral embedding, using a toy example.

Figure 7.1 gives an overview of the 3D shape matching framework, iterating
between weighted spectral embedding, canonical shape matching, and outlier
estimation. We will now elaborate on these three main steps. Afterwards, we
discuss the initialisation and some implementation details.
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7.2.1 Weighted spectral embedding

Like spectral embedding, weighted spectral embedding involves the computation
of the embedding vertices, Y = [y1, . . . ,yn]T, satisfying Eq. (5.21). The spectral
decomposition of the edge attribute matrix A, used to solve Eq. (5.21), is,
however, severely affected by outliers. To suppress the effect of outliers, the
spectral decomposition is weighted.

Edge attribute matrix computation

First, the similarity matrix A (that serves as edge attribute matrix) is computed.
The embedding Y depends on the choice of A or, equivalently, the choice of
the metric dX (see Eq. (5.21) and section 5.2.2). A popular intrinsic metric
is the diffusion or heat distance, dX = dHt , because of its robustness against
small topological changes. Its corresponding similarity matrix is the heat kernel
matrix,

A = H(t) = exp(−tL) = Ue−tΛLUT, (7.1)

with L the mesh Laplacian, defined in section 5.2.1. Another frequently used
similarity matrix is the Gaussian weighted geodesic distance matrix,

Aij = Gij(t) = exp
(
−G2

ij/2t2
)
, (7.2)

with (approximately) the weighted geodesic distance as metric (with weighting
factor 1/t), which is also discussed in section 5.2.1. In the experiments, we
choose this metric. As such, the proposed matching framework is invariant for
isometric deformations (i.e. bending) of the objects’ surfaces.

Weighted spectral decomposition

In case of weighted spectral decomposition, the embedding Y can be found as

Y? = arg min
Y′
‖ A−Y′Y′T ‖2

Z

=
∑
i,j

Z2
ij(A−Y′Y′T)2

ij , (7.3)

with Z the weight matrix. This minimisation problem, however, is NP -hard,
unless rank(Z) = 1. When weighting the vertices (and not the edges), Z is of
rank 1 and can be written as Z = zzT, with z a weighting vector containing the
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expected value of a vertex to be an inlier, given by the outlier estimation step
of the previous iteration (see section 7.2.3). The minimisation then becomes:

Y? = arg min
Y′

∑
i,j

(zizjAij − ziY′i(zjY′j)T)2

= arg min
Y
‖ Z ◦A−YYT ‖2, (7.4)

with ◦ the operator for pointwise multiplication of matrices. Solving Eq. (7.4)
reduces to the eigendecomposition,

Z ◦A = (UΛ1/2)(UΛ1/2)T = YYT. (7.5)

In order to obtain aK-dimensional embedding shape, only theK most important
eigenvalues with corresponding eigenvectors are computed. The result of the
weighted spectral decompositions is the embedding of both shapes, YD =
UDΛD1/2 and YM = UMΛM 1/2, in a K-dimensional space.

7.2.2 Canonical shape matching

Next, the embeddings, also called canonical shapes, are registered to establish
point correspondences. As can be seen in Fig. 7.1, this is done in two steps: rigid
registration to correct for sign and eigenvector flips and non-rigid registration
to compensate for additional non-rigid discrepancies besides bending.

Rigid registration

First, sign and eigenvector flips can occur because the eigenvectors are defined
up to a sign and due to numerical instabilities (see section 5.2.3 for more details),
and need to be corrected for. To achieve this, an orthogonal transformation, R,
between YD and YM is estimated, starting from the estimated correspondences
of the previous iteration (or the initialisation). These estimated correspondences
are the expected values of Bernouilli distributed assignment variables {xij ∈
{0, 1}}i=1...nD,j=1...nM , subject to

∑
i xij = 1, ∀j, and are stored as a soft

correspondence matrix X.

Under the assumption of isotropic noise, maximising the expected value of the
log-likelihood function amounts to minimising the weighted square error,

R? = arg min
R

∑
i

∑
j

Xij(yDi − yMj R)(yDi − yMj R)T s.t. RTR = I (7.6)
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This minimisation is obtained by solving the orthogonal Procrustes problem
[203].

Non-rigid registration

Once the sign and eigenvector flips are corrected, the embeddings are further
aligned by an affine registration in the first iteration and a non-rigid registration
in the later iterations.

The affine registration is obtained by iterating between correspondence
estimation in the K-dimensional space and the affine transformation of YM .
Like in the iterative closest point (ICP) algorithm [20], closest points determine
the correspondences. Here, the root mean square (RMS) distance is used as
dissimilarity measure in order to be independent of the dimension K of the
embedding. Furthermore, the affine transformation matrix is estimated as

D? = arg min
D
||YD

c −YMD||2F , (7.7)

with YD
c and nM ×K matrix, containing the closest point in the data surface

for each point on the model surface. Eq. (7.7) is solved in a least square sense.

The non-rigid registration, ICP-TPS, alternates between establishing point
correspondences in embedding space given an estimate of the deformation and
updating the non-rigid transformation as to reduce the distance between the
point correspondences established. The closest points according to the RMS
distance are again selected as correspondences. To restrict the deformation
from YM to YD, the non-rigid transformation is parametrised with a thin plate
spline (TPS), minimising a bending energy based on the second derivative of
the spatial mapping [27],

{C?,D?} = arg min
C,D

(
||YD

c −YMD−ΦC||2F + λTr(CTΦC)
)
, (7.8)

with C and D the non-rigid and affine transformation matrices, respectively,
and Φ the nM × nM thin plate spline kernel, defined as Φij = ||vi − vj || for
K > 2. For the optimisation of Eq. (7.8) using QR decomposition, we refer to
Chui et al. [59].

As a result of the affine or non-rigid registration, the transformed embedding,
T (YM ) = YMD (affine) or T (YM ) = YMD + ΦC (non-rigid) is better aligned
with YD, improving the estimate of the assignment variables, xij , to

E[xij ] = Xij = 1
Z(β2) exp

(
−β2dRMS(yDi , T (yMj ))

)
, (7.9)



134 OUTLIER ROBUST SPECTRAL EMBEDDING

with Z(β2) the normalisation constant to satisfy
∑
i Xij = 1, ∀j. Final (hard)

correspondences are established in the last iteration by binarising X, using any
linear assignment algorithm. Here, we simply select the best match ι for each
model point j, ι = arg maxi Xij .

7.2.3 Outlier estimation

Next, a new estimate is made of the inlier variables, zi, and stored in an inlier
map z, indicating in each 3D shape the probability of a vertex to be an inlier.
Therefore, a Gaussian inlier model and a Gaussian outlier model is assumed,
given the the registered embeddings, YD and T (YM ),

E[zi] = zi = N (yDi |T (yMτ ),Σin)Pin
N (yDi |T (yMτ ),Σin)Pin +N (yDi |0,Σout)Pout

, (7.10)

with τ = arg maxj Xij , the most likely match for each data point i, and
Pin = nM/nD and Pout = 1−Pin, the prior probabilities to be an inlier and an
outlier, respectively. In the inlier model, isotropic noise is assumed (Σin = σIK),
whereas the covariance of the outlier model is chosen to be proportional to
the covariance of the embedding, Σout = κΛD, that is computed by the
eigendecomposition (Eq. (7.5)).

7.2.4 Initialisation

Before the first weighted spectral embedding, the inlier maps z need to be
initialised. Additionally, the rigid registration requires an initial estimate of
correspondences, X, in order to estimate sign and eigenvector flips. Both
initialisations are achieved by finding sparse correspondences and considering
the compatibility of each vertex with these correspondences.

Sparse correspondences

To find sparse correspondences, meshSIFT, described in detail in chapter 4, was
used consisting of three major components: key point detection, local feature
description and local feature matching. The algorithm first detects scale space
extrema as local feature locations. In order to have a pose-invariant descriptor,
each key point is assigned a canonical orientation. The meshSIFT algorithm
then describes the neighbourhood of every scale space extremum in a feature

The code of meshSIFT is available for academic purposes and can be downloaded at
https://mirc.uzleuven.be/MedicalImageComputing/downloads/meshSIFT.php.

https://mirc.uzleuven.be/MedicalImageComputing/downloads/meshSIFT.php
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vector consisting of concatenated histograms of shape indices and slant angles.
The feature vectors are matched by comparing the angle in feature space. Only
when the ratio between the lowest and second lowest dissimilarity is smaller
than 0.9, the match is retained. As a result, nF sparse correspondences are
established.

Correspondence propagation

In order to propagate the sparse correspondences, the compatibility of each
vertex with the found feature matches is assessed by comparing vectors of
geodesic distances, fi,dX = [dX(vi,vFm)]m=1...nF , from each vertex vi to all
matched feature locations vFm. Note that other intrinsic distances, such as the
diffusion distance or spectral distance, can be used too.

The expected value of the assignment variables, xij , is then defined as

E[xij ] = Xij = 1
Z(β1) exp(−β1dRMedS(fDi,dX , f

M
j,dX )2), (7.11)

with dRMedS the root median square distance and Z(β1) the normalisation
constant to satisfy

∑
i Xij = 1, ∀j. The root median square distance is chosen

in order to be independent of the dimension nF and to be robust against
erroneous feature matches.

Outlier estimation

Based on the propagated correspondences, the probability of each vertex to be
an inlier is computed, as

E[zi] = zi =
∑
j

Xij . (7.12)

7.2.5 Implementation

An annealing scheme is included in the framework, decreasing the bandwidth of
the inlier model, σ, in each iteration by multiplying the old value with 1/αan.
The rationale thereof is that the noise is expected to become smaller when
the embedding becomes better thanks to a better outlier estimation. These
improved embeddings also allow to decrease the number of non-rigid (affine)
registration steps to reduce computation time.
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The following parameters are experimentally determined: αan = 1.3 (annealing
parameter), σinit = 0.008 (initial σ), σend = 1.10−5 (final σ), t = 100
(geodesic distance weighting factor), K = 25 (dimension of the embedding),
β1 = (6.e)−1 with e the mesh resolution given by the average edge length,
β2 = (||yDi ||.||yMj ||)−1, κ = 0.1, and Naffine = 1 (number of framework
iteration with affine registrations, before switching to non-rigid registration).
Tuning these parameters could improve the performance.

7.3 Applications

The weighted spectral embedding framework for 3D shape matching is validated
both on artificial 3D shapes with known correspondences and on real 3D face
data for establishing correspondences and face recognition purposes.

7.3.1 Matching artificial 3D shapes

Experiment

The artificial 3D shapes are the three deformed wolves from the TOSCA
High resolution 3D database [39], containing 4344 vertices with known
correspondences. One of them is shown as example in Fig. 7.1. In the experiment,
one full shape is matched with 24 partial shapes, created by an increasing
artificial cropping of each of the three wolf shapes.

The weighted spectral embedding is compared with two other spectral embedding
techniques (decomposing the same edge attribute matrices). The first, which
is similar to [159], composes histograms of the eigenvectors (and their flipped
versions) in order to estimate sign and eigenvector flips. These histograms are
matched with the Hungarian algorithm [171] and used to initialise the affine
registration of the embeddings. The second technique, which is closely related
to [209], makes use of meshSIFT for initialisation of the affine registration
and, therefore, amounts to one iteration of the proposed framework, with an
unweighted spectral decomposition of the edge attribute matrices.

Results

The results of this experiment are presented in Fig. 7.2, showing a visual
result of the weighted spectral embedding (a) and the percentage of correct
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(a) Visual matching result.
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(b) Quantitative matching results.

Figure 7.2: The results of matching artificial 3D shapes using weighted
spectral embedding, showing a visual result (only 20% of the found
correspondences are shown; colours also indicate the correspondences)
with 70% of the data missing (a) and a quantitative comparison with
reference spectral embedding techniques (b).

correspondences, averaged over the three deformed shapes, as a function of the
percentage of missing data (b).

Discussion

The results demonstrate a clear drop in the performance of the histogram-based
spectral embedding method when more data is missing, since the values in the
histograms are strongly influenced by the missing data. The spectral embedding
technique using meshSIFT as initialisation is less influenced by missing data,
since the affine registration can capture the difference in embedding coordinates
by the guidance of fairly reliable propagated correspondences of the meshSIFT
algorithm. However, when large parts of data are missing (> 50%), a drop
in performance is seen. The results demonstrate a stable performance of the
proposed weighted spectral embedding method for an increasing amount of
missing data. The average and median percentages of correct correspondences
are 76.5% and 81.5%, respectively.
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7.3.2 Matching 3D faces

Experiment

After validation on artificial data, the outlier-robust spectral embedding
framework is validated for real 3D face data of the FRGC v1 database [191].
Therefore, a subset, that is meshed and downsampled (with the FastRBFTM

Interpolation Toolbox), is selected, consisting of 30 model scans and 116 data
scans, which are different from the model scans. The model scans are cropped,
keeping the mesh vertices with a geodesic distance smaller than 140 mm from
the manually indicated nose tip. As such, the data scans contain outliers w.r.t.
the model scans.

To validate the proposed matching method, the (automatically) estimated
correspondences of 15 landmarks, manually indicated in the model scans by
[228], are compared with their ground truth correspondences, i.e. the 15 manual
indicated landmarks on the data scan. The 15 landmarks that are used are
listed in Table 7.1. For each landmark, the Euclidean distance is taken as error
measure.

Table 7.1: The 15 manually indicated landmarks.

No. Landmark
1 left eye, left corner
2 left eye, right corner
3 left eye, upper eyelid
4 left eye, lower eyelid
5 right eye, left corner
6 right eye, right corner
7 right eye, upper eyelid
8 right eye, lower eyelid
9 left corner of nose
10 nose tip
11 right corner of nose
12 left corner of lips
13 upper lip
14 lower lip
15 right corner of lips

Results

These correspondence errors are given in Fig. 7.3 for each landmark, summarising
116 intra-subject matchings (left) and 3260 inter-subject matchings (right). Note
that in 104 cases no matching could be achieved because less than three feature
matches were found (nF < 3), not allowing reliable correspondence propagation.

http://www.farfieldtechnology.com/products/toolbox/
Always the first scan of the first 30 subjects in the database is taken as model scan

http://www.farfieldtechnology.com/products/toolbox/
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Figure 7.3: The correspondence errors for each landmark, summarising
116 intra-subject matchings (left) and 3260 inter-subject matchings
(right). The boxplots indicate the quantiles per landmark, and outliers
(red dots). The circles represent the average errors. The horizontal line
indicates the mesh resolution over all matched meshes (± 5.44 mm).
The mean and median correspondence errors for intra-subject matchings
are 3.38 mm and 2.47 mm, respectively, whereas these values are 6.30
mm and 4.27 mm, respectively, for inter-subject matchings.

Discussion

With mean and median correspondence errors of 3.38 mm and 2.47 mm,
respectively, for intra-subject matchings, the weighted embedding framework
clearly outperforms the baseline TPS-ICP algorithm [59], which obtained 7.61
mm and 3.59 mm for mean and median errors, respectively. The large difference
in mean error demonstrates the higher robustness of the weighted spectral
framework against pose variations, which may cause complete failures of the
TPS-ICP algorithm. Furthermore, the lower median error indicates a higher
accuracy, which could be explained by the use of knowledge on connectivity.

The code is available at http://noodle.med.yale.edu/~chui/tps-rpm.html.

http://noodle.med.yale.edu/~chui/tps-rpm.html
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7.3.3 3D face recognition

Experiment

In a third application, the outlier-robust spectral embedding framework is
evaluated for the task of 3D face identification on the same subset of the FRGC
v1 database [191] as in section 7.3.2. The model scans form the gallery, whereas
the uncropped data scans are the probes.

Implementation

The dissimilarity between gallery and probe scan is obtained by fusion of the
local feature dissimilarity and the embedding dissimilarity using the sum rule
after min-max normalisation. The local feature dissimilarity is computed as the
additive inverse of the number of matching features (nF ), as in chapter 4;
the embedding dissimilarity is given by the mean RMS distance between
corresponding points in the embedding space after non-rigid registration.

Results

Face identification performance is quantified in the cumulative match curve
(CMC), which plots the recognition rate versus the rank number (see
section 1.3.1). This curve is shown in Fig. 7.4 for the weighted spectral
embedding framework and for the baseline ICP algorithm.
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Figure 7.4: The cumulative match curve for a subset of scans from
FRCG v1 (30 gallery scans, 116 probe scans), showing the performance of
the weighted spectral embedding framework, compared with the baseline
ICP algorithm.
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Discussion

The rank 1 recognition rate amounts to 98.3%, clearly outperforming the baseline
ICP algorithm (75.9%). The proposed spectral embedding framework, however,
is computationally demanding impeding the validation for large databases.

7.4 Conclusion

In this chapter, a framework for outlier-robust spectral correspondences has
been proposed, suppressing the influence of outliers by a weighted spectral
decomposition. The framework is initialised by a local feature method providing
sparse correspondences to estimate the outliers. This outlier estimation is
updated in each iteration.

We have demonstrated the framework to be useful for establishing dense
correspondences between 3D artificial objects (± 80% correct correspondences)
as well as between real 3D faces (mean correspondence error of 3.38 mm).
Moreover, the framework obtains a good performance for 3D face recognition
on a small subset of FRGC v1.

Like other spectral embedding approaches, the advantages of the proposed
framework over the traditional iterative registration techniques (TPS-ICP, e.g.)
are the invariance for intra-subject deformations and pose variations. This
invariance is obtained by construction of the edge attribute matrices (isometry
invariance by geodesic distances, e.g.). Compared to other spectral embedding
techniques as presented in chapter 5, the proposed approach is, moreover, robust
against outliers because of the weighted decomposition of the edge attribute
matrices.

The main disadvantage, however, is the computational demand, especially the
non-rigid registration in the K-dimensional space, for which the computation
of distances in order to select closest points is the most demanding. Using a
K-D tree would improve the speed for finding closest points.





Chapter 8

Conclusions and future work

8.1 Main contributions

This thesis addressed the problem of non-rigid 3D shape matching, which
has many applications in computer vision in general and medical imaging
in particular. The proposed solutions specifically addressed the matching
problems in the presence of intra-subject deformations and pose variations
and were applied to 3D face recognition, 3D object retrieval, and 3D shape
correspondence finding.

8.1.1 Methods

In order to solve the problem of 3D shape matching under intra-subject
deformations, an outlier-robust spectral embedding method was developed.
As part of this development, the following scientific contributions to 3D shape
matching were obtained:

• A local feature method, which we called meshSIFT, was developed to
provide sparse correspondences between 3D shapes (chapter 4). Based
on a scale space representation of shape meshes, salient features are
detected, constructing a sparse graph. Each vertex attribute, i.e. feature
descriptor, summarises the local neighbourhood around each graph vertex.
A (partially heuristic) vertex attribute matching (the number of matches)
provides a stable similarity criterion.

143
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Since meshSIFT is a local method, it has the advantage of being robust
against outliers and large-scale intra-subject deformations. Moreover,
symmetrisation of the feature descriptors exploits the symmetry in the
3D shape, allowing to match shapes with little or no overlap.

• A spectral embedding technique was created that allows intra-subject
deformation-invariant shape comparison, without the need for explicit
correspondences (chapter 5). In a first stage, a deformation-invariant
edge attribute matrix is composed, that is decomposed into a sampling
order-invariant spectrum. This spectrum is finally used as a global shape
descriptor. Dense correspondences, on the other hand, can be computed
by registration of the canonical shapes, which are extracted from the
eigenvectors of the (deformation-invariant) edge attribute matrices.
Because shape comparison amounts to the comparison of their respective
spectra, the method is fast in computing dissimilarities between each pair
of shapes in a database.

• The higher-order spectral embedding method is an extension of spectral
embedding to include higher-order structural information in the 3D shape
matching process (chapter 6). For third-order relations, this reduces to a
face attribute matching method based on the higher-order decomposition
of the face attribute tensors.

• A final main contribution of this work is the weighted spectral embedding
method, that largely alleviates the problems of outliers in spectral
embedding (chapter 7). It combines the local feature method and the
spectral embedding method into an outlier-robust spectral embedding
framework, suppressing the outliers during edge attribute matrix
decomposition.

8.1.2 Results

These developed methods attempt to solve the fundamental problems of shape
similarity and shape correspondences. Two specific shape similarity applications
were targeted: 3D face and 3D object retrieval.

3D face recognition

Research in 3D face recognition has gained importance especially over the last
decade in order to eliminate some inherent disadvantages of 2D face recognition.
The methods described in this manuscript attempt to offer solutions for the
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remaining challenges of intra-subject deformations, pose variations and missing
data. To demonstrate their performance, these methods have been validated
on publicly available reference databases. This validation is summarised in
Table 8.1.

Table 8.1: Overview of the results obtained for 3D face recognition on
the different databases.

database method RR EER
Bosphorus meshSIFT 97.7% -
FRGC v1 meshSIFT 98.2% 1.6%

(subset) wSD-GDM 98.3% -
FRGC v2 meshSIFT 88.1% 5.5%
BU-3DFE SD-GDM 61.9% 11.8%

SD-EDM 65.9% 10.5%
SD-GDM + ICP 94.5% 5.9%

SHREC ’11 meshSIFT 97.1% 20.7%
sym. meshSIFT 98.6% 3.6%

Most of these results can be evaluated as “good”, compared to the methods
published in literature (see section 2.3). Only the spectral embedding approaches
(SD-GDM and SD-EDM) have a poorer performance for expression-invariant face
recognition, due to the sensitivity for topological changes (including differences
in facial area used). The meshSIFT algorithm, on the other hand, is robust
against these topological changes and can even handle missing data. Combining
both (resulting in wSD-GDM) is demonstrated to provide a high recognition
rate, but is hardly applicable in practice due to the higher time complexity.

Non-rigid 3D object recognition

The availability of 3D data also stimulates the retrieval of objects from databases.
The validation of the developed methods for this application is given in Table 8.2.

Table 8.2: Overview of the results obtained for 3D object retrieval on
the different databases.

database method NN DCG
SHREC ’10 SD-GDM 99.5% 96.1%
SHREC ’11 meshSIFT 99.5% 98.0%

SD-GDM 100.0% 99.4%

As opposed to face recognition, spectral embedding (SD-GDM) offers a high-
performing solution for non-rigid object retrieval. It is effective for handling
the large deformations, for which the isometry assumption holds better than
for expression variations.
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8.2 Future perspectives

We believe that the outlier-robust spectral embedding framework can be further
improved to compare a shape with a norm of a population and can be generalised
to n-D manifolds that represent the shapes.

8.2.1 Population-based shape matching

Especially important for abnormality detection is the comparison of a shape,
typically of an anatomical structure, with the norm of a certain population (e.g.
healthy persons), requiring the quantification and localisation of dissimilarities.
In order to achieve this, prior knowledge on shape variability within the
population has to be summarized, typically in a statistically trained model.
The shape embedding coordinates take advantage of the invariance for rigid
transformations and intra-subject shape deformations, compared to the original
shape coordinates. As such it constitutes an elegant unification of (inter-subject)
statistical and (intra-subject) deterministic models. Although their objective
was different, Luo et al. [155] already proposed to apply PCA to the eigenvectors
of the graph adjacency matrices (which are in fact the embedding coordinates).

8.2.2 Generalisation to n-D manifolds

Until now, spectral embedding has only been applied to shapes, represented as
a 2D manifold, i.e. a surface. It would be interesting to generalise the developed
techniques to curves and images. Adaptation for curves implies a simplification
of the technique from 2D manifolds towards 1D manifolds. The translation of
spectral embedding from surfaces towards images includes the representation of
an image as a manifold. Such a representation needs to consider shape geometry
and photometry simultaneously and can be done by using the intensities of an
n-D image as an additional coordinate in an (n+ 1)-D space.
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Appendix A

Digital surface
representations

A.1 Introduction

With the advent of the third dimension in computer vision research, we think it
is necessary to investigate the known surface representations from this point
of view. Throughout recent decades, a lot of research focussed on finding
an appropriate digital representation for three dimensional real-world objects,
mostly for use in computer graphics [115, 212]. However, the needs for a
surface representation in computer graphics, where one’s primary concerns
are visualising and the ability to process it on dedicated computer graphics
hardware (GPUs), are quite different from the needs of a surface representation
for computer vision. Another motivation for this work is the non-existence
of an overview of 3D surface representations, although the problem of object
representation is studied since the birth of computer vision [158].

With this in mind, we will, in this chapter, try to give an overview of digital
surface representations, focussing on representing 3D faces and divided in two
categories: explicit and implicit surface representations.

The literature overview on digital surface representations is published in: T. Fabry*, D.
Smeets*, D. Vandermeulen, Surface representations for 3D face recognition, Face recognition,
chapter 15, pp. 273-294, Milos Oravec, ed., April 2010, INTECH publishing. (* joint first
author)
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A.2 Explicit surface representation

Strictly speaking, explicit functions f(x) : Rm → Rn are functions in which the
n dependent variables can be written explicitly in terms of the m independent
variables. Simple shapes (spheres, ellipsoids,. . . ) can be described by analytic
functions. Unfortunately, it is mostly not possible to represent real world objects
by analytical surfaces. Therefore, this section mainly focusses on discretised
surface representations.

Point cloud

The point cloud is without doubt the most simple representation for a surface: an
unordered set of points that lie on the surface, in the 3D case an unordered set of
x, y, and z-coordinates. While a point cloud is not a real surface representation,
but a (sometimes very) sparse approximation of the surface in certain well-
defined points, we think it is important to mention this representation for a
number of reasons. Firstly, point clouds are most often the output created by
3D scanners. Secondly, the point cloud can be the base of most of the following
surface representations. Another reason to incorporate the point cloud in this
document is its increased popularity because of the ever-increasing memory
capacities in today’s computers. In the past, the amount of stored information
was to be minimised, so a minimal amount of points were stored. As these point
clouds were very sparse and thus a very coarse approximation of the surface
to be described, they were then interpolated using for example tensor-product
splines. Today, memory shortage is of less concern, so more points can be stored,
making point clouds approximate other surface representations on finer and
finer levels of detail.

Figure A.1 gives an example of a 3D face represented as a point cloud, containing
approximately 2000 points.

Figure A.1: An example of a 3D face represented as a point cloud [34].
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One great advantage of the point cloud surface representation is the easy
editing of point clouds: because of the lack of a global connectivity graph or
parametrisation, points insertion, deletion, repositioning,. . . is trivial. Another
important advantage is the large amount of algorithms developed for point
clouds. One example is 3D surface registration. Probably the most used method
hence, the Iterative Closest Point (ICP) algorithm [20], uses only points on both
surfaces and iterates between closest points search for correspondence finding
and transformation calculation and application. Afterwards, many variants of
the original algorithm were developed [198].

The main drawback of point clouds is the incompleteness of the surface
description. Only at some sparse point locations the surface is known. Therefore,
in representing a surface by a point cloud, a trade-off has to be made between
accuracy and amount of stored information. Also, rendering a set of points as
a smooth surface needs special processing, as explained in [80]. Alternatively,
surfels are developed to allow easy rendering [190].

The earliest use of point clouds was as a rendering primitive in [134]. Point
clouds have also been used for shape and appearance modelling in e.g. [184,
123].

Contour and profile curves

Contour and profile curves are also a very sparse surface representation. They
can even be sparser then point clouds, but can also be made to approximate the
surface as well as wanted. The main idea is to represent shapes by the union of
curves. The curve itself can be represented by a set of connected points or as a
parametric curve.

Contour curves are closed, non intersecting curves on the surface, mostly of
different length. Depending on the extraction criterion, different types of contour
curves can defined. Iso-depth curves are obtained by translating a plane through
the 3D face in one direction and considering n different intersections of the plane
and the object. n is the number of contours that form the surface representation.
Mostly the direction in which the plane is positioned parallel to and translated
along the gaze direction, which is hereby defined as the z-axis. Then iso-depth
curves have equal z-values. Iso-radius curves are contours, obtained as an
intersection of the object with a cylinder with radius r =

√
x2 + y2, or as an

intersection with a sphere with radius r =
√
x2 + y2 + z2, with z-axis parallel

to the gaze direction and y-axis parallel to the longitudinal axis of the face. An
iso-geodesic curve, or iso-geodesic, is a contour with each part of the curve on
an equal geodesic distance to a reference point, i.e. the distance of the shortest
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path on the full surface between the part of the curve and the reference point.
The calculation of geodesic distances is mostly done by using a polygon mesh
(see later).

Examples of iso-depth, iso-radius and iso-geodesic curves are given in Fig. A.2.
Only points lying on those curves are shown.

(a) (b) (c) (d)

Figure A.2: Points lying on iso-depth curves (a), on iso-radius curves
obtained by intersection with a cylinder (b) or with a sphere (c) and
iso-geodesics (d).

Profile curves on the contrary have a starting and an end point. For 3D faces,
the starting point is most frequently a point in the middle of the face, mostly
the nose tip, while the end point is often at the edge of the face. There exist an
infinite number of profile curves in between those point. Figure A.3(a) shows an
example with the parts of the curve under the same angle with respect to a line
in the xy-plane through the central point (nose tip). Figure A.3(b) shows points
on lines with equal x-value, again with z-axis parallel to the gaze direction and
y-axis parallel to the longitudinal axis.

(a) (b)

Figure A.3: Points on profile curves with curve parts under the same
angle (a) or with the same x-value (b).

Curves are non-complete surface representations, meaning that the surface is
only defined on the curves. On the one hand, this implies a loss of information,
on the other hand it requires lower storage. In order to construct contour curves,
a reference point is needed. In 3D face recognition mostly the nose is used, which
infers the manual or automatic extraction of this landmark. For extraction of
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iso-depth and cylinder based iso-radius curves and most types of profile curves,
even more information is required: the gaze direction and/or longitudinal axis
of the face. When this done, it is more easy to set correspondences between
faces based on corresponding curves.

Polygon mesh

In 3D research in general, and therefore also for 3D faces, the vast majority of
researchers represent 3D object surfaces as meshes. A mesh is in essence an
unordered set of vertices (points), edges (connections between two vertices) and
faces (closed sets of edges) who are to be composed together to represent the
surface explicitly. Mostly, the faces consist of triangles, quadrilaterals or other
simple convex polygons, since this simplifies rendering. Figure A.4 shows the
triangular mesh corresponding with the point cloud of Fig. A.1.

The problem of constructing a mesh given a point cloud is commonly called
the surface reconstruction problem, although this might also incorporate
reconstruction of other complete surface representations. The most powerful
algorithm to deal with mesh construction given a point cloud is the power
crust algorithm, described in [11]. Other algorithms that deal with this problem
are, amongst others the algorithms of [111], [77] and [67]. A short overview of
methods for triangulation can be found in [242].

Figure A.4: An example of a 3D face represented as a mesh [34].

Probably the main benefit of a polygon mesh is its ease of visualisation. Many
algorithms for ray tracing, collision detection, and rigid-body dynamics are
developed for polygon meshes. Another advantage of meshes, certainly in
comparison to point clouds, is the explicit knowledge of connectivity, which is
e.g., useful for the computation of the geodesic distance between two points.
This is particularly useful in face recognition because geodesic distances between
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points on the surface are often used in 3D expression-invariant face recognition.
Reason for this is that they seem to vary less than Euclidean distances (see
section 2.3.3). On the other hand, mesh errors like cracks, holes, T-joints,
overlapping polygons, duplicated geometry, self intersections and inconsistent
normal orientation can occur as described in [243].

Parametric surface representation

A generic parametric form for representing 3D surfaces is a function with domain
R2 and range R3 [48]:

S(u, v) =

 x = f1(u, v)
y = f2(u, v)
z = f3(u, v)

(A.1)

where u and v are the two parametric variables.

Amongst the advantages of parametric representations in general we can count
the simple but general and complete mathematical description, the easiness
to handle and the readiness of technology to visualise these representations.
General disadvantages include that only functions can be represented, what can
give problems in for instance the ear and nose regions.

The class of parametric surface representations is very general, but the following
three deserve some more attention.

Range image

A height map is a special form of a parametric surface with x = u and y = v
and is also often referred to as depth map or range image. A height map
represents the height of points along the z-direction in a regular sampling of
the x, y image axes in a matrix. An example of a face represented as a depth
map can be seen in Fig. A.5. A big advantage of this representation is that
many 3D laser scanners produce this kind of output. Because mostly the x
and y values lay on a regular grid, and thus the surface can be described by a
matrix, 2D image processing techniques can be applied on it, which is a second
big advantage. The most prominent disadvantage of height maps is the limited
expressional power: only what is ‘seen’ when looking from one direction (with
parallel beams) can be represented. This gives problems in the representation
of for instance the cheeks and ears of human faces. The use of height maps in
face recognition has already been discussed in [3]. One very specific example of
a 3D face recognition method using height maps is the method of [201], because
here height maps are extracted from triangulated meshes in order to represent
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the surface by contour curves, iso-contours in the depth map. Colbry and
Stockman [62] extend the definition of depth map leading to the canonical face
depth map. This is obtained by translating a parabolic cylinder or a quadratic,
instead of a plane, along the z-direction. Because of this alternative definition,
it could also belong to the following category (geometry image).

Figure A.5: An example of a height map surface representation.

Geometry image

Another often used parametric surface representation is the geometry image, a
regularly sampled 2D grid representation not representing the distance to the
surface in a viewing direction. The directions are ‘adaptive’ in the sense that
they are conveyed to be able to represent the whole surface, thus also regions that
would not be representable in a height map due to the directionality of ‘height’.
Gu et al. [96] describe an automatic system for converting arbitrary meshes into
geometry images. The basic idea is to slice open the mesh along an appropriate
selection of cut paths in order to unfold the mesh. Next, the cut surface is
parametrised onto a square domain containing this opened mesh creating an
n× n matrix of [x, y, z] data values. The geometry image representation has
some advantages, the biggest being that the irregular surface is represented on
a completely regular grid, without loosing information. As with the height map,
this structure makes it easy to process, both for graphics applications and for
recognition applications. A big disadvantage is the computational and technical
complexity of the generation of geometry images.

Geometry images have already been used for 3D face recognition. In [122, 186],
a geometry image maps all vertices of the face model surface from R3 to R2.
This representation is segmented to form the Annotated Face Model (AFM)
which is rigidly aligned with the range image of a probe. Afterwards, the AFM
is fitted to each probe data set using the elastically adapted deformable model
framework, described in [161]. The deformed model is then again converted to a
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geometry image and a normal map. Those images are analysed using the Haar
and Pyramid wavelet transform. The distance metric that is used to compare
different faces, uses the coefficients of the wavelet transforms.

Splines

Spline surfaces are piecewise polynomial parametric surface representations
which are very popular in the field of Computer Aided Design and Modelling
(CAD/CAM) because of the simplicity of their construction including
interpolation and approximating complex shapes, and their ease and accuracy
of evaluation. The basis of splines are control points, which are mostly lying on
a regular grid.

One well-known type of spline surfaces are Bézier surfaces. These are represented
as:

S(u, v) =
n∑
i=0

m∑
j=0

Bni (u) Bmj (v) ~xi,j (A.2)

where Bni are Bernstein polynomials. Another well-known spline surface type
are nonuniform rational B-splines (NURBS), conceived as

S(u, v) =
k∑
i=1

Ni,nwi∑k
j=1 Nj,nwj

~xi, (A.3)

with k, the number of control points ~xi > and wi the corresponding weights.
Although spline surfaces have been considered for representing faces, an example
of face representation by Bézier curves can be found in [262] and of NURBS in
[145, 263], they have not found widespread use in 3D face recognition. Reasons
thereof are stated by [21], e.g.. It is for example difficult to make a surface
defined on a parametric rectangle fit an arbitrary region on the surface. Also,
the control points are not easily detectable. Another disadvantage of splines is
the unusability of the spline parameters for recognition.

Spherical harmonics surface representations

Spherical harmonics are a mathematical technique that can be used for
representing spherical objects, sometimes also called star-shaped objects. The
surface first has to be represented as a function on the unit sphere, f(θ, φ), as
shown in Fig. A.6. This function is then decomposed (spherically expanded) as:
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Figure A.6: An example of a face represented as a function on the unit
sphere.

f(θ, φ) =
∞∑
l=0

l∑
m=−l

almY
m
l (θ, φ). (A.4)

The spherical harmonics Y ml (θ, φ) : |m| ∈ N are defined on the unit sphere as:

Y ml (θ, φ) = kl,mP
m
l (cos θ)eimφ, (A.5)

where θ ∈ [0, π], φ ∈ [0, 2π[, kl,m is a constant, and Pml is the associated Legendre
polynomial. The coëfficients alm are uniquely defined by:

alm =
∫ 2π

0

∫ π

0
f(θ, φ)Y ml (θ, φ)sin(θ)dθdφ. (A.6)

While this theory is stated for spherical objects, it is important to mention
that spherical harmonics have already been used for non spherical objects by
first decomposing the object into spherical subparts [168] using the volumetric
segmentation method proposed by [72].

Advantages of the spherical harmonics surface representation include the
similarity to the Fourier transform, which has already proven to be a very
interesting technique in 1D and 2D signal processing. Additionally, because
of the spectral nature of this surface representation, it can result in large
dimensionality reductions, leading to decreases in computation time and efficient
storage. Other advantages are the rotation invariance of the representation and
the ability to cope with missing data (occlusions and partial views).
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The spherical harmonics surface representation certainly also has some
drawbacks. One of them has already been mentioned and is not insuperable:
the need for spherical surfaces. Other disadvantages include the unsuitability
for intuitive editing, the non-trivial visualisation and the global nature of the
representation.

Spherical harmonics surface representations have already been used in a number
of applications which bear a close relation to face recognition. Kazhdan et
al. [125] used it as a 3D shape descriptor to search a 3D model in a database.
Mousa et al. [168] use the spherical harmonics for reconstruction of 3D objects
from point sets, local mesh smoothing and texture transfer. Dillenseger et
al. [74] have used it for 3D kidney modelling and registration. To the best of
our knowledge, the only use of this representation in face recognition so far is
in [147]. In this work, a similar transformation with another (over-complete)
basis is used as a surface representation for the 3D faces in the face recognition
experiments, where this representation is also submitted to linear discriminant
analysis (LDA). The reported performance is better than PCA on depth maps,
which the authors consider as baseline.

Further applications in face recognition are not yet widely explored, but we see
a great potential in the method of [47], that combines the spherical harmonics
representation with Gabor wavelets on the sphere. In this way, the main
structure of the 3D face is represented globally, while the (person-specific)
details are modelled locally (with wavelets). This solves the drawback of the
global nature of the representation and could as such be used for multiscale
progressive 3D face recognition.

A.3 Implicit surface representation

In general, implicit functions are defined as the iso-contour of a scalar function
φ : Rn → R. A 3D implicit surface S is then mathematically defined as

S = {x ∈ R3|φ(x) = ρ}. (A.7)

We call this the iso-surface of the implicit function. The iso-surface at ρ = 0
is sometimes referred to as the zero contour or zero surface. As such, implicit
surfaces are 2D manifolds that exist in 3D space [26]. The iso-surface partitions
the space into two regions: interior of the surface, and exterior of the surface.
Mostly, the convention is followed that inside the surface, the function returns
negative values and outside the surface, the function returns positive values.
The inside portion is sometimes referred to as Ω−, while points with positive
values belong to the outside portion Ω+. The border between the inside and
the outside is sometimes called the interface ∂Ω.
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The simplest surfaces (spheroids, ellipsoids,. . . ) can be described by analytic
functions and are called algebraic surfaces. The surface is the set of roots of
a polynomial φ(x) = ρ. The degree of the surface n is the maximum sum of
powers of all terms. The general form of a linear surface (n = 1), or plane, is

φ(x, y, z) = ax+ by + cz − d = ρ, (A.8)

while the general form for a quadratic surface (n = 2) is:

φ(x, y, z)

= ax2 + bxy + cxz + dx+ ey2 + fyz + gy + hz2 + iz + j

= ρ.

(A.9)

Superquadrics (n > 2) provide more flexibility by adding parameters to
control the polynomial exponent, allowing to describe more complex surfaces.
Nevertheless, analytic functions are designed to describe a surface globally by a
single closed formula. In reality, it is mostly not possible to represent a whole
real-life object by an analytic function of this form.

Radial Basis Functions

Radial Basis Functions (RBFs) are implicit functions that have been proven
to be a popular tool in interpolating scattered data of all kinds, including 3D
point clouds representing 3D objects. A RBF is a function of the form

φ(x) =
N∑
i=1

λiΦ(‖x− xi‖) + p(x), (A.10)

with λi the RBF-coefficients, Φ a radial basic function, xi the RBF centra and
p(x) a polynomial of low degree.

As can be seen from Eq. (A.10), the RBF consists of a weighted sum of a
radially symmetric basic functions located at the RBF-centra xi and a low
degree polynomial p. For surface representations, the RBF-centra xi are simply
some points on the surface. Finding the appropriate RBF-coefficients for
implicitly representing a surface is done by solving:

∀xi : φ(xi) = fi, (A.11)

For a surface representation, we want the surface to be the zero-contour of the
implicit surface and hence fi = 0,∀i. To prevent the interpolation to lead to
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the trivial solution, φ(x) = 0 everywhere, we have to add additional constraints.
This is done by adding off-surface points, which are points at a distance from
the surface with an implicit function value different from zero and mostly equal
to the Euclidean distance to the surface. Figure A.7 gives an example of such a
RBF interpolation with zero iso-surface.

Figure A.7: An example of a RBF interpolation with zero iso-surface.

A very clear introduction to the RBF-theory, and information about a fast
commercial RBF-implementation can be found in [87]. A very mathematical
complete reference book about Radial Basis Functions is [46].

The biggest advantage of radial basis function interpolation is the absence of need
for point connectivity. Other advantages include the low input data requirements
(sparse point clouds), and the possibility to insert smoothness constraints when
solving for the RBF. A disadvantage of RBFs is the computational complexity of
the problem. This problem can, however, be alleviated by specific mathematical
algorithms (fast multipole methods [16]), or compactly supported basis functions
[247]. Because of this computational complexity, also the editing of the surface
is not trivial.

In [60], RBFs are used to represent faces in a robust framework for both rigid
and non-rigid 3D surface registration. The same framework is also applied to
estimate the most likely face, given the skull (called cranio-facial reconstruction),
by fitting a statistical model to the skull.

Thin Plate Splines, one particular kind of RBF, are popular also in non-rigid
registration of for example face models. The RBF is here not used as the surface
representation method but merely as a preprocessing technique [116, 153].



IMPLICIT SURFACE REPRESENTATION 195

Another application of RBFs in face recognition can be found in [185], where
the RBF is sampled in concentric spheres around certain landmarks to generate
features for face recognition.

Blobby models

The blobby model, introduced in [25], was originally perceived as a way to model
molecular models for display, and is as such tightly related to the quantum
mechanical representation of an electron: a density function of the spatial
location. This way, the molecule surface can be thought of as the ρ iso-contour
of the sum of atom contributions

φ(x, y, x) =
∑
i

bi exp(−air2
i ). (A.12)

Various variants of the original blobby models exist, which can also be called
metaballs or soft objects. Instead of the exponential, one can also use polynomials
[175] or ellipsoids [146] to represent the blobs.

An advantage of the blobby model surface representation is the apparent
possibility for huge data reduction without loosing much detail. However, the
efficient construction of blobby models is still a problem under research [146].

Maruki [172] used this blobby model to describe a surface originally represented
by range data with normals. This is done by solving an optimisation problem
with parameters xi, yi, zi, ai, bi with xi, yi, zi the locations of the blobs and ai, bi
the blob parameters. Interestingly, the examples shown in this 1991 paper are
representations of faces. It seems that a face can be reasonably well represented
by about 250 blobs.

Blobby models have been used in the problem of natural object recognition,
where 2D contours were represented as blobby models, and these blobby models
were then used for classification of the contours [120].

Distance function

A special class of scalar functions are the distance functions. The unsigned
distance function yields the distance from a point p = [x y z]T to the closest
point on the surface S [119]:

φ(p) = φ(x, y, z) = inf
x∈S
||x− p||, (A.13)
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while signed distance functions have a negative sign in Ω−, inside the object.
The signed distance function is described by solving the Eikonal equation:

||∇φ(x, y, z)|| = 1, (A.14)

together with the boundary condition φ|S = 0. At any point in space, φ is the
Euclidean distance to the closest point on S, with a negative sign on the inside
and a positive on the outside [212]. The gradient is orthogonal to the iso-surface
and has a unit magnitude [119]. An example of a distance function is given in
Fig. A.8. The signed distance function can also be approximated using Radial
Basis Functions [87], as shown in Fig. A.7.

Figure A.8: An example of a distance function.

One advantage of a surface represented by a distance function is that the surface
can easily be evolved using a level set method. In those methods, also other
implicit surface representations are possible, but distance transforms have nice
numerical properties [179].

An interesting application in face recognition (in 2D though) is given in [4]
where a distance transform is used to get an invariant representation for face
recognition, using thermal face images. Related to the domain of face recognition,
the signed distance function is used in cranio-facial reconstruction [241]. A
reference skull, represented as distance maps, is warped to all target skulls and
subsequently these warps are applied to the reference head distance map.

Signed distance maps are also interesting for aligning surfaces, as described in
[104]. Symmetric registration of two surfaces, represented as signed distance
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maps, is done by minimising the energy functional:

F (p) =
∑

x∈Urx

(φy(W (x; p))− φx(x))2

+
∑

y∈Ury

(φx(W (y; p))− φy(y))2,

(A.15)

with W (−; p) the warp function, Urx and Ury the narrow bands around the
surfaces Sx and Sy and φ the signed distance map. The width of the narrow
band r should be larger than the width of the largest structure. Hansen et
al. [104] state that the level set registration performs slightly better than the
standard ICP algorithm [20].

Random walk function

This scalar surface representation gives at a point in space a value that is the
average time of a random walk to reach the surface starting from that point.
This scalar function is the result of solving the Poisson equation:

∆φ(x, y, z) = −1, (A.16)

again subject to the boundary condition φ|S = 0 and with ∆φ = ∂2φ
∂x2 + ∂2φ

∂y2 + ∂2φ
∂z2

the Laplacian of φ. For every internal point in the surface, the function assigns
a value reflecting the mean time required for a random walk beginning at the
boundaries. The level sets of φ represent smoother versions of the bounding
surface. A disadvantage of this function is that a unique solution of Eq. (A.16)
only exists within a closed surface. An example of a random walk function is
given in Fig. A.9. The random walk function has already been proven to be
useful in 2D object classification in [93].

Surface probability density function

The surface probability density function, φ(x, y, z), is a scalar function that
gives the probability anywhere in the space to belong to the surface S, based
on some samples of the surfaces xi. Estimating the probability density is a
fundamental concept in statistics which can be done in a non-parametric way
by kernel density estimation (KDE), introduced by [182]. The density is hence
computed as

φ(x, y, z) = φ(x) = 1
nh

n∑
i=1

K

(
x− xi
h

)
(A.17)
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Figure A.9: An example of a random walk function.

where K is some kernel with parameter h. A volume rendering of a KDE of a
3D face surface can be seen in Fig. A.10.

Figure A.10: A volume rendering of a kernel density estimation of a
human face.

The generality, sound statistical base and low data requirements are advantages
of this KDE surface representation. However, the main disadvantage is that the
iso-surface of φ does not describe the surface of the represented object, meaning
that this KDE representation is, strictly speaking, not an implicit surface
representation. Places in space with many samples in their neighbourhood, have
a higher probability to belong to the surface. For a correct representation of
the surfaces, a uniform sampling is therefore required. It also implies difficulties
in visualising the surface representation.

Hermans et al. [106] proposed to maximise the entropy of the density estimation
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by adapting the weights of each sample in order to obtain a more equal
probability along the surface. As such, the entropy-maximised KDE can be
seen as an implicit surface representation.

Surface probability density functions have already been proven to be useful in
3D registration and recognition. Tsin and Kanade [235] proposed the kernel
correlation of two point clouds, an entropy-related measure expressing the
compatibility of two point clouds, and used this for robust 3D registration. This
measure has later been used in 3D face recognition by [81]. Related techniques
are the groupwise registration by minimising the Jensen-Shannon divergence
between KDE representations of the point clouds [248] and the rigid registration
of entropy-maximised KDE representations by minimising the Kullback-Leibler
divergence [106].

Iconic representation

The iconic representation of a surface is a representation by a pictorial 3D image,
which is also a scalar function φ(x, y, z). The image contains gray values that
typically have a physical meaning, e.g. the attenuation coefficient of the tissue
in CT, the phenomenon of nuclear magnetic resonance in MRI, the reflection
of acoustic waves (US), etc. Generally, an image contains several objects, of
which the surface can be extracted by selecting a specific iso-value, ρ. This
process is called thresholding and can be seen as the most basic method of
image segmentation. Figure A.11 gives an example of a 3D face that is iconically
represented.

Iconic representations can only be captured with a volumetric technique,
which is generally the most expensive. These representations are therefore
not appropriate to be used in face recognition for security purposes. In
forensic applications, the recognition of faces is sometimes preceded by the 3D
reconstruction of the face from the skull, called cranio-facial reconstruction. For
this problem, iconic representations are used in [241, 45].
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Figure A.11: An example of a 3D face, iconically represented in a
CBCT image.



Appendix B

Databases of 3D faces
containing expression
variations

B.1 Overview

Many research organisations have built various 3D face databases to evaluate
3D face recognition or expression recognition algorithms. Publicly available face
databases that contain facial expressions are shown in Table B.3, indicating
the number of scans and the number of subjects in each database. The most
important databases (frequently referred to in literature and publicly available)
are discussed in section 2.2. In this appendix, we attempt to compare these
most important databases more quantitatively.

B.2 Comparison of databases

The performance of 3D face recognition methods will differ for different databases
due to the inherent complexity of the databases. Moreover, most methods are
designed on a particular database, introducing the risk of reduced performance
on other databases. In order to quantify differences due to the inherent database
complexity, one can use a standard baseline technique for 3D face recognition
on the different datasets.

201
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The standard techniques for face recognition can be divided in two groups:
algorithms using ICP and PCA-based methods. The iterative closest point
algorithm (ICP), introduced by Chen and Medioni [54] and Besl and McKay
[20], iteratively aligns 3D surfaces by minimising the squared Euclidean distance
between closest points. Turk and Pentland were the first to use eigenfaces for 2D
face recognition in [236]. Each n×m 2D image is represented as a feature vector
in n.m dimensional space. Principal component analysis (PCA) finds the best
vectors, called eigenfaces, in this space to describe the variations between faces.
Lighting, pose and scale variations are the main sources of bad classification.
This technique is easily extended to 3D (2.5D) face recognition by replacing the
colour images by range images.

Literature Comparison

We first quantify the differences of the reference databases based on a
performance comparison of the baseline techniques using results found in
literature. These are shown in Table B.1.

Table B.1: Comparison of databases with PCA or ICP, found in
literature.

method DB # prob. # temp. (subj.) R1RR
PCA [30] - - 70 55%
PCA [109] FSU 185 37 82%
PCA [201] FSU 300 50 58.4%
PCA [250] ZJU 360 40 79.7%
PCA [152] UND 877 100 80%
PCA [52] UND 1590 355 61.3%
ICP [152] UND 877 100 85%
ICP [52] UND 1590 355 61.5%
ICP [249] UND 1538 353 68.5%
ICP [139] Gavab 120 30 51.7%
ICP [139] Gavab 150 150(30) 65.3%
ICP [85] FRGCv2 4007 466 73.4%
ICP [8] Bosph. 1847 81 68.4%

As can be seen, the difference in performance between datasets can be really
large (R1RR ∈ [55, 80] for PCA and R1RR ∈ [51.7, 85] for ICP). However, the
implementation of the baseline techniques by the different authors can differ
slightly as well. Therefore, we re-implemented the standard ICP algorithm as
detailed in the next section and used it to perform the standard recognition
experiments on these reference databases.
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Comparison with ICP Implementation

As baseline algorithm, we implemented the standard ICP algorithm, as described
in section 1.4.3 with the maximal number of iterations being N = 25. The
baseline algorithm is used for intra-database face comparison providing a
dissimilarity between any two faces in the same database. For identification,
the first scan of each subject is selected as gallery image, while all other scans
are considered as probe images. Every probe image is compared to every
gallery image. For verification, every pair of faces is compared. The results for
verification are shown by the ROCs in Fig. B.1(a), while Fig. B.1(b) plots the
CMCs for the different databases in the identification scenario. Both figures
illustrate the inherent complexity of the considered databases w.r.t. 3D face
recognition using ICP as a common baseline recognition algorithm.
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Figure B.1: The receiving operating characteristic (ROC) (a) and the
cumulative match curve (CMC) (b) to compare the different databases
using the ICP-algorithm.

The EER, the R1RR and the NN are listed in Table B.2, summarising the face
recognition performance of the baseline ICP algorithm for each database. The
databases are arranged according to a decreasing performance as measured by
the R1RR.

Based on this comparison, it is clear that the FRGC v2 database, the CASIA
database, the FRAV 3D database and the Bosphorus database are the most
challenging for the ICP algorithm.
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Table B.2: Performance comparison of the different expression
databases.

database EER R1RR NN
FRGC v1 9.78% 78.29% 81.12%
BU-3DFE 17.16% 64.17% 95.56%
SHREC 20.96% 58.20% 90.40%
Bosphorus 31.79% 50.77% 85.85%
FRAV 3D 35.39% 49.28% 85.19%
CASIA 37.07% 35.95% 86.43%
FRGC v2 36.55% 28.10% 66.16%

B.3 Conclusion

Because of its frequent use in literature and its challenging nature, we recommend
to use the FRGC v2 database further as a reference database to evaluate the
overall performance of (expression-invariant) 3D face recognition algorithms.
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Appendix C

Quadratic assignment
methods

C.1 Introduction

The availability of structural information in many fields, such as computer
vision, scene analysis, chemistry and molecular biology, has led to the use of
graphs to represent this structural information. In this appendix, different edge
attribute matching strategies are compared, solving the quadratic assignment
problem (QAP) by reformulating it as a binary integer quadratic or linear
program (BIQP or BILP).

C.2 Edge attribute matching

Matching edge attributes involves a QAP, finding the optimal permutation π
by maximising Eq. (3.4). This problem is known to be NP -hard. Therefore,
approximate solutions have been proposed in literature. We will compare the
most important ones for this thesis, including our proposed marginalisation
approach.
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208 QUADRATIC ASSIGNMENT METHODS

C.2.1 Approximated Integer Quadratic Programming

The first solution is to reformulate the QAP as an BIQP problem. The BIQP
explicitly takes into consideration both unary and pair-wise terms reflecting the
compatibilities in local appearance as well as the pairwise geometric relationships
between the matching features. The BIQP tries to find the indication vector x?
as (cf. Eq. (3.5))

x? = arg max(xTWx) (C.1)

s.t. x ∈ {0, 1}n
MnD ,∀i :

nM∑
a=1

xia = 1,∀a :
nD∑
i=1

xia = 1,

with X = [xia]i=1...nD,a=1...nM an assignment matrix and x its vectorised
replica. The nMnD×nMnD symmetric affinity or compatibility matrix W, with
non-diagonal element containing the pair-wise affinity between two (possible)
correspondences and a diagonal terms representing the unary affinity of a
(possible) correspondence. Since the BIQP is known to be NP-hard, approximate
solutions are required.

Graduated assignment

The graduated assignment algorithm is first proposed by Gold and Rangarajan
[92]. In their deterministic annealing approach, graduated assignment gradually
updates the derivative of the relaxed BIQP in the soft assignment step driven
by an annealing schedule.

Spectral matching

Leordeanu and Hebert [133] proposed a simple and efficient approximation to
the BIQP using spectral relaxation, which computes the leading eigenvector of
the symmetric non-negative edge affinity matrix, W. Their Spectral Matching
(SM) ignored the integer constraints in the relaxation step and induced them
during the discretisation step by a greedy approach.

Random walks

In [57], matching graphs is obtained by simulating random walks with
reweighting jumps enforcing the matching constraints on the association graph.
Therefore, the confidences of candidate correspondences is iteratively updated
and exploited.
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Marginalisation

Similar to the probabilistic relaxation of [92], we presented in [215] a probabilistic
method without annealing, speeding up the graph matching. More details are
found in 4.3.2.

C.2.2 Approximated Integer Linear Programming

Another solution is to reformulate the QAP as a BILP by spectral embedding.
Instead of constructing the nMnD × nMnD symmetric affinity matrix W, the
edge attribute matrices AM = [aMij ] and AD = [aDij ] are first decomposed by a
spectral decomposition (for details: see chapter 5). The soft assignment matrix
can thus be found by Eq. (5.28), repeated here:

xai = exp(−
∑
k

||rMa,k| − |rDi,k||) (C.2)

C.3 Final discretisation

These methods all provide a soft assignment matrix, which is further post-
processed by double-stochastic normalisation [213]. In [213], it is proven that
any square matrix whose elements are all positive will converge to a doubly
stochastic matrix just by the iterative process of alternatively normalising the
rows and columns.

In the final discretisation step, any linear assignment algorithm can be adopted,
such as a greedy algorithm in [133] or the Hungarian algorithm [171]. Another
technique for final discretisation is the spectral method of Scott and Longuet-
Higgins [204].

C.4 Experimental results

The different methods (Reweighted Random Walk Method - RRWM, Graduated
Assignment - GA, Spectral Matching - SM, Assignment by Marginalisation
- AM, Spectral Decomposition - SD) are compared on artificial data, trying
to quantify the performance and time complexity. Three experiments were
done in an attempt to measure the effect of the number of points, the effect of
deformation and the effect of outliers. Results are shown in Fig. C.1, Fig. C.2
and Fig. C.3. For discretisation the Hungarian algorithm is used [171].
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Figure C.1: The effect of the number of points on the time consumption
(a) and performance (b).
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Figure C.2: The effect of deformation on the time consumption (a)
and performance (b).

The peak in the time consumption may be explained by the use of CPU power by
other processes. From the results it is, however, clear that graduated assignment
and spectral matching are the most time consuming algorithms. The spectral
embedding is less demanding and is the only feasible for large datasets. The
graduated assignment algorithm, however, gives the highest performance score.
The marginalisation approach has a nice trade-off between speed and accuracy.
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Figure C.3: The effect of the number of outliers on the time
consumption (a) and performance (b).





Appendix D

Validity of the isometric
deformation assumption

D.1 Introduction

During the last decades the amount of 3D data available has increased
significantly. When processing these 3D data, recognition of the 3D object is
an important task. However, intra-subject deformations form a challenge for
this task.

A popular approach to handle these intra-subject deformations is the isometric
deformation assumption, stating that geodesic distances remain constant during
deformations. The geodesic distance between two points on the object surface
is defined as the length of shortest path on the surface connecting these two
points.

Several papers make use of the isometric deformation approach for non-rigid
3D object recognition [79, 103, 118]. Because of the success in this field, it was
also applied for 3D face recognition in amongst others [35, 36, 17, 169, 117].

In this work, we will verify whether intra-subject deformations are near isometric.
Therefore, the relative change in geodesic distance between landmarks is
measured. The larger this relative change, the less valid the assumption is.

This appendix has been published in: D. Smeets, J. Hermans, D. Vandermeulen, P.
Suetens, Isometric deformation invariant 3D shape recognition, Pattern recognition, vol. 45,
pp. 2817-2831, July 2012.
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D.2 Validation of the isometric deformation as-
sumption

In this section, the validity of the isometric deformation assumption is examined
for 3D articulating objects and 3D faces with expression variations.

D.2.1 3D articulating objects

To examine the deviation to the isometric deformation assumption in a realistic
situation when dealing with 3D articulating objects, we looked at the change
in geodesic distance between four fingertips in three situations with different
configuration of the hand (an articulating object), as shown in Fig. D.1. This
results in a mean coefficient of variation (CV) of 5.3% for the geodesic distances,
while the CV for Euclidean distances is equal to 27.6%. This clearly indicates
the benefit of using an isometric deformation model for recognition.

Figure D.1: The variation of geodesic distance between four fingertips
in three situations is compared with variation of Euclidean distances.

D.2.2 3D faces

To validate the isometric deformation assumption for faces during expression
variation, two experiments are set up.

The first experiment examines the variation of the geodesic distance from the
nose tip to 21 anatomical landmarks, as shown in Fig. D.2, and compares the
variation with the variation in Euclidean distance. Therefore, the Bosphorus
database, including the manually indicated landmarks, is used [202]. Most
landmarks are located on the more rigid parts of the human face.



VALIDATION OF THE ISOMETRIC DEFORMATION ASSUMPTION 215

Figure D.2: The geodesic distance is calculated from the nose tip to
21 other facial landmarks on the Bosphorus database [202] to examine
its variation. The first six faces have different expressions, the last two
have a neutral expression.

The results of the experiment are given in Fig. D.3. The histogram of relative
(Fig. D.3(a)) and absolute (Fig. D.3(b)) variation of geodesic and Euclidean
distances between the nose tip and 21 other facial landmark is calculated based
on 303 expression scans of 80 subjects.
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Figure D.3: The histogram of relative (a) and absolute (b) variation of
geodesic and Euclidean distances between the nose tip and 21 other facial
landmarks is calculated based on 303 expression scans of 80 subjects.
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Almost no difference between the distribution of geodesic and Euclidean
distances can be noticed.

The second experiment considers the variation of geodesic distances between
each pair of landmarks on the face, again for the Bosphorus database [202] with
the landmarks mainly on the rigid part of the face, as well as for an own database
with landmarks mainly on the non-rigid part of the face. For landmarks on the
non-rigid part, a larger difference between variation of geodesic and Euclidean
distances is expected.

On 171 expression scans of the Bosphorus database corresponding to 4 subjects,
the mean coefficient of variation (CV) is 5.98% for the geodesic distances between
all pairs of 22 landmarks, while the mean CV for the Euclidean distances is
6.16%.

To examine the variation for landmarks located on the less rigid parts of the
face, we set up an experiment, in which 47 fiducials are manually indicated on
subject’s face as shown in Fig. D.4. Then, 18 3D scans are taken, 4 neutrals
and 14 with different (strong) expressions, using a structured light scanner. To
compute the geodesic distances appropriately, the mouths need to be cut open.
This is done by manually indicating eight points on the lips and computing the
shortest geodesic path between the points in the correct order. The mesh is
then cut along this path.

Figure D.4: The figure shows the setup of the experiment to validate
the isometric deformation assumption for faces.

The results of this last experiment are shown as a normalised histogram of
relative (Fig. D.5(a)) and absolute (Fig. D.5(b)) variation of geodesic and
Euclidean distances using the distances on the average of all neutral scans as
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reference considering the distances between each pair of the 47 facial fiducials.
The standard deviation of the relative variation of geodesic and Euclidean
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Figure D.5: The histogram of relative (a) and absolute (b) variation
of geodesic and Euclidean distances between all pairs of the 47 facial
fiducials using the average of the neutral scans as reference.

distances is 11.30% and 11.21% respectively. The variation, expressed as
mean coefficient of variation (CV), for the geodesic distances is 8.25%, for the
Euclidean distances 8.14%. The CV is higher than for the Bosphorus database
because here more landmarks are chosen on the flexible part of the face.

D.3 Conclusion

The experiments, validating the isometric deformation assumption, clearly
show that the assumption holds to a much smaller extent for 3D faces with
expression variations than for 3D articulating objects. Moreover, the stronger
the expression, the more variation of geodesic distances can be noticed.
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