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Abstract—Rich information spaces like blogs or news are full
of “stories”: sets of statements that evolve over time, made in fast-
growing streams of documents. Even if one reads a specific source
every day and/or subscribes to a selection of feeds, one may easily
lose track; in addition, it is difficult to reconstruct a story already
in the past. In this paper, we present the STORIES methods
and tool for (a) learning an abstracted story representation from
a collection of time-indexed documents; (b) visualizing it in a
way that encourages users to interact and explore in order to
discover temporal “story stages” depending on their interests; (c)
supporting the search for documents and facts that pertain to the
user-constructed story stages; (d) discovering the most important
facts in the corpora; and (e) navigating in document space
along multiple meaningful dimensions of document similarity and
relatedness. This combination provides users with more control,
progressing from “surfing” the Web to “sailing” selected corpora
of it, semantically in story space as well as between the underlying
documents. An evaluation demonstrates that machine learning
and interaction lead to representations that serve to retrieve
coherent and relevant document subsets and that help users learn
facts about the story.

I. INTRODUCTION

Online news present a challenge known also from many
other Web corpora: their content gets updated continuously,
and it is hard to keep abreast. Even if one reads a specific
source every day and/or subscribes to a selection of feeds,
one may not “see the forest for the trees”. Some sources
publish a manually or automatically generated digest, but
again, volumes of digests are increasing. There is clearly a
need for further summarizing services, and these summaries
should ideally provide a concise abstracted representation of
information from all the pertinent parts of a source or source
set. In addition, metadata should be utilised for such services.
Last but not least, users will be able to profit most from
summarizing services that provide convenient interfaces to
both the abstracted summary and the underlying documents,
and that allow for and encourage a flexible, (inter)active
exploration of the space of the abstracted “topics” or “stories”
on the one hand, and the space of the documents on the other
hand.

In this paper, we present the STORIES tool that instantiates
these ideas for a particular setting of (not only news) media
with a particular need for such interfaces: We focus on textual,
time-indexed documents such as news. News constitute fast-
growing corpora that report on recurring topics or unfolding
stories. Even if one subscribes only to a small number of them,
a need for summarisation soon becomes apparent. Several

search-engine innovations of the past few years like the
grouping of news articles by topic in Google News have made
it easier to keep abreast when one reads the news every day.
However, a Web user who misses several days or who wants
to gain an overview of major events and developments in a
“story” that lies in the past, is today faced with a situation
that is reminiscent of the early days of the Web. Search in
most archives is based on keyword search and therefore returns
an unmanageable number of results. Summarisation like that
provided by Google Trends1 or BlogPulse’s Trend Search2

show surges in publication and query activity in certain time
periods, but these tools require that one knows which sub-topic
to look for.

A system for following corpora along the temporal dimen-
sion - story tracking - should enable users to: track the changes
in time, discover the important “facts” that caused the changes,
and obtain a deeper insight into corpora by investigating
documents and their relations. In this paper we present a
semi-automatic system for story tracking. Our solution consists
of five parts: (a) In a collection of time-indexed documents,
a “story” is tracked. This component employs text mining
and summarisation. (b) This story is represented in a novel
graphical way that encourages users to interact and explore in
order to discover temporal “story stages” at different levels of
granularity, depending on their interest. These (inter)actions in
story space results in the users discovering and constructing
the story parts they wish to focus on. (c) The constructed
story parts directly support search, serving as new indexes into
the document set. (d) For news important changes are usually
expressed through sentences (often referred as fact), and we
extract the most important facts from the document. (e) In the
document set, a focused local search for semantically related
documents is enabled. This navigation in document space
relies on various document features extracted directly from the
metadata and indirectly via text analysis. These features are
temporal and textual similarity, named-entity similarity, and
source type.

The contributions of this paper are twofold. First, it presents
an integrated version of the recursive combination of learn-
ing, search, and interaction/navigation in both story space
and document space. This integrated system builds on our
previous work concerning learning and interaction in story

1http://www.google.com/trends
2http://www.blogpulse.com/trend



space methods [12] and on the local analysis of document
spaces that is part of the system described in [1]. Second,
these systems are extended by a new search functionality.

The paper is structured as follows: After an overview of
related work, we present the methods and the tool. Both the
Method and the Tool sections are structured into tracking,
story-space interaction, search, fact discovery, and document-
space navigation. The Evaluation section describes three em-
pirical analyses of story search. The paper concludes with an
outlook.

II. RELATED WORK

Our work builds on several areas of research:

Temporal text mining. Mei and Zhai in [8] described evo-
lutionary theme pattern discovery as one key sub-problem of
temporal text mining. They presented a fully automatic method
that extracts subtopics and creates a graph that shows their life
cycles and dependencies on each other. Related approaches
include [11], [14], [2]. (Sub)topics may be particularly interest-
ing when they are bursty [4], i.e. when publication activity on
them is very strong in a certain time period, picking up volume
fast at this period’s beginning and (usually) disappearing again
as fast.
Web search result structuring aims at learning and present-
ing structure within a query result set by applying clustering
algorithms (see [3] for a classical approach). In contrast
to traditional document clustering, overlapping clusters may
be more adequate, for example in the form of Suffix Tree
Clustering [15]. Web search results clustering is employed in
search engines like Carrot23 or Kartoo4. In the search and
exploration of stories, one must take into account a time
dimension as well as more fine-grained local relationships
between the concepts, which allow users to both search for
the content and understand the facts and events surrounding a
story. A semi-automatic solution to this problem using facet
search was proposed in [7].

Visual Web search interfaces. The use of graphical repre-
sentation of search results has been well studied, see [5] for
a recent overview. Systems like KartOOVISU5 or grokker6

create visualisations that represent documents inside a clus-
ter space. The common idea is to present some predefined
structure such as global clusters or a local relations among
documents. recently many alternative ways of tracking and
browsing news collections have been developed. Summariza-
tion like that provided by Google Trends show surges in
publication and query activity in certain time periods, but
these tools require that one knows which sub-topic to look
for (and that this sub-topic happens to be indexed). Google
News Timeline (http://newstimeline.googlelabs.com/) provides
a pre-set time period (day, week, month, year) overview of
news using a timeline interface. It allows for the tracking

3http://www.carrot2.org
4http://www.kartoo.com
5http://www.kvisu.com
6http://www.grokker.com

of news sources, arbitrary queries or entities such as movies,
books, music... Another Google system, named Fast Flip (http:
//fastflip.googlelabs.com/), provides an interface for browsing
news articles resembling hard-copy newspaper reading. The
Yahoo! Correlator(http://correlator.sandbox.yahoo.net/) asso-
ciates a search term with all its related “events”. Daylife
(http://www.daylife.com/) is a news search and organization
service built on top of Yahoo BOSS API. EMM News-
Explorer (http://emm.newsexplorer.eu) and EMM NewsBrief
(http://emm.newsbrief.eu) are news search and summarization
services tracking news from a large number of multi-lingual
sources. MemeTracker(http://www.memetracker.org/) based on
[6] tracks quotes from news and visualises their “burstiness”
using interactive charts.

III. METHOD

A. Story learning

The system7 learns a story from a corpus of time-indexed
textual documents, all relevant to a top-level query. First, this
corpus is transformed into a sequence-of-terms representation.
Subsequently, the content-bearing terms are extracted, defined
as the 150 top-TF.IDF (term frequency-inverse document
frequency) terms. Next, the whole corpus T is partitioned
into sets of documents that were published in time periods
following one another, e.g. within one calendar week. Thus,
T is the union of all document sets ti, with i = 1, . . . , I the
time periods.

For each ti, the frequency of the co-occurrence of all pairs
of content-bearing terms within a window of w terms in
documents is calculated as the number of occurrences of both
terms in a window of size w, divided by the number of all
documents in ti. This measure of frequency and therefore
relevance is normalised by its counterpart in the whole corpus
to yield time relevance as the measure of burstiness:

TRi(b1, b2) = (freqi(b1, b2))/(freqT (b1, b2)). (1)

Thresholds are applied to avoid singular associations in
small sub-corpora and to concentrate on those associations
that are most characteristic of the period and most distinctive
relative to others. This gives rise to (a) the story stage given by
{(b1, b2)|# co-occ.s of b1, b2 within w terms in doc.s from ti
≥ θ1and TRi(b1, b2) ≥ θ2} for some thresholds θ1, θ2 ∈ [0, 1].
The story stage can also be expressed as a story graph Gi with
terms as nodes and associations as edges. It consists of (b)
the story elements: all edges of the story stage; (c) the story
basics: all nodes of the story stage; (d) the story evolution:
the sequence of story stages.

B. Story-space interaction

Story space interaction and exploration rests on the user
changing the parameters: i to track story evolution, θ1 to
“uncover” further details of a story stage, and l to “zoom in
or out” of a story stage.

7This section integrates the method parts from [12] and [1]; they are
replicated here to make this paper self-contained.



C. Story search

Based on the automatically created story graphs, users
choose edges and compile subgraphs for searching. The search
component then automatically generates the document subset
relevant to this user selection.

Recall that ti is the full set of documents for a time
period i in which a user wishes to search for and learn more
about a specific event or fact. The story elements, which are
contained in the story graph for i, are then the key information
elements used for describing this event or fact. Story elements
in turn represent associations between story basics. We assume
that the user’s interest is directed towards a sub-corpus of
documents characterised by nodes (story basics) which are
connected by the chosen edge(s). By interacting with a story
graph Gi, users create a search restriction R of story basics.
This restriction can be created using a single edge or any
possible connected sub-graph (tree or a path) R of a story
graph for a time period. STORIES then uses all the nodes n
as a query (restriction) for the documents inside ti to obtain
the pertinent document subset:

tRi = {d ∈ ti | ∀n ∈ R : n is a term in d} (2)

This set tRi consists of only those documents that are
relevant to the nodes of R.

D. Fact discovery

The corpus is first transformed into a sequence of sentences.
Then the sentences are indexed into a sentence index Si for
each i. To retrieve the important sentences we first generate
queries by extract all the paths up to size maxQ from the story
graph. Then sort them based on the average edge weight of the
path and cut the list of extracted paths at maxR. This yields
a set of paths Pi of size maxR. Every p ∈ Pi is transformed
into a query by concatenating the names of the nodes in the
path (starting from the first). This yields a set of queries Qi.
We query the index Si using each q ∈ Qi and place the top
retrieved sentence in a set of retrieved facts Fi.

E. Document-space navigation

Document-space navigation consists of 2 parts: corpora
structure navigation and document neighbourhood navigation.
The first one relies on the clustering algorithms in order
to discover the implicit structure of the corpora. Given that
we imply a search step before this navigation, we use an
algorithm for web search result clustering described in [10].
Document neighbourhood navigation relies on a notion of
multi-dimensional document similarity: textual and temporal.
(Further metrics could be added in a straightforward way.) For
the textual similarity calculation, the terms are weighted using
TF.IDF, and the similarity between documents is calculated
using the cosine similarity measure.

To compute a temporal similarity within the [0, 1] inter-
val, the dates have to be projected into this interval. Using
absolute timestamps (such as the UNIX Timestamp counting

milliseconds since the beginning of 1970), new timestamps
are calculated for documents by

new timestamp =
old timestamp− min timestamp
max timestamp− min timestamp

(3)

where min (max) timestamp is the minimum (maximum)
timestamp in the corpus. The similarity between two times-
tamps (and thus two documents carrying them) is

similarity(ts1, ts2) = 1− abs(ts1 − ts2). (4)

Using the two similarities, we define the semantic neigh-
bourhood of a document:

Let C be a corpus of documents and di be the document of
which the neighbourhood is to be calculated. We define the sets
• = T,D as •(di) = {d̄ ∈ C|similarity•(di, d̄) > δt}, where
similarity[T |D](di, d̄) are the textual and temporal similarities
between di and d̄, and δt is some threshold.

Then the semantic neighbourhood SN(di) of document di

is SN(di) = T (di) ∩D(di).

IV. TOOL

Following the methods described in a previous paragraph we
built a story tracking tool. Its online version can be accessed at
ariande.cs.kuleuven.be/WebStories/viz/fdc.html. The back-end
of the tool is developed in JAVA and is running on a Tomcat
5.5 server, and the front-end is developed using HTML5 and
javascript. For data storage we used Lucene indexing and a
PostgreSQL data-base management systems.

A. Story learning

We apply the method to news articles downloaded from
different sources on the Web, as indexed by a blogs or news
search engine. Corpora can be compiled either on a continuing
basis (subscribed-to feeds) or in response to a top-level query.
The former in particular reflects the observation that any extra
work of exploring corpora is likely to take place only for
collections users feel to be ‘theirs’. Further data preparation
steps are then applied, in particular HTML wrapper induc-
tion and removal, tokenisation, cross-document named-entity
recognition, lemmatisation, and stopword removal. Finally,
document and term measures are computed.

B. Story-space exploration

The visualisations comprise static visualisations of the story
stages of individual periods In addition to this “scanning”,
users can “(un)zoom” by adapting the period-window size l
using a date-slider above the story graph visualization. The
visualisations are enhanced by salience slide ruler that allows
the user to filter out story elements below individually set θ1
(absolute number of occurrence of an association). By clicking
on a node in the graph, it shows all bursty co-occurrences of
the selected node. A configurable colour scheme with different
colour schemes accentuates time relevance differences. The
user may also inspect a morphing sequence that traces story
evolution through the sequence of all periods.



C. Story search

By clicking on a single edge, a user can select documents
that are relevant to the associated term pair. For easier and
more flexible search, users may also select an edge and then
highlight a subgraph which contains the selection’s adjoining
edges and neighbouring nodes. Each selected edge expands
the query by adding its nodes to the query ‘shopping cart’, as
long as the query has fewer than six distinct terms, a common
upper bound on query size [9]. At any time, the user can
choose to see the complete graph with all sub-graphs. In this
way the user incrementally builds the query and at the same
time can discover and learn about the story. Figure 1 (on the
left) shows a screen shot of the story-space exploration and
search functionalists.

D. Fact discovery

On the bottom of the interface (Fig. 1) there is a timeline
component covering the selected time period. The retrieved
facts are placed on the timeline depending on the date of the
document they originate from. Users can scroll the timeline to
explore how are important facts distributed over the selected
time period.

E. Document-space navigation

Navigation rests on the visualisation of the document neigh-
bourhood, see the right part of Fig. 1. The current document
is shown in the content box on the top right-hand side of the
window. Starting from this documents users can navigate the
corpora horizontally to the next topic (cluster) or vertically
to the next document. The neighbourhood is then visualised
on the bottom right-hand side of the window in the semantic
neighbourhood pane. Along width of the semantic neighbour-
hood pane we visualize the time range l and the blue line
shows the date of publishing for a document. Along the height
of the same pane we visualize content similarity in the reverse
order.

V. EVALUATION

The work presented in this paper describes a tool we built
over several iteration, and we evaluated the parts of our system
independently. In this section we sketch the most important
results of evaluation of the different tool components.

In [12] we evaluated story learning and story-space in-
teraction. We presented the participants in our study with
a set of story graph visualization (including sliders) and a
set of descriptions of important events for the same period.
Participants’ task was to match the edges of the graph to
the descriptions. In total about 80% of the descriptions were
matched to the edges of the graph. Story search evaluation
was done partly in the same article where participants were
presented with a set of story graphs (with search functionality)
and a set of YES/NO questions. The task was to explore the
documents in a time period using the story graph and answer
the questions. In total participants averaged a precession of
about 75%.

Additionally, we looked at the coherency of the data sets
created by path restriction form the story graph and compared
them to the state-of-the art document clustering algorithms.
The results show that using story graphs to create structure in
a document sets yields a more coherent document grouping.

In a different study (currently under review) we compared
our search interface with different interfaces. Participants in
this study were given story graphs and were asked to make
a 5 sentence summary of the documents they explored. This
summary was then compared with an editor-selected one. The
preliminary results of this study show that our system performs
better or the same as others. To evaluate the fact discovery
component of our system we developed an evaluation frame-
work for TTM cross-evaluation. The framework is described
in [13] and it is based on transformation of bursty patterns into
queries used for sentence retrieval. We tested three different
families of methods and the results of the evaluation point
that our method is comparable with the state-of-the art TTM
methods. Currently, we are planning the evaluation setting for
the document-space navigation.

VI. CONCLUSIONS AND OUTLOOK

This paper has presented a new tool for a specific problem
in the area of temporal text mining: the constructive tracking
of story evolution. Using co-occurrence measures on elements
that make up a story through the story graph method, and
a multidimensional document similarity measure, we created
tje STORIES tool that allows users to look at and actively
explore story evolution from their individual perspectives.
The tool enables story search and understanding through the
same interface, enabling users to explore the topic landscape
and at the same time the underlying documents. Several
evaluation studies demonstrated the quality of the approach.
The results indicate that users can use the STORIES interface
for understanding the events of a story and searching the
documents for concrete facts, and that the search functionality
returns coherent and relevant document subsets.

In the future, we want to extend this framework to also allow
for a comprehensive cross-evaluation of different methods
(such as “global” clustering or (P)LSA-based methods vs.
“local” co-occurrence analysis), different result presentations
(natural language, graphs, or other forms) and interesting-
ness measures for patterns (such as different measures of
burstiness). In addition, the framework will complement our
information retreival/data-mining oriented evaluation by us-
ability assessments. This will allow us to carry out larger-scale
and more comprehensive evaluations that extend the largely
exploratory and formative user studies presented in the current
paper. This will also investigations of further corpora and of
document-space navigation.

Automatic language processing of the type presented here
has a number of limitations. These concern both natural-
language understanding and media reception. For example,
methods that focus on words/terms, whether local or global,
cannot detect negation well. Our method cannot detect possible
multiple meanings of one term (homonyms), and a dictionary



would be needed to conflate different terms with the same
meaning (synonyms). Frequency-based interestingness mea-
sures like our time relevance generally single out dominant
themes (or ways of reporting) and, by design, neglect outliers
that may still be important. Also, the method at present has no
notion of or differentiation between news sources of different
quality. Further method and tool developments and evaluations
will address these issues. These developments will draw on
work in temporal text mining and on other language processing
techniques including lexical methods and scalable grammatical
parsing. Due to the modularity of our approach, we expect
that it can be generalised to include different methods for
choosing story basics, generating story elements, measuring
story salience and tracking story evolution. Modularity will
also support different methods for searching and exploring the
underlying documents in parallel with the interaction with the
story representation.
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