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Abstract

Multi-instance learning is a learning task where limited information about instance labels is given: in-
stances are organized into bags, and a bag is labeled positive if it contains at least one positive instance,
and negative otherwise; the labels of the individual instances are not given. The task is to learn a classi-
fier from this limited information. While the original task description involved the learning of an instance
classifier, in the literature the task is often interpreted as learning a bag classifier. Similarly, classifiers (and
the corresponding learners) can be evaluated based on the accuracy with which they classify instances, or
bags. In the literature, the two different settings (instance versus bag classification) are often intermingled.
In this paper, we investigate more closely the difference between bag-level and instance-level accuracy,
both analytically and empirically. We show that there is a large difference in practice between these two,
and results for bag-level accuracy do not necessarily hold for instance-level accuracy (and vice versa). It
is therefore useful to clearly distinguish these two, and use the most suitable one for the task at hand.

1 Introduction
Concept learning is the task of learning a concept definition from examples; it is equivalent to classification
of instances into two classes, usually called positive and negative. Multi-instance learning is a setting for
concept learning where one has to learn the concept definition from limited information. Instances are
grouped into bags, and we do not know for each individual instance whether it is positive or not; we only
know for each bag whether it contains at least one positive instance, or not. Bags that contain at least one
positive instance are called positive, the other bags negative.

The literature on multi-instance learning contains multiple definitions of the learning task. The definition
just mentioned, where the task is to learn a model for classifying instances, corresponds most closely to the
original definition given by Dietterich et al. [6] in their seminal paper on multi-instance learning. A second
definition is that the task is to learn a model for classifying bags, rather than individual instances. That is,
the concept of a positive bag is learned, rather than the concept of a positive instance. Within this second
interpretation, we can further distinguish methods that adhere to the rule that a bag is positive if and only if
it contains at least one positive instance (‘proper’ multi-instance learning), and those that do not but instead
allow a more general relationship between the contents of a bag and its label (‘generalized’ multi-instance
learning). In this paper we consider proper multi-instance learning only.

In proper multi-instance learning, the tasks of learning a bag classifier and learning an instance classifier
are equivalent, in the sense that an instance classifier uniquely determines a bag classifier, and vice versa.
However, the different interpretations lead to different notions of accuracy: one can consider the accuracy
with which bags are classified, and the accuracy with which instances are classified.

The contributions of this paper are as follows. First, we draw attention to the fact that bag classification
and instance classification are two different interpretations of the same task. While this may seem obvious, it
is often neglected in the literature, in both ways: some authors ignore the fact that it is the same task, others
ignore the fact that different accuracy measures are appropriate for the different interpretations. Researchers
should be aware of these similarities and differences.



Second, we analyze the relationship between the accuracy of instance classifiers and bag classifiers both
mathematically, showing that there is no one-to-one relationship between the two, and empirically, through
extensive experiments that quantify the difference between these two accuracy measures. We also assess
some practical consequences of this difference, for instance by comparing a large number of multi-instance
learning systems in terms of both measures.

2 Multi-instance learning

2.1 Definition and terminology
We use X to denote the instance space and B = {pos, neg} to denote the binary set of class labels.

The standard concept learning (or binary classification) setting, which we here call the single-instance
setting, can be defined as follows.

Definition 1 (Single-instance learning) Given: a dataset D consisting of elements (xi, f(xi)) with xi ∈
X an instance and f(xi) ∈ B its label according to an unknown function f : X → B; Find: f .

Dietterich et al. [6] define the multi-instance learning setting as follows. We are given a dataset that
consists of bags Bi of instances; the number of instances in a bag is variable. Each instance is described by
a single vector xij . An instance can be positive or negative, but the instance labels are not given. Instead, we
are given bag labels, and we know that a bag is labeled positive if it contains at least one positive instance,
and negative otherwise. From this information, we are to learn a function that can classify instances or bags.

The first interpretation of the task is that an instance classifier is learned. This corresponds to the defini-
tion below.

Definition 2 (Multi-instance learning 1) Given: a dataset D consisting of elements (Bi, F (Bi)) with Bi

a bag and F (Bi) ∈ B its label; each Bi consists of a bag of instances {xi1, . . . ,xini
}; there exists an

unknown function f : X → B for which it holds that F (Bi) = pos⇔ ∃x ∈ Bi : f(x) = pos. Find: f .

The second interpretation of the task is identical except that now the bag labeling function is to be
learned.

Definition 3 (Multi-instance learning 2) Given: same data as in Definition 2. Find: F .

As Dietterich et al. [6] describe the multi-instance setting, the learning task corresponds to the first
definition. This definition is also used by Blum and Kalai [4], who note that multi-instance learning is a
special case of learning from one-sided class noise. Some theoretical results regarding PAC learning axis-
parallel rectangles in this setting [9, 2, 4] also use the first definition. On the other hand, the Encyclopedia
of Machine Learning [15] uses the second definition, as does most work in image retrieval.

Dietterich et al. [6] propose a number of algorithms for multi-instance learning. Most of them learn the
f function in the form of an axis-parallel rectangle: an instance is positive if it is within the learned rectangle
(this expresses f ); hence, a bag is positive if it contains an instance within this rectangle (this expresses F ).
They compare the performance of the algorithms experimentally using two datasets containing descriptions
of configurations of Musk molecules. In this comparison, they compare the accuracy of the F function,
i.e., they count how many bags are predicted correctly. The implicit assumption seems to be that when an
algorithm predicts bag labels with a higher accuracy, it also predicts instance labels with a higher accuracy.

2.2 Connection between f and F

It is obvious that there is a strong connection between f and F . Whenever an instance classifier f is
available, the corresponding bag classifier F can be obtained from it as follows:

F (B) =

{
pos if ∃x ∈ B : f(x) = pos,
neg otherwise. (1)

We will use B to denote the function that transforms an instance classifier into a bag classifier in the way
defined above; that is, F = B(f).



Conversely, f can also be obtained from F . For any F , the corresponding f is defined as follows:

f(x) = F ({x}) (2)

We use I to denote the function that transforms a bag classifier F into an instance classifier f according to
Equation 2; that is, when Equation 2 holds, f = I(F ).

The transformations I and B are not necessarily each other’s inverse. We have I(B(f)) = f , but
B(I(F )) = F does not necessarily hold for every bag classifier imaginable. We call F a proper multi-
instance bag classifier if it fulfills B(I(F )) = F . This implies that F has the proper structure, that is, F is
consistent with the requirement that an instance classifier f exists such that F has the form F (B) = pos⇔
∃x ∈ B : f(x) = pos (even if this is not reflected by the syntactic structure of F ).

Equation 1 is well-known to all multi-instance learning researchers, but the fact that Equation 2 trivially
follows from it does not seem to have been given due consideration. For instance, Zhou et al. [22] use
essentially this property in their method for detecting regions of interest in images, but describe it in the
context of a specific implementation (Citation-kNN), and present this as a new algorithm (Citation-ROI),
rather than pointing out that they simply apply this generally valid rule.

2.3 Literature on multi-instance learning
As said before, the term ‘multi-instance’ has repeatedly been used in a generalized sense [7], where it is not
necessarily possible to express F in the form of Equation 1. In this literature overview we focus on proper
multi-instance learning.

One way to perform multi-instance learning is the following: simply label each instance with the label
of its bag, then apply a standard learner to this dataset to obtain f̂ . Many instances will get a positive
label in the training set even if they are really negative, but the opposite will not occur; thus, multi-instance
learning reduces to learning from a dataset with one-sided class noise [4]. Such an approach was used as a
“strawman” approach by Dietterich et al. [6], and shown not to work well, although Ray and Craven [14]
later showed that this may depend strongly on the application.

Many authors have proposed algorithms that explicitly address the peculiarities of the multi-instance
setting. Such learning algorithms include Axis-Parallel Rectangles [6], Diverse Density [11] and its exten-
sion EM-DD [20], the k-nearest neighbor algorithm Citation-kNN [17], the decision tree algorithms ID3-MI
[23] and MITI [3], neural networks [13], the rule learning algorithm RIPPER-MI [23], the SVM algorithms
MI-SVM, mi-SVM [1] and DD-SVM [5], the logistic regression algorithm MILR [14] and the ensemble
algorithms MI-Ensemble [21] and MI-Boosting [19]. As the overview shows, many of these algorithms are
inspired by single-instance learning algorithms.

Applications of multi instance learning include content-based image retrieval [1], music retrieval [10],
protein family modeling [16] and medical applications [8]. In image retrieval, many researchers have pro-
posed the use of multi-instance learners to learn what the user’s interest is. Given a series of pictures that
are of interest to the user, presumably because they contain some object of interest (among other things), a
multi-instance learner can be used to learn a function that can predict for new pictures whether they contain
the object of interest or not. Some researchers consider as a separate task, the detection of the regions of
interest (ROI) in these pictures. Using the terminology from the previous section, this task boils down to
identifying f as opposed to F , which in the proper multi-instance learning setting is in fact the same task:
finding F gives us f as well. This property does not hold for generalized multi-instance learning methods.

3 Mathematical analysis of the relationship between bag-level and
instance-level accuracy

In the following we use f and F to refer to the real target concepts, and f̂ and F̂ to the classifiers constructed
by a multi-instance learner. We have f = I(F ) and F = B(f). Some multi-instance classifiers return an
instance classifier f̂ ; for these, we define F̂ = B(f̂). Other multi-instance classifiers return a bag classifier;
for these, we define f̂ = I(F̂ ).

We call a classifier correct when it has zero error. Any method that learns a correct bag classifier (F̂ = F )
learns a correct instance classifier (f̂ = f ), and vice versa. However, when learning from data, we typically
do not find a 100% correct solution; the learned function f̂ (or F̂ ) only approximates f (F ). We can
distinguish two accuracy measures for a classifier (f̂ , F̂ ) on a set of bags:



• bag-level accuracy aB is the proportion of bags for which the predicted label equals the true label. It
measures how well F̂ approximates F ;

• instance-level accuracy aI is the proportion of instances for which the predicted label equals the true
label. It measures how well f̂ approximates f .

Under the simplifying assumption that instances in a bag are independent of each other, we can analyze
the relationship between aI and aB analytically. In general, accuracy is a weighted average of the true
positive rate TPR (the proportion of positive cases that are predicted positive) and the true negative rate
TNR (the proportion of negative cases predicted negative), the weights equalling the proportion of positive
and negative cases in the set or population under consideration. Let TPRI and TNRI be the instance-level
true positive/negative rate of f̂ , over the whole population. Then the expected instance-level accuracy of f̂
on a set of NI instances, among which p positives and n negatives, is

aI =
p · TPRI + n · TNRI

NI
.

The expected bag-level accuracy aB of the corresponding F̂ on a set of NB bags, the elements of which are
drawn i.i.d. from that population, is

aB =

∑
Bk∈B+ a

+
B(Bk) +

∑
Bk∈B− a

−
B(Bk)

NB
(3)

a+B(Bk) = 1− (1− TPRI)pk (4)
a−B(Bk) = TNRnk

I , (5)

with B+ and B− the set of positive and negative bags, respectively, and with pk and nk the number of
positive/negative instances in bag Bk. These formulas express that (i) the expected bag-level accuracy is an
average of the expected classification accuracy of positive and negative bags; (ii) a positive bag is predicted
correctly if at least one of its instances (be it a positive or a negative one) is predicted positive; (iii) a negative
bag is predicted correctly if all its instances are correctly predicted negative.

This shows that, for a given aI , there is not a single corresponding value of aB (and vice versa): this
value depends on the size of the bags Bk, on the distribution of positive and negative instances in positive
bags, and on TPRI and TNRI . Since the last two are classifier-dependent, different classifiers may exhibit
a different relationship between bag-level and instance-level accuracy. A classifier may score better on one
measure, but worse on the other.

Instance-level accuracy aI is sometimes more relevant than bag-level accuracy aB , especially from the
knowledge discovery point of view (for instance for detecting ROI). The above shows that aI is in a sense
also more stable than aB . Concretely, aB may depend on the size of the bags; if a model learned from a
particular training set is used to predict labels of bags that are significantly larger or smaller, the aB on the
test set may be very different (e.g., if in a test set all bags are singletons, aB becomes equal to aI ).

In the literature on multi-instance learning, classifiers are nearly always evaluated in terms of bag-level
accuracy, not instance-level accuracy [6, 11, 20, 17, 3, 13, 21, 19, 23, 1, 14, 16, 8]. The only exception
we know of is the work on music information retrieval by Mandel and Ellis [10], who explicitly state that
they are interested only in instance-level accuracy. No explicit arguments are usually given for measur-
ing bag-level accuracy, even when context suggests that measuring instance-level accuracy would be more
meaningful; an exception is Fung et al. [8].

An important question is, then, how well aI and aB correlate. That is the subject of the remainder of
this paper. As the relationship between aI and aB is difficult to investigate theoretically, due to the many
parameters it depends on, this question will be investigated empirically.

4 Experimental analysis of the relationship
The main question we wish to address, is: to what extent does a high bag-level accuracy imply a high
instance-level accuracy, and vice versa? We will quantify this in two ways. First, we use the rank cor-
relation ρ(aI , aB) between instance-level and bag-level accuracy. Second, we use the probability that
a classifier scores higher on instance-level accuracy, given that it scores higher on bag-level accuracy,
Pr(aI(C1) > aI(C2)|aB(C1) > aB(C2)), with Ci randomly chosen classifiers. While the first is a stan-
dard measurement for comparing rankings, the second is of practical importance: when we want to select,



among two classifiers, the one with highest aI , but instead choose the one with highest aB (or vice versa),
what is the probability that we have chosen the correct one?

4.1 Experimental setup
Datasets. In order to compute instance-level accuracies, we need to know the true labels of instances.
Because of this, often employed benchmark datasets, such as Musk, cannot be used for our experiments,
since these contain only bag labels. Datasets where instance labels are known seem to be rare. There are
some exceptions in image retrieval; however, we are not concerned with this specific case, but with the
abstract problem of multi-instance learning in general, as originally formulated by Dietterich et al.

We have therefore decided to use semi-synthetic datasets. We construct these datasets from standard
datasets by grouping instances into bags randomly, and providing to the multi-instance learner the labels of
the bags only. We use 5 source datasets taken from the UCI repository [12]: Adult, Pima Indians Diabetes,
Spam, Tic-Tac-Toe and Blood Transfusion Service Center. We selected these datasets because they are
unbalanced, which is useful for constructing MI datasets, since MI datasets that are balanced on the bag-
level contain more negative than positive instances.1 Each source dataset is split into training and test parts.

We say that a MI dataset is in bag-configuration ‘X/Y ’ if each bag in the dataset contains Y instances,
and each positive bag contains X positive instances. For each source dataset we construct MI datasets in
configurations 1/2, 1/3 and 2/3; for the two largest (Adult and Spam) we additionally use 1/4, 2/4, 1/5,
2/5, 1/10 and 2/10. All MI datasets are balanced on the bag level: 50% of the bags is positive and 50%
is negative. To construct a MI dataset in a particular bag-configuration we randomly sample the required
number of positive and negative instances from the respective source dataset. The number of bags in each MI
dataset is the highest possible number (sometimes rounded) for which we can sample without replacement
before exhausting the source dataset. The size of the train/test sets, in numbers of bags, varies from 300/190
to 6000/2000 (Adult), 134/40 to 200/66 (Diabetes), 180/100 to 1200/600 (Spam), 200/50 to 332/82 (Tic-
Tac-Toe), 128/36 to 258/46 (Transfusion).

The semi-synthetic MI datasets thus created have a few interesting properties. Because bags are con-
structed in a random manner, elements in a bag are i.i.d. Real MI datasets do not necessarily have that
property. However, when instances within one bag correlate positively, the MI problem becomes more sim-
ilar to a single instance learning problem,2 so our datasets are representative for the more difficult kind of
multi-instance problems. Further, the bags we construct are never very large. This could be a disadvantage,
but in our experiments the limited variation in bag size turned out sufficient to observe interesting effects;
more variation in bag size would simply magnify these effects.

Algorithms and setup. To have a large variety of MI learning algorithms, we perform experiments with
all the MI algorithms available in the Weka data mining tool [18]: Citation-kNN (with k ∈ {1,3,5,7}), MDD
(Modified Diverse Density), MIEMDD (Expectation-Maximization Diverse Density), MILR (linear regres-
sion), MINND (Nearest Neighbor with Distribution, with k ∈ {1,3,5,7}), TLD (Two-Level Distribution),
TLDSimple, MISVM, SimpleMI with the J48 classifier, MIWrapper with the J48 classifier, MIOptimalBall
and MISMO. For each MI learning algorithm and each considered configuration of each MI dataset, we mea-
sure the bag-level accuracy aB and instance-level accuracy aI . Below we analyze the observed relationship
between the two accuracy measures.

4.2 Results: Correlation analysis
First, we have computed for each configuration of each dataset the Spearman rank correlation ρ(aI , aB)
between instance-level and bag-level accuracy:

ρ(aI , aB) =

∑
j(r

j
I − r̄I)(rjB − r̄B)√∑

j(r
j
I − r̄I)2

∑
j(r

j
B − r̄B)2

,

where rjI is the rank of the j-th learning algorithm in terms of instance-level accuracy (j = 1 . . . 18), r̄I is∑18
j=1 r

j
I/18, and rjB and r̄B are defined similarly in terms of bag-level accuracy. The Spearman correlation

is 1 if aI and aB yield exactly the same ranking, −1 if they yield exactly opposite rankings, and 0 for

1For Tic-Tac-Toe we inverted the instance labels in order to have more negatives.
2For instance, a standard nearest neighbor approach would work well in that case, since being close to a false positive would imply

being close to a true positive.



Figure 1: Global ranking of the learning algorithms in terms of instance-level and bag-level accuracy.

independent rankings. The resulting correlations ρ(aI , aB) were: 0.78, 0.75, 0.55, 0.55, 0.67, 0.48, 0.46,
0.52, 0.70, 0.33, 0.39, 0.66, 0.94, 0.69, 0.75, 0.69, 0.66, 0.69, 0.49, 0.64, 0.41, 0.75, 0.55, 0.55, 0.65, 0.01
and 0.77. These results show that while there is clearly some correlation between aI and aB , it is relatively
weak. When examining the results in more detail, we found that it indeed happens quite often that an
algorithm performs well in terms of aB but poorly in terms of aI , and vice versa.

We also computed a global ranking for all learners, taken over all dataset configurations. This global
ranking is defined by ranking all algorithms by the sum of their ranks for each dataset configuration. The
resulting rank correlation ρ(aI , aB) is 0.465, which again indicates a rather weak correlation between aI
and aB . The global rankings for aI and aB are visualized in Figure 1. The figure also shows the average
aI and aB over all configurations of all datasets. For each learning algorithm the corresponding aI and aB
are connected; the extent to which these lines cross is a visual indication of the disagreement between the
different measures.3 Note that the values of aI and aB vary over a wide range, so the low correlation is not
due to all of them being very close to each other.

Our results lead to concrete recommendations about which algorithms to use. If one is interested in
instance-level predictions, recommended algorithms are MIWrapper, SimpleMI and MDD. If one is inter-
ested in bag-level predictions, recommended algorithms are MILR, MISMO and again MIWrapper.

4.3 Results: Probabilistic analysis
We estimate Pr(aI(C1) > aI(C2)|aB(C1) > aB(C2)), the probability that classifier C1 outperforms
classifier C2 in terms of instance-level accuracy, given that it outperforms it in terms of bag-level accuracy,
as ∑

C1

∑
C2 6=C1

δ
(
aI(C1) > aI(C2) & aB(C1) > aB(C2)

)∑
C1

∑
C2 6=C1

δ
(
aB(C1) > aB(C2)

) ,

where the sums range over the different classifiers learned by our 18 learners and δ(c) is 1 if condition c is
true and 0 otherwise. Pr(aB(C1) > aB(C2)|aI(C1) > aI(C2)), is estimated similarly.

The results are shown in Table 1. Averaged over all datasets and configurations, we have thatPr(aI(C1) >
aI(C2)|aB(C1) > aB(C2)) = 0.69, and Pr(aB(C1) > aB(C2)|aI(C1) > aI(C2)) = 0.72. This shows
that choosing the best bag classifier (among two given classifiers) quite often does not yield the best instance
classifier, and vice versa.

5 Conclusions
In the current literature on multi-instance learning, almost all evaluations are based on bag classification ac-
curacy. The task of classifying instances in a multi-instance learning setting is often interesting by itself, but
very little is known about how well methods typically perform on this task. This paper is a first investigation
into this. Our main conclusion is that the correlation between instance-level accuracy and bag-level accuracy

3Some ranks have no line connected to them, or multiple lines; this is due to ties.



Table 1: Top: Probability that aI is higher given that aB is higher, i.e. Pr(aI(C1) > aI(C2)|aB(C1) >
aB(C2)). Bottom: vice versa, i.e. Pr(aB(C1) > aB(C2)|aI(C1) > aI(C2)).

1/2 1/3 2/3 1/4 2/4 1/5 2/5 1/10 2/10
Adult 0.79 0.74 0.74 0.65 0.68 0.60 0.63 0.69 0.77
Diabetes 0.57 0.59 0.71 - - - - - -
Spam 0.92 0.69 0.76 0.72 0.71 0.74 0.67 0.69 0.65
Tic-Tac-Toe 0.74 0.45 0.75 - - - - - -
Transfusion 0.74 0.67 0.63 - - - - - -

1/2 1/3 2/3 1/4 2/4 1/5 2/5 1/10 2/10
Adult 0.85 0.78 0.82 0.69 0.76 0.66 0.67 0.66 0.75
Diabetes 0.57 0.64 0.79 - - - - - -
Spam 0.91 0.77 0.80 0.77 0.75 0.75 0.69 0.72 0.63
Tic-Tac-Toe 0.76 0.38 0.75 - - - - - -
Transfusion 0.78 0.68 0.63 - - - - - -

is relatively weak. The “best” bag classifiers do not necessarily yield the best (or even good) instance classi-
fiers. This is visible even when learning from relatively small bags, and the discrepancy increases as larger
bags are considered. It is therefore advisable for researchers proposing novel multi-instance algorithms to
test their methods on both levels, or to argue explicitly why only one level is of interest to them.

Our experiments have been conducted on semi-synthetic datasets, artificially constructed from real-
world single-instance datasets. These datasets are representative for multi-instance learning in the sense
of the original definition, but not necessarily representative for the kind of multi-instance problems one
may encounter in particular applications, such as image recognition. It may be realistic to make additional
assumptions in such applications, e.g., instances in the same bag may typically be correlated. Our general-
purpose results may be refinable by taking these assumptions into account.
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