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Energy consumption in the memory subsystem usually accounts for up to 70% of the total energy 

consumed by the system. Research has shown that scratchpad memories (SPM) have considerably less 
energy per access and area compared to caches of the same capacity; moreover, they provide much better 
timing predictability then caches. Therefore, SPMs are now included in many modern day embedded 
platforms such as ARM 10E, IBM Cell BE, GeForce GTX and Texas Instruments TMS370CX7X. Unlike caches 
that are managed by hardware and select their contents on the principle of spatiotemporal locality, in SPM 
based systems the software is responsible for the allocation to scratchpads.  

Dataflow graphs (DFGs) are a class of models of computation that are easy to parallelize, schedule and 
analyze for timing and resource requirements. Moreover, they are quite expressive and often used to 
describe multimedia and network processing applications. StreamIt, Brook and Sh are examples of languages 
whose models of computation are based on dataflow graphs. A lot of research has been done for scheduling 
dataflow graphs, calculating minimum buffer requirements and exploring tradeoffs between buffer sizes and 
throughput. However, most of this work does not take into account the fact that the actual execution times 
of actors might depend on whether data is mapped onto a fast scratchpad memory or a slower off-chip 
memory. The buffer size throughput tradeoff in turn depends on the sizes of scratchpads. 

There has been extensive research on scratchpad allocation for applications written in C, but the 
literature on scratchpad aware scheduling of dataflow graphs is quite limited. In  [2] a scratchpad allocation 
scheme for dataflow graphs is presented but buffer size are assumed static. In  [1] buffer sizes are also 
explored along with scratchpad allocation but energy and parallelism aspects are not considered. 

 In our research, we present a technique for exploring parallel schedules of dataflow graphs in a 
scratchpad aware manner. Buffer sizes and scratchpad allocations are explored as properties of the mapping 
solutions. The aspect of enabling more parallelism and fewer context switches through larger buffers is 
traded off against larger buffers having to be mapped to off-chip memories. The mapping exploration 
problem is modeled as a constraint based scheduling problem in Optimization Programming Language and 
solved using IBM ILOG. The execution schematics of the synchronous dataflow graph, along with the platform 
resources (processing, memory) are modeled as constraints. In one invocation the solver finds a minimum 
energy schedule for the steady state execution cycle, such that it meets a particular time deadline. The set of 
energy-throughput Pareto-optimal schedules is found incrementally changing the deadline and invoking the 
solver repeatedly. Although more efficient multi-objective exploration algorithms exist, they are beyond the 
scope of this work, because the focus here is solely on the quality of the mapping solutions. 

The proposed technique was used to find the energy-throughput Pareto-optimal mappings for a cavity 
detector application to a multiprocessor platform with a StrongARM and a TI C64X+ processor with a 
scratchpad memory connected to each of the processors. The cavity detector application is a medical image 
processing application that detects cavities in X-ray images of the human brain. We observed that exploring 
buffer sizes along with scratchpad allocation produced mappings that were on average 20% more energy 
efficient as compared to fixed buffer sizes. We are currently applying this methodology to other complex 
applications and platforms. 
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