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Abstract. The notion of similarity is crucial to a number of tasks and meth-
ods in machine learning and data mining, including clustering and nearest
neighbor classification. In many contexts, there is on the one hand a natural
(but not necessarily optimal) similarity measure defined on the objects to
be clustered or classified, but there is also information about which objects
are linked together. This raises the question to what extent the informa-
tion contained in the links can be used to obtain a more relevant similarity
measure. Earlier research has already shown empirically that more accurate
results can be obtained by including such link information, but it was not
analyzed why this is the case. In this paper we provide such an analysis. We
relate the extent to which improved results can be obtained to the notions
of homophily in the network, transitivity of similarity, and content variabil-
ity of objects. We explore this relationship using some randomly generated
datasets, in which we vary the amount of homophily and content variability.
The results show that within a fairly wide range of values for these parame-
ters, the inclusion of link information in the similarity measure indeed yields
improved results, as compared to computing the similarity of objects directly
from their content.

1 Introduction

Similarity is an important notion in machine learning and data mining; it plays
a crucial role in, for instance, many clustering methods, and in nearest neighbor
classification. The quality of obtained clusterings or classifiers depends strongly on
whether a relevant similarity measure is used (“relevant” meaning suitable for the
task at hand).

In application domains such as web mining or social network analysis, objects do
not only have an internal content, they are also linked together by a graph structure.
The question is then, whether this graph structure can help clustering or classifi-
cation. This has already been shown convincingly in several research areas, such as
collective classification [4] or entity resolution [5]. In this paper, we investigate, in a
more general context, one way in which a better similarity measure can be devised
by incorporating network information.

To make this more concrete, consider two web pages, both about the same
subject, but far away from each other in the web. These are highly unlikely to be
clustered together by standard graph clustering systems (because graph clustering
methods typically form clusters of nodes that are close to each other in the graph),
yet we want to consider them as similar. Their contents will indicate that they are
similar indeed. One could argue that looking only at the content, and ignoring the
graph structure, is then likely to be the most appropriate way of comparing the



pages. In this paper, we show that this is not the case: the use of some information
in the graph structure, by other means than a standard graph clustering algorithm,
can yield a more relevant similarity measure than what we can compute based
solely on the object’s content. We explain why this may be the case, and investigate
the conditions under which it is indeed the case. This investigation includes both a
theoretical analysis and an experiment with synthetic data that allows us to quantify
the predicted e!ects.

We will discuss the problem in the context of annotated graphs, an abstract
formalism that generalizes over more concrete application domains such as social
networks, protein protein interaction networks, digital libraries, or the world wide
web. We introduce the problem setting formally in Section 2; next, in Section 3,
we will discuss how similarity measures can be improved by taking the network
structure into account. Section 4 reports on an experiment with synthetic data that
quantifies the e!ects discussed in Section 3. Section 5 briefly discusses related work,
and Section 6 concludes the paper.

2 Problem Setting

2.1 Annotated Graphs

We formulate the problem formally using the concept of an annotated graph. An
annotated graph is a graph where nodes or edges can have annotations, which can be
of a varying nature, and more complex than simple labels. An example of an anno-
tated graph is the web, where edges are hyperlinks and nodes are html documents.
Other examples include social networks (where edges are friend relationships and
nodes are people; a person can have a rich description) and digital libraries (edges
are references from one paper to another). In this paper, we will consider only
node annotations, not edge annotations; this covers, among other, all the above
applications.

Formally, we define an annotated graph G as a simple undirected graph G =
(V, E,!) where V = {v1, v2, . . . , vn} is a set of n vertices or data elements, E ! V "V
is the set of edges, and ! : V # A is a function that assigns to any element v
of V an “annotation”. We also call this annotation !(v) the content of vertex v.
As the graph is simple (no loops) and undirected, we have for all v, w $ V that
(v, w) $ E % (w, v) $ E and (v, v) /$ E.

The space of possible annotations is left open; it can be a set of symbols from, or
strings over, a finite alphabet; the set of reals; an n-dimensional Euclidean space; a
powerset of one of the sets just mentioned; etc. The only constraint on A is that it
must be possible to define a similarity measure sA : A"A # R that assigns a value
to any pair of annotations expressing the similarity between these annotations.

2.2 Semantic and Observed Similarity

All data elements are described using an annotation, which is an element of A. In
general, it is useful to distinguish the representation of an object from the object
itself. For instance, in a dataset of objects that are to be clustered, each object might
be described using a fixed set of attributes, but that does not necessarily imply that
these attributes completely determine the object; rather, an object’s representation
is a projection of the object onto the representation space. Similarly, when we
have a text document, we can associate a certain semantics to the document; when
representing the document as a bag of words, it is projected onto a vector space, and
di!erent documents (with di!erent semantics) are projected onto the same vector.
(E.g., “Carl hit the car” means something di!erent from “The car hit Carl”, but
the bag-of-words representation of these two sentences is exactly the same.)
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This discussion shows that similarity in the annotation space does not necessarily
coincide with semantic similarity: it is only an approximation of it. In practice,
when we perform clustering or similarity-based classification (as in nearest neighbor
methods), our real intention is to get results that are semantically meaningful.

We call the semantic space (in which the real objects live) S; an object o $ S
is represented using an annotation a $ A. Besides the similarity measure sA in A,
we assume there is a similarity measure in S, sS : S " S # R, which expresses the
semantic similarity of two objects.

Note that, in general, it will be di"cult to define S and sS in a formal way. We
assume that they exist in the real world, that there is some intuitive notion of them;
if not, we would not be able to talk about the “meaning” of the sentence “the car
hit Carl”, and how it di!ers from the meaning of “Carl hit the car”. But they may
be very di"cult to specify: for instance, given a picture, what is the semantics of it,
i.e., what does it represent? (One approximation might be constructed, for instance,
by asking multiple people what they see and experience when looking at the picture
and take the intersection of all their comments.) Generally, the semantics of an
object is very di"cult to define, but for this paper, we do not need to do that; we
just assume that there is some notion of semantics and semantic similarity, and it
is expressed abstractly by S and sS .

2.3 Similarity Approximations

The fact that there is a di!erence between observed similarity sA and semantic
similarity sS , and the fact that we are really interested in semantic similarity, raises
the question: can we find a better approximation to the semantic similarity than
sA? This would of course be possible by changing the annotation space A, making
it richer; but we assume that A and the data elements in it are given and cannot be
changed. (The question of how to change A is essentially the feature construction
problem, which is orthogonal to what we discuss in this paper.) However, when the
documents are also linked together, we may be able to obtain a better approximation
of sS by taking the link structure into account. In the following section, we propose
a simple way of doing that.

3 Similarity Measures

3.1 Content-based, Contextual, and Combined similarity

We now discuss three similarity measures for annotated nodes in a graph. These
similarity measures were first proposed in [6].

The first is called content similarity; it is identical to the sA similarity measure
proposed before:

Scontent(v, w) = sA(!(v),!(w))

Now let " : V " V # {0, 1} be a function that assigns a value to a pair of
elements in the data set such that "(v, w) = 1 if (v, w) $ E and 0 otherwise. We
define the neighbor similarity Sneighbor : V " V # R between two elements v and
w from V as the average annotation similarity between v and all neighbors of w:

Sneighbor(v, w) =

!

u!V sA(!(v),!(u)) · "(u, w)
!

u!V "(u, w)
(1)

This similarity is not symmetric, but we can easily symmetrize it, leading to the
contextual similarity Scontext : V " V # R:

Scontext(v, w) =
Sneighbor(v, w) + Sneighbor(w, v)

2
(2)
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The motivation behind defining this similarity measure is, briefly: if similar
nodes tend to be linked together, then the neighbors of w in general are similar to
w; and if similarity is transitive, a high similarity between v and many neighbors
of w increases the reasons to believe that v is similar to w, even if there is little
evidence of such similarity when comparing v and w directly (for instance, due to
noise or missing information in the annotation of w). In the following section, we
explain this motivation in more detail.

This contextual similarity measure is complementary to the content-based one,
in the sense that it does not use the content-based similarity between v and w at
all. Since in practical settings it may be good not to ignore this similarity entirely,
it may be useful to consider the combined similarity Scombined : V " V # R:

Scombined(v, w) = c · Scontent(v, w) + (1 & c) · Scontext(v, w) (3)

with 0 ' c ' 1. c determines the weight of the content-based similarity in the
combined similarity. As Witsenburg and Blockeel [6] found no strong e!ect of using
di!erent values for c, from now on we consider only the combined similarity with
c = 1

2 .
We call the contextual and the combined similarity measures hybrid similarity

measures, because they use information in the graph structure as well as in the
annotations.

3.2 Intuitive Motivation for Hybrid Similarity

Intuitively, the motivation for the use of hybrid similarity measures relies on three
phenomena that can be expected to occur in an annotated graph (such as the web
or a social network):

– Homophily in the network: homophily refers to the fact that in a network,
connections are more likely between similar objects than between dissimilar
objects; for instance, people who are more similar (same age, common interests,
etc.) are more likely to be friends. Homophily is a phenomenon that often occurs
in social and other networks [2].

– Transitivity of similarity: with this we mean that if x and y are similar,
and y and z are similar, then x and z will be relatively similar as well. Note
that transitivity is in some sense a generalization of the triangle inequality for
distances. Indeed, when similarity is expressed using a distance metric (shorter
distance implying higher similarity), for instance, s(x, y) = 1/d(x, y) with d
some distance metric, then d(x, z) ' d(x, y) + d(y, z) immediately leads to
s(x, z) ( 1/(1/s(x, y) + 1/s(y, z)), that is, s(x, z) is lower bounded by half
the harmonic mean of s(x, y) and s(y, z), which gives a concrete quantification
of transitivity in this particular case. Similarity measures do not have to be
transitive in any predefined way, but some intuitive notion of transitivity is
generally included in the intuition of similarity.

– Content variability: when two nodes represent the same semantic object o, the
actual content of the nodes (their annotation) may still vary. Generally, it can
be assumed that the content of a node varies around some center; this central
representation could be seen as the “closest” approximation to the semantic
object. The variation in possible content of a node, given the semantic object it
refers to, creates an inherent lower bound on the expected error of any estimator
that estimates the object from the annotation alone.

The combination of these three phenomena makes it possible to explain why a
contextual similarity might work better than a pure content-based similarity. Es-
sentially, the estimated similarity between two objects, as measured by the content-
based similarity, will have an error because of content variability. Homophily and
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transitivity imply that when an object is similar to another object, it is likely to be
similar also to that objects neighbors, or more generally: the similarity between o1

and any neighbor of o2 will not di!er very much from the similarity between o1 and
o2 itself. Now the point is that, since o2 can have multiple neighbors, a statistical
e!ect comes into play: the average similarity between o1 and the neighbors of o2

can be estimated more accurately than an individual similarity between o1 and a
neighbor of o2, or than the similarity between o1 and o2. We describe this e!ect
mathematically in the following section.

3.3 Analysis of Hybrid Similarity

Let us denote the semantic similarity between the contents of two nodes v and w
as #(v, w); that is, #(v, w) = sS(!(v),!(w)). Further, we use the notation #̂ to de-
note an estimator of #. The content-based similarity Scontent is one such estimator;
we denote it #̂1. Let $ denote the di!erence between this estimator and what it
estimates. We then have

#̂1(v, w) = Scontent(v, w) = #(v, w) + $(v, w). (4)

Any distribution over pairs of annotated nodes gives rise to distributions of
#, #̂ and $. If the estimator is unbiased, $ has a distribution centered around 0:
E[$(v, w)] = 0. Note that any estimator can be made unbiased by subtracting its
bias from it; so in the following, we will simply assume that the estimator is unbiased,
hence E[$(v, w)] = 0. Finally, we denote the variance of this distribution as #2

! .
Now consider, as a second estimator, the neighbor similarity:

#̂2(v, w) = Sneighbor(v, w) =

!

i Sneighbor(v, wi)

n
=

!

i #(v, wi)

n
+

!

i $(v, wi)

n
(5)

where wi ranges over all neighbors of w (i.e.,
!

i is short for
!

wi|(w,wi)!E) and
n is the number of such neighbors.

Now consider the conditional distribution of #(v, wi), given #(v, w). #(v, wi) is
likely dependent on #(v, w), since w and wi are connected. More specifically, due
to homophily and transitivity, as explained before, we expect them to be positively
correlated. Let us write

#(v, wi) = #(v, w) + %(w, wi) (6)

where % denotes the di!erence between, on the one hand, the similarity between
v and w, and on the other hand, the similarity beween v and wi. This formula is
generally valid (by definition of %), but in the presence of homophily and transitivity,
we additionally expect % to be small.

Using Equation 6 to substitute #(v, wi) in Equation 5 gives

#̂2(v, w) = #(v, w) +

!

i %(w, wi)

n
+

!

i $(v, wi)

n
. (7)

Observe that, among v, w and wi there is no relation except for the fact that
w and wi are connected to each other. This entails the following. For symmetry
reasons, the distribution of $(v, wi) must be equal to that of $(v, w) (from v’s point
of view, wi is just a random node, just like w). For each wi, $(v, wi) therefore has
an expected value of 0 and a variance of #2

! .
Again because of symmetry, there is no reason to believe that #(v, w) should on

average be greater or smaller than #(v, wi), which means E[%(w, wi)] = 0. As the wi

are also interchangeable among themselves, all %(w, wi) have the same distribution,
the variance of which we denote as #2

" .
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Now consider the case where all $(v, wi) are independent, all %(w, wi) are inde-
pendent, and $(v, wi) is independent from %(w, wi) for all wi. For this special case,
we obtain the following squared errors for the two estimators:

SE(#̂1(v, w)) = E[(#̂1(v, w) & #(v, w))2] = #2
!

SE(#̂2(v, w)) = E[(#̂2(v, w) & #(v, w))2] =
#2

! + #2
"

n

We now see that the first estimator has an expected squared error of #2
! , whereas

the second estimator has an expected squared error of (#2
! +#2

" )/n. This second term
can be larger or smaller than the first; it tends to become smaller as n, the number
of neighbors, increases, but when (and whether) it becomes smaller than #2

! depends
on the relative size of #2

" .

Note that, intuitively, #2
! is related to content variability (it reflects the extent

to which the observed content similarity between two nodes approximates their
real similarity), whereas #2

" is related to the amount of homophily in the network
(it expresses to what extent nodes that are linked together are indeed similar). In
networks with strong homophily and high content variability, the second estimator
can be expected to be more accurate than the first.

The case where $ and % are not independent is mathematically more complex.
We already have #2

! and #2
" for the variance of $(v, wi) and %(w, wi). If we denote

the covariance between $(v, wi) and $(v, wj) (j )= i) as C!, the covariance between
%(w, wi) and %(w, wj) (j )= i) as C", and the covariance between $(v, wj) and %(w, wi)
as C!", then using the rule that V ar(

!

i Xi) =
!

i V ar(Xi) +
!

i,j "=i Cov(Xi, Xj),
and exploiting the linearity of V ar and Cov, one quickly arrives at

SE(#̂2(v, w)) =
#2

!

n
+

#2
"

n
+

n & 1

n
C! +

n & 1

n
C" +

2

n
C!" (8)

which shows that strong autocorrelations of % and $ are likely to spoil the advantage
of using #̂2. Such correlations are not impossible; for instance, when $(w, w1) is
high, this may be because !(w) deviates strongly from its expected value (due to
content variability), which makes $(w, w2) more likely to be high too. It is di"cult
to estimate how large this e!ect can be.

Finally, note that Scontext(v, w) is the average of Sneighbor(v, w) and Sneighbor(v, w),
and hence is likely to be slightly more accurate than #̂2 (its standard error is

*
2

times smaller, in case of independence of the error terms for v and w), again due to
the error-reducing e!ect of averaging. Scombined, being the average of Scontent and
Scontext, can be more accurate than either or them, or have an accuracy somewhere
in between.

4 Experiments with Synthetic Data

4.1 The Synthetic Data Set

In order to test the relative performance of Scontent, Scontext, and Scombined, simi-
larity measures proposed above, and characterize under which circumstances which
measure works best, we have created a synthetic data set in which we can vary the
amount of content variability and homophily in the network. Roughly, one could
think of the data set as a set of documents; each document is represented as a
boolean vector that shows which words occur in the document, and documents may
be linked to each other. The documents are organized into classes. We start with
a dataset with zero content variability and perfect homophily: each document of a
particular class is the same (has all the words characteristic for the class, and no
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words characteristic for other classes), within a class all documents are linked to
each other, and there are no links between classes. Afterwards, we increase content
variability by removing words from documents and introducing words from other
classes into them. Similarly, we decrease homophily by introducing links between
documents of di!erent classes and removing links between documents from the same
class. Our goal is to investigate the e!ect of these changes on the accuracy of the
similarity measures.

Concretely, our dataset D consists of 1000 data elements xi, i = 1, . . . , 1000,
divided into 10 classes of 100 elements each. Each element is a binary vector with
1000 components, each of which represents one particular word; each class has 100
words that are characteristic for it, and each word is characteristic for only one
class. A 1000 by 1000 binary matrix G indicates the connections between the data
elements. In the original dataset, D and G are both block matrices; for 100(c&1)+
1 ' i ' 100c, xij = 1 for j = 100(c & 1) + 1, . . . , 100c and 0 elsewhere (that is,
for each class all documents contain all characteristic keywords and no other), and
similar for G (all and only documents of the same class are connected).

Now, increasing content variability means flipping bits in D, and decreasing ho-
mophily means flipping bits in G. The amount of bits that is flipped is determined
by a parameter p (where relevant we write pD and pG for the corresponding param-
eter for D and G), with 0 ' p ' 1. Originally, we flipped bits randomly, giving each
single bit a probability p of being flipped, but this led to artifacts in the results, due
to the fact that each document has approximately the same amount of flipped bits
(a narrow binomial distribution around 1000p). Therefore, instead, we have chosen
p to be the maximum fraction of bits flipped, but to let the actual number of flipped
bits vary between 0 and & = 1000p according to a sinus-shaped distribution:

f(x) =

"

#
2$

sin
#

#x
$

$

if x $ [0,& ]
0 otherwise

(9)

This distribution (visualized in Figure 1) was chosen ad hoc; the actual distribu-
tion does not matter much, the important thing is to have an easily computable
distribution that is not too narrow and gradually approaches zero near the borders.

0 Ψ total bits

ra
tio

number of bits altered

Fig. 1. Distribution of the amount of bits that will be flipped.

We will alter pD and pG separately. We expect that increasing pD (content vari-
ability) renders the content based similarity less accurate, while the other similarity
su!er less from this. Conversely, increasing pG is expected to have no influence on
content based similarity, but cause the other similarities to deteriorate.

4.2 Clustering Methods

We can evaluate the practical usefulness of the similarity measures by using them
to perform clustering; a similarity measure is considered more relevant if it yields
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clusters that are closer to the actual (hidden) classes. We have used three di!erent
clustering algorithms: agglomerative hierarchical clustering using complete linkage
(hereafter referred to as agglomerative clustering), k-means and k-medoids.

We express the quality of a clustering using the F-measure, as suggested by
Larsen and Aone [1]. The F -measure for a cluster c with respect to a class l is
defined as F (c, l) = 2PR

P+R , where P is the precision (number of documents labelled l
in a cluster c, divided by the number of documents in c) and R is the recall (number
of documents labelled l in cluster c, divided by the total number of documents of
class l in the data set). Larsen and Aone define the F -measure of a class as the
highest F -measure found for that class for any cluster, i.e., F (c) = maxl F (c, l),
and the overall F-measure of the clustering as the weighted average of all F (c)
(weighted according to the number of instances belonging to that class). Its value
is between 0 and 1, where 1 is a perfect score.

Since there are 10 classes in the data set, we choose k = 10 for k-means and
k-medoids, while the hierarchical clustering is simply cut o! at 10 clusters.

4.3 Results

We ran experiments for many combinations of pD and pG. Figure 2 shows several
samples from the obtained results. We first discuss those that show the e!ect of
content variability pD, while the homophily parameter pG remains constant; these
are shown in the left column in Figure 2 for, from top to bottom: agglomerative
clustering with pG = 30%, k-means with pG = 60%, and k-medoids with pG = 0%.
The curves are as expected: they start near 1 at the left; as pD increases, all mea-
sures eventually yield less good results; however, some go down faster than others.
This is most visible for k-means: here the purely contextual measure keeps giving
good performance when the other deteriorate. For k-medoids and agglomerative
clustering, the e!ect is much less outspoken, yet, contextual similarity tends to be
equally good as, or better than, the other measures.

We now turn to the e!ect of pG. Here we expect the F -measure of the found
clusterings to decrease with increasing pG for the contextual similarity, less so for
the combined similarity, and to remain constant for content based similarity. The
right column in Figure 2 shows results for (top to bottom) agglomerative clustering
with pD = 70%, k-means with pD = 60%, and k-medoids with pD = 50%. In all
graphs, the contextual similarity clearly outperforms the content based similarity
when pG = 0%, but the opposite is true when pG = 100%. The point where they
cross is fairly early for k-medoids, about halfway for agglomerative clustering, and
fairly late for k-means. This was consistently the case also for other values of pD

(not shown).

4.4 Results on Real Data

The above analysis used synthetic data, where homophily and content variability
were controlled. It is clear that, depending on the amount of homophily and content
variability, one method will be better than the other. The question remains in
which areas certain real-life datasets lie. Earlier work with the Cora dataset [6]
has shown that the area where contextual and combined similarity perform better
is certainly not empty. This, in turn, implies that some networks indeed contain
enough homophily to make the use of hybrid similarities rewarding.

5 Related Work

We have no knowledge of other work that discusses, given the di!erence between
observed and semantic similarity of objects, how a better estimate of the semantic

8



 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pD

Agglomerative Hierarchical, pG is 30%

content based
combined
contextual

 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pG

Agglomerative Hierarchical, pD is 70.0%

content based
combined
contextual

 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pD

Method: K-Means, pG is 60.0%

content based
combined
contextual

 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pG

Method: K-Means, pD is 60.0%

content based
combined
contextual

 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pD

Method: K-Medoids, pG is 0%

content based
combined
contextual

 0

 0.2

 0.4

 0.6

 0.8

 1

0 % 20 % 40 % 60 % 80 % 100 %

F-
sc

or
e

pG

Method: K-Medoids, pD is 50.0%

content based
combined
contextual

Fig. 2. Each graph plots for each of the three similarity measures the overall F -score
against a varying pD (left) or pG (right) parameter, and this for agglomerative clustering
(top row), k-means (middle row) and k-medoids (bottom row).
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similarity can be obtained by using information in the network. The most closely
related work is that on clustering annotated nodes in a graph. Witsenburg and Bloc-
keel [6,7] distinguish clustering methods that look only at node content, clustering
methods that look only at the graph structure, and clustering methods that use
both. Among the latter, those by Neville et al. [3] and Zhou et al. [8] are most rele-
vant, as they can be seen as hybrid clustering methods. They address the clustering
problem itself (reducing it to a standard graph clustering problem); they do not
address the more basic question of how to improve similarity estimates for objects
using their graph context.

6 Conclusion

When estimating the similarity between two annotated nodes in a graph, one can
simply rely on the nodes’ annotations. However, we have argued in this paper that it
may be useful to take also the network context into account. For one particular kind
of similarity, we have argued, both on an intuitive level and using a more detailed
analysis, under what conditions this may be the case; we have related this to the
properties of homophily, content variability, and similarity of transitivity. Using a
synthetic dataset in which homophily and content variability are controlled, we have
observed experimentally that the similarity measures indeed behave as expected by
our theoretical analysis. This confirms that, and explains why, similarity measures
that look not only at content but also at graph context are of practical importance.
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