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Abstract. Self-adaptive systems are systems that are able to autono-
mously adapt to changing circumstances without human intervention. A
number of frameworks exist that can ease the design and development
of such systems by providing a generic architecture that can be reused
across multiple application domains. In this paper, we study the applica-
bility of aspect-oriented programming (AOP) to see where and how AOP
can provide an interesting alternative for implementing parts of the archi-
tecture of self-adaptive frameworks. In particular, we relate two existing
self-adaptive frameworks to the body of work on aspect-oriented pro-
gramming techniques for self-adaptation. We present an aspect-oriented
architecture for self-adaptive systems to show how AOP can be used for
framework customization, event brokering and event aggregation. The
potential of AOP for efficiency is shown by evaluating the architecture
in a case study on decentralized traffic monitoring. Finally, we explore
the potential and challenges of AOP for building scalable and decentral-
ized self-adaptive systems.

1 Introduction

The growing complexity of today’s distributed systems requires self-adaptive
software that can autonomously adapt to changing user needs, changing oper-
ation environments and system failures. The well-accepted reference model for
autonomic computing [20], which we will use as the foundation for studying
self-adaptive frameworks, is shown in Figure 1. Self-adaptive systems typically
consist of two parts: a base system that provides the normal functionalities,
and a control loop system that realizes the control loop. The control loop often
consists of several parts (see Figure 1): monitoring, analyzing, planning and ex-
ecution. These parts share and use system-specific adaptation knowledge about
when, where and how to adapt the system. This adaptation knowledge is typi-
cally specified by developers or administrators as high-level adaptation policies
following the well-known Event-Condition-Action format.

Technologies that implement this reference model have emerged in differ-
ent communities. On the one hand, the software engineering community on
self-adaptive systems has developed reusable self-adaptive frameworks [12, 20],
but also middleware [19] that can support self-adpative concerns. On the other
hand, the programming language community has investigated aspect-oriented



Fig. 1. A well-known reference model for self-adaptive systems [20].

programming languages [17] as key programming paradigm for building self-
adaptive applications in a modular way [6, 16, 13, 4].

Prominent examples of self-adaptive frameworks are the Rainbow frame-
work [12] and the Autonomic Management Engine (AME) [20]. These frame-
works provide support for building self-adaptive systems by offering a reusable
infrastructure to realize the control loop in the base system. The infrastruc-
ture consists of components such as a constraint evaluator and action-decision
components, but also standard effectors and probes. High-level domain-specific
languages (DSL’s) are offered by the frameworks to specify complex adaptation
policies and customize the framework to a particular application. These adap-
tation policies are directly translated to the basic infrastructure as specific sets
of configurations and rules for the different components in the infrastructure.

Aspect-oriented programming languages [17, 22, 27] aim to support the sep-
aration of crosscutting concerns. Cross-cutting concerns are concerns that affect
the implementation of multiple modules in a system. In the context of the self-
adaptive systems, as sketched above, this means that the control loop is not
encoded in the base system, but in separate modules that externalize the cross-
cutting composition of the control loop with the system. A special compiler and
associated runtime library, called the weaver, is used for knitting the aspect code
back into the system. More specifically, the weaver takes as input a base program
and a set of aspects, and generates at load-time a program where aspect code
and base program code are partially statically composed using the compiler, and
partially dynamically composed by means of the runtime library.

Several researchers have already proposed aspect-oriented programming (AOP)
as a lightweight approach for implementing specific self-adaptive functionali-
ties [6, 16, 13, 4]. These aspect-oriented programming techniques actually pro-
vide generic support for many mechanisms found in self-adaptive frameworks,
including support for monitoring, event aggregation, and dynamic adaptation.

To our knowledge, this aspect-related work has largely been performed in
isolation from the above mentioned body of work on self-adaptive frameworks.
The first goal of this chapter is to start a dialogue between the two research com-
munities, in which common abstractions can be identified, and the convergence
of these two bodies of work can be explored. To this end, we introduce the ter-
minology of AOP and present a classification of different AOP-based approaches
for self-adaptive software.
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The second and most important goal of this chapter is to study the potential
of aspects as a better alternative for implementing parts of the infrastructure
of existing self-adaptive frameworks. The underlying motivation is that, in our
opinion, parts of the basic infrastructure of self-adaptive frameworks can be more
optimally implemented using a library of reusable aspects. This line of thought
is illustrated in Figure 2. The right part shows how aspects can be used to inte-
grate and distribute the control loop more closely with the software structure of
the underlying system. Adaptation policies, formulated in a domain-specific lan-
guage, are translated into a set of system-specific aspects by an aspect generator,
which uses a predefined library of reusable aspects. The system-specific aspects
are then woven directly into the right part of the underlying base system code
by the aspect weaver at load-time. This is in contrast to existing self-adaptive
frameworks, as shown in the left part of Figure 2, where a single instance of the
framework is used for controlling the entire system.

Fig. 2. Realizing the control loop in self-adaptive systems.

We will explore three potential improvements that AOP could bring to the
architecture and design of self-adaptive frameworks. First, we study the existing
frameworks and present an aspect-oriented architecture to show the potential
of AOP for framework customization, event brokering and event aggregation.
The underlying motivation is that, as already outlined above, AOP has native
language support for many constructs/mechanisms found in generic frameworks
for self-adaptation. However, in contrast to most generic frameworks, AOP also
offers programming support for advanced integration and customization towards
existing applications.

Second, we explore the potential of AOP for achieving more efficient exe-
cution of the control loop with respect to time and memory. The underlying
motivation is that, as shown in Figure 2, the infrastructure of existing self-
adaptive frameworks consists of several heavy-weight components for evaluating

3



adaptation policies, whereas in the aspect-oriented approach the evaluation of
adaptation policies is compiled at load-time into a more efficient representation.

Third, we position the potential and challenges of AOP for scalability and
decentralizing the control loop by exploring support for aspects in a distributed
execution environment. As illustrated in Figure 2, a typical self-adaptive frame-
work represents a single point of failure and introduces a potential performance
bottleneck due to runtime interactions with all nodes of the system. Because
aspects are woven across the different components of the system, we believe that
aspects provide an appropriate abstraction for decentralizing the control loop
and reducing the number of network interactions with a central point of con-
trol. We would like to stress that this third element is a vision that cannot be
completely backed up by hard evidence.

In this chapter we will show how AOP is particularly useful for systems
in which change is anticipated and adaptations are reactive instead of time-
triggered. The adaptation cycle, however, should be short, because its timeliness
cannot be guaranteed by current AOP technology.

Overview of this chapter. We start by studying two prominent examples of
self-adaptive frameworks in Section 2. Next, the body of work on AOP is re-
viewed in Section 3 and the potential and applicability of AOP for self-adaptive
frameworks is discussed. Section 4 presents our proposal for an aspect-oriented
architecture for self-adaptive systems. This will show how the architectural prin-
ciples from the existing self-adaptive frameworks can be used to create a library
of reusable aspects for implementing the control loop and show the potential of
AOP to realize framework customization, event brokering and event aggregation.
Section 5 aims to demonstrate the potential that AOP holds for self-adaptive
frameworks in terms of efficiency, by evaluating the proposed architecture in a
case study on traffic management. The potential and challenges of using AOP
to increase scalability and decentralize the control loop is explored in Section 6.
Finally, Section 7 concludes with lessons learned and future challenges.

2 Study of self-adaptive frameworks

In this section we look at two prominent approaches for building self-adaptive
frameworks in the literature, namely the Rainbow framework and the Auto-
nomic Management Engine. We describe and compare these approaches from an
architectural perspective and their potential for reuse.

2.1 The Rainbow framework

The goal of the Rainbow framework is to offer a generic architecture for building
self-adaptive systems such that the various components can be reused across a
family of systems. The architecture of the Rainbow framework consists of three
layers (see Fig. 3): a system-specific infrastructure layer, an architectural layer,
and a translation layer.
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The system-specific infrastructure layer offers low-level probes for measur-
ing all kinds of properties such as response-time of connections and loads of
servers, effectors for performing change, and other infrastructural services such
as resource discovery services.

At the architectural layer, the Rainbow framework includes in its run-time
system an architectural model of the executing system. This architectural model
typically represents the executing system as a set of components, connectors,
properties attached to components and connectors (e.g. response time of a con-
nector, load of a component) and constraints (to restrict the components, con-
nectors and properties within certain well-defined configurations). The model
manager component gives access to this architectural model. Gauges aggregate
events from the probes and update the architectural model. The constraint evalu-
ator will periodically evaluate the constraints of the architectural model. In case
of constraint violations, adaptations will be triggered. The adaptation engine
will then determine the course of action depending on the circumstances.

The translation layer is responsible for bridging the abstraction gap between
the system layer and the architectural layer. An example is the translation of an
architectural-level change-operator to a system-specific effector mechanism.

Fig. 3. Architectures of the Rainbow framework [12] and AME framework [20].

In order to apply the framework to a specific system, the framework must
be populated with specific adaptation knowledge about the system. This in-
cludes the architectural style and model for representing the system (i.e. the
component and connector types and their properties, and specific action oper-
ators to adapt the system’s elements), the rules for evaluating constraints, the
adaptation strategies, and the tactics that are used in these strategies. A special
self-adaptive language, named Stitch [5], is offered for specifying that knowledge.
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The authors conclude as major lesson learned that reuse of this system-
specific adaptation knowledge across a family of systems is also possible. The
extent to which this reuse is possible depends on whether these systems share
the same architectural style (e.g. client-server) and the same system concerns to
be achieved (e.g. performance, availability).

2.2 The Autonomic Management Engine

The goal of the autonomic management engine (AME) [20] is to offer a generic
architecture and a complete toolkit for adding a self-adaptive control loop to
existing applications. Events are represented as first-class entities and contain
all kind of relevant data such as the reporting component, the affected compo-
nent and the situation of the event. Events are generated by the applications
themselves or are extracted from existing logs.

The architecture of the AME is depicted in Fig. 3. The AME is built around
a message bus that distributes events to the interested components: event dis-
patcher, action manager, analyzer and aggregator. The way each component
handles the event is configured in the resource model. This resource model con-
tains the system-specific adaptation knowledge for a specific application.

The Analyzer component is responsible for monitoring the application and
issues indication events to the message bus if needed. The analyzer executes the
decision algorithms as defined by the resource model. The decision algorithms
gather information using service objects which represent the relevant resources
of the executing system.

The Aggregator component aggregates the indication events so that if an
indication event has occurred a certain number of times (in consecutive cycles),
an aggregated indication event is issued to the message bus. It is possible to
configure holes so that, for example, an aggregated indication event is triggered
if the indication event occurs two out of three times (one hole) [20].

The Action Manager calls the Action Launcher component when an aggre-
gated event is received from the message bus. The Action Launcher component
in turn uses the Service Objects to effectively perform the change.

Service Objects make use of Common Information Model (CIM) classes that
to monitor and effect a particular resource [20]. A CIM class offers three kinds of
reflective operations: ENUM, which allows the enumeration of all instances of a
particular resource, GET for querying properties of a specific resource instance,
and INVOKE for manipulating the resource in a particular way by invoking a
method that performs a reconfiguration action. CIM’s are declaratively defined
using the Managed Object Format (MOF) language which is an IDL for defining
the various CIM methods and connecting them to specific implementation classes
(called ITL classes) of the underlying application. These ITL classes define hooks
for plugging in specific classes of the underlying application and thus act as some
sort of framework interface. CIM’s are managed by the Common Information
Model Object Manager component (CIMOM). Service Objects may also use
standard shell commands (i.e. basic operating system services) for monitoring
and manipulating resources.
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2.3 High-level comparison

It is clear that there is a strong overlap between the architectures of the two
frameworks. But there are also some interesting differences to mention. The
biggest difference between the two frameworks is the way the frameworks make
abstraction of the underlying application: AME takes a resource-centric ap-
proach, while the Rainbow framework takes an architecture-centric approach.
In AME, the application is modelled as a set of service objects that each rep-
resent a certain resource. In Rainbow, the application is represented using an
overall architectural style.

Another difference is that the AME framework also supports aggregating
events whereas the Rainbow framework does not. In AME, the Analyzer com-
ponent will detect the occurrence of problematic situations and trigger an in-
dication event to indicate that a problem has occurred, while the Aggregator
component keeps a historical view on the problem in development and decides
when corresponding action must be taken. Planning when to adapt thus requires
analysis of sequences of events and must take into account the history of previous
execution traces.

3 Aspect-oriented solutions for self-adaptation

This section first introduces the basic and advanced AO programming concepts
that will be used throughout this paper. Subsequently the state-of-the-art on
AOP techniques for self-adaptation is reviewed. Finally, we will discuss potential
and applicability of AOP to realize parts of the frameworks discussed in the
previous section. Support for aspects in distributed execution environment and
the resulting potential will be discussed in Section 6.

3.1 An aspect-oriented programming model

Aspect-oriented programming languages aim to encapsulate crosscutting con-
cerns which are concerns that affect the implementation of multiple modules in
a system. The most well-known aspect-oriented programming model is that of
AspectJ which is an extension of the OO programming language Java.

Join points, pointcut and advice. In AspectJ the implementation of a cross-
cutting concern is modularized in aspect modules. An aspect has state and meth-
ods like a normal class, but also intervenes in the control flow of other classes
by attaching extra functionality at certain join points. A join point is a well-
defined point in the execution of a program. Examples are the call or execution of
a method, reading or writing an instance variable. A pointcut is a composition-
like query for determining at run-time the join points from which the extra
functionality must be invoked. Aspects can be woven into the program code at
compile-time or at load-time in AspectJ. This sketches the essence of the compu-
tational model of AspectJ. This model is implemented in an optimized manner
through bytecode transformation and pointcut residues [14].
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Consider, for example, the following logging aspect that consists of a point-
cut named socketCreation() that queries for the construction of new Socket
objects in an program.

1 public aspect LoggingAspect {
2 pointcut socketCreat ion ( Socket s ) :
3 execution ( Socket .new) && this ( s ) ;
4

5 after ( Socket s ) returning : s ocketCreat ion ( s ) {
6 System . out . p r i n t l n ( s ) ;
7 }
8 }

The crosscutting functionality that needs to be executed at the join points
depicted by this pointcut, is defined in a construct called advice (line 5 to 7). One
also has to specify if the advice has to execute before, after or around the join
points through specific composition operators. Before and after advice are self-
explanatory; after returning advice is the same as after with the difference
that it is only executed when a method or constructor normally returns. around
advice replaces the original behavior at the join point and has the ability to
call that original behavior by using proceed - comparable with a super call in a
method override.

If the advice needs context information from the intercepted join point, point-
cut parameters must be used. These parameters behave like output parameters
that get bound during pointcut evaluation, and can subsequently be used in the
advice. In the above example on line 5, the newly created Socket object is passed
as context info to the advice using a pointcut parameter. The this construct
is used for exposing the created object. Method arguments can also be exposed
through the args construct.

Event-based AOP. Event-based AOP [8] is an extension of the above aspect-
oriented programming model that allows writing expressive pointcuts that can
evaluate over a historical sequence of joinpoints. Various researchers have studied
and created language constructs for history-based pointcuts, but the tracematch
construct [3] has been fully integrated in a high-quality implementation of As-
pectJ, called abc (the AspectBench Compiler) [2]1. For example the following
aspect uses the tracematch construct to detect when a program has created more
than 100 Sockets.

1 public aspect MAXNumberOfSockets {
2 int MAX = 101 ;
3 tracematch {
4 sym socketCreat ion before : ca l l ( Socket .new ) ;
5

6 socketCreat ion [MAX] {
7 throw new TooManySocketsCreated ( ) ;
8 }
9 }

10 }

1 Abc is a research project that aims to make it easy to implement both extensions
and optimizations of the core language. The project is maintained to a certain extent
and a substantial number of other AOP language research projects have successfully
prototyped their research in this compiler.
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Inter-type declarations. AspectJ also supports inter-type declarations that
alter the static structure of a program, e.g. by adding new fields or methods to
a class or interface, or extending certain inheritance hierarchies. For example,
the following statements declare the class Entity a subtype of Iterator and
introduces the boolean field hasNext:

1 declare parents : Ent ity implements I t e r a t o r ;
2 private boolean Entity . hasNext ;

Dealing with overlapping aspects. Finally, when two independent aspects
share a join point, AspectJ allows defining the order in which their respec-
tive advices must be executed. In AspectJ this happens through a ‘declare
precedence: TypePatternList ’ statement. This signifies that if any join point
has advice from two concrete aspects matched by some pattern in TypePat-
ternList, then the order of execution of the advice will be the order of that
list. The following example specificies that at each join point, the advice of
MAXNumberOfSockets has precedence over the advice of LoggingAspect, which
has precedence over any other advice:

1 declare precedence : MAXNumberOfSockets , LoggingAspect , ∗ ;

3.2 Self-adaptation as an aspect

Many AOP researchers have advocated the use of AOP as an approach for im-
plementing self-adaptive behavior. We use the well-accepted reference model of
autonomic computing [20] for classifying these existing AO approaches (see Fig-
ure 1). This reference model proposes a self-adaptive system that implements a
control loop consisting of several functionalities: monitoring, analyzing, planning
and execution of adaptation. These parts share and use system-specific adapta-
tion knowledge about when, where and how to adapt the system. This adaptation
knowledge is typically specified by developers or administrators as high-level
adaptation policies following the well-known ‘Event-Condition-Action’ (ECA)
format. The control loop mechanism collects data from the system through
probes and adapts the system through effectors. Using this reference model,
we can now distinguish between three categories of approaches.

AOP as integration technology. A first category of approaches [34, 11] uses
AOP for integrating a separate adaptation engine into an existing, non-adaptive
system. The adaptation engine implements the control loop but expects that the
underlying system adheres to a certain component model so that it knows how
to manage the system and how to deploy probes and effectors. AOP technology
is used for weaving this component model into the system. For example, Yang
et al [34] uses aspects for realizing an infrastructure that can deploy probes and
effectors on request of the adaptation engine. Fleissner et al. [11] uses aspects
for encapsulating the functionality of probes, effectors, and any others interfaces
expected by their adaptation engine.
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Dynamic AOP as effector technology. Another set of approaches uses dy-
namic aspect weaving technology for implementing effectors [28, 9, 13, 10, 7, 4].
This means that aspects are deployed or removed from the running system per re-
quest of a separate control system. This type of approach is used for dynamically
selecting the best implementation strategy for a certain functionality based on
external or internal system conditions (e.g. different encryption algorithms, each
optimized for a particular resource availability). Event-condition-action policies
are expressed through a domain-specific language, but the action part typically
corresponds to a plan for (un)deploying one or more aspects. In this context it
has also been shown that AOP languages can be made efficient and therefore
ready for execution on environments with limited processing capabilities [10, 7].

AOP for monitoring, analysis, and adaptation. Another set of approaches
proposes an AOP language as the primary mechanisms for expressing monitor-
ing, analyis and adaptation policies [32, 31, 30, 6, 13, 16, 4]. Shomrat et al. [32]
and Serban et al. [31] show how architectural principles can be automatically
enforced through first-class aspects. Seiter et al. [30] proposes to use aspects for
modeling and controlling the macroscopic system-wide behavior of a multi-agent
system. David et al. [6] proposes a domain-specific, event-based AOP language
for expressing event-condition-action policies as first-class aspects and use the
Fractal component model for implementing the adaptations. Similarly, Huang
et al. [16] proposes an event-based AOP mechanism for monitoring historical
sequences of events in BPEL proceses. A subset of the approaches from the pre-
vious category also belong to this category: Charfi et al. [4] implements ECA
policies for self-organizing BPEL processes through a pair of monitoring and
adaptation aspects. Monitor aspects define pointcuts for probing the execution
of the system while their associated advice triggers the dynamic deployment of
one or more adaptation aspects which implement the actual adaptation. Green-
wood et al. [13] takes a similar approach but proposes a domain-specific policy
language for expressing the monitoring aspects.

Although this category of work explores a promising direction, these ap-
proaches have never been systematically related to the body of work on self-
adaptive frameworks such as Rainbow [12] and the Autonomic Management En-
gine [20]. On the one hand, it would be interesting to study which parts of the
architecture of self-adaptive frameworks would benefit from an aspect-oriented
implementation. On the other hand, the architectural principles behind the de-
sign of these self-adaptive frameworks could offer valuable architectural guidance
to the aspect-oriented design of reusable self-adaptive systems.

The applicability and reusability of most of the AO approaches in this cate-
gory is also rather limited because these depend on a domain-specific language
or are tied to a specific component model. It would instead be better to use a
general purpose AOP language (such as AspectJ) as primary implementation
mechanism because it can be assumed that such general purpose language is
more mainstream and can therefore more easily be made available in a practical
development environment. This paper therefore explores the feasibility of em-
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ploying such a general purpose AOPL in the context of existing approaches for
self-adaptive frameworks.

3.3 Potential and applicability of AOP in self-adaptive frameworks

This section discusses the potential and applicability of AOP as alternative im-
plementation mechanism for parts of the existing self-adaptive frameworks. The
potential for framework customization, event brokering and event aggregation
will be illustrated by our aspect-oriented architecture in Section 4. The potential
for efficiency will be further explored in Section 5 by evaluating the proposed ar-
chitecture in a concrete case study. The potential for scalability will be discussed
in Section 6, by exploring distributed aspects for decentralizing the control loop.

Framework customization. AME and Rainbow offer hooks for specializing
the framework towards the underlying application. For example, in the AME
framework, these hooks are represented by the ILT interfaces. These ILT in-
terfaces are implemented by automatically generated classes that wrap around
existing classes of the system. It is well-known, however, that in the pure object-
oriented programming model, wrappers lead to various problems such as object
identity hell and problems with callbacks [21].

These problems can be resolved by using aspects, as demonstrated by the
first category of AO-based approaches in Section 3.2. The architectural model
expected by framework can be directly woven in the application through inter-
type declarations of AspectJ. Existing classes are extended in place with ad-
ditional interfaces and corresponding method bodies for querying the internal
state of the system.

Event brokering and aggregation. Instead of using the message bus in AME,
AOP can be used as underlying communication mechanism. As indicated by
Hiltunen et al. [15], event-based communication can be simulated by AOP in
various ways.

The Event Aggregator component in the AME framework is implemented as a
user library that contains functionality for aggregating events. As demonstrated
by the third category of AO approaches in Section 3.2, event-based AOP [8]
languages already support this functionality through well-defined language con-
structs. Using event-based AOP, pointcuts can be written that match with a
historical sequence of events. This ability seems an interesting way for subsum-
ing a user library, especially if the latter is cumbersome or difficult to use.

Scalability. Rainbow and AME choose central control as their main approach.
This enables a single point for decision-making and simplifies the adaptation
process. Combined with the use of an architectural model, Rainbow is even able
to take end-to-end system conditions into consideration and to observe emerging
behavior. Unfortunately, central control also introduces a single-point-of-failure.
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When one or more of the components in these frameworks fail, they need to
be restarted. Otherwise, the framework stops operating. Luckily, most of the
components store minimal internal states and thus can be quickly restarted
upon failure.

In Rainbow, the model manager component, however, is a bottleneck which
leads to potential scalability issues. As the model manager stores all the data
of the architectural representation of the underlying system, additional fault
tolerance techniques must be applied: when restarting the model manager com-
ponent after failure, the entire internal model must be reconstructed to ensure
consistency with the state of running system [5]. In AME, the collected data is
distributed across Service Objects. This makes the AME approach more scal-
able with respect to dealing with failures. When a Service Object fails it can be
quickly restarted after which it queries the state of the underlying resource.

We consider the problems with the Model Manager component in Rainbow
a good use case for AOP. As demonstrated by the first category of AO-based
approaches in Section 3.2, the representation of the architectural model can be
easily distributed by weaving the necessary data structures across different com-
ponents of the system itself. In other words, the existing system software can be
transparently remodularized to implement the abstractions of the architectural
model.

Efficiency. A number of efficiency issues are reported by the authors of the
Rainbow approach. The adaptation cycle – from probes to adaptation framework
and back to effectors – may incur an inherent time delay. According to reported
performance tests [5], this time delay is hundreds of milliseconds at best, seconds
on average, and minutes at worst. This time scale limits the applicability of
Rainbow to most embedded and real-time systems, which usually operate at
sub-millisecond time-scale.

We consider AOP a potential candidate technology for executing the control
loop in a more efficient way. As demonstrated by the third category of AO
approaches in Section 3.2, adaptation policies implemented as aspects can be
directly injected at the relevant locations in the code of the running system. As
such certain analysis and reasoning can be performed within the system and
even some corrective actions can be taken from within the system. Potentially,
this helps to reduce the time for executing an adaptation cycle, provided that
the aspects can efficiently gain access to the data of architectural model.

Limitations and Applicability of AOP. Current AOP technology introduces
a number of limitations to the applicability of AOP in self-adaptive frameworks
and aspect-based architectures for self-adaptive systems. We first discuss the
applicability of AOP according to a subset of the modeling dimensions for self-
adaptive systems as proposed by Andersson et al. [1], more specifically, the
dimensions of Change and Mechanisms.

According to the dimension of Change, an aspect-based architecture can
be considered less suitable for unanticipated changes, because the architectural
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model fixes the type of changes that can be monitored. According to the dimen-
sion of Mechanisms, an aspect-based architecture can be considered less suitable
for time-triggered adaptations, due to the inherent nature of AOP. Furthermore,
if the control loop and application interact synchronously, only short adapta-
tion cycles can be tolerated. The timeliness of the adaptation cycle cannot be
guaranteed as the current AOP technology does not provide any means for this.

Another limitation of AOP is the potential for creating a domain-specific lan-
guage (DSL). Although AOP does allow the reification of a system’s architectural
model, it is in essence still a technology at language-level. Existing frameworks,
such as Rainbow, however, can take an inherently architectural perspective, for
example, by defining adaptation policies in the context of architectural styles.
We believe that current AOP technology does not have the potential to create
a DSL itself, for formulating high-level adaptation policies, that is as expres-
sive as specialized languages such as Stitch [5]. This is reflected in our vision of
the aspect-based approach (cfr. Figure 2). One of the key ideas behind this vi-
sion is the translation of high-level adaptation policies, formulated in a separate
DSL, into a set of system-specific aspects by an aspect generator, which uses a
predefined library of parameterized reusable aspects.

4 Aspect-based architecture for self-adaptative systems

This section presents our proposal for an aspect-oriented architecture for imple-
menting self-adaptive systems. This architecture aims to decouple the control
loop system from the underlying application through an explicit architectural
model similar to the Rainbow approach. Furthermore, event aggregation func-
tionality (such at the one of AME) is supported by using the tracematch con-
struct. Figure 4 gives an overview of the architecture. The architecture consists
of three parts: (1) An architectural model that specifies all the architectural
abstractions that are needed to formulate and execute the system-specific adap-
tion policies within a certain family of self-adaptive systems; (2) An application-
specific binding that connects a particular application to the architectural model;
(3) The control loop system that consists of a monitoring, analysis and adap-
tation module for implementing each phase of the control loop. Each module
consists of a set of reusable aspects. In general, the aspects interact with each
other by means of the event-based AOP mechanism.

In this section we outline how the aspect-oriented architecture can be imple-
mented in the context of the abc implementation of the AspectJ programming
language. The illustrative running example for illustrative purposes is based on
a slightly adapted application scenario from the Rainbow project [12].

4.1 Architectural model

The architectural model provides an abstraction layer that reflects only informa-
tion relevant for the self-adaptive framework. The architectural model is similar
to the architectural model of the Rainbow framework in that it specifies all that
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Fig. 4. An aspect-oriented architecture for self-adaptive systems.

is needed to formulate system-specific adaption policies. Similar to the Rainbow
framework, the architectural model views an application as a set of components
and connectors and both component, and connectors can have properties and
adaptation operators attached to them. The properties describe the kind of in-
formation that is needed to determine when and what change is necessary. The
operators facilitate the basic primitives that are needed to implement various
adaptation strategies.

We propose to extend Rainbow’s approach by also declaring various event
types in the architectural model. These event types represent semantic informa-
tion about problematic situations that may require change.

Consider the following concrete application, a web-based, client-server sys-
tem: “The system consists of a set of clients that each make stateless requests to
one of separate server groups. Clients connected to a server group send requests
to the group’s shared request queue, and servers that belong to the group grab
requests from the queue. The system concerns focus primarily on performance
and availability. Specifically, the response time and availability as experienced by
the clients. A queuing theory analysis of the system identifies that the server load
and available bandwidth are two properties that affect the response time” [12].
We extend this case study by also including server failures as an important type
of event. Failures are important information, because not immediately dealing
with a server failure may seriously affect the availability and responsiveness of
the overall server group.
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Based on this information, the developer defines the architectural model for
the system. For example, the architectural model can consist of at least the
following elements:

– Components and Connectors: Server, Client, ServerGroup, Link
– Properties: Server.load, Client.responseTime, ServerGroup.load, Link.bandwidth
– Adaptation Operators: Client.move(), ServerGroup.addServer()
– Event types: ServerFailure, LinkResponseFailure, ResponseTimeExceeded
– Infrastructural operators: findBestServer(), findBestServerGroup

In AspectJ the architectural model can be implemented as a set of interfaces.
These interfaces can be embedded in a top-level abstract class or in a package.
Each interface introduces a particular component type, connector type, or event
type:

1 public interface Component{}
2 public interface Connector{}
3 public interface AdaptiveEvent {}
4 public interface Ind icat ionEvent {}

Note that two categories of events are identified. Indication events represent
the occurrence of a constraint violation or any other problematic situation which
does not require immediate change, but may do so in the future. An adaptive
event is triggered to communicate that adaptation is required now. Finally, the
architectural model can optionally also declare various operations that represent
common infrastructure services such as resource discovery services.

The concrete architectural model for the client-server architectural style, as
introduced above, is then implemented as illustrated below:

1 //Components and connectors
2 public interface Cl i en t extends Component {
3 stat ic long MAX TRESHOLD = 5000;
4 public long responseTime ( ) ;
5 public void setResponseTime ( long m i l l i ) ;
6 public void move( ServerGroup from , ServerGroup to ) ;
7 public Link getLink ( ) ;
8 }
9 public interface Link extends Connector {

10 public int bandwidth ( ) ;
11 }
12 public interface Server extends Component { . . . }
13 public interface ServerGroup extends Component { . . . }
14

15 //Events
16 public c lass ResponseTimeExceeded implements Ind icat ionEvent { . . }
17 public c lass LinkResponseFai lure implements AdaptiveEvent { . . }
18 public c lass Se rve rFa i l u r e implements AdaptiveEvent { . . }
19 public c lass Events {
20 pointcut c l i e n t r e q u e s t ( C l i en t c , Server s ) :
21 ca l l (∗ Server . ∗ ( . . ) ) & this ( c ) & target ( s ) ;
22 pointcut responseTimeExceededEvent ( C l i en t c , Server s } :
23 ca l l ( ReponseTimeExceeded .new( Cl ient , Server ) ) & args ( c , s ) ;
24 pointcut s e rve rFa i lu r eEvent ( Se rve rFa i l u r e f ) :
25 execution ( S e rve rFa i l u r e .new( ) ) & this ( f ) ;
26 pointcut l inkResponseFai lureEvent ( LinkResponseFai lure f ) :
27 execution ( LinkResponseFai lure .new( ) ) & this ( f ) ;
28 . . .
29 }
30
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31 // In f ra s t ruc ture
32 public c lass I n f r a s t r u c t u r e {
33 abstract Server f i ndBes tSe rve r ( C l i en t [ ] c l ) ;
34 . . .
35 }

Note that the architectural model also contains a set of primitive pointcuts
(line 20 to 27) that make explicit the code conventions that must be used by
the aspects and applications for signaling events. In this case we have opted to
impose the convention of creating a new object of the appropriate event class.
For example, a failure detection component that detects server crashes can signal
these failures as follows:

1 // de tec t ion of f a i l u r e using in t e rna l mechanism
2 // c o l l e c t i o n of information about f a i l u r e
3 new Se rve rFa i l u r e (< c o l l e c t e d informat ion >);

4.2 Application-specific binding

The architectural model must be bound to a concrete system through an appli-
cation-specific binding. We subdivide this binding into four parts. (1) It first
maps software elements from the underlying system to component and connector
types of the architectural model. (2) It determines how to compute the necessary
properties of components and connectors by accessing state from the applica-
tion classes or by using the underlying probes. (3) It implemens the adaptation
operators by exploiting the interfaces of the software elements of the system or
by means of a reflective API that supports implementing dynamic adaptations
(through either dynamic aspect weaving or a component-based reconfiguration
technique). (4) Finally, it implements the common utility interfaces such as the
infrastructure services for resource discovery.

When developing an application from scratch and the architectural model
has already been defined, a good strategy is to let the application implement
the interfaces of architectural model directly. When starting from an existing
application, the implementation of the architectural model must be woven into
the existing application code. AspectJ offers basic support for this integration
in the form of inter-type declarations. To illustrate this, the application-specific
binding for the Link interface of the architectural model is shown below:

1 public aspect Cl i entServerB ind ing {
2 declare parents : WebClient implements Cl i en t ;
3 private Link WebClient . l i n k ;
4 public Link WebClient . getLink {
5 return l i n k ;
6 }
7

8 // [ Pointcuts for creat ing l i n k wrappers ]
9 pointcut s t a r t ( WebClient c ) : ca l l ( WebClient . main ) ) && target ( c ) ;

10

11 pointcut l i nkCrea t i on ( Socket s , WebClient c ) :
12 execution ( Socket .new) && this ( s ) && cflowbelow ( s t a r t ( c ) ) ;
13

14 after ( Socket s , WebClient c ) : returning l i nkCrea t i on ( s , c ) {
15 ( ( C l i en t ) c ) . l i n k = new LinkWrapper ( c , s ) ;
16 . . .
17 }

16



18 }
19

20 public c lass LinkWrapper implements Link {
21 private WebClient c ;
22 private Socket s ;
23

24 public int bandwidth ( ) {
25 //connect to under lying probe monitoring socket s .
26 }
27 }

4.3 Control loop system

The control loop system consists of a monitoring, analysis and adaptation mod-
ule. Each module consists of a set of reusable aspects. Monitor aspects aim to
detect certain (sequences of) events or constraint violations and pass such viola-
tions to the analysis aspects by creating an IndicationEvent. Analysis aspects
evaluate over (sequences of) such indication events to determine when action
is really needed. If so, an AdaptiveEvent is passed to the Adaptation aspects.
Adaptation aspects then offer an appropriate strategy for dealing with each type
of adaptive event. This strategy is implemented as part of the advice that de-
pends on the adaptation operators of the architectural model.

In general, an event-condition-action adaptation policy is thus expressed in
AspectJ as a three-part structure consisting of a monitoring, analysis and adap-
tation aspect. Note this three-part structure is not a fixed template for defining
event-condition-action policies. It is also possible to express an event-condition-
action policy in a single adaptation aspect. Suppose, for example, when the above
ServerFailure event is created, it should be directly treated by an adaptation
aspect without interception by an analysis aspect. The aspect below encodes
the following adaptation policy: when a server crashes in a certain server group,
a new server must be added to the server group; this new server must suit the
needs of the clients that are currently connected to that server group:

1 public aspect Fai lureAdapt ion {
2 after ( S e rve rFa i l u r e f ) returning : Events . s e rve rFa i lu r eEvent ( f ) {
3 Server s= In f r a s t r u c t u r e . i n s t ance ( ) . f i ndBes tSe rve r ( f . a f f e c t e dC l i e n t s ( ) ) ;
4 ( f . f a i l edSe rve rGrp ( ) ) . addServer ( s ) ;
5 }
6 }

Note that the control loop system aspects depend on the interfaces of the
architectural model. These interfaces should define stable abstractions in the
scope of a well-defined family of applications. More specifically, the concrete
architectural model shown above corresponds to a family of applications that
share the same architectural style (client-server) and that target the same sys-
tem concerns (responsiveness and availability) [12]. As a result, the control loop
system is reusable for every application within that family of applications.

The remainder of this section will now illustrate the implementation of a
more complex adaptation policy as a three-part structure. The adaptation policy
states that when a link fails to provide the appropriate response time, move
the client to another server group. A link is considered to fail after the client
experiences a slow response during 10 consecutive requests.
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First, the monitoring aspect creates the ReponseTimeExceeded indication
event when the response time observed by a particular client exceeds a well-
defined threshold. The notion of client request has been defined as part of the
architectural model using the pointcut client request.

1 public aspect ResponsetimeMonitor {
2

3 around ( C l i en t c , Server s ) : c l i e n t r e q u e s t ( c , s ) {
4 long time 1 = System . cur rentTimeMi l l i s ( ) ;
5 Object re sponse = proceed ( ) ;
6 long time 2 = System . cur rentTimeMi l l i s ( ) ;
7 c . setResponseTime ( time2−time1 ) ;
8 i f ( c . responseTime ( ) > c .MAX TRESHOLD)
9 new ResponseTimeExceeded ( c , s ) ;

10 return re sponse ;
11 }
12 }

Secondly, the analysis aspect looks for certain sequences of indication events
by means of the tracematch construct. The following tracematch states that the
LinkResponseFailure adaptive event should be created after 10 occurrences of
the ResponseTimeExceeded event.

1 tracematch ( C l i en t c , Server s ) {
2 sym responseTimeExceeded after : responseTimeExceededEvent ( c , s ) ;
3

4 reponseTimeExceeded [ 1 0 ] {
5 new LinkResponseFai lure ( c , s ) ;
6 }
7 }

Finally, the LinkFailureAdaptation aspect will move the client to the best
server group when it receives a LinkResponseFailure event:

1 public aspect LinkFai lureAdaption {
2 after ( LinkResponseFai lure f ) returning : Events . l inkResponseFai lureEvent ( f ) {
3 Cl i en t c = f . a f f e c t e dC l i e n t ;
4 c . move ( ( f . s e r v e r ( ) ) . getServerGroup ( ) ,
5 I n f r a s t r u c t u r e . i n s t ance ( ) . f indBestServerGroup (new Cl i en t [ ] { c } ) ) ;
6 }
7 }

4.4 Interaction between control loop system and application

The problem of overlapping aspects on one join point can be addressed by using
the declare predence statement, as explained in Section 3.1. This statement
allows to assign relative priorities to different aspects, such as multiple adap-
tation aspects that are triggered by the same AdaptiveEvent. In addition, our
architecture uses events to clearly define the join points throughout the appli-
cation code. This allows us to control where aspects will be triggered by the
application code.

In order to prevent nondeterministic behavior due to race conditions between
parallel executing adaptation aspects, the execution of adaptation aspects must
be serialized. Consider for instance the undesired situation that one adaptation
aspect is triggered to move a component, while another adaptation aspect is still
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in the progress of replacing that component2. In our architecture, the underlying
language run-time has full control over the scheduling of the aspect behavior and
therefore aspects need to be programmed with appropriate synchronization code.

The most simple programming strategy is to add no additional synchro-
nization code. This will make that the control loop system and the application
interact synchronously by default. A disadvantage is that the execution of the
application is suspended each time an adaptation cycle is performed, but par-
allel adaptation cycles can also not be triggered provided that the underlying
application executes sequentially. A disadvantage is of course that the applica-
tion is temporarily blocked each time an adaptation cycle is processed. When a
synchronous approach cannot be tolerated, an asynchronous approach must be
used in the monitoring aspects by executing their advice in a separate thread.
Race conditions can then be prevented by using a synchronized advice. In order
to serialize multiple adaptation aspects, one must synchronize on a lock object
that is available to the adaptation aspects only:

1 before ( ) : pc ( ) {
2 synchronized ( sharedLock ) {
3 // advice code here
4 }
5 }

5 Efficiency of the aspect-based architecture: a traffic
monitoring case study

The purpose of this section is to show the potential of AOP for efficient imple-
mentation of self-adaptive systems, by evaluating the aspect-based architecture
in a traffic monitoring case. We do not aim to directly compare the aspect-
based architecture with existing self-adaptive frameworks, but use a dedicated
object-oriented (OO) solution as reference for evaluation.

The motivation behind this is as follows. The design of existing self-adaptive
systems can be classified into 2 categories that clearly illustrate the trade-off be-
tween reusability and efficiency: reusable frameworks versus dedicated solutions.
Frameworks provide a generic software architecture that can be reused for mul-
tiple applications. Advantages include improved development productivity and
software quality, and a relatively well separation of non-adaptive concerns that
improves the maintainability and modifiability of the system software. Dedicated
solutions implement tailored support for self-adaptation to the specific needs of
an application, often in procedural or OO programming languages. Such solu-
tions are typically preferred when the system requires very specific algorithms,
needs to execute on top of a domain-specific platform, or an adaptation time
window at the scale of sub-milliseconds is required. By mixing self-adaptive and
functional concerns in an optimal way, dedicated solutions can easily outperform
frameworks in terms of efficiency. Such efficiency gains, however, come at the cost

2 This issue does not appear for monitoring and analysis aspects because these are
expected to only inspect the behavior and state of the application.
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of a strong coupling between adaptive and non-adaptive concerns, reducing the
overall reusability.

By using a dedicated (OO) solution as reference point, we can show that we
can get similar results in terms of performance, scalability and memory usage
with the aspect-based architecture, but score better in terms of modularity.

In the rest of this section, we first introduce the traffic monitoring case study.
Next, we illustrate the aspect-based and dedicated OO architecture for this case
study. Finally, we compare the different implementations of these architectures
and measure the trade-off between efficiency and modularity.

5.1 Case study: decentralized traffic monitoring.

Within an applied research track on multi-agent system [33], we have been using
a traffic monitoring case to study agent organizations. In this case, a number
of cameras are distributed over a road network. A software agent is deployed
on each camera. Because there is no central control and because each camera
has a limited view, camera agents have to collaborate to observe larger phenom-
ena such as traffic jams. To deal with the dynamic operating environment of
cameras, in which camera sensors and communication hardware can fail at any
time, a reliable control loop system is required. This control loop system should
allow stakeholders to specify adaptation policies that define how collaborations
between agents should be adapted as traffic jams occur and cameras fail.

5.2 An aspect-based architecture for decentralized traffic
monitoring

This section gives a short overview of the aspect-based architecture for the traf-
fic monitoring case, illustrating the architectural model and control loop sys-
tem, and showing how tracematches can be used to deal with fluctuations. The
application-specific binding was realized by letting the application directly im-
plement the interfaces of architectural model, a strategy discussed in Section 4.2.

The architectural model. The design of the architectural model is based on
an extensive domain analysis within the original research project of the traffic
monitoring case [33]. A subset of the model is shown in Figure 5, containing
the key abstractions for managing collaborations between agents in a traffic
monitoring system at a high-level.

Control loop system. In this case study, the aspects of the control loop system
are not generated by an aspect generator but are custom designed, based on the
adaptation policies. An example is shown in Figure 6, illustrating the realization
of a policy to adapt collaborations among agents.

The monitoring aspect intercepts TrafficStateUpdate events, defined in
the architectural model, and triggers the analysis aspect. TrafficStateUpdate
events are generated on a regular basis by the underlying system whenever
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Fig. 5. A Subset of the architectural model.

Fig. 6. Different aspects realizing an adaptation policy for agent collaborations.

the traffic state observed by a camera is refreshed. The analysis aspect checks
whether collaborations have to be adapted. To do this, the aspect makes use
of the interfaces defined in the architectural model. Allowing it to retrieve ad-
ditional data. If adaptation is required, the analysis aspect will create a new
MergeEvent, triggering the corresponding adaptation aspect. Finally, the adap-
tation aspect will execute the actual adaptation, by adapting the corresponding
collaborations. All the required operations are defined in the architectural model.

Dealing with fluctuations. Rapid fluctuations in traffic state may cause un-
desired fluctuations in the collaborations between agents. To deal with this prob-
lem, an event aggregation mechanism can be used in the analysis aspect of Fig-
ure 6. One way to realize this mechanism is the use of a tracematch construct
to filter out possible fluctuations in TrafficStateUpdate events, before trigger-
ing the corresponding analysis aspect. An example is shown in Figure 7, where
the upper string of events contains no matching trace of five subsequent conges-
tion events, while the lower string does. An alternative is to use a custom event
aggregation mechanism that aggregates the same number of events.

Fig. 7. An example of two strings of intercepted events and the matching traces.
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5.3 A dedicated OO architecture as reference point

An overview of the dedicated OO architecture, used as reference for evaluation, is
shown in Figure 8. The architecture resembles the aspect-based architecture, but
uses a dedicated event bus and specialized components to trigger and connect
the different monitoring, analysis and adaption phases. To handle fluctuations,
it uses a custom aggregation mechanism. This mechanism can also be used in
the aspect-based architecture as an alternative to tracematches.

Fig. 8. Architecture of the dedicated OO solution using a custom event bus.

5.4 Evaluation

In this section we compare3 three different implementations of the self-adaptive
system for the traffic monitoring case. A first implementation uses the aspect-
based architecture with custom event aggregation (compiled with aspectj v.1.6.4),
a second implementation uses the aspect-based architecture with tracematches
(compiled with abc v.1.3.0), and a third implementation uses the dedicated OO
architecture (compiled with java 1.6). The implementations are non-distributed
and all experiments are performed on a single computer4.

The evaluation focuses on two experiments, the overhead of a single adap-
tation cycle and the scalability in a complete adaptation scenario. The scenario
in these experiments consists of introducing an overall traffic jam in the view-
ing range of all cameras. As a result, the control loop system has to adapt the
collaboration between all cameras.

Overhead of a single adaptation cycle. An adaptation cycle is defined
as the execution of a single control loop5, consisting of the execution of the
monitoring, analysis and adaptation aspect. The experiment is repeated over
3 Measurements are performed using a hard-coded logging mechanism. This mech-

anism uses the standard System.currentTimeMillis() and System.nanoTime()

methods and writes results to an external file.
4 A computer running Windows Vista SP2 and java 1.6, with a 2.20 Ghz Core 2 Duo

processor and 2 GB ram.
5 Not all adaptation cycles will trigger an analysis and adaptation. The experiment

only considers those cycles that contain all three phases.
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10,000 adaptation cycles for each implementation, measured over different runs
of the scenario:

implementation OO AOP without tracematches AOP with tracematches
adaptation cycle

0.172 0.181 0.571
(in milliseconds)

Scalability with respect to a complete adaptation scenario. A complete
adaptation scenario is defined as the time between the introduction of the overall
traffic jam and the final adaptation of the overall collaboration. The experiment
is repeated for a growing number of cameras. The results are shown in Fig-
ure 9(a). Each datapoint represents the average of 1,000 runs of the scenario
with a specific number of cameras.
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Fig. 9.

Memory usage. Figure 9(b) shows the memory usage6 of the java virtual
machine process that is measured at 5 separate data points during the scenario.
The traffic jam is introduced between log point 1 and 2, resulting in a memory
usage rise in all configurations.

Modularity Comparison. Based on the more expressive compositional power
of AOP, it can be expected that the aspect-based implementations exposes a
better modularity than the event-based OO implementations. We have used the
specifically designed metrics suite [29] for comparing the aspect-oriented version
with tracematches versus the object-oriented implementations in terms of sepa-
ration of concerns, coupling and size. We have applied this metrics suite to the
implementation of the adaptation policies within the control loop system layer.
For separation of concerns, the Concern Diffusion over Operations (CDO) and
the Concern Diffusion over Components (CDC) metrics are used for measuring
the number of operations and components that contribute to the implementation
of each of the adaptation policies. The Coupling Between Components (CBC)

6 Measured using Windows’s Reliability and Performance Monitor tool.
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metric is used for measuring the number of references among the implementation
modules for each adaptation policy within the control loop system. Finally, the
Lines Of Code (LOC) metric is used to measure the lines of code for implement-
ing the adaptation policies. The results are summarized below, by adding up the
numbers we got for each adaptation policy:

Based on this, we can conclude that in the aspect-based architecture each
adaptation policy can be implemented more concisely (lower LOC), the resulting
implementation code is better localized (lower CDO & CDC), and there is less
coupling among the different aspects among the implementation modules.

Interpretation of the Results. The experiments showed that an implemen-
tation of the aspect-based architecture can achieve similar results in terms of
performance, scalability and memory usage as a dedicated OO implementation,
which can be considered the most optimal solution for a specific application in
terms of efficiency. Both in terms of overhead and scalability, the aspectj im-
plementation achieves similar results as the dedicated OO implementation. The
tracematch implementation does score a bit less, but still very well within ac-
ceptable limits. This was to be expected as the tracematches is a generic mecha-
nism while the custom aggregation mechanisms in the other implementations are
specifically targeted for the purpose of dealing with fluctuations in the forming of
organizations. For memory usage, all three implementations achieve similar re-
sults. However, in terms of modularity, the aspect-based implementations clearly
outperforms the dedicated OO solution.

These results provide a clear indication that the aspect-based architecture is a
valid and realistic solution for implementing self-adaptive systems. It scores well,
both on efficiency and modularity. How the aspect-based architecture relates to
existing frameworks for self-adaptive systems, however, is part of future work.

6 Decentralizing the control loop: opportunities and
challenges

Most existing self-adaptive frameworks are based on a centralized architecture.
They maintain a central architectural model or rely on a central adaptation
engine to enforce the adaptation policies. Such an architecture suffers from po-
tential scalability problems, performance bottlenecks and single-points of failure.
Additionally, a number of application domains require an inherently decentra-
lized solution, due to the lack of central authority. Examples are open platforms,
such as a traffic monitoring system where cameras have different owners.

In this section, we first introduce the notion of distributed aspects and then
discuss their potential and challenges for decentralizing the control loop.
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Distributed aspects. A body of work exists on languages and aspect-oriented
middleware to support the creation, deployment and execution of distributed
aspects [24, 26, 18, 25, 23]. Distributed aspects can be dynamically deployed on
different nodes. The key concepts are remote pointcuts and remote advice. Re-
mote pointcuts extend the notion of joinpoints for distributed systems. They
can evaluate on calls and executions of remote method invocations, and refer
to distributed context information, such as information on components running
on a different Java virtual machines. Distributed tracematches can also be sup-
ported [23]. Remote advice can be transparently executed, both synchronously
and asynchronously, in remote environments.

Potential of aspects for decentralizing the control loop. Distributed
aspects provide a number of key features to realize the control loop in a de-
centralized way. In fact, we believe that distributed aspects allow to integrate
and distribute the control loop more closely with the software structure of the
underlying system, while increasing the reliability and scalability of the system.

First, remote pointcuts and advice allow to easily distribute the representa-
tion of the architectural model by weaving the necessary data structures across
different components of the system itself. In other words, the existing system
software can be transparently remodularized to implement the abstractions of
the architectural model. This allows the system to be used as a model of itself,
instead of maintaining an explicit architectural model of the system. Doing so,
can increase the availability of the model and reduce the risk of a single point
of failure, because the failure of some part of the system no longer affects the
model of the rest of the system.

Secondly, distributed aspects reduce the need for a dedicated or centralized
infrastructure to distribute events and enforce adaptation policies. Remote point-
cuts can monitor remote events locally and remote advice can be used to enforce
adaptation policies, without relying on an explicit distributed infrastructure for
effecting the adaptations.

Finally, aspects can be used to dynamically update adaptation policies, probes
and effectors distributed across the system at runtime. Using dynamic weaving,
aspects can be dynamically deployed within a distributed application.

Challenges ahead. Although distributed aspects provide some promising po-
tential to realize a decentralized control loop, there are also a number of chal-
lenges. A first challenge is the need for a suitable coordination mechanism. De-
centralizing the control loop implies that there will no longer be central control.
As a result, a decentralized coordination mechanism is required. This mechanism
should provide the necessary synchronization and allow adaptation policies to be
evaluated and enforced on a local basis. Both AOP and the current self-adaptive
frameworks do not provide such coordination mechanisms.

A second challenge is to realize the full synchronization of the architectural
model. Remote pointcuts can be defined to propagate information through a
distributed environment, making the information locally accessible to aspects
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without relying on a centralized infrastructure. However, this information is
limited to the execution context of the corresponding join points. A typical
control loop can require additional data for analysis and planning that is outside
the scope of this context. As a result, there is still need for some distribution
infrastructure in the advice in order to fully synchronize the architectural model
and get access to all of the required information. This infrastructure could be
realized in the control loop itself, or in the application specific binding.

7 Conclusions and remaining challenges

In this chapter, we presented the vision of using aspects as key abstraction to
distribute and integrate the control loop in self-adaptive systems more closely
with the software structure of the underlying system, improving the overall effi-
ciency, scalability, and reusability. We support this vision with a study of existing
self-adaptive frameworks, such as Rainbow [12] and AME [20], a proposal and
evaluation of an aspect-oriented architecture for self-adaptive systems, and an
exploration of using distributed aspects to decentralize the control loop.

The proposed architecture is based on the architectural principles of Rain-
bow and AME, and shows where aspects can provide a promising alternative
to implement parts of these frameworks. In particular, it shows how framework
customization, event brokering and event aggregation can be realized using basic
constructs provided by the aspect-based languages. Constructs such as inter-type
declaration allow the existing system software to be transparently remodularized
to implement the abstractions of the architectural model, similar to the model
used in Rainbow. Event aggregation, such as in AME, is supported more con-
cisely using the tracematch construct of the AspectBench compiler for AspectJ.

The applicability of the proposed architecture is the most promising in self-
adaptive systems where change is anticipated, and adaptations are short and
reactive, instead of time-triggered. The potential for creating a domain-specific
language (DSL) based on the AOP programming concepts is limited however.

An evaluation of the proposed architecture shows that similar results, in
terms of efficiency, can be achieved as a dedicated OO solution, tailored to the
specific needs of the application in an optimal way. The aspect-based architec-
ture, however, provides a better trade-off between efficiency and modularity.

We would like to stress that our vision cannot be completely backed up by
hard evidence and still presents several challenges. To further test our hypoth-
esis, an actual comparison is needed of the aspect-based architecture and the
existing self-adaptive frameworks. One of the major challenges of realizing our
vision, will be the design of an aspect generator for translating the adaptation
policies written in a separate DSL, such as Stitch, into a set of application-specific
monitoring, analysis and adaptation aspects.
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