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Reduced-order Iterative Learning Control and a
Design Strategy for Optimal Performance Trade-offs

Goele Pipeleers, and Kevin L. Moore

Abstract—When iterative learning control (ILC) is applied
to improve a system’s tracking performance, the trial-invariant
reference input is typically known or contained in a prescribed
set of signals. To account for this knowledge, we propose a novel
ILC structure that only responds to a given set of trial-invariant
inputs. The controllers are called reduced-order ILCs as their
order is less than the discrete-time trial length.

Exploiting all knowledge available on the input signals is
instrumental in facing the fundamental performance limitations
in ILC: an ILC is bound to amplify trial-varying inputs and
reducing this trial-varying performance degradation invokes a
slower learning transient. We present a novel optimal ILC design
strategy that allows for a quantitative and systematic analysis of
this trade-off. The merit of reduced-order ILCs in view of this
tradeoff is demonstrated by numerical results.

I. INTRODUCTION

Iterative learning control (ILC) is an open-loop control
strategy that improves the performance of a system executing
the same task over and over again by learning from previous
iterations/trials [1], [2]. Most current ILCs comply with the
following trial-domain description [2], [3]:

uj+1 = Q(uj + Lej) , (1)

for some N ×N matrices Q and L, with N the discrete-time
trial length. The index j = 0, 1, . . . labels the trials, while the
N -dimensional vector signals uj and ej , correspond to the
supervectors of the control signal, respectively the tracking
error, as described in more detail in Section II-A.

It is well-known in the ILC literature that for linear
discrete-time systems, ILC (1) achieves perfect asymptotic
rejection/tracking of any trial-invariant input if and only if
Q = IN , where IN denotes the N ×N identity matrix. This
is a direct implication of the Internal Model Principle [4],
[5], which states that in order to achieve perfect asymptotic
rejection/tracking of disturbance/reference signals correspond-
ing to the output of an autonomous system, this system must
be embedded in a stable feedback loop. Figure 1 shows the
trial-domain implementation of (1) with Q = IN , where q
denotes the one-trial-advance operator1: quj = uj+1. This
figure reveals that the corresponding ILC embeds the signal
generator ΣIN

(q) of arbitrary trial-invariant signals in RN .
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Katholieke Universiteit Leuven, Celestijnenlaan 300B, B-3001 Heverlee,
Belgium, goele.pipeleers@mech.kuleuven.be. Kevin L. Moore
is with the Division of Engineering, Colorado School of Mines, 1500 Illinois
Street, Golden, CO 80401, USA, kmoore@mines.edu.

1Notice that the boldfaced q notation is equivalent to the w-operator
introduced in [6] and developed in [3].

q−1IN+

ΣIN (q)

L IN
ej uj

Fig. 1. Trial-domain implementation of a common ILC that achieves perfect
asymptotic tracking/rejection of arbitrary trial-invariant inputs in RN . The
symbol q denotes the one-trial-advance operator.

q−1In+

wjW
xj

Fig. 2. Reduced-order signal generator ΣW(q), which can autonomously
generate arbitrary trial-invariant signals in the range of W ∈ RN×n.

Let its autonomous state-space model be given by

ΣIN
(q) :

{
xj+1 = INxj

wj = INxj
,

then ΣIN
(q) yields wj = x0 for all j = 0, 1, . . . and some

arbitrary x0 ∈ RN . The ILC shown in Figure 1 hence yields
perfect asymptotic performance for any trial-invariant input
and it inherits the order N of ΣIN

(q) embedded in the ILC.
In many applications ILC is used to improve the tracking

of a repeated reference input and consequently, the trial-
invariant input signal is known or contained in a prescribed
set of signals. As this paper’s first contribution we propose
a novel ILC structure that explicitly exploits this additional
information on the trial-invariant input. The key is to embed
the reduced-order signal generator ΣW(q) shown in Figure 2
in the ILC, instead of ΣIN

(q), where

ΣW(q) :
{

xj+1 = Inxj
wj = Wxj

, (2)

and the columns of W ∈ RN×n store the prescribed reference
signals. Signal generator ΣW(q) yields wj = Wx0 for all
j = 0, 1, . . . and some arbitrary x0 ∈ Rn, and can hence
generate arbitrary trial-invariant signals in the range of W.
Implied by the Internal Model Principle, an ILC embedding
ΣW(q) only achieves perfect asymptotic performance for
these trial-invariant inputs. Such ILCs inherit the order n from
ΣW(q) and since n ≤ N they are called reduced-order ILCs,
whereas the common ILCs (1) based on ΣIN

(q) are referred
to as full-order ILCs. We show that an ILC of order n suffices
to asymptotically track n linearly independent prescribed trial-
invariant signals.

While current ILC algorithms predominantly exploit the
trial-invariance of the input signals, some design approaches
do account for a priori knowledge on the trial-invariant input.
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For instance, in [7] the matrix Q is tuned based on a time-
frequency analysis of the trial-invariant reference input, while
[8], [9] focus the ILC for a multi-axis system on the contour
error. However, the resulting ILCs are still of full order.
Reduced-order ILCs, on the other hand, already appeared in
the literature within the framework presented in [10], see e.g.
[11], [12] for particular applications. In these approaches, the
reduced ILC order results from a reduced plant description
using basis functions, commonly determined by the task
description (e.g. actuation and observation in restricted time-
windows). This contrasts the approach adopted in this paper:
we start from the full plant description, and the reduced ILC
order follows from the limited number of trial-invariant inputs
we want to track/reject.

Exploiting all knowledge available on the input signals is
instrumental in facing the fundamental performance limitations
in ILC. Already early in the development of ILC it was rec-
ognized that an ILC amplifies the effect of trial-varying inputs
[13]–[15], contrary to the obtained attenuation of trial-invariant
inputs. In addition, it has been observed that reducing this trial-
varying performance degradation invokes a slower learning
transient [15]. Hence, an ILC appears to be bound to a tradeoff
between trial-varying performance and speed of convergence,
but this trade-off has not yet been investigated systematically
and quantitatively in the literature. As the second contribution
of this paper, we present a novel ILC design strategy, where
the ILC is designed to yield an optimal trade-off between trial-
varying performance and speed of convergence. This strategy
is based on the Lyapunov shaping paradigm, and complies
with both reduced-order and full-order ILCs. It provides a
systematic and quantitative analysis of the fundamental limits
of performance in ILC, and allows us to investigate the merit
of reduced-order ILC in view of these performance bounds.

The remaining content of this paper is laid out as follows:
Section II formulates the ILC problem, details the reduced-
order ILC structure and presents the novel ILC design ap-
proach. The advantages and disadvantages of reduced-order
ILC over full-order ILC are discussed in Section III and
illustrated by a numerical example. Section IV concludes the
paper.

II. METHODOLOGY

After formulating the ILC problem in Section II-A, Sec-
tion II-B presents the general structure of a reduced-order ILC.
The fundamental performance limitations in ILC are analyzed
in Section II-C. Section II-D details the novel ILC design
approach, while Section II-E discusses the optimal solution.

A. Problem Formulation

The ILC design is considered in discrete time, where the
discrete time instants are labeled by k = 0, 1, . . . Each trial
comprises N time samples and prior to each trial the plant is
returned to the same initial conditions, which are here assumed
zero without loss of generality [2]. We distinguish between
the plant and its model. The discrete-time plant is denoted
by G(q), where q is the one-sample-advance operator, it has
relative degree τ and its impulse response is indicated by g(k).

+
−

wj G
uj yjej K(q)

Fig. 3. Trial-domain formulation of the ILC problem: An ILC corresponds
to a trial-domain feedback controller K(q) for the lifted system G that yields
perfect asymptotic tracking for trial-invariant inputs wj = w.

The plant model is denoted by Ĝ(q) and is assumed to have
the same relative degree as the plant. The model’s impulse
response is indicated by ĝ(k). In this paper we adopt the lifted
ILC representation [2], [3], obtained by grouping the signal
samples during the trials into supervectors:

uj =
[
uj(0) uj(1) · · · uj(N − 1)

]T
, (3a)

yj =
[
yj(τ) yj(τ + 1) · · · yj(τ +N − 1)

]T
, (3b)

where the signals uj(k) and yj(k) respectively correspond
to the system input and output. Reformulating the plant’s
convolution relation

yj(k) =
k∑
i=τ

g(i)uj(k − i) ,

in terms of uj and yj yields the following trial-domain plant
G:

yj =


g(τ) 0 · · · 0

g(τ + 1) g(τ)
. . .

...
...

. . . . . . 0
g(τ +N − 1) · · · g(τ + 1) g(τ)


︸ ︷︷ ︸

G

uj .

In a similar way, the trial-domain plant model Ĝ is derived
from ĝ(k). To distinguish between time-domain and trial-
domain dynamics, plain characters are used for the time
domain, while bold characters relate to the trial domain. As
such, the symbol q indicates the one-sample-advance operator:
qxj(k) = xj(k + 1), while q denotes the one-trial-advance
operator: qxj(k) = xj+1(k).

Contrary to its open-loop behavior in the time domain,
an ILC acts as a feedback controller K(q) in trial domain.
Figure 3 shows the corresponding control configuration, where
wj corresponds to the supervector signal of the exogenous
input, defined similarly to (3b), while the tracking error
ej = wj − yj . The exogenous input signal wj combines the
reference input and the output disturbances. It is predominantly
trial-invariant: wj = w+dwj , where the trial-varying contri-
bution dwj is small compared to the trial-invariant part w. The
latter part is confined to the range of W ∈ RN×n and hence,
w corresponds to the autonomous output of ΣW(q), shown in
Figure 2 and given by (2), from an arbitrary initial condition
x0 ∈ Rn. The matrix W is assumed to have full column
rank and consequently, n ≤ N . An ILC corresponds to a
trial-domain feedback controller K(q) that yields an internally
stable closed-loop system and guarantees perfect asymptotic
tracking of the considered trial-invariant inputs w. In the
control configuration of Figure 3, the closed-loop transfer
matrix from the exogenous input wj to the tracking error ej is
the trial-domain sensitivity function S(q) = (IN+GK(q))−1.
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K̃(q)

q−1In+ W Ĝ−1
+

ΣW(q)

ej uj

Fig. 4. Structure of an ILC K(q) that achieves perfect asymptotic tracking
of trial-invariant inputs in the range of W.

B. Reduced-order ILC Structure

Whereas most current ILCs embed the signal generator
ΣIN

(q), as illustrated in Figure 1, we apply the Internal Model
Principle [4], [5] to the signal generator ΣW(q). This way
we obtain that K(q) achieves perfect asymptotic tracking of
arbitrary trial-invariant inputs w in the range W if and only
if it admits a structure as shown in Figure 4. The ILC embeds
the signal generator ΣW(q), while the design of the controller
part K̃(q) is free as long as it guarantees internal closed-
loop stability. The controller structure of Figure 4 can also
be understood from the interpolation constraints [16]. Perfect
asymptotic tracking of trial-invariant inputs in the range of
W requires the closed-loop sensitivity S(q) to have n zeros at
q = 1 with input zero directions spanning the range of W. To
this end, the loop transfer matrix GK(q) must have n poles at
q = 1 with output pole directions spanning the same subspace
of RN . The multiple poles at q = 1 are created by enclosing
q−1In in a positive feedback loop, while the corresponding
output pole directions are determined by the blocks on the
right-hand side of this loop. Consequently, the output pole
directions are determined by the series connection of Ĝ−1W
from the controller, and the plant G. Hence, in the case of a
perfect model, GĜ−1W = W and perfect asymptotic track-
ing of all wj generated by ΣW(q) is achieved. Section III-D
below discusses the effect of a model/plant mismatch: Ĝ 6= G.

The lowest-order ILC K(q) is obtained by designing K̃(q)
static, and has order n. Hence, an ILC of order n suffices to
asymptotically track/reject n linearly independent prescribed
trial-invariant signals.

C. Performance Limitations in ILC

As already recognized in the current literature, an ILC am-
plifies the trial-varying inputs dwj to the tracking error ej , and
reducing this trial-varying performance degradation invokes
a slower learning transient [13]–[15]. This apparent trade-off
between trial-varying performance and speed of convergence
is rooted in the Bode Sensitivity Integral [17], which dictates
that improved performance at certain frequencies comes at the
cost of degraded performance at other frequencies. For the
ILC system of Figure 3, the mathematical formulation of this
principle amounts to

N∑
i=1

∫ 0.5

0

ln
(
σi
(
S
(
ej2πf

)))
df = 0 , (4)

where f [1/trial] is the trial-domain frequency, S
(
ej2πf

)
is fre-

quency response function (FRF) of the closed-loop sensitivity
and σi(X) denote the singular values of the matrix X .

As explained in the previous section, the ILC of Figure 4
yields a closed-loop sensitivity that has n zeros at q = 1.
Stated otherwise, at f = 0/trial the FRF matrix S(ej2πf ) has
n singular values that equal zero, which invokes a negative
contribution in (4). This has to be counteracted by a positive
contribution at higher frequencies f , which means that at
some frequencies f , S(ej2πf ) has singular values larger than
one. In the corresponding singular directions the input is
amplified to the tracking error and hence, an ILC is bound
to degrade the overall performance for trial-varying inputs in
order to achieve superior performance for trial-invariant inputs.
Compared to full-order ILCs, reduced-order ILCs have the
advantage of attributing only n instead of N zero singular
values to S(1). Hereby the corresponding negative contribution
in (4) is less and consequently, so is the counteracting trial-
varying performance degradation.

For a given order ILC, reducing the trial-varying perfor-
mance degradation requires reducing the negative contribution
in (4) around f = 0/trial. This can only be achieved by
creating very sharp notches around f = 0/trial in the singular
value plot of S(ej2πf ). According to the properties of the
Fourier transform [18], such a “spiked” frequency spectrum
corresponds to a slower transient response in trial domain. As
a result, trial-varying performance and speed of convergence
are two conflicting objectives in an ILC design, which means
that one cannot be improved without compromising the other.

D. Optimal Design of K̃(q)
While many full-order ILC designs can be extended to

reduced-order ILCs, this section develops a novel ILC design
strategy, where the free controller part K̃(q) is designed
to yield an optimal trade-off between trial-varying perfor-
mance and speed of convergence. To this end, these design
specifications are first quantified below by the performance
indices γ and α, respectively. The state-space matrices of
the controller part K̃(q) are denoted by (AK̃,BK̃,CK̃,DK̃),
while the state-space matrices of the corresponding closed-
loop sensitivity S(q) are denoted by (AS,BS,CS,DS). In
order not to overload notation, the dependency of the latter
matrices on the state-space model of K̃(q) is not indicated
explicitly. In the design of K̃(q) we assume the nominal case
where the actual plant G equals the model Ĝ. The robustness
properties of the obtained ILCs are discussed in Section III-D.

The trial-varying performance index γ must quantify the
effect of the trial-varying input dwj on the tracking error ej .
To this end, γ is set equal to the H∞-norm of the closed-loop
sensitivity:

γ = ‖S(q)‖∞ , (5)

since this way, γ corresponds to the worst-case amplification
of any input dwj to the tracking error ej in terms of the `2
signal norm. The speed of convergence is quantified by the
spectral radius ρ(·) of the closed-loop state matrix:

α = ρ(AS) . (6)

This way, α determines the asymptotic decay rate of ‖ej‖ for
j → ∞. Although not enforced by this definition of α, it is
argued in Section II-E that the obtained ILCs generally yield
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monotonic convergence (see e.g. [2] for a definition) with rate
α.

In addition to the two conflicting design objectives, time-
domain causality invokes a structural constraint on the ILC’s
direct feed-through term. According to the ILC structure of
Figure 4, this term corresponds to the N ×N lower sub-block
DK̃,2 of DK̃. The matrix DK̃,2 determines the contribution
of the current iteration’s error ej to the current control signal
uj . To guarantee that uj(k) is only computed from past error
samples ej(i) with i ≤ k, the elements DK̃,2(k, i) of the
matrix DK̃,2 must satisfy:

DK̃,2(k, i) = 0 , ∀k = 1, . . . , N,

∀i = k − τ + 1, . . . , N.
(7)

An optimal trade-off between trial-varying performance degra-
dation and speed of convergence is obtained by computing
the (AK̃,BK̃,CK̃,DK̃) that minimize γ for a given value of
α < 1, while satisfying the constraints (7). Since this design
problem is hard to solve exactly, it is solved approximately
by means of the Lyapunov shaping paradigm [19]. That is,
specifications (5) and (6) are translated into matrix inequality
constraints, each involving a slack matrix variable called the
Lyapunov matrix, and the two Lyapunov matrices involved are
set equal to each other. This way, the design of K̃(q) amounts
to the following optimization problem:

minimize γ (8a)

subject to


−P PAS PBS 0

AT
SP −P 0 CT

S

BT
SP 0 −γIN DT

S

0 CS DS −γIN

 � 0 (8b)

[
−P PAS

AT
SP −α2P

]
� 0 . (8c)

constraints (7) (8d)

where the optimization variables are γ, P, and
(AK̃,BK̃,CK̃,DK̃). On account of the dependency
of (AS,BS,CS,DS) on the design parameters
(AK̃,BK̃,CK̃,DK̃), (8) is a nonconvex optimization
problem. However, it can be transformed into a convex,
semidefinite programming problem by the nonlinear change
of controller variables proposed in [19].

E. Optimal Solution K̃?

Along the lines of [20], it can be shown that there always
exists an optimal controller K̃(q) that has the same order as
the plant G and is hence, static: K̃ ≡ DK̃. The optimal static
solution of (8) is indicated by K̃?:

K̃? =
[
K̃?

1

K̃?
2

]
,

and according to Figure 4 the overall ILC K(q) corresponding
to K̃? is given by

K(q) :
{

xj+1 = Inxj + K̃?
1ej

uj = Ĝ−1Wxj + K̃?
2ej

, (9)

and is hence of order n.

It can be verified that the optimal full-order solution of (8)
with n = N and W = IN equals

K̃? =
[
(1− α)IN

0

]
,

whereby the corresponding closed-loop sensitivity amounts to:

S(q) =
q− 1
q− α

IN , (10)

and has AS = αIN . Although the reduced-order solutions
of (8) are less trivial, the corresponding sensitivity generally
has AS ≈ αIn. This property has a twofold effect. First,
it implies that the conservatism resulting from the Lyapunov
shaping paradigm is negligible, since for AS = αIn Eq. (8c)
automatically holds for any P � 0. Second, AS ≈ αIn
implies that maxi{σi(AS)} ≈ ρ(AS) ≈ α, such that the
optimal ILC yields monotonic convergence with decay rate
α (see e.g. [2]), although not explicitly enforced in (8).

III. REDUCED-ORDER VERSUS FULL-ORDER ILC

This section discusses the advantages and disadvantages of
reduced-order ILCs, n < N , compared to full-order ILCs,
n = N , with the help of a numerical example, which is
presented in Section III-A. In Section III-B we compare
the corresponding closed-loop dynamics, while Section III-C
further investigates the performance advantage of reduced-
order ILCs over full-order ILCs in view of the fundamental
trade-off presented in Section II-C. To conclude, Section III-D
discusses the robustness properties of the ILCs.

A. Numerical Example

ILC is applied to improve the tracking of a given trial-
invariant reference r, which comprises N = 40 time samples
and corresponds to the black solid line in Figure 5. The nomi-
nal plant model equals Ĝ(q) = 0.292q

q2−1.592q+0.892 . Sections III-B
and III-C assume this model to be perfect G(q) = Ĝ(q), while
Section III-D discusses the effect of model uncertainty.

Below, two types of ILCs are compared. The first type of
ILCs are indicated by Kfo(q) and correspond to full-order
solutions of (8) with n = N and W = IN . The second type
of ILCs, indicated by Kro(q), are reduced-order solutions of
(8) with n = 1 and W = r/‖r‖.

B. Closed-loop Dynamics

This section compares the Kro(q) and Kfo(q) obtained by
solving (8) with α = 0.5. Figure 6 shows the FRFs of the
corresponding closed-loop sensitivities: the solid black lines
show the singular values of S(ej2πf ), while the dashed grey
lines correspond to the gain of the closed-loop sensitivity in the
input direction r/‖r‖. With the full-order ILC Kfo(q), S(q)
is given by (10) and hence, all N = 40 singular values of
Sfo(ej2πf ) coincide and equal zero at f = 0/trial. In addition,
any direction is a singular direction such that the grey line
coincides with the black curves. With the reduced-order ILC
Kro(q), only n = 1 singular values of S(q) equal zero at
f = 0/trial. While the grey line generally doesn’t coincide
with a black curve, and hence r/‖r‖ doesn’t correspond to an
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Fig. 5. Trial-invariant reference signal r(k), while wodd(k) and weven(k)
correspond to the exogenous input in the odd, respectively the even, trials in
the presence of a timing error.
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Fig. 6. FRF of the closed-loop sensitivity for Kro(q) (left) and Kfo(q)
(right) with α = 0.5. The full black lines show the singular values of
S(ej2πf ), while the dashed grey lines indicate the gain in the direction r/‖r‖.

input singular direction of S(ej2πf ), this does happen around
f = 0/trial. This confirms that S(q) has a zero at q = 1 with
input zero direction r/‖r‖.

The Bode Sensitivity Integral (4) dictates that S(ej2πf )
having singular values smaller than one around f = 0/trial
must be counteracted by singular values larger than one
at other frequencies. Figure 6 reveals that this trial-varying
performance degradation is larger for Kfo(q) than for Kfo(q).
This is also reflected in the corresponding trial-varying per-
formance degradation index γ: γ = 2.5 dB for Kfo(q) while
γ = 0.17 dB for Kro(q). Hence, exploiting the knowledge on
w in the ILC design yields 23% less trial-varying performance
degradation for the same spectral radius α = 0.5, which
governs the speed of convergence.

Figure 7 shows simulation results for the two ILCs. The
solid lines relate to the simulation with wj = r, for all
j = 0, 1, . . . For both Kro(q) and Kfo(q) the norm of the
corresponding tracking error ej decays exponentially with rate
α = 0.5, which confirms the monotonic learning behavior of
both controllers pointed out in Section II-E. The curve for
Kro(q) reveals a significant current iteration contribution of
this ILC, which already results in 2.7 dB reduction in first
trial j = 0. Extensive numerical simulations indicate that this
is a common property of the optimal reduced-order ILCs. The
optimal full-order ILC Kfo(q), on the other hand, has no
current iteration term.

To illustrate the different trial-varying performance of the
ILCs, a reference timing error is simulated. It is assumed that

0 5 10

-80

-60

-40

-20

0

j

‖e
j
‖/
‖r
‖

[d
B

]

15

red.-order
full-order

Fig. 7. Evaluation of the tracking error for Kro(q) (black) and Kfo(q)
(grey) with α = 0.5. The solid lines correspond to the simulation with wj =
r, for all j = 0, 1, . . ., while the dotted lines relate to wj = wodd for j odd
and wj = weven for j even.

0 0.25 0.5 0.75
1

1.25

1.5

1.75

α

γ

1

2
red.-order
full-order

Fig. 8. Optimal trade-off curve between α and γ for reduced-order ILCs
Kro(q) (black) and full-order ILCs Kfo(q) (grey).

in the odd trials, the reference signal is fed to the ILC two
samples too early, while in the even trials the reference is
transmitted two samples too late, as illustrated in Figure 5.
This corresponds to a trial-varying disturbance input in addi-
tion to the trial-invariant reference input, and the dotted lines in
Figure 7 show for both ILCs the evolution of the corresponding
tracking error. The better trial-varying performance of Kro(q)
translates into more than two times better tracking compared
to Kfo(q).

C. Performance Trade-off

This section further investigates the advantage of a reduced-
order ILC Kro(q) over a full-order ILC Kfo(q) for various
values of α. To this end, the corresponding solutions of (8)
are computed for various values of α, and the optimal γ
values are plotted as a function of α. This graph is called
the optimal trade-off curve between α and γ and corresponds
to a fundamental performance bound of the considered type
of ILCs. That is: there exists no such ILC that yields both less
trial-varying performance degradation, i.e. a lower γ value, and
a faster transient learning response, i.e. a lower α value, than
indicated by the trade-off curve. The trade-off curves depend
on G, n and W. Figure 8 shows these trade-off curves for
Kro(q) and Kfo(q). For both controllers, the right-most point
corresponds to a near cancelation of the zeros at q = 1 and the
poles at q = α with α ≈ 1. While this invokes almost no trial-
varying performance degradation γ ≈ 1, the corresponding
transient learning response is very long. In the limit case of
exact pole-zero cancelation, the transient is infinitely long,
implying that the reference input r is never tracked at all.
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The left-most points in Figure 8, with α = 0, correspond to
the case where the reference r is perfectly tracked after one
iteration. Figure 8 shows that the benefit of exploiting the
input directions in the ILC design increases as α decreases,
that is, for faster learning behavior. The relative improvement
in trial-varying performance degradation of Kro(q) compared
to Kfo(q), i.e. (γfo − γro)/γfo, increases from 0 at α = 1 to
47% at α = 0.

D. Robustness Analysis

Although the proposed ILC design approach only accounts
for the nominal plant model Ĝ, it is interesting to compare
the behavior of the obtained ILCs in the presence of plant
uncertainty. To illustrate the different robust stability and per-
formance properties of the ILCs for the considered numerical
example, but without claiming any general conclusions, we
evaluate the optimal ILCs Kro(q) and Kfo(q) with α = 0.5
in the presence of gain uncertainty. That is: the actual system
G is assumed of the form δ ·Ĝ for an unknown scalar δ. First,
we investigate the robust stability achieved by the two ILCs.
Numerical simulations reveal that Kfo(q) remains stable for
δ ∈ (0, 4). The reduced-order ILC Kro(q) yields 12.5 times
higher a gain margin, preserving stability for all δ ∈ (0, 50).

Next, we analyse the robust trial-invariant performance
obtained by the ILCs. In the case of a model/plant mismatch,
i.e. Ĝ 6= G, the input directions of the sensitivity’s n zeros at
q = 1 are given by GĜ−1W. For reduced-order ILC, these
directions do generally not span the range of W and as a
result, the perfect asymptotic tracking of inputs wj generated
by ΣW(q) is compromised. For the considered simulation
example, this trial-invariant performance degradation is minor:
for δ ∈ (0, 4), Kro(q) still guarantees 232 dB reduction of r
to the tracking error. For full-order ILCs, on the other hand,
the subspaces spanned by the columns of GĜ−1W and W
generally do coincide as they both equal RN . Hence, even in
the presence of a model/plant mismatch, the full-order ILC still
yields perfect asymptotic tracking of all trial-invariant inputs.

IV. CONCLUSIONS

This paper has a twofold contribution. First, we present a
novel ILC structure that allows exploiting all knowledge avail-
able on the trial-invariant input signals. To this end, a reduced-
order trial-invariant signal generator is included in the ILC,
whereby the controller order is less than the number of samples
per trial. The ILCs are therefore called reduced-order ILCs.
Second, we propose a novel ILC design strategy that achieves
an optimal trade-off between trial-varying performance and
speed of convergence. This ILC design approach allows a
systematic and quantitative analysis of the fundamental limits
of performance in ILC, and reveals the merit of reduced-
order ILC in view of this tradeoff. To allow for an in-depth
comparison of the different robust stability and performance
properties of reduced-order and full-order ILCs, we will focus
our future research on the robust extension of the presented
design methodology.
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