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Abstract

Modern enterprise software is increasingly built according the principles of service-
oriented computing. This paradigm advocates the construction of software using
reusable services. As a result, distributed applications have evolved from isolated
monolithic systems to dynamic networks of interconnected and loosely coupled
services. Service-oriented computing promises to increase the flexibility and
efficiency of software systems, but the paradigm also poses significant security
challenges because it enables the large scale exposure of sensitive information
and functionality. This thesis focuses on authorization as one of the key defense
mechanisms to deal with these security challenges.

Since organizations are under increasing pressure to implement strict organizational
security policies, market regulations, legal compliance obligations and Service
Level Agreements, authorization policies are becoming increasingly expressive.
Specifically, authorizations are defined in terms of high level abstractions and
depend on application-specific data. The deployment and enforcement of such
policies cannot be performed locally and demands a distributed authorization
architecture that consists of several types of interacting authorization components.

The central problem studied in this thesis is how to build and maintain distributed
authorization architectures in light of the dynamic nature of service-oriented
systems. The key challenge that is addressed is how to deal with runtime changes
to applications and policies. Because the manual implementation of such changes
is error-prone and can lead to service downtime and security vulnerabilities, it
is essential that the authorization infrastructure is extended with an automated
dynamic reconfiguration mechanism that guarantees and maintains consistent
policy deployment.

The proposed approach is inspired by middleware for service-oriented architectures
and applies the principles of service-orientation to the components of the
authorization infrastructure itself. This thesis makes three core contributions.
First, a blueprint for distributed authorization architectures is presented that
surveys existing solutions and patterns, and analyzes their limitations in supporting
changes. Based on this analysis, we propose to enhance distributed authorization
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infrastructures with a flexible distribution layer and a management architecture.
The distribution layer forms the second contribution of this thesis and enables
messaging-based interactions between authorization components. The loose
coupling of messaging facilitates efficient and scalable adaptations to the interactions
at runtime. The management architecture is the third contribution and manages
policy deployment and automatic dynamic reconfigurations of the authorization
infrastructure. The management architecture makes use of the low level adaptation
mechanisms of the distribution layer and uses lifecycle and dependency management
to ensure that configurations are and remain consistent with respect to the deployed
policies.

To validate the work, the proposed approach has been prototyped on top of
enterprise-grade messaging middleware and it has been applied to a real-world
content management application in close collaboration with the industry. Extensive
distributed performance evaluation shows that the policy enforcement overhead as
well as the reconfiguration overhead scale to large and complex infrastructures.



Samenvatting

Moderne bedrijfssoftware wordt in toenemende mate gebouwd volgens de principes
van service-oriëntatie. Dit paradigma promoot de constructie van software met
behulp van herbruikbare software diensten of services. Hierdoor zijn moderne
gedistribueerde applicaties geëvolueerd van gëısoleerde monolithische systemen
naar dynamische netwerken van services die op een zwak gekoppelde manier
met elkaar verbonden zijn. Service-oriëntatie belooft meer flexibele en efficiënte
softwaresystemen, maar vanwege het op grote schaal blootstellen van gevoelige
informatie en functionaliteit, vormt de overgang naar service-oriëntatie ook een
belangrijke uitdaging voor de beveiliging. Dit onderzoek richt zich op autorisatie als
een van de belangrijkste verdedigingsmechanismen tegen deze beveiligingsrisico’s.

Aangezien organisaties onder toenemende druk staan om te voldoen aan strikte
organisatorische beveiligingspolicies, marktregulering, wettelijke verplichtingen en
Service Level Agreements, worden autorisatiepolicies steeds expressiever. Concreet
worden autorisaties gespecifieerd in termen van hoog niveau abstracties en hangen
ze af van applicatie-specifieke gegevens. Omdat het onmogelijk is om zulke policies
lokaal af te dwingen, is er nood aan een gedistribueerde autorisatie architectuur
die bestaat uit verschillende types van interagerende autorisatie-componenten.

Het centrale probleem waarover dit proefschrift handelt is hoe men gedistribueerde
autorisatie architecturen moet bouwen en onderhouden in het licht van de
dynamische aard van service-geörienteerde systemen. De belangrijke uitdaging die
wordt aangepakt is hoe men moet omgaan met runtime veranderingen in applicaties
en policies. Het manueel implementeren van zulke veranderingen is foutgevoelig
en kan aanleiding geven tot de uitval van services en tot beveiligingsproblemen.
Daarom is het essentieel dat de autorisatie infrastructuur wordt uitgebreid met
automatische en dynamische herconfiguratie-mechanismen die kunnen garanderen
dat policies op een consistente manier worden afgedwongen.

De voorgestelde aanpak is gëınspireerd door middleware voor service-geörienteerde
architecturen en past de principes van service-oriëntatie toe op de componenten
van de autorisatie infrastructuur zelf. Dit proefschrift maakt drie belangrijke con-
tributies. In de eerste plaats wordt een blauwdruk voorgesteld voor gedistribueerde
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autorisatie infrastructuren die bestaande oplossingen en architecturale patronen
samenvat, en die hun beperkingen analyseert in het ondersteunen van veranderingen.
Op basis van deze analyse, wordt voorgesteld om gedistribueerde autorisatie
architecturen uit te breiden met een flexibele distributielaag en met een management
laag. De distributielaag vormt de tweede contributie van dit proefschrift en
maakt message-gebaseerde interacties mogelijk tussen gedistribueerde autorisatie-
componenten. Het losgekoppelde karakter van messaging vergemakkelijkt efficiënte
en schaalbare aanpassingen aan de interacties tijdens de uitvoering. De management
laag is de derde contributie en beheert het installeren van policies en het automatisch
herconfigureren van de autorisatie infrastructuur. De management laag maakt
gebruik van de laag niveau aanpassingsmechanismen van de distributielaag en
beheert de afhankelijkheden en levenscyclus van autorisatie-componenten. Op die
manier wordt gegarandeerd dat configuraties consistent zijn en blijven ten opzichte
van de gëınstalleerde policies.

Ter validatie is een prototype gëımplementeerd van de voorgestelde autorisatie
infrastructuur op basis van bestaande messaging middleware en is de aanpak in
nauwe samenwerking met de industrie toegepast op een bestaand platform voor het
beheren van persoonlijke content. Uit een uitgebreide evaluatie van de performantie
blijkt dat zowel de overhead tijdens het afdwingen van policies als de overhead van
de herconfiguraties scaleren naar grote en complexe infrastructuren.
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Chapter 1

Introduction

1.1 Motivation and Problem Statement

Organizations are under constant pressure to cut costs, improve their efficiency
and deal with a rapidly changing business environment. To meet these goals,
industry has been adopting the principles of the Service-Oriented Computing (SOC)
paradigm. This paradigm advocates the packaging of autonomously developed
software functionality as reusable services. As a result, enterprise software systems
have evolved from isolated monolithic systems to networks of distributed software
services that are interconnected, integrated and reused at the intra- and inter-
organizational level.

The development and maintenance of such systems is a complex task in which
middleware plays a key role. In general, middleware provides programming
abstractions and generic reusable services that hide the low level details and
complexities of distributed applications. However, as applications evolve into
complex service ecosystems, it becomes much more challenging to design generic
middleware services that are able to deal with the dynamic nature of the system,
yet at the same time support the flexibility and customizability that is required to
apply them to the applications.

In distributed systems, it is essential to deploy security mechanisms that protect the
confidentiality and integrity of application-level information and resources. This
dissertation focuses on authorization enforcement using access control. Application-
level access control mediates all access attempts to sensitive application resources
and only allows those attempts that are explicitly authorized by the access control
policy (simply referred to as the policy in the remainder of this work). Application-
level access control is one of the prototypical examples of a generic reusable
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middleware service that can be found in all mainstream application servers.

The transition to SOC challenges traditional access control models and mechanisms
with a number of important requirements:

Expressive Policies Applications are governed by strict organizational security
policies, market regulations, legal compliance obligations and Service Level
Agreements (SLAs). As a result, there is a need to implement fine grained
authorization policies that are defined in terms of high level abstractions and
that depend on application specific data.

Changes The interactions between services have become much more ad hoc and
dynamic. Therefore, access control must be able to deal with changes to
policies and application services, and with the fact that it impossible to know
all data, resources and users in advance.

Scalability Because of the fact that core business logic is shared extensively by
many different entities, the access control system must be scalable to complex
infrastructures with large amounts of subjects, resources and policy rules.
Both the administrative overhead as well as the policy enforcement overhead
must degrade gracefully as the complexity of the infrastructure increases. We
refer to former type of scalability as administrative scalability and to the
latter type as enforcement scalability.

These requirements often work as opposing forces. For example, more expressive
policies that depend on history or context information make the system harder
to change and less scalable because they demand runtime state or attribute
management. Therefore, a key challenge for next generation access control solutions
lies in finding good compromises that reconcile these conflicting requirements
throughout the policy lifecycle.

The Attribute-Based Access Control (ABAC) model, which can be considered as
generalization of Role-Based Access Control (RBAC), has become the de facto
standard access control model in service-oriented systems. In ABAC, policies
are specified in terms of attributes of subjects, resources and the environment.
Attributes are properties that describe arbitrary characteristics of an entity, such as
the age of a user, the author of a document or the threat level of the environment.
Through the use of custom attributes, ABAC supports rich context information as
well the categorization of subjects and resources.

As a theoretical model, ABAC is well suited for service-oriented systems since
it has inherent support for expressive policies (rich context information can be
modeled as attributes), change (many changes can be supported by a modification
of an attribute value rather than a policy update) and administrative scalability
(attributes categorize subjects and resources). However, to apply ABAC in practice,
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these properties must not only be supported at the level of policy specification,
but also in the later phases of the policy lifecycle in which policies are deployed
and enforced in the running distributed system. As opposed to traditional access
control enforcement, it is typically undesirable or even impossible to enforce ABAC
policies locally because of manageability reasons (it is harder to support changes
and to ensure policy consistency) or because of the dependencies on attributes that
are contained in a remote database or repository. Therefore, ABAC policies must
be enforced by a distributed authorization infrastructure.

We can identify two orthogonal challenges for such distributed authorization
infrastructures.

First, because ABAC policies use application level resources and attributes, their
enforcement requires extensive integration with the business logic. Past research in
the DistriNet research group performed by De Win [56] and Verhanneman [175]
has addressed this problem using aspect-oriented programming techniques.

The key challenge for this thesis is: how to design distributed authorization
middleware that is maintainable to support dynamic changes to policies and appli-
cations, and that is scalable to large setups and complex policies. Standardization
efforts and past research have put in place several essential building blocks for
distributed authorization architectures, such as interoperable representation formats
for policies and attributes, and protocols for obtaining attributes and authorization
decisions, yet few work focuses on the scalability and management of distributed
authorization infrastructures. Without first-class treatment of these aspects, the
correct deployment of policies and the consistent implementation of changes becomes
difficult and error-prone.

1.2 Approach and Contributions

In this thesis, we follow an approach that has been inspired by Enterprise Service
Bus (ESB) [47] architectures. We propose an extended distributed authorization
architecture that introduces two specific layers. First, a message-based distribution
layer interconnects distributed enforcement components in a loosely coupled way
and allows dynamic adaptations to the low level interactions. Secondly, on top
of the distribution layer, a management layer provides dynamic (re)configuration
functionality that automatically configures the infrastructures in response to policy
or application changes.

This thesis makes the following contributions:

1. An Architectural Blueprint for Distributed Authorization Architectures.
This blueprint provides a detailed elaboration of the solution domain by
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capturing accepted techniques and architectural patterns and it functions
as a classification and evaluation framework for related work on distributed
authorization.

2. A Feasibility Study of Messaging as the Communication Model in Distributed
Authorization Infrastructures. We assess the feasibility of messaging as the
communication paradigm in distributed authorization architectures. The
loose coupling provided by messaging enables efficient dynamic adaptations
to remote interactions.

3. A Management Architecture for the Dynamic Reconfiguration of Distributed
Authorization Infrastructures. We present a management architecture
that builds on the low level adaptation capabilities of the message-based
distribution layer to provide consistent dynamic reconfiguration of the
authorization infrastructure. Using lifecycle and dependency management,
the architecture guarantees that configurations are consistent with respect to
the deployed policies and applications, and that they remain consistent as
reconfigurations occur.

To keep our approach generic, we make two important assumptions. First, our
approach is policy-agnostic. Policies are considered strictly from the point of
view of the supporting authorization infrastructure by making abstraction of any
technology-specific details such as concrete policy languages or evaluation engines.
Therefore, we assume that it is possible to map specific policy technologies to
the abstractions proposed in this work. Secondly, our approach focuses on the
management of interactions that are internal the authorization infrastructure.
While our approach facilitates certain integration efforts, it does not cover the
integration problem that is inherent to the enforcement of ABAC policies. Therefore,
we assume that the integration with the actual business logic, for instance, using
message interception, is feasible or already in place.

To validate our approach, we have implemented a prototype of the proposed
authorization middleware on top of the Java Messaging Service (JMS) API.
Extensive performance evaluation shows that the runtime policy enforcement
overhead as well as the reconfiguration overhead introduced by our middleware
scale with the size and complexity of the authorization infrastructure. To back
up the two aforementioned assumptions, we have integrated the eXtensible Access
Control Markup Language (XACML) and its most popular implementation to our
middleware and we have applied our approach to a real-world content management
application in close collaboration with the industry.
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1.3 Overview

This dissertation is structured as follows. Chapter 2 presents the necessary
background information and terminology on service-oriented computing and access
control and discusses the impact of changes on the authorization infrastructure.
Chapter 3 presents an architectural blueprint for distributed authorization
architectures that surveys, classifies and evaluates related work on the management,
deployment and implementation of policies in distributed environments. Chapter 4
discusses the feasibility of messaging-based authorization and presents the design
and implementation of a generic message-based distribution layer. Chapter 5
discusses the management architecture that leverages on the flexibility of the
messaging-based distribution layer to implement consistent dynamic reconfiguration.
Chapter 6 discusses the practical applicability of the approach by means of a set of
integration guidelines and a discussion of our experiences in applying the approach to
a real-world content management application. Chapter 7 discusses the conclusions
of this research and points out interesting opportunities for future work.





Chapter 2

Background and Motivation

The work presented in this thesis is situated in the domains of service-oriented
middleware and application-level access control. The goal of this chapter is twofold.
First, the aforementioned domains are introduced and the necessary background
information is provided to drive the rest of the discussion. Secondly, the problem
domain that is addressed in this thesis is analyzed in more detail by motivating
why dynamic changes must be supported and by tracing the impact of changes to
the logical elements of the authorization infrastructure.

Section 2.1 defines the Service-Oriented Computing paradigm and discusses how
it is supported in middleware. Section 2.2 defines application-level access control
and presents a reference model for its enforcement that is based on widespread
abstractions. This reference model forms the conceptual basis for the rest of this
work. Section 2.3 discusses the high level business triggers for changes and examines
how changes manifest themselves at the level of the reference model.

2.1 Enterprise Computing as Service Ecosystem

Traditionally, distributed enterprise applications have been built as silos: each
application is designed from the ground up and is constructed, managed and
operated in isolation from other applications. This leads to heterogeneity, poor
reuse, and inefficient resource usage. As the typical scale of distributed applications
keeps increasing, it becomes very costly and time consuming to develop, integrate
and maintain software in this manner. Therefore, over the past 15 years, companies
have been investing massively in achieving better interoperability and integration
of their distributed software systems.
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Service-Oriented Computing (SOC) is a software engineering paradigm that
promises increased business agility and support for dynamic collaborations. SOC
advocates the packaging of autonomously developed and operated IT resources
as reusable services. In the setting of enterprise computing, SOC is applied both
within and across organizational boundaries. Within the enterprise, SOC is used
to improve the organization of the software infrastructure. Across organizational
boundaries, the SOC paradigm is applied to business interactions. Conceptually,
SOC forms the basis of the utility computing business model which was recently
revived by IT vendors under the name cloud computing. In this model, the enterprise
sells computing services at a consumption-based price to other enterprises over the
internet, similar to the way in which the typical power and water utility companies
sell their utilities. As a result of the adoption of SOC at these two levels, the
modern enterprise becomes an ecosystem of interconnected services rather than a
collection of isolated silos.

Middleware provides services and programming abstractions that support the
construction of distributed applications. Middleware is important in the context
of SOC for two main reasons. First, like in other distributed computing models,
middleware plays a supporting role: it is required for the development, composition,
deployment and execution of services. Most (if not all) mainstream middleware
platforms have incorporated SOC principles. Secondly, to promote reuse, the
middleware itself is often architected according to SOC principles. As a result,
services that were traditionally deeply embedded in middleware platforms such as
support for transactions and security become an integral part of the ecosystem of
enterprise services.

Section 2.1.1 defines the service-oriented computing paradigm and related concepts
in detail. Section 2.1.2 discusses middleware in general and Section 2.1.3 discusses
typical middleware support for SOC.

2.1.1 Service-Oriented Computing

This section defines the term Service-Oriented Computing and related technologies
and discusses web services, the most concrete technological incarnation of SOC to
the Web.

Core Concepts and Terminology

Service-Oriented Computing (SOC) [141, 66, 92] is a software engineering paradigm
that promises the rapid and low-cost construction of software in distributed
environments. SOC advocates the large-scale reuse of functionality, using the
service as the basic unit of composition. The paradigm can be considered as a
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continuation in the historic trend in software engineering that favors software
construction through composition and reuse of existing functionality rather than
through the development of new functionality.

The simplest and most general definition of a service in the context of SOC is that it
is an instantiated software component that is provided through a network-accessible
endpoint [87, 143]. Services are offered by service providers and are used by service
consumers.

Like a component in general, a service is a self-describing reusable unit of
composition with contractually specified interfaces. The most important difference
between a component and a service is that a service is an instance-level concept
that is dynamically bound at runtime, whereas a component needs to be installed
and instantiated when composed. In addition to components, services typically
have the following properties:

• Services are distributed. Services are invoked over the network or the internet.

• Services are self-contained. From the point of view of the service consumer,
services are black boxes that encapsulate all implementation details and that
have no external dependencies or observable state.

• Services are discoverable. To enable late binding of services, service providers
publish the capabilities of their services in a registry that is used by the
service consumers.

• Services are interoperable. Services typically use open standards-based data
formats and protocols.

Service-Oriented Architecture (SOA) is an architectural style that realizes the SOC
paradigm. The main goal of SOA is to achieve loose coupling between services.
This is addressed by introducing a service registry that acts as a lookup service
between service consumers and service providers. This is shown in Figure 2.1.1.
The service registry enables dynamic selection and binding of services. Service
providers offer services and publish their contracts in the service registry. Service
requestors find and select services by querying the service registry. Once selected,
they bind to the services and can start invoking operations by exchanging messages
of which the syntax and properties are defined by the service description. This
process is dynamic: if a bound service becomes unavailable or no longer satisfies
Quality of Service (QoS) requirements, service consumers can dynamically select
a service from a different provider and bind to it at runtime. Service consumers
can become service providers by offering the aggregated functionality of existing
services as new services.

SOA decouples services in two dimensions. First, consumers are decoupled from
the implementation of provided services because they only rely on the interface
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Service Consumer Service Provider

Service Registry

publishlookup

bind/invoke

Figure 2.1: Elements and interactions in a Service-Oriented Architecture.

of the provided service. This means that the implementation of the provided
service can evolve as long as it adheres to the interface. Second, the level of
indirection introduced by the service registry decouples services in space. The
consumer becomes independent of the network location of the provided service. It is
important to note that the SOA style provides these two dimensions of decoupling
at a conceptual level. The implementation of these high level concepts as concrete
technologies and protocols for querying, selection, binding and invocation have
important consequences on the effectively achievable level of decoupling.

Web Services

Web services are the application of the SOC paradigm to the web. Web services
offer functionality or information over the web and typically make use of open
web-based standards such as Hypertext Transfer Protocol (HTTP)[74]. Web services
can be categorized into two main classes: WS-* web services and RESTful web
services.

WS-* web services adhere to the WS-* family of standards. This is a large body
of eXtensible Markup Language (XML)-based standards, mainly produced by the
World Wide Web Consortium (W3C) and the Organization for the Advancement
of Structured Information Standards (OASIS) since the year 2000. The most
important WS-* standards are the Web Service Description Language (WSDL)
[50], which is the interface description language for web services, the Universal
Description, Discovery and Integration (UDDI) standard [53], that specifies the
interfaces and structures for service registries, and the Simple Object Access Protocol
(SOAP) [88], which is the message passing protocol for invoking web services.
SOAP invocations are typically embedded in HTTP. Several standards extend
the basic SOAP/HTTP/WSDL protocol stack with features such as transactions
(WS-Transactions) [70, 120, 77], message reliability (WS-Reliability) [99], and
message encryption and signing (WS-Security) [134].
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RESTful web services are designed according to the Representational State Transfer
(REST) architectural style for designing distributed hypermedia systems [73]. This
style enhances the client-server style with additional elements and constraints to
increase performance, scalability and resource abstraction. In the REST style,
clients and servers exchange requests and responses with each other through a
uniform interface (in practice, HTTP). The key information abstraction in REST
is the resource1. A resource is an abstraction for any nameable concept and is
identified by a Uniform Resource Identifier (URI). Clients and servers perform
operations on resources by exchanging requests and responses that perform actions
(defined by the uniform interface, e.g. GET and PUT methods) on representations
of the current or intended states of those resources. All interactions are stateless: a
server must be able to process a client’s request independently of any prior requests.

If the REST style is applied to web services, a web service can be considered as a
collection of resources, identified by URIs. Such a resource can correspond directly
to a piece or collection of data (e.g. an image), but it can also correspond to a
certain piece of functionality offered by the web service. A RESTful web service and
its client need to be able to operate on specific data formats for the representations
they exchange. To maximize interoperability, the use of standardized formats is
recommended. Structured data is often represented using XML or the JavaScript
Object Notation (JSON). Whereas WS-* web services have a specific interface
expressed in WSDL, the interface of a RESTful web service is uniform, but very
generic (HTTP). However, the concrete protocol for interacting with a RESTful
web service depends on the URI scheme, and in practice, this scheme is often not
represented in a machine-interpretable way.

The service provider that faces a decision on either of the two approaches must weigh
the benefits and weaknesses of both approaches. This is a lively and ongoing debate
[177, 143, 146]. WS-* web services are more complex but have good support for
common enterprise requirements such as support for transactions, while RESTful
web services are simpler but require additional architectural choices for supporting
enterprise requirements. Therefore, RESTful web services are probably better
suited for ad-hoc integration scenarios, whereas WS-* web services seem better
suited for enterprise environments.

2.1.2 Middleware

Middleware is general-purpose system software that sits between platforms
and applications [26]. Middleware offers application developers programming
abstractions and functionality that mask the complexity and heterogeneity that
arises when developing distributed systems. Schantz [154] classifies middleware for
distributed systems into four layers (see Figure 2.2):

1A resource in the context of REST is unrelated to a resource in the context of access control.
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Figure 2.2: Classification of middleware for distributed systems according to
Schantz [154].

Host infrastructure middleware

Host encapsulation middleware encapsulates and enhances low-level operating
system-level APIs to hide the heterogeneity and complexity of underlying platforms.
Examples are Sun’s Java Virtual Machine [119] and the Common Language Runtime
of Microsoft’s .NET Framework, the default implementation of the Common
Language Infrastructure standards [63, 97]. These frameworks both consist of a
bytecode model for compiled code and an environment that executes bytecode on
a variety of platforms. In theory, these systems offer the developer language- and
platform-independence, given that the relevant bindings are implemented.

Distribution middleware

Distribution middleware encapsulates platform-level network capabilities as high-
level distributed programming models. Distribution middleware can be classified
into three main categories according to the core abstraction it uses: invocation-
centric, message-oriented and data-centric.

• Invocation-centric distribution middleware mimics the developer’s familiar
procedural or object-oriented programming model. The distribution aspect is
hidden as much as possible by using the procedure call or method invocation
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as the core abstraction. A typical invocation is realized by a request/reply
message pair. Examples in this class are Remote Procedure Call (RPC)
technologies such as SunRPC [165] and remote object invocation frameworks
such as Common Object Request Broker Architecture (CORBA) [171],
Sun’s Remote Method Invocation (RMI) [185] and Microsoft’s Distributed
Component Object Model (DCOM) [156] and .NET Remoting Framework
[128].

• Message-oriented middleware uses messages as the core abstraction. Senders
and receivers communicate by exchanging messages indirectly and asyn-
chronously. Senders enqueue messages in a message queue, a mailbox
or a broker. Receivers dequeue messages synchronously (by polling) or
asynchronously (by registering as an observer). Thus, one message can be
consumed by multiple receivers. Within this class of systems, a theoretical
distinction can be made between pure message queueing systems and publish-
subscribe systems. Pure message queueing systems such as IBM Websphere
MQ, Microsoft Message Queueing, Oracle Streams Advanced Queueing and
the JMS specification [90] use logical FIFO queues as the intermediary
objects between senders and receivers. Receivers poll one or more queues to
consume the messages. Publish/Subscribe systems use an event service as
the intermediary and rely on the notion of subscriptions. Receivers subscribe
themselves at the event service to their interests that are specified according
to a subscription scheme. When a sender sends a message to the event
service, it is forwarded to all interested subscribers. Thus, subscribers receive
messages asynchronously. Examples of publish subscribe systems are The
Information Bus [137], Siena [43], Elvin [155] and Gryphon [18]. In practice,
the distinction between the two categories of message-oriented distribution
middleware is often vague because most message queueing systems also offer
publish/subscribe features.

• Data-centric distribution middleware uses a shared data container as the core
abstraction. Senders and receivers communicate with each other by writing
and reading data to and from the container. The earliest systems that fall
into this category are distributed shared memory systems [118, 136]. These
systems offer transparent distribution by implementing the shared memory
paradigm over a communications network. A second class of data-centric
distribution middleware that operate on a higher level of abstraction are
systems based on the tuple space concept, that was introduced by the Linda
coordination language [78]. A tuple space is a logical data container that
is shared by communicating components. Communication is performed by
producing data tuples to and consuming them from the tuple space. Various
implementations such as TSpaces [115], JavaSpaces [76] and WCL [147] have
enhanced the basic tuple space concept with extensions such as transactions
and notifications.
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Common middleware services

This category of middleware consists of non-functional services provided at the
middleware level. Starting from the observation that typical distributed applications
have very similar non-functional requirements, it is sensible to deal with these
requirements at the middleware level. This improves reuse and lowers the complexity
for developers. Typical middleware services are security, transactions, and database
access. Although middleware services are orthogonal to the underlying distribution
paradigm, in practice, they are often bundled with invocation-centric distribution
middleware in the form of application servers. Examples of common middleware
services are the CORBA Services specifications, the Java Enterprise Edition (Java
EE) Platform [158] and the Microsoft .NET Framework [170].

Domain-specific middleware

This category consists of specialized middleware that is targeted at very specific
application domains such as e-commerce, telecom or e-health.

2.1.3 Middleware for Service-Oriented Computing

Achieving the levels of interoperability and loose coupling envisioned by service-
orientation is much more complex than agreeing on Interface Description Languages
(IDLs) and invocation protocols. Service-oriented computing has a profound
impact on the software engineering process. The extended SOA model presented
by Papazoglou [141], identifies three layers of functionality for SOAs:

Foundations focuses on basic support for services. This includes the implemen-
tation, hosting and communication of services, the specification of service
descriptions, and the basic publish-discover-select-bind operations.

Composition focuses on how to aggregate and compose basic services to form
new services. This involves controlling the execution and workflow of service
compositions and giving guarantees on composite services based on properties
of its constituents.

Management focuses on assuring that the services operate and keep operating
properly. This consists of configuring, deploying and monitoring services and
service compositions and ensuring that they meet their requirements.
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Foundations

In the current state of practice, middleware still mainly focuses on the foundations
layer. At this level, the goal is to provide the enabling infrastructure to create
services that are suitable as reusable building blocks. This goal is achieved by
promoting loose coupling throughout the service lifecycle, from development time
until runtime.

Middleware for the Service Developer From the developer’s perspective,
middleware support facilitates the development effort required to expose new
or existing business logic as services. All mainstream component-based middleware
platforms that are used for developing business applications have incorporated
support for service development. Most platforms used to focus specifically on
WS-* web services but support for REST is also becoming ubiquitous. Service
development support is provided in the form of the generation of WSDL descriptions
and SOAP endpoints from existing code based on declarative code annotations
(such as the @WebService and @WebMethod annotations of Java API for XML-based
Web Services (JAX-WS) [110]) or, vice versa, to generate service implementation
or invocation stubs based on existing WSDL descriptions.

The Integration Problem These approaches work for new service implementations
or for business logic that is deployed on supported platforms. However, in realistic
settings, supporting services involves a large amount of integration due to service
incompatibilities [25, 15]. These incompatibilities are present for various reasons.
First, organizations wish to expose existing legacy systems as services. In these
systems, there is typically a large amount of heterogeneity in the used languages
and platforms. Second, even if independently developed services are compatible at
the communication level, they can still be incompatible at the semantic level due
to differences in data models, interaction patterns or clients.

The pragmatic approach to address this problem is to apply the adapter pattern and
encapsulate the integration logic in adapter components. For instance, if services
A and B are incompatible and A depends on B, an adapter component is placed in
between both services. However, the application of this practice in an ad hoc and
undisciplined way at a large scale, results in a fragile software infrastructure that
is costly to manage and change. Since the adapters are constructed on a point-
to-point basis, their number grows rapidly and there is a lot of code duplication.
Moreover, the more specific the adapters are to the involved services, the more the
services are effectively tightly coupled to each other.

The Enterprise Service Bus The Enterprise Service Bus (ESB) [47] is a
middleware layer that enables the flexible interconnection and integration of
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services. There still is lack of a precise and accepted definition of the ESB concept.
Nevertheless, we discuss the common high level goals and principles of an ESB. The
main goal of an ESB is to reduce the coupling between interacting services as much
as possible. This is tackled by the three principles. First, an ESB uses message- or
event-based communication as opposed to RPC-based communication. Services act
as asynchronous consumers and providers of XML-based messages and are exposed
as named and well-described endpoints on the ESB. ESB middleware is typically
implemented on top of traditional message-oriented middleware. Second, the ESB
provides mechanisms to support the late finding, binding and invocation of services.
The ESB typically contains a service registry and a router that dynamically routes
messages to specific endpoints based on the message contents. Third, the ESB
offers a number of shared services that deal with integration-specific requirements
such as protocol adapters and data transformation services.

Composition

Service composition is the process of creating new services by combining existing
services. It consists of two phases: the selection of participating services and the
execution of the composite service. One can identify three categories of service
composition: manual, workflow-based and automatic.

In manual composition, services are selected and combined programmatically. This
results in services that are static and cannot deal well with changes.

Since service composition has many similarities with workflow management, a
widespread approach to service composition is based on workflow-based languages
such as the Web Services Process Execution Language (WS-BPEL) [11]. These
languages allow the description of the data and control flows between interacting
services. Tool support in the form of visual development environments help the
developer in specifying compositions. Once a workflow has been specified, it is
compiled to an executable form. The workflow engine middleware then executes
the compiled process. Support for workflow-based composition is often a core
service that is offered on an ESB.

Static workflow-based composition requires that the composition is performed
manually and offline before deployment. This approach does not scale because
of the complexity of the composition process and because of its inability to deal
with dynamism and evolution. Therefore, a large body of research investigates the
automation of (parts of) the service composition process. A basic prerequisite for
such approaches is that the criteria that influence the composition are explicitly
modeled and specified as part of the service contract (for instance, using Web
Services Policy Framework (WS-Policy) [174]). Most work has focused on QoS
as the composition criterium [188], but other criteria such as cost, context or
semantics can also be taken into account. Research in the field of middleware
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for automatic service composition focuses on problems of automatic service
discovery and selection [126, 24], contract aggregation [100], dynamic composition
adaptation [44, 48, 131] and automated composition planning [144].

Management

The service management layer entails all approaches for giving assurance that
the service ecosystem functions and keeps functioning as needed according to the
business goals. Like other approaches to distributed systems management, service
management is based on an explicit representation of the manageable resources and
of protocols that define the general management interactions. The main differences
with traditional distributed systems are the cross-organizational and dynamic
nature of services. Two specific management standards have been defined that
specify protocols and interactions for managing web services: Web Services for
Management (WS-Management) [39] and Web Services Distributed Management
(WSDM) [37, 38, 184].

Research on middleware for service management builds on basic management
abstractions to provide specific services such as the monitoring of performance [20]
and Service Level Agreements monitoring [123], change management [103],
optimization [168] or versioning [116].

2.1.4 Summary

Service-Oriented Computing has a profound impact on the organization and
management of distributed systems. One of the most important challenges remains
how to deal with the aspect of dynamic evolution at different levels of abstraction.
Because middleware plays a key role in such systems, the adoption of SOC requires
not only the definition of new classes of middleware services but also a thorough
rethinking of traditional middleware services in light of dynamic evolution and
change.

2.2 Background on Access Control

This section provides background information on access control. For decades, access
control has been an important mechanism to guarantee the confidentiality and
integrity of sensitive resources. This work studies application-level access control,
that is concerned with the protection of application-level resources. In particular,
we focus on the ABAC model, which defines permissions using declarative policy
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rules that are based on the attributes of the subjects and resources involved in
access attempts.

Section 2.2.1 presents general access control definitions and concepts and makes the
distinction between access control policies and mechanisms. Section 2.2.2 discusses
access control policies and focuses on the attribute-based access control model in
detail. Section 2.2.3 discusses access control mechanisms and Section 2.2.4 presents
a widespread reference model for enforcing attribute-based access control.

2.2.1 Definitions and Terminology

Access control is the process of mediating every request to resources and data
maintained by a system and determining whether the request should be granted or
denied [149]. The term access control is closely related to the term authorization.
Authorization is defined as the act of defining the approval, permission, or
empowerment for someone or something to do something. The key difference
between the two terms is that authorization refers to a high level management
concern, while access control refers to one specific type of mechanism for enforcing
that concern in a software system.2 However, in most literature on access control
for service-oriented systems, the terms authorization, authorization mechanism and
access control are treated as synonyms. Therefore, if we use the term authorization,
we refer to access control as an authorization mechanism and not to authorization
as a management concern, unless stated differently.

In the context of access control, a system is modeled by three sets: subjects (S),
actions (A) and resources (R). Resources (or objects) are the assets in the system
that need to be protected. Which resources are present in a system depends on
the context and security requirements. Examples of typical resources are files and
network sockets in an operating system, medical records in an e-health system,
or web pages in a web server. Subjects are the active entities in the system that
perform actions on the resources. Subjects represent users or system entities that
operate on behalf of users (threads, processes, etc.). The kinds of actions a subject
can perform on the resource depends on the type of resource. For instance, a
‘file’ resource could have ‘read’, ‘write’ and ‘execute’ actions, and a bank account
resource could have ‘withdraw’ and ‘deposit’ actions. Using these sets of concepts,
each access attempt of a subject s trying to perform an action a on resource r can
be represented by a (s, a, r) tuple.

A core software engineering principle in the study and design of security in general
and access control systems in particular is the separation between policy and
mechanism, which has its roots in early systems research [117]. The policy is the
set of rules that determine what is allowed in the system. The mechanism is the

2Alternatively, if the information assets are not under the strict control of a software system,
authorization can also be enforced using data protection mechanisms such as encryption.
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set of software and/or hardware components that know how to enforce the policy
in the system. The principle states that mechanism should be strictly separated
and independent from the policy they enforce. This provides flexibility because
(1) it makes the mechanisms reusable for different kinds of policies (2) it allows
policies to be reused for multiple systems and (3) it supports the evolution and
analysis of policies over time.

2.2.2 Policies

Policies are of utmost importance to manage the security of an organization and its
software systems. Policies need to be handled explicitly from very early on in the
software development lifecycle. As a result, policies are defined at various levels of
abstraction and are gradually refined along the development lifecycle of a software
system. Damianou [55] identifies three levels of policies:

High-level abstract policies are rules and regulations that define what it means
for a system or organization to be ‘secure’. They are based on high level
organizational goals such as business strategy or legislative compliance. These
policies are specified using management-level abstractions and are meant to
communicate security requirements between the people in the organization.
Therefore, they are usually written down informally in natural language and
cannot be enforced automatically.

Specification-level policies (sometimes also called high level policies) are
more concrete and relate to specific services, yet they are more abstract than
low-level policies. These policies are specified in a precise format and can
therefore be processed automatically for reasoning, verification or enforcement
purposes.

Low-level policies such as firewall rules or access control lists are configurations
of specific security mechanisms. They are specified manually or they are
derived automatically from higher-level policy through policy refinement [19].

Access Control Matrix

Conceptually, each access control policy can be represented in an Access Control
Matrix (ACM) [112]. An example of a very simple ACM for a system with 4
subjects and 3 resources is shown in Table 2.1. The ACM has one row for each
subject and one column for each resource. Each cell contains the action(s) the
corresponding subject is allowed to execute on the corresponding resource. While
very useful as a conceptual model, the ACM is only able to represent one single
protection state of the system, while the subjects, resources and permitted actions
can evolve over time (e.g. based on execution history).
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Table 2.1: Example access control matrix.
file1 file2 file3

john read, write - read
caroline read read read

anne - execute read, write
thomas write - write

Access Control Models

An access control model is a formal representation of an access control policy
that unambiguously defines the working of the policy and that allows the proof
of specific security properties. Many types of access control models have been
proposed in the literature with their own motivations, application domains and
properties [152, 149]. Access control models formally define the valid states of the
ACM and specify how the ACM can evolve over time.

Throughout the past 40 years, three main categories of access control models
have been proposed. Discretionary Access Control (DAC) models [152] use the
identity of the subject as the basis for defining permissions. The decision of which
actions are allowed on a resource is made at the discretion of the owner of the
resource. Extensions of DAC introduce the concept of subject groups to increase
manageability. Role-Based Access Control (RBAC) models [71, 151, 72] use roles
as the basis for defining authorizations. A role is a named set of permissions, that
corresponds to a concrete responsibility in the system. Instead of defining access
based on the identity of a subject, RBAC assigns subjects that are taking part to
an interaction with the system, to specific roles. Mandatory Access Control (MAC)
models [23, 60, 32, 150] regulate access based on a set of fixed rules mandated by
a central authority that define authorizations based on a partially ordered labeling
of subjects and resources.

Policy Languages

Policies that are expressed precisely (specification- and low-level policies) are
typically specified in a policy language. A policy language specifies authorizations
based on a formalism such as formal logic or event-condition-action rules and
typically offers abstractions that improve the convenience or scalability of policy
specification, such as the grouping of rules.

A policy specifier always uses a policy language to specify policy in a particular
application domain. The Policy Domain Model (PDM) defines the policy-relevant
abstractions of the application domain, such as the types of subjects, actions and
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resources and their characteristics. It can be modeled and represented explicitly
or it can be known implicitly to the policy specifier. The policy domain model
defines the abstraction level of the policy and determines the application-dependent
jargon that is at the disposal of the policy specifier. For instance, a policy domain
model in a medical setting would typically contain concepts such as patient, doctor,
medical record and test result, while the policy domain model for firewall rules
typically contains concepts such as source and destination IP address and port
number.

Attribute-based Access Control

This work focuses on Attribute-Based Access Control (ABAC) [187]. The core idea
of this model is that permissions are defined based on attributes of the subject,
resource and/or the environment involved in an access attempt. ABAC can be
considered as a generalization of many existing models. Before discussing ABAC
in more detail, we discuss the main motivations for ABAC.

Motivation When designing and applying access control models, there is always a
tradeoff between expressivity and practical feasibility. On one hand, the model must
be able to formally express all required policies as precisely as possible. Choosing
an access control model with a high expressivity enables the application of the
principle of least privilege [148]. This principle states that at any point in time,
subjects and users should be given the least set of privileges necessary to complete
their job. An expressive model allows the specification of policies that closely
match the high level security requirements, and, therefore are able to give subjects
as few permissions as possible. On the other hand, the model must be practically
feasible. This means that it must be viable to implement the model in the concrete
organizational context of the involved system(s). The practical feasibility of an
access control model has several dimensions such as the manageability, the efficiency
of enforcement, the level of formal guarantees, the ability to deal with changes
in the system, the ease of delivering policy specifications etc. The two aspects
of expressivity and practical feasibility are often opposite forces that need to be
reconciled when making a design choice for a particular model.

Open service-oriented environments impose a number of important challenges
to traditional access control models. First, there is a need for a high level of
expressivity so policies can be specified that take into account properties of service-
level resources or of the operational context. At the same time, the practical
feasibility of traditional models is severely limited because they were not designed for
this open setting. More specifically, consumer–provider relationships are established
in an ad hoc and dynamic way. Therefore, it is impossible to know all subjects
that use the system in advance. Traditional access control models rely on subject
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identity, either directly (e.g. DAC) or indirectly (e.g. user-role mapping in RBAC).
Second, security-sensitive resources and services are introduced, composed and
removed at runtime. Traditional access control models are typically based on an
explicit mapping of required permissions per resource type. Because of the low
level and static nature of these mappings, their management becomes difficult in
open environments.

Principles ABAC is a generic model that offers both expressiveness and the
ability to model policies in open environments. It does so by using two principles:
categorization and the use of context information.

Categorization
Many access control models such as MAC and RBAC categorize the sets
of subjects and/or resources (e.g. groups, roles, sensitivity labels, etc.) and
base permission assignment on categories rather than on subject or resource
identities. Categorization brings policies closer to the high level security
requirements within the organizational context. For instance, MAC uses
labels to match military classification levels and RBAC uses roles to match the
responsibilities of job functions in commercial organizations. Categorization
introduces an extra level of indirection that implies a reduction in the
number of rows and/or columns in the ACM. This makes policies (1) easier
to understand and specify and (2) easier to maintain because they are
independent of subject and/or resource identity.

Context Information
An important principle for increasing the expressiveness of an access control

model is to let authorizations depend on context information. This approach
is referred to as Context-Based Access Control (CBAC) (or context-sensitive
access control) [127, 93, 175]. Context information is any kind of information
about the subject, resource or the environment involved in an access attempt.
Context information can be application-dependent. Some typical examples
of context information are:

• The age, location or customer membership type (e.g. gold, silver) of a
subject.

• The owner or modification date of a resource.
• The time, date, weather conditions, CPU load or battery power of the

environment.

Instead of basing permissions solely on the subject, action and resource
involved in an access attempt, context-based access control uses constraints
based on context information to further restrict access attempts.
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Figure 2.3: Attribute-based access control.

Since categories and context information can be represented by subject, resource
or environment attributes, ABAC can be considered as a generalization of many
existing models and is able to model very expressive policies. Due to this generality,
ABAC provides the flexibility that is needed in open environments.

Definition The ABAC model is shown in Figure 2.3. As in any access control
model, the model starts with the sets of subjects S, actions A and resources
R. Subjects and resources have attributes, represented by the sets ATT (S) and
ATT (R) respectively. There is also a set of environment attributes ATT (E), which
are all attributes that are independent of any specific subject or resource. An
attribute is defined as a subject, resource or environment characteristic that can
be used in policy specification. Attributes have a qualified name and a data type.
Example attributes are the clearance, group or role of a subject, the owner or label
of a resource and the time of day or date of the environment. At the time of an
access attempt, the involved subject, resource and environment attributes have
specific values.

The policy is then defined as a boolean function that maps a (s, a, r) tuple to an
access decision (typically true or false) and that is defined entirely in terms of a and
the attributes of s, r and the environment. Policies are often internally structured
in sub-policies and/or rules.

The example below shows a configuration of the ABAC model that expresses the
fact that anyone can read any resource, but only the owner of a resource has write
access.

Example IDS is a set of user identifiers
id : S → IDS
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owner : R→ IDS
ATT (S) = {id}
ATT (R) = {owner}
authorized(s, read, r)⇐ true
authorized(s, write, r)⇐ id(s) = owner(r)

XACML The XACML [132] is a popular XML-based language for expressing
ABAC policies that is standardized by the OASIS consortium. The XACML
standard specifies the syntax and semantics of the policy language and defines a
request format for querying a policy system.

The atomic entity in a policy is the rule. A rule consists of a target, an effect and
a condition. The target specifies the applicability of the rule, expressed in terms
of the action and attributes of the subject, resource and environment related to
the authorization request. The effect states the policy decision of the rule and
can have the values Permit and Deny. The condition specifies constraints (also in
terms of attributes) to further limit the applicability of the rule.

A policy is a grouping of related rules and consists of a target, a rule-combining
algorithm, obligations and the set of contained rules. Similarly to the target of
a rule, the target of a policy specifies the applicability of the policy. It can be
specified explicitly or it can be computed automatically based on the targets of
the contained rules. The rule-combining algorithm specifies how to combine the
evaluation of the individual rules into a single decision for the policy as a whole (for
instance, the deny-overrides algorithm states that if any rule evaluates to Deny,
the result of the combination must also be Deny). Obligations are tasks that should
be performed by the system or the requesting subject in addition to enforcing the
decision.

Policies are grouped into policy sets. A policy set consists of a target, a policy-
combining algorithm, a set of obligations and the set of contained policies. Similarly
to policies, the target specifies the applicability, the policy-combining algorithm
specifies how the decisions of the contained policies must be combined into a single
decision and the obligations specify obliged actions. A policy set can contain other
policy sets, thus allowing the construction of tree-structured policies of arbitrary
depth.

Since XACML is based on XML, policy specifications are very verbose. For instance,
the specification of one single policy rule can easily require 50 lines of text. For this
reason, we have omitted example policies from this text. For concrete examples,
we refer to the freely available XACML specification [132].
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2.2.3 Mechanisms

Access control mechanisms implement and enforce access control policies. In simple
systems, the access control mechanism can be architected as one single component,
but in more complex and distributed settings, the access control mechanism is often
shared by many applications. Such an access control mechanism usually consists
of multiple distributed components that are placed in complex compositions with
each other and with the applications. We call the entire subsystem that implements
access control in such settings the authorization infrastructure.

Reference Monitor

The reference monitor [14], shown in Figure 2.4, is the traditional conceptual
model for access control mechanisms. The reference monitor is an abstract trusted
component that is placed between the subjects that use the system and the
resources that need to be protected. The reference monitor then mediates every
access attempt and either allows or denies it, according to the policy that is in
place. More specifically, the reference monitor is responsible for:

1. Intercepting the access attempt in the protected system.

2. Making an access decision according to the policy.

3. Ensuring that the decision is enforced by preventing or allowing the invocation
of the action.

Subject ResourceAction

Policy

Reference 
Monitor

Figure 2.4: The reference monitor model.

XACML Dataflow Model

The reference monitor is an abstract concept that can be implemented in many
ways. Besides specifying the language and protocols, the XACML standard also
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proposes a data-flow model that decomposes the problem of policy evaluation and
enforcement into a set of collaborating authorization components.

The model is shown in Figure 2.5. The model is based on two important
decompositions that have been recognized in the literature and by standardization
bodies: enforcement versus evaluation and evaluation versus information retrieval.
The dataflow model consists of the following important classes of authorization
components:
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Figure 1 - Data-flow diagram 572 

Note: some of the data-flows shown in the diagram may be facilitated by a repository.  For instance, 573 
the communications between the context handler and the PIP or the communications between the 574 
PDP and the PAP may be facilitated by a repository.  The XACML specification is not intended to 575 
place restrictions on the location of any such repository, or indeed to prescribe a particular 576 
communication protocol for any of the data-flows. 577 

The model operates by the following steps. 578 

1. PAPs write policies and policy sets and make them available to the PDP.  These policies or 579 
policy sets represent the complete policy for a specified target. 580 

2. The access requester sends a request for access to the PEP. 581 

3. The PEP sends the request for access to the context handler in its native request format, 582 
optionally including attributes of the subjects, resource, action and environment. 583 

4. The context handler constructs an XACML request context and sends it to the PDP. 584 

5. The PDP requests any additional subject, resource, action and environment attributes from 585 
the context handler. 586 

Figure 2.5: The XACML data-flow model [132].

1. Policy Enforcement Point (PEP). The PEP is the system entity that performs
access control. The PEP has three tasks. First, it intercepts access attempts
as they occur in the system. Second, it generates an authorization request
that describes the access attempt in terms of the invoked action and the
subject and resource attributes known and available to the PEP. Finally,
the PEP enforces the authorization decision that was made as a result of
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the authorization request. Enforcement consists of allowing or blocking
the access attempt and optionally executing obligations. The term PEP
is defined jointly with [183], originates from [186], and corresponds to the
Access Enforcement Function (AEF), as standardized by the International
Organization for Standardization (ISO) [96].

2. Policy Decision Point (PDP). The PDP is the system entity that evaluates
the policy. The PDP processes incoming authorization requests, evaluates its
loaded policy against the requests, and returns the resulting authorization
decisions. The term PDP is also defined jointly with [183] and originates
from [186]. The PDP corresponds to the Access Decision Function (ADF),
as standardized by the ISO [96].

3. Policy Information Point (PIP). The PIP is the system entity that acts
as source of attribute values. In case that the attribute values contained
in the authorization request are not enough for making a policy decision,
additional attribute values can be requested from the PIP. Attributes are
requested using an attribute request and the PIP returns the attribute value
in a attribute response. The actual attribute values are stored in a repository,
a database, or other software service.

4. Policy Administration Point (PAP). The PAP is the component that
constructs policies and makes them available to the PDP. An example of a
PAP could be a graphical interface that aids the policy specifier with policy
specification.

Furthermore, the model proposes a context handler that is responsible for
isolating the application environment from XACML specifics. The context handler
normalizes domain-specific inputs (access requests, attribute representations, etc.)
to specific representations standardized by a XACML PDP. In the case of remote
PDP deployment, the context handler is typically co-located with the PEP.

Note that the XACML data-flow model is merely a decomposition of the access
control enforcement problem rather than an architecture for access control. For
instance, it does not state how the different components should be represented at
runtime nor how they should be distributed or how they should communicate.

Attribute Retrieval

In general, there are two models for attribute retrieval: attribute pushing and
attribute pulling. In the push model, attributes are gathered proactively by the
PEP and are pushed to the PDP in the access request. In a pull model, the request
does not need to contain all required attribute values and the missing attributes
are retrieved by the PDP during policy evaluation.
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The attribute retrieval model determines which authorization components interact
with the PIP: in a strict push model, the PIP is contacted by the PEP and in a
strict pull model, the PIP is contacted by the PDP. It is also possible that in the
pull model, the PDP requests additional attributes from the PEP (or its context
handler) that made the request instead of directly from the PIP. This is necessary
if the extra attributes are contained in the PEP (for instance in the execution
context of the protected application) or if their retrieval depends on execution
context information that is not available to the PDP.

The XACML standard does not cover the attribute retrieval strategy and is
compatible with both models. However, to maximize compatibility with all possible
attribute retrieval scenarios, XACML does provide a mechanism that allows a PDP
to obtain missing attributes from a context handler. Technically, this is achieved
by returning an Indeterminate decision in which a status field indicates that
there are missing attributes. An additional MissingAttributeDetail field can
enumerate the specific attributes that are missing.

2.2.4 A Reference Model for ABAC Enforcement

In this section, we present a reference model for authorization systems that enforce
attribute-based policies. This reference model is shown in Figure 2.6 and is based
on the XACML dataflow model. The model consists of PEP, PDP, PIP and PAP
components. The policy management interface is used by the PAP to manage
and deploy policies to the PDP. The authorization interface and the information
interface are used at runtime during policy evaluation. The authorization interface
is required by PEPs and provided by PDPs, and the information interface is
required by PEPs and PDPs and provided by PIPs.

PDP
Authorization

Information

PEP PIP

PAP

Policy Management

Figure 2.6: Component diagram of the ABAC enforcement reference model.

There are two main differences with XACML. First, since the reference model is not
concerned with representation issues as opposed to the XACML standard, we raise
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the abstraction level by omitting the context handler. Secondly, the reference model
treats attribute retrieval as a first class concern. The fact that the information
interface of the PIP is required by the PEP as well as by the PDP implies support
for both attribute retrieval models.

The policy enforcement-related collaborations between the authorization compo-
nents in the pull model are shown in Figure 2.7:

0. The PAP loads and activates one or more relevant policies in the PDP.

1. An access attempt is made in the functional logic and is intercepted by the
PEP.

2. Based on the context of the intercepted access attempt, the PEP constructs
an authorization request and sends it to the PDP.

3. The PDP inspects the request and its policy and determines the extra
attributes it requires, if any.

4. For each attribute (or for all attributes at once), the PDP sends an attribute
request to a PIP that offers that (or those) attributes.

5. The PIP obtains the attribute(s).

6. The PIP returns the attribute(s) to the PDP.

7. The PDP completes its policy evaluation and makes an authorization decision.

8. The PDP sends the decision back to the requesting PEP.

9. The PEP receives the decision and enforces it by blocking or proceeding the
execution.

The collaborations in the case of the push model are shown in Figure 2.8. The
interactions are similar to the pull model, but the attribute retrieval is performed
by the PEP instead of the PDP.

Characteristics of Authorization Components

In this section, we define a number of characteristics of the authorization components
of the reference model. These characteristics describe the supported or required
interactions of each authorization component instance in a specific deployment
context.
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Figure 2.7: Collaboration diagram of the interactions between authorization
components with attribute pulling.
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Figure 2.8: Collaboration diagram of the interactions between authorization
components with attribute pushing.
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PEP The interception domain of a PEP is defined as the set of authorization
requests potentially generated by the PEP. Intuitively, it denotes the responsibility
of the PEP. The interception domain is typically constrained by the resource types
under control of the PEP. For instance, the interception domain of a PEP within a
document repository that controls document access only contains requests with a
specific document as their resource.

The required attributes of a PEP are defined as the set of all external attributes that
are potentially needed by the PEP. This applies to infrastructures with push-based
attribute retrieval.

PDP The overall security goals and requirements of a system are (partially)
realized by many different policies that are deployed and evaluated on multiple
PDPs. Therefore, each single PDP has a distinct intended applicability. More
precisely, the applicability of a PDP is defined as the set of authorization requests
for which the PDP has the authority to make authorization decisions.

The applicability of a PDP can be determined in the following ways:

• Policy-based: based on the applicability of the policies loaded into the PDP.
Policy applicability is specified by boolean expressions over subject and/or
resource attributes in the request. Typically, policy applicability is specified
in terms of one specific attribute, such as the resource type.

• Infrastructure-based: independent from loaded policy and based on explicit
configuration of the PDP in the authorization infrastructure. The
infrastructure can offer abstractions such as management domains [161]
to specify PDP applicability.

• Implicit: the applicability of a PDP is not explicit in the authorization
infrastructure.

In order to evaluate its policy, a PDP needs access to attributes of subjects,
resources and the environment. In infrastructures with attribute pulling, the set of
the specific kinds of external attributes a PDP requires depends on the policy that
is deployed in the PDP. This set is defined as the required attributes. For instance,
evaluating a specific rule-based policy in a banking context requires the ‘owner’
attribute of an account. The set of required attributes of a PDP is specified by
enumeration of the attribute names.

PIP Each PIP in the system provides a number of attributes of subjects, resources
or the environment. This set is defined as the provided attributes. These attributes
are specified by enumeration of their names.



32 BACKGROUND AND MOTIVATION

Authorization dependencies Two of the previously defined properties effectively
express dependencies between authorization components. More specifically, the
interception domain of a PEP expresses that the PEP relies on the fact that there
are PDPs that are responsible for a specific class of authorization requests, and
similarly, the required attributes property of a PEP or PDP expresses the fact
that the PEP or PDP relies on PIPs that are capable of returning attribute values
for a specific class of attributes. We define such dependencies as authorization
dependencies.

2.3 Maintenance Challenges of Attribute-based Au-
thorization Infrastructures

Section 2.2 includes a widespread reference model of authorization systems. We call
this a reference model because the XACML-based distinction between functional
modules within an authorization system has been widely accepted and applied over
the last years. However, it is important to reconsider this body of work in light of
frequently and often dynamically changing environments that are inherent to the
emerging space of service ecosystems (as introduced in Section 2.1).

In Section 2.3.1, we illustrate the maintenance problems by sketching e-Health as
a motivating application domain. In the rest of the section, the problem domain
is further refined by means of a classification of changes. Section 2.3.2 presents
an overview of this classification, and the three subsequent sections (2.3.3, 2.3.4
and 2.3.5) present the three layers of the classification. Section 2.4 concludes the
chapter.

2.3.1 Authorization Maintenance in the e-Health Sector

The pressure on the health care budget caused by an aging population and high
staffing costs is driving the health care industry towards new forms of collaboration
and information sharing that require a widespread integration of information
systems at an intra- and inter-organizational scale. Many if not most organizations
have adopted the principles of SOC for tackling this enormous challenge.

The resulting service ecosystems must deal with constant evolution. Changes can
occur at different levels. For instance, consider the following change scenarios
within a hospital:

• The hospital installs a new MRI scanner that must be accessible to the
specific radiologists and that must upload its data to an existing health
record repository.
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• A legacy appointment scheduling system that is used within one department
is migrated to a centralized appointment scheduling service.

• The hospital extends its patient portal to give patients online access to test
results.

• Because of new hospital regulations or legislation, explicit patient consent
is required before a data mining service may process that patient’s medical
record.

Moreover, as new collaboration scenarios arise, organizations continuously become
service consumers and providers of and for each other and interactions are changed
frequently. Take for example the following scenarios:

• A hospital starts working with a new external clinical laboratory and needs to
give the lab access to (portions of) the medical records of diagnosed patients.

• In response to a flu outbreak, the government demands access to patient
admission data to track hospitalizations.

• A hospital starts a new project on home patient monitoring that gives the
patient as well as its general practitioner access to the monitored data.

• A clinical laboratory makes a deal with a university to provide electronic
access to anonymized diagnostic results.

• An electronic prescription system changes the default pharmacy from which
a specific drug is ordered.

While these scenarios only illustrate a limited spectrum of the functionality that
must be supported on modern e-health service ecosystems, they point out that the
ability to deal with change is critical for the effective management and maintenance
of the infrastructure.

At the same time, all interactions and collaborations in the ecosystem are subject
to very strict security requirements since they can compromise the patient’s privacy
or health. The e-Health space is a prototypical example of an application domain
that needs the enforcement of expressive attribute-based policies. In this context,
policies take into account application-level context information such as patient-
doctor relationships, medical history or patient consent. Because the protected
resources as well as the attributes are defined at the application level, the evaluation
and enforcement of these policies requires a deep integration with the applications.

This motivating application domain illustrates that the challenges for authorization
infrastructures of service ecosystems are aggravated by two simultaneous forces. On
one hand, there is the need for the enforcement of advanced attribute-based policies
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that require a comprehensive integration with the service ecosystem. On the other
hand, the ecosystem and the security policies are under constant evolution because
of the need to support new functionality, collaborations or integrations and the
associated security threats.

In the next three sections, we study the changes in detail by presenting a
classification of change triggers and change impact.

2.3.2 Classification Overview

In this section, we present an overview of the classification of changes to the
authorization infrastructure that is presented in the subsequent sections. The
classification consists of three layers and is shown in Figure 2.9. In the topmost
layer, which is discussed in Section 2.3.3, we look at the high level business triggers
that cause changes. In the middle layer, which is discussed in Section 2.3.4,
changes are classified according to the impact they have. Finally, in the lower layer,
which is presented in Section 2.3.5, we discuss how each of the changes affects
the authorization components of the reference model for ABAC enforcement. In
the figure, each solid arrow represents a causal relationship and is annotated with
the most representative example for the relationship. The dashed arrows denote
the fact that a change in one authorization component has influence on another
authorization component.

2.3.3 Change Triggers

Several business-level triggers can lie at the basis of changes that affect the
authorization infrastructure. Some of the important triggers are:

Business Interactions The engagement of the organization in new business
interactions or cooperations, either as a service provider or a service
consumer, can change existing trust relationships or can introduce new
trust relatinoships. For example, a new outsourcing project typically requires
that the subcontractor gains access to important information and systems
(such as a code repository).

SLAs Interactions with other service providers are regulated by SLAs. The SLA
is a contract that defines the services, responsibilities and guarantees of a
particular relationship with a service provider. Therefore, SLAs have an
important influence on authorization requirements.

Key Information Assets Changes to business processes or models can introduce
changes to the key information assets of the organization or their required
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Figure 2.9: Classification of changes to the authorization infrastructure.

permissions. For example, assets can be added or removed, they can become
classified differently or they can become managed by a different authority.

Job Functions Changes to job functions, such as the creation of a new function
or the establishment of separation of duty constraints, typically imply changes
to high level authorizations.

Legislation/Regulatory Compliance New legislation such as the European
Data Retention Directive [5].

Feedback Comments and remarks by internal or external agents on obscurities
or imperfections in the high level security policy.

We have generalized these triggers according their underlying motivation based on
traditional literature on software maintenance [169, 163]:
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1. Corrective changes concern the fixing of faults in a delivered system. Faults
can occur during different software development activities (deployment,
implementation, design, architecture, requirements). The cost of fixing a
fault is proportional to the impact of the affected software artifacts: a coding
bug is usually an isolated problem that can be fixed by a single programmer,
while requirements faults can require a deep architectural redesign of the
system. An example a corrective change to an authorization infrastructure
is the update of an incorrectly specified policy rule or the addition of an
authorization check in response to a security breach.

2. Perfective changes improve the system qualities (e.g. its performance) or
implement new requirements. Examples of perfective maintenance of the
authorization infrastructure are the tweaking of the configuration of a policy
engine, changes to the attribute retrieval strategy or a restructuring of policy
rules for performance reasons.

3. Adaptive changes concern changes to a system in order to adapt it to changes
in its environment. The environment of a software system in general consists
of the software and real-life entities the system interacts with (middleware,
operating systems, users, databases, web services, etc.). If we focus on the
authorization infrastructure as the first-class system, the environment consists
of two parts. First, it contains all required authorization-relevant systems,
such as a database with user profiles or a certificate store. Second, it contains
all functional systems under access control and their respective environments.
As such, adaptive changes of the authorization infrastructure can be triggered
by all three types of changes of the protected systems or to their environments.
For example, the fixing of an application-level bug or the invocation of a new
web service (respectively a corrective and perfective change of the application)
can introduce a new authorization check that should be correctly evaluated
by the authorization infrastructure (adaptive change of the authorization
infrastructure).

It is evident that in the open service ecosystems addressed by this work, the third
category of adaptive triggers is by far the most important one, because such systems
are precisely characterized by their dynamic nature.

2.3.4 Impact

In this section we classify the impact of changes that affect the authorization
infrastructure. The implementation of the high level organizational security policy
is realized by a gradual refinement of that policy into many implementation level
policies (and other security mechanisms and design decisions that are not considered
here). Because those implementation level policies are application-dependent, their
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deployment is challenging. This process involves not only the correct configuration
of the authorization infrastructure, but also a complex integration with the service
ecosystem. To guarantee that the system is and remains in a secure state, one must
assure that the authorization infrastructure correctly implements the high level
policy and that it is maintained to do so while the ecosystem undergoes changes.

This leads to a distinction between three classes of changes: (1) policy changes, (2)
changes to the environment of the authorization infrastructure and (3) internal
changes to the authorization infrastructure. We elaborate on each of these in the
subsequent sections.

Policy Changes

Policy changes are typically caused by the modification of the involved applications
or their security requirements. Therefore, policy changes are adaptive changes. It
is also possible that policy changes need to be implemented because of faults in the
policy, in which case the change is corrective. Policy changes can occur at the level
of the implementation-level policy rules or at the level of the policy domain model.

Policy Rules In general, policy rules consist of two elements: the condition
determines the applicability of the rule and the effect determines the policy decision
that is to be enforced.

The condition of a policy rule determines the set of authorization requests the rule
is intended to govern.3 A rule condition is defined as a boolean function over the
attributes of the subject, action and resource relevant to a request. Therefore, a
change to the condition of a rule has the effect that the new rule will apply to a
different set of requests. From the point of view of policy evaluation, the possible
changes in the condition of a rule are:

• An internal change in the condition of the rule while using the same attributes
and values, such as the modification of an inequality to an equality. This
changes the outcome of the rule but has no impact on policy evaluation.

• Introduce a dependency on a new kind of attribute or remove the dependency
on a particular kind of attribute.

• Introduce or remove a dependency on a specific attribute value (such as a
particular role or department).

• Any combination of the preceding cases.
3Some languages make a distinction between the target and the condition of a rule. In the

this work, the term condition is interpreted broadly and encompasses all kinds of expressions
that constrain the applicability of a rule.
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The effect of a policy rule is the result of the evaluation of the rule. In its most
basic form, this is simply an allow decision. Some policy languages also allow
negative authorization decisions (deny) and other kinds of effects that state for
instance that the rule is not applicable. Since the possible kinds of effects are fixed
and determined beforehand, the entity that requests the authorization decision
knows how to enforce each effect. Therefore, a change in the effect remains isolated.

A policy groups one or more rules for manageability and/or reusability reasons. Like
an individual rule, the policy has a condition that declares its intended applicability
and that is also specified in terms of attributes of subjects, actions and resources
associated with a request. Whether the applicability of a policy is or can be
inferred from the applicability of its rules or whether it is specified independently is
irrelevant from the point of view of policy changes. In order to evaluate a policy for
all possible requests, the policy engine needs to be able to evaluate the condition of
the policy itself and the conditions of all rules contained in the policy. We identify
the following policy changes:

• Rule addition. To evaluate the new rule(s), all attributes mentioned in
its condition must be available, which can extend the total set of required
attributes for the policy.

• Rule removal. The evaluation of the policy might no longer need to evaluate
certain attributes that only occurred in the removed rules.

• Modify policy applicability. Since the applicability is expressed in terms of
attributes, similarly to a rule condition, a change in the applicability can have
at least the same consequences as a rule change. Moreover, the applicability
determines which authorization checks in the environment should enforce the
policy and should be configured to do so.

• A combination of the preceding cases.

Changes to the Policy Domain Model The policy domain model specifies the
possible types of subjects, resources, actions and attributes that can be used in
policies. Changes to the policy domain model include:

• Addition or removal of subject or resource types.

• Addition or removal of actions defined on a resource type.

• Addition or removal of defined attribute types for a particular subject, resource
or action type.

They are typically triggered by new business-level requirements, interactions or
processes.
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Within policies, domain-level changes manifest themselves similarly to the changes
of rule conditions or policy applicability as discussed above. However, from
a management point of view there is a crucial difference. In the previous
class of changes, we assumed that the domain model is already mapped to the
implementation-level concepts in the environment. However, if the domain model
changes, this mapping needs to be updated to reflect the changed model. For
instance, the addition of a new ‘affiliation’ attribute to a subject requires that
at least one PIPs should be able to evaluate this attribute for relevant subject
instances.

Changes to the Environment

The high level policy is implemented in concrete applications and services by
integrating and composing the authorization infrastructure with its environment, ie.
with the applications and relevant back-end systems. Therefore, the way in which
the high level policy is implemented depends strongly on how the environment
is structured and organized and on how it is integrated with the authorization
infrastructure. As a result, a second important class of changes are changes
to the environment of the authorization infrastructure, which corresponds to
adaptive maintenance. We further decompose this class into service level changes,
implementation level changes and infrastructure level changes.

• Service level changes are all changes that are observable at the level of
the service-oriented architecture. This includes the addition and removal of
services, changes to service contracts and modifications to service interactions.

• Implementation level changes are internal changes to encapsulated service
implementations that are not observable at the level of the ecosystem. Note
that the service implementation can be a complex distributed subsystem on
its own.

• Infrastructure level changes are changes to the underlying platforms and
middleware of the ecosystem. Such changes can affect the authorization
infrastructure because PEPs and PIPs can be implemented at the middleware
level.

Internal Changes

This class of changes consists of all changes that primarily affect internal components
of the authorization infrastructure, such as PDPs and internally provided PIPs.
The management of internal changes is typically motivated by the discovery of faults
(corrective change) or the improvement of certain qualities of the authorization
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(perfective change). Typical examples of internal changes are patches or updates of
the policy engines of PDPs, or changes to the way in which PDPs are deployed on
the network.

2.3.5 Influence on Authorization Components

The implementation of most classes of changes discussed in previous sections will
have an influence on the authorization components and their characteristics, as
defined in the reference model presented in Section 2.2.3. In this section, we discuss
this influence in detail for PEPs, PDPs, and PIPs.

PEP

The management of a PEP has two important aspects. In the first place, it has
to be bound with the application logic. Each PEP must be included with the
applications and must map low-level interceptions and access attempts requests
into the policy abstraction level that is understood by PDP components. Moreover,
each PEP has to enforce the decisions in an appropriate way, for instance by raising
security exceptions. Secondly, PEPs must be composed with other authorization
components: the PEP must interact with one or more PDP components in such
a way that all possible authorization requests generated by the PEP fall under
the authority of at least one PDP. We make the further assumption that each
individual authorization request generated by a PEP must fall under the authority
of exactly one PDP. Additionally, in case of attribute pushing, the PEP needs to
interact with one or more PIPs in order to gather all required attributes.

Therefore, PEP-level changes need to be managed at two fronts: the integration with
the application logic as well as the composition with other authorization components
need to remain correct after the implementation of the change. Therefore, we
identify the following PEP-level changes:

Add The addition of a PEP involves two tasks. First, it requires authorization
checks in the applications. Implementing these checks correctly is a very
challenging and error-prone task by itself. Second, before the PEP can
correctly enforce policy, the infrastructure needs to be configured in such a
way that the interception domain of the PEP is covered by applicable policies.
Often, this involves connecting the PEP to one PDP, but PEPs can also rely
on multiple PDPs. If the PEP must gather attributes (push model), the
interactions with all required PIPs must also be configured.

Remove Removing a PEP is a relatively straightforward operation since no other
authorization components depend on PEPs. How easy it is to remove its
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composition with the application logic depends heavily on the mechanism
used for this composition.

Change Interception Domain This means that the PEP is responsible for
enforcing policy for a different set of resources and/or users. Let Dbefore and
Dafter be the interception domains before and after the change respectively
(Dbefore 6= Dafter). A change in the interception domain can be classified
into three distinct cases:

1. Dbefore ⊂ Dafter The increase of the interception domain means that
the responsibilities of the PEP are enlarged. This can be due to the
introduction of new subjects or actions, but it is typically caused by the
introduction of new resources. For example, the interception domain of a
PEP of an application server can grow if a new service is deployed on the
server, for which application-level policy enforcement is required. It is
possible that there are PDPs with authority over some of the requests in
Dafter \Dbefore. Therefore, the larger interception domain can introduce
new dependencies on specific PDPs in the system.

2. Dafter ⊂ Dbefore The reduction of the interception domain denotes a
decrease in the responsibilities of a PEP. An example of such a decrease
is a service that is undeployed from an application server. The reduction
of the interception domain can remove dependencies of the PEP on
specific PDPs.

3. Dbefore 6⊂ Dafter ∧ Dafter 6⊂ Dbefore This kind of change can be seen
as a combination of the previous changes: Dbefore is augmented with
Dafter \Dbefore and it is reduced with Dbefore \Dafter. Therefore, this
kind of change can add and remove dependencies on PDPs at the same
time.

Note that an increase or reduction of the interception domain of a PEP is
similar to respectively the addition or removal of a PEP.

PDP

PDPs must be loaded with the relevant policies and it must be ensured that the
PDP has access to all PIPs it requires for evaluating its policies at runtime. We
identify the following PDP-level changes:

Add The impact of adding a PDP to the infrastructure depends on (1) the
applicability and (2) the required attributes of the PDP. Note that both the
applicability and the required attributes can be specified explicitly or they
can be extracted from the loaded policy or policies. In the first place, the
infrastructure needs to be configured in such a way that all PEPs of which the
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interception domain contains requests for which the PDP is applicable, are
connected to the newly added PDP. Secondly, the PDP needs to be configured
so that it can obtain all attributes required for evaluating its policies via
PIPs that provide those attributes.

Remove Removing a PDP is a very high impact operation since numerous PEPs
can depend on the PDP. There are multiple strategies for dealing with this
situation, such as performing the removal and reconnecting the involved
PEPs to a PDP with a default deny policy, or refusing the removal until
there are no more PEPs that depend on the given PDP.

Change applicability A change in the applicability of a PDP can be triggered
manually, in case that the applicability is specified explicitly, or it can be
triggered by a policy change. The applicability can be narrowed or broadened.
If the applicability of a PDP is narrowed, it is possible that the PDP is no
longer responsible for processing certain authorization requests of connected
PEPs. Broadening the applicability of a PDP can require that certain PEPs
should be connected to the PDP, or that PEPs that are already connected,
should introduce extra authorization checks.

Change required attribute(s) Due to a policy change, the set of required
attributes of a PDP can change. Let RAbefore and RAafter (RAbefore 6=
RAafter) be the set of required attributes before and after the change. We
identify three cases:

• RAbefore ⊂ RAafter The PDP needs to evaluate new attributes. For
each of those attributes, the PDP needs to be connected with a PIP
that provides that attribute.

• RAafter ⊂ RAbefore Some of the attributes the PDP needed before, are
no longer needed. Therefore, the PDP no longer needs to be connected
to the PIPs that were providing those attributes.

• RAbefore 6⊂ RAafter ∧RAafter 6⊂ RAbefore This is a combination of the
previous cases, in which at the same time, some attributes are no longer
needed and some new attributes are needed.

Migration This operation migrates one PDP or set of PDPs to another PDP or
set of PDPs or moves applicabilities from some PDPs to other PDPs. All
PEPs must be reconnected to the correct PDPs in the new state, and those
PDPs must be configured with the correct PIPs so they can correctly evaluate
policy. One degenerate case of the migration operation is the replacement
of one PDP with another PDP with the same applicability. This operation
is useful if a new version or patch of a policy engine must be installed or if
a PDP has to be moved to another host. The migration operation can be
considered as a simultaneous addition of new PDPs and removal of old PDPs,
or as a move of responsibilities from some PDPs to other PDPs. We treat
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migration as a first class and atomic management operation, because it can
be supported with minimal service disruption of the PEPs in comparison
with first removing the old set of PDPs and then adding the new ones.

PIP

Like PEPs, PIP management consists of two processes. First, the PIP must be
composed with the attribute retrieval logic, which might be for example a database,
an application method or a web service invocation. Secondly, the PIP must be
composed with the PDP components that require the attributes that are provided
by the PIP.

We distinguish between the following PIP-related management operations:

Add Adding a PIP makes the provided attributes of the PIP available for
evaluation. If there are PDPs in the environment that depend on one
or more of the newly provided attributes, these PDPs need to be connected
to the new PIP.

Remove Multiple PDPs can be using the removed PIP for evaluating their policies.
Effectively removing the PIPs would make it impossible to correctly evaluate
the policies loaded in the infrastructure, which causes service disruption for
the depending PEPs.

Change provided attributes Similar to the change of the required attributes
of a PDP, a change in the provided attributes of a PIP can be broken down
into the addition of new provided attributes, the removal of existing provided
attributes, or a combination of both. Like adding a PIP, adding provided
attributes to an existing PIP can require that some PDPs that require of
one of the added attributes need to be connected to the PIP in question.
Similarly, removing provided attributes from an existing PIP can cause that
some PDPs that were using those attributes can no longer evaluate their
policies.

Migrate Similarly to PDP migration, a set of PIPs can be migrated to another
set of PIPs or some provided attributes can be migrated from one PIP to
another. After the migration, all PDPs must be recomposed with the correct
PIPs. An example of the use of PIP migration is when an application change
causes the relocation of an attribute to a different component or host.
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2.4 Conclusion

In this chapter, we have presented the evolving types of environments for loosely
coupled distributed applications which we have characterized as service ecosystems.
Furthermore, we have introduced attribute-based access control and we have
presented a widely accepted reference model for policy enforcement that includes
four types of authorization components (PIPs, PEPs, PDPs and PAPs). Finally,
we have analyzed the problem domain by classifying changes and their influence
on the authorization components of the reference model.

By definition, the presented reference model is only an abstract functional
decomposition of the policy enforcement problem. While this is essential input for
the design of authorization infrastructures, the model does by no means provide
enough information to design a concrete managed authorization solution. The most
important concern that is not addressed by the reference model is distribution.
Distribution has a major impact on the policy lifecycle and on the implementation
and management of changes. Chapter 3 studies the impact of distribution in
detail and refines the reference model to a reference architecture that functions
as a blueprint for distributed authorization architectures. This blueprint captures
frequent patterns and solutions for dealing with distribution and leads to the
definition of the two key objectives of this work.



Chapter 3

A Blueprint for Distributed
Authorization Architectures

Chapter 2 discusses why changes must be supported in next generation authorization
infrastructures and what the impact of changes is on the conceptual reference model.
In this chapter, we apply the distribution concern to the reference model. As a
result, the reference model is refined to a reference architecture for distributed
authorization. The purpose of the reference model is threefold:

• It provides an architectural blueprint that outlines the solution domain and
captures accepted techniques and patterns.

• It discusses and classifies the related work on distributed authorization.

• It allows us to analyze the gaps in the related work and lets us define the
two key goals that are addressed in the remainder of this thesis.

The reference architecture makes a distinction between three core concerns in
distributed authorization. These concerns are based on the typical phases in the
policy lifecycle and they are represented as three logical layers:

• Policy management is concerned with all management aspects of policies up
to the point where the policy is in a form that can be deployed to the system
under protection.

• Policy deployment and evaluation is concerned with how policies are deployed
in the infrastructure and how the infrastructure performs runtime evaluation
of deployed policies.

45
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• Policy implementation is concerned with how authorization components are
effectively implemented and integrated, and how the policy-level abstractions
are mapped to implementation abstractions of the applications.

For each of these concerns, the key architectural patterns that occur in related work
and existing solutions are identified and their impact on the scalability, performance,
and, most importantly, the maintainability is evaluated. Based on this evaluation,
we define the two key objectives that are addressed in the remainder of this thesis.

Section 3.1 discusses the important requirements for protected systems that are
affected by the authorization infrastructure. Sections 3.2, 3.3 and 3.4 discuss policy
management, deployment and implementation respectively. Section 3.5 concludes
the chapter and pinpoints the two key objectives of this thesis.

3.1 Requirements

The ecosystem applications and services that must be protected with access control
have many non-functional requirements. In this section, we summarize four general
non-functional requirements that are known to be influenced by the authorization
infrastructure. These requirements also function as evaluation criteria for related
work.

Modifiability and Consistency Two of the requirements follow from the
maintainability challenges identified in Chapter 2. We identify modifiability and
consistency:

Modifiability In the first place, the maintainability requirements of the evolving
systems under protection require that the authorization infrastructure can
deal with the set of changes identified in Chapter 2. This includes policy
changes, environment changes and internal changes. Because of the dynamic
nature of the ecosystem, it must be possible to configure, reconfigure, integrate
and extend the authorization infrastructure at runtime with minimal service
disruption.

Consistency The administrators and maintainers must get guarantees that the
policies are deployed consistently. Consistent policy deployment means that
the authorization infrastructure must be configured in such a way that all
policies can be evaluated correctly. This requirement is essential in light of
the modifiability requirement: the more the system changes, the less feasible
it is to manually verify consistency.
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Scalability Since the management and enforcement of authorization has a
significant overhead, it is important that the authorization infrastructure is scalable.
The overhead of an authorization infrastructure can be broken down into an
administrative overhead that is incurred during policy management and policy
deployment, and a runtime overhead that is incurred during policy enforcement.
Both types of overhead should be kept minimal and should scale with the amount
of users, resources and policies.

Security The authorization system (partially) implements security requirements
of the application to which it is applied. However, it is possible that the application
of the authorization system itself introduces new security threats to the secured
application. It is evident that this must be avoided.

3.2 Policy Management

Policy management is concerned with how policy specifications are written and
managed. This includes all early steps in the policy lifecycle that lead to policies
that are ready to be deployed. Note that in practice, many of these early steps
happen offline. A critical requirement for maintainable policy management is that
policies must be specified precisely in a uniform language at an abstraction level
that hides irrelevant details from the environment and allows the policy specifier
to focus purely on policy semantics. A large body of work on policy analysis
deals with the maintenance of policies at the specification level. Policy analysis
techniques allow policy writers to understand policy specification problems by
formally analyzing properties of policies and relations between policies. Such
techniques are essential in evolving environments because they give consistency
guarantees of policy specifications before they are deployed. Typical policy analysis
techniques are conflict detection and resolution [130, 122, 51], change analysis
[107, 75], policy ratification [10], and policy testing [173, 125].

A fundamental aspect of an authorization infrastructure in a distributed context is
the policy management model (or simply management model). The management
model determines how the authorities that specify policies are organized. In the
context of authorization for open and evolving systems, the management model is
important because it delimits the scope of changes to systems and policies. For
instance, in a system in which a large number of services are managed by a single
authority, changes have a larger potential impact. In this section, we discuss
three main categories of management models: decentralized models in which the
management authority is delegated to resource owners, centralized models in which
there is a central authority that manages policy and hybrid models that combine
notions of purely centralized and purely decentralized models.
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3.2.1 Decentralized Policy Management

In decentralized policy management, every form of central authority is absent.
Instead, policy management is performed completely by the owners of the resources
in the system. Resource owners can grant usage permissions and management
rights can be recursively delegated to other users in the system. In the literature,
purely decentralized policy management has been studied in DAC models, trust
management [34, 65, 64], and decentralized authorization systems such as Akenti
[172] and SecPAL [21].

Decentralized management works best in collaborative settings in which a central
authority is lacking, such as the Internet. This model has two major benefits. First,
it is flexible because users have control over their policies. Second, it provides
administrative scalability with respect to the amount of resources and policy
rules since management responsibilities are divided and can be delegated. Two
important disadvantages of the model are (1) that it does not work well in settings
with a central authority that needs assurance that its policies are implemented
consistently and (2) that, due to the scattering of management authority, it is harder
to implement changes that affect many resource owners such as the revocation of
rights.

3.2.2 Centralized Policy Management

In centralized policy management, a central authority is responsible for determining
and specifying all policies. Typical examples of environments with centralized policy
management are the military (MAC), the government, hospitals, and commercial
organizations such as telecommunication companies or financial institutions. In
centrally managed settings, a limited set of security administrators represent
the central authority and are responsible for specifying and managing policies.
Management is typically performed via a single Policy Administration Point (PAP).

Policy changes and consistency guarantees are (or at least can be) supported well
in this type of setting, because the central authority has a complete view and full
control over the policy. However, as the number of resources and the size of the
policy increases, centralized management suffers from administrative scalability
problems.

3.2.3 Hybrid Models

Completely centralized or completely decentralized models are seldom practical
in real life settings. Therefore, hybrid models have been proposed that combine
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characteristics of both models that increase the scalability, manageability and that
are better in line with specific organizational contexts.

As mentioned before, the centralized model required by typical commercial
organizations faces scalability and flexibility problems. Hierarchical policy
management aligns the policy management structure to the hierarchical structure
within the organization. The central authority is partially decentralized in a
hierarchy of sub-authorities that each have management responsibility over a
specific subset of resources. It is a commonly accepted pattern to provide a single
centralized management point (PAP) within each domain of authority.

Another hybrid model is federated policy management. A federation is an
organization that allows a number of autonomous parties to collaborate with each
other. In these settings, policies are managed both at the level of the federation
and at the level of each individual member. From a policy management perspective,
a federation can be considered as a two-level hierarchical model with the major
difference that the authority of the root of the hierarchy (federation) is based on
an agreement of the leaves of the hierarchy (federation members) rather than being
the source of authority. Many service-oriented systems that implement some form
of integration of existing data or resources are organized as federations. Some
examples are grids [1, 52] and e-Health platforms [138, 2].

3.2.4 Summary

In this section, we have reviewed the main policy management models. In open
service ecosystems, it is unrealistic to organize authority completely centralized
because collaborations between independent organizations must be supported. At
the same time, a completely decentralized model is also unrealistic because the
organization typically wants to manage some policies centrally or at a departmental
level. Therefore, we opt for a hybrid model, in which authority is organized as a
combination of decentralized domains that are themselves managed centrally. To
facilitate management within each centrally managed subdomain, each subdomain
typically has a single PAP.

3.3 Policy Deployment

Policy deployment is the process of distributing policies to their PDPs and ensuring
that they can be evaluated. In systems where it is possible to evaluate policies in
near isolation from other system or application components, policy deployment
is mainly a matter of policy distribution. Policy changes are then accomplished
by a redistribution of the policies to the PDPs. However, the deployment of
expressive attribute-based policies is much more complex because policy evaluation
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requires many policy-dependent interactions between authorization components.
Therefore, the policy deployment process also involves extensive configuration of
the interactions between authorization components.

This configuration step is especially challenging in light of the distribution aspect.
In a distributed setting, various authorization components can be deployed on
separate nodes throughout the ecosystem. In such settings, the evaluation of a
single authorization request requires several remote interactions:

• The PEP must send the authorization request to a specific remote PDP that
is responsible for the access attempt.

• In order to evaluate its policy, the PDP must first obtain missing attribute
values from one or more remote PIPs.

Because such dependencies are policy- or policy domain-specific, the correctness
of policy evaluation depends on a correct configuration of the remote interactions
between the authorization components.

In this section, we discuss two important architectural decisions that have a large
impact on policy deployment: PDP deployment and PIP deployment.

3.3.1 PDP Deployment

There is often no control on how PEPs are deployed because they are integrated with
existing functionality in the ecosystem. However, the deployment of the PDP can be
controlled and has a major impact on the qualities of the authorization infrastructure
and of the applications. In this section, we discuss two main approaches to PDP
deployment: local deployment and remote deployment.

Local Deployment

In this approach, policies are evaluated locally by deploying the PDPs close to the
PEPs. Figure 3.1 shows this approach in a simple setting with three PEPs, named
pep1, pep2 and pep3, of which the first is deployed on node1 and the last two are
deployed on node2. In the extreme case, the PDP is deployed locally and is even
not shared amongst different PEPs. In other words, each PEP has its own PDP.
This is the case for pep1 in the example.

It is also possible that the PDP is deployed locally but shared between multiple
PEPs. In the example, pep2 and pep3 share pdp2. This is a widespread approach in
component middleware platforms, in which the PDP is implemented as a reusable
middleware-level service that is shared by all deployed applications.
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node2
<<PEP>>

:pep2
<<PDP>>

:pdp2

<<PEP>>
:pep3

node1
<<PEP>>

:pep1
<<PDP>>

:pdp1

policy2

policy1

azn2 

azn1

Figure 3.1: PDP deployment: local PDP.

Since sets of collaborating PEP and PDP components are isolated from each other,
they can have a native authorization interface. In the example, two different
authorization interfaces azn1 and azn2 are used on node1 and node2 respectively.

Evaluation Local policy deployment has a number of important advantages.
First, providing and invoking a local PDP is simple because no distribution-related
complexities are involved during policy evaluation. Second, the PDP and the policy
language can be at a lower abstraction level specific to the system under protection.
This makes the implementation simpler and more efficient and allows for policies
with a fine granularity. Third, since the communication between the PEP and the
PDP is local, there is no network overhead associated with the request-response
protocol, which reduces the required time for obtaining access decisions. Finally,
an environment that consists of locally deployed PDPs is more robust, since the
failure or compromise of a PDP only has a local influence.

The most important disadvantage of a localized PDP is its maintenance. First, since
policies are scattered throughout the PDPs in the system, it can be problematic to
perform high-level policy changes. For example, a policy change that covers a new
kind of resource can affect the low-level policies in many PDPs throughout the
system. Moreover, maintenance is especially hard if policies and PDPs are native
to the systems under protection, because of the large amount of heterogeneity.
Second, it is hard keep policies consistent. For example, one single rule can be
replicated on multiple PDPs. Changing such a rule at the same time at all the
affected PDPs is a much more complex operation that changing it at one single
PDP. Third, local deployment becomes complex when policies cannot be fully
evaluated locally, because they need access to non-local data, such as an attribute
that holds context information.
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Policy Agents Approaches that advocate local deployment, of which the policy
deployment model of Ponder [62] is the key representative, tackle some of the
inherent management and maintenance problems with extensive policy deployment
architectures. These architectures follow the pattern of policy agents [28], which
is shown in Figure 3.2. In this pattern, systems keep their native authorization
interfaces (aznn) , mechanisms (pdpn) and policy languages (policyn), but they
are managed by a centralized PAP (managementservice). The policies that are
managed by the PAP are specified in a uniform policy language. Each native PDP
is wrapped by a policy management agent, which is controlled by the management
service over a uniform management interface (mgmt). As a result, the wrapped
PDP provides a native authorization interface and a uniform management interface.
Policy agents map policy in the uniform format to the native format and ensure
that the native PDP is correctly configured to enforce the policy.

This approach requires one mapping (and agent) for each supported mechanism or
native policy language. Implementing these mappings can become complex if the
policy languages and representations do not match closely. Moreover, the uniform
language can be only as expressive as the least expressive native policy language,
otherwise it would be impossible to correctly implement an agent for that native
language.

Domain with Native Authorization
<<Managed PDP>>

Management Server

<<PAP>>
:management service

policyn

<<PDP>>
:pdpn

aznn mgmt

policy

<<agent>>
:agentmgmtn

Figure 3.2: Policy deployment using policy agents.

Centralized Deployment

The alternative to the local deployment of PDPs is to centralize the PDP as a
service and let many PEPs use the same PDP over the network. Figure 3.3 shows
this approach for the same nodes and PEPs as shown in Figure 3.1. The local
PDPs pdp1 and pdp2 are replaced by a remote PDP pdp that is deployed on a
separate node, called Authorization Server in the example. In this approach, the
low level policy rules deployed in the PDP typically have a close correspondence
to the high level policy rules. Many modern authorization systems follow this
approach [102, 46, 59, 139, 16].
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node 1
<<PEP>>

:pep1

<<PDP>>
:pdp

<<PEP>>
:pep2

node 2

<<PEP>>
:pep3

policy

<<PAP>>
:pap

azn
mgmt

Figure 3.3: PDP deployment: centralized PDP.

Evaluation Due to the centralization of policy, policies are easier to maintain
and to change: changed policies only have to be redeployed at a single location.
Moreover, policies are inherently consistent because rules are not replicated.

The most important disadvantages of a centralized PDP are the complexity and
the runtime overhead introduced by the distributed communication during policy
evaluation. Moreover, the PDP has to provide one uniform authorization interface
towards the PEPs. The PEPs need to be compatible with this interface or in case
they are only compatible with a native authorization interface, they need to be
composed with adaptors to the uniform interface. Moreover, the PDP is a single
point of failure that takes out policy evaluation for all connected PEPs in case of a
fault, and this limits the scalability of the system.

Caching and Recycling of Authorization Decisions Research on centralized pol-
icy deployment has proposed various techniques for dealing with these disadvantages.
Runtime performance problems due to the distributed communication between
PEP and PDP can be tackled by PEP-side caching of authorization decisions,
which is implemented by most commercial authorization servers such as IBM Tivoli
Access Manager [102]. Caching also provides rudimentary robustness in case of
PDP outage. More invasive robustness techniques such as replication can be used
to further guarantee PDP availability.

The secondary and approximate authorization model (SAAM), proposed by [30,
54, 179, 181] is a more advanced form of authorization caching that improves both
performance and robustness. Instead of determining cache hits precisely, SAAM
proposes to improve the cache hit rate by inferring new authorization decisions
from already cached decisions.
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Summary

In general, we can summarize that with centralized deployment it is easier to
implement policy changes, while with decentralized deployment, runtime policy
enforcement is more efficient. However, two additional considerations must be made
that complicate the comparison. First, if policies are heavily context-dependent
and require attribute retrieval from remote sources, decentralized deployment loses
at least some of the relative efficiency advantages. Second, loading a changed policy
to the involved PDP is only one isolated part of the correct deployment of the
policy. In addition, a changed policy can have a much wider impact and affect many
other parts of the system such as business logic, middleware, authorization checks
or other kinds of PDP configurations. These concerns affect both approaches.

Therefore, we adopt a hybrid model. In this model, there are many centralized
PDPs which are accessed remotely and are shared by multiple PEPs.

3.3.2 PIP Deployment

Attribute retrieval is the process of obtaining attributes that are required for policy
evaluation. The actual data that is gathered by PIPs is outside the scope of the
authorization architecture, since it is located in the application layer. However,
since a PIP is actually an adapter component that provides uniform access to
heterogeneous data sources, the deployment location of PIPs can be controlled. In
this section, we discuss two general PIP deployment strategies: PDP-side attribute
retrieval and centralized attribute retrieval.

PDP-side Deployment

In this approach, each PDP has its own embedded PIP. Figure 3.4 shows this
approach. Within each PDP there is a PIP that adheres to a PDP-specific
information interface infopdp. The PIP is modular and is configurable with custom
attribute retrieval modules that fetch the attributes from the applications and data
sources over an application-specific interface infon. This approach is used in most
authorization servers.1

Evaluation The main advantage of embedded PIPs is that the information
interface can be tailored to match the policy engine. Moreover, attribute retrieval
is efficient because there is only one remote interaction.

1Note that in case of push-based attribute retrieval, it is also possible to use this pattern, with
the difference that it is deployed at the PEP instead of at the PDP. Such an approach has been
proposed in [111].
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Applicationn

infon
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data source

<<PDP>>
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<<PIP>>
:pip

attribute
retrievern

policy engine

infopdp

infopdp

Figure 3.4: PDP-side PIP deployment: each PDP has its own PIP.

The disadvantage of this approach lies in its maintainability. First, there is a lot
of code duplication since attribute retrieval logic must be reimplemented for each
PDP through a PDP-specific interface. Secondly, since each PIP is specific to a
particular PDP, the configuration interface for attribute retrieval of that PDP is
also non-uniform. This custom configuration makes it hard to give consistency
guarantees that attribute retrieval is correctly configured.

Centralized Deployment as Attribute Repository

In this approach, the PIP is deployed as a centralized service. This approach is
shown in Figure 3.5. The main difference with PDP-side deployment is that the
embedded PIPs with their specific interfaces are now replaced by a reusable PIP
with a uniform interface (info). Often, the uniform interface follows a standard such
as SAML. Internally, the PIP is still modularized with attribute retrieval modules
that adapt the uniform interface to the application-specific interface (infon). Many
identity management solutions such as Shibboleth [98] offer centralized attribute
repositories. A variant of this approach for entire policy conditions as opposed to
attributes has been proposed by McDaniel [127].

Evaluation The main benefit of this approach is its maintainability. Because
attribute retrieval logic is shared amongst PDPs, only a single version must be
maintained and configured.

Disadvantages of the approach are its risks with regard to robustness and security
(the PIP is a single point of failure that can break or compromise policy evaluation).
Moreover, the performance is worse than with embedded PIPs because an extra
hop is introduced to attribute retrieval.
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Figure 3.5: Centralized PIP deployment as an attribute repository.

Summary

The large performance impact of remote attribute retrieval is inevitable since the
PDPs are not deployed on the same location as the data sources. To the best of
our knowledge, the only work that studies performance aspect of attribute retrieval
is work by Brucker et al [36], that proposes a technique for pre-computing the set
of required attributes for a policy in order to support parallel retrieval.

Realistic settings consist of a mix of both approaches. Therefore, the reference
architecture consists of a combined approach where several PDP-side PIPs are
configured to use both custom retrieval logic and centralized PIPs.

3.4 Policy Implementation

The implementation of policies considers the mapping of policy abstractions to
implementation abstractions and the implementation of enforcement and attribute
retrieval logic.

3.4.1 PDM Mapping

In authorization architectures in which policies are specified in a uniform policy
language, the policy writer specifies policies in terms of a policy domain model that
is at a higher abstraction level as the concrete resources under protection. The
implementation of policy enforcement in such systems involves a mapping of low
level resources onto the abstractions of the policy domain model. This mapping
concerns authorization checks (e.g. which methods of which interfaces correspond
to the reading of patient health records?) as well as attribute retrieval (e.g. which
operation on which service should be invoked to obtain the age of a user?). In
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systems with centralized policy deployment, this mapping is the responsibility of
PEPs (for authorization checks) and of PDPs or PIPs (for information retrieval).
In systems with local policy deployment, the mapping has to be implemented by
the policy management agents.

Verhanneman [175] has proposed the concept of view connectors as a means of
defining the mapping between the PDM (which is called the Access Interface (ACI)
in [175]) and the implementation abstraction level. The application deployer defines
view connectors using a specification language that allows him or her to precisely
map method invocations at the implementation level to actions, resources and
attributes at the policy domain model level. Based on the explicit definition of the
view connector, the mapping can be facilitated using aspect-oriented programming
techniques.

This work is important in the context of evolution and maintenance because it
clearly separates the responsibilities of the involved stakeholders. Because there is
an explicit and partially automated way of mapping between the implementation
and the policy domain model, the application deployer can focus on maintaining
the view connector. He/she only has to update the mapping when the application
changes or when the policy domain model changes. Furthermore, the developer is
not burdened with any security enforcement concerns. Finally, the policy specifier
can focus on policy specification purely at the abstraction level of the policy domain
model without having to deal with implementation-level details.

3.4.2 Enforcement and Interception

The implementation of application-level PEPs is challenging because enforcement
logic crosscuts with business logic. To support modifications of the enforcement
logic, it is desirable that the enforcement logic is strictly separated from the
business logic and can be adapted in isolation. In the rest of this section, we survey
implementation techniques for enforcing policies and evaluate them with respect to
the requirements.

Explicit Enforcement in Source Code

The simplest technique for integrating security enforcement with applications
is embedding the enforcement logic in the source code. In the worst case, the
enforcement point also contains logic for making policy decisions, which violates
the separation between policy and mechanism. Some middleware platforms offer
support for these kinds of enforcement points by offering an API that exposes
security-related information. For instance, in Enterprise JavaBeans (EJB), the
EJBContext has the methods getCallerPrincipal() that returns the principal
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of the caller and isCallerInRole() that returns whether that principal has a
particular role. At least, a code-level enforcement point consists of a PDP invocation
and the enforcement of the resulting policy decision. This is the way PEPs are
commonly implemented in typical middleware platforms with a built-in PDP. This
approach has two important disadvantages. First, it introduces security risks
because it requires application developers who are not security experts to write
security sensitive code. Secondly, because there is no separation between the
business logic and the enforcement logic, it is very costly to modify PEPs.

Program Modification

An alternative technique for embedding policy enforcement logic in applications
is program modification, in which a program is changed after compilation. The
best known example of this approach is the inlined reference monitor [68, 67].
This technique takes a security policy and an unmodified application as input and
inlines the required instructions for enforcing the policy in the compiled code of
the application. The main advantage of this approach is that it does not require
changes to the source code, although changing either policies or functional logic
requires reapplying the inlining process.

Enforcement as a Built-in Middleware Service

Various middleware platforms such as Java EE, .NET and CORBA do not only
provide support for making access decisions, but also have built-in support for
transparent access control enforcement. Enforcement is realized at the level of the
internal meta-level programming mechanisms of the middleware (proxies, wrappers,
method interceptors, message interceptors, etc.). The enforcement points in these
systems typically correspond to incoming/outgoing method invocations or the
transmission or reception of messages. Since the specification of the required
permissions are no longer contained in the code, these systems typically have a
mechanism for specifying required permissions declaratively. Two examples of
mechanisms for specifying enforcement points are code annotations (the .NET
framework, EJB [59]) and deployment descriptors (EJB, Servlets [133]).2 A
drawback of these approaches is that the granularity is limited to interface methods
and that, although no recompilation is needed, making changes to the specification
(e.g. adding new enforcement points) can typically not be performed at runtime.

2Permission assignment in the Java EE specifications (EJB and Servlets) is based on RBAC.
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AOP-Based Enforcement

Various authors such as [176, 157, 35, 56, 49, 175, 89] have proposed to use Aspect-
Oriented Programming (AOP) to add security enforcement logic to functional logic.
AOP allows enforcement points to be implemented transparently to the developers
of business logic. Additionally, dynamic AOP systems such as JBoss AOP [104],
Spring AOP [164], PROSE [135] or JASCo [167] can inject the enforcement logic at
load time or at runtime. The potential locations of injected enforcement points are
determined by the join point model of the AOP system. In typical implementations,
the minimal set of join points are method entry/exit points.

Reflection

Reflection [162, 124] allows software to reason about itself and make changes to its
own behavior. Reflection can be leveraged as a technique for enforcing application-
level security policies [12, 182], because it allows enforcement transparent to
application code. While originating from the field of programming languages,
reflection has also been applied as a technique to enhance the flexibility of
middleware [108]. Reflective middleware provides programming interfaces for
adapting and customizing its behavior at runtime. The most prominent abstraction
in reflective middleware is the interceptor. An interceptor is a component that
implements a predefined callback interface and that executes custom unanticipated
functionality in response to specific events in the middleware, such as the invocation
of a method or the sending of a message. Interceptors are core middleware
technology and are used in distributed object middleware [109, 13, 153, 33, 171],
component containers [59] and ESBs [9, 7]. Middleware interceptors are commonly
used to add custom security enforcement if the built-in security mechanisms are
not powerful enough [57, 145].

3.5 Conclusion and Key Objectives

In this chapter, we have presented a reference architecture for distributed
authorization in a service-oriented context and we have surveyed related work and
existing approaches in light of this reference architecture. The main observation
from this study is that support for changes is mainly addressed at the level of the
policy management layer. Such approaches can only cover the changes that are
visible at that level of abstraction. To achieve effective maintainability in practice,
it is important to tackle change simultaneously at all three layers.

In this dissertation, we consider policy deployment and evaluation and we focus
on the attribute pulling model. We have already argued that the architectural
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design decision of centralizing policy evaluation and attribute retrieval in reusable
PDPs and PIPs inherently facilitates policy changes and the integration of new
applications or services.

However, from the analysis of changes presented in Section 2.3, we observe that
changes do not only affect the authorization components themselves, but also the
interactions between the authorization components. For instance, if the interception
domain of a PEP is extended with a new type of resource, it is possible that the
PEP must contact a different PDP. Likewise, if a change in a policy rule introduces
new types of attributes, the PDP that evaluates the policy may need to contact a
different PIP.

What is lacking in the current state-of-the-art is a solution for managing the
dynamically changing interactions between distributed authorization components
in response to application and policy changes. Based on this observation, we
identify the two key objectives that are addressed in the remainder of this thesis:

Flexible Interactions between Authorization Components In current au-
thorization infrastructures, the remote interactions between distributed
authorization components are implemented using remote invocations. As a
result, collaborating authorization components are tightly coupled to each
other. This means that many of the required changes must be implemented
through manual configuration at the deployment site of the components that
initiate requests. Therefore, there is the need for a more flexible interaction
mechanism that supports large scale runtime modifications of interactions.

Consistent Dynamic Reconfiguration A second key objective for dealing with
change is how to guarantee that the configured authorization infrastructure
is consistent with respect to the deployed policies and applications and how
such consistency must be preserved under dynamic reconfigurations.

In our approach, we propose to extend the basic architectural blueprint with two
additional layers that address these goals. Each layer is discussed in the two
subsequent chapters:

• A distribution layer that enables the interactions between distributed
authorization components and that has support for low level dynamic
modifications of the interactions. Because the distribution layer is used
by the management layer, it is discussed before the latter in Chapter 4.

• A management layer that leverages on the flexibility of the distribution
layer to provide a solution for the management and maintenance of policy
deployment and policy evaluation in service-oriented architectures. The
management layer forms the topic of Chapter 5.



Chapter 4

A Flexible Communication
Infrastructure for Distributed
Authorization

This chapter presents a study on the feasibility of messaging as the connector model
between distributed authorization components. Because of the inherent low coupling
offered by messaging, it seems to offer several important benefits as opposed to the
typical connector model that is based on remote invocations. Specifically, messaging
supports flexibility to implement runtime adaptations to component interactions
and it supports interoperability with existing and independently developed services
and platforms. However, it has remained unclear what the impact of messaging
is on the performance, scalability and security characteristics in the context of
distributed authorization.

To allow a precise formulation and assessment of the above considerations, a generic
message infrastructure for connecting authorization components is presented. This
infrastructure has two primary goals. First, it captures a minimal set of requirements
and assumptions that are needed for implementing distributed policy enforcement
and the management of its evolution. Second, it functions as a generic abstraction
layer above concrete underlying messaging platforms. The message infrastructure is
independent of any particular message routing strategy. Since message routing has
a critical impact on system qualities, two classes of routing strategies are presented
and their feasibility is discussed.

The message infrastructure and two publish/subscribe-based message routing
mechanisms have been prototyped and mapped to the JMS API, which ensures
interoperability with many production-quality messaging systems and enterprise
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service buses.

The feasibility of messaging-based authorization infrastructures is discussed by
means of a critical qualitative evaluation of the requirements in general and of a
quantitative study of the performance and the scalability of the approach.

Section 4.1 briefly introduces the concept of software connectors. Section 4.2
discusses the core functional and nonfunctional requirements for supporting
messaging-based policy evaluation. Section 4.3 discusses the rationale for messaging.
Section 4.4 presents the generic message infrastructure. Section 4.5 discusses
message routing. Section 4.6 discusses the implementation of the message
infrastructure and its mapping to the JMS API. Section 4.7 discusses the feasibility
of messaging-based policy evaluation in general and studies the performance
scalability in detail. Section 4.8 discusses related work and Section 4.9 presents
the core conclusions of the feasibility study.

4.1 Introduction

Good modifiability is a key factor for increasing the maintainability of an
authorization infrastructure. As discussed in Chapters 2 and 3, the implementation
of many common types of changes requires modifications to the interactions between
distributed authorization components. Therefore, the way in which authorization
components are interconnected has a large impact on the maintainability of the
overall infrastructure.

At the architectural level, component interactions are modeled by means of
connectors. Shaw [159] defines software connectors as follows:

Connectors mediate interactions among components: that is, they
establish the rules that govern component interaction and specify any
auxiliary mechanisms required.

The taxonomy of software connectors proposed by Mehta [129] identifies four
main interaction services provided by connectors: communication, coordination,
conversion and facilitation. Complex connectors typically provide a combination
of these services. Although connectors are modeled as first-class entities at
the architectural level, they manifest themselves in many ways at the design
and implementation level of the software system. Simple connectors are often
implemented by programming languages (e.g. shared variables, procedure calls or
method invocations). In distributed systems, connectors are by themselves often
complex subsystems typically implemented by middleware (e.g. tuple spaces, object
brokers or publish/subscribe systems). As such, connectors have a critical influence
on system qualities such as performance, scalability and modifiability.
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Two types of remote interactions can be distinguished in a distributed authorization
infrastructure: policy evaluation interactions and management interactions. Policy
evaluation interactions occur between PEPs and PDPs (the requesting and returning
of authorization decisions) and between PDPs and PIPs (the requesting and
returning of attributes). Management interactions occur between management
components (such as a PAP or a configuration tool) and PEPs, PDPs and PIPs.

Legend

PEP PDP PIP

Management

Policy evaluation

Management 
Application 
(eg. PAP)

Connector

Authorization
component

Is connected with

Figure 4.1: Two types of connectors between authorization components: policy
evaluation and management.

Because of their different nature, these interactions are logically modeled as separate
and orthogonal connectors (see Figure 4.1). It is possible that, at the design and
implementation level, they are integrated with each other or with connectors
between functional services such as an ESB. The focus of this chapter lies on the
connector that supports the policy evaluation interactions between PEPs, PDPs,
and PIPs.

4.2 Requirements

The main goal of the communication infrastructure is to provide a connector
between authorization components that provides adequate flexibility for dynamic
reconfiguration and recomposition. This section discusses the requirements of the
communication infrastructure in detail.

Functional Requirements From a functional point of view, the communication
infrastructure has two core requirements: support for distributed interactions
between authorization components and support for the adaptation of these
interactions. We elaborate on these functional requirements:

• Distribution. In the first place, the communication infrastructure must
offer a basic distribution service that allows remote interactions between
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authorization components. The distribution should at least support the basic
policy evaluation interactions defined by the request/response protocols that
let PEPs obtain authorization decisions from PDPs and that let a PDPs
obtain attributes from PIPs.

• Request/Response Communication. The two basic policy evaluation protocols
are request/response-based. Therefore, the offered distribution service should
support request/response interactions.

• Dynamic Integration of Authorization Components. An important portion
of the changes discussed in Section 2.3.5 involves the integration of
new authorization components or the removal of existing authorization
components. Therefore, the communication infrastructure must support
the dynamic addition and removal of authorization components, and their
wiring with existing authorization components.

• Dynamic Adaptation of Interactions. Another portion of the changes
of Section 2.3.5 involves the modification of the policy- and application-
dependent interactions between authorization components. Therefore, the
communication infrastructure must support the adaptation of interactions
between authorization components that have already been deployed.

• Migration of Authorization Components. The communication infrastructure
must allow the dynamic migration from one authorization component to
another and the required rewiring of all interactions with other depending
and required authorization components. For instance, when migrating from
one PDP to another, all PEPs that depended on the old PDP must be
configured to use the new one.

Non-Functional Requirements

• Performance. Given the high performance impact that is inherent to
distributed runtime policy enforcement, the communication infrastructure
must have a limited impact on the performance of policy evaluation. Because
the focus lies on the communication infrastructure, the actual PDP-side
policy decision logic and the PIP-side attribute retrieval logic is excluded
from the considered performance impact.

• Scalability. The communication layer must scale in two dimensions. First,
the communication overhead for PEPs to obtain authorization decisions
(including required attribute retrieval) must scale under increasing load.
The performance is measured in terms of latency and throughput of
authorization requests and the load is defined as the amount of traffic from
incoming authorization requests. Secondly, the administrative overhead for
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managing and adapting component interactions must scale with the number
of components and with the amount of inter-component dependencies.

• Reliability. The communication infrastructure must provide guaranteed
request/response delivery for interactions between interacting authorization
components.

• Interoperability. The communication infrastructure must be interoperable
with existing service middleware such as enterprise service buses. It must be
possible to integrate existing heterogeneous systems with the communication
infrastructure.

• Security. The communication infrastructure must guarantee the integrity
and confidentiality of authorization and attribute requests and responses and
guarantee the identity of connected components.

4.3 Rationale for Messaging-based Authorization

This section discusses the rationale for messaging as the connector model between
distributed authorization components. Section 4.3.1 discusses the main limitations
of remote invocations. Section 4.3.2 discusses the coupling between authorization
components and Section 4.3.3 discusses why messaging appears to be a viable
alternative to remote invocation.

4.3.1 Limitations of Remote Invocation

The remote invocation1 is the de facto standard connector model to mediate
inter-authorization component interactions. Some of the requirements discussed in
Section 4.2, such as distribution, reliability and request/response communication,
are by definition well supported by the remote invocation model. On the other
hand, other requirements are much harder to support:

• Dynamic Integration of Authorization Components The remote invocation
model supports the addition and removal of components at runtime, but
the interactions between components are defined by remote references and
point-to-point connections. Therefore, all required interactions of a newly
added component (e.g. which PDPs or PIPs a new PEP must contact) must
be explicitly known to the component.

• Dynamic Adaptation of Interactions The remote invocation model binds
authorization components early. While the binding time could be deferred

1We use the term remote invocation to unify RPC and remote object invocation.
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using specific architectural patterns such as a configuration file or a registry,
it is hard to dynamically change the interactions because this requires a
consistent update of all component-side references.

• Migration of Authorization Components Because of the same reason, the
migration from one component to another is difficult to implement under the
remote invocation model.

• Scalability An increase to the number of authorization components or
inter-component interactions in a remote invocation-based authorization
infrastructure requires the use and management of an increasing number of
individual point-to-point connections. For instance, if K PEPs all depend on
L PDPs and those PDPs all depend on M PIPs, K × L + L×M individual
point-to-point connections need to be set up and managed. This means that
for an infrastructure of a fairly limited size of 100 PEPs, 5 PDPs, and 20
PIPs, there are already 600 connections to manage in the worst case.

These limitations of the communication infrastructure have a strong negative
impact on the maintainability of the whole authorization infrastructure.

4.3.2 Connector-Induced Coupling between Authorization Com-
ponents

An important property of software connectors that influences system modifiability is
the amount of coupling the connector imposes on interacting components. Eugster
[69] has identified three dimensions of (de)coupling imposed by connectors for
distributed components:

Time coupling Components that are coupled in time need to actively participate
in the interaction at the same time.

Synchronization coupling A consuming component with synchronization cou-
pling to a producing component is blocked between the request and the
response.

Space coupling Components that are coupled in space need to know each other.
Consumers need an explicit reference to each producer from which they
consume.

In general, components that are connected by remote invocation are coupled in
time, synchronization and space. The core reason for the discussed limitations
of the remote invocation model is precisely the strong coupling in space between
authorization components. This space coupling is manifested as point-to-point
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connections that require explicit remote references. Particularly, it means that
PEPs need to know which PDPs to contact and that PDPs need to know which PIPs
to contact. This makes it much harder to change the composition of authorization
components efficiently at runtime, since the information that defines the composition
is scattered throughout all authorization components. This problem gets worse as
the scale of the authorization infrastructure increases.

4.3.3 Messaging as Candidate Authorization Component Con-
nector

Messaging is a type of software connector that connects components indirectly
via a message bus. All interactions are implemented by the sending and receiving
of messages. Messages carry both the exchanged data itself and metadata that
describes the data with key-value pairs. Messaging is typically implemented by
Message-Oriented Middleware.

A core property of messaging as opposed to remote invocation is that it imposes
minimal coupling between interacting components. More specifically, components
are decoupled in:

• Time: a sender can send messages while the receiver is offline.

• Synchronization: messages are sent asynchronously and potentially also
received asynchronously.

• Space: the sender does not need to know which component will receive the
message. Messages are either sent without any kind of destination or to an
abstract destination (a queue or a topic) that hides the identity of the real
receiver.

Messaging removes static coupling between components and uses a weakly typed
string-based solution to route messages to their receivers. In message queueing-
based systems and topic-based publish/subscribe systems, messages are delivered
via named queues and topics respectively (with the difference that the former
uses one-to-one delivery and the latter uses one-to-many delivery). Content-based
publish/subscribe systems perform routing based on the actual data or metadata of
messages and explicitly defined subscriptions written by receivers in a subscription
language.

In the context of distributed authorization architectures, messaging is considered
as a potential solution because of two important reasons. First, messaging removes
the strong coupling in space induced by remote invocations, which is a core limiting
factor for supporting the change-related requirements. As such, it allows the
late and dynamic binding of components, which is needed for the adaptation of
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authorization components and their interactions. Secondly, because of this low
coupling, messaging is used as the underlying connector model in many existing
service-oriented systems. Therefore, from an interoperability standpoint, the choice
for messaging potentially facilitates the integration of the existing systems and
services with the authorization infrastructure.

On the other hand, it is unclear how the change-related requirements can be
specifically supported using messaging and what the impact of messaging is on the
other requirements such as scalability and performance.

4.4 Generic Message Infrastructure

This section presents the design of a generic message infrastructure for the
distributed evaluation of attribute-based authorization policies. The motivation for
introducing the message infrastructure is twofold. First, it captures a minimal set
of requirements and assumptions for using the messaging connector model in the
specific context distributed policy evaluation. Secondly, it functions as a generic
abstraction layer over specific underlying messaging platforms and message-oriented
middleware. Therefore, it allows for a more focused discussion throughout the rest
of this thesis and it makes the proposed approach portable to and interoperable
with existing environments.

The rest of this section is structured as follows. Section 4.4.1 discusses the high
level design principles. Section 4.4.2 discusses the module decomposition of the
message infrastructure, and Section 4.4.3 presents the runtime elements and their
interactions.

4.4.1 Design Principles

The design of the generic message infrastructure is based on the following key
design principles.

Destination-less Requests

As discussed in Section 4.3.2, an important enabler for change is the removal of
the strong coupling between authorization components. This is manifested by the
option to send requests without any specific destination. Senders forward such
destination-less request to the message infrastructure, which will route it to the
correct receiver, based on its configuration and based on the contents of the request.
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Unicast Request/Reply Messaging

As opposed to completely identity-less messaging systems, authorization compo-
nents must have unique identities and it must be possible to unicast messages to
particular authorization components. This is required to implement responses:
if the sender of a request uses its own identity as the source of the request, the
receiver can unicast the reply back to the sender.

Blocking and Non-blocking Sending of Requests

Requests can be sent blocking or non-blocking. With the former approach, the
sender of a request is blocked until the matching reply has been received. This is
easier to develop but blocks the execution thread of sender. To allow the parallel
processing of requests, which can dramatically improve latency, requests can also
be sent in a non-blocking way using futures. In this case, the request is sent and
the sending component is allowed to proceed immediately before the expected reply
has arrived. The reply is obtained later via a future data structure.

Routing Strategy-Independent

Message routing can be implemented in many ways. The message infrastructure is
agnostic of any specific routing mechanisms. A generic subscription mechanism is
provided that lets providing components publish their capabilities to the message
infrastructure as boolean expressions. These generic subscriptions can be used as a
basis for implementing routing mechanisms and supporting component-initiated
changes.

4.4.2 Module Decomposition

The message infrastructure is decomposed in three main modules. Figure 4.2 shows
these modules and their dependencies. The Messaging module is responsible for
generic message-related processing such as the representation, construction and
handling of messages. The Endpoint module is responsible for client access to the
communication facilities. Together with the messaging module, they are the only
modules that are allowed to be used by clients. The Message Broker module is
responsible for the actual dissemination and delivery of messages. We discuss each
of these modules in the subsequent sections.
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Figure 4.2: Modules in the message infrastructure: uses view.

Messaging

The messaging module is a utility module that is responsible for all common
functionality that is needed to work with message-based communication. The
messaging module uses no other modules in the system. It provides its functionality
through three interfaces.

The Representation interface offers the representation of messages. We have chosen
to represent a message as a set of key-value pairs, which enables the embedding
of arbitrary data. This generic format can be mapped to many existing message
formats. The interpretation of the semantics of the properties of a message is left
to the client. However, some specific properties are reserved, as denoted in Table
4.1

The Construction interface facilitates message construction and consists of a basic
API for creating messages with given properties and generated identifiers and for
creating responses that correspond to a given request.

Modules that use the Endpoint module need to implement a Receiver callback
interface for receiving incoming messages. To act upon these messages, they need
to be dispatched to specific operation invocations. The Handling interface exposes
a framework for creating handler trees that efficiently dispatch incoming messages
to specific methods based on equality comparisons on message properties.

For brevity, the Representation, Handling and Construction interfaces are not
discussed in detail in this text.



GENERIC MESSAGE INFRASTRUCTURE 71

Table 4.1: Reserved message properties.
ID Each message has an identifier, which uniquely

identifies the message.
Source This field denotes the identifier of the endpoint

that has sent the message.
Destination The destination of a message indicates the

intended recipient(s). Its values can be either
the identifier of an endpoint to denote a unicast
message, ANY to denote a broadcast message or the
default value UNKNOWN to denote a destination-less
message.

Protocol The protocol property denotes the protocol the
given message belongs to. Concrete protocols are
determined by clients.

Type The message type, which can be REQUEST,
RESPONSE or a simple DATAGRAM. A response
message has a property REQUESTREF that holds
the ID of the matching request.

Endpoint

The endpoint module provides access to the communication facilities. It provides the
endpoint abstraction, which is an instantiation of the Message Endpoint pattern [40].
Each endpoint is identified by a qualified name. An endpoint provides three
interfaces: Sender handles all outgoing traffic generated by the client of the endpoint,
Receiver handles all incoming traffic generated by the broker and Connectable
manages the connection state of the endpoint with its message broker. We now
discuss each of these interfaces in more detail.

Listing 4.1: Sender interface of the Endpoint module.
interface Sender {

void send( Message message );
Message sendRequest ( Message request );
Future sendRequestNonBlocking ( Message request );

}

The Sender interface (see Listing 4.1) deals with all outgoing traffic. The send
operation sends the given message asynchronously, and the sendRequest operation
sends the given message synchronously, that is, it blocks until a response is
returned that matches the request. The sendRequestNonBlocking operation sends
a request without blocking. The response can be retrieved later on via the returned
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future. The difference with asynchronous sending is that sendRequestNonBlocking
provides correlation to the expected response while send has fire-and-forget
semantics.

Listing 4.2: Receiver interface. Provided by endpoint clients, required and provided
by endpoints themselves and required by the Message Broker module.
interface Receiver {

void receive ( Message message );
String subscriptionFilter ;

}

The Receiver interface (see Listing 4.2) is a callback interface for receiving messages
asynchronously. The receive operation is a callback operation that is invoked by
the broker when incoming messages arrive. The subscriptionFilter property
is an expression that specifies the messages the receiver is interested in. If a
subscriber wants to change this property, it must update its subscription via
the Connectable.updateSubscription operation on the Endpoint. The Receiver
interface is used at two places. First, it is provided by the Endpoint module (and
required by the broker). Second, it is required by the Endpoint module (and
provided by connecting clients). Thus, incoming traffic passes via the provided
Receiver interface of the Endpoint towards the provided Receiver interface of the
Endpoint client.

Listing 4.3: Connectable interface
interface Connectable {

String id;
boolean connected ;
void connect ( Receiver receiver );
void disconnect ();
void updateSubscription ();

}

The Connectable interface (see Listing 4.3) manages the connection and subscription
of endpoints with the underlying message broker. The id property denotes the
identifier of an endpoint. The connected property denotes whether the endpoint
is currently connected to the broker or not. The connect operation connects the
endpoint to the message broker with a given reference to its Receiver callback, and
the disconnect operation disconnects the endpoint from the message broker. As
mentioned before, the updateSubscription operation updates the subscription
filter of the endpoint with the broker. A change in the subscription filter causes
the broker to change the routing rules.
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Furthermore, the Endpoint module uses the Representation interface of the
Messaging module for dealing with message representation concerns.

Message Broker

Endpoints implement a thin client-specific facade towards the Message Broker
and just relay traffic back and forth between the client and the message broker.
The effective communication logic is contained in the Message Broker module.
The interfaces that are required and provided by the message broker are almost
equivalent to those of the Endpoint module. The Message Broker provides the
same Sender interface, and it requires the same Receiver callback interface. The
Message Broker is also responsible for implementing the logic of the synchronous
sending of a request and returning a matched response (Sender.sendRequest) or
future (Sender.sendRequestNonBlocking). This responsibility is placed in the
broker itself instead of in the endpoints because some publish subscribe systems
already have built-in support for request/response matching.

Listing 4.4: ConnectionManagement interface
interface ConnectionManagement {

void connect ( String id , Receiver receiver );
void disconnect ( String id );
void updateSubscription ( String id );

}

Furthermore, the Message Broker provides a ConnectionManagement interface (see
Listing 4.4) that is almost equivalent to the Connectable interface, except for the
fact that it is not specific for one client, but rather takes the client identifier as
a parameter to each of its operations. Clients that register a Receiver callback
with the message broker, can specify a subscription filter to specify which messages
they want to receive. The subscription filter is a simple text expression that
consists of conjunctions and disjunctions of basic equality comparisons on message
properties and specific values. The syntax of the subscription filters specified by the
grammar shown in Listing 4.5. An example of a subscription filter is for instance
the expression protocol = authorization AND type = REQUEST. A filter with
the value ALL implements a promiscuous mode in which the receiver gets all traffic.

The subscription filter is the main configuration and reconfiguration interface
towards the routing mechanisms of the message broker. The Message Broker
module is responsible for delivering all sent traffic to the subscribed receivers.
This typically requires a mapping of the subscription filters to other subscription
techniques such as prototype objects or topics.
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Listing 4.5: EBNF grammar for subscription filters
filter = filterexpression | "ALL";
filterexpression = orexpression ;
orexpression = andexpression {"OR" andexpression };
andexpression = comparison {"AND" comparison };
comparison = bracedexpression |

property ( "=" | "!=" ) value ;
bracedexpression = "(" filterexpression ")";
property = ? name of a message property ?;
value = ? literal value of a message property ?;

Typical implementations of the Message Broker module will map or embed messages
in the proposed representation to representations that are used by the underlying
publish subscribe system. Therefore, it uses both the Representation and
Construction interfaces of the Messaging module.

4.4.3 Component and Connector View

Figure 4.3 shows the component and connector view of the message infrastructure.
The client component represents a component at the level of a higher layer that
wants to communicate (send or receive information) via the communication layer.
The client uses an endpoint component as its message channel with the broker.
Management of the endpoint itself is performed via the Connectable interface.
The Sender interface is used for outgoing traffic. Furthermore, the client must
implement the Receiver callback interface for dealing with incoming traffic. Note
that the endpoint itself also provides a Receiver interface, which is used to get
incoming traffic from the message broker.

Component Instantiation

Figure 4.3 only shows one single client and endpoint component. Figure 4.4 shows
how the three main component types are instantiated and associated with each other.
Each unique client component that wants to interact with the message infrastructure
must instantiate one single endpoint. Each endpoint is associated with one single
message broker component. It is possible and likely that the message broker
component itself is further decomposed in one or more endpoint-side adaptation
components, but this is outside the scope of the architectural description of the
message infrastructure. In Section 4.6, we discuss the implementation of a broker
component that is based on the JMS-based publish-subscribe implementations.
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Figure 4.3: Component and connector view of the message infrastructure.
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Figure 4.4: Associations between instances of client, endpoint and message broker
components.

Component Interactions

We now discuss how these components interact for the two core use cases of
the communication layer: the sending of asynchronous and synchronous messages
(request/response). Other interactions, such as the creation, destruction, connection
and disconnection of endpoints, and the interaction with the messaging module
are considered trivial and are omitted from this text.

Asynchronous Messages Figure 4.5 shows a collaboration diagram that illustrates
the interactions between two client components, their respective endpoints and the
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message broker component. The first client plays the role of the sender, the other
client is the receiver of the message. The sender first invokes the synchronous send
operation on its endpoint. In response, the endpoint invokes the asynchronous
send operation on the message broker and returns control to the sender.

sender:Client senderEndpoint:
Endpoint

:Message 
Broker receiver:ClientreceiverEndpoint:

Endpoint

send(message) send(message)

receive(message)

route
message

receive(message)

process

Figure 4.5: Sequence diagram for the asynchronous sending and receiving of a
message.

Upon invocation of the send operation on the broker, it calculates a routing
decision for the message. This routing decision consists of a set of receivers that
have subscribed for the message. In this example there is one such receiver. The
router invokes the asynchronous receive operation on the connected endpoint. In
response, the endpoint delivers the message synchronously by invoking the receive
operation on the receiving client.

Request-Response Messages The sending of request-response messages is shown
in Figure 4.6. The sender now invokes the sendRequest operation on its endpoint
with the request message as parameter. The endpoint delegates this operation to the
message broker. The message broker must now block the incoming sendRequest
operation until a response message is sent back. Typically, this involves storing
state for the request and suspending the invoking thread. From that point on, the
request is delivered as if it were an asynchronous message and it is delivered to the
receiver via its endpoint. To return the response, the receiver must send it as an
asynchronous message using the send operation (see Figure 4.6).

The communication layer has no support for dealing with requests for which
multiple endpoints can respond. In other words, the first response that is sent back
will be delivered as the result value of the sendRequest operation. Such protocols
need to implemented at higher layers using asynchronous messages.

Non-blocking Request-Response Messages Requests of request/response inter-
actions can also be sent non-blocking using futures. This scheme is shown in Figure
4.7. The interactions are almost identical to the normal request/response scenario,
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sender:Client senderEndpoint:
Endpoint

:Message 
Broker receiver:ClientreceiverEndpoint:

Endpoint

sendRequest(request)
register request id
& route
message

receive(request)

process

response

sendRequest(request)

response

receive(request)

match response

send(response)send(response)

Figure 4.6: Sequence diagram for the synchronous sending and receiving of a
request and response.

except for the fact that the sender is not blocked until the response has arrived.
Instead, the endpoint returns a future via which the response can be retrieved
later on. This allows the sender to continue processing or to send other requests
in parallel to the handling of the first requests. This lets a PDP request multiple
attributes in parallel.

sender:Client senderEndpoint:
Endpoint

:Message 
Broker receiver:ClientreceiverEndpoint:

Endpoint

sendRequestNonBlocking(request)

register request id
& route
message

receive(request)

process

future:Future sendRequest(request)

response

receive(request)

match response

send(response)send(response)

future:Future

getResponse

response

getResponse

response

Figure 4.7: Sequence diagram for the non-blocking sending of a request.

4.5 Message Routing

An important concern of the message broker is the routing of messages between
endpoints of authorization components. The routing mechanism can have a large
impact on the performance, scalability and the ability to implement dynamic
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changes to authorization component interactions. In general, the message routing
mechanism must support the following scenarios:

• Support for unicasting responses of request/response protocols.

• Support for accommodating the required interactions between authorization
components.

• Support for changing routing at runtime to accommodate dynamic changes
to authorization components and to their interactions.

Two types of routing mechanisms are discussed: destination-based routing and
content-based routing. The former bases routing on a set of explicitly defined
message queues or topics. The latter performs routing based on an inspection of
the contents of the messages.

4.5.1 Destination-based Routing

The principle behind destination-based routing is that senders and receivers are
connected via destinations. A destination can be regarded as a logical mailbox
that is identified by a unique name and that is used for delivering messages that
are somehow related to each other. Interactions are defined by letting senders
send messages to specific destinations and by letting receivers consume messages
from specific destinations. Destination-based routing can be implemented using
queueing-based systems, in which the destinations correspond to message queues,
or in topic-based publish/subscribe systems, in which the destinations correspond
to topics. A critical difference between these two types of systems is that a message
sent to a queue is delivered to one consumer and a message published to a topic is
delivered to all consumers.

Destination-based routing is unable to support the full expressivity of the
subscription filters and therefore seems unsuited. However, in the context of
distributed authorization, it is possible that a custom destination scheme can be
chosen in such a way that all required interactions can be supported and can be
changed. Figure 4.8 shows three groups of destinations that are required in a
destination scheme:

• One destination per authorization component for response handling and
unicasting.

• A set of authorization destinations that are used as the target for authorization
requests sent by PEPs and that are consumed by PDPs. For instance, in a
scheme that is based on the organizational structure, a “azn/sales” destination
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Figure 4.8: Destination-based routing. Response paths are not shown.

can be used to connect all PEPs within the sales department to the PDP of
that department.

• A set of attribute destinations that are used as the target for attribute
requests sent by PDPs and that are consumed by PIPs. For instance, each
kind of attribute can be represented by a single destination.

Destination-based routing seems to be in conflict with the need for sending
destination-less requests (see Section 4.4.1). To allow destination-less requests, a
piece of routing logic that dispatches messages to their destinations must be moved
to the endpoints. Such an endpoint-side dispatching mechanism is only manageable
for very simple and generic destination schemes that are based on a single message
property.

Dynamic changes to interactions can be supported as follows. First, new
authorization components are composed with existing authorization components
by (1) defining a mapping of which request should be sent to which destination
and (2) choosing a set of destinations from which to consume requests. Secondly,
changes to interactions can only be implemented by changing the destination of
outgoing requests for PEPs and PDPs or by changing the consumed destinations
of PDPs and PIPs. A large-scale change of the former kind is hard to implement
because it affects many components. For instance, suppose that in an infrastructure
1000 PEPs send authorization requests to the same destination, and that those
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requests should be rerouted to another destination. Finally, it is relatively simple
to implement component migration: the new component should consume the
same destinations as the original component and depending components remain
unaffected.

The core reason that the adaptation of interactions is difficult using destination-
based routing is that authorization components must know the destination for
each request they make. While this level of indirection removes the coupling on
specific other authorization components, it still leaves coupling to the destinations
themselves.

4.5.2 Content-based Routing

Content-based routing routes messages from senders to receivers based on the
contents of the messages themselves. Senders can send requests to the UNKNOWN
destination. Two ways of implementing content-based routing are presented: a
centralized approach that uses an explicit rule-based router or a decentralized
approach that uses content-based publish-subscribe.

Content-based Router This approach is shown in Figure 4.9 uses an explicit
routing component. All authorization components forward outgoing requests to
the endpoint of the router. The router inspects the message properties and makes
a routing decision based on a configured rule base. It then forwards the outgoing
request to the specific endpoint that is configured to process it.

Legend

PEP1

PEPk

PEP1

PEPk

PDP1

PDPm

PIP1

PIPn

PIP1

PIPn

... Sends to ...
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Figure 4.9: Content-based router. Response paths are not shown.

The rules contained in the rule base can base routing decisions on any properties
of requests, such as the involved resource or action for an authorization request, or
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the requested type of attribute in an attribute request. Routing decisions can also
take into account specific characteristics of the deployed authorization components.

With this approach, outgoing requests can be sent without an explicit destination,
thereby removing any requestor-side coupling. If the rule-base is adaptable at
runtime, this approach supports arbitrary flexibility to implement dynamic changes.
The effective manageability of the approach depends on the way the rules are
structured, but many state of the art rule engines such as JBoss Drools [101] or
IBM Websphere ILOG JRules [94] support advanced structuring concepts.

The main disadvantage of this approach is that it introduces an extra component
to the message path of all interactions. While it is possible to use highly optimized
rule engines to make routing decisions, the routing component needs to process all
traffic and will inevitably become a runtime performance bottleneck.

Content-based Publish/Subscribe A decentralized approach for content-based
routing leverages on the content-based publish/subscribe mechanism of the
underlying message infrastructure. In this approach, each authorization component
that processes requests, subscribes itself to the requests it can or wants to process.
This subscription is specified using a subscription filter on message properties. In
order to support response routing and unicasting, authorization components must
also subscribe for messages that are explicitly directed to themselves.

Changes are implemented by changing subscriptions. Since subscriptions are based
on arbitrary message properties, they can define very fine-grained interactions.
However, this fine granularity can also cause the subscriptions to become very long
and hard to manage. One approach for overcoming this is to group authorization
and attribute requests using dedicated grouping properties and using those grouping
properties in subscription filters.

A disadvantage of this approach is that, by decentralizing routing logic to the
PDPs and PIPs, it becomes hard to get a centralized consistent view on the
configured interactions. Moreover, because messages are delivered to all receivers
with a matching subscription, it is possible that a request is delivered to multiple
receivers. If each of those returns a possibly different decision to the requestor,
it is unclear what the outcome should be. Another disadvantage is that it gives
normal authorization components the potential to make malicious configuration
changes in order to eavesdrop or hijack policies or attribute values.

4.5.3 Discussion

Table 4.2 compares the three approaches in light of the general routing requirements
discussed in the beginning of Section 4.5.
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Table 4.2: Comparison of routing mechanisms.

From the comparison, it can be concluded that it is straightforward to implement
unicast and response routing using the three proposed routing mechanisms.

Essentially, each routing mechanism implements a function that maps the request
space of a particular protocol to the set of components that can process those
requests. It is infeasible to define this mapping explicitly for each individual request
instance, because of the large or even infinite size of the request space. Instead,
because of administrative scalability, a grouping mechanism is needed that groups
sets of semantically related requests based on criteria such as the organizational
structure, the type of protected resource, or the kind of attribute. The mapping
from requests to receivers is then specified based on the defined groups of requests.
This principle is also one of the core motivators behind RBAC and ABAC. In this
context it applies specifically to routing.

All three routing mechanisms can be configured to support such groupings of
requests. In destination-based routing, the groups can be encoded as destinations.
The mapping of each partition to its receiver is defined by the fact that the
receiver consumes the destination. In the rule-based approach, the rule base can
be configured to define both the grouping itself and the mapping on the receivers.
In the content-based publish/subscribe mechanism, the groupings are defined by
the boolean expressions used in the subscription filters.

The granularity of the grouping can range from very fine-grained (eg., each distinct
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request instance can be forwarded to a different component) to very coarse-grained
(eg., only a distinction can be made between authorization and attribute requests).
The granularity of the grouping is of high importance since it determines (1)
the possible changes that can be implemented and (2) the manageability of the
interactions and the changes. The finer the granularity, the more changes can be
implemented, but the more individual interaction-defining artifacts (destinations,
rules, subscription conditions) must be managed. If the granularity is coarse, less
changes can be supported but less artifacts must be managed. Therefore, the level
of granularity must be fine enough to allow the required changes but must be coarse
enough to minimize management overhead. The fact that the two content-based
approaches base decisions on message properties, introduces the risk of being too
fine-grained. For this reason, the content-based approaches can be modified to use
requestor-side tagging to explicitly group messages. The management architecture
of Chapter 5 proposes to group authorization requests according to the resource
type of the involved resource and to group attribute requests according to the
attribute type.

To conclude, the different approaches are compared to each other with respect to
the non-functional requirements. The most important disadvantage of the content-
based router is its inevitable runtime performance overhead. The destination-
based approach and the approach based on content-based publish/subscribe do
not introduce explicit components on the message paths between authorization
components and are therefore preferred. However, these two approaches
introduce another complexity: the routing configuration is decentralized across the
authorization components, which is harder to manage. Therefore, it is desirable
to combine destination-based routing and publish/subscribe-based routing with
a centralized management point that controls the routing configuration. In the
prototype discussed in Section 4.6, we have implemented both destination-based
routing that uses topic-based publish/subscribe and content-based routing that
uses content-based publish/subscribe.

4.6 Prototype

We have implemented a prototype of the communication infrastructure in Java.
Most of the abstractions such as messages and endpoints are implemented as plain
Java classes.

4.6.1 JMS-based Message Broker

We have implemented a message broker component that uses a JMS-compliant
server to provide distributed communication facilities. The broker component
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consists of the server itself and a client-side adapter component, hereafter referred
to as simply the ‘adapter’, that uses the JMS API to communicate with the server.

Interface Mappings

The adapter is responsible for mapping the interfaces of the Message Broker
component to the JMS API. The two most important mappings are those of the
Sender interface onto the JMS MessageProducer interface, and of the Receiver
interface onto the JMS MessageListener interface. The mappings are trivial:
outgoing messages sent via the Sender interface are mapped onto a JMS message
and are sent using the send operation of the MessageProducer interface, and
incoming messages that are received via MessageListener are forwarded to
the Receiver interface. In our prototype, messages are sent non-persistently.
This means that they are lost in case of a server failure. However, automated
retransmissions of messages that are lost take place and if a message cannot be
delivered, the client is notified by means of an exception.

Each adapter maintains one session with the JMS server. It uses a single
MessageProducer object to publish all messages and it keeps one MessageConsumer
object per connected endpoint in the case of selector-based routing or one such
object for each consumed topic in the case of destination-based routing. The
given Receiver object is wrapped by an adapter object that implements the
MessageListener interface and that performs the reverse mapping of the incoming
JMS message to the communication layer representation.

Each communication layer message is wrapped in a JMS Object message, which
can carry any serializable Java object as its payload. Simple message properties are
duplicated as JMS properties since they are needed for content-based subscription
(see further).

Request/response Messaging

The JMS-based message broker keeps a list of requests that are outstanding and
have no matched response. Client endpoints that have sent a blocked request are
blocked until the response is sent back or after a certain timeout. If a response is
matched, the list of outstanding request is updated. If the timeout happens, up to
two retransmissions take place, in which the timeout value is doubled each time.

Routing

We have implemented a destination-based routing scheme and a content-based
routing scheme that use the publish/subscribe functionality provided by JMS. We
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have chosen to implement these two mechanisms for interoperability reasons because
they are only dependent on the JMS API and they work on any JMS-compliant
message broker.

The destination-based routing mechanism uses JMS topics as destinations (therefore,
we call this routing mechanism implementation topic-based routing). The topic
scheme is based on one single message property. For each value of that message
property for which a component is connected according to its subscription filter,
one topic is created. All outgoing traffic is forwarded to exactly one topic based on
inspection of the given message property.

The content-based approach uses the message selectors of the JMS specification
(therefore, we call this routing mechanism implementation selector-based routing).
The design of the subscription filter is similar to the JMS message selector syntax.
Therefore, the mapping is straightforward. Note that message selectors only operate
on message properties of the JMS message and not on any properties of its payload.
This is the reason that some message properties of the embedded message are
duplicated as properties of the JMS message.

JMS has one important limitation: message selectors are set at connection time and
cannot be updated dynamically. The communication infrastructure must provide
dynamic updates of subscriptions through the updateSubscription operation on
endpoints. This limitation of JMS has forced us to implement a subscription update
by first disconnecting the endpoint from the JMS server and then reconnecting it
under its new subscription.

4.6.2 Policy Evaluation Protocols

Although the communication layer is generic, it is intended to be used by security
services from the management layer. Our architecture is able to work with real
life protocols such as those defined by XACML requests and responses. However,
in order to keep the work focused and eliminate the complexities and overhead of
required standards stacks, we have defined two functionally minimal protocols that
implement attribute retrieval and policy evaluation.

The authorization protocol is used between a PEP and a PDP. It consists of two
types of messages. First, the PEP sends a AccessRequest message. The properties
of an AccessRequest message are shown in Table 4.3. Note that the destination
property can contain the specific destination of the request, or the UNKOWN value.
The routing of messages that use the latter option will be discussed in the next
chapter. The other properties describe the access request in terms of attributes
of the involved subject, action and resource. A PDP that receives the access
request makes a policy decision, according to its loaded policy and returns an
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Table 4.3: Properties of an AccessRequest message.

source The identifier of the endpoint of the PEP that is
requesting the access decision

destination Either the identifier of the endpoint of the
responsible PDP, if known by the PEP, or the
special value UNKNOWN if the PDP endpoint is
unknown.

subjectid A unique identifier for the subject, if known
subject.X For each subject attribute X that is known by the

PEP
actionid A unique identifier for the type of action the

subject tries to access
action.X For each parameter X of the action

resourceid A unique identifier for the resource, if known
resource.X For each resource attribute X that is known by the

PEP

Table 4.4: Properties of an AttributeRequest message.

source The identifier of the endpoint of the PDP that is
requesting the attribute

destination Either the identifier of the endpoint of the
responsible PIP, if known by the PDP, or the
special value UNKNOWN if the PIP is unknown.

targetid A unique identifier for the subject or resource the
attribute belongs to

attributeid A unique identifier for the attribute type

AccessResponse message. The response message contains a decision property
that consists of an ALLOW or DENY value.

The information protocol is used to obtain attributes from a PIP. The information
protocol defines also defines a request message (AttributeRequest) and a response
message AttributeResponse. The message properties of the request are shown
in Table 4.4. A PIP that receives an attribute request obtains the value of the
attribute for the given target and returns the value in the attributevalue property
of a AttributeResponse message.
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4.7 Performance Evaluation

In this section we study the performance scalability of messaging-based authoriza-
tion based on our prototype implementation.

4.7.1 Approach

Because a PEP typically blocks a piece of business logic when it asks a remote PDP
for an authorization decision, distributed authorization infrastructures can have a
deep impact on the performance of the services they secure, especially if the PDP
also performs attribute retrieval. We have evaluated the following performance
characteristics of our communication layer prototype:

Throughput The throughput is defined as the number of requests the system
can handle per second.

Response time The response time is the time that elapses between the sending
of a request and the receiving of the corresponding response.

The evaluation studies the behavior of the throughput and response time
characteristics in function of the scale of the infrastructure, as defined by 1)
the number of PEPs 2) the rate at which PEPs generate authorization requests
and 3) the number of destinations or the length of the message selectors. We focus
mainly on increasing the number of PEPs since these components are the triggers
for system load.

In our evaluation, we focus on the performance characteristics of authorization
requests. We have chosen to limit ourselves to authorization requests for two
reasons. First, this evaluates the system from the perspective of the external “user”
of the system, the PEP. Second, the overhead for processing attribute requests is
already included indirectly since each authorization request triggers one or more
attribute requests.

We have eliminated as much external factors and variability as possible by
implementing synthetic PEP, PDP and PIP components that contain dummy
functionality. A synthetic PEP generates random authorization requests at a given
rate as it can from a predefined pool of subjects, actions and resources, instead of
actually being integrated with an existing functional system. Synthetic PEPs also
collect statistics on the response times of authorization requests. A synthetic PDP
simulates policy evaluation by first issuing a specified amount of attribute requests
and then returning a random decision. Finally, a synthetic PIP just returns a
fixed value instead of actually contacting a database or repository. By performing
measurements on these synthetic components, we isolate the performance behavior
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of the communication infrastructure rather than including the overhead of actual
policy engines, applications or databases.

4.7.2 Experimental Setup

Our experimental setup consists of twelve identical nodes that are interconnected
by a 100 Mbps switch. Each node has one 2 GHz Pentium 4 CPU, 512 MB of
RAM and runs a vanilla Kubuntu 10.04 install with the Sun Java 1.6.0 20 Java
Virtual Machine (JVM). The setup is shown in Figure 4.10 and consists of the
following nodes and components:

• Ten Authorization Component Nodes (ACNs) that are dedicated to running
authorization components. Each node can run any type of authorization
component. ACNs are connected to the JMS server via a policy evaluation
network. Additionally, each ACN runs an experiment agent component. This
is a bootstrapping component that is connected to the experiment controller
via a separate management network. An experiment agent instantiates,
runs and destroys components on its ACN and is responsible for collecting
performance measurements of all components deployed on its ACN. An
experiment agent remains instantiated during multiple different experiments.

• One JMS server. We have chosen the most popular open source JMS
implementation: the Apache ActiveMQ server, version 5.3.2. The JMS
server is connected to the policy evaluation network and exclusively routes
authorization and attribute requests. The JMS server runs under the default
configuration, except for one setting. By default, ActiveMQ uses one dedicated
thread per topic. Because topic-based routing uses a large number of topics,
we have changed the setting UseDedicatedTaskRunner to false, which causes
the broker to use one threadpool for all topics instead of one dedicated thread
per topic.

• One Experiment controller node that directs the experiment, deploys and
manages the authorization nodes, and collects the measurements gathered by
the experiment agents. The experiment controller communicates with the
experiment agents on the authorization nodes and directs them to instantiate
the proper authorization components, to start sending authorization requests
and to send back the response time measurements.

Infrastructures are generated based on the following set of parameters:

• nbPEPs, nbPDPs and nbPIPs: The amount of (synthetic) authorization
components that belong to the infrastructure.
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Figure 4.10: The experimental setup.

• nbDedicatedPDPagents: This amount of ACNs will be used exclusively
for deploying PDPs. The rest of the ACNs will contain PEPs and PIPs.
Authorization components are distributed evenly amongst the set of ACNs
that support their type.

• pepRate The maximum rate (in requests per second) at which each individual
PEP generates authorization requests. Requests are generated sequentially:
the next request will only be sent after the arrival of the response for the
previous request.

• nbAttRequests The number of parallel attribute requests each PDP will
make for each incoming authorization request.

To be able to slot the measurements in function of the variable, the results
are obtained by re-instantiating the whole infrastructure for each value of the
variable and measuring the performance of each of those setups individually. The
measurements for each configuration are repeated multiple times to allow them to
stabilize.

Moreover, the message infrastructure itself is parameterized as follows:

• routing The routing algorithm, either topic-based or selector-based.

• nbPartitions This factor is used to simulate the complexity of the config-
uration of the routing mechanism. For topic-based routing, nbPartitions
determines the number of topics that are used. Each PDP consumes the
same fraction of the nbPartitions topics, and each topic is consumed
by exactly one PDP. For selector-based routing, nbPartitions determines
the size of the value domain of the message property that is used in the
message selectors. This artificial message property is assigned to each message
randomly (uniform). Message selectors for PDPs are chosen in such a way
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that each PDP consumes an equally sized partition of the value domain of
the message property used for routing.

4.7.3 Increasing the Request Rate

In this experiment, we consider an infrastructure of a fixed size. We study the
behavior of the performance as the rate with which PEPs send authorization
requests increases. The infrastructure consists of 50 PEPs, 8 PDPs, and 20 PIPs.
The PEP request rate is increased from 1 to 100. Each PDP sends out two parallel
attribute requests per authorization request. The PDPs are evenly distributed
on 4 ACNs, and the PEPs and PIPs are evenly distributed on the other 6 ACNs.
Measurements are repeated for topic-based routing and for selector-based routing.

Because PEPs send their requests sequentially, it is expected that the performance
of the message infrastructure initially drops for increasing PEP rates, and that it
stabilizes when the JMS server becomes saturated.
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Figure 4.11: Throughput for topic-based routing and selector-based routing for
infrastructures with the following parameters: pepRate = 1 to 40 requests/s,
nbPEPs = 50, nbPDPs = 8, nbPIPs = 20, nbAttRequests = 2, nbPartitions =
64.

Figure 4.11 shows a plot of the throughput versus the PEP rate. For low PEP
rates, the throughput is equal to the total incoming PEP rate (nbPEPs×pepRate).
With topic-based routing, the infrastructure achieves a maximum throughput of
around 670 authorization requests per second for PEP rates higher than 13. With
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selector-based routing, the maximum throughput lies around 370 requests per
second. Saturation is achieved for PEP rates greater than 8.

Figure 4.12 shows the mean round-trip time of authorization requests versus the
PEP rate. With topic-based routing, the mean round-trip time of an unsaturated
infrastructure (for pepRate values smaller than 12) lies between 50 and 60 ms.
The fact that the round-trip time slightly decreases in this interval is caused
by the producer-side flow control implemented by ActiveMQ, which slows down
components in case of CPU or memory saturation. Saturation is achieved at a PEP
rate of 13, at which there is a drop in the mean round-trip time of approximately
14 ms. From a PEP rate of 14 onwards, the infrastructure becomes saturated
and the round-trip times steadily increase and stabilize towards a maximum of
approximately 75 ms. If selector-based routing is used, the plot of the mean
round-trip time shows a similar drop when the broker becomes saturated. The
mean round-trip time initially drops until a minimum of 83 ms at a PEP rate of 8
requests per second. For higher PEP rates, the round-trip time steadily increases
to a maximum of approximately 130 ms.

Summary The main conclusion from this experiment is that topic-based routing
scales better than selector-based routing for increasing PEP rates and fixed
infrastructure sizes, both with respect to throughput as with respect to round-trip
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times. The main reason for this observation is that selector-based routing is more
CPU-intensive for the JMS broker. For each message, the broker needs to evaluate
message selectors. With topic-based routing, messages are already sent to a specific
topic and the broker only needs to forward the message to the registered receiver.

4.7.4 Increasing the Number of PEPs

In this experiment, we study how the performance of the authorization
infrastructure scales with the number of PEPs. The infrastructure consists of
8 PDPs and 20 PIPs and a varying number of PEPs, ranging from 1 to 1000 in
steps of 10. The 8 PDPs are evenly distributed over 4 ACNs and the PEPs and PIPs
are evenly distributed amongst the other 6 ACNs. Each PEP sends authorization
requests at a fixed rate of two request per second. Each PDP sends out two parallel
attribute requests per authorization request. The experiment was repeated for the
two implemented routing mechanisms. The nbPartitions parameter is fixed at
64. This means that each PDP consumes 8 topics in topic-based routing or that it
has a selector that consists of 8 comparisons in selector-based routing in addition
to the topic or comparison that is used for unicasting.

As long as the JMS server is able to handle all traffic, it is expected that the
throughput approaches pepRate × nbPEPs. The round-trip time is expected to
increase with the number of PEPs. Moreover, topic-based routing is expected to
be more efficient than selector-based routing, because the runtime evaluation of
the message selectors is more CPU-intensive.

Figure 4.13 shows the throughput measurements for each of the routing mechanisms.
In both configurations, the message infrastructure is able to handle all traffic up
to 140 PEPs. However, from that point on, the throughput for the selector-based
routing starts to degrade rapidly from its maximum of 276 requests per second to
a minimum of 32 requests per second for the largest configuration that was tested.
The topic-based routing mechanism requires much less server-side processing: with
topic-based routing, the infrastructure can handle traffic until the configuration
reaches 350 PEPs, after which it converges to a throughput of approximately 800
authorization requests per second.

Figures 4.14 and 4.15 show the mean and standard deviation of the round trip
times of all authorization requests. Figure 4.15 shows the subrange for 1 to
500 PEPs in more detail. It is clear than with topic-based routing, the message
infrastructure achieves dramatically lower round-trip times than with selector-based
routing. Until configurations with 350 PEPs, the round-trip time increases linearly
with the number of PEPs. From then on, the CPU of the JMS server becomes
the bottleneck and the round-trip times start to increase more rapidly, but still
linearly. With selector-based routing, the round-trip time is initially twice as
large, but at 1000 PEPs, it is more than ten times as long, with a completely
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unacceptable maximum round-trip time of 25 seconds for the largest configuration.
The round-trip time degrades quadratically with the number of PEPs. For the
three largest configurations that were tested, the round-trip measurements were no
longer reliable, which explains the sudden drop.

The main reason for the fact that the selector-based approach scales so badly is
because of the amount of message selectors that are in use, which is equal to the
number of authorization components. For example, in the setup with 1000 PEPs,
the JMS server is loaded with 1028 message selectors. For each message that needs
to be routed, the JMS server needs to evaluate all message selectors. The quadratic
performance degradation is caused by a the fact that a doubling of the amount of
components doubles the message traffic and the amount of deployed filters.
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Figure 4.13: Throughput for topic-based routing and selector-based routing for
infrastructures with the following parameters: nbPEPs = 1 to 1000, nbPDPs = 8,
nbPIPs = 20, pepRate = 2 requests/s, nbAttRequests = 2, nbPartitions = 64.

4.7.5 Increasing the Routing Complexity

In this section we study the performance impact of the complexity of the
configuration of the routing mechanism by fixing the request rate and the size
of the infrastructure and by varying the nbPartitions parameter. Note that
this parameter only applies to interactions between PEPs and PDPs. For topic-
based routing, it controls the number of topics. For selector-based routing, it
controls the size of the value domain of the message property used in the selectors



94 A FLEXIBLE COMMUNICATION INFRASTRUCTURE FOR DISTRIBUTED AUTHORIZATION

 0

 5000

 10000

 15000

 20000

 25000

 30000

 0  100  200  300  400  500  600  700  800  900  1000

R
ou

nd
-tr

ip
 ti

m
e 

(m
s)

Number of PEPs

Topic-based Routing
Selector-based Routing

Figure 4.14: Mean and standard deviation of round-trip times in topic-based routing
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(and, by consequence the length of the selectors of each PDP, which is equal to
nbPartitions/nbPDPs).

To study the influence of the routing complexity, we consider the infrastructure of
Section 4.7.3 that consists of 50 PEPs, 8 PDPs and 20 PIPs, with nbAttRequests=2.
The PEP rate is fixed at 2 requests per second, which lies well below the saturation
point for nbPartitions=64 with both routing mechanisms. The nbPartitions
parameter is varied from 8 to 808 in steps of 80.
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Figure 4.16: Mean round trip times for topic-based routing and selector-based
routing for infrastructures with the following parameters: pepRate = 2 requests/s,
nbPEPs = 50, nbPDPs = 8, nbPIPs = 20, nbAttRequests = 2, nbPartitions = 8
to 808 in steps of 80.

Since the input traffic load lies below the capacity of the message infrastructure, the
achieved throughput is always a fraction smaller than 100 requests/s. The round-
trip times are shown in Figure 4.16. A first observation reconfirms previous results
that topic-based routing outperforms selector-based routing. This remains valid
for all values of nbPartitions. Secondly, the round-trip times with selector-based
routing seem to degrade as nbPartitions increases and with topic-based routing,
they seem to improve for a larger number of partitions. Although the changes are
not significant enough to make strong claims, the trends can be contributed to the
fact that for selector-based routing, each of the 8 PDPs has a message selector with
1 + nbPartitions/8 comparisons, and longer selectors result in longer response
times. With topic-based routing, the improvement is not inherent to the routing
mechanism in general, but is caused by inefficient threading of ActiveMQ with few
topics.
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4.7.6 Conclusion

The performance evaluation confirms our expectations that topic-based routing
scales better to large and more saturated infrastructures than selector-based routing.
In essence, this is contributed to the fact that with topic-based routing, a part
of the routing logic is located at the sender side: the sender (or its endpoint)
must map each outgoing request to a destination. In contrast, with selector-based
routing, all routing logic remains on the server.

4.8 Related Work

To the best of our knowledge, the only body of core related work originates from the
LERSSE group at the University of British Columbia. The idea of using messaging
in distributed authorization infrastructures was first suggested in [30] and was later
worked out in [180, 178].

In the first place, it is important to note that there are several differences in scope
in comparison with our work. First of all, the given work specifically considers
content-based publish/subscribe. The feasibility discussion presented in this chapter
considers messaging in general and also takes into account queue-based messaging
and topic-based publish/subscribe. Secondly, although the given body of work also
studies the performance impact, the main focus lies on using publish/subscribe
to improve the availability of the authorization infrastructure. Thirdly, the given
work only considers the interactions between PEPs and PDPs, whereas our work
specifically focuses on attribute-based policies that require the runtime retrieval of
attributes.

In [178], several specific subscription schemes are proposed to implement routing.
First, response routing is not based on explicit unique PEP identities. Instead, each
PEP must explicitly maintain an outstanding subscription per request instance,
per subject instance or per active subject instance. Alternatively, a more efficient
‘callback’ scheme is proposed that entirely circumvents the publish/subscribe system
for responses and sends them directly in a UDP datagram, using a network address
that is contained in the request. This approach would be unrealistic in an open
service ecosystem since it would require extra support of the underlying network
infrastructure. Conceptually, our response routing approach based on explicit PEP
identities is similar to the callback scheme, with the core difference that it does
not circumvent the messaging system.

Secondly, routing of authorization requests is based on PDP-managed subscriptions.
The authors also propose four PDP-side subscription schemes. In the request-based
scheme, the PDP subscribes to all possible request instances it can evaluate. In the
object-based scheme, the PDP subscribes to all object instances it is responsible
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for. In the hierarchy-based scheme, the subscriptions use the hierarchical naming
scheme of the distributed system. In the application-based scheme, authorization
requests get an extra attribute that specifies the originating application. The PDP
then subscribes to the particular applications it is responsible for.

The instance-based routing schemes (subscription per request, subject or object
instance) use a very large number of subscriptions. As such, these schemes define
a very fine granularity level of PEP-PDP interactions, which is hard to manage
and modify, and scales badly. In an open service ecosystem, such subscription sets
would contain millions of elements it would be impossible to define them upfront.

The hierarchy- and application-based PDP subscription schemes define more coarse
grained interactions. Their applicability cannot be assessed independent from
the concrete deployment environment. However, these grouping concepts can be
generalized to the other routing mechanisms proposed in this chapter. For instance,
it is possible to use the applications of an application-based scheme to define the
destinations of destination-based routing (one destination per application) or the
rules of a content-based router (rules based on the application property).

4.9 Conclusion

In this chapter, we have studied the feasibility of messaging as the connector model
between distributed authorization components. We have introduced a generic
message infrastructure and two general categories of routing. We have implemented
the message infrastructure and two routing mechanisms on top of the JMS API. The
performance evaluation shows that the approach is feasible, although the scalability
heavily depends on the routing mechanism. The main drawback of messaging, is
that its flexibility to make runtime adaptations to interactions must be carefully
managed to keep the infrastructure consistently configured. Because the routing
information is scattered throughout the infrastructure, it is hard to get a consistent
view on the configuration and guarantee its correctness. Therefore, the choice for
messaging must be accompanied by a dedicated approach for management of the
infrastructure in a coordinated way.





Chapter 5

A Comprehensive Management
Architecture for Distributed
Authorization

In Chapter 4, we have documented the feasibility of implementing distributed
policy enforcement on a messaging-based communication infrastructure, both
from a functional point of view, as well as from a performance and flexibility
point of view. Obviously, this increased flexibility can have a negative impact
on the maintainability. Because of the many policy- and application-specific
dependencies between authorization components, it can become hard to ensure that
the configuration of the authorization infrastructure is and remains consistent
over time as the authorization infrastructure evolves. Consequently, policies
might suddenly become unenforceable due to configuration mistakes or changes in
authorization components. Such faults typically cause severe service disruption
and would be costly to recover from.

The contribution of this chapter is an architecture for the management of evolving
authorization components in messaging-based authorization infrastructures and
its prototype implementation. The management architecture offers a single
administration point for managing and changing the application- and policy-
dependent interactions between authorization components. Using lifecycle and
dependency management, the architecture guarantees that configuration changes
preserve consistency. The architecture is designed as a management layer above
the generic message infrastructure that has been presented in Chapter 4.

The management architecture is evaluated by means of an analysis of the
performance of the various (re)configuration operations.

99
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Section 5.1 discusses the requirements for the management architecture. Section 5.2
presents an overview of the architecture. Section 5.3 presents an explicit
representation of policy domain models, which is used in policy specification,
authorization components and dependency management. Section 5.4 defines
policy evaluation contracts, a means to explicitly specify authorization component
dependencies in terms of the policy domain model. Section 5.5 discusses the
management functionality at the side of the authorization components, including the
lifecycle model. Section 5.6 discusses the management service and its management
algorithms in detail. Section 5.7 discusses the prototype implementation and
Section 5.8 presents the performance evaluation. Section 5.9 briefly discusses the
proposed approach, Section 5.10 discusses related work and Section 5.11 concludes
the chapter.

5.1 Requirements

The core goal of the management architecture is to enable administrators to setup
a correctly configured authorization infrastructure and to maintain it under the
changes discussed in Chapter 2. In this section, we discuss the functional and
non-functional requirements for the management architecture in detail.

Functional Requirements

• Configuration of interactions between authorization components. The
architecture must be able to configure the interactions between distributed
authorization components. For each authorization component, it must be
possible to determine which other authorization components must process
the authorization or attribute requests.

• Uniform administration interface. Security administrators need a single and
uniform administration point for the authorization components they manage.
This administration point should provide them with a single and consistent
view of the configuration. This facilitates the interpretation of the current
state of the system and allows the implementation of deliberate changes to
the configuration and composition of deployed authorization components.

• Dynamic reconfiguration To deal with the changes discussed in Chapters 2 and
3, the management architecture must support the dynamic reconfiguration of
the interactions between distributed authorization components. The required
interactions and their evolution can depend on the policies, the business logic
under protection, and the operational environment.

• Fine-grained control over inter-authorization component interactions. An
enabler for the consistency guarantees is that the architecture is able to
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ensure that only the configured interactions can occur. These controls
over the allowed interactions must be fine-grained: it must not only be
possible to configure whether an authorization component can perform
any communication at all or whether it can interact with specific other
authorization components, it must also be possible to restrict which kinds
of authorization and attribute requests can be made, based on the subjects,
actions, resources or attributes to which the requests apply.

• Guarantees on the correctness of configurations. The management archi-
tecture must give guarantees that the configuration and composition of
the authorization components is valid and is able to correctly evaluate all
deployed policies. Such guarantees are desirable in static infrastructures but
they become a necessity for making evolution maintainable.

Non-Functional Requirements

• Scalability of configurations and reconfigurations. The administrative
overhead and the performance overhead of management operations must
scale with the number of involved authorization components and with the
number of inter-component dependencies.

• Maximum availability during reconfiguration. Reconfigurations must cause
minimal disruption to the running authorization infrastructure. For example,
the migration of one PDP to another PDP must cause minimal disruption to
all depending PEPs.

• Interoperability with custom policy domain models. It must be possible to
customize and fine-tune the management architecture to specific operational
environments with their own abstractions, assets and information models.

• Interoperability with business logic. It must be possible to integrate and
manage authorization components that are embedded in or integrated with a
variety of heterogeneous application platforms.

• Interoperability with policy technologies. The management architecture must
remain agnostic of any concrete ABAC languages and deployment strategies
for those policies.

• Security. The management architecture may not introduce unmanageable
security risks.
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5.2 Overview

The management architecture builds on the generic communication infrastructure
discussed in Chapter 4 to manage the interactions between authorization
components. This section presents an overview of the key concepts and components
of the management architecture. Section 5.2.1 presents the logical abstractions
and components of the management architecture. The detailed description of
the architecture that is presented in Sections 5.3, 5.4, 5.5 and 5.6 are structured
according to the top level module decomposition, that is presented in Section 5.2.2.

5.2.1 Logical Overview

Figure 5.1 is a refinement of Figure 4.1 and presents a logical overview of the
management architecture. In the figure, authorization components are logically
grouped by type. Each authorization component can be deployed on a separate
node. The management and policy evaluation channels are both based on the
generic message infrastructure presented in Chapter 4. Although they are shown
as two logically separated channels, it is possible to implement them both on one
and the same shared message infrastructure.

The management architecture consists of three core elements: a service model for
authorization components, policy evaluation contracts and a central management
component.

Service Model In the first place, the management architecture introduces a
service model for authorization components. To be able to control and configure the
interactions between authorization components, the components are not given direct
access to the underlying message infrastructure (endpoints) or its configuration
interface (subscription filters). Rather, each authorization component is isolated
and wrapped by an authorization service, that acts as a management agent and
implements a lifecycle model that controls which policy evaluation traffic can pass
over the interservice port. Moreover, the management architecture provides an API
for writing new authorization services and integrating them with the infrastructure.

Policy Evaluation Contracts A second concept introduced by the management
architecture is the policy evaluation contract. A policy evaluation contract is a
specification of the capabilities and requirements of an authorization component.
The explicit description of these capabilities and requirements is needed for
dependency analysis and consistency checking. In terms of the characteristics
defined in Section 2.2.4, the contract of a PEP describes the interception domain
of the PEP, the contract of a PDP describes both the applicability and required
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Figure 5.1: Overview of the management architecture.

attributes of the PDP, and the contract of a PIP describes the provided attributes
of the PIP.

Centralized Manager Component Third, and most importantly, a centralized
manager component is responsible for managing the configuration and composition
of services. Service management consists of two phases. First, based on the policy
evaluation contracts, the manager calculates dependency graphs for the deployed
services. Using these dependency graphs, the manager ensures that the services can
and will form valid configurations. A configuration is valid if all involved services
interact in such a way that all requirements are met by capabilities. Secondly, if and
only if such a valid configuration can be made, the manager uses the routing facilities
of the underlying communication layer to dynamically interconnect the services.
Once the configuration is stabile and services are correctly interconnected, they
communicate directly with each other without any interference of the manager and
with minimal interposition of the service lifecycle model. The manager supports two
main types of dynamic reconfigurations. First, services can trigger contract updates
to notify the manager of changes to their interception domain, their applicability
or to their required or provided attributes. Secondly, service migration allows the
dynamic replacement of a set of PDPs and/or PIPs by another set with minimal
disruption to all depending services.
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5.2.2 Main Module Decomposition

The management architecture is decomposed in five top-level modules. These
modules and their dependencies are shown in Figure 5.2.

• The Model module contains two submodules and offers support for basic
management constructs that are shared amongst authorization components
and the manager. First, the Policy Domain Model module offers support for
the explicit representation and specification of policy domain models. This
module provides interoperability with different domain models. Policy domain
models and their support by the PDM module are discussed in Section 5.3.
The Contract module, discussed in Section 5.4, contains all logic related to
contract representation and processing. Contracts are represented in terms
of a specific PDM. Therefore, the contract module depends on the PDM
module.

• The Service module (Section 5.5) provides the abstraction of authorization
services and their lifecycle model. It contains all PEP-, PDP-, and PIP-side
runtime glue code that is required for service management and execution.

• The Service API module is the programming interface towards implementors
of authorization components. It is introduced in Section 5.5 and its practical
use is discussed in more detail in Chapter 6.

• The Manager module discussed in Section 5.6 contains the management logic
and algorithms that are offered by the Manager component. To simplify
the design, we have chosen to reuse the distribution layer for management
traffic. Alternative distribution layers are possible, as long as they support
unicasting and broadcasting. The Service and Manager modules are the only
modules that are allowed to use the distribution layer. Figure 5.2 shows the
class of all authorization service implementations as one single module that
is called the Service Implementation module.

5.3 Policy Domain Model Specification

The Policy Domain Model is the authorization-centric abstraction layer that
overlays the infrastructure and hides implementation-level elements such as classes,
components and methods from the policy specifier. The PDM module provides
interoperability of the management architecture with concrete environments and
applications. The PDM consists of type definitions for subjects and resources and
specifies their security-relevant attributes and security actions. The PDM is not a
new concept. It is equivalent to the ACI introduced by Verhanneman [175], who
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Figure 5.2: Uses view of the modules of the management architecture.

demonstrated that it is feasible to construct such a model and map it to an evolving
environment.

The PDM module has two concrete responsibilities. First, it offers a language for
specifying policy domain models. Secondly, it offers data structures to represent
the elements of a PDM: subject and resource types and their instances. The
remainder of this section discusses PDM module. First, in Section 5.3.1, we present
a definition of the PDM concept based on set theory. This definition is different
from the ACI in some specifics, but has the same goal. Section 5.3.2 focuses on the
interfaces of the PDM module and discusses the XML-based PDM specification
language.

5.3.1 Definition

In this section, the concept of a PDM specification is introduced. A PDM
specification is a precise definition of a policy domain model and is defined as a
tuple < ATT, D, dom, ST, atts, AT, param, RT, attr, actions > in which:

• ATT is a set of unique attribute types. Each attribute type is identified by a
unique name, such as birthdate, balance or owner.
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• D is a set that holds value domains for attribute types. In practice, domains
often correspond to primitive datatypes, but they can also be more complex
(structured data types) or more restrictive (e.g. strings that match a specific
pattern).

• dom : ATT → D : a 7→ dom(a) is a function that maps each attribute type
to its domain, e.g. dom(birthday) = Date indicates that the domain of the
birthday attribute is the set of dates.

• ST is a set of subject types. A subject type represents a class of subjects
with identical attribute types.

• atts : ST → P(ATT ) is a function that maps each subject type to a set of
attribute types (including the empty set). The function atts defines which
attributes belong to each subject type. If atts(st) contains attribute type a,
we use the notation s.a to identify that particular specified attribute.

• AT is a set of action types. An action type is a specification of an operation.
Intuitively, an action type corresponds to a permission. It is a high-level
representation of a right to do some security-relevant action.

• params : AT → P(ATT ) is a function that maps each action onto its specified
formal parameters. Formal parameters are treated as attribute types. We
denote the params relation using the usual notation with parentheses. For
example, if an action type deposit is mapped on {amount}, it is noted as
deposit(amount). Note that because params is defined as a function over
AT , action types cannot be overloaded.

• RT is a set of resource types. A resource type models a class of protectable
assets with similar actions and attributes.

• attr : RT → P(ATT ) is a function that maps each resource type onto its
associated set of attribute types. Similarly to the function atts, we use the
notation r.att to denote the specific association of att with r.

• actions : RT → P(AT ) is a function that maps each resource type onto its
associated set of action types. The similar notation r.a is used to identify
action type a belonging to actions(r).

5.3.2 Specifying Policy Domain Models

The security administrator is responsible for specifying a PDM that fits the security
and policy requirements and that can be mapped on the operational environment.
Because a PDM specifies elements at a high level of abstraction, it is much more
stable than the implementation-level artifacts on which the elements are mapped.
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Nevertheless, it is possible to introduce new types of subjects, actions, resources
and attributes by extending and updating the PDM specification and implementing
its mapping.

To allow the specification of custom PDMs, we have defined an XML-based language
that allows the specification of arbitrary policy domain models. Listing 5.1 briefly
introduces this language by means of a simple example specification. Attribute
types and action types are not defined explicitly. Rather, they are defined inside
subject and resource definitions. Note that newly defined subject and resource
types can themselves be used as domains of attribute types. This is the case for the
owner attribute and the destination attribute. These attributes are interpreted
as references to specific subject or resource types. Furthermore, the language
supports the specification of an inheritance relation for subject and resource types
using the extends attribute. This relation implies that a given type inherits all
members (attributes and actions) of its parent.

Listing 5.1: Example PDM specification
<model ... >

<subjects >
<subject name=" webuser ">

<attribute name="role" type="role"/>
<attribute name=" logintime " type=" timestamp "/>
<attribute name=" firstname " type=" string "/>
<attribute name=" lastname " type=" string "/>
<attribute name=" location " type=" GPSCoordinate "/>

</ subject >
</ subjects >
<resources >

<resource name=" account ">
<attribute name=" balance " type="int"/>
<attribute name=" owner " type=" webuser "/>
<action name="read"/>
<action name=" deposit ">

<attribute name=" amount " type="uint"/>
</ action >
<action name=" withdraw ">

<attribute name=" amount " type="uint"/>
</ action >
<action name=" transfer ">

<attribute name=" amount " type="uint"/>
<attribute name=" destination " type=" account "/>

</ action >
</ resource >

</ resources >
</ model >

We often represent a specific PDM intuitively by means of a class diagram. Such a
diagram for the PDM of Listing 5.1 is shown in Figure 5.3.
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+ read
+ deposit(amount : uint)
+ withdraw(amount : uint)
+transfer(amount : uint,destination : account)

+ balance : int
+ owner : webuser

<<resource>>
account

+ role : role
+ logintime : timestamp
+ firstname : string
+ lastname : string
+ location : GPSCoordinate

<<subject>>
webuser

Figure 5.3: Example of a class diagram for the example PDM of Listing 5.1.

5.3.3 Interfaces and Functionality of the PDM Module

The PDM module is a basic utility module that lets other modules work with PDM
specifications. It offers its functionality via two distinct interfaces:

Specification Interface This interface provides functionality for specifying,
parsing and loading domain models using the language defined in Section 5.3.
The current design requires that the file that specifies the PDM is shared
amongst and parsed on all managed nodes. This can be optimized using a
repository.

PolicyDomainModel Interface Via this interface, the PDM module gives client
modules access to data structures to represent elements of a previously
specified and loaded PDM model. These elements fall in two categories:
types and instances. Types are the elements of a loaded PDM specification.
The interface allows the querying of types based on their specified names
and allows the inspection of member types (e.g. the attributes defined for a
resource). Instances are particular instantiations of subject, action, attribute
and resource types. Each instance adheres to its type in the sense that it can
only have attributes that are specified by its type.

5.4 Policy Evaluation Contracts and Dependency
Analysis

One of the key design principles of the management architecture, is that it makes
authorization dependencies explicit in order to validate the consistency of the
configuration of the authorization infrastructure. A policy evaluation contract,
referred to as a contract when clear from the context, is a software contract
between the implementation of an authorization component and the authorization
infrastructure that lists what the service implementation provides towards and



POLICY EVALUATION CONTRACTS AND DEPENDENCY ANALYSIS 109

what it requires from the infrastructure. Intuitively, a contract can be compared
with required and provided interfaces of a software component, but then expressed
in terms of policy-level abstractions defined in a PDM.

Section 5.4.1 defines policy evaluation contracts in detail. Based on the abstract
definition of policy contracts, Section 5.4.2 discusses the structure and meaning of
policy evaluation contracts for the three concrete types of authorization components.
Contracts are closely related to the characteristics of authorization components
defined in Section 2.2.4. Section 5.4.3 defines operations on contracts and in
Section 5.4.4, the mapping of a set of contracts into a dependency graph is discussed.
Finally, Section 5.4.5 briefly describes the contract support offered by the Contract
module.

5.4.1 Generic Definition

Policy evaluation contracts are associated with authorization components. A
contract lists the class of authorization or attribute requests the service is expected
to process and those it assumes to be provided by the authorization infrastructure.
These classes are expressed in terms of a specific PDM.

Policy evaluation contracts are defined by the following sets:

Universe of contract elements (set U) The set of all possible elements of
contracts. Each contract element specifies a single authorization dependency.
The universe U consists of a subset of the elements of a PDM specification.
Specifically, it consists of all tuples of the functions atts, attr, and actions.
We use the dot-notation to identify elements of U . For instance, if attr holds a
tuple (account, {balance, owner}), we use the notation account.balance and
account.owner.

Attribute and action sets (sets Uatt and Uazn ⊂ U) The subsets of subject
and resource attributes and actions.
Uatt = {x.y : x ∈ ST and y ∈ atts(x), or x ∈ RT and y ∈ attr(x)}
Uazn = {x.y : x ∈ RT and y ∈ actions(x)}

Type (set T ) The set of possible types of atomic contracts. There are two types
of contracts: attribute contracts (defined by the att type) and authorization
contracts (defined by the azn type).
T = {att, azn}

Type Domain (function d) The function that maps each type into a set of
allowed values, called the domain for the type.
d : T → P(U) : att 7→ Uatt and azn 7→ Uazn
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(Atomic) Contracts (set C) An atomic contract specifies a number of required
and provided dependencies (a contract cannot specify a dependency upon
itself). The set of atomic contracts C is defined as follows:
C ⊆ {(t, R, P )|(t, R, P ) ∈ T × P(U)× P(U), R, P ⊆ d(t), R ∩ P = ∅}
An atomic contract is called atomic because it cannot be composed of other
contracts.
R and P are sets that define the required and provided contract elements.
We denote an atomic contract (t, R, P ) as ct(R, P ).
For instance, cazn({document.read}, ∅).

Type/Required/Provided functions (type,R,P ) These functions map a con-
tract onto its type, required set and provided set components:
type : C × T : ct(X, Y ) 7→ type(ct(X, Y )) = t
R : C × P(U) : ct(X, Y ) 7→ ct(X, Y ).R = X
P : C × P(U) : ct(X, Y ) 7→ ct(X, Y ).P = Y

Attribute/Authorization contracts (Cazn and Catt) These sets partition C
into the sets of contracts with the same type and are defined as follows:
Cazn = {x ∈ C|type(x) = azn}
Catt = {x ∈ C|type(x) = att}
Authorization contracts express dependencies that concern authorization
requests and attribute contracts express dependencies that concern attribute
requests

Composite Contract (set Cc) A composite contact is a tuple one authorization
contract and one attribute contract. The set of composite contracts Cc is
defined as follows:
Cc ⊆ Cazn × Catt

Elements in Cc are denoted by {x, y}c.

Required/Provided functions for composite contracts (Rc/Pc) These func-
tions map a composite contract onto its required set and provided sets:
Rc : C × P(U) : {c1, c2}c 7→ c1.R ∪ c2.R
Pc : C × P(U) : {c1, c2}c 7→ c1.P ∪ c2.P
Instead of Rc and Pc, we simply use R and P in the rest of this text if it is
clear from the context which function is intended.

We have developed a simple XML-based language for specifying contracts. We have
chosen XML because it facilitates the implementation of contract transformations
and contract generation based on other XML artifacts such as policies or XML-
based interface description languages (e.g. WSDL or WS-Policy). The grammar of
the language is straightforward and self-describing except for two minor details.
First, the language allows the contract specifier to name contracts. Secondly, all
contract items (elements of the set U) are identified by their name in dot-notation.
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The example contracts discussed in Section 5.4.2 illustrate the language in more
detail.

5.4.2 Authorization Contracts for Specific Types of Authoriza-
tion Components

PEP Contracts

A PEP provides no functionality to other authorization services. It only requires
decisions for the authorization requests it makes. The contract of a PEP is an
explicit and exact specification of its interception domain, expressed in terms of
the actions on resource types of a PDM. Therefore, PEPs are always associated
with an atomic authorization contract with an empty provided part.

The PEP contract materializes two important assumptions. First, the PEP
implementation can assume that all sent requests within the required part of
the contract will be handled appropriately by an authoritative PDP. The PEP
implementation does not need to know a destination for the request. Only the
action and resource type must be explicitly included in the request. Based on
those properties, routing is performed automatically by the preconfigured message
infrastructure. Secondly, the authorization infrastructure can assume that the PEP
implementation adheres to its contract and that it will intercept all and only those
access attempts specified in its contract.

Listing 5.2: Example PEP contract
<contract name=" HomebankingSite ">

<authorizationcontract >
<required >

<item >Account . getBalance </item >
<item >Account . withdraw </item >
<item >Account . deposit </item >

</ required >
</ authorizationcontract >

</ contract >

PDP Contracts

PDPs provide authorization decisions to PEPs and, at the same time, require
attributes from PIPs. Towards PEPs, PDPs offer the evaluation of policies for
all authorization requests within their applicability. From PIPs, PDPs require
attribute values for the attributes that are required in the policies. The contract
of a PDP expresses both the applicability and the required attributes for a PDP.
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Therefore, PDPs have a composite contract that consists of (1) an authorization
contract with an empty required part and (2) an attribute contract with an empty
provided part.

A PDP contract allows us to make two assumptions. First, the attribute contract
of the PDP expresses that the PDP implementation can safely assume that all
attribute requests for the specified attribute types will be evaluated by a PIP that
is responsible for that attribute. The PDP does not need to know which PIP
will handle its requests. Second, the authorization contract expresses that the
authorization infrastructure can assume that the PDP implementation will make
an applicable policy decision for all authorization requests that fall within the
range specified by its contract. The PDP implementation may not evaluate any
other request.

There are two ways of looking at the relation between the contract of a PDP
and the policy that is loaded in the PDP. First, the contract can be regarded
as a static artifact that specifies constraints for the policy specifier. It limits
the possible resources, actions and attributes that can and may be used by the
policy specifier when defining policies for a particular PDP. Alternatively, the
contract can be regarded as a dynamic artifact that presents an abstract view on
the currently loaded policy that contains only the information about that policy
that is relevant for the distributed authorization infrastructure. In our opinion, the
latter view is more interesting because of its inherent capability of dealing with
changes, especially if the contract can be extracted automatically from the policy.
We have developed such an automatic transformation of a class of XACML policies
that explicitly specifies its applicability in terms of a PDM.

Listing 5.3: Example PDP contract
<contract name=" AccountPDP ">

<authorizationcontract >
<provided >

<item >Account . getBalance </item >
<item >Account . withdraw </item >
<item >Account . deposit </item >

</ provided >
</ authorizationcontract >
<attributecontract >

<required >
<item >Account . balance </item >
<item >Account . owner </item >

</ required >
</ attributecontract >

</ contract >
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PIP Contracts

PIPs only provide attribute retrieval functionality to PDPs and do not require
functionality of other authorization services. Therefore, PIPs have an atomic
attribute contract with an empty required part. A PIP contract obliges the PIP
implementation to offer the values for all stated attribute types. Listing 5.4 shows
an example of a PIP contract.

Listing 5.4: Example PIP contract
<contract name=" AccountDatabasePIP ">

<attributecontract >
<provided >

<item >Account . balance </item >
<item >Account . owner </item >

</ provided >
</ attributecontract >

</ contract >

5.4.3 Contract Matching and Satisfaction

The manager uses all published policy evaluation contracts to calculate dependencies
between authorization components and to guarantee that each required contract
item is fulfilled by at least one provided item. In this section, we define a contract
matching function. Theoretically, this function is used to precisely define the
consistent configuration states. In practice, it is used extensively by the manager
for dependency management and analysis. The matching operation takes a set
of contracts as input and returns a single consolidated contract as output. This
consolidated contract contains the union of all provided elements in the set and all
required items that are not provided by at least one contract in the set.

Definitions

Atomic Contract Matching (⊕a) is defined as a function that maps two atomic
contracts of the same type into a new contact in which the required and
provided parts are cross-matched with each other:

⊕a : C × C → C : (ct(R1, P1), ct(R2, P2)) 7→ ct(R3, P3), with R3 =
(R1 ∪R2) \ ((R1 ∩ P2) ∪ (R2 ∩ P1)), with P3 = P1 ∪ P2 and with t ∈ T .

Composite Contract Matching (⊕c) The matching of two composite contracts
is defined as the atomic matching of its children:
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⊕c : Cc × Cc → Cc : ({c1, c2}c, {c3, c4}c) 7→ {c1 ⊕a c3, c2 ⊕a c4}c.

Contract Matching (⊕) In general, contract matching is defined as follows:
⊕ : (C ∪ Cc)× (C ∪ Cc)→ (C ∪ Cc) : (c1, c2) 7→ c1 ⊕ c2, which is defined as
follows:

• If c1, c2 ∈ C then
– If type(c1) = type(c2) then c1 ⊕ c2 = c1 ⊕a c2.
– Else, if type(c1) = azn then c1 ⊕ c2 = {c1, c2}c.
– Else, if type(c1) = att then c1 ⊕ c2 = {c2, c1}c.

• If c1, c2 ∈ Cc then c1 ⊕ c2 = c1 ⊕c c2.
• If c1 ∈ C and c2 ∈ Cc then

– If type(c1) = azn, c1 ⊕ c2 = {c1, catt(∅, ∅)}c ⊕c c2.
– If type(c1) = att, c1 ⊕ c2 = {cazn(∅, ∅), c1}c ⊕c c2.

• If c1 ∈ Cc and c2 ∈ C then c1 ⊕ c2 = c2 ⊕ c1.

Thus, if the contracts are both atomic or composite, the atomic or composite
matching is taken, and else the result is a composite contract in which the
compatible contacts are matched atomically.

Contract satisfaction (function sat∗) A contract is satisfied if it does not have
any required items:

sat∗ : (C ∪ Cc) → {true, false} : c 7→ true if c.R = ∅, and c 7→ false
if c.R 6= ∅

Contract set satisfaction (function sat) A set of contracts is satisfied if the
matching of all its elements is satisfied:

sat : P(C ∪ Cc)→ {true, false} : c1, c2..., cn 7→ sat∗(c1 ⊕ c2 ⊕ ...⊕ cn)

Examples We illustrate the previous definitions by means of two examples. Let
cpep,cpdp and cpip be the contracts of respective Listings 5.2, 5.3 and 5.4. The set
{cpep, cpdp} is not satisfied because the matching of its elements has a non-empty
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required part:

cpep ⊕ cpdp ={
cazn(∅, {Account.getBalance, Account.withdraw, Account.deposit}),

catt({Account.balance, Account.owner}, ∅)
}

c

However, {cpep, cpdp, cpip} is satisfied because all provided parts of the matching of
its elements are empty:

cpep ⊕ cpdp ⊕ cpip ={
cazn(∅, {Account.getBalance, Account.withdraw, Account.deposit}),

catt(∅, {Account.balance, Account.owner})
}

c

5.4.4 Dependency Graphs

Based on a set of authorization services S = s1, ..., sn and their associated contracts
SC = cs1 , ..., csn

, it is straightforward to construct a dependency graph. The nodes
of such a dependency graph correspond to the services and there is one directed
edge per item that is required by one service and provided by the other service.
More specifically, the dependency graph is defined as a directed graph (V, E) for
which:

• V = S

• E = {(v1, v2, e)|∃v1, v2 ∈ S such that e ∈ cv1 .R and e ∈ cv2 .P}

Figure 5.4 shows an example of such a dependency graph for the pep, pdp and pip
services of the running example and their associated contracts listed in Listings
5.2, 5.3 and 5.4. It can be seen that there is a one edge per domain model element
mentioned in the contracts. Because of the constraints for contracts of PEP, PDP
and PIP services, the dependency graph will always be acyclic.

5.4.5 Interfaces and Functionality of the Contract Module

The contract module offers other modules facilities to work with policy evaluation
contracts. The contract module offers one single Contract Interface, that offers
data structures for representing contracts, algorithms for performing operations
on contract (composition and satisfaction), constructing dependency graphs and
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pep pdp pip

Account.balanceAccount.getBalance

Account.owner

Account.withdraw

Account.deposit

Figure 5.4: Example dependency graph for three services with the contracts of
Listings 5.2, 5.3 and 5.4.

parsing facilities for contracts that are specified in the XML-based language. It is
also possible to check whether a contract is compliant with a previously specified
PDM (e.g. to verify whether a specified required or provided attribute or action
effectively belongs to the PDM). Therefore, the Contract module depends on the
PolicyDomainModel interface of the PDM module.

5.5 Service Model

In this section, the service and lifecycle model for authorization components is
presented in detail. Section 5.5.1 defines authorization services. Section 5.5.2
presents the API for developing authorization components. Section 5.5.3 introduces
the management interface of services. In Section 5.5.4, the state machine is
presented that defines the lifecycle of authorization services. Section 5.5.5 maps the
service management interface to routing configurations based on subscription filters.
The section is finalized in Section 5.5.6 by a brief description of the structure and
interfaces of the service module.

5.5.1 Definition

The authorization service is the core management abstraction for authorization
components in our middleware.1 Each authorization component that is involved
in policy evaluation (PEPs, PDPs and PIPs) is represented as a service at the
level of the management architecture. A service functions as a management agent
that configures the interactions to and from an authorization component. We
use the term authorization service to refer to the logical manageable entity and
service implementation to refer to the module that contains the actual enforcement,
decision or attribute retrieval functionality. Services communicate indirectly with
each other over the message infrastructure.

1In the architectural description, we often use the term service instead of authorization service
for brevity.
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Figure 5.5: Logical view of services, their implementations and their dependencies.

Figure 5.5 shows a logical view of authorization services. Each service is associated
one to one with a service implementation component. The implementation contains
the effective authorization-related logic of the service. More specifically, the
implementation of a PEP component contains the integration or interception logic
that generates authorization requests. For a PDP, the implementation component
wraps a policy engine, and for a PIP, the implementation component wraps a data
source such as a repository, a database or an application-level component or service.

As can be seen in Figure 5.5, the service and its implementation depend on each
other via the ServiceImplementation and ServiceContext interfaces. These
interfaces are defined by the Service API. The API is method-based and shields the
developer of service implementations from all message-based communication and
management functionality. To the service implementation, the service functions as a
proxy of all required authorization components (via the ServiceContext interface).
Vice versa, to the service, the implementation functions as a method-based PEP,
PDP or PIP (via the ServiceImplementation interface).

A service itself has two core responsibilities. First, it functions as a bidirectional
adapter between the method-based API and the message-based communication
layer. More specifically, authorization and attribute requests that are received
via the communication layer (via the InterService interface are mapped to
their corresponding methods of the API and outgoing requests made by the
implementation via the ServiceContext interface are mapped to and sent as
messages of the communication layer. Secondly, a service functions as a management



118 A COMPREHENSIVE MANAGEMENT ARCHITECTURE FOR DISTRIBUTED AUTHORIZATION

agent for its implementation. To this end, it provides a management interface on
the communication layer that is used by the Manager component. Services follow
a strict lifecycle model that restricts the allowed activities and protocols of their
implementation components.

Services have two associated policy evaluation contracts. The capability contract
expresses what the service requires and maximally provides. The manager can
deploy the service with less capabilities than it advertises in its capability contract.
To this end, it assigns a deployed contract to the service. This is equivalent to the
capability contract, but its provided part is a subset of the provided part of the
capability contract. The manager component uses the contracts of all connected
services to implement management algorithms that safely bring the system to a
consistent state.

5.5.2 Service API

The Service API shields implementors from all common complexities that arise
from service management and the use of message-based communication. Figure 5.6
shows the interfaces and classes of the Service API. The two central interfaces of
the API are ServiceImplementation and ServiceContext. The former interface
captures authorization logic that is provided by the implementation to other services.
The latter interface is a proxy for all authorization logic that is provided to the
implementation by other services.

The ServiceImplementation interface captures all policy evaluation logic and
is implemented by all implementations. This interface inherits from the
Authorization and Information interfaces, which are equivalent to the interfaces
defined in Section 2.2.4, and the additional PolicyManager interface. This latter
interface must be implemented by PDP implementations and allows the Manager
component to perform basic policy management and distribution. The loadPolicy
operation is explained in detail in Section 5.6. The ServiceImplementation
interface contains all combined service logic because all service types are treated
equally by the underlying container. The abstract subclasses PEP, PDP and PIP hide
the operations that are not relevant for the corresponding types of authorization
components: PEP implementations cannot implement any logic because they are
only service consumers, PDP implementations provide the isAuthorized operation
and the loadPolicy and getPolicy operations, and PIP implementations provide
the getAttribute operation.

The ServiceImplementation interface defines an operation getServiceContext()
which returns a ServiceContext object that lets implementations make requests
to other services. The ServiceContext inherits from both the Authorization
and Information interfaces. Additionally, the interface inherits from the
ServiceManager interface. This interface consists of one method that lets
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Figure 5.6: Service API.

implementations advertise their contract. Note that the ServiceContext interface
is agnostic of the identity of the providing or receiving service. All routing is
configured by the management architecture.

The part of the API that is visible to a service implementor is indicated by
the dashed rectangle on Figure 5.6. In summary, to implement a service, the
developer must inherit from one of the PEP, PDP or PIP classes and implement the
abstract methods with its service logic. To use functionality of other services, the
implementor uses the context returned by the getServiceContext() method.

For more concrete examples of PEP, PDP and PIP implementations that are
developed using the Service API, we refer to Listings 6.1, 6.2 and 6.3.

5.5.3 Management Interface

Each service has a dedicated management interface that is used by the Manager
component to perform management tasks. Like the InterService interface,
the management interface is also exposed and accessed via the communication
layer. It is possible to either share the same communication layer instance for
management and interservice interactions, or to use physically isolated instances.
Most management functionality is hidden from service implementations. The
provided management functionality by services is shown in Listing 5.5.

The getServiceDescriptor operation returns a ServiceDescriptor record,
which describes the name, the state and the capability and deployed contracts of
the service. The deploy, undeploy, activate and deactivate operations trigger
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Listing 5.5: Management interface of services
interface Management {

ServiceDescriptor getServiceDescriptor ();
deploy ( contract );
undeploy ();
activate ();
deactivate ();
loadPolicy ( policy );

}

state changes in the service. They are explained together with the service state
machine in Section 5.5.4.

The management architecture does not hide all management activity from
implementations because some aspects are policy- or PDM-dependent. In the
first place, implementation components are responsible for 1) specifying their
capabilities and requirements in a capability contract and 2) for publishing the
capability contract via the updateContract operation of the service context.
Implementations must do so before they are allowed to make service invocations. If
a contract of an implementation changes, the implementation must also notify the
management architecture via the updateContract operation. These two operations
are forwarded by the service to the manager component.

PDP implementations must also implement the two policy management operations
of the PolicyManager interface (see Figure 5.6). Via these operations, the PDP
must provide the inspection and loading of policies. If a policy change made by
the loadPolicy operation also triggers a contract change, the implementation
is responsible for advertising its changed contract by means of invoking the
updateContract operation on the service context.

5.5.4 Service Lifecycle

Services follow a specific lifecycle model that defines a set of states that each limit
the allowed functionality and communication of services. The lifecycle model is
shown in the state machine diagram in Figure 5.7. Upon creation, services start in
the disconnected state, in which they cannot communicate over the communication
layer at all. The connect operation is invoked by the service container (see
Section 5.5.6) to connect the service to the communication layer under a particular
name. This moves the service to the connected state. The disconnect operation
again disconnects the service from the communication layer.

The connected state is a composite state that consists of four sub-states. The
service implementation can only communicate via its InterService interface when
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Figure 5.7: State machine diagram of service states (UML).

it is in the active state. Otherwise, all incoming and outgoing traffic is blocked.
Initially, a connected service is in the unregistered state. An unregistered service
is not known by the manager component. Therefore, unregistered services also
do not respond to operations of the management interface. In order to go to
the registered state, the service must broadcast its initial capability contract in a
hello message. Once the service is registered, it can be managed by the manager
component. Based on the initial contract, the manager deploys the service with a
deployed contract. This is a policy evaluation contract of which the provided part
is the subset of the initially advertised contract that can effectively be used by
other services. Before the service can execute the inter-service protocol, it must be
activated by the manager via the activate operation.

In the registered ,deployed and active states, the service can send an updateContract
message to notify a change in the base contract. A contract update does not directly
trigger any state changes. However, the manager will respond to the update with a
series of appropriate management commands that do cause state changes to bring
the service to a safe state.
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5.5.5 Message Routing

At the messaging level, two protocols are used: the interservice protocol and the
management protocol, that correspond to the two similarly named interfaces of
services.2 Each message on the communication layer is tagged with the protocol
to which it belongs. Moreover, each request of the interservice protocol is tagged
with a contract item property that contains the action identifier in case of an
authorization request or the attribute identifier in case of an attribute request.

In the unregistered, registered and deployed states, the endpoint of the service is
subscribed under a filter that only accepts messages from the management protocol
that are specifically directed to them. Listing 5.6 shows an example of a subscription
filter in the aforementioned states for a basic service called ‘DocumentPDP’ that
encapsulates a policy engine responsible for evaluating document policies. State-
based restrictions within the management protocol are not implemented using
filters because they are part of request-response messages that expect the returning
of a fault in case that the service is in the wrong state.

Listing 5.6: Example PDP subscription filter in unregistered, registered and
deployed substates.
protocol ='MANAGEMENT ' AND destination ='DocumentPDP '

Message routing for messages of the interservice protocol is performed based on
the deployed contracts. Upon service activation, the subscription filter of the
associated endpoint is updated to include messages of the interservice protocol that
concern elements of the contract. For instance, suppose that a PDP is deployed
with the contract of Listing 5.3. Listing 5.7 shows the updated subscription filter
after activation. From then on, the service receives authorization requests from
the message infrastructure and it will forward them to the implementation. When
the service is deactivated, the subscription filter is again updated to the previous
version. Thus, routing is implemented at the service side but it is triggered and
managed by the manager component by service deployment and activation.

5.5.6 Service Module

Authorization services only exist logically. All core functionality of services that is
not provided by the communication layer or by the service implementations is offered
by the service module. The service module provides a container component that
functions as an execution environment for one or more services, similar to the way

2Recall that we have chosen to reuse the distribution layer for management traffic between
authorization services and the manager.
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Listing 5.7: Example PDP subscription filter after activation
( protocol ='MANAGEMENT ' AND destination ='DocumentPDP ') OR
( protocol ='INTERSERVICE ' AND (

contract_item ='Account . getBalance ' OR
contract_item ='Account . withdraw ' OR
contract_item ='Account . deposit ')

)

in which a component container offers an execution environment for components.
Each authorization component is associated with exactly one container. Each
container can host many services and all glue code and management code is shared
amongst deployed services. Figure 5.8 shows a component and connector view of
the Container module.

Towards service implementations, the container provides an implementation of
the ServiceContext interface. It depends on service implementations via the
ServiceImplementation interface of the Service API. The container module
depends on the communication infrastructure. It uses one Endpoint instance
per hosted implementation component. Moreover, it uses the Representation,
Handling and Construction interfaces of the Messaging module of the communi-
cation layer for messaging-related utility functionality (not shown in Figure 5.8).

Internally, a container is decomposed in three subcomponents. The Service
Engine is the core component of the container that keeps track of all hosted
implementations, their state and their associated contracts. It is typically
instantiated once per host. The service engine provides three interfaces. The
Send interface, mimics the Sender interface of an endpoint, but it filters out the
messages that are not allowed by the state of the service and raises an exception in
such cases. Messages that are allowed according to the service state are forwarded
to the endpoint of the service. The API Adapter maps the ServiceContext
interface to the Send interface. That is, it maps all invocations made by the service
implementation on the ServiceContext to the sending of a message.

Furthermore, the service engine provides a InterService interface, that mimics
the ServiceImplementation interface and contains all authorization-related
invocations between services (authorization and attribute requests). The service
engine forwards incoming requests to the service implementation under the condition
that they are allowed according to the service state. Via the ServiceManagement
interface, shown in Listing 5.5, the service engine deals with management
commands that originate from the Manager component (typically state changes).
The MessageHandler maps incoming messages to invocations on either the
InterService interface or the ServiceManagement interface. Management
operations that are implemented by the service implementation are forwarded
via the ServiceImplementation, al other management commands are dealt with
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Figure 5.8: Component and connector view of the service module.
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internally.

5.6 Service Management

The manager is the central administration point for services. Once a service
becomes connected to the communication infrastructure and publishes its contract,
the manager is responsible for all management tasks such as service activation and
deactivation, and policy deployment in case of PDP services.

Section 5.6.1 briefly discuss the interfaces and provided functionality of the manager.
Section 5.6.2 discusses the basic management operations, including component
deployment, undeployment, activation and deactivation. Section 5.6.3 discusses
the reconfiguration algorithms that realize contract updates, policy loading and
service migration.

5.6.1 Interfaces

The manager has two provided interfaces and one required interface that are directly
concerned with management. These interfaces, and the dependencies from and
with related components are shown in Figure 5.9.

First, the manager offers its management functionality to administrative clients via
the ServiceAdministrationAPI interface, of which a simplified version is shown
in Listing 5.8. This interface consists of (1) get-operations for inspecting the
current configuration, including the names, contracts and states of all registered
services and (2) operations that modify the configuration of the infrastructure.
The semantics of the former class of operations is straightforward. The operations
for state management and reconfiguration are the topic of discussion of the rest of
this section.

Manager

ServiceManager

AdministrationAPI

Admin ClientService

Management

Communication Layer

Direct

Figure 5.9: Component diagram of the management-related interfaces of the
manager component and related components.

Second, the manager depends on the Management interface that is provided by
services. This interface is presented in Section 5.5 and its signature is shown in
Listing 5.5. Communication between the manager and the management interface
of services happens over the message infrastructure. Services also send out specific



126 A COMPREHENSIVE MANAGEMENT ARCHITECTURE FOR DISTRIBUTED AUTHORIZATION

Listing 5.8: Administrative interface of the Manager towards administrative clients
interface ServiceAdministrationAPI {

// inspection
ServiceDescriptor getServiceDescriptor ( service );
String getServiceState ( service );
Contract getDeployedContract ( service )
int getNbServices ();
String [] getServices ();
// basic management
deploy (service , contract );
undeploy ( service );
activate ( service );
deactivate ( service );
// reconfiguration
loadPolicy (service , policy );
migrate ( activeService , deployedService );

}

management requests to the manager component. The ServiceManager interface
defines these interactions. Such requests are automatically routed to the manager
and services do not need to depend on a specific manager instance.

5.6.2 Basic Management

The basic management operations are used to manage service states. The
deployment and undeployment primitives are discussed first and are used to assign
or remove the deployed contract of a service. Service activation and deactivation are
discussed next. These operations are more complex since they enforce an invariant
that ensures that the configuration of all active services is consistent. We discuss
only the variants of the algorithms that are shown in Listing 5.8 and that apply
to one single service. The management architecture also supports multi-service
variants that apply to a set of services.

Deployment and Undeployment

Before a service can be activated, it must be deployed. Service deployment assigns
a deployed contract to the service. The deployed contract is typically the same
as the contract advertised by the service in its hello message, but its provided
part can be a subset of the provided part of the originally advertised contract.
The notion of deployed contracts are introduced because it gives the manager
fine-grained control over the traffic that is processed by services. This is needed
for resolving conflicts in which multiple services provide the same element.
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The deploy and undeploy operations of the administrative interface are simply
forwarded to the given service and cause it to transition to the deployed and
registered state. If the service transitions to the deployed state, it registers the
given deployed contract. To enable efficient dependency management, the deployed
contracts are also cached by the manager in a dependency graph.

As mentioned in the introduction of this subsection, the manager also supports a
variant for the deployment or undeployment of multiple services at once.

Cascading Activation and Deactivation

The main responsibility of the manager is to ensure that all deployed policies can be
correctly evaluated with the given services. The manager guarantees this property
by maintaining the following invariant:

Each possible authorization or attribute request made by an active service is under
the responsibility of exactly one other active service.

Responsibility for a request is defined by the fact that the request concerns a
contract element that is contained in the provided part of the deployed contract of
the service. Therefore, the invariant can be reformulated in terms of the deployed
contracts: the set of deployed contracts of the active services must be satisfied (see
Section 5.4.3) and each required contract element must be matched by exactly one
provided element.

Under this invariant, we can safely assume that all deployed policies can be evaluated
correctly, as long as the contracts are adhered to. Strictly spoken, the invariant
is too strong. It would be enough to guarantee that each request is handled by
at least one active service. However, the manager also takes care for configuring
message routing. If there would be multiple providers for one element, a selection
should be made of one single provider. While this selection could be driven by
human intervention or by pre-assigned priorities, we have chosen to strengthen
the invariant in such a way that there is always a unique providing service for
each element. This ensures that the routing configuration is trivial and error-free.
Conflicts that arise (e.g. we want to activate a service that provides a new element
but also provides an element that is already provided) must be resolved manually
by excluding violating elements from the provided parts of the relevant deployed
contracts.

The most important management primitives are the activate and deactivate
operations. These operations respectively trigger a cascading activation or
deactivation of the given service.
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In case of activate, all services that are transitively required by the given service
and that are not already active, must be activated as well. Required services that
are already active are left active. The activation is treated as a transaction that
fails if the resulting set of active services does not preserve the invariant. The
invariant can be violated in these cases:

1. If some of the required services are not deployed or active.

2. If some of the required items of the services that are to be activated are not
provided by any other service that is either active or being activated.

3. If two or more of the services in the set of services that are to be activated
provide the same element.

4. If some of the services in the set of services that are to be activated provide
one or more elements that are already provided by an active service.

In these cases, the activation of the given service is refused and the infrastructure is
left in the previous state. Moreover, a fault is returned with a detailed trace of the
services that cause the problem. It is up to the client of the manager component to
resolve the problem by bringing those services to the correct state or by changing
their deployed contract.

In case of deactivate, all services that depend on the given service and that are in
the active state are deactivated in addition to the given service. For instance, if a
PIP is deactivated, all PDPs that depend on attribute values provided by that PIP
are deactivated as well. Note that cascading deactivation is a dangerous operation
that can bring down large parts of the infrastructure. Therefore, it is advisable
that the user interface of the management client should warn the administrator of
the impact of a deactivation.

Example Interaction Figure 5.10 shows an interaction diagram for a typical flow
in which two services are activated. In a first phase, the services are connected
to the communication layer and broadcast their initial contracts. The manager
acts upon these broadcasts by registering the services and notifying the services
that they are registered. In response, the services change their state to registered.
Later, the client of the manager component inspects the state and decides that
it wants to activate pdp and pip under the contracts c′pdp and c′pip. It requests
service deployment via the deploy operation. The manager registers the deployed
contract and forwards a deploy message to the services. If both services are
deployed, the management client issues an activate request for the pdp service to
the manager. The manager first looks up any required services, according to the
deployed contracts. In this case, we assume that pdp requires pip and no other
services, and that no other services provide any of the attributes provided by pip.
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Figure 5.10: Sequence diagram for the registration, deployment and activation of a
PDP service and a required PIP service.
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In other words, the activation request is valid. After this, the manager sends an
activate message to pip and pdp.

5.6.3 Reconfiguration

The basic management primitives enable an administrator to bring the system to
a stable state in which it is correctly configured for policy evaluation. Based on
the four basic management primitives, rudimentary support for evolution can be
built. For instance, if a PIP needs to be substituted for another PIP, it can be
cascadingly deactivated and undeployed, after which the new PIP is activated and
all deactivated depending services are reactivated. However, such a naive approach
to reconfiguration causes major service disruption. Therefore, we introduce three
optimized reconfiguration primitives that are built using the basic primitives and
that support efficient reconfiguration.

Contract Updates

The updateContract operation updates the capability contract of a service. It is
triggered by the service itself. Let cc be the original capability contract, cd the
original deployed contract and c′c the new capability contract. The update is then
realized by a series of state changes, that aims to bring the given service and the
rest of the configuration back to the same state it was in, if possible. The series of
state changes depends on the state of the involved service at the moment of the
update:

registered
This is the most trivial case, since the service does not yet have or no longer
has a deployed contract. The update is always allowed and the manager
registers the new contract c′c similarly to the way it handles a hello message
from that service.

deployed
A deployed service has a deployed contract cd that is based on cc. If cc is
changed, the manager attempts to keep the service in the deployed state after
the update by first undeploying the service and then redeploying it under a
newly generated deployed contract c′d that is based on both c′c and cd. The
new deployed contract c′d is generated as follows:

• It is trivial to generate the required part of the new deployed contract as
it is equal to the required part of the new capability contract. Therefore,
c′d.R = c′c.R.
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• New provided elements are included in the provided part of the new
deployed contract. We try to mimic the old deployed contract as much
as possible by excluding elements that were also omitted in the original
deployed contract. Specifically, c′d.P = c′c.P \ (cc.P \ cd.P ).

active
In this case, the goal is to try to leave the service active with minimal
disruption to the running system. The update must ensure that the invariant
is not violated. The algorithm goes as follows:

1. Initially, a new deployed contract c′d is calculated as in the previous
case.

2. If c′d provides elements that are already provided by other active services,
remove the violating elements from c′d.

3. Try replacing cd with c′d in the dependency graph of active services.
• In the optimal case, this maintains the invariant, and the update is

valid and allowed. An allowed update is implemented by sending
four requests to the service in sequence: deactivate, undeploy,
deploy and activate. Note that the deactivate and activate are
not cascading. Therefore, the service is only momentarily disrupted
between the deactivation and the reactivation.

• If this would violate the invariant, it can be due to:
– Removal of provided items that were required by other active

services. In other words, there is a set of services that have
violated dependencies on the given service. In this case
the update is temporarily refused and an alert is raised for
the administrator. The administrator must respond by 1)
deactivating the service with the updated contract (which will
temporarily bring down all depending services), 2) activating
one or more deployed services that provide all of the missing
elements 3) reactivating the updated service under its new
contract and 4) reactivating all deactivated depending services.

– Additional required items that are not provided by other
active services. In other words, own dependencies cannot be
met. In this case, the update is also temporarily refused
and the administrator is alerted. The administrator must
act correspondingly by ensuring that each missing element is
provided by exactly one service. After that, the update can
proceed as in the optimal case.

– A combination of the previous cases. Conflict resolution must
be dealt with similarly to the individual cases.

We have chosen a manual conflict resolution strategy for updates that cause
violation of the invariant. An alternative strategy is to automatically activate
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or deactivate services to resolve the conflict. However, such an approach gives
individual authorization components the power to influence large parts of the
infrastructure, which could lead to uncontrolled fluctuations and instability.

Policy Deployment

The loadPolicy operation is used to deploy a policy to a specific PDP. The given
policy must be represented in a format that is understood by the PDP. To maximize
interoperability with existing policy languages and support heterogeneous PDPs,
the policy format is completely opaque to the management architecture. Only the
PDP implementations must be aware of the specific policy format.

Policy deployment is allowed for registered, deployed and active PDPs. However,
active PDPs are responsible themselves for the consistent transition to the new
policy.

As discussed in Section 5.4.2, there are two approaches for dealing with the relation
between the contract of a PDP and its loaded policy. The chosen approach
determines the complexity of the PDP-side policy deployment. If the contract of
the PDP is predetermined by the administrator, the given policy must adhere to
the contract of the PDP (e.g. it may not use attributes that are not mentioned in
the required part of the PDP contract). The loadPolicy operation is then simply
realized by loading the policy in the policy engine within the PDP. In contrast, if
the contract is generated automatically based on the policy, the PDP must initiate
an updateContract operation with the newly generated contract as a parameter
and loads the policy internally.

Service Migration

The migrate operation is meant to migrate a set of currently active services S to
a set of currently deployed service S′. As a result of the migration, all services of
S become deployed and all services of S′ become active. The main challenge of
migration is that it must preserve the invariant for active services.

The migration algorithm consists of four steps:

1. State Validation. In this step, it is verified that all services of S and S′ are
respectively active and deployed. Note that if this condition holds, S and S′

must be disjoint.

2. Internal Violation Checking for S′. This step verifies that there are no
internal violations within S′. More specifically, it is verified that no required
contract item is provided by more than one service of S′.
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3. Migration Violation Checking. This step verifies whether the actual migration
from S to S′ causes violations of the invariant. Let S∗ be the set of active
services from which S is excluded, and let CS and CS′ be the matched
contracts of all deployed contracts of the services of S and S′. Then the
migration is valid if (1) each required element of CS′ is provided by exactly
one of the services of S∗, (2) if CS′ provides at least all elements that are
provided by CS and (3) all elements that are provided by CS′ but not by CS

are not provided by any other service of S∗.

4. State Transitions. If the previous conditions hold, the migration is allowed.
The performed state changes are the non-cascading deactivation of all services
of S and the non-cascading activation of all services of S′.

To preserve consistency, the manager must not allow any state or contract changes
during a migration. Moreover, the architecture does not guarantee that ongoing
authorization and attribute requests that are in transit during a reconfiguration
are successfully delivered. However, the communication layer provides reliability
and will attempt to retransmit any lost requests. If too many retransmissions
take place, the request will fail and the sending authorization service is notified by
means of an exception.

5.7 Prototype

We have built a prototype of the management architecture on the Java 5 SE
platform. In this section, we briefly discuss various implementation aspects of the
prototype.

Messaging The prototype uses the implementation of the JMS-based message
infrastructure presented in Section 4.6. The management channel and the policy
evaluation channel are multiplexed over a single endpoint per service.

Model Module The implementation of the model module contains the parsing
logic for XML-based PDM and contract specifications. Additionally, the model
module implements contract matching, satisfaction testing and dependency
analysis. All dependency analysis logic is contained in a custom implementation of
dependency graphs. The performance of querying operations (e.g. getting the set
of services that require a given element) is optimized using redundant hashmaps.
Moreover, dependency graphs can be decorated with extensible constraints that
have the ability to block mutators under certain conditions. These constraints are
used to implement the invariant for active services.
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Service Module The service container component that implements the service
lifecycle management logic is deployed once per JVM instance. As a result, all glue
code and management logic for including a set of service implementations to the
management architecture is shared by all services that are deployed on the same
JVM. To realize this, the container is implemented with extensive use of the state
pattern and stateless message handlers that are based on the message handling
framework of the message infrastructure.

Manager Module The implementation of the manager uses a single endpoint for
its connection with the message infrastructure. Service-initiated management
requests (as defined by the ServiceManager interface) are dispatched to the
manager by means of a tree of message handlers.

Concerning dependency management, the manager maintains two separate
dependency graphs: one unconstrained dependency graph that contains the
union of all deployed and active services, and one constrained dependency graph
that contains only the active services. The constraint of the latter enforces the
invariant. The unconstrained dependency graph is needed to represent all potential
dependencies between known services.

5.8 Evaluation

In this section, we evaluate the performance and the scalability of the management
operations. For basic management operations, we investigate how the activation and
deactivation time for a whole infrastructure scales with the number of authorization
components. For reconfiguration operations, we study how long services are
disrupted by contract updates and migrations. Policy loading is not considered
in the evaluation because it depends on the PDP implementation and the PDP
contract strategy. If contracts are generated based on the policy, the results of
contract updating also apply to policy loading since in that case, the PDP issues a
capability contract. The only additional overhead for policy deployment is caused
by the communication of the loadPolicy request.

This section is structured as follows. First, Section 5.8.1 discusses the general
experimental setup that was used. Section 5.8.2 presents the performance evaluation
of basic service management and focuses on the most expensive operations:
cascading service activation and deactivation. Section 5.8.3 and 5.8.4 discuss the
evaluation of reconfiguration operations and present the performance evaluation of
contract updates and service migration respectively. Section 5.8.5 concludes the
section.
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5.8.1 Experimental Setup

The experimental setup that was used to evaluate the management architecture is
nearly identical to the setup described in Section 4.7.2. There are two important
differences. First, authorization components are no longer directly connected
to the message infrastructure, but are encapsulated by services. Secondly, the
setup now contains a manager component that is responsible for management and
reconfiguration. The manager runs on the same node as the experiment director
and is connected to the JMS server on the policy evaluation network.

We follow the same evaluation strategy as in Chapter 4: measurements are taken on
synthetic infrastructures that are specified declaratively. The experiment director
connects all authorization components to the message bus via the experiment
agents that are deployed on each ACNs.

Policy evaluation contracts are generated in such a way that the authorization
components satisfy predefined dependencies. More specifically, the contracts are
constructed as follows:

• PIP provided attributes. Each PIP provides one different attribute.

• PDP required attributes. Each PDP is parameterized with the pdpFanout
parameter, that defines the number of different attributes in the required
part of the attribute contract for the PDP. Because each attribute is provided
by a single PIP, the pdpFanout parameter controls the number of PIPs the
PDP depends upon.

• PDP provided authorization. Each PDP has an applicability of one different
resource type, for which there is one defined action.

• PEP required authorization. Each PEP is parameterized with a pepFanout
parameter, that is similar to the pdpFanout parameter, but that defines the
number of different resource types in the interception domain of the PEP.

The communication layer is configured with topic-based routing for all experiments.
Each resource type and attribute type use a dedicated topic. The topics are
automatically derived from the generated contracts, instead of the nbPartitions
parameter. Because the measurements apply to management operations, all
parameters that are specific to policy evaluation, such as nbAznRequests,
nbAttRequests and pepRate are omitted.
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5.8.2 Scalable Activation/Deactivation

In this experiment, we evaluate the performance of activation and deactivation.
Two main parameters influence the activation and deactivation time: the size of
the infrastructure and the number of dependencies.

Single Service In order to support complex setups with many dependencies, it is
desirable that the activation time for a single service scales with the number of
dependencies it has on other services. In this experiment, we focus on the activation
time for PEPs since PEPs have both direct dependencies on PDPs and indirect
dependencies on PIPs. The performance of PDP activation is always better than
that of PEPs because PDPs only have direct dependencies on PIPs.

We consider an infrastructure of 50 PDPs, 100 PIPs and one single PEP, evenly
distributed among 10 ACNs. We maximize the number of dependencies between
the PDPs and PIPs: all PDPs depend on all PIPs (pdpFanout=100). We study
both the best and the worst case performance of the activation of the single PEP.
In the best case, all required services are already in the active state and only the
PEP must be activated. In the worst case, all services are in the deployed state
and the required PDPs and PIPs must be activated cascadingly. We increase the
pepFanout parameter from 1 to 50 in steps of 1. Each experiment is repeated 30
times and the mean (and its standard deviation) of the last 20 runs of each value
of pepFanout is reported in Figure 5.11.

The results show that in both cases, the activation time scales linearly with the
amount of required PDPs. In absolute terms, the activation always takes at least
10 times as long for the worst case as for the best case. In the best case, the
activation time increases slowly with a slope of around 0.24. In the worst case, the
activation time increases more rapidly and has a slope of approximately 1.73. The
measured linearity is caused by the number of dependencies of the PEP, which
equals pepFanout + nbPIPs. In the best case, there is only a small manager-side
overhead relative to this number of dependencies and one single activation request.
In the worst case, there are exactly 1 + pepFanout + 100 activation requests: one
for the PEP itself, one for each required PDP and one for each of the 100 PIPs.
Note that it is unlikely that the worst case frequently occurs in practice. Its
measurements serve primarily as the most pessimistic upper bound on the expected
activation times.

Entire Infrastructure Next, we evaluate the activation and deactivation of an
entire infrastructure in function of the number of PEPs. In the initial state, all
authorization components are in the deployed state. We then measure the time
it takes for the manager to activate all services and to deactivate all services. To
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Figure 5.11: Best- and worst-case activation time of one single PEP with a varying
number of dependencies: pepFanout = 1 to 50, nbPEPs = 1, nbPDPs = 100, nbPIPs
= 100, pdpFanout = 100.

stabilize the performance measurements, the experiment is repeated 10 times and
the mean of the last 5 times is reported.

The measurements are performed on a set of infrastructures that are similar to the
infrastructures used in the experiment described in Section 4.7.4. This means that
the number of PDPs and PIPs is kept constant to respectively 8 and 20 and that
the number of PEPs is varied from 1 to 1000. Dependencies are kept worst-case:
each PEP depends on each of the 8 PDPs (pepFanout=8) and each PDP depends
on all PIPs (pdpFanout=20).

Figure 5.12 shows the resulting mean activation and deactivation times. The
figure shows that both the activation time and the deactivation time scale linearly
with respect to the number of PEPs. The activation of the largest infrastructure
(nbPEPs=1000) takes approximately 1,1 s. Moreover, the activation takes slightly
longer than the deactivation in all cases. This is caused by the fact that the
algorithm for adding a number of nodes to the active dependency graph is a
fraction more expensive than removing the same amount of contracts.

Entire Infrastructure, Worst Case Next, we consider a worst case scalability
scenario in which we study the impact of a simultaneous increase of all three types
of components, with worst case dependencies (all PEPs depend on all PDPs and all
PDPs depend on all PIPs). For this experiment, we have measured the activation
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Figure 5.12: Activation and deactivation times for the following infrastructures:
nbPEPs = 1 to 1000, nbPDPs = 8, nbPIPs = 20, pepFanout = 8, pdpFanout = 20.

and deactivation times for 10 infrastructures. The smallest infrastructure consists
of 10 PEPs, 1 PDP and 2 PIPs and the subsequent 9 infrastructures are generated
by multiplying the number of components by a complexity factor of 10 to 100 in
steps of 10.

Figure 5.13 shows the resulting mean activation and deactivation times. We
make two key observations. First, for the largest infrastructure, which consists
of 1000 PEPs, 100 PDPs and 200 PIPs, the mean activation and deactivation
times are both approximately 1.3 seconds. This is an increase of approximately
20 % in comparison to the largest infrastructure that has been measured in the
previous experiment. The difference between the two setups is that the setup from
the previous experiment consists of 1028 components and 8160 (1000 × 8 + 8 ×
20) managed dependencies, while the setup of this experiment consists of 1300
components and 120000 (1000× 100 + 100× 200) managed dependencies. Secondly,
the increase in activation and deactivation times is faster than linear. This is
caused by the fact that the amount of dependencies grows quadratically with the
complexity factor. However, the increased (de)activation times remain very small
compared to the communication overhead.

Summary These results show that service activation and deactivation and the
included dependency analysis scale well with the complexity of the infrastructure
up to more than 1000 authorization components and more than 100000 considered
dependencies. The observed performance overhead scales linearly if the number
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Figure 5.13: Activation and deactivation times for the following infrastructures 10
PDPs, 1 PDP and 2 PDPs, multiplied by a complexity factor of 1 to 100 in steps
of 10. Worst case dependencies.

of dependencies or components are increased in isolation. If we consider a worst
case increase of both the dependencies and the number of components, activation
and deactivation times increases quadratically, but the overhead of dependency
management remains very small relative to the communication overhead.

5.8.3 Contract Updates

In this experiment, we investigate the required processing time of contract updates.
If the service in question is in the registered state, the update is trivial and only
involves manager-side bookkeeping. If the service is in the deployed state, the
manager must first undeploy the service and then redeploy it under a newly
generated deployed contract. In these two cases, the impact of the contract update
is local and does not affect any other services. In this section, we study the most
interesting case, which occurs if the contract update happens while the service is
in the active state. In this case, the service must be disrupted for a certain period
of time because it must be deactivated, redeployed and reactivated. We use the
time of the entire contract update (including the service-initiated request to the
manager) as an upper bound of the service disruption time.
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Influence of Contract Complexity In this experiment, we study the influence
of the number of dependencies expressed by the updated contract. To achieve
scalability towards complex infrastructures, it is desirable that the service disruption
time caused by an update depends as little as possible on the number of dependencies
expressed by that update.

For this case, an infrastructure of 1 PEP, 50 PDPs and 100 PIPs is considered
in which each PDP depends on all PIPs (pdpFanout=100). Initially, all services
are active. Then, we measure the time it takes for the PEP to issue a request
for an update of its capability contract. After this contract update, the manager
has verified the configuration of the authorization infrastructure, and the PEP
is allowed to make authorization requests for the resources specified in its new
contract. Contract complexity and the dependencies on PDPs are controlled by
means of the pepFanout parameter, which is varied from 1 to 50 in steps of 1.
The updated contract depends on pepFanout random PDPs. For each value of
pepFanout, the update is repeated 30 times, of which the mean and standard
deviation of the last 20 times is reported.
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Figure 5.14: PEP disruption time in function of number of dependencies: pepFanout
= 1 to 50, nbPEPs = 1, nbPDPs = 50, nbPIPs = 100, pdpFanout = 100.

The results are reported in Figure 5.14. The mean disruption time always stays
below 50 ms and it is almost constant. Therefore, the management architecture can
scale to complex setups with many dependencies and frequent contract updates.

Influence of Infrastructure Size A second dimension of scalability that is
evaluated is the size of the infrastructure. More specifically, we investigate the
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behavior of the service disruption time for a PDP when the number of PEPs that
depend on the PDP increases.

The infrastructure of the experiment consists of an infrastructure of 1 PDP, 100
PIPs and 1 to 1000 PEPs in steps of 50. The PDP depends on 50 PIPs and each
PEP depends on the PDP. All services are distributed evenly amongst 10 ACNs
and are initially active. In each contract update issued by the PDP, it changes the
set of PIPs it requires to a different random subset of 50 of the 100 PIPs. After the
contract update, the PDP is ready to request attributes from a new subset of the
50 PIPs. We measure the service disruption disruption time caused by each update
in function of the number of PEPs of the infrastructure. For each amount of PEPs,
the update is repeated 30 times, of which the mean and standard deviation of the
last 20 times are reported.

 10

 20

 30

 40

 50

 60

 0  100  200  300  400  500  600  700  800  900  1000

Se
rv

ic
e 

D
is

ru
pt

io
n 

Ti
m

e 
(m

s)

Number of depending PEPs

Figure 5.15: PDP disruption time in function of number of depending PEPs:
nbPEPs = 1 to 1000, nbPDPs = 1, nbPIPs = 100, pepFanout = 1, pdpFanout =
100.

The resulting disruption times are shown in Figure 5.15. A first observation is that
in absolute terms, the mean disruption times are of the same order of magnitude
as those reported in Figure 5.14 and lie around 50 ms. Secondly, as opposed to
the previous results we see a noticeable increase to the mean disruption time as
the number of PEPs increases. This increase is caused by the dependency analysis,
which has to take into account a linearly increasing number of contracts. However,
the resulting increase to the disruption time is linear and has a very small slope of
approximately 0.01.
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Summary These experiments show that contract updates and the included
dependency analysis cause minimal service disruption times. Moreover, the
disruption times scale with contract complexity, inter-service dependencies and the
size of the infrastructure.

5.8.4 Service Migration

In authorization architectures with explicit coupling between authorization compo-
nents, PDP migration is particularly time-consuming and requires reconfiguration
of a large number of PEPs. The proposed management architecture optimizes
service migration based on reconfiguration of the underlying message infrastructure.

In this experiment, we study the performance of service migration, in which an
active service is replaced by a deployed service with a compatible contract. As
a result of the migration, the active service will become deployed and vice versa.
We focus on PDP migration and its impact on depending PEPs. PIP migration is
similar, but in a typical authorization infrastructure, there are much more PEPs
that depend on a PDP than there are PDPs that depend on a PIP. The performance
is evaluated in function of the size of the infrastructure.

We compare the performance of the optimized migrate reconfiguration primitive
with the naive approach to service migration that is discussed in Section 5.6.3 and
that uses only basic management primitives. The setup that was used consists
of 2 PDPs, 100 PIPs and 1 to 1000 PEPs, varied in steps of 100. Each PEP
depends on authorization decisions for 2 resources. Both PDPs provide those
resources, but they depend on a different random subset of the 50 PIPs. For
each setup, the infrastructure is initially configured such that one of the PDPs
(PDP1), all PEPs and all PIPs are active and the other PDP (PDP2) is deployed.
In the experiment, we migrate from the active PDP1 to PDP2. As a result,
each PEP will be reconnected to PDP2, and PDP2 itself will be connected to
all required PIPs. Because of the dependency analysis and the reconfiguration
of the communication infrastructure, all depending services will be momentarily
disrupted. Each migration is repeated 30 times, of which the mean disruption
time and its standard deviation of the last 20 times are reported. The results are
reported in Figure 5.16.

The measurements show that the naive approach takes more than 100 times as long
as the optimized migration primitive. For the largest setup that was tested, the
naive approach takes almost 4000 ms on average, while the optimized migration is
performed in approximately 30 ms. This radical difference is due to the fact that in
the optimized approach, only a reconfiguration of both PDPs is required to reroute
all PEPs to the new PDP, while in the naive approach, all PEPs are first cascadingly
deactivated and then reactivated. Therefore the amount of management traffic
is constant for the former approach and linear for the latter approach. A second
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Figure 5.16: PDP disruption time for optimized and naive migration in function
of number of depending PEPs: nbPEPs = 1 to 1000, nbPDPs = 1, nbPIPs = 100,
pepFanout = 1, pdpFanout = 50.

observation is that although the management traffic is constant with respect to
the amount of PEPs, the disruption time for optimized migration is still linear,
with a very small slope of 0.02. This linearity is also observed in the experiment
on contract updates (Figure 5.15) and is contributed to the dependency analysis.

Summary The experiment shows that the dedicated service migration primitive
causes very low service disruption times in comparison to the naive approach to
migration. The small increase to the disruption time as the number of depending
services rises is caused by the dependency analysis, but remains very low for large
infrastructures.

5.8.5 Conclusion

The evaluation of the management architecture shows that the overhead and
disruption time caused by the management primitives remains limited and scales
with infrastructure size and complexity. The main reason for the limited disruption
times is that the underlying message infrastructure permits efficient and local
reconfigurations of interactions. Although we believe that optimization can further
reduce the disruption time in specific cases, the results show that the management
architecture is able to implement such reconfigurations with disruptions of less
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than 100 milliseconds. In a traditional authorization architecture based on remote
invocation, these reconfigurations would cause disruptions that are several orders of
magnitude larger, because of the need to adapt or configure hundreds or thousands
of remote authorization components.

5.9 Discussion

In Section 5.8, we have shown that the management architecture is able to scale
to complex infrastructures from a performance and availability point of view.
In this section, we revisit the other requirements of Section 5.1 and we identify
shortcomings and extension opportunities.

5.9.1 Administrative Scalability

By means of explicit PDMs and policy evaluation contracts, administrators get
an authorization-specific view of the environment and its applications. Because
management can be performed at this abstract level, it scales much better than
working at the implementation level, which is today’s state of practice in many
organizations.

On the other hand, because the architecture uses a single centralized administration
point, it is inevitable that the manager will become an administrative bottleneck at
some point. Several approaches can be taken to enhance the administrative
scalability. First, it is not because the manager component has complete
authority over the authorization infrastructure, that the human administrator
or the management client needs the same amount of authority. This is shown
in Figure 5.17(a). The authority domain of the manager can be broken up
in (hierarchical) subdomains that are all managed by separate administrators.
Secondly, and shown in Figure 5.17(b), if the administrative scalability limits of
this approach are also reached, the decomposition of management authority can
be pushed a level deeper by introducing multiple manager components that are
each responsible for an isolated subset of the authorization components. Finally,
the latter approach can be extended by physically isolating the management and
policy evaluation channels of each such domain. This is shown in Figure 5.17(c).

In such scenarios, it is highly desirable to allow inter-domain interactions. For
instance, a PDP in one domain might require an attribute that is provided by
a PIP in another domain. To enable inter-domain communication, the message
infrastructures of the domains must be connected to each other according to a
topology. Figure 5.17(c) shows a simple adapter-based point-to-point topology in
which the first domain is connected with the second, and the second with the third.
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Figure 5.17: Improving administrative scalability through decomposition of
management authority.
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Other topologies are possible, such as the hub and spokes topology, in which there
is a top-level message infrastructure interconnects the domains.

From the management perspective, contracts can be leveraged to facilitate inter-
domain interactions. A single domain can publish its requirements and capabilities
in the form of a policy evaluation contract. It is even possible to automatically
generate such a contract by taking the matching of all deployed contracts of
member services (and potentially filtering elements that should not be exposed for
confidentiality reasons).

5.9.2 Security Considerations

It is evident that the management architecture is highly sensitive environment that
must be protected against malicious entities. Specifically, the following threats are
identified:

• Spoofing the identity of the administrator. Adversaries can spoof the identity
of the human administrator that performs service management and get full
control over authorization management.

• Spoofing the identity of the manager. Similarly, an adversary that can
spoof the identity of the manager component itself can get full management
authority over the domain and gets complete control over all policy
enforcement configuration.

• Spoofing the identity of services. Adversaries can masquerade as legitimate
services towards the manager. They can send false contract updates and hello
and bye messages and corrupt the dependency graphs that are maintained
by the manager. As a result, they can become responsible for certain
authorization decisions or attributes.

• Spoofing the identity of service implementations. An adversary can spoof
the identity of a service implementation towards the service container and
can masquerade itself as a valid PDP or PIP. Consequently, it can influence
policy enforcement by tampering with decisions or attributes.

• Spoofing the identity of the service container. An adversary that compromises
the service container can pretend to be a valid entry point to the authorization
infrastructure towards the service implementation. As a result, it can tamper
with authorization and attribute requests made by the service implementation.

• Tampering with message content. Adversaries that can tamper with
management messages in transit can modify service states, change policy
evaluation contracts or migrate to malicious instead of legitimate services.
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• Tampering with message routing. Adversaries could tamper with routing
logic of the message infrastructure or with the subscription filters of services.

• Denial of service. An adversary that has access to the policy evaluation or
management channel can flood the infrastructure to disrupt management
and/or policy evaluation. Moreover, specific services can be flooded to cause
local disruptions.

Some of these threats must be mitigated at the level of the message infrastructure.
First of all, we assume that the underlying broker can be trusted to correctly
route messages to their destinations. To counter the spoofing of service and
manager identities, the endpoint and the broker must be mutually authenticated.
To mitigate message tampering, the traffic between the endpoint and the broker
must be encrypted.

At the level of the management architecture, at least the manager and the service
container must be trusted. The endpoints are considered to be an integral part of
the manager and the service container. Therefore, it is assumed that they cannot
be accessed by any other component.

Furthermore, the service implementations must be trusted to adhere to their
contract. The service container performs a basic level of validation that a service
only makes or gets requests that are compliant with their deployed contract.
However, the implementation remains responsible that the contract is correctly
implemented semantically. This means that (1) a PEP must intercept exactly
its interception domain, (2) a PDP must correctly evaluate policy for exactly
the requests within its applicability, (3) a PDP may only use external attributes
mentioned in its required attribute contract and (4) a PIP must return the correct
attribute values for all attributes in its provided attribute contract.

Denial of service threats are difficult to mitigate because they can originate from
within the application and can be initiated by end-users. If a single PDP or PIP
is overloaded, those components can be instantiated more than once and can
offer the same service redundantly. It is much more straightforward to implement
such redundancy on a messaging platform than on a remote-invocation based
policy evaluation channel. The work of Wei [180, 178] discusses such redundancy
techniques and their benefits in detail for authorization infrastructures that are
based on content-based publish-subscribe. However, the comprehensive integration
of redundancy with the proposed management architecture remains a topic for
future work.

Finally, the spoofing of the service implementation and the service container must
be countered. In our prototype, we have trusted this association. In alternate
deployment situations in which the link between service container and service
implementation is remote, both components mutually authenticate and the channel
must be secured against tampering and disclosure.
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The mitigation of these threats requires trust in many components of the
management architecture and the underlying message infrastructure. This not
surprising since these elements form an integral part of the security infrastructure
of the enterprise. Without the proposed architecture, PEPs, PDPs and PIPs must
also be trusted. The core difference and the most important security threat is the
existence of the management channel itself.

5.9.3 Interoperability with existing policy technologies

The management architecture focuses on a pull model for attribute retrieval: the
PDP requests attributes after it has received an authorization request. However,
attributes can also be pushed from the PEP to the PDP in the authorization
request. This model is often used in systems with decentralized or federated policy
and identity management. In these systems, the application-level security context
often already contains most of the attributes and credentials that are needed for
making the authorization decision. It is also possible to choose for a push model
reduce the load and complexity of PDPs.

In the push model, the set of required pushed attributes must be known to the PEP
at the time the authorization request is made. This is effectively another form of
policy-dependent coupling between PEPs and PDPs. This set of required attributes
can differ from request to request and can depend on the type of resource or subject
or even on attributes or properties of that subject or resource. The management of
such dependencies falls outside the scope of the proposed management architecture.
Therefore, we see such an extension as an interesting point of future work. The
management of this class of dependencies can be tackled by extending the policy
evaluation contracts of PEPs and PDPs. Specifically, the authorization contract of
a PDP can be extended to publish the attributes that are expected to be included
in authorization requests. Based on this information, the management architecture
could ensure that each PEP is interconnected with all PIPs that provide the
attributes that are required by the PDPs the PEP is connected with.

5.10 Related Work

General Attribute-based Authorization Architectures In several fields related
to distributed computing, attribute-based authorization architectures have been
proposed that are based on the XACML dataflow model or can be mapped
thereon. Work on modular and flexible authorization servers [28, 102] supports
the customization of PDPs with custom attribute retrieval or other internal
policy engine components [31]. In the field of grid computing, the authorization
architecture of the Globus Toolkit [113] controls access to grid resources and is
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configurable with SAML-based or custom developed PIPs and PDPs. The PERMIS
project [45, 46] offers a customizable PDP that evaluates attribute-based policies
and that can be integrated with many kinds of PEPs. In [121], Lorch et al. describe
the XACML-based CARDEA and PRIMA authorization systems for grids. In the
space of Web Services, Yuan has proposed an authorization architecture [187] for
protecting SOAP-bases web services. In [27], Bertino et al. propose an authorization
architecture to integrate policy enforcement with a WS-BPEL engine.

Many of these systems focus on cross-domain authorization features. The supported
management functionality is often limited to policy and credential management.
Changes to the distributed interactions of the authorization infrastructure are
either unsupported or, if configurable, are not validated. Therefore, changes to
inter-component interactions require manual reconfiguration or redeployment of
PEPs, PDPs and PIPs, with high maintenance costs and service disruption times as
consequence. An integration of the proposed management architecture with these
systems would improve the reconfigurability of the proposed systems in dynamic
environments.

ESB-Based Security Enforcement In service-oriented architectures that are built
on an ESB platform, it is possible to integrate policy enforcement with services
at the level of the service bus. Most open source ESB projects such as Mule ESB
[9], Apache ServiceMix [7], Open ESB [140] and JBoss ESB [8] offer some basic
form of built-in access control with an extension API for supporting custom PDPs.
Additionally, the extensive interception, mediation and message routing facilities
offered by ESBs allow the construction of custom authorization solutions and their
integration with business logic. Although the ESB appears to be viable framework
for the integration of policy enforcement architectures and is often marketed as
such, it remains open what the precise implications of this approach are on policy
enforcement and policy management, especially in the context of evolution and
change.

Only recently, authors have started addressing some of these problems. Most
notably, in [79], xESB is proposed, an ESB for the enforcement and monitoring of
expressive policies. The supported class of policies differs from those addressed
in this thesis: xESB focuses on UCON-like policies [142] in which all required
policy information is contained in the intercepted messages themselves, whereas
we focus on strict authorization policies that require remote attribute retrieval. As
a result, xESB focuses on the enforcement of returned decisions as opposed to the
distributed decision making process. xESB embeds one PEP and one PDP within
the central message router of an ESB. The PEP can be extended with external
components that implement the enforcement of arbitrary decisions. Additionally,
xESB offers monitoring functionality to discover misconfiguration, performance or
security problems in a running system.



150 A COMPREHENSIVE MANAGEMENT ARCHITECTURE FOR DISTRIBUTED AUTHORIZATION

In our opinion, the management architecture proposed in this thesis is
complementary to xESB and it would be interesting to combine both approaches:

• In xESB, policy information is constrained to the message context (push
model) or to the state that is explicitly managed within the policy.
Consequently, policy evaluation remains strictly local. This has three main
implications. First, it makes it hard to support rich policy information
models that take into account arbitrary application-level information or state.
Secondly, if the messages need to be enriched with metadata that is only
relevant for policy enforcement (e.g. this request concerns a ‘Silver’ customer),
the push model induces strong indirect coupling between business logic and
the policies, which harms maintainability and evolution. Third, it is unclear
how well this approach scales to vast amounts of complex policy rules, custom
decisions and message traffic. An extension to the xESB that allows the
managed distributed policy enforcement and attribute retrieval proposed in
this thesis (1) widens the class of policies that can be enforced, (2) eliminates
the need to maintain duplicate state at the application level and at the policy
level, (3) can improve maintainability and scalability and (4) it can avoid
certain misconfigurations beforehand instead of detecting them afterwards.

• Vice versa, it would be interesting to extend the managed authorization
infrastructure proposed in this thesis to support the distributed enforcement
of the class of UCON-like policies supported by xESB. Enforcement of
arbitrary actions involves PEP-side configuration that must evolve together
with the policies. Therefore, it would be interesting to extend the policy
evaluation contracts and dependency analysis to take into account PEP-side
action enforcement and the pushing of attributes.

Decentralized Policy Management The middleware presented in this chapter
provides flexible and scalable authorization within a single trust domain. As
such, it belongs to the category of centralized policy management discussed in
Section 3.2.2. In contrast, ongoing research in the domain of Grid Computing [190,
46, 45], federated web systems [98, 42] or generic large-scale decentralized systems
[22, 21, 17] tackles the challenges to offer completely decentralized cross-domain
authorization services. In these strongly decentralized settings, authorization is
based on the gathering and composition of credentials that are pushed along with
service requests. Policy enforcement consists of proving that the proposed set of
credentials grants access to the requested resource.

As discussed in Section 3.2.3, we believe that practice mandates the use of
hybrid policy management models that are neither purely centralized nor purely
decentralized. By allowing the use of credentials in centralized policies, the ABAC
model bridges both approaches. We consider the orthogonal composition of both
approaches to be an interesting topic for future research. More specifically, PEP
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and PDP contracts can be extended to include attribute sub-contracts attributes
that specify attributes that need to be pushed by PEPs.

Decentralized Policy Deployment To the best of our knowledge, the most
comprehensive policy management architecture that has been proposed in literature
is the deployment architecture of Ponder [62, 55]. Ponder uses a combination of
centralized policy management and decentralized policy deployment. Policies are
compiled and distributed to the PEPs that enforce them close to the resource. The
management infrastructure proposed in this thesis has been designed in the context
of centralized deployment and assumes that the policy is evaluated at one or more
PDPs that are shared by many remote PEPs.

In our opinion, the proposed management infrastructure can be leveraged to support
a hybrid policy deployment model. Such a model can improve performance by
automatically deploying policies to PDPs close to the PEPs that are relevant
for the policies, while, at the same time, it can benefit from the maintainability
advantages of a basic level of centralization of policy evaluation. An extension of
the policy evaluation contracts and the authorization component metadata can be
used as the basis for decomposing policies and distributing them to specific PDPs.
The existing configuration guarantees can validate that the configurations that are
generated by this process are correct. Because of the dynamic reconfigurability of
the authorization infrastructure, this process can even by placed in a control loop
to support continuous dynamic optimization of policy deployment.

Software Contracts Outside of the field of access control, software contracts
have also applied for enhancing security. Khan [105] proposes the specification of
compositional security contracts for functional components to allow the reasoning
on security properties in component compositions. Security-by-Contract [61] applies
contracts to the problem of establishing trust in dynamically downloaded code in
pervasive systems.

5.11 Conclusion

In this chapter, we have presented a comprehensive management architecture
for messaging-based authorization infrastructures and its implementation. Via
a centralized management point, security administrators can efficiently manage
and reconfigure the interactions between authorization components. Dependency
analysis and lifecycle management guarantee that configurations are correct and
remain correct under evolution. We have shown that the performance and the
incurred service disruption times of the offered (re)configuration primitives scale to
large infrastructures with many dependencies.





Chapter 6

Applicability

To apply the proposed authorization middleware in practice and benefit from its
management and dynamic reconfiguration facilities, it obviously must be integrated
with application services. This chapter discusses the practical applicability of the
proposed authorization infrastructure in detail and consists of two parts.

In the first part, which is presented Section 6.1, we discuss a number of guidelines
that help application developers and deployers in binding and deploying the
proposed architecture to a given distributed application. The guidelines capture
both the integration efforts that are inherent to application-level access control
and the efforts that are specific to our approach. The guidelines show (1) that our
approach facilitates certain inherent integration efforts, and (2) that the impact of
the approach-specific efforts remains limited and can be further reduced by partial
automation and co-development with the inherent development efforts.

In the second part, presented in Section 6.2, we discuss our experiences in applying
the architecture to a real-world application for personal content management
platform. This work has been performed in close collaboration with the industry
in the context of the IBBT PeCMan project [95].

6.1 Integration Guidelines

Most of the integration efforts required by application-level authorization are
inevitable because they are inherent to the considered types of policies. However,
our approach does have an additional impact on the integration process. In this
section, we discuss a set of guidelines for the system integrator that pinpoint how

153
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our approach impacts the implementation of PEP, PIP and PDP components in
practice.
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Figure 6.1: Overview of impact of our approach on authorization integration efforts.

Figure 6.1 gives an overview of the required integration efforts for implementing
PEPs, PIPs, and PDPs. In general, we can make a distinction between two types
of integration. In the first place, business logic must be integrated by implementing
PEPs and PIPs that provide of custom enforcement and information retrieval logic.
Secondly, effective policy evaluation must be implemented by language-specific
PDPs. When considering these integration efforts in light of the proposed approach,
we see that (1) some efforts are not affected by our approach, (2) some of them
are specific to our approach and (3) some of them are actually facilitated by our
approach. These three categories are shown on Figure 6.1 using different colors. In
the rest of this section, we discuss the integration guidelines for PEPs, PIPs and
PDPs in detail.

6.1.1 Implementing PEPs

In this section we discuss a number of guidelines for managing the implementation
of PEPs. The main challenge when implementing a PEP is that the interception
and enforcement logic must be bound to the application logic. While this challenge
does not fall within the scope of this work, it is slightly impacted by our approach.
First, the implementation of a PEP needs to interface with the API of the proposed
architecture. Secondly, due to the removal of implementation-level coupling to
a PDP the implementation of authorization checks is facilitated. Moreover, our
approach requires additional investment in the form of the deployment of a PEP
service and the development of a contract. In the remainder of this section, we
discuss both the common implementation efforts and the approach-specific PEP
implementation efforts.
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Inherent PEP Implementation Efforts

The general implementation efforts and techniques mentioned in Section 3.4 also
apply when implementing a PEP for the proposed architecture. In this section, we
discuss each of them in light of the proposed architecture.

Mapping the Policy Domain Model As discussed in Section 3.4.1, the high level
policy domain model must be mapped onto application level abstractions such
as method calls or service operations. This mapping, which is independent of its
implementation technique, is not affected by the proposed architecture.

Implement PEP Authorization Checks Section 3.4 has discussed several
techniques for instrumenting business logic with authorization checks. The
authorization checks must assure that for each access attempt, the normal
application flow is interrupted, that an authorization request is sent to one or more
applicable PDPs, and that the returned decision is enforced.

In some cases, it is possible to leverage on a generic interception mechanism
provided by the underlying middleware such as an ESB or a service container to
implement custom PEPs. Such approaches are always recommended over explicit
enforcement in the business logic. However, if policy enforcement requires the
interception of access attempts at a high level of abstraction, it is not always
possible to use interception techniques. In such cases, we believe that it is advisable
to use Aspect-Oriented Programming [106] as a compromise to enable enforcement
at the level of the business logic, yet keep it strictly separated from the enforcement
logic.

Without the proposed architecture, the implementor of the authorization check
needs to know which PDPs the authorization requests must be sent. Using the
proposed architecture, the implementation of a PEP is simplified because a PEP
implementor only needs a reference to the ServiceContext interface provided
by its PEP service. An example of an explicit code-level authorization check is
shown in Listing 6.1. The getServiceContext() method returns a reference to
the ServiceContext interface of the PEP service. All authorization requests can
be directed to that one interface and the underlying middleware takes care of
routing each request to its destination.

This API is similar to existing authorization APIs with the important exception
that the specific PDPs never need to be configured. Because of this similarity, we
suspect it is feasible to map existing APIs to our API, which lets developers work
with a familiar programming interface.

An important issue when implementing a PEP are policy evaluation loops. If a
PDP requests an attribute and the PIP-side logic for retrieving that attribute
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Listing 6.1: Implementation of an authorization check
...
// extract subject from execution context
Subject subject = ...;
// determine action and resource
// based on PDM mapping
Action action = ...;
Resource resource = ...;
if( getServiceContext (). isAuthorized (subject ,action , resource )) {

// sensitive code
} else {

// handle illegal access attempt
}
...

is intercepted by a PEP which generates another authorization request, a loop
can arise in which enforcement and attribute requests recursively trigger each
other. Even if the triggered authorization request does not apply to the same
policy and is sent to a different PDP, a single request might trigger a large
number of other authorization and attribute requests, which is unacceptable from a
performance standpoint. The management architecture makes the assumption that
PEPs and PIPs are strictly isolated, and that attribute retrieval performed by the
authorization infrastructure will never trigger a PEP. Therefore, the implementor
of a PEP must ensure that the authorization infrastructure has privileged access
to the resources it protects.

Approach-specific Efforts

Determine Scope and Deployment Strategy A single application typically
contains a large set of authorization checks. Those checks must be grouped and
mapped onto one or more PEP services. There are many possible mappings and the
choice for a particular mapping is highly application- and environment-dependent.
Each PEP service is a unit of management that an be activated and reconfigured
independently from other PEP services. Therefore, one must choose a proper
level of granularity. At one extreme, a small number of very coarse-grained PEP
services can be defined (for instance, one per host) that represent a large number
of authorization checks. At the other extreme, a large number of very fine-grained
PEP services can be defined that only represent a few individual authorization
checks. In former approach, there are much more PEPs to manage, while in the
latter approach, contract updates will be expensive because of the larger size of
the contracts. Our advice is to choose middle ground and align each high level
application component with its own PEP service.
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Additionally, there are a number of constraints and considerations that must be
taken into account when determining the scope and deployment strategy of a PEP:

• To constrain all remote interactions to be message-based, the architecture
assumes that the PEP service and its implementation are hosted on the same
node.

• If a PEP service is specific to one application component or service, it can
be embedded in the application and become visible to the management
architecture when the application component or service is started. However,
the lifecycle of the PEP service does not need to be synchronized with the
lifecycle of the functional service that contains the authorization checks. More
specifically, the PEP service can be deployed separately from the application
in its own process and its state can be managed independently from the
application state. Such an approach has the advantage that the same PEP
service can be shared by many applications that use the same resource types.

Create and Manage the PEP Contract Finally, each PEP must publish its
interception domain in a contract. Because the interception domain is defined in
terms of the intercepted action and resource types of the PDM, the contract of the
PEP can be co-developed with the PDM mapping. Because the PDM mapping is
not specific to our approach, we consider the extra effort required to develop the
PEP contracts to be limited.

6.1.2 Implementing PIPs

The main challenge when implementing a PIP is how to map the generic information
retrieval interface to the application logic. Similar to a PEP, our approach requires
that the PIP implementor hosts its retrieval logic in a PIP service and that it
publishes its provided attributes in a contract.

Common Efforts

Policy Domain Model Mapping The PDM defines all possible attribute types
that can be used in policies. Each PIP is responsible for one or more of those
attributes. Before a PIP can be implemented, one must decide how each PDM level
attribute maps to a low level application specific container for that information.
The PDM mapping is not affected by the proposed architecture.

Implement Attribute Retrieval Logic The implementation of the attribute
retrieval logic applies the PDM mapping in practice. Some attributes may be
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retrieved by invoking a query on a running service, while other might require access
to an object that is deeply embedded within the implementation of the application.
Furthermore, the attribute request must contain enough context information to
calculate the attribute value. Such implementation issues do not fall within the
scope of our work and are not impacted by it. We would like to refer to existing
work that addresses this topic [114, 29, 175].

The API for implementing a PIP is based on the PIP interface which contains a
single attribute retrieval method. A code snippet of an PIP implementation is
shown in Listing 6.2.

Listing 6.2: Example implementation of a PIP that retrieves the age of a user
class AgePIP implements PIP {

...
Attribute getAttribute ( String targetid , String attributeid ) {

if( attributeid . equals ("user.age")) {
int age = ...; // calculate age based on targetid
return new Attribute (" integer ", attributeid , age );

}
}
...

}

Approach-specific Efforts

Determine Scope and Deployment Strategy A given set of X attributes and
associated retrieval logic must be grouped and associated with one or more PIP
services. Similar considerations as with PEPs apply. First, one must choose between
many PIPs that each provide a limited number of attributes, which means that
there are more PIP services to manage or few PIPs that provide a large number of
attributes, which means that the contracts are more likely to change. Furthermore,
the PIP attribute retrieval logic must be deployed within a PIP service. Because
the PIP acts as a server (as opposed to a PEP), the PIP service lifecycle must
closely match the lifecycle of the runtime component that hosts the retrieved data.
It is not allowed that a PIP service advertises that is offers a certain attribute
while the backend data source for that attribute is in fact down.

For these reasons, we advise to align the PIP services with the runtime application
components and services that contain the actual data that is retrieved. For instance,
a web service that provides access to all customer account information should be
represented by a single PIP service that provides all customer attributes.
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Create and Manage the PIP Contract As long as a PIP service is aligned with
a single application component that provides access to the data, the specification
of its contract is trivial because it closely matches the PDM mapping and the
PIP implementation. If the PIP is composed of attribute retrieval functionality
that uses several independently running services, the contract must be updated
dynamically each time such a service is started or shut down to reflect the changes
in capabilities.

6.1.3 Implementing PDPs

Common Efforts

Implement or Invoke Policy Evaluation Logic At the core of each PDP lies a
policy engine that is responsible for evaluating incoming authorization requests
against a loaded policy. Because the incoming requests are already expressed
in terms of the PDM, the mapping to the actual abstractions required to
evaluate policies should be trivial. The API makes the implementation of a
PDP straightforward. Listing 6.3 shows an example of a simple PDP that
wraps an existing policy engine, which is referenced in the engine field. A
PDP is implemented by implementing the PDP interface, which specifies the
isAuthorized operation. Each time an incoming message-based authorization
request is received by the PDP service, it maps it to an invocation of isAuthorized.
The example shows that the incoming authorization request is first translated into
a representation that is understood by the engine (in the form of an object of the
type EvaluationRequest). Then, the PDP asks the engine for the extra required
attributes and requests those attributes from the authorization middleware via
the getContext().getAttribute() method. Once all attributes are gathered, the
actual policy evaluation logic of the engine is invoked.

Note that in the example, the missing attributes are queried before evaluation.
The attributes can also be retrieved during policy evaluation by the engine itself.
Moreover, in the example, attributes are retrieved sequentially. The evaluation
time can be further reduced by fetching attributes in parallel, but the policy engine
must be compatible with parallel attribute retrieval.

We have developed a XACML-based PDP that wraps the XACML policy
evaluation engine of Sun [166]. This policy engine supports custom attribute
retrieval by means of attribute finder modules. We have implemented one
such module that is responsible for all unknown attributes and that uses the
ServiceContext.getAttribute(...) operation of the API do direct all attribute
requests to the PDP service. Because Sun’s XACML engine requests additional
attributes one by one during policy evaluation, attributes are fetched sequentially.
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Listing 6.3: Example implementation of a PDP that wraps an existing policy engine
class ExamplePDP implements PDP {

private PolicyEngine engine ; // the policy engine
...
boolean isAuthorized (

Subject subject , Action action , Resource resource ) {
// create native request based on
// subject , action , resource
EvaluationRequest request = ...;
// determine required attributes
for( RequiredAttribute reqAttribute :

engine . getRequiredAttributes ( request )) {
Attribute attribute =

getContext (). getAttribute (
reqAttribute . getTarget (), reqAttribute . getId ());

// add retrieved attribute value to the request
...

}
// obtain native result
EvaulationResult result = engine . evaluate ( request );
// translate to boolean value
return ( result == ALLOWED );

}
...

}

Approach-specific Efforts

Deploy PDP Service Unlike PEPs and PIPs, that are integrated with existing
services, PDPs are independent and dedicated services that must not be integrated
directly with existing systems. The fact that PDPs have their own lifecycle makes
their deployment as a PDP service simpler, since the implementation can be entirely
wrapped in the PDP service.

Create and Manage the PDP Contract To fully benefit from the dynamic
reconfiguration abilities of the proposed authorization middleware, a PDP contract
must be generated automatically from the policy. Such generation is possible by
syntactic analysis of the policy.

First, to compute the required attributes, one can inspect all policy rules for
referenced attributes and take their union as the required part of the contract.
Such an approach is also proposed in recent work by Brucker [36]. Note that this
approach calculates a worst case estimation that includes basic identifiers that
should be pushed to the PDP in each request. Such basic attributes that are
already assumed to be in the incoming authorization request, can be filtered from
the actual contract. Furthermore, the generation of the provided authorization
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part of the PDP contract requires that the policy expresses its applicability in
terms of the resource types (and its supported actions), or that such an expression
of the applicability can be calculated based on the policy rules. To the best of
our knowledge, all mainstream policy languages support such expression of the
applicability.

To validate the feasibility of the contract mapping, we have defined and implemented
an automated mapping of XACML policies to PDP contracts. The mapping
is implemented as an eXtensible Stylesheet Language Transformtations (XSLT)
transformation that maps referenced attributes and policy applicability to a PDP
contract. For the generation of the provided authorization part of the contract, we
assume that each policy specifies its applicability in a top-level <Target> element.
If the policy applies to all actions of a resource (via the <AnyAction> element), a
wildcard is included in the contract that is later expanded in postprocessing to an
enumeration of all actions defined in the PDM.

6.1.4 Summary

Many of the proposed guidelines, such as the implementation of attribute retrieval
logic are inherently needed by any approach for enforcing application-level and
attribute-based policies. There are two recurring concerns that are specific to our
approach. First, contracts must be specified and maintained for each component.
For PEPs and PIPs, the specification of the contract closely reflects the mapping
to policy-level resources and attributes that is required for implementing those
components. Therefore, it is advised to combine their development. For PDPs, the
contracts can be inferred automatically from the deployed policies. A second aspect
specific to our approach is the deployment of the approach-specific service and the
mapping between the service and its implementation, which is most challenging
for PEP and PIP services because they are integrated with existing systems. For
these authorization components, it is advised to align their responsibilities with
the runtime software elements with which they are integrated.

6.2 Application to a Personal Content Management
Platform

In this section, we discuss our experiences in applying the proposed architecture
to an real-life application. This work has been conducted in the context of the
PeCMan project [95] in close collaboration with Alcatel-Lucent, Ghent University
and the KULeuven Centre of User Experience Research (CUO) and Computer
Security and Industrial Cryptography (COSIC) research groups.
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Nowadays, people acquire Gigabytes of personal digital content (documents,
pictures, videos, etc.) and store it on many different locations (on desktops, hard
disks, online services, etc.). As the amount of content increases, its management
and organization becomes very hard, which makes it a time consuming task to find
back and share specific content. The PeCMan project has developed a Personal
Content Management (PCM) platform that offers users a uniform interface for
managing (reading, modifying, searching, storing, etc.) and sharing their personal
content that is scattered over various devices.

A core characteristic of the PCM platform is that it is an open service ecosystem
that is extensible by third-party service providers to enhance the core system with
value-added services such as online storage, web publishing, face recognition or
social network integration.

6.2.1 Example Authorization Policies

Since the PeCMan system is a multi-user environment that enables the sharing of
privacy-sensitive information, documents and services must be protected against
unauthorized access. The system supports expressive policies that can be specified
by administrators or directly by end-users. A few example policy rules are:

• Grant read access to my pictures that are tagged ‘party’ only to members of
my friends group that are younger than 30.

• Only grant permission to modify, delete and tag documents that belong to
project X to users that are assigned to project X.

• Usage of the flickr storage service is only allowed for premium users that also
have a paying flickr account.

The policies are attribute-based and can take into account arbitrary metadata of
the content (such as the tags of a picture), properties of third-party services (such
as the provider of a third-party service) and application-level attributes of the user
(such as social network data).

6.2.2 Policy Deployment and Enforcement

A simplified deployment view of the PCM system is shown in Figure 6.2. The
core system consists of an index service which keeps track of content location, a
metadata service that stores, caches and searches content metadata, a workflow
engine that orchestrates and composes value-added services into reusable processes
and a controller that processes and mediates incoming client requests. Moreover,
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the system uses an existing backend account service to manage user accounts. Two
servlets handle client access to the system via a web interface or via the WebDAV
protocol. Value-added services or adapters to external services are deployed on
separate ecosystem nodes.
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Figure 6.2: Overview of the PeCMan architecture and the authorization components.
The dashed arrows represent dependencies between functional components. The
solid arrows represent dependencies between authorization components.

Figure 6.2 also overlays the authorization infrastructure with the required
authorization components and their dependencies. The system consists of four
PDPs. The PDP at the web server protects access to the pages offered by the
servlet and coarse-grained access via the WebDAV protocol. One PDP at the
application server defines policies that protect access to the core PCM components
and one PDP that holds document policies, including the user-defined policies.
Finally, the PDP at the ecosystem authorization server controls access to the
third-party services. Access attempts are controlled at six fixed PEPs and one
PEP per deployed third party service. Attributes about documents are provided
by PIPs at content index and metadata service. Subject attributes are offered by a
PIP at the account service and third party services can also implement PIPs to
provide service-specific attributes.

The PCM system provides a good illustration of the policy deployment and
enforcement challenges addressed in this thesis. For instance, to be able to evaluate
the first example rule, one must determine:
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• The appropriate PDP for the rule. In this case, the rule is deployed to the
core PCM PDP.

• Which PEPs intercept read access attempts to pictures or their metadata.
For the example rule, these are the PEPs at the content index, metadata
repository and workflow engine.

• Where the PDP should obtain the attributes of the rule. The owner and tags
of the picture should be obtained from the metadata repository PIP and the
subject age and friend list should be obtained from the account service PIP.

The solid arrows in Figure 6.2 show the resulting dependencies for all the
authorization components. It can be observed that there are already a large
number of dependencies to manage in this infrastructure.

At the same time, the authorization infrastructure of the PCM system must deal
with constant changes. In the first place, the system gives end-users the power to
define their own policies to protect their content. Therefore, policy updates occur
each time a user changes its policies. Secondly, the system supports the addition
of third-party services that are integrated in the system by dynamic updates to
the defined workflows. Each of the added services can introduce its own attributes
or document metadata (for instance, a service for Flickr can provide the number
of views for a particular picture as a policy-level attribute), and requires its own
policies (for instance, based on SLAs with the partner) that are evaluated by the
ecosystem authorization service.

6.2.3 Application to the PCM System

We have utilized the architecture that is proposed in this thesis to the PCM system
to manage the complexity of policy enforcement. Much of the low level resources
of the system are hidden to the policy specifier by the high level PDM. The
PDM defines the attributes and actions on the different content types. Common
document attributes are the name, creation date, tags and the sharing level (public
or private). Specific content types have dedicated attributes. For instance, a picture
has attributes to represent the resolution, or names of tagged people.

All authorization components identified before are offered as authorization services
and have associated contracts. PEP and PIP contracts are based on the application
logic with which they are integrated and its mapping to the PDM. One of the third-
party services is the popular image hosting service flickr. Flickr offers programmatic
access to its services via a web-based API. The functional integration of flickr in
the PCM service is realized by an adapter service that maps a generic content
publishing interface to the API defined by flickr. The adapter service also provides
a PEP to protect access to the flickr service and a PIP to provide access to
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attributes provided by flickr. As a basis for the integration of the flickr web service
with the authorization infrastructure, we have defined a mapping of the flickr
API to the PDM and to the policy evaluation contracts for the flickr PEP and
PIP. The complexity of the 103 operations defined by the flickr API (excluding
authentication-related calls) is reduced to 9 resource-action pairs and 15 flickr-
specific attributes. This mapping forms the basis for implementing the PEPs and
PIPs and their associated contracts.

All policies in the system are represented by XACML. Evidently, user-level policies
are not specified directly in XACML. Instead, they are generated from a high level
graphical user interface that lets basic users specify simple policies (dragging and
dropping users and groups onto documents) and that gives power users a more
detailed interface in which they can take into account arbitrary attributes that
are known to the system. Because the management architecture knows which
attributes are effectively provided by active PIPs, the policy editor for power users
can be dynamically updated if new attributes become available.

When applying our approach to the PCM system, we have encountered an important
limitation of ABAC and the strict policy/mechanism separation provided by
centralized policy evaluation. For certain operations supported by the PCM
system, it is not feasible to use centralized evaluation because of performance
reasons. For instance, the system supports the searching for documents based on
arbitrary metadata. The user that performs a search demands a very low response
time or even dynamically updated results. At the same time, it is expected that
the documents to which the user has no access are filtered from the search results.
Strict application of enforcement techniques discussed in this work would require a
PEP to intercept the result of the search query and request read access to each
individual returned document. Documents to which read access is denied, should
be filtered out by the PEP. Evidently, such an approach would result in completely
unacceptable performance overhead because a single search query might trigger
hundreds of authorization requests. Because of this reason, search filtering should
be explicitly supported by the application, for instance, by maintaining a separate
index per user or by rewriting search queries based on the policy. Existing work
has been worked out for this problem in case of simple policies [41, 160], but search
optimization for expressive ABAC policies remains an open challenge.

6.3 Conclusion

In this chapter we have discussed the applicability of the proposed authorization
architecture. Some specific tasks such as binding attribute-based policies to concrete
applications and their environment require application-specific development and
maintainability effort. This limits the level of dynamism that can be supported
by the proposed system. However, such efforts are inevitable and are inherent to
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application-level policy enforcement. The integration efforts that are specific to our
approach remain limited and can in some cases even facilitate inherent integration
efforts. We suspect that by streamlining the specification of policy evaluation
contracts with the integration logic, the additional effort remains manageable.

The application of the approach to the personal content management platform has
shown that it is feasible to apply the approach to a real-world industrial application.
The main effort lies in mapping the policy domain model to the application level
resources. Once this mapping is in place, policy specification is greatly simplified
and the development of the contracts is straightforward.



Chapter 7

Conclusion

7.1 Summary

In this thesis, we have addressed the problem of deploying and enforcing expressive
access control policies in distributed service-oriented architectures. Because
such policies cannot be enforced locally, they demand an extensive distributed
authorization infrastructure that consists of remotely collaborating authorization
components instead of a single isolated authorization service provided by the
middleware.

The deployment of policies in such infrastructures involves extensive configuration
of the remote interactions between the authorization components. In current
practice, these interactions are typically configured manually in an uncoordinated
way. As a result, it can become very hard and costly to deploy policies correctly
and manage policy and application changes.

In this thesis, we have motivated the need for a mechanism that can automatically
configure the interactions between remote authorization components and reconfigure
them if policy or application changes occur. We have proposed to tackle this problem
by designing the authorization infrastructure as a managed service bus. The core
contributions of this thesis are:

1. An Architectural Blueprint for Distributed Authorization Architectures.
This blueprint provides a detailed elaboration of the solution domain by
capturing accepted techniques and architectural patterns and it functions
as a classification framework for related work on distributed authorization
infrastructures.

167
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2. A Feasibility Study of Messaging as the Communication Model in Distributed
Authorization Infrastructures. Distributed authorization systems are
typically architected to use remote invocations. Remote invocations have
the disadvantage that they tightly couple the interacting authorization
components, which hampers the ability to dynamically reconfigure the
interactions. Therefore, we have studied the feasibility of messaging as
an alternative connector model. We have shown that messaging allows the
implementation of fine-grained dynamic reconfigurations and is able to scale
to large and complex infrastructures. However, it should be noted that
the scalability of the approach is strongly dependent on the used routing
mechanism and that the dynamic reconfigurations must be carefully managed
to keep the system in a consistent state.

3. A Management Architecture for the Dynamic Reconfiguration of Distributed
Authorization Infrastructures. Based on a messaging-based distribution
layer, we have proposed a management architecture for distributed
authorization infrastructures. The management architecture offers a
centralized administration point for configuring and reconfiguring the policy-
dependent interactions between PEPs, PDPs and PIPs. Using lifecycle and
dependency management, the architecture guarantees that configurations are
consistent with respect to deployed policies and applications, and that they
remain consistent as reconfigurations occur. Extensive performance evaluation
shows that the runtime and configuration overhead scale with the size and
complexity of the authorization infrastructure and that reconfigurations cause
minimal disruption to the involved applications.

7.2 Future Work

So far, we have focused on the pulling of attributes by the PDP. A first area
of future work includes the extension of the management architecture towards
attribute pushing. In this case, PEPs need to contact PIPs themselves and push
the needed attributes to the PDP. In realistic settings, a combination of pushing
and pulling might be inevitable. Therefore, the management architecture must
also be able to deal with the interplay between these two models. For instance, if a
PDP requires the pushing of a certain attribute, should it always be included by
all PEPs in all requests, or can it be omitted in certain situations?

In the proposed system, many reconfigurations such as policy updates or migrations
are assumed to be triggered by a human administrator. This assumption places
the decision to perform reconfigurations outside of the system boundary. However,
it can be infeasible to make such decisions by hand. For example, runtime system
state such as the load of a PDP can trigger the migration to another more powerful
node. Therefore, an interesting area of future work is the extension of our approach
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to include automated management and reconfiguration based on system monitoring.
Important challenges in this direction are how to model and represent the decision
logic an how to ensure system stability.

In this work, we have focused on managing the interactions between distributed
authorization components in a service-oriented context. However, as pointed out
in Chapters 1 and 6, another key challenge is how to integrate the authorization
architecture with the applications in a dynamically changing environment.
Verhanneman [175] has addressed the integration problem in traditional homogenous
and non-distributed environments, but the integration still requires significant
manual effort. Therefore, it is important to reconsider this work in a service-
oriented context, and improve on the automation of the integration problem.

Two other interesting research directions are the extension of the scope in depth
and in breadth. The expressivity of the policies that have been considered in
this work lies in the fact that they are based on application-level attributes and
resources. However, the system can be extended to support orthogonal dimensions
of policy expressivity, such as obligation enforcement. Moreover, in the proposed
work, we have placed a strict focus on access control. In our opinion, our approach
can be extended towards other types of security mechanisms such as auditing.
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