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Abstract

We present a new fast algorithm for solving the generalized eigen-
value problem Tx = λSx, in which both T and S are real symmetric
tridiagonal matrices and S is positive definite. A method for solving this
problem is to compute a Cholesky factorization S = LLT and solve the
equivalent symmetric standard eigenvalue problem L−1TL−T (LTx) =
λ(LTx). We prove that the matrix L−1TL−T is quasi-separable; that is,
all submatrices taken out of its strictly lower triangular part have rank
at most 1. We show how to efficiently compute the O(n) parameters
defining L−1TL−T and review eigensolvers for quasi-separable matrices.
Our approach shows that by fully exploiting the structure, the eigenval-
ues of Tx = λSx can be computed in O(n2) operations, as opposed
to the O(n3) operations for standard methods such as the so-called
Cholesky-QR method. It will be shown that the computation of the
representation of this quasi-separable matrix is only linear in time, and
numerical experiments will illustrate the effectiveness of the presented
approach.
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A QUASI-SEPARABLE APPROACH TO SOLVE THE SYMMETRIC
DEFINITE TRIDIAGONAL GENERALIZED EIGENVALUE

PROBLEM∗

RAF VANDEBRIL† , GENE GOLUB‡ , AND MARC VAN BAREL†

Abstract. We present a new fast algorithm for solving the generalized eigenvalue problem
Tx = λSx, in which both T and S are real symmetric tridiagonal matrices and S is positive definite.
A method for solving this problem is to compute a Cholesky factorization S = LLT and solve
the equivalent symmetric standard eigenvalue problem L−1TL−T (LT x) = λ(LT x). We prove that
the matrix L−1TL−T is quasi-separable; that is, all submatrices taken out of its strictly lower
triangular part have rank at most 1. We show how to efficiently compute the O(n) parameters
defining L−1TL−T and review eigensolvers for quasi-separable matrices. Our approach shows that
by fully exploiting the structure, the eigenvalues of Tx = λSx can be computed in O(n2) operations,
as opposed to the O(n3) operations for standard methods such as the so-called Cholesky-QR method.
It will be shown that the computation of the representation of this quasi-separable matrix is only
linear in time, and numerical experiments will illustrate the effectiveness of the presented approach.
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1. Introduction. In this paper we consider generalized eigenvalue problems of
the form

Tx = λSx,

where both T and S are symmetric tridiagonal matrices and S is positive definite.
This problem arises in several applications such as the numerical solution of the radial
Schrödinger and Sturm–Liouville equations and in vibrational analysis [4, 47]. More
references to applications can be found in [38].

A method for solving this problem is the reduction to a standard eigenvalue
problem in the following sense:

L−1TL−T (LTx) = λ(LT x),

where S = LLT is the Cholesky decomposition of the matrix S (see [33, 44]). This
approach is considered less attractive since the generated matrix L−1TL−T is dense.
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This leads hence to an O(n3) method for computing the eigenvalues. Moreover, the
accuracy of this method also depends on the condition number of S, as the inverse of
its Cholesky factors is required. In [12] a detailed error analysis of the Cholesky-QR
method is presented, providing error bounds potentially much smaller than κ2(S)u,
in which u is the unit round-off. Moreover, [12] suggests using for the symmetric
definite generalized eigenvalue problem the Cholesky-QR method in which complete
pivoting is used to compute the Cholesky factorization. In this paper we opt to use the
Cholesky decomposition, but unfortunately we cannot use pivoting since this would
destroy the structure and increase the computational complexity of the method.

Also other different techniques exist, working directly on the Tx = λSx problem.
These methods take advantage of both the tridiagonal and symmetric structure and
lead to O(n2) methods. In [38] one computes the eigenvalues by applying Laguerre’s
iteration on the associated characteristic polynomial of the pencil. In [6, 29] a divide-
and-conquer method is presented. Also methods for the banded symmetric generalized
matrix eigenvalue problem exist [36]. More related references can be found, e.g., in
[38].

In this paper we prove that the dense matrix L−1TL−T is quasi-separable; that
is, all submatrices taken out of the strictly lower triangular part of this matrix are of
rank at most one (see [26, 24]).

We show how to efficiently compute the representation of the quasi-separable
matrix L−1TL−T . As the quasi-separable matrix is highly structured, only O(n)
parameters are needed to define it. We will represent the quasi-separable matrix
using the Givens-vector representation [55]. A fast O(n) method for transforming the
generalized eigenvalue problem into an eigenvalue problem involving a quasi-separable
matrix will be given.

Based on the O(n) representation of the quasi-separable matrix, alternative fast
methods for computing the whole spectrum are reviewed. We refer to section 3 for
an overview.

The manuscript is organized as follows. In the first section some definitions and a
theoretical proof of the structure of the matrix L−1TL−T are given. To conclude this
section a description is given of the representation used for the quasi-separable matrix
and a method for effectively computing the quasi-separable matrix representation of
L−1TL−T . Section 3 discusses some methods for computing the eigenvalues of quasi-
separable matrices. The final section of this manuscript presents the implementation
and some numerical experiments related to the accuracy of the new technique for
computing the eigenvalues of the generalized eigenvalue problem.

2. Transforming the generalized eigenvalue problem. We begin with a
couple of definitions.

Definition 2.1. A matrix A ∈ R
n×n is called quasi-separable if any submatrix

taken out of the strictly lower and strictly upper triangular part has rank at most one.
More precisely this means that1

rankA(i : n, 1 : i − 1) ≤ 1 for all i = 2, . . . , n,

rankA(1 : i − 1, i : n) ≤ 1 for all i = 2, . . . , n.

We will also need to refer to lower/upper triangular semiseparable matrices, whose
definition is given below.

1We use the colon notation.
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Definition 2.2. A matrix A ∈ R
n×n is called semiseparable if any submatrix

taken out of the lower and upper triangular part has rank at most 1; that is, semisep-
arable matrices satisfy

rankA(i : n, 1 : i) ≤ 1 for all i = 1, . . . , n,

rankA(1 : i, i : n) ≤ 1 for all i = 1, . . . , n.

A matrix is called lower (resp., upper) semiseparable or quasi-separable if only
the lower (resp., upper) triangular part satisfies the rank constraints.

The only difference between quasi-separable and semiseparable is the fact that a
quasi-separable matrix does not have the diagonal included in the low rank structure,
whereas a semiseparable matrix does have this diagonal included in the structure.
Even though these definitions seem little different from each other, there are quite
significant differences. For example, the inverse of a semiseparable matrix is of tridi-
agonal form, whereas the inverse of a quasi-separable matrix is again a quasi-separable
matrix. The quasi-separable class of matrices contains also the semiseparable and the
tridiagonal matrices.

In this paper some of the discussed references deal with semiseparable plus di-
agonal matrices instead of quasi-separable matrices. The techniques presented can,
however, be adapted easily to be applicable on quasi-separable matrices.

2.1. Theoretical proof of the structure. Let us reconsider now the matrix
product L−1TL−T , with L satisfying S = LLT . Due to the fact that the matrix S is
tridiagonal, the matrix L will be of lower bidiagonal form, and the matrix L−1TL−T

will be of quasi-separable form. We will formulate this as a theorem.
Theorem 2.3. For a symmetric tridiagonal matrix T and a nonsingular lower

bidiagonal matrix L, the product

A = L−1TL−T

is a symmetric quasi-separable matrix.
Proof. We assume the considered matrices to be of size n. It is well known that

the inverse of a lower bidiagonal matrix is a lower triangular semiseparable matrix
(see, e.g., [31]).

The QR-factorization of such a lower semiseparable matrix can be computed by
performing a bottom-up sequence of Givens transformations, n − 1 in total. More
precisely the first Givens transformation is performed on the bottom two rows of the
matrix L−1 to remove the complete last row up to the diagonal. Note that it is possible
to remove this complete row with one transformation as the last and second-to-last
rows are dependent on each other due to the semiseparable structure. The second
Givens transformation acts on rows n− 2 and n− 1 and removes the whole row n− 1
up to the diagonal. This procedure can easily be repeated and gives us the following
factorization:

GT
1 GT

2 . . .GT
n−2G

T
n−1L

−1 = R,

with R an upper triangular matrix. This means that L−1 = Gn−1Gn−2 . . .G2G1R,
which is the QR-factorization of the considered matrix.

Let us now look closer at the structure of the matrix

L−1T = Gn−1Gn−2 . . . G2G1RT.
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The matrix RT is upper Hessenberg.
The remainder of the proof proceeds by finite induction. Let Ã(k) = Gk . . . G1RT .

The Givens transformations Gi equal the identity matrix except for the diagonal block
Gi(i : i + 1, i : i + 1), which is of the following form:

Gi(i : i + 1, i : i + 1) =
[

ci −si

si ci

]
, where c2

i + s2
i = 1.

For every k (with 1 ≤ k ≤ n − 1) we will prove that the constraints

rank Ã(k)(i : n, 1 : i − 1) ≤ 1 for all i = 2, . . . , n(2.1)

are satisfied. Therefore, every intermediate matrix Ã(k) as well as Ã(n−1) = L−1T
will be of lower quasi-separable form.

• Consider k = 1. The matrix Ã(1) = G1RT is a Hessenberg matrix, in which
we denote the first subdiagonal element as v1:

Ã(1) =

⎡
⎢⎢⎢⎢⎢⎣

× × × × · · ·
× × × × · · ·

× × ×
× ×

. . . . . .

⎤
⎥⎥⎥⎥⎥⎦

=

⎡
⎢⎢⎢⎢⎢⎣

× × × × · · ·
v1 × × × · · ·

× × ×
× ×

. . . . . .

⎤
⎥⎥⎥⎥⎥⎦

.

The constraints (2.1) are clearly satisfied. For simplicity we include the case
k = 2.

• Assume k = 2. The matrix Ã(2) = G2G1RT will be of the following form (in
the right-hand matrix we denote the element in position (3, 2) by v2):

Ã(2) =

⎡
⎢⎢⎢⎢⎢⎣

× × × × · · ·
c2v1 × × × · · ·
s2v1 × × ×

× ×
. . . . . .

⎤
⎥⎥⎥⎥⎥⎦

=

⎡
⎢⎢⎢⎢⎢⎣

× × × × · · ·
c2v1 × × × · · ·
s2v1 v2 × ×

× ×
. . . . . .

⎤
⎥⎥⎥⎥⎥⎦

.

• By induction we assume that the statement holds for k−1. Let us show rows
k − 2, k − 1, k, and k + 1 of the matrix Ã(k−1):
⎡
⎢⎢⎢⎢⎢⎢⎣

. . .
ck−2sk−3 · · · s3s2v1 ck−2sk−3 · · · s3v2 · · · ck−2vk−3 ×
ck−1sk−2 · · · s3s2v1 ck−1sk−2 · · · s3v2 · · · ck−1sk−2vk−3 ck−1vk−2 ×
sk−1sk−2 · · · s3s2v1 sk−1sk−2 · · · s3v2 · · · sk−1sk−2vk−3 sk−1vk−2 vk−1 ×

0 0 · · · 0 0 0 ×
. .

.

⎤
⎥⎥⎥⎥⎥⎥⎦

Performing the Givens transformation Gk on Ã(k−1) gives us the matrix Ã(k)

which is of the following form (only rows k−1, k, k+1, and k+1 are depicted):
⎡
⎢⎢⎢⎢⎢⎢⎣

. . .
ck−1sk−2 · · · s3s2v1 ck−1sk−2 · · · s3v2 · · · ck−1vk−2 ×

cksk−1sk−2 · · · s3s2v1 ckck−1sk−2 · · · s3v2 · · · cksk−1vk−2 ckvk−1 ×
sksk−1sk−2 · · · s3s2v1 sksk−1sk−2 · · · s3v2 · · · sksk−1vk−2 skvk−1 vk ×

0 0 . . . 0 0 0 ×
. . .

⎤
⎥⎥⎥⎥⎥⎥⎦

One can check that the resulting matrix is lower quasi-separable. This con-
cludes the induction procedure.
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Based on the induction procedure we can conclude that the matrix L−1T is lower
quasi-separable.

Due to the fact that the matrix L−T is upper triangular, it is obvious that a
multiplication of L−1T on the right with the matrix L−T does not change the low rank
structure below the diagonal. Hence we have proved that our matrix A = L−1TL−T

has the lower triangular part of quasi-separable form. Due to symmetry also the
upper triangular part satisfies these constraints, and hence the complete matrix is
quasi-separable.

Let us now see how we can effectively represent a quasi-separable matrix and how
to compute this representation.

2.2. The Givens-vector representation. We proved in the previous theorem
that the resulting matrix is of quasi-separable form. To be able to work with the
matrix an effective representation of the low rank part is necessary. A straightforward
choice might be to represent the low rank part as coming from a rank-one matrix.
This means representing the lower triangular part as coming from uvT , with u and v
two vectors. This is, however, a bad choice. First, this representation does not cover
all kinds of quasi-separable matrices (consider, e.g., a tridiagonal matrix), and second,
it suffers heavily from numerical instabilities, when computing, e.g., the spectrum via
a QR-method for quasi-separable matrices. More information on the problems with
this representation can be found in [55]. There exist various kinds of other suitable
representations, such as the quasi-separable [26, 19], diagonal-subdiagonal [46, 32],
and Givens-vector representation [55, 16].

In this manuscript we will focus on the Givens-vector representation. There are
several reasons to prefer this representation above the other ones. First, it uses
3n − 3 parameters for representing a symmetric quasi-separable matrix, whereas the
quasi-separable representation uses 4n− 2 parameters. These extra n + 1 parameters
used in the quasi-separable representation are therefore not uniquely determined.
A good choice of these n + 1 (almost free) parameters is important for numerical
stability reasons. Second, it can be considered as an extension of the straightforward
uvT representation of a rank-one matrix. A third reason for using the Givens-vector
representation is that it is based on unitary transformations, which are stable, and
a single vector. Possible numerical instabilities occur only in the presence of small
or large elements in the vector and are therefore easily recognized. In the numerical
experiments we will see that the representation provides accurate results, even for
some very ill-conditioned problems.

It is important to note that the Givens-vector representation is strongly related
to the QR-factorization of the considered low rank part. We will come back to this at
the end of this section. A final reason for choosing the Givens-vector representation
is the ease of constructing the representation in this case. This will be shown further
in the text.

Let us briefly recapitulate some of the results for this representation. We will
first show how to reconstruct a low rank part based on Givens transformations and
a vector. Secondly we will show how to retrieve the representation given a matrix of,
e.g., quasi-separable form.

To represent the strictly lower triangular part of the quasi-separable matrix, we
will use a representation consisting of n−2 Givens transformations G = [G1, . . . , Gn−2]
and a vector v = [v1, . . . , vn−1] of length n − 1. The diagonal of the quasi-separable
matrix is stored separately, leading to a global storage of 2n − 1 elements and n − 2
Givens transformations. To represent the matrices T and S, 4n − 2 elements are
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needed; to represent the quasi-separable matrix L−1TL−T , essentially only 3n − 3
parameters are used. For actual implementations, however, we will not store the
Givens transformations by a single parameter, but both the sine and cosine will be
stored. So, in the practical implementation 4n − 5 parameters are used.

The following figures denote how the strictly lower triangular part of the matrix
can be reconstructed. We show here only the strictly lower triangular part of the
quasi-separable matrix. Initially one starts on the first two rows of the strictly lower
triangular part. The element v1 is placed in the upper left position, then a Givens
transformation is applied, and finally, to complete the first step, element v2 is added
in position (2, 1). Only the first two columns and rows are shown here:[

v1 0
0 0

]
→ G1

[
v1 0
0 0

]
+

[
0 0
0 v2

]
→

[
c1v1 0
s1v1 v2

]
.

The second step consists of applying the Givens transformation G2 to the second and
the third row; furthermore, v3 is added in position (3, 3). Here only the first three
columns are shown and the second and third row. This leads to[

s1v1 v2 0
0 0 0

]
→ G2

[
s1v1 v2 0

0 0 0

]
+

[
0 0 0
0 0 v3

]
→

[
c2s1v1 c2v2 0
s2s1v1 s2v2 v3

]
.

This process can be repeated by applying the Givens transformation G3 to the third
and the fourth row of the matrix, and afterwards adding the diagonal element v4.
After applying all the Givens transformations and adding all the diagonal elements,
the strictly lower triangular part of a quasi-separable matrix has been constructed.
Because of the symmetry also the strictly upper triangular part is known. Finally
one obtains a lower triangular matrix which equals the strictly lower triangular part
of the matrix L−1TL−T :

(2.2)

⎡
⎢⎢⎢⎣

c1v1

c2s1v1 c2v2

c3s2s1v1 c3s2v2 c3v3

...
...

. . .

⎤
⎥⎥⎥⎦ .

We remark that the construction of the quasi-separable part of the matrix resem-
bles the application of the Givens transformations to the Hessenberg matrix in the
proof of Theorem 2.3.

Once the Givens-vector representation of, e.g., quasi-separable or semiseparable
matrices is known, many techniques exist for solving systems of equations and com-
puting eigenvalues [53]. How to retrieve the representation is, however, not always
trivial. A general technique for retrieving a low rank representation, of undetermined
rank, is based on cross-approximation. This is a relatively cheap technique and suit-
able for a wide variety of structured rank matrices [49, 48]. In many cases, however,
the Givens-vector, the uvT , or the quasi-separable representation is already known,
e.g., as the result of inverting a band matrix [43] or applying an orthogonal similarity
reduction to a semiseparable form [50]. We will not go into the details (see [57] for
a complete exposition on several representations and how to compute them), but for
semiseparable matrices as in Definition 2.2 there is a close relation between the QR-
factorization and the Givens-vector representation. More precisely if one computes
the QR-factorization of the semiseparable matrix by a sequence of bottom-up Givens
transformations (exactly n− 1 are needed), then these Givens transformations corre-
spond to the Givens transformations of the Givens-vector representation. The vector
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can then be computed by some minor calculations. The fact that the Givens trans-
formations of the QR-factorization coincide with the Givens transformations of the
Givens-vector representation will come in handy when computing the representation
of the quasi-separable matrix. For a quasi-separable matrix A also such a relation
holds, but in this case one needs to compute the QR-factorization of A(2 : n, 1 : n−1).

2.3. Computing the Givens-vector representation. Let us now show how
to compute the representation of the quasi-separable matrix. Several things need to
be computed. To obtain the Givens-vector representation of the matrix L−1TL−T , we
need to compute intermediate representations of the matrices L−1 and TL−T . These
representations are used for computing the Givens-vector representation of L−1TL−T .

We will depict now all consecutive steps for computing the representation. Pseu-
docode for the implementation can be found in subsection 4.1.

• Compute the Givens-vector representation for L−1. The matrix L is
lower bidiagonal; hence its inverse is a lower semiseparable matrix. Therefore,
this matrix can be represented by a Givens-vector representation.

– The Givens transformations. (8n − 8 operations.2) There exists a se-
quence of Givens transformations Gn−1 . . . G1 applied on the right of
the matrix L such that LGn−1 . . . G1 = B is an upper bidiagonal ma-
trix. This corresponds to computing the RQ-factorization of the matrix3

L = B(GT
1 . . .GT

n−1). The Givens transformation Gn−1 works on the last
two columns, the transformation Gn−2 on columns n− 2 and n− 1 and
so forth. Inverting L leads to

L−1 = Gn−1 . . . G2G1B
−1.

Since the right-hand side is in fact a QR-factorization of the matrix L−1,
the Givens transformations G1, . . . , Gn−1 coincide with the Givens trans-
formations in the Givens-vector representation of L−1. In the remaining
calculations often the tangent of the corresponding Givens transforma-
tions is desired. Let us denote si as the sine, ci as the cosine, and
τi = si/ci as the tangent corresponding to Givens transformation Gi.

– The vector in the Givens-vector representation. As the diagonal ele-
ments of L−1 are the inverses of the diagonal elements of L, one has as
representation the Givens transformations from above, with the corre-
sponding vector:

(2.3) vL =
[

1
l11c1

,
1

l22c2
, . . . ,

1
ln−1,n−1cn−1

,
1

lnn

]
,

with L = (lij). We remark that these computations are well defined, as
one can easily verify that all cosines in the different Givens transforma-
tions are different from zero. A cosine equal to zero translates to the fact
that a diagonal element of L needed to be zero, which is not possible
due to the positive definiteness of S.
However, in the next bullets we will notice that the division by the
cosines ci is not necessary. It creates extra operations and can cause
numerical instabilities in case of small cosines. In fact, in most of the

2An operation consists of performing one of the following operations: +,−,×, /.
3One can also consider L (Gn−1 . . . G1) = B as the LQ-factorization of the matrix B.
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computations only the diagonal of L−1 is involved. Hence, we do not
compute the vector from the Givens-vector representation. We keep this
in mind and compute these elements only when absolutely necessary.

• Compute the representation of the matrix TL−T . The matrix TL−T

is a Hessenberg matrix having the upper triangular part of quasi-separable
form. Hence we have to compute the Givens-vector representation for the
strictly upper triangular part, the diagonal and subdiagonal elements of the
Hessenberg-matrix H = TL−T . Define T = (tij) and H = (hij). Some
intermediate values for reducing the computations are stored in α, β, γ, δ.
These extra vectors require an additional 4n memory but can reduce the
computational cost from 37n− 49 operations to 30n− 49, an improvement of
almost 20%.

– Its diagonal elements. (5n − 5 operations.) Straightforward computa-
tions lead to

h11 = β1, with β1 =
t11
l11

,

hii = αi ci + βi, with αi =
ti,i−1 τi−1

li−1,i−1
, βi =

tii
lii

,

(for all i = 2, . . . , n − 1)

hnn = αn + βn, with αn =
tn,n−1 τn−1

ln−1,n−1
, βn =

tnn

lnn
.

The above equations show that using the vector vL in (2.3) from the
Givens-vector representation of L−1 would only complicate matters.

– Its subdiagonal elements. (Not computed.) The subdiagonal elements
can be computed as follows:

hi+1,i =
ti+1,i

lii
(for all i = 1, . . . , n − 1).

However, they are not essential for the construction of the quasi-separable
matrix, due to symmetry of the final matrix L−1TL−T .

– The Givens-vector representation of the strictly upper triangular part.
(7n− 12 operations.) The Givens transformations are exactly the same
as the one used above, only one fewer is required: G2, G3, . . . , Gn−1.
The vector of the representation of this upper triangular part can be
obtained by computing the superdiagonal elements of the matrix TL−T

and dividing them by the corresponding cosines of the Givens trans-
formations. As before, we will not, however, divide these elements by
the cosines, but continue working with the superdiagonal elements and
perform the division only when absolutely necessary.
The following formulas compute the superdiagonal elements:

h1,2 = β1 τ1 c2 +
t12
l22

,

hi,i+1 = αi γi + βi τi ci+1 +
ti,i+1

li+1,i+1
, with γi = sici+1

(for i = 2, . . . , n − 2),

hn−1,n = αn−1 sn−1 + βn−1 τn−1 +
tn−1,n

ln,n
.
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• Compute the representation of the matrix A = L−1TL−T . It was
proven before that the matrix is a symmetric quasi-separable matrix. Hence
we need the Givens-vector representation of the strictly lower triangular part
as well as the diagonal elements.

– Compute the diagonal elements. (7n − 11 operations.) To compute the
diagonal elements, one can use the following loop (with t a temporary
variable):

a11 =
h11

l11
,

t = δ1, with δ1 =
τ1 h12

l11
.

Iterate now for i = 2, . . . , n − 2 the following equations:

aii =
hii

li,i
+ t ci,

t = (t γi + δi ) τi, with δi =
hi,i+1

li,i
.

Finally we have the last two diagonal elements:

an−1,n−1 =
hn−1,n−1

ln−1,n−1
+ t cn−1,

t = (t sn−1 + δn−1) τn−1, with δn−1 =
hn−1,n

ln−1,n−1
,

ann =
hnn

lnn
+ t.

– The Givens-vector representation of the strictly lower triangular part.
(3n − 3 operations.) Based on the relations discussed before we obtain

L−1TL−T =
(
BGT

1 GT
2 . . . GT

n−1

)−1
TL−T

= Gn−1 . . . G2

(
G1B

−1TL−T
)
.

Combining the factors G1B
−1TL−T = H , we get an upper Hessenberg

matrix. Hence it is clear due to construction that the Givens transfor-
mations G2 up to Gn−1 are the Givens transformations needed for the
Givens-vector representation of the quasi-separable part in the matrix.
The multiplication between the lower semiseparable matrix L−1 and the
strictly upper triangular part of (TL−T ), which is of quasi-separable
form, can be done in O(n) operations. Writing down the lower semisep-
arable matrix and the strictly upper triangular part of the matrix TL−T

as in (2.2), one can easily deduce a simple loop which computes the sub-
diagonal elements of the new quasi-separable matrix. Based on these
subdiagonal elements and on the fact that the cosines of the Givens
transformations are different from zero, one can easily obtain the repre-
sentation of the strictly lower triangular part.
The sub- or superdiagonal elements can be computed as follows:

a12 = δ1,

ai+1,i = ai,i−1 τi−1 γi + δi (for i = 2, . . . , n − 1),
an,n−1 = an−1,n−2 τn−2 sn−1 + δn−1.
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Summarizing, the complexity of computing the Cholesky decomposition of the
positive definite tridiagonal matrix takes 5n− 3 operations. Computing the represen-
tation of the quasi-separable matrix takes 30n − 49 operations. Hence the total cost
for computing the representation of the quasi-separable matrix is 35n−52 operations.

Traditionally, one assumed that the approach of computing the eigenvalues via
L−1TL−T was too expensive because the reduction to tridiagonal form of a dense
matrix already took O(n3) operations. This reduction was essential before being able
to compute the spectrum in O(n2) operations, via, for example, a divide-and-conquer
technique or a QR-algorithm. Using the method presented above, however, we see that
it takes O(n) operations to obtain the representation of the quasi-separable matrix.
For this quasi-separable matrix there exist techniques O(n2) for computing the whole
spectrum. In the next section we will briefly discuss some of these methods.

3. Computing the eigenvalues of a quasi-separable matrix. We do not
go into the details of how to compute the eigenvalues of quasi-separable matrices.
Pointers to manuscripts in which all the essential information can be found will be
given. For solving the overall problem, in fact, only the eigenvalues of the quasi-
separable matrix are necessary. The eigenvectors can be computed afterwards, based
on the equation Tx = λSx, once the eigenvalues are known. This can be done in
O(n2) operations.

Alternatively, one can also compute the eigenvectors of the quasi-separable matrix
and then transform them back to the original problem at a cost of O(n2), exploiting
the bidiagonal structure of L. The cost of this second approach is dependent on how
efficiently the eigenvectors of the quasi-separable matrix are computed. This can lead
to O(n3) as well as O(n2) methods; in the next subsection some complexities for
different approaches are given.

3.1. Reduction to tridiagonal form. Due to the specific rank structure of the
matrix A, we can reduce this matrix to tridiagonal form in O(n2) operations instead of
the traditional reduction, which needs O(n3) operations. There exist several variants
to reduce a quasi-separable matrix to tridiagonal form [30, 40]. In fact, the traditional
algorithms are adapted to fully exploit the rank structure in the involved matrices.
Also a parallel method to reduce a quasi-separable matrix to tridiagonal form was
developed in [39], starting the reduction to tridiagonal form simultaneously at two
sides of the matrix. Recently also more general reduction schemes, to reduce arbitrary
structured rank matrices to tridiagonal (Hessenberg in the nonsymmetric case), were
proposed [15, 25]. All presented algorithms are of order O(rn2), where r is a factor
related to the rank of the structured rank parts. Remember that in our case we
consider a quasi-separable matrix of quasi separability rank r = 1.

The benefit of reducing the quasi-separable matrix to tridiagonal form is that one
can use all available solvers for tridiagonal matrices. The reduction to tridiagonal
form costs, however, O(n2) operations, which is of the same order as computing the
full spectrum. This reduction cost is not needed, however, if one applies methods
which are directly applicable to the quasi-separable matrix.

On the other hand, plenty of robust and efficient methods for tridiagonal ma-
trices exist (LAPACK/Matlab implementations are available); e.g., the QR-method
for tridiagonal matrices is discussed in many textbooks [33, 44, 17, 58] (O(n2) for
computing the eigenvalues, O(n3) when computing the eigenvectors by accumulating
the unitary transformations performed as is done in the current LAPACK implemen-
tation), divide-and-conquer methods [5, 6, 35, 11, 8] (O(n2) if only eigenvalues are
desired, in the worst case O(n3) for the eigenvectors; in practice, however, the ex-
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ponent is less than 3), bisection and inverse iteration [42, 13] (O(n2) for the whole
spectrum; in case of well separated eigenvalues it takes O(n2) operations for all eigen-
vectors; otherwise, in case of clusters it might result in O(n3) operations), the MRRR
algorithm, which is an adapted version of inverse iteration, not using Gram–Schmidt
orthogonalization [23, 20, 21, 22, 45] (this method requires O(n2) for computing both
eigenvalues and eigenvectors), etc. A recent overview of these methods, comparing
them in LAPACK, was given in [18]. When applying the QR-algorithm to the result-
ing tridiagonal matrix, one applies in a certain sense a tuned Cholesky-QR method,
exploiting the quasi-separable structure for reducing the matrix to tridiagonal form.
This tuned Cholesky-QR method also involves only O(n2) operations for computing
the whole spectrum as well as the eigenvectors, when using, e.g., MRRR.

3.2. Applying the QR-algorithm directly on the quasi-separable ma-
trix. The last few years people have intensively studied QR-algorithms for structured
rank matrices. Let us present some of these results. There is an implicit QR-algorithm
for semiseparable matrices [54] and and implicit one for semiseparable plus diagonal
matrices [51]. Explicit QR-algorithms for higher order quasi-separable matrices can
be found in [28, 14]. The algorithm for semiseparable plus diagonal matrices is after
minor modifications also suitable for quasi-separable matrices. Recently more general
types of QR-algorithms exist for low rank perturbations of unitary matrices and so
forth [1, 2, 3]. Computing the eigenvalues using the QR-method for quasi-separable
matrices results in an order O(n2) method, whereas computing the eigenvectors by
accumulating the transformations performed imposes a cubical complexity O(n3).

One might be in favor of the QR-method because it is widely spread and these
methods are directly applicable on the quasi-separable matrices. Unfortunately QR-
methods for quasi-separable matrices have a higher computational complexity (50%)
w.r.t. the QR-method than do tridiagonal matrices. Nevertheless they provide accu-
rate results. Recently, however, also a faster algorithm for computing the spectrum of
structured rank matrices was proposed [56]. The method is based on a QR-iteration
driven by a rational function. The resulting method is much faster than the traditional
QR-methods for rank structured matrices.

3.3. Other methods. As mentioned in the introduction also different tech-
niques for computing the eigenvalues of quasi-separable matrices exist. For example,
the bisection method and a method based on Sturm sequences can be found in [27].
With the bisection method one can compute a single eigenvalue in an interval, whereas
the Sturm sequences method is an adaptation of the bisection method to compute
the kth largest eigenvalue. Computing a single eigenvalue involves O(n) operations,
whereas computing the full spectrum requires O(n2) flops.

Another technique is based on halving the problem size at every step of the
algorithm. These so called divide-and-conquer methods are based on solving the
secular equation [41, 10].

Both methods mentioned above need O(n2) operations for computing the whole
spectrum. Up till now the divide-and-conquer method for quasi-separable and semisep-
arable plus diagonal matrices is the fastest and most accurate available method for
computing the spectrum of quasi-separable matrices. Hence we choose to use this
method for computing the eigenvalues of the corresponding quasi-separable matrix in
the upcoming numerical experiments. Computing all eigenvectors increases the com-
putational complexity and can lead to O(n3). Using specialized techniques based on
the FMM method [9, 34] as discussed in [10] can reduce the complexity of computing
the eigenvectors to O(n2 log(n)).
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4. Numerical experiments. In this section we will present results concerning
the timings and accuracy of the presented approach. We chose to use the divide-
and-conquer method for computing the eigenvalues and eigenvectors of the consid-
ered quasi-separable matrices. To our knowledge this algorithm is among the fastest
available methods and provides accurate results when computing the eigenvalues of
quasi-separable matrices. The software was implemented in Matlab and executed
on a Linux platform. The divide-and-conquer approach used is the one from [41],
where we needed to adapt the software, as the implementation as presented in [41]
(the straightforward solver) was based on the generator representation whereas the re-
sulting quasi-separable matrix in our approach is represented using the Givens-vector
representation.

In the following experiments the relative forward error and relative backward
error are computed. First the pseudocode for generating the quasi-separable matrix
is given.

Recall that the presented method and Laguerre’s iteration take O(n2) opera-
tions for computing the eigenvalues. The standard Cholesky-QR and QZ-approach
take O(n3) operations for computing the eigenvalues. We use the Matlab built-in
functions for performing the QZ and Cholesky-QR approach, which are of the or-
der O(n3). We remark, however, that one can reduce the complexity count of the
Cholesky-QR method from O(n3) to O(n2) when using an adapted reduction of the
quasi-separable matrix to tridiagonal form. However, in this case also one has to
exploit the quasi-separable structure. Even though one can reduce the Cholesky-QR
complexity from O(n3) to O(n2), the constant will be larger than the one in the
quasi-separable approach combined with the divide-and-conquer method. Once the
eigenvalues are known various methods exist (O(n2) and O(n3)) for computing the
eigenvectors; hence we will not go into the details related to eigenvectors.

We can, therefore, already conclude that the quasi-separable approach is as fast
as Laguerre’s iteration and faster than the Cholesky-QR and the QZ by a factor n
(from O(n2) to O(n3)). Keep in mind that quasi-separable techniques can be used
for tuning the Cholesky-QR method in order to obtain an O(n2) approach.

We will therefore not focus on the complexity of the methods, but on a comparison
of the accuracy of the four methods.

4.1. The pseudocode. We will present the pseudocode for computing the rep-
resentation of the quasi-separable matrix L−1TL−T . The case where n = 1 and n = 2
is trivial and not covered.

Explanation of some variables used in the pseudocode:
• dX stands for the diagonal of the matrix X ;
• sdX stands for super(sub)diagonal of the matrix X ;
• uh stands for the upper Hessenberg matrix TL−T ;
• Combinations lead to, for example, sbduh, which means the subdiagonal of

the upper Hessenberg matrix TL−T .
• G will contain the Givens transformations of the Givens-vector representation.

This is a 2 × (n − 1) matrix. Each column corresponds to a Givens trans-
formation. The first element in each column contains the sine, the second
element the cosine.

• v will contain the vector from the Givens-vector representation.
1. % Compute the Cholesky decomposition S=LL^T

Store the diagonal in dL, the subdiagonal in sdL

2. % Compute the RQ-factorization of the matrix L

Initialize: G(1,i-1)=1;
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for i=n,n-1,n-2,...,2

[cosine,sine,tau(i-1)]=givens(Giv(1,i-1)*dL(i),sdL(i-1));

Store the cosine and the sine in column i-1 of G;

end for;

3. % Construct the represention of the upper Hessenberg matrix T L^{-T}

% Compute the diagonal elements of T L^{-T}

Initialize: beta(1)=dT(1)/dL(1); duh(1)=beta(1);

for i=2,3,...,n-1

alpha(i)=sdT(i-1)/dL(i-1)*tau(i-1)

beta(i)=dT(i)/dL(i);

duh(i)=alpha(i)*G(1,i)+beta(i);

end for

duh(n)=sdT(n-1)/dL(n-1)*tau(n-1)+dT(n)/dL(n);

4. % Compute the superdiagonal elements of T L^{-T}

Initialize: sduh(1)=beta(1)*tau(1)*G(1,2)+sdT(1)/dL(2);

for i=2,3,...,n-2

gamma(i)=G(2,i)*G(1,i+1);

sduh(i)=alpha(i)*gamma(i)+beta(i)*tau(i)*G(1,i+1)+sdT(i)/dL(i+1);

end for

sduh(n-1)=alpha(n-1)*G(2,n-1)+beta(n-1)*tau(n-1)+sdT(n-1)/dL(n);

5. % Compute the representation for L^{-1} T L^{-T} and the diagonal

Initialize: d(1)=duh(1)/dL(1);

Initialize: delta(1)=sduh(1)/dL(1); tmp=tau(1)*delta(1);

for i=2,3,...,n-2

d(i)=duh(i)/dL(i)+tmp*G(1,i);

tmp=(tmp*gamma(i)+delta(i))*tau(i);

end for

delta(n-1)=sduh(n-1)/dL(n-1);

d(n-1)=duh(n-1)/dL(n-1)+tmp*G(1,n-1);

tmp=(tmp*G(2,n-1)+delta(n-1))*tau(n-1);

d(n)=duh(n)/dL(n)+tmp;

6. % Compute the subdiagonal

Initialize: sd(1)=delta(1);

for i=2,3,...,n-2

sd(i)=sd(i-1)*tau(i-1)*gamma(i)+delta(i);

end for

sd(n-1)=sd(n-2)*tau(n-2)*G(2,n-1)+delta(i);

7. % Assign the Givens-vector representation

G=G(:,2:n-1); v(1:n-2)=sd(1:n-2)./G(1,:);

Note 4.1. We remark that in several cases a scaled Givens-vector representation
is enough. This means that as input for several structured rank based algorithms one
can pass the variable sd instead of v. If this holds (e.g., in the case of the divide-
and-conquer method), we can omit the last two lines of the routine, in which G and
v are defined. Essentially only G as it is and the vector sd (scaled version of v) are
needed to be able to compute the spectrum via the divide-and-conquer method. Not
performing the division saves us 2n − 2 operations in the overall implementation for
computing the spectrum.

4.2. Relative forward error. In the first experiment we compared the com-
puted eigenvalues with known eigenvalues of the problem. We solved the definite
symmetric generalized eigenvalue problem with two tridiagonal Toeplitz matrices.
The matrix T is constructed with a random element defining the diagonal and a ran-
dom element defining the subdiagonal (generated using rand from Matlab). The
second matrix S has a random subdiagonal element, whereas the diagonal element
is chosen sii = 2 max(si,i−1, si,i+1) + 1. In this way we know that the matrix S is
positive definite and moreover is well conditioned.

As both Toeplitz matrices commute, we can explicitly compute the spectrum of
the generalized eigenvalue problem as it equals the ratios of the eigenvalues of T and
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S. To compute the eigenvalues of both Toeplitz matrices we used the explicit formulas
derived in [7]. For a tridiagonal Toeplitz matrix having subdiagonal t−1, diagonal t0,
and superdiagonal t1 the eigenvalues are given by

t0 +
√

t1t−1 cos
πi

n + 1
(for i = 1, . . . , n).

Based on these “correct” eigenvalues of the generalized eigenvalue problem, we
performed experiments for sizes ranging from 100 to 1500, and for each experiment
we performed fifteen random tests (with the constraints on S as mentioned above).
Moreover, the eigenvalues of the Toeplitz matrix were computed via variable precision
arithmetic in Matlab to ensure they are correct up to machine precision (16 digits).
The relative forward errors

max
i

|λi − λ̃i|
|λi| ,

where λi denote the “correct” eigenvalues and λ̃i the computed eigenvalues, are plot-
ted in Figure 4.1.

Figure 4.1 shows that the forward error can be pretty large, up to 10−11. When
comparing, however, against the condition number of the symmetric quasi-separable
matrix, we see that the loss of digits is due to the condition number, which sometimes
reaches approximately 105.

Comparing the quasi-separable approach with both other approaches, we see that
overall it has the best forward error. In the upcoming experiment we see that the bad
results are due to the conditioning of the problem, since all backward errors will be
relatively good. The experiment was run for three approaches: the quasi-separable
approach, the QZ-method, and Laguerre’s iteration from [38].

4.3. Relative backward error. In the following set of experiments we com-
pute a relative error involving the eigenvalues and eigenvectors. We first solve the
eigenproblem involving the quasi-separable matrix A:

Ay = λy,

where A = L−1TL−T and y = LTx.
We hence compute the eigenvalues λi corresponding to the eigenvectors yi. To

obtain the eigenvectors xi of the generalized eigenvalue problem, we need to compute
the following:

xi = L−Tyi.

As we know from the theoretical results, the matrix L−T is an upper triangular
semiseparable matrix. Moreover, the representation in terms of Givens transforma-
tions and a vector is known, since it was computed in the algorithm explained in
subsection 2.3. The multiplication between the matrix L−Ty can easily be performed
in O(n) operations (see, e.g., [52]).

For the following set of experiments we took matrix sizes ranging from 100 to
2000, and 15 experiments for each size were considered. The tridiagonal matrix T has
random diagonal and subdiagonal elements. The matrix S has random subdiagonal
elements, and the diagonal elements were taken sii = 2 max(si,i−1, si,i+1)+1, in order
to make the matrix positive definite and well conditioned.



168 RAF VANDEBRIL, GENE GOLUB, AND MARC VAN BAREL

0 500 1000 1500
10

−16

10
−15

10
−14

10
−13

10
−12

10
−11

Problem sizes

R
el

at
iv

e 
fo

rw
ar

d 
er

ro
r

Quasiseparable approach

 

 

Average Accuracy
Individual Accuracy

0 500 1000 1500
10

−15

10
−14

10
−13

10
−12

10
−11

10
−10

Problem sizes

R
el

at
iv

e 
fo

rw
ar

d 
er

ro
r

QZ−approach

 

 

Average Accuracy
Individual Accuracy

0 500 1000 1500
10

−16

10
−15

10
−14

10
−13

10
−12

10
−11

10
−10

Problem sizes

R
el

at
iv

e 
fo

rw
ar

d 
er

ro
r

Laguerre’s iteration

 

 

Average Accuracy
Individual Accuracy

Fig. 4.1. Relative forward errors on the eigenvalues.

We considered the following relative backward error [37, 12]:

max
i

( ‖Txi − λiSxi‖2

(‖T ‖2 + |λi| ‖S‖2) ‖xi‖2

)
,

where the eigenvectors xi = L−Tyi, eigenvalues λi, and eigenvectors yi were computed
using the presented method. The norm of the matrices T and S was estimated using
the Matlab built-in function normest.
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Fig. 4.2. Relative backward error.
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Fig. 4.3. Comparison of three approaches.

Figure 4.2 clearly illustrates that the quasi-separable method returns a relatively
good backward error for all experiments.

4.4. Comparison of different approaches. In this experiment we will per-
form more specific tests for comparing the accuracy of the proposed method with some
methods available in Matlab. The matrices were generated similarly as in the pre-
vious experiment. For every matrix the eigenvalues and eigenvectors were computed
via the quasi-separable method, the Cholesky-QR approach, and the QZ-method. A
comparison of the relative backward error is depicted in Figure 4.3. It can be seen
that the quasi-separable method has an error comparable to the QZ-method but per-
forms worse than the Cholesky-QR method. Keep in mind that for this experiment
all three methods are O(n3) methods, since both the eigenvalues and eigenvectors
are required. When only the eigenvalues are desired, however, the complexity of the
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Fig. 4.4. Comparison with another O(n2) method.

divide-and-conquer reduces to O(n2), whereas both other methods remain cubical in
the number of operations.

The experiments show that for this type of well-conditioned problems the Cholesky-
QR method is the most accurate one. The quasi-separable method is equally accurate
as the QZ-method.

4.5. Comparison with another O(n2) method. In this section we will com-
pare the method from [38] with the quasi-separable method presented in this paper.
The implementation from [38] was written in Fortran, whereas the code from this
article was written in Matlab. In order to compare the accuracy of both methods
we choose to embed the Fortran code in Matlab via a MEX-file. Since the routine
from [38] only computes the eigenvalues, it is impossible to use the backward error
measure norm from above. The experiments from subsection 4.2 were redone, and
the relative forward error for both approaches is plotted in Figure 4.4.

We see that both methods are equally accurate for the chosen experiments.
Approach 1 corresponds to the quasi-separable method combined with divide-and-
conquer, and Approach 2 is based on an evaluation of the determinant via Laguerre’s
iteration as presented in [38].

4.6. The matrix S is ill conditioned. Let us reconsider in this section Experi-
ment 2 from [38]. We compute the eigenvalues of the generalized definite eigenproblem
in which T is a tridiagonal Toeplitz matrix having 4 on the diagonal and 1 on the
subdiagonal. The matrix S is almost Toeplitz, having the diagonal elements equal to
2 · 10−10, the subdiagonal elements equal to 10−10, and s11 = snn = 1. The condition
number of the matrix S is approximately 1012. First we run tests for several sizes of
the matrices, ranging from 100 to 2000 via steps of size 50. The relative backward
error was computed and plotted for the divide-and-conquer based on quasi-separable
matrices, the QZ-method, and the Cholesky-QR method. Results are presented in
Figure 4.5.

The QZ-method performs the best in this case. The Cholesky-QR method seems
to have a lot of difficulties in finding approximations of the eigenvalues and seems
to provide less accurate results. The quasi-separable method performs significantly
better than the Cholesky-QR method.

We reconsidered this type of experiment, but now we compared the quasi-separable
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Fig. 4.5. Comparison for ill-conditioned S (subdiagonal size 10−10).
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Fig. 4.6. Comparison for ill-conditioned S.

approach with the one based on Laguerre’s iteration from [38]. Based on the previ-
ous experiment, we consider the eigenvalues computed by the QZ-method to be the
correct ones λi. In Figure 4.6 you see the relative forward error.

When comparing the forward error, we see that the quasi-separable method per-
forms the best. Moreover, when the dimension of the problem increases, Laguerre’s
iteration method seems to get into problems and no longer provides accurate results.

5. Conclusions. In this manuscript we showed that one can solve the definite
generalized tridiagonal symmetric eigenvalue problem by transforming it into a stan-
dard symmetric eigenvalue problem and exploiting the quasi-separable structure of the
coefficient matrix. The eigenvalues and eigenvectors can be computed using various
methods. In this manuscript we used the divide-and-conquer method for computing
the eigenvalues in O(n2) operations.

It was shown that the quasi-separable method involves O(n2) operations, the
traditional Cholesky-QR method as well as the QZ-method O(n3) operations, and
the tuned Cholesky-QR method exploiting the quasi-separable structure uses O(n2)
operations. Among all these methods the quasi-separable approach is the fastest
one and, moreover, more accurate than the Cholesky-QR approach in case of an
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ill-conditioned matrix S.
A final comparison between the quasi-separable approach and another O(n2)

method was given, showing that both methods are of a comparable accuracy in
the well-conditioned case, but the quasi-separable method performs better in the
ill-conditioned case.
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