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goede raad, suggesties, snelle reacties en de juiste dosis vrijheid waren onbe-
taalbaar. Ik zou niet weten hoe men nog beter begeleid kan worden.

Dit doctoraat zou ook niet mogelijk zijn geweest zonder het werk van Prof. Dirk
Van Compernolle en Prof. Patrick Wambacq die de ESAT spraakgroep ge-
maakt hebben tot wat ze nu is. Samen met hen dank ik ook graag alle andere
collega’s, oud-collega’s en administratieve medewerkers voor de samenwer-
king. In het bijzonder mijn oude (letterlijk dan) bureaugenoten Kris en Wu.

I would like to thank the other members of the examination board: Prof. Marc
Moonen, Prof. Phil Green, Prof. Thierry Dutoit and Tuomas Virtanen for their
willingness to be a part of my jury. Prof. Yves Willems wil ik eveneens ten
zeerste bedanken voor het voorzitten van mijn examencommissie.

Ik ben ook de K.U.Leuven en het I.W.T. erkentelijk voor de aangereikte mid-
delen om dit onderzoekswerk mogelijk te maken.

Ik moet mijn ouders oprecht bedanken voor hun steun op alle vlakken. Ook
bedankt aan mijn grootouders en de rest van de familie. Voor de vele ont-
spannende momenten mag ik hier de vrienden van Leuven, de mannen van de
zaalvoetbal en de kameraden van thuis zeker niet vergeten. Hartelijk dank!

maarten
december 2009

iii





Samenvatting

De mogelijkheden om spraakherkenning in ons dagelijkse leven te integreren
nemen meer en meer toe. Met de stijgende populariteit van apparaten zoals
mobiele telefoons, computers, muziekspelers en navigatiesystemen, is de laat-
ste jaren de vraag naar toepassingen die met de menselijke stem aangestuurd
kunnen worden aanzienlijk gegroeid. Essentieel echter voor de praktische toe-
passing van spraakherkenning in deze systemen is de robuustheid tegen het
nadelige e!ect van onbekende stoorgeluiden.

In tegenstelling tot menselijke luisteraars zijn systemen voor automatische
spraakherkenning buitengewoon gevoelig aan tijdsvariërende achtergrondruis.
Dit e!ect is te wijten aan het verschil tussen de ruisloze omstandighedenwaar-
in de statistische modellen van spraak worden opgesteld en de ruizige condi-
ties waaraan deze systemen in de praktijk onderhevig zijn. Zonder de aanwen-
ding van technieken die dit verschil trachten te verkleinen, zal de nauwkeurig-
heid van de spraakherkenner aanzienlijk dalen.

De primaire doelstelling van deze doctoraatsstudie is het spraakherkennings-
systeem ruisrobuust maken door een techniek te hanteren die gebaseerd is
op het reconstrueren van de ontbrekende data of ‘Missing Feature Theory’
(MFT). In een MFT-gebaseerde herkenner zal een spectraal masker aangeven
welke regio’s in de tijd-frequentie voorstelling van het verstoorde spraaksig-
naal gedomineerd worden door de achtergrondruis en ze vervolgens classifice-
ren als onbetrouwbaar. Deze regio’s zullen in het verdere herkenningsproces
als ontbrekend worden beschouwd. In geval van een correcte classificatie, be-
schikt MFT over een groot potentieel om nauwkeurige spraakherkenning te
verrichten op de overblijvende informatie uit het verstoorde spraaksignaal. In
tegenstelling tot de meeste andere methodes voor ruiscompensatie, heeft MFT
bovendien als belangrijk voordeel dat haar prestatie onafhankelijk is van het
type achtergrondruis.

In dit werk worden de ontbrekende componenten van de kenmerkenvectoren
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die uit de spraak worden berekend, geschat aan de hand van de zogenaamde
‘data imputation’ techniek. Deze techniek is bruikbaar in elk kenmerkendo-
mein dat een lineaire transformatie is van het log-spectrale domein en is toe-
pasbaar op zowel de statische als de dynamische kenmerkenvectoren. Twee
nieuwe maskeringsmethodes werden ontwikkeld en geëvalueerd voor mas-
kers die ofwel een ‘ja/nee’-beslissing maken over de betrouwbaarheid van de
data, ofwel hiervoor een kans schatten. Een methode die corrigeert voor de
verschillen die kunnen optreden in het communicatiekanaal werd eveneens in
de herkenningsprocedure geı̈ntegreerd.

Het resultaat van dit doctoraat is een MFT-gebaseerde spraakherkenner die
robuust is tegen een brede waaier van achtergrondgeluiden en variaties in
microfoon- en kanaalkarakteristieken. Het systeem werd getest op twee stan-
daarddatabanken: een klein vocabularium databank voor cijferherkenning (Au-
rora2) en een groot vocabularium dicteertaak (Aurora4). Met een minimum
aan veronderstellingen over de achtergrondruis, behaalt het ontwikkelde sys-
teem een herkenningsnauwkeurigheid dat behoort tot de beste gepubliceerde
resultaten op beide databanken.

vi



Summary

The opportunities for integrating speech recognition technology into our daily
lives are growing. With the increasing popularity of devices such as mo-
bile phones, computers, music players and navigation systems, the demand
for voice controlled applications has increased significantly over the last few
years. Robustness against unknown environmental noises is essential for the
practical deployment of these speech recognition systems.

In contrast to human listeners, automatic speech recognition (ASR) systems
are particularly sensitive to background noises. This e!ect is caused by the
di!erences between the conditions in which the statistical models of speech
are trained and those in which they are applied in real-life situations. Without
compensating for this mismatch, the accuracy of ASR systems will signifi-
cantly decrease.

In this thesis, we will improve the robustness of the ASR system by applying
Missing Feature Theory (MFT). In a MFT-based recognizer, a spectral mask
will indicate which time-frequency regions of the distorted speech are domi-
nated by the noise. These regions will be classified as unreliable ormissing. If
the classification is correct, MFT has demonstrated great potential for recogni-
tion from the partial information that is left in the noisy speech signal. Another
advantage of MFT over other noise reduction methods is that the performance
is independent of the observed noise type.

This work mainly contributes to the research domain of MFT-based recogni-
tion. A crucial part in a MFT-based recognizer is the computation of reliability
masks from noisy data. To estimate accurate masks in environments with un-
known, non-stationary noise statistics, only weak assumptions can be made
about the noise. To this end, two novel masking approaches are proposed and
evaluated.

MFT was originally proposed in the log-spectral domain since this is also
the representation in which the masks have a simple formulation. However,

vii



recognition performance degrades when the covariance matrices have a diag-
onal structure in the log-spectral domain. In this thesis, MFT is applied in
any feature domain that is a linear transform of log-spectra for both static and
dynamic features. The proposed MFT-based recognizer will operate on either
binary masks where hard decisions are made about the reliability of the data
or on fuzzy masks which use a soft decision criterion.

For real-life deployments, a compensation for convolutional noise is also re-
quired. Channel compensation in speech recognition typically involves esti-
mating an additive shift in the log-spectral or cepstral domain. To deal with
the fact that some features are considered as unreliable, a maximum likelihood
estimation technique is integrated in the back-end recognition process of the
MFT system to estimate the channel.

The result of this thesis is a MFT-based speech recognizer that is robust to
the detrimental e!ect of a wide range of time-varying background noises and
channel distortions. The system is tested on benchmark databases, namely the
Aurora2 small vocabulary database and the Aurora4 large vocabulary continu-
ous speech database. With minimal assumptions about the noise, the resulting
system achieves a recognition accuracy that is among the best published per-
formance on both benchmarks.
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CHAPTER 1
Introduction

1.1. Automatic speech recognition

Human beings have the amazing ability to communicate with each other
through speech. As the most natural form of communication between humans,
speech has attracted researchers’ interest over many years. During the last
decades, speech scientists and engineers have endeavored to construct systems
that facilitate the interaction between humans and machines. Considerable ef-
fort was also spent by linguists, physiologists and psychologists to investigate
the structure of speech and the underlying mechanisms for its production and
perception. The combination of their findings, together with the advances in
digital computing and signal processing, has led to the domain of speech tech-
nology. Speech technology is growing at a fast pace and its application is
becoming ubiquitous in our daily lives.

Three main areas can be identified in speech technology, namely speech syn-
thesis, speech coding and automatic speech recognition. The goal of speech
synthesis is to build a system that is able to convert a text file into intelligible
and natural-sounding speech. Speech coding attempts to reduce the number of
bits required to represent the speech by exploiting its redundancy. This is im-
portant when speech has to be transmitted over telecommunication channels
or held on digital storage media. Automatic Speech Recognition (ASR) ulti-
mately aims to build a machine that can recognize normal human speech from
any speaker of a given language even in adverse acoustical environments. It
is the process of converting an acoustic input signal of speech, captured by a
microphone, into a sequence of words by means of a computer program. This
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Figure 1.1. Schematic representation of the general architecture of an ASR sys-
tem.

thesis contributes to the latter area of speech technology, in particular to the
improvement of noise robustness of speech recognition system.

ASR systems can be used in a wide variety of application areas. They can be
exploited in human-computer interactions, such as in command-and-control
automation, voice-activated navigation systems (cars, aircraft cockpits, etc.),
web enabling via voice and domestic appliance control. Nowadays, commer-
cial speech-to-text software has reached the market for word processing. In
the health care sector, medical dictation tools are regarded as a valuable sup-
port for document processing. ASR is also commonly used in the field of
telephony, e.g. call centers. The improvement of mobile processing devices
has allowed to embed speech recognition in hands-free applications, voice di-
aling in cell phones, various software tools in PDAs and voiced-enabled route
navigation in a GPS. ASR has already shown its benefits for the handicapped
people with learning di%culties or in language learning. Other areas where the
integration of an ASR system is useful are information retrieval (database ac-
cess), robotics, computer gaming, security access and automatic transcription
and translation (e.g. real-time subtitling in news bulletins).

Conventional ASR-systems consist of a front-end that performs a feature ex-
traction on the continuous speech signal and a back-end that performs the
recognition of the observed features. The output of the system is the most
likely hypothesis of uttered words. It is computed by combining the informa-
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Figure 1.2. Time domain representation of the words “missing data” (top) and a
closer look into the time segment of the word “missing”, namely the vowel ‘i’
succeeded by the consonant ‘s’.

tion from three knowledge sources: the acoustic model, the language model
and the lexicon. A schematic representation of the general architecture of an
ASR system is shown in figure 1.1. In the next subsections, the di!erent mod-
ules of the ASR will be described.

1.2. Feature extraction

The input of the recognizer is a speech signal which in its physical form is a
pressure waveform that travels from a speaking person to one or more listen-
ers. It is generated as one exhales air from the lungs and passes the airflow
through the vocal cords and vocal tract. The vocal tract cavity is controlled by
the following articulators: tongue, lips, teeth, velum and jaw. It is responsible
for the production of specific sound segments called phones, each having cer-
tain acoustic and articulatory properties during a brief period in time. These
phones are acoustical realizations of phonemes, i.e. the linguistic units that
comprise the words of a language.

In figure 1.2, the time domain signal s(n) of the uttered words “missing data”
is illustrated. The speech signal is continuous and dynamic in time and am-
plitude, caused by the constantly changing status of the vocal cords and vocal
tract. The figure also shows a more detailed view of a time segment in the word
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Figure 1.3. Overview of the front-end feature extraction module.

“missing”. The first part (corresponding to the vowel ‘i’) has a periodic char-
acter, while the last part (consonant ‘s’) is aperiodic. The periodicity arises
from the vibration of the vocal cords interrupting the airflow and producing
voiced speech sounds. The frequency of vibration is called the fundamental
frequency or pitch. If the vocal folds are not vibrating, unvoiced speech is
produced.

In the front-end of the ASR, the analogue speech signal is captured by a micro-
phone and then converted into a digital form by means of sampling and quan-
tization. Sampling is the process of obtaining values of the analogue signal at
discrete instants in time. Since speech sounds only have significant spectral
energy content up to 5 kHz, most ASR applications are using a sampling rate
typically above 11 kHz.

For speech recognition, it is desirable to eliminate redundancy in the speech
signal to permit e%cient representation of the essential speech aspects in the
form of features. Moreover, these relevant speech features must be consis-
tent across speakers; they should yield similar values for the same phonemes
uttered by di!erent speakers. Over the years, several feature representations
have been explored, such as Linear Predictive Coding (LPC) features, Tandem
features [Ellis and Gomez, 2001], Perceptual Linear Prediction (PLP) coe%-
cients [Hermansky, 1990], modulation spectrograms [Kingsbury and Green-
berg, 1997], RelAtive SpecTrA (RASTA) [Hermansky et al., 1991], Root-
Cepstrum Coe%cients (RCC) [Alexandre and Lockwood, 1993], log-Mel fil-
ter bank outputs and Mel-frequency Cepstral Coe%cients (MFCC) [Davis and
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Figure 1.4. Spectrogram (top) and log-Mel frequency representation (bottom) of
the words “missing data”.

Mermelstein, 1980]. In this text, we will only consider log-Mel spectra and
features that are a linear transform of these spectra, namely MFCC and the
later defined ProSpect features [Van hamme, 2004b].

To extract log-Mel features, the signal pre-processing steps given in figure 1.3
are typically applied. After sampling the time-domain waveform s(n), the sig-
nal is processed by a pre-emphasis filter resulting in a 6 dB/octave increase in
gain of the high frequencies. This counteracts the attenuation e!ect at these
frequencies owing to the glottal source in voiced speech and will make the av-
erage speech spectrum roughly flat. Subsequently, the pre-emphasized signal
is segmented into overlapping frames to capture its time varying character-
istics. If frames with a fixed length are used, the optimal frame duration to
robustly extract spectral features is around 30 ms during which speech is as-
sumed to be quasi-stationary. To track the articulation speed (the rate at which
the speech characteristics change), most state-of-the-art ASR systems use a
fixed frame shift of 10 ms. After tapering each frame by a windowing func-
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tion (e.g. Hamming window) to reduce anomalies due to the frame bound-
aries, the short-term power spectrum or spectrogram is computed by applying
a Discrete Fourier Transform (DFT). The spectrogram shows how the energy
values vary over time and frequency. In figure 1.4, the spectrogram of the time
domain signal of figure 1.2 is given (top row). Here, we have used a sampling
frequency of 16 kHz, a frame length of 25 ms and a frame rate of 10 ms.
A Mel-scaled filter bank is applied to the sequence of frames to smooth the
spectral representation. The Mel-frequency scale reflects the frequency reso-
lution of the human ear by a non-linear frequency axis that is nearly linear at
the low-frequency end, but approximately logarithmic at the high frequency
regions. The shape of the human auditory filters are approximated by trian-
gular amplitude responses. The output amplitudes of the filter bank with D
channels are then logarithmically transformed to model the logarithmic sensi-
tivity of the human ear. The resulting D-dimensional log-Mel spectral vector
at time frame t will be denoted by st. The log-Mel feature representation of
the example speech signal, is shown in the bottom row of figure 1.4 (with D
set to 23).

MFCC or cepstral features are obtained by applying the Discrete Cosine Trans-
form (DCT) matrix to the log-Mel feature vector st. If CK denotes the K-by-D
orthonormal DCT, the cepstra are then defined as

ct = CK st. (1.1)

Since the shape of the spectrum imposed by the vocal tract is smooth, the
spectral components in adjacent frequency bands tend to be correlated. One
main purpose of the DCT transform is to convert these spectral features into
a largely uncorrelated set of cepstral coe%cients. This allows to reduce the
number of features with little less of information. Typically, the number of
cepstral features K that are extracted is about half the number of frequency
bands. By removing the correlation, MFCCs are well modeled by diagonal
covariance matrices. This significantly reduces the computational load in a
subsequent statistical matching process while still producing reasonably accu-
rate probability estimates. These probabilities are also easier to estimate from
a limited amount of data. Therefore, MFCC have become the most established
representation in ASR systems.

It is commonly done in ASR to augment the MFCC with their time derivatives
(dynamic features) to capture the dynamics of speech over time. Most systems
estimate the first and second order derivatives, respectively called velocity and
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acceleration features. Adding these time derivatives allows to model the non-
stationary behavior due to the continuous changes in the vocal tract and it
confines the modeled trajectories to be smooth.

1.3. Back-end modules

A spoken sequence of m words W = {word1,word2, . . . ,wordm} will be
transformed by the front-end extraction module into an observation sequence
O = {o1, o2, . . . , oT}. Here, T is the number of frames in the sentence and ot
represents the speech frame at time t expressed in any chosen feature domain.
The purpose of the back-end module is then to search for the most likely word
sequence Ŵ, given the acoustic data O. According to Bayesian decision the-
ory, speech recognition can be formulated as a maximum a posteriori (MAP)
decoding problem over all allowable word sequencesW based on the posterior
probability P(W|O):

Ŵ = argmax
W
P (W|O)

= argmax
W

P (O|W)P (W)
P (O)

" argmax
W
P (O|W)P (W).

(1.2)

To this end, the information of three knowledge sources is exploited: the
acoustic model P(O|W), the language model P(W) and the lexicon. Since
the acoustic observation O is the same for all competing hypothesesW, the
denominator P(O) in equation (1.2) can be omitted.

1.3.1. Lexicon

The lexicon contains a list of all recognizable words (the vocabulary) together
with their phonemic transcription. The phonemic representation determines
which phone sequences are allowed to occur during the recognition of a word.
The size of the vocabulary can be small for applications that only require a few
words (e.g. command-and-control or voice dialing), while other recognition
tasks may require a large vocabulary in the order of tens of thousands of words
(e.g. dictation).

1.3.2. Language model

The language model computes the prior probability P (W) that the speaker ut-
ters W, which is independent of the acoustic data. It is used to measure each

7
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word hypothesis to reduce the total number of word sequences to the most
plausible ones. The language model describes the semantic, syntactic and
pragmatic constraints inherent to the language, mostly augmented with task-
specific information. A distinction is made between deterministic and statis-
tical language models. An example of deterministic models are context-free
grammars which can be used for small vocabulary tasks. The most popular
statistical models are N-grams which are typically applied in large vocabulary
tasks. In a N-gram model, a probability is assigned to a word, given the N" 1
predecessor words:

P (W) =
m
!

l=1
P (wordl | wordl"N+1 . . . wordl"1). (1.3)

These probabilities are trained from large text corpora by means of the co-
occurrence counts. To limit the number of parameters in the language model,
bigrams (N = 2) or trigrams (N = 3) are commonly used in ASR. For a given
language model with trained parameter set ", the language model score will
be denoted by P (W) = P (W|").

1.3.3. Acoustic model

The task of the acoustic model is to accurately and e%ciently compute P(O|W),
which is the probability that the speaker produces the acoustic data O given
the intended sentenceW. Therefore, the word sequence is decomposed into
basic linguistic units (phonemes) and conversion from word to phonemes is
done with the lexicon. To model the variability due to pronunciation dif-
ferences, each phoneme has its corresponding statistical model. The most
popular choice in present ASR systems for that purpose is the use of a Hid-
den Markov Model (HMM) with continuous density functions. The acoustic
model then consists of the concatenation of these elementary HMMs to build
a larger HMM for the words in the sentence.

A HMM describes a phoneme as a sequence of acoustically stationary parts,
called the states in the Markov model. It is a statistical model that generates a
sequence of observation vectors while following a first order Markov process.
A first order Markov process is a stochastic process where the a priori proba-
bility of being in a state qt at some time frame t depends only on the previous
state at t"1, regardless of the history of the process before t"1. The order of
the states and their duration are given by the discrete transition probabilities
P (qt|qt"1). Each HMM-state is described by means of an emission density
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Figure 1.5. A 3 state hidden Markov model with a left-to-right topology.

function fqt (ot) = f (ot|qt = qt). The probability that a particular observation
vector ot is emitted at time t only depends on the current state qt of the HMM
and is therefore independent of past observations. The term ‘hidden’ refers to
the fact that the underlying state is invisible from the outside since all states
are capable of generating the observation vector (with a certain probability).
HMM-phoneme models typically have three states and are using a left-to-right
topology. An example of such a HMM is illustrated in figure 1.5 together with
its emission density functions and state transition probabilities.

For each HMM, the transition probabilities and the parameters of the emission
density function have to be estimated. To this end, the parameters are trained
by the Baum-Welch algorithm [Juang et al., 1986] where they are learned by
iteratively maximizing the model likelihood for a given set of training exam-
ples. Restrictions have to be imposed on the functional form of fqt (ot) in order
to have a manageable number of parameters to estimate. The most widely
used approach is to approximate each emission density function by a mixture
of Gaussian base densities. If the number of Gaussians is su%ciently large,
a Gaussian mixture can approximate any continuous probability density func-
tion (pdf) with an arbitrary precision. The Gaussian mixture density of state
qt with a number of G Gaussian bases is given as

fqt (ot) =
G
"

$=1
wqt ,$ fqt ,$(ot) =

G
"

$=1
wqt ,$N (ot;µqt ,$,!qt ,$) (1.4)

where wqt ,$ is the mixture weighting factor for the $th Gaussian mixture com-
ponent and N (ot;µqt ,$,!qt ,$) is the pdf of the Gaussian parametrized by its

9



1.3. Back-end modules

mean vector µqt ,$ and covariance matrix !qt ,$. A compact and computation-
ally e%cient representation can be achieved by using Gaussians with diagonal
covariance matrices. The most popular choice in ASR-systems is to express
these Gaussians in the cepstral feature domain.

Finally, the probability for a given observation sequence O when word se-
quenceW is uttered, is summed over all possible state sequences Q that gen-
erateW. The acoustic model score corresponding to the HMM defined by the
parameter set #, is then given by

P (O|W,#) =
"

Q

T
"

t=1
P (qt|qt"1) fqt (ot). (1.5)

Note that the number of possible state sequences grows exponentially in the
length T of the sequence.

For reasons of notational convenience, we will refer in the remainder of this
thesis to the Gaussian mixture component $ of state qt by using the subscript
i. The pdf or likelihood of Gaussian i then equals

fi(a) = N (a;µi,!i)

=
1

#

(2')M |!i|
exp
$

"
1
2
(a" µ)!!"1i (a" µi)

% (1.6)

with M being the dimensionality of the variable a and µi and !i the mean and
covariance matrix of the Gaussian.

1.3.4. Decoding

The task of the decoder is to find the optimal word sequence Ŵ that maximizes
the a posteriori probability (1.2) given the language model " and the HMM-
based acoustic model###

Ŵ = argmax
W
P (O|W,###)P (W|") (1.7)

and where the maximum-operator represents the search algorithm. In order
to evaluate equation (1.7), all possible state sequences of all associated word
sequences in the language would have to be computed. Since this is an im-
practical task, especially for real-time applications, dynamic programming ap-
proaches are applied to obtain estimates for Ŵ.

By recasting the lexicon and the bigram language model as first order HMMs
and by combining them with the acoustic model, the complete search space
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can be represented as a HMM-network. This HMM in fact encodes the lan-
guage of the recognition task. The decoding problem can thus be formulated
as a search problem for the best path through this HMM-network given the
speech signal. An e%cient search algorithm that is well suited to find the
optimal alignment is the Viterbi algorithm [Viterbi, 1967].

1.4. Noise robustness

In contrast to human listeners, automatic speech recognition systems are par-
ticularly sensitive to the presence of background noises and acoustical vari-
ations in the speaking environment. Speech signals processed by an ASR-
system are influenced by the way they are produced (e.g. di!erences in speaker
characteristics, speaking style, accent and dialect), by the surrounding sounds
that add noise to the signal, by the transducer used to capture the signal (e.g.
the microphone characteristics) and by the transmission channel (e.g. the room
impulse response). We will assume that speaking variations and speaker vari-
ances are captured by the acoustic and language model of the speech recog-
nizer. In this thesis, robustness is defined as the ability of the ASR to maintain
its performance or degrade gracefully when exposed to a range of di!erent
environmental conditions.

1.4.1. The acoustic environment

In realistic testing situations, ASR-systems operate in environments with un-
known time-varying additive noise distortions, leading to a mismatch between
training and testing conditions. Three categories of noise contamination are
typically considered:

- Additive noise refers to the collection of all other sound sources that
are picked up by a microphone in addition to the speech signal. These
sounds are generated by the o%ce equipment, industrial surroundings,
the tra%c in the street, a driving car, a train station, etc. The noise is
additive to the speech signal in the time domain and can be constant
(stationary) or changing in time (non-stationary).

- Convolutional noise refers to the way speech changes on its path through
the channel from the mouth until it is converted in digital form. The
speech can be influenced by di!erent factors such as the transmission
device, the microphone characteristics, the quality of the analogue-to-
digital converter. Convolutional noise is also related to the acoustic
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Figure 1.6.Model of the acoustic environment.

properties of the room if the impulse response is much smaller than the
frame window length. In these situations, the channel can be modeled
by a linear filter and thus the noise is convolutional in the time domain.

- Reverberation is the process where the microphone picks up echoes of
the speech that are reflected by the wall of a room. These delayed copies
of the speech are convolved by the room impulse response and subse-
quently added to the original speech signal.

The work in this thesis is only concerned with the compensation of additive
and convolutional noise. Techniques for handling reverberation noise will not
be considered.

In a noisy acoustic environment, the relationship in the log-Mel spectral do-
main between the distorted speech yt, the additive noise nt, the convolutional
noise denoted by the channel parameter h and the clean speech st, is modeled
by

yt & log
&

exp(st + h) + exp(nt)
'

(1.8)

This time-domain parametric model of the acoustic environment has been
widely used in the context of robust ASR in the past [Acero, 1990, Moreno,
1996, Stern et al., 1996, Josifovski, 2002] and is shown in figure 1.6. Here,
it is assumed that the additive and convolutional noise are independent of the
speech st and that the channel h is constant or only varies slowly over time.
The ratio between the power of the transmitted clean speech signal and the
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background noise power on a logarithmic scale is defined as the Signal-to-
Noise Ratio (SNR).

1.4.2. Noise compensation techniques for ASR

To mitigate the e!ect of the mismatch between training and testing that is in-
troduced by additive and convolutional noise, several approaches have been
proposed in the literature. These noise reduction techniques can be applied at
di!erent levels of the ASR-system, namely at the signal level (before the fea-
ture extraction), the front-end (feature extraction) or in the back-end module
(by adapting the acoustic models). An overview of the commonly encountered
approaches can be found in [Gong, 1995, Davis, 2002]; they are classified into
five di!erent categories:

1. Multi-style training. In this approach, the distributions of the acoustic mo-
del are trained on data that are similar to the noisy test data. Considering
and incorporating all possible noise mismatches is not only an imprac-
tical task but also it is often not guaranteed that the resulting back-end
model has adequate discriminative power neither is one sure to cover
all relevant noise conditions. Even when the noisy environment resem-
bles the trained conditions and is su%ciently known beforehand, it is not
guaranteed that a multi-condition training approach is e!ective.

2. Robust feature extraction. These techniques aim to increase the noise ro-
bustness by extracting speech features that are inherently less distorted
by the noise. Over the years, di!erent robust feature extraction meth-
ods have been explored, all attempting to derive noise resistant feature
parameters, e.g. Perceptual Linear Prediction (PLP) coe%cients [Her-
mansky, 1990], possibly combinedwith the RelAtive SpecTrA (RASTA)
techniques [Hermansky et al., 1991], Root-CepstrumCoe%cients (RCC)
[Alexandre and Lockwood, 1993], the modulation spectrograms [Kings-
bury andGreenberg, 1997], spectral peaks [Barker and Cooke, 1997] and
Mel-frequency Cepstral Coe%cients (MFCC) [Davis and Mermelstein,
1980].

3. Speech enhancement. This category of noise reduction techniques oper-
ates in the feature domain by applying a transformation to the degraded
speech such that the transformed speech closely resembles the clean
speech. Some examples of these speech enhancement techniques are
spectral subtraction [Boll, 1979], Wiener filtering [Vaseghi and Mil-
ner, 1993], model-based enhancement techniques [Ephraim and Malah,
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1984, Stouten, 2006], subspace-based speech enhancementmethods [Her-
mus et al., 2007, Ephraim and Van Trees, 1995] and the Vector Taylor
series (VTS) compensation algorithm [Moreno et al., 1996].

4. Model compensation. Whereas feature enhancement techniques try to re-
move the mismatch between the noisy observation and the acousticmodel
by modifying the incoming feature vector, model compensation tech-
niques modify the models learned by the recognizer such that they re-
semble the distribution of the observed noisy speech. Since this re-
quires the transformation of entire models, these techniques are com-
putationally expensive. Some model compensation methods worth men-
tioning are the hidden Markov model decomposition technique [Varga
and Moore, 1990], Parallel Model Combination (PMC) [Gales, 1995],
Maximum Likelihood Linear Regression (MLLR) [Leggetter andWood-
land, 1995], maximum a posterior probability compensation [Gauvain
and Lee, 1994] and uncertainty decoding [Droppo J. and Deng, 2002].

5. Missing feature theory. In Missing Feature Theory (MFT) [Cooke et al.,
2001], the recognition is based only on those feature components of the
noisy test data that are matched with the acoustic model, which was
trained on clean speech data. This technique originates from the well
known fact that human listeners can cope with speech degradations and
are capable of recognizing it by utilizing the partial information left in
the distorted speech signal. In a spectrographic representation of noisy
speech, some time-frequency regions will be dominated by the noise and
others are dominated by the speech. MFT attempts to compensate for ad-
ditive noise distortions by first locating the uncorrupted time-frequency
regions and then performing recognition on these partial or incomplete
feature vectors. A more detailed introduction of MFT and its application
in ASR will be provided in the next chapter.

In real-life situations, the statistics of the background noise are not known be-
forehand and are di%cult to predict. However, model adaption techniques rely
on important assumptions about the noisy conditions. Due to a lack of data
and their associated computational cost these approaches are rarely capable of
incorporating all model parameters and thus to compensate for all noise types.
Most speech enhancement techniques aim to reduce the noise by assuming
that the noise is stationary over a relatively large time window. Hence, these
methods mostly fail for realistic non-stationary noise distortions. In contrast,
robust feature extraction makes only weak or no assumptions about the noise.
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However, it appears to be di%cult to find a representation that is insensitive to
a wide range of distortions.

Even in challenging realistic conditions with non-stationary noise distortions,
the approach of MFT to ASR has already shown its e!ectiveness in dealing
with additive noise. One of the reasons for its success is the similarity with
the human auditory system in dealing with partly distorted data by exploiting
the redundancy of the speech signal. Another advantage is that, in contrast to
other noise robustness techniques, MFT does not rely on important assump-
tions about the noise and is intrinsically suited to compensate for either sta-
tionary or non-stationary noises. In practice however, the extent to which the
performance of the MFT approach is dependent on the noise type is deter-
mined by the mask estimation procedure involved (see chapter 2).

1.5. Assessment of the recognizer

The evaluation of an ASR-system should be placed against the complexity of
the recognition task it has to perform. The factors that mainly influence the
di%culty of automatic speech recognition are:

- speaking mode: In discrete recognition tasks the speaker leaves pauses
between the words, whereas this is not the case for continuous speech.
As a consequence, continuous speech is much harder to recognize due
to the co-articulation e!ects between the words and the fact that there is
no clear indication of the words boundaries.

- speaking style: Read speech is generally easier to recognize than spon-
taneous speech, which usually contains more hesitations, mispronunci-
ations, errors and corrections. These disfluencies not only require an
additional acoustic model, they could also have a negative impact on the
language model score and complicate the recognition process.

- speaker enrollment: Speaker-dependent systems contain acoustic mod-
els that are specific for a single speaker. This requires speaker enrollment
since each user must provide su%cient suitable speech data to train the
recognizer. Speaker-independent systems are trained on data of di!er-
ent speakers and hence do not require enrollment. The increased vari-
ability makes these systems more robust to speaker changes, but also
leads to a decrease in recognition rate relative to more speaker specific
models. Improvement in performance of speaker-independent systems
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can be achieved by applying speaker adaptation techniques. These tech-
niques require relatively small amounts of training data.

- vocabulary: For some applications, the vocabulary can be restricted to
what is relevant to the task, while others have to recognize speech that
can contain any possible word of the language. Therefore, a distinction
is made between small and large vocabulary tasks. The larger the size
of the vocabulary, the more confusion between the words due to the
acoustic similarities and the more di%cult the recognition task.

- language model: Deterministic language models are used in recogniz-
ers that are applied in restricted domains with constrained grammars.
Statistical language models are applied if the user tends to produce sen-
tences that are hard to describe in a deterministic grammar. The freedom
of word choice allowed by the grammar is quantified by the perplexity.
High perplexity makes the task more di%cult.

- operating environment: ASR-systems that are used in a quiet environ-
ment tend to have a high recognition accuracy since the environment
more closely matches the training environment. In a noisy environment
however, the speech signal is degraded by the di!erent types of environ-
mental distortions that were discussed in section 1.4 and noise compen-
sation techniques are required.

In this thesis text, the described techniques and algorithms will be evalu-
ated on two benchmark databases, namely Aurora2 and Aurora4, each cor-
responding to a di!erent recognition task. These databases were released by
Aurora, a working group of the European Telecommunication Standard In-
stitute (ETSI) that has been formed to develop and standardize algorithms
for distributed speech recognition (DSR) systems. Both databases are pub-
licly available through the European Language Resource Association (ELRA)
(www.elra.info) and allow to compare the performance of ASR-systems
developed by di!erent research groups.

1.5.1. Aurora2

Evaluation data

The Aurora2 corpus is a small vocabulary, speaker independent connected
digits database [Hirsch and Pearce, 2000]. The speech data are derived from
the clean TI-Digits database [Leonard, 1984] that contains recordings of male
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and female US-American adults and comprise 11 words (zero, one, two, three,
four, five, six, seven, eight, nine and oh). The 20 kHz data, originally collected
at Texas Instruments, Inc., are downsampled to 8 kHz sampling frequency.

Three di!erent test sets (A, B and C) are constructed by artificially adding
noise to the clean samples at SNRs ranging from 20 to -5 dB in steps of 5
dB. The set A and B consist of 4004 utterances from the TI-Digits test data,
pre-filtered according to the G.712 frequency characteristic [ITU, 1996]. They
are split into 4 subsets of 1001 utterances each, to which 4 di!erent noises are
added at the 7 SNR-levels. For set A these are subway, babble, car and ex-
hibition hall noise; set B includes restaurant, street, airport and train-station
noise. Test set C is designed to simulate channel distortions or convolutional
noise. In this case, a Modified Intermediate Reference System (MIRS) fil-
ter is applied to the original data. The MIRS filter models the behavior of a
telecommunication terminal that meets the technical specification GSM 03.50
(ETSI-SMG technical specification, 1994). In addition, test set C proposes
two additive noises: subway and street. In total, 32883 words (& 292 minutes
of speech data) are to be recognized at each SNR-level.

The Aurora2 database has two training sets: a clean set and a multi-conditions
set. Both sets are composed of 8440 utterances selected from the TI-Digits
training data, filtered with the G.712 characteristic and containing approxi-
mately 244 minutes of data. The four noise types of test set A are used in the
multi-conditions set, at SNRs ranging from 20 to 5 dB in steps of 5 dB.

Feature extraction

For the baseline experiments, features were extracted by the Aurora WI007
front-end [ETSI standard document, 2000b], a cepstral analysis scheme. Here,
the DC-o!set is firstly removed from the signal and a first order pre-emphasis
filter is applied. Then, the power spectrum is calculated every 10 ms on a
25 ms frame of the Hamming windowed data. A Mel-scaled triangular filter
bank with 23 channels is applied, and the natural logarithm of the resulting
Mel-spectrum is transformed into a 13th order cepstrum using a discrete co-
sine transform. The 12 Mel-scaled cepstral coe%cients and c0 (no log-energy)
are then augmented with their dynamic coe%cients which are computed us-
ing a window length of 9 frames, to yield 39-dimensional feature vectors for
recognition [Macho et al., 2002].
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Back-end recognizer

Baseline recognition results are produced by the reference recognition sys-
tem using the complex back-end configuration as defined by the ETSI Aurora
group [ETSI standard document, 2000a]. The digits are modeled as whole
word left-to-right HMMs with 16 states per digit and 20 Gaussians with diag-
onal covariance per state. The digit models were trained on the clean speech
training database using the HTK software package version 2.2 from Entropic
[Young et al., 1999]. The optional inter-word silence is modeled by 1 or 3
states with 36 Gaussians per state, while leading and trailing silence have 3
states. The total number of Gaussians is 3628.

1.5.2. Aurora4

Evaluation data

Large vocabulary, continuous speech recognition experiments are conducted
on the Aurora4 database, derived from the WSJ0 Wall Street Journal 5k-word
dictation task [Parihar and Picone, 2003]. The test database is composed of
2%7 sets of read speech from di!erent speakers and is artificially corrupted
by additive noise after applying a P.341 filtering characteristic [ITU, 1998] to
the clean data samples at 16 kHz. Test sets 01-07 were constructed by adding
seven types of noise to the Sennheiser close talking microphone signal: no
noise (set 01), car (set 02), babble (set 03), restaurant (set 04), street (set 05),
airport (set 06) and train (set 07). Test sets 08-14 were obtained by adding the
same noise types to recordings made with 18 di!erent types of microphones.
Each test set contains 330 utterances from 8 di!erent speakers and has a SNR-
level that ranges from 5 dB to 15 dB.

The clean-condition training set contains 7138 utterances from 83 speakers,
which is equivalent to 14 hours of speech data. All recordings are made with
the close talking microphone and no noise is added. The multi-conditions
training set contains 7138 utterances randomly corrupted by one of the six
types of noise used in the test database, at random SNRs uniformly distributed
between 10 and 20 dB.

Feature extraction

The baseline feature extraction algorithm deviates from the one that was pro-
posed by the Institute for Signal and Information Processing (ISIP) at the Mis-
sissippi State University. First a power spectrum is calculated every 10 ms

18



Introduction

on a 32 ms window of the pre-emphasized 16 kHz data. Then a Hamming
window and a 24-channel Mel-scaled triangular filter bank are applied. To
increase the robustness to low frequency noises, the first spectral coe%cient
is removed. Since all frequencies above 7 kHz of the Aurora4 data were fil-
tered, also the last band is disregarded. To the remaining 22 spectral coef-
ficients, the first and second order time derivatives are added to result in 66
features. The MIDA-algorithm (an acronym for Mutual Information based
Discriminant Analysis and denoting an improved Linear Discriminant Analy-
sis (LDA)-algorithm [Duchateau et al., 2001]) then reduces this feature vector
to 39 dimensions. Finally, these features are decorrelated (see [Demuynck
et al., 1998]) because the acoustic modeling uses diagonal covariance Gaus-
sian distributions.

Back-end recognizer

Baseline recognition results are produced by the speaker-independent Large
Vocabulary Continuous Speech Recognition (LVCSR) system that has been
developed by the ESAT speech group of the K.U.Leuven. This recognizer
was chosen because of its fast experiment turn-around time and good baseline
accuracy.

The acoustic modeling is gender independent and based on a phone set with
45 phones, without specific function word modeling. A phonetic decision
tree [Duchateau et al., 1998] defines the 4961 tied states in the cross-word
context-dependent models and with an average of 200 Gaussians with diag-
onal covariance per state. A bigram language model for a 5k-word closed
vocabulary is provided by Lincoln Laboratory, while decoding is done with a
time-synchronous beam search algorithm. For a more detailed description of
the system, we refer to the website of the ESAT research group [ESAT/PSI]
and [SPRAAK].

1.5.3. Experimental analysis

To be consistent with literature, the recognition performance will be expressed
in terms of word accuracy for the Aurora2 database and in terms ofWord Error
Rate (WER) for the Aurora4 database. After alignment of the recognized
sentence with the correct sentence, the WER is computed as the number of
word errors, i.e. insertions, deletion and substitution errors, divided by the
total number of words in the reference transcription and is usually expressed in
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percentage. Note that this WER can be larger than 100%. The word accuracy
is then defined as 100% - WER.

Since test sets always contain limited amounts of data, the measured WER is
just an estimate of the real WER of a recognizer. To estimate a confidence
interval for the WER, we assume that the occurrence of errors can be mod-
eled as a binomial process, i.e. we assume that all mtot words in the test set
behave independently and have a common probability of being misrecognized
of 100% p %. Assuming that mtot is su%ciently large, the central limit theo-
rem can be applied to calculate the standard deviation on the measured WER
p̂:

( p̂ =
#

p(1" p)/mtot (1.9)

The 95% confidence interval, the interval within the real WER is expected to
fall with a probability of 95%, is then given as [Mandel, 1984]:

p̂" 1.96 (̂ p̂ < p < p̂ + 1.96 (̂ p̂ (1.10)

with (̂ p̂ the standard deviation based on the WER measured on the test set,
obtained by replacing p in equation (1.9) by p̂.

1.6. Objectives

The main objective of this thesis is to improve the robustness of an ASR sys-
tem to non-stationary noise distortions. Therefore, we will apply missing fea-
ture theory to the ESAT speech recognizer [ESAT/PSI] to build an operational
MFT-based recognition system to be used in future research directions. Al-
though former MFT-systems have already demonstrated great potential for
improving the noise robustness in speech recognition, they all have their weak-
nesses. This work aims to identify and address most of these shortcomings.

MFT was originally proposed in the log-spectral domain since this is also
the representation in which the masks have a simple formulation. However,
recognition performance degrades when the covariance matrices have a diag-
onal structure in the log-spectral domain. In this thesis, MFT can be applied
for static and dynamic features in any feature domain that is a linear transform
of log-spectra. A crucial part in MFT-systems is the computation of reliabil-
ity masks from noisy data. To estimate accurate masks in environments with
unknown, non-stationary noise statistics, we need to rely on a strong model
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for the speech. Therefore, we will also investigate and develop masking tech-
niques which can compensate for a broad range of realistic noisy environ-
ments. The proposed MFT-system can operate on either binary masks where
hard decisions are made about the reliability of the data or on fuzzy masks
which use a soft decision criterion. For real-life deployments, a compensa-
tion for convolutional noise is also required. Channel compensation in speech
recognition typically involves estimating an additive shift in the log-spectral or
cepstral domain. To deal with the fact that some features are considered as un-
reliable, a maximum likelihood estimation technique is integrated in the back-
end recognition process of the MFT system to estimate the channel, which is
a novel approach in this context.

The result is a MFT-based recognizer that can deal with both additive and
convolutional noise and which shows promising results on the benchmark
databases. Throughout this thesis, the success or failure of the proposed
techniques will, in a first stage, be tested on the small vocabulary Aurora2
database. If the algorithm is successful, the next step is then to search for
consistent performance on the more challenging large vocabulary Aurora4
database.

We believe that the presented system o!ers valuable insights for future re-
search in MFT. Moreover, we also hope that this thesis demonstrates that MFT
earns its place in many noise robust ASR-systems.

1.7. Chapter-by-chapter overview

The contents of the remaining chapters of this thesis are now briefly described.
The outline of the thesis text can be found in figure 1.7.

Chapter 2 will present the idea behind the missing feature theory. This ap-
proach will be motivated by postulating its similarities with the auditory per-
ception of human listeners. Since target sounds are often partially masked by
a disturbing sound source, humans have developed an auditory system that is
able to recognize speech from an incomplete acoustic representation. Also,
we will introduce the concept of a ‘mask’ in the context of MFT as a proba-
bility measure for the reliability of spectral features. Finally, an overview of
di!erent mask estimation techniques is provided.

In chapter 3, we will analyze how MFT is applied in automatic speech recog-
nition systems to improve their robustness to additive noise sources. We will
discuss how we can deal with unreliable speech information during the eval-
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Figure 1.7. Outline of the thesis. Chapters 3 and 4 deal with back-end techniques
of the MFT-based recognizer, while chapters 5 and 7 provide mask estimation
methods in the front-end. Chapter 6 presents an alternative approach for robust
speech recognition and serves as preparation for chapter 7.

uation of the acoustic model. The commonly used data imputation technique
will be redefined such that it can operate in any feature domain that is a linear
transform of the spectral domain. So far, this technique was only applicable
with binary masks and therefore will be extended to use in the soft mask-
ing framework. This way, hard decisions on the reliability of the data can
be avoided. In the solution strategy of the imputation approach, we will opt
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for the ProSpect feature representation. Their computational advantages over
cepstra and performance improvements compared to log-spectra will be dis-
cussed.

Any real-life test will include channel e!ects. MFT is originally presented
as a method for additive noise compensation rather than robustness to channel
e!ects. In chapter chapter 4we will formulate a maximum likelihood method
to estimate the unknown channel and compare its results to those obtained by
conventional mean normalization methods.

In this thesis, we also aim to develop advanced algorithms for the detection
of missing features in unseen noisy speech data. Here, we will try to ex-
ploit as much a priori speech knowledge as possible and to restrict the noise
modeling to a minimum. In chapter 5, we will investigate the use of a Vec-
tor Quantization (VQ) strategy and a priori knowledge about how the human
voice manifests itself in terms of harmonicity, voicing, onset, etc. We seek
to recover the original clean speech vector from a set of stored codewords by
minimizing a cost function that is robust against additive noise corruptions. To
compensate for linear channel distortions, the VQ-system will self-adjust the
codebook containing the codewords to the channel during online recognition.

In chapter 6, an alternative approach (instead of MFT) will be investigated
to handle the problem of noise robust speech recognition and also serves as
preliminary work for the next chapter. Here, we present a self-learning algo-
rithm which exploits a bottom-up based approach to automatically discover,
acquire and recognize the words of a language. First, an unsupervised tech-
nique using non-negative matrix factorization (NMF) discovers phone-sized
time-frequency patches into which speech can be decomposed. The input ma-
trix for the NMF is constructed for static and dynamic speech features using a
spectral representation of both short and long acoustic events. By describing
speech in terms of the discovered time-frequency patches, patch activations
are obtained which express to what extent each patch is present across time.
We then show that speaker-independent patterns appear to recur in these patch
activations and how they can be discovered by applying a second NMF-based
algorithm on the co-occurrence counts of activation events. By providing in-
formation about the word identity to the learning algorithm, the retrieved pat-
terns can be associated with meaningful objects of the language. In case of
a small vocabulary task, the system is able to learn patterns corresponding to
words and subsequently detects the presence of these words in speech utter-
ances. Without the requirement of prior expert knowledge about the speech as
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1.7. Chapter-by-chapter overview

is the case in conventional automatic speech recognition, we illustrate that the
learning algorithm achieves a promising accuracy and noise robustness.

The NMF-approach of the previous chapter will be applied in chapter 7 to
propose a di!erent mask estimation technique for the MFT-based recognizer.
During testing, we will compute the activations of the learned patches in noisy
speech utterances. These activations will then be denoised to reconstruct an
estimate for the clean speech. The latter will then be used to build a missing
feature mask.

Conclusions, original contributions of this thesis and suggestions for further
research can be found in chapter 8. Some details of the harmonic decompo-
sition method of chapter 5 can be found in appendix A. Finally, the com-
plete results of the ASR experiments on the Aurora2 and Aurora4 databases
to which will be referred in chapters 3, 4, 5 and 7, are respectively presented
in appendix B and appendix C.
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CHAPTER 2
Missing Feature Theory

In this chapter, arguments supporting the idea of using missing feature theory
in robust speech recognition are brought forward. In section 2.1, the mask-
ing of speech is regarded from a psycho-acoustic viewpoint and brought in
relation with the way humans handle partial speech information. Section 2.2
introduces the spectral mask in the context of MFT. Here, ideal masks for
static and dynamic features will be defined. A brief overview of the main
approaches to estimate missing feature masks is given in section 2.3.

2.1. Motivation

When applied in noisy environments, the performance of ASR-systems de-
creases dramatically. In these conditions, the recognizer fails to match the
distorted spectral speech data with the speech models obtained from clean
condition training. In contrast to ASR, human listeners are far less sensitive
to the presence of unseen noise distortions without the need for prior train-
ing or adaptation. They have the capability to deal with damaged or even
completely missing data in the spectral representation of the speech. Speech
signals remain intelligible when only a part of the information is available.
This suggests that speech contains a considerable amount of irrelevancies and
redundant information. Moreover, human listeners handle these missing data
conditions on a daily basis in the processing of sound signals. Humans have
developed an auditory system that can deal with concurrent signals. It is able
to extract the information from the speech source of interest in order to recog-
nize what is said from partial information. These claims can be supported by
several arguments:
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Figure 2.1. Simultaneous masking by a single tone masker.

(i) The understanding of sound perception by the human auditory system
has been studied by the science of psycho-acoustics [Zwicker and Fastl,
1990]. An important observation is that not all details in sound sig-
nals can be perceived by human listeners. Besides insights in restriction
of the human perception, e.g. the limited frequency resolution of the
ear, one also observed that the perception of sounds can be influenced
just by the presence of another (disturbing) sound. This e!ect has led
to the concept of masking and is categorized in simultaneous and non-
simultaneous (or temporal) masking [Zwicker and Fastl, 1990].
Simultaneous masking refers to the process where a target sound (the
maskee) has been made inaudible for the listener by the presence of an-
other disturbing sound (the masker) that occurs at the same time du-
ration. In case both sounds are single frequency tones, simultaneous
masking can be illustrated by the e!ect it has on the audibility function.
The absolute hearing threshold is defined as the lowest intensity level at
which a single frequency tone can be perceived in silence. The threshold
as a function of frequency is shown in figure 2.1 (dashed line) where the
sound intensity has been expressed in terms of the Sound Pressure Level
(SPL). However, when a masking tone is present at a certain frequency,
the curve of this function is changed (solid line). This curve is called
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the masking curve and is the maximum of the absolute hearing thresh-
old and the individual masking curve. As can be seen from the figure,
the masking power is highest when the maskee has the same frequency
as the masking tone. The e!ect of the masking is also dependent of the
intensity and the frequency of the masking tone.
Non-simultaneous or temporal masking occurs when a target sound is
masked by a sound that occurs at a di!erent time instance. If the masker
immediately precedes the maskee we speak of forward masking, in case
it immediately follows the maskee it is called backward masking.
The underlying process of the masking of sounds is called the ‘capture
e!ect’ and is exhibited in the neural code [Moore, 1982]. It appears that
only the most dominant sound will contribute to the neural response,
while the response to the locally weaker components is suppressed and
thus masked for further processing. When extended towards other more
complex signals, such as speech masked by noise, the interaction be-
tween masker and maskee becomes very complicated and is beyond the
scope of this text. However, the masking process gives evidence that
when the noise dominates the speech, large regions of the speech spec-
trum will become inaudible and are e!ectively lost for recognition.

(ii) When speech signals are transmitted by a band-limited channel, a con-
siderable part of their spectral information is lost as well, e.g. speech
transmitted over telephone lines. Still, humans can recognize the speech
up to a high level of distortion. Listening experiments reported in [Allen,
1994, Warren et al., 1995, Steeneken, 1992] have also shown that filtered
speech remains very intelligible. These observations are often presented
as evidence for the redundancy in speech signals.

(iii) When analyzing the auditory scene, humans make use of the psycho-
logical principles that are described in [Bregman, 1990] to identify the
di!erent sounds sources in the acoustic environment and to focus their
attention on the source of interest. This is often referred to as Auditory
Scene Analysis (ASA). Auditive events are grouped by primitive and
schema-driven (higher level) processes to organize the concurrent sig-
nals into perceptual streams. If one of these streams originates from a
source that is of importance for the human listener, e.g. a target speaker,
he can pull it to the foreground while pushing all other streams to the
acoustic background. The process of extracting the foreground stream
is related to the spectral mask estimation in the MFT approach. Here,
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Figure 2.2. Visual representation of the information restoring ability of humans.

the spectral regions where the target speech dominates are firstly seg-
regated from the background noise before subsequent recognition steps
are performed.

(iv) The ability to reconstruct and subsequently interpret the missing data, is
a capability of the human brain that is not only present in hearing but
also in vision. This can for example be illustrated by figure 2.2. At the
left side, some patterns are shown which are seemingly illegible to us.
The figure at the right presents the same patterns but now the occluding
object (mask) is shown as well. With this additional information, the let-
ters ‘A’, ‘B’ and ‘C’ can be recognized much easier. The explanation for
this phenomenon is that when a pattern is partially occluded, the visual
system seeks an explanation and tries to generated some new features,
mainly near the contours of the occluding object, which do not exist in
the original pattern and will lead to misinterpretations during recogni-
tion. However, when the occluding object is visible, the visual system
is able to identify the parts of the occluded patterns that are missing.
These parts are then treated by the visual system as irrelevant and will
not disturb the recognition process at a higher stage in the human brain.

The principle of identifying the ‘missing’ part prior to recognition, has orig-
inated the idea behind missing feature theory as a noise reduction technique
for robust speech recognition. It was originally proposed by the She%eld Uni-
versity Group [Cooke et al., 1996, 1997, 2001] and [Lippmann and Carlson,
1997]. MFT attempts to improve the noise robustness of ASR-systems by rely-
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ing for recognition only on those regions in the time-frequency representation
of the speech data that are matched with the recognizer’s model. Determining
which spectro-temporal features of the speech are unreliable because of noise
distortions is done by the estimation of a missing feature mask and will be
described next.

2.2. Masking of speech in MFT

In the context of MFT-based speech recognition, a spectral mask can be de-
fined as a function of the sound level di!erence between the speech and the
noise. Due to the parametrization of the time-frequency plane, e.g. the log-
Mel scaled integration of the frequency axis, band-limited noise signals will
only a!ect a few feature components. Hence, computing the missing feature
mask implies the identification of those feature components that are dominated
by the speech. This is the objective of the Missing Feature Detector (MFD)
in the front-end of the ASR. This way, the ASR input stream of feature vec-
tors is augmented with spectral mask vectors providing reliability information
for each feature. This information will be further exploited in the recognition
process as explained in the next chapter. When recognizing speech using the
missing feature approach, the following assumptions are made:

- the log-max assumption holds for the relation between the noisy speech
yt, the clean speech st and the noise nt:

yt & max(st, nt) (2.1)

with the max-operator working element-wise over the components1,

- reliable spectral features can be identified with a reasonable accuracy,

- reliable features remain mostly undistorted by environmental noises,

- the amount of reliable information is su%cient for recognition of the
speech.

Decisions about the reliability of the data can be deterministic or probabilistic
resulting in a di!erent type of mask. If a hard decision is made, the missing
data mask is binary (BM) and the corresponding components are considered
as either completely ‘reliable’ or else completely ‘missing’. Alternatively, soft
masking decisions result in a (real-valued) fuzzy mask (FM) vector where a
probability of being reliable is estimated for each spectral component.
1. At this moment, the e!ect of convolutional noise is disregarded, but it will be taken into
account in chapter 4.
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2.2. Masking of speech in MFT

2.2.1. Ideal/oracle masks

The most intuitive criterion to determine to which extent a feature value is
dominated by the noise is the local SNR. If the clean speech and the noise
signal are both available, an exact value for the local SNR of the noisy speech
can be computed. By thresholding the local SNR values, a priori masks can
be obtained. Although no real evidence exists that these masks are optimal
for recognition, e.g. phase information is not considered in their definition,
they are often referred to as ‘ideal’ or ‘oracle’ (OR) masks. These masks are
mostly used to evaluate the potential of the missing feature techniques in the
recognition process (see Chapter 3).

In this thesis, ideal binary masks are obtained by comparing the log-Mel spec-
tra of clean speech and noise:

mt =
&

st ' nt + "
'

0/1 (2.2)

where (. . . )0/1 equals 1 (0) when the logical expression inside the brackets
holds (does not hold) and " is a constant threshold. This threshold value is a
trade-o! between considering not enough reliable speech information (" too
big) or too much corrupted information (" too small). If 1 is assigned to a time-
frequency cell, it is dominated by speech, while a mask value 0 indicates that
the cell is masked by the background noise. In realistic situations however, st
and nt are unknown and the mask has to be estimated. The accuracy of real
binary masks is crucial since mask estimation errors will cause a significant
degradation in recognition performance.

If a probabilistic interpretation is preferred, an ideal fuzzy mask vector wt can
be generated by the approach of [Barker et al., 2000], i.e. by substituting the
decision margin of (2.2) in a sigmoid function:

wt =
(

1
1 + exp

&

" #(st " nt " ")
'

)

(2.3)

with slope #. Hence, a fuzzy mask gives you a probability that the speech is
clean. The mask vector of equation (2.3) now consists of continuous values
between 0 and 1. If the value is close to 1, the component has a high chance
of being dominated by speech.

Previous work [Renevey and Drygajlo, 1999, Barker et al., 2000, Seltzer et al.,
2004b] have shown that fuzzy masks can reduce the impact of misclassifica-
tions. Another argument in favor of fuzzy masks is that it is not always guar-
anteed that binary masks identify a su%cient quantity of partial information
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Figure 2.3. Row 1-3 depict the log-Mel spectrogram of the noisy utterance “The
investor now owns seventy three percent of the company” of the Aurora4 database
corrupted by restaurant noise at a SNR of 10 dB and its corresponding clean
speech and noise signal. Rows 4-5 show the ideal binary mask for the static
features computed using equation (2.2) with a SNR threshold " of "3 dB and the
ideal fuzzy mask obtained by equation (2.3) using the same " value and a slope
value # of 0.1.
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2.2. Masking of speech in MFT

for recognition of the speech. However, fuzzy masks also have some disad-
vantages. Experiments have shown that the optimal parameter # in equation
(2.3), which expresses the slope of the sigmoid function, is sensitive to the
noise type. Another drawback is that the data imputation technique (see next
chapter) in the back-end will become computationally more complex.

Examples of an ideal binary and fuzzy mask are given in figure 2.3 for a noisy
utterance “The investor now owns seventy three percent of the company” of
the Aurora4 database. The time-frequency representation of the utterance is
also shown, together with the original clean speech signal and the noise signal
which is restaurant noise mixed at 10 dB SNR. The time-frequency representa-
tions are perceptually smoothed by a 24-channel Mel-scaled filter bank, com-
puted every 10 ms using a frame window length of 32 ms. The 22-dimensional
features vectors are obtained by retaining frequency bins 2 to 23 (see section
1.5.2).

2.2.2. Dynamic masks

In most ASR systems, the static feature vector yt is augmented by its first and
second order derivatives, i.e. a velocity and acceleration feature vector. MFT
can also be applied on the dynamic features [Van hamme, 2006]. In contrast
to statics, dynamic spectra that are corrupted by noise can result in a noisy
observation value that is either larger or smaller than the clean value. Hence,
the ideal dynamic mask is a ternary mask where

&mt =
&

!st " " ' !yt
'

0/1 + 2
&

!st + " ( !yt
'

0/1 (2.4)

where ! denotes either the first or second order derivative operator. A graph-
ical illustration of equation (2.4) is given in figure 2.4. Dynamic components
are considered reliable if they deviate less than " from the clean values. These
components have a mask value 0. Unreliable dynamic feature components
have mask values 1 or 2 and are respectively imputed with the constraints
!st ( !yt or !st ' !yt. This approach was successfully tested in Van hamme
[2006] using ideal masks. Here, it was also shown that (suboptimal) real dy-
namic masks can be obtained from an ad hoc derivative of the binary static
mask, hence

&mt =

*

+

+

+

+

+

,

+

+

+

+

+

-

0, if !mt = 0,
1, if !mt > 0,
2, if !mt < 0.

(2.5)
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Figure 2.4. Graphical illustration of the ternary decision for obtaining ideal delta
masks.

The above equation can be interpreted as follows. The dynamic spectra are
a linear combination of the static spectra. The static masks flag the fact that
the noisy contribution to this linear combination is less than the clean value.
This noise contribution will cause the value of the dynamic features to be
higher (&mt = 1) or lower (&mt = 2) than the clean value. If there are
equal (weighted) votes for over- and underestimation, i.e. when all features
are reliable or unreliable due to the noise corruption, the dynamic features are
considered as reliable and &mt = 0.

These dynamic masks are shown in figure 2.5 and are derived from the ideal
binary mask of figure 2.3.

2.3. Brief overview of mask estimation methods

A first category of techniques which are used to compute missing feature
masks attempts to estimate the local SNR of the noisy speech signal. The
local SNR can be estimated from a noise model. This is the case for the spec-
tral subtraction like methods of [Cooke et al., 1997, Renevey and Drygajlo,
2001], the Vector Taylor Series method of [Raj, 2000] and the noise spectrum
estimation methods that were proposed in [Dupont and Ris, 1999]. Another
method for estimating the local SNR was proposed in [Tchorz and Kollmeier,
2002] and was motivated by neurophysiological findings on amplitude mod-
ulation processing in higher stages of the auditory system. The approaches
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Figure 2.5. The mask for the velocity features (middle row) and for the acceler-
ation features (bottom row) computed by the first and second order derivative of
the ideal binary mask (top row) of figure 2.3.

of [Barker et al., 2001a, Van hamme, 2004a] construct masks by exploiting
the harmonicity of voiced speech in combination with a SNR approach for the
unvoiced part of the speech. Other mask estimation methods explicitly aim to
deal with harmonic noise types, e.g. a competing speaker. Examples are the
approaches of [Coy and Barker, 2005, Ma et al., 2007] which rely on multi-
pitch tracking algorithms to segregate the harmonics of competing speakers.

Source separation algorithms can be regarded as a second category of mask
estimation methods. Some of these approaches are inspired by the ASA prin-
ciples of humans. When mathematical models are applied to identify, extract
and focus on the sound source of interest, one speaks of Computational Audi-
tory Scene Analysis (CASA). Examples are the neural-based oscillator system
of [Wang and Brown, 1999] and the approach of [Hu and Wang, 2004] where
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amplitude modulation is used to detect missing parts in the high-frequency
bands of the spectrum. CASA techniques are also used in [Barker et al.,
2001b, 2005a] where a multi-source decoder combines primitive grouping and
top-down models. In the binaural CASA models of [Roman and Wang, 2004,
Harding et al., 2005, Palomäki et al., 2004b] the inter-aural time and inten-
sity di!erences between two ears are exploited for estimating the mask. Blind
Source Separation (BSS) techniques are not CASA-based but make use of sig-
nal processing techniques. These algorithms output a speech and noise stream
and can be used as a pre-processing step before estimating the mask. Since
the speech stream is often not su%ciently denoised to match the clean speech
models of the recognizer, missing feature based recognition with masks con-
structed from both streams usually gives a better performance. Most of the
BSS algorithms exploit the use of multiple microphones and are based on in-
dependent component analysis (ICA), e.g. [Kolossa et al., 2006], or rely on the
sparseness of the source signals, e.g. [Yilmaz and Rickard, 2004, Araki et al.,
2007]. An example of a BSS method that considers a single microphone situa-
tion is the approach of [Potamitis et al., 2001] that applies a unifying Bayesian
ICA framework.

A third category are the Bayesian classification methods. Here, statistical
models are trained to estimate the most probable mask using Bayes’rule given
a set of features computed from the observation. In the Bayesian classifier
of [Raj, 2000], each spectral element is represented by a feature vector that
is constructed from the energy of the corresponding frequency band and its
gradient in time and frequency. In [Seltzer et al., 2004a], a particular set of
classification features were designed to represent the speech characteristics.
To reduce the e!ect of the unknown noise, the Bayesian classifier was trained
on white noise. Improvements for this training approach were proposed in
[Kim et al., 2005] by employing a combination of colored noises. The mask
estimation approach of [Gemmeke et al., 2009] was also inspired by Bayesian
classification but uses Support Vector Machines (SVM) as classifiers.

Although a lot of research e!ort has been spent to improve the accuracy of the
mask, developing a mask estimation method that obtains a recognition accu-
racy close the one of an ideal mask still remains a challenging problem. All
the techniques proposed so far have their shortcomings. The estimation of
the mask is sometimes based on important assumptions about the stationarity,
signal-to-noise ratio or statistical distribution of the noise. This is not only
the case for the techniques that estimate the local SNR, but also for Bayesian
classification methods where the classifier relies on a priori probabilities that
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are specific to noise type and global SNR. Some methods exploit characteris-
tics of speech and fail for speech that does not meet those characteristics, e.g.
harmonicity masks in unvoiced speech regions. Although the use of CASA
has been considered as a promising approach in missing feature recognition,
building an e%cient CASA-based system has shown to be a very di%cult task.
For a more detailed overview and discussion of methods to compute missing
feature masks, we refer to [Cerisara et al., 2007].

Two alternative mask estimation methods will be proposed in chapter 5 and 7.
Both MFDs attempt to estimate the clean speech and the noise from the noisy
signal by combining CASA principles with signal processing techniques. To
separate speech from noise, they exploit a constrained speech model using re-
spectively Vector Quantization (VQ) and Non-Negative Matrix Factorization
(NMF).

2.4. Conclusions

Speech that is distorted in a natural or artificial manner, remains intelligible
for human listeners. This ability of human beings has inspired researchers to
propose the missing feature theory as an alternative approach to make speech
recognition robust to additive noise sources. A crucial part in a MFT-based
recognizer is the identification of the spectral regions where the speech is dom-
inated by the noise. In real-life situations, a priori knowledge of speech and
noise is not available and the mask has to be estimated from the noisy obser-
vation data. In MFT-based ASR systems, mask estimation is the most crucial
factor since it has a major impact on recognition performance. Di!erent tech-
niques to this end were already proposed in the literature and most of them are
related to local SNR estimation, source separation or Bayesian classification
approaches.
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CHAPTER 3
The approach of Missing Feature

Theory to Speech Recognition

In MFT, recognition is based only on those regions in the time-frequency rep-
resentation of the speech data that are matched with the recognizer’s model.
This requires a solution to the following problems: (i) locating those matched
regions in the time-frequency plane, (ii) adaptation of the ASR system to disre-
gard the unreliable speech information, (iii) dealing with unreliable features in
convolutional noise compensation. Therefore, three important additions to the
conventional architecture of the ASR are required, respectively aMissing Fea-
ture Detector (MFD), a method that compensates for unreliable speech regions
during the evaluation of acoustic model in the back-end and a MFT alternative
for the commonly used cepstral mean normalization method. These modi-
fications are schematically represented in figure 3.1. The MFD was already
described in the previous chapter, while the channel compensation method
will be discussed in chapter 4. In this chapter, the presence of the arrow from
the decoder to the channel compensation method will become clear.

The probability of being reliable of each feature component should be taken
into account while computing the acoustic scores. The most commonly used
approaches to this end are marginalization and imputation. These methods are
briefly restated in section 3.1. A major drawback of MFT is that the acoustic
model must be expressed in the spectral domain since this is also the represen-
tation in which the masks have a simple formulation. While the cepstral do-
main is often used for reasons of accuracy, the conventional MFT-techniques
rely on GMMs with diagonal covariance matrix expressed in the log-spectral
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Figure 3.1. Schematic representation of the proposed MFT-based recognizer.

domain. Therefore, a maximum likelihood based imputation technique per
Gaussian was introduced in [Van hamme, 2003] where the spectral represen-
tation can be replaced by any linear transform of the log-spectra.

By usingMFT-techniqueswith cepstra, a superior accuracy and robustness rel-
ative to their spectral competitors is obtained. The price to be paid is that the
imputation of the missing data is more complex: the evaluation of a Gaussian
now requires the solution of a Non-Negative Least Squares (NNLSQ) prob-
lem. Through the introduction of the ProSpect features [Van hamme, 2004b],
the computational load of the cepstral representation is alleviated while their
accuracy is maintained. These MFT-techniques were introduced to be used
with binary missing data masks and were extended in [Van Segbroeck and
Van hamme, 2008] such that they can cope with fuzzy masks.

The formulation of the optimization problem for static binary, static fuzzy
and dynamic ternary masks is described in section 3.2 and its variants in the
log-Mel spectral, cepstral and ProSpect domain are given in section 3.3. The
solution procedure of the NNLSQ-problem and a discussion of the computa-
tional requirements in the cepstral and ProSpect domain is given in section 3.4.
Baseline recognition results of the MFT-based recognizer together with a per-
formance comparison of the data imputation strategy in the di!erent feature
domains are provided in section 3.5.
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3.1. Recognition with Unreliable Data

The first approaches to handle recognition in the MFT framework where de-
signed for binary masks [Cooke et al., 2001]. Here, the acoustic models are
evaluated with incomplete observation vectors since some features are con-
sidered as missing. However, the models are trained with complete feature
vectors and thus the evaluation requires a frame-by-frame adaptation. The
most commonly used techniques for applying the adaptation are marginaliza-
tion [Cooke et al., 2001, Barker et al., 2005b] and data imputation [Josifovski
et al., 1999, Raj et al., 2004]. They both assume a partitioning of the noisy ob-
servation vector yt into a reliable and an unreliable part (yt,r, yt,u). The reliable
components st,r of the clean speech are available since they are approximated
by their counterparts in the noisy speech yt,r, while the unreliable speech com-
ponents st,u are considered as unknown. The log-max assumption (2.1) implies
that the values of the unreliable features are bounded by the observation values

st,u ( yt,u. (3.1)

The evaluation strategy in the marginalization and data imputation approach
for Gaussian i of the acoustic model with pdf fi(yt) will be described next.

3.1.1. Bounded marginalization

Here, only the reliable part of the observation vector is used to evaluate the
likelihood of each mixture component [Cooke et al., 2001]. Therefore, fi(yt)
is replaced by the marginal distribution determined by integrating over the
unreliable features

fi(yt,r) =
. yt,u

"#
fi(yt,r, st,u) dst,u. (3.2)

This marginal probability will be used in subsequent decoding processes.

3.1.2. Bounded data imputation

The most commonly used variant in a HMM-based recognizer is the state de-
pendent data imputation approach [Josifovski et al., 1999, Cooke et al., 2001].
Here, the missing features are estimated using the knowledge of the reliable
features and the acoustic model. For each mixture component, the estimates
for the unreliable features ŝt,u are computed from the conditional density

ŝt,u = argmaxyt,u
fi(yt,u|yt,r) (3.3)
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3.1. Recognition with Unreliable Data

given the constraint (3.1) and incorporating the fact that the reliable speech
features are approximated by yt,r. The ‘imputed’ values for ŝt,u are di!er-
ent per mixture component i and are combined to produce a state-dependent
feature vector ŝt = (yt,r, ŝt,u). In decoding, the likelihood of each mixture
component is then computed as fi(ŝt).

Other imputation strategies such as cluster-based and covariance-based recon-
struction are solely based on the statistical relationship between the spectral
components [Raj and Stern, 2005]. Since these technique do not rely on back-
end information, they are less successful as the above mentioned variant and
will be not considered in this work.

3.1.3. Discussion

For reasons of accuracymost ASR-systems operate in a domain that is a linear
transformation of log-spectra. In MFT however, the noise contamination can
only be located in the time-frequency plane and after transformation all fea-
tures are corrupted if one spectral value is classified as unreliable. Using MFT
in the spectral domain, marginalization has shown to obtain a higher ASR ac-
curacy compared to data imputation in most situations (see [Josifovski, 2002,
Raj and Stern, 2005]). However, only the imputation-based approach allows
a linear transformation of the log-spectral domain without the need for non-
scalable approximations such as those that were made in [Faubel et al., 2009].

By formulating expression (3.3) as a Maximum Likelihood Estimation (MLE)
problem, the data imputation technique can be extended to cover such linear
transformations. In [Van hamme, 2003] it has been shown that a higher ac-
curacy and robustness can be obtained by using the MLE-based imputation
method in the cepstral domain. The major drawback of this approach is that
it requires significantly more computations since imputing the unreliable data
requires the solution of a Non-Negative Least Squares (NNLSQ) problem. An
alternative MFT formulation was presented in [Van hamme, 2004b] through
the introduction of the ProSpect features, such that the computational load is
reduced while maintaining the accuracy. In [Van hamme, 2006] it was shown
that MFT can also be applied on the dynamic features.

In contrast to binary masks, soft masking decisions result in (real-valued)
fuzzy mask vectors where a probability of being reliable is estimated for each
spectral component. In the literature, the use of fuzzy masks was only ad-
dressed by the soft-bounded marginalization approach of [Barker et al., 2000,
Morris et al., 2001] and by the data imputation approach proposed in [Renevey
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and Drygajlo, 2000]. However, both methods require the acoustic models to
be expressed in the spectral domain. Therefore we have extended the MLE-
based imputation technique for binary masks to be applied in the probabilistic
masking decision framework [Van Segbroeck and Van hamme, 2008].

3.2. MLE-based data imputation

In this section, the data imputation strategywill be presented as a per Gaussian-
based likelihood minimization problem such that it can be applied in any fea-
ture domain that is a linear transform of log-spectra. The optimization function
is then investigated in further detail in the case of the log-spectral and cepstral
domain. ProSpect features will also be defined and their computational advan-
tages will be made clear in section 3.4.

For each time frame t, the maximum-likelihood based imputation technique
computes an estimate for the speech from the information contained in the
observation vector and the corresponding mask vector, while using the acous-
tic back-end model as a prior. This way, the imputation technique produces a
Gaussian-dependent estimate for the speech. Afterwards, the acoustic scores
are computed by evaluating the Gaussians in the obtained speech estimates.

Binary masks

If the mask for the statics is binary, the reliable components st,r of the clean
speech are approximated by their counterparts in the noisy speech yt,r, while
the unreliable speech components st,u are considered as unknown. Hence, the
missing part of st will be estimated by minimizing the negative log-likelihood
' for each Gaussian mixture component i of the acoustic model (see equation
(1.6)) over st:

't,i =
1
2
(st " µi)!Pi(st " µi)

s.t. st,r = yt,r and st,u ( yt,u.
(3.4)

Here, Pi is an inverse covariance or precision matrix of a Gaussian that is
expressed in the log-spectral domain or in any other domain that is a linear
transformation of log-spectral features, e.g. cepstra or ProSpect features (see
section 3.3). Despite their performance di!erences, all these variants of MFT
have a known symmetric positive-definite precision matrix. In equation (3.4),
the mean of the Gaussian transformed into the log-Mel domain is given by µi.
Both parameters Pi and µi are estimated on clean training data.
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Figure 3.2. Graphical illustrations of the data imputation technique for binary
masks in the case of a two-dimensional feature vector.

A graphical illustration of the constrained minimization of (3.4) is depicted
in figure 3.2 in the case of a two dimensional feature vector. Note that the
shown Gaussians have a full covariance matrix: they correspond to diago-
nal Gaussians in e.g. the cepstral domain which are transformed back to the
log-spectral domain. The estimated speech, the solution of the constrained
optimization of (3.4), is indicated for three di!erent situations in which the
constraints can be active (sr = yr or su = yu) or passive (su < yu). If the two
components are labeled as unreliable, both constraints are passive (top panel)
and the speech is estimated as the Gaussian mean since it lies in the feasible
region and thus minimizes (3.4). In case the second component is reliable, the
corresponding constraint is active (bottom left panel) and the optimal point
has to lay on that boundary. Finally, if both components are labeled as reliable
(bottom right panel), they are approximated by their corresponding observa-
tion values.

42



The approach of Missing Feature Theory to Speech Recognition

Fuzzy masks

As mentioned in section 2.2, the type of the mask can be fuzzy and dealing
with this di!erent source of reliability information will result in a di!erent
likelihood function that has to be optimized during data imputation. In a fuzzy
masking approach, the data is not partitioned into a reliable and unreliable part
as is the case with binary masks. Moreover, the soft reliability information has
to be taken into account in the optimization function. While using Gaussians
with a diagonal covariance matrix, this function should have the property that
(a) if the mask value is close to 1, the optimal point tends to the observation
value, and (b) if the mask value is close to 0, the optimal point tends to a
value as close to the Gaussian mean as permitted by the constraint st ( yt.
Condition (b) is fulfilled if the precision matrix Pi in (3.4) is replaced by

Qt,i =
&ID "Wt

'
1
2Pi
&ID "Wt

'
1
2 (3.5)

where ID denotes the D%D identity matrix andWt is a D%D diagonal matrix
with the fuzzy mask vector components wt on the diagonal. Note that the
matrix multiplications in (3.5) preserve the symmetry of Pi. This modification
together with the addition of the extra term 1

2(st " yt)
!Wt(st " yt), will meet

condition (a) since this term will dominate the cost function for a mask value
that goes to 1.

The optimization problem for fuzzy masks then becomes to minimize

(t,i =
1
2
(st " µi)!Qt,i(st " µi) +

1
2
(st " yt)!Wt(st " yt)

s.t. st ( yt
(3.6)

Note that all constraints are now inequality constraints, since there is no evi-
dence for a specific component of being reliable.

3.3. MFT in different feature domains

The optimization of functions (3.4) and (3.6) has to be performed for all Gaus-
sians of the acoustic model to produce a Gaussian-dependent estimate ŝt,i for
the clean speech. Hence, the computational complexity of the optimization
problem is an important concern in the MFT framework. The MFT variants in
the spectral, cepstral and ProSpect domain are discussed next.
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Log-Mel spectra

In the spectral domain, the precision matrix Pi of Gaussian i is the inverse of
the log-Mel spectral covariance matrix !si of size D % D. If !si is diagonal,
(3.4) and (3.6) have a simple solution since they can be decomposed in D
independent problems. If the mask is binary, each j-th component of ŝt,i at
time t for mixture component i is then computed as

ŝt,i[ j] =
*

+

+

,

+

+

-

(1" mt[ j])µi[ j] + mt[ j]yt[ j], if yt[ j] > µi[ j],

yt[ j], otherwise.
(3.7)

The components of the optimal point ŝt,i that minimizes the fuzzy mask opti-
mization function (3.6) are given by

ŝt,i[ j] =
*

+

+

,

+

+

-

µ̄t,i[ j], if yt[ j] > µ̄t,i[ j],

yt[ j], otherwise,
(3.8)

where

µ̄t,i[ j] =
(1" wt[ j])µi[ j]/!i[ j]2 + wt[ j]yt[ j]

(1" wt[ j])/!i[ j]2 + wt[ j]
(3.9)

and with !2i a vector containing the diagonal elements of !
s
i . A similar ap-

proach for reconstructing unreliable speech components in the probabilistic
masking decision framework was also proposed in [Renevey and Drygajlo,
2000].

Cepstra

The loss in accuracy due to the diagonal covariance matrix of the spectral
features can be overcome by expressing the MFT problem in the cepstral do-
main. In [Van hamme, 2003], the precision matrix of Gaussian i was therefore
defined as

Pi = C!
K[!

c
i ]
"1CK + )!

s
i (3.10)

where the second term is needed for regularization and ) is a non-critical con-
stant. Without the regularization term, the precision matrix would be rank-
deficient (K ( D) which causes the optimization problem to be undetermined.

The optimization of (3.4) and (3.6) has now become computationally more
complex since they are formulated as a NNLSQ-problem, i.e. the constrained
minimization of a quadratic. An iterative solution strategy will be presented
in section 3.4.
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ProSpect features

ProSpect (Projected Spectra) features are an alternative representation to cep-
stral features. Just like cepstra, they are computed by a linear transform of the
logarithm of the filter bank energies. While they can be applied in any speech
recognition system, they show especially a clear benefit in MFT-based recog-
nition since they reduce the computational requirements over the imputation
in the cepstral domain while the accuracy is maintained. This will be illus-
trated in section 3.4.2 by comparing the computational complexity of solving
problems (3.4) or (3.6) in the cepstral and ProSpect domain.

If we consider a K-dimensional cepstral feature vector ct = CK yt, the residual
spectrum dt is

dt = yt " C!
K ct = (ID " C!

KCK)yt (3.11)

where C!
KCK is a projection matrix since CK is orthonormal. Hence, dt is the

projection of st onto the space perpendicular to the space spanned by the rows
of CK . The ProSpect features are now defined as

pt =
/

ct
dt

0

=

/

CK
ID " C!

KCK

0

yt =
/

CK
D$
K

0

yt (3.12)

In [Van hamme, 2004b], it has been shown that these features can be modeled
well by a GMM with diagonal covariance matrix, even for K as small as 3.
The likelihood of the i-th mixture component has the expression:

f (pt|µpi ,!
p
i ) = N(ct|µ

c
i ,!

c
i ) · N(dt|µ

d
i ,!

d
i )
* (3.13)

where * is a stream exponent and the superscripts c, d and p are respectively
used to denote cepstral, residual or ProSpect features. The means and covari-
ance matrices in a ProSpect model are estimated using the Expectation Max-
imization (EM) algorithm where !ci and !

d
i are diagonal and of size K % K

and D%D respectively. The need for * can be explained as follows. Consider
that equation (3.13) corresponds to a N-dimensional cepstral model where the
modeling of the last N"K cepstral features is replaced by the second factor of
(3.13). As a consequence, the factor now contains D (independent) variables
instead of N"K and the Gaussian likelihood will have a larger dynamic range.
This can be compensated by the stream exponent * = (N " K)/D < 1, which
is in our experiments fixed to 0.5 (N = 13, K = 3, D = 23 or 22).

Again using the subscript i to denote mixture component ($, q), the precision
matrix for the Gaussian expression of (3.13) is then given as

Pi = C!
K[!

c
i ]
"1CK + *D$

K [!
d
i ]

"1D$
K (3.14)
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Hence, the ProSpect model defines a particular structure of the precision ma-
trix of the spectral features, containing only K + D variance parameters (* is
fixed).

3.4. Solving the NNLSQ-problem

Since the precision matrices in the cepstral and ProSpect domain are non-
diagonal, the quadratic cost functions (3.4) and (3.6) are associated with an
equivalent non-negative least square problem (NNLSQ). In this section we
describe the procedure for solving the NNLSQ-problem for the optimization
problems using binary static, fuzzy static and ternary dynamic masks. Next,
the computational requirements involved in the cepstral and ProSpect domain
will be compared.

3.4.1. Optimization Strategy

Binary static masks

To avoid costly matrix inversions, the NNLSQ-problem will be solved by a
gradient descent method. Therefore, the search is started from the spectral
MFT solution (3.7). In each iteration k, the initial values are updated by

s(k+1)t,i = s(k)t,i " +̂!"
(k)
t,i (3.15)

where the step direction !"(k)t,i is derived from the cost gradient !'(k)i =

Pi(s(k)t,i " µi) by zeroing out those components that (i) are labeled as reliable or
(ii) where the gradient is negative and the corresponding speech estimate is on
the constraint boundary. The optimal step size is given by

+ =
!"(k)!t,i !"

(k)
t,i

!"(k)!t,i Pi!"
(k)
t,i

(3.16)

and is reduced to +̂ such that all components of s(k+1)t,i satisfy the constraint
s(k+1)t,i ( yt, hence

+̂ = min
1

min
&

+!"(k)t,i , yt " s
(k)
t,i
'

./!"(k)t,i
2

(3.17)

where ./ denotes the element-wise division. Experiments have shown that the
gradient descent method has su%ciently converged in terms of recognition ac-
curacy in 1 or 2 (= k,) iterations. More iterations may be required if di!erent
initial values are chosen.
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Finally, we obtain a clean speech estimate ŝt,i = s(k
,)

t,i for each Gaussian i, from
which we can compute the corresponding likelihood:

fi(ŝt,i) =
1

#

(2')D|!i|
exp
$

"
1
2
(ŝt,i " µi)!Pi(ŝt,i " µi)

%

. (3.18)

Note that given the definition of the cost function (3.4), the likelihood can
easily be computed from the cost of a previous iteration augmented with fi(+̂).

Fuzzy static masks

The optimization problem (3.6) is also a constrainedminimization of a quadratic,
hence, a gradient descent method similar to the one explained above is used
for solving the problem in the cepstral or ProSpect domain. A good choice to
initialize the search is to start from the log-Mel spectral solution (3.8) or from
the point:

ŝ(0)t,i = min
&

µi + wt(yt " µi), yt
'

. (3.19)

This starting point is then iteratively updated by the rule:

s(k+1)t,i = s(k)t,i " *̂!#
(k)
i . (3.20)

The step direction !#(k)t,i is equal to the cost gradient

!((k)t,i = Qt,i(s(k)t,i " µi) +Wt(s(k)t,i " yt) (3.21)

for those components where the corresponding speech estimate lies below the
constraint boundary, otherwise the component of !#(k)t,i will be set to zero. The
optimal step size is given by

* =
!#(k)!t,i !#

(k)
t,i

!#(k)!t,i (Qt,i +Wt)!#(k)t,i
(3.22)

and is reduced to *̂ such that all components of s(k+1)t,i satisfy the constraint
s(k+1)t,i ( yt, hence

*̂ = min
1

min
&

*!#(k)t,i , yt " s
(k)
t,i
'

./!#(k)t,i
2

(3.23)

Convergence is again reached after 1 or 2 iteration steps.

Finally, the likelihood of each Gaussian i of the acoustic model is obtained by
the substitution of ŝt,i in (3.18).
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Ternary dynamic masks

The decorrelation properties of the ProSpect representation hold equally well
for the dynamic features, hence they are also modeled using a GMM with
diagonal covariance matrices. As for binary static masks, the dynamic feature
vector is divided into a reliable !st,r and unreliable part !st,u. The maximum
likelihood estimate for each dynamic feature component j is then found by
minimizing a cost function of form (3.4) but now subject to the constraints:

*

+

+

+

+

+

,

+

+

+

+

+

-

!st,r[ j] = !yt,r[ j], if &mt[ j] = 0,
!st,u[ j] ( !yt,u[ j], if &mt[ j] = 1,
!st,u[ j] ' !yt,u[ j], if &mt[ j] = 2.

(3.24)

Similar as in section 3.4.1, the step direction is derived from the gradient of
the cost function 't,i by zeroing out those components that (i) are reliable or
(ii) are unreliable with &mt[ j] = 1 (&mt[ j] = 2) and where the gradient is
negative (positive) and the corresponding speech estimate is on the constraint
boundary !st[ j] ) !yt[ j].

3.4.2. Computational complexity

The computational di!erence of solving the NNLSQ-problem in the cepstral
or ProSpect domain arises from the matrix multiplications with the precision
matrix (3.10) or (3.14) that is involved in each gradient step. These multipli-
cation are required in the computation of the gradient and the step size and can
be computed from the items listed in table 3.1. Here, the vector mz represents
either (s(k)t " µi) or !#(k) and U is defined as the number of feature compo-
nents that are labeled as missing in the binary masks (hence, U ( D). The
computational requirements are shown in terms of multiply-accumulate op-
erations while neglecting O(D), O(U) and O(K) operations, e.g. multiplying
with a diagonal matrix. The resulting cost in a practical situation with D = 23,
U = 16 (averaged measured on the data) and K = 13 in the case of cepstral
features or K = 3 for ProSpects, is given in the last row of the table. Note
that in a fuzzy masking strategy, all features are taken into account during op-
timization and thus U = D. These results show that the computational cost
can be reduced with approximately 30-40% by exploiting the structure of the
precision matrix in the ProSpect domain. The computational requirements for
dynamic features using ternary masks are equivalent to the binary static mask
optimization problem.
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Operation
Binary masks Fuzzy masks

cepstra ProSpects cepstra ProSpects

CK z KU KU KD KD

C!
K[!

c]"1CK z KU KU KD KD

(ID " C!
KCK)z - KD - KD

D$
K [!

d
i ]

"1D$
K z - K(U + D) - 2KD

Total per iteration 4KU 2K(3U + 2D) 4KD 10KD

in practice 832 564 1196 690

Table 3.1. Approximation of the computational cost of a single gradient iteration
for the binary and fuzzy mask approach in the cepstral (K = 13) and ProSpect
domain (K = 3).

With simple pruning techniques, the computational time per frame of the Au-
rora4 MFT-recognizer will decrease as well. Therefore, the iterative process
of section 3.4 was gradually stopped for Gaussians with too small a poste-
rior probability. From experiments not reported in this chapter, the pruning
parameters were tuned such that computational load is maximally reduced
without considerably a!ecting the recognition performance. To this end, an
absolute WER increase of 1% was maximally allowed. The performance of
the MFT-based recognizer in terms of speed will be given in section 5.4.2 after
integrating a channel compensation technique and a real mask estimator.

3.5. Performance comparison

In this section, we will give a qualitative comparison between the di!erent
MLE-based imputation techniques that were described above. The recogni-
tion results will be evaluated on the Aurora2 connected digit database and the
Aurora4 large vocabulary continuous speech database. The ProSpect mod-
els are obtained by accumulating statistics of the ProSpect features during the
training process of the clean speech (cepstral) models through single pass re-
training. This way, every Gaussian gets an associated ProSpect Gaussian with
diagonal covariancematrix whose statistics are computed on the ProSpect fea-
ture stream.

For the Aurora2 database, the ProSpect features were obtained by applying
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the transformation matrix of equation (3.12) to the log-Mel spectral features.
Therefore, a Mel-scaled filter bank with D = 23 was used identical to the Au-
rora WI-007 implementation and K = 3 order cepstra are used in the ProSpect
feature vector. The MFT-system is based on the HTK reference recognition
system that was described in section 1.5.1.

In the Aurora4 database, the D = 22 remaining features of the 24-channel
Mel-scaled filter bank are transformed to the ProSpect domain where K = 4.
The MFT-based recognizer was built by adding the required MFT modifica-
tions to the speaker-independent LVCSR-system (section 1.5.2).

3.5.1. Aurora2

The baseline results that were obtained by the recognizer without the use of
any noise compensation method, are shown in figure 3.3. The graph indicates
the recognition accuracy averaged over the four noise types of the Aurora2
test set A for di!erent levels of SNR. From this figure it can be seen that it is
beneficial to use diagonal GMMs in the cepstral domain (here K = 13) rather
than in the log-spectral domain. Only at low SNRs, the ProSpect models show
to be less accurate than cepstral models. However, this di!erence in perfor-
mance does not compensate for the reduction in the computational load that is
achieved by ProSpect features in MFT and the SNR performance is such that
it cannot be considered in the practical employment of the recognizer anyway.
Therefore, the use of ProSpects will be preferred over cepstral features in the
remainder of this thesis.

The word accuracy results averaged for all test sets of the Aurora2 database
are included in appendix B. The baseline results in the log-spectral, cepstral
and ProSpect domain are respectively given in tables B.2, B.3 and B.4. The
averaged word accuracy over the SNR-levels 0 to 20 dB per noise type1 are
summarized in figure 3.4. The total averaged accuracy when log-spectral fea-
tures are used, increases from 37.54% to 67.73% for cepstra and to 67.16%
for ProSpect features. This is a relative 48% decrease in WER.

In figure 3.5, the accuracy of a MFT-based recognizer working in the log-
spectral and ProSpect domain is illustrated for the same test set. To ignore the
e!ect of masking errors and to demonstrate the potential of the MFT-based
recognizer, ideal binary (BM) and fuzzy masks (FM) were used (here " = -3
dB and # = 1). The dynamic mask for velocity and acceleration features was

1. The labels on the x-axis of figure 3.4 refer to the di!erent Aurora2 test sets, e.g. the notation
A.N1 means test set A, noise type 1.
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Figure 3.3. Baseline results (averaged over the noise types) on the Aurora2 test
set A obtained by the recognizer using log-spectral, cepstral and ProSpect models.
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Figure 3.4. Baseline results (averaged over SNR levels 0-20dB) on the di!erent
test sets of the Aurora2 database obtained by the recognizer using log-spectral,
cepstral and ProSpect models.
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Figure 3.5. Performance comparison (averaged over the noise types) on the Au-
rora2 test set A for the MFT-based recognizer working in the log-spectral and
ProSpect domain using binary (BM) or fuzzy (FM) oracle masks.

!"

!#

$"

$#

%""

&'(% &'() &'(* &'(+ ,'(% ,'() ,'(* ,'(+ -'(% -'() &./'

&
00

12
30

45
67

8

9:;95;:9

<=/>;?:0923@5ABC324 <=/>;?:0923@5D1EE4
F2=G?:09;@5ABC324 F2=G?:09;@5D1EE4

Figure 3.6. Accuracy results (averaged over SNR levels 0-20dB) on the di!erent
test sets of the Aurora2 database obtained by the MFT-based recognizer working
in the log-spectral and ProSpect domain using binary (BM) or fuzzy (FM) oracle
masks.
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computed as explained in section 2.2.2. Besides the significant improvement
of accuracy with respect to the baseline results, the graph also shows that the
MLE-based data imputation with ProSpect features always outperforms the
imputation in the log-spectral domain.

Tables B.5, B.6, B.7 and B.8 present the recognition results over all test sets
using MFT with ideal binary and fuzzy masks in the log-spectral and ProSpect
domain. The averaged word accuracy for all noise types is given in figure 3.6.
The total averaged accuracy in the log-spectral domain for binary and fuzzy
masks is increased from 88.42% and 89.07% to 95.90% and 96.39% by using
MFT in the ProSpect domain. This is a relative reduction of the WER of
around 63%.

3.5.2. Aurora4

The baseline system of the Aurora4 database consists of a speech recognizer
working in the ProSpect domain without applying MFT or any other enhance-
ment technique to reduce the additive noise mismatch. To compensate for
the channel o!set, a log-Mel mean normalization was performed on each sen-
tence using the first 500 speech frames that were selected by a Voice Activity
Detector (VAD) (see also section 5.3.2).

Figure 3.7 and tables C.2 and C.3 present the average word error rates for each
of the 14 test sets. As a reference, the recognition results in the MIDA domain
[Duchateau et al., 2001]) are included. As in the baseline system, the average
WER is around 40% such that we also may conclude that no significant loss
in accuracy will be achieved by working in the ProSpect domain. By applying
MFT using ideal masks for static and dynamic features, the word error rate
significantly decreases for all test sets. On average, the WER drops to 29.75%
and to 28.81% by using respectively binary and fuzzy ideal masks, which is
equivalent to a relative decrease of about 27%. Further improvements of the
potential of our MFT-based recognizer will be presented in the next chapter
by integrating a more sophisticated method to compensate for convolutional
noise distortions.

3.6. Conclusions

In this chapter, we have discussed the MFT application to ASR. The data
imputation technique was extended such that it can be applied for features
that are a linear transformation of log-spectra. A di!erent optimization func-
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Figure 3.7. Word error rate (in %) on the Aurora4 test sets using MIDA and
ProSpect features without noise compensation and WER using MFT in the
ProSpect domain with binary and fuzzy oracle masks.

tion and solution strategy was described for MFD using binary and fuzzy
masks. The ProSpect domain was introduced for its computational advantages
in the involved iterative optimization process. Experiments on the Aurora2
and Aurora4 benchmarks have revealed that the data imputation technique us-
ing ProSpect features significantly improves the performance over log-spectra.
It was also shown that the corresponding reduction in computational load com-
pared to the imputation in the cepstral domain has no important impact on the
recognition accuracy.
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CHAPTER 4
Convolutional Noise Compensation in

the MFT-framework

Channel variations are due to di!erences in the transmission channel caused
by the changes of the distance between mouth and microphone, the micro-
phone characteristics and the recording environment. These variations cause
a model mismatch between the training and testing conditions. The conven-
tional strategy in ASR to reduce this type of mismatch is cepstral mean sub-
traction. However, this technique can not be applied in the missing feature
framework since some of the spectro-temporal regions are considered as miss-
ing. A method that is compatible with missing data has already been proposed
in [Palomäki et al., 2004a], in which the spectral features are normalized by
a factor computed only from the most intense reliable speech components. In
this chapter, we present an alternative technique for estimating the channel by
a MLE-based algorithm that updates the initial channel estimate by maximiz-
ing the log-likelihood of the optimal state sequence of the observation data.

4.1. Introduction

Missing data techniques were originally formulated as an approach to com-
pensate for additive noise distortions. For real-life deployments, a compen-
sation for the variations in the transmission channel is also required. Most of
these variations can be modeled as a linear filtering, i.e. convolutional noise,
and as a translation of the log-spectral features.

From the acoustic environmental model of equation (1.8) it is clear that the
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4.1. Introduction

convolutional channel distortion becomes an additive vector which is constant
over all frames of the speech signal. Hence, the channel causes a shift h to
the clean speech vector st, such that the trained clean speech models in the
recognizer’s back-end will no longer yield an accurate fit. However, once this
channel is known, we can compensate for it by simply shifting the mean of
all the Gaussians in the acoustic model by h. Note that we will only consider
channel impulse response that are much smaller than the window length.

The conventional strategy in ASR to compensate for convolutional noise is to
subtract the cepstral mean from the observed speech data, i.e. Cepstral Mean
Subtraction (CMS). Since cepstral and log-Mel spectral features are related to
each other by a linear transform, this operation can also be performed in the
log-Mel spectral domain (log-Mel MS). If some log-Mel spectral features are
not attributed to speech but to a di!erent source, simple averaging will create
an important bias and mean subtraction methods loose their e!ect. This bias
arises from the fact that the additive noise source will also contribute to the
mean value. This is undesirable for the MFT-framework since it requires that
the normalized reliable speech regions match the clean speech on which the
acoustic model was trained. This problem can be solved in the MFT frame-
work by taking the information of the missing feature mask into account. This
way, the components that are distorted by the noise can be left out of consider-
ation in the computation of the channel. Conventional techniques su!er from
bias due to noise. MFT o!ers - at least for oracle masks - to have a bias-free
estimation. As the examples of the section 4.3 will show, it can even han-
dle narrow-band data, i.e. when some frequency regions are always missing.
Conventional techniques result in erroneous results in this case.

A method that is compatible with missing data has been proposed in [Palomäki
et al., 2004a], in which the spectral features are normalized by a factor com-
puted only from the most intense regions of the speech. TheMLE-based chan-
nel compensation technique presented here was tested against a spectral nor-
malization approach closely related to the one of [Palomäki et al., 2004a].
The normalization factor $[ j] for the j-th Mel-frequency band is computed by
taking the mean of the L largest reliable features in that frequency band:

$[ j] =
1
L

"

l*Z( j)
yr,l[ j] (4.1)

where Z( j) is a set containing the indices of these L features. Although this
method has a straightforward implementation, it will become inappropriate
when no speech information is available in certain frequency regions. This
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Convolutional Noise Compensation in the MFT-framework

is the case when the data is band-limited, such as during conference inter-
views or other audio mining applications. Therefore, we have implemented
a technique in our MFT-based recognition system that exploits the back-end
speech model to estimate the channel by means of a MLE-based algorithm
[Van Segbroeck and Van hamme, 2006]. Here, the initial channel estimate is
updated by maximizing the log-likelihood of the optimal state sequence of the
observation data. In section 4.2, an expression for the channel shift will be
derived.

The use of the back-end speech model, trained on clean speech data, results
in two main advantages compared to the method of [Palomäki et al., 2004a]:
(i) the channel compensation method can handle narrow-band data and (ii)
it produces a channel estimate with a negligible bias arising from the noise.
Experimental evidence for these findings will be given in section 4.3.

4.2. Maximum Likelihood Estimation of the Channel

During the decoding process of the recognizer, the proposed channel compen-
sation method estimates the unknown channel parameters by maximizing the
log-likelihood of the optimal state sequence

Q̂ = argmax
Q

P(Q|Y) = {q̂1, q̂2, . . . , q̂&} (4.2)

given & successive observation vectors Y = {y1, y2, . . . , y&}. A proper choice
for the length & of the observation sequence will be discussed later on.

The log-likelihood of Q̂ is then given by (omitting transition probabilities to
only rely on the acoustic model)

&
"

t=1
fq̂t (yt) =

&
"

t=1

G
"

$=1
wq̂t,$N (ot;µq̂t ,$,!q̂t,$). (4.3)

By considering only the most dominant Gaussian mixture at each state of Q̂,
equation (4.3) can be approximated by

&
"

t=1
fq̂t (yt) &

&
"

t=1
wt ft(yt) "

&
"

t=1
N (yt;µt,!t) (4.4)

where the time frame index t will be used to denote the Gaussian mixture $
with the highest likelihood in state q̂t. Note that the approximation also results
in a computational advantage since only one Gaussian per frame t needs to be
taken into account.
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4.2. Maximum Likelihood Estimation of the Channel

Taking the shift of the Gaussian means into account caused by the channel
parameter h, the likelihood of Gaussian t then yields

ft(yt) =
1

3

(2')D|P"1t |
exp
$

"
1
2
(yt " µt " h)!Pt(yt " µt " h)

%

. (4.5)

4.2.1. Optimization function

The MLE of the channel can be obtained by maximizing (4.4) over h while
evaluating each Gaussian t in its optimal point ŝt, namely the correspond-
ing static clean speech estimate as obtained by the MFT technique as was
described in section 3.3. This is equivalent to the minimization of the cost
function L(h) over h

L(h) =
&
"

t=1

1
2
(ŝt " µt " h)!Pt(ŝt " µt " h). (4.6)

The optimal point ŝt was obtained by using the reliability information provided
by the mask. This way, the missing feature mask also has an impact on the
channel estimate by the influence it has on ŝt.

Note that ŝt is a function of h and L(h) depends on the sequence of domi-
nant Gaussians. Hence, iterative optimization is required. Using the Newton-
Raphson method, the estimate for the channel shift &h can be found as

&h =
$

!2L(h)
%"1

!L(h) (4.7)

where!L(h) and!2L(h) denote the gradient andHessian of L(h) respectively.

The channel update should be applied recursively until convergence, which
would imply several recognition passes for a given utterance. Fortunately,
experiments have shown that one iteration per & frames su%ces to guarantee
convergence when the initial channel estimate is chosen as the mean over the
first 200 log-Mel speech frames. An expression for the gradient and Hessian
of equation (4.7) will be derived in the next subsections.

Derivation of gradient

To derive an expression for the gradient and the Hessian for the cost func-
tion L(h), we firstly define Lt(h, st) |ŝt as the individual cost contribution of
Gaussian t evaluated in the log-Mel spectral speech estimate ŝt, such that

L(h) |ŝ =
&
"

t=1
Lt(h, st) |ŝt . (4.8)
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The gradient of Lt(h, st) w.r.t. h at ŝt is then given as

!Lt(h, st) |ŝt =
!Lt(h, st)
!h

|ŝt +
$!st
!h

|ŝt
%! !Lt(h, st)
!st

|ŝt (4.9)

with
!Lt(h, st)
!h

|ŝt = "
!Lt(h, st)
!st

|ŝt= "Pt(ŝt " µt " h) = "gt. (4.10)

Here, ŝt is computed from the constrained minimization of (3.4) when binary
masks are used or from (3.6) in the case of fuzzy masks. While optimizing ŝt,
some of the inequality constraints will be active, i.e. the feasible ŝt that mini-
mizes the cost functions of (3.4) or (3.6) lies on that boundary (equality); oth-
ers will be inactive (strict inequality). Active inequality constraints therefore
become equality constraints. Each equality constraint defines a hyperplane (a
D-1"dimensional space) described by its normal ai. Geometrically, ŝt is the
point on the intersection of all hyperplanes that minimizes L(h). Hence, gt
must be perpendicular to all these hyperplanes, for if it would have a nonzero
projection in any plane, ŝt would not minimize L(h) subject to the constraints.
Therefore, gt * Span(At) where At =

4

a1, a2, . . . , aDt

5

(Dt is Gaussian depen-
dent) or A$!

t gt = 0 with A$
t a orthonormal matrix perpendicular to At.

To find an expression for !st/!h evaluated in the point ŝt, assume that h
changes with &h, then ŝt changes with &ŝt and gt with &gt. This yields

A$!
t &gt = A$!

t Pt(&ŝt " &h) = 0. (4.11)

We also know that ŝt has to move in the constraint hyperplane or A!
t&ŝt = 0.

Hence, there must exist a vector xt which satisfies

&ŝt = A$
t xt. (4.12)

After substitution of (4.12) in (4.11), we get

xt =
&A$!

t PtA$
t
'"1A$!

t Pt&h. (4.13)

Hence,

!st
!h

|ŝt = A$
t
&A$!

t PtA$
t
'"1A$!

t Pt. (4.14)

This yields

!Lt(h, st) = "
$

Pt " PtA$
t
$

A$!
t PtA$

t
%"1
A$!
t Pt
%

(ŝt " µt " h) (4.15)
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4.2. Maximum Likelihood Estimation of the Channel

and since A$!
t gt = 0,

!Lt(h, st) |ŝt = "Pt(ŝt " µt " h) = "gt. (4.16)

This result can also intuitively be interpreted by means of figure 4.1 in the
case of a two-dimensional feature vector. Here, the hyperplane is the con-
straint s[1] = yr[1]. If the channel is perturbed by &h, both components of
ŝt must change such that they remain in the hyperplane. Knowing that &gt is
perpendicular to the hyperplane, &st has to lie in the hyperplane. Hence, the
last term in equation (4.9) must be zero.

After summation of (4.16) over all dominant Gaussians t, the final expression
for the gradient of L(h) is given as

!L(h) = "
&
"

t=1
Pt(ŝt " µt " h) (4.17)

Derivation of Hessian

After derivation of !Lt(h, st) w.r.t. h, the Hessian of Lt(h, st) can be expressed
as

!2Lt(h, st) |ŝt =
!!Lt(h, st)
!h

|ŝt+
$!st
!h

|ŝt
%! !!Lt(h, st)

!st
|ŝt

= Pt " PtA$
t
&A$!

t PtA$
t
'"1A$!

t Pt

(4.18)

Note that !2Lt(h, st) is positive semi-definite. Since we know that Pt is sym-
metric and positive semi-definite (see section 3.2), we canwrite Pt = P1/2t

&P1/2t
'!

and by making use of the QR-decomposition:

&P1/2t
'!
6

A$
t At

7

= QtRt (4.19)

where

QtRt =
6

Qt,1 Qt,2

7

8

9

9

9

9

9

9

9

9

9

:

Rt,1 M

0 Rt,2

;

<

<

<

<

<

<

<

<

<

=

(4.20)

and with Rt,1 and Rt,2 upper triangular matrices. Since the columns of At are
mutually perpendicular, matrix

6

A$
t At

7

is orthonormal. From equation
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Figure 4.1. Intuitive interpretation for the derivation of the gradient.

(4.19) and (4.20) it can be seen that
&P1/2t

'!A$
t = Qt,1Rt,1 (4.21)

and since Qt is orthonormal, we can write

QtQ!
t = Qt,1Q!

t,1 +Qt,2Q!
t,2 = ID. (4.22)

After substituting (4.21) and (4.22) in (4.18), the Hessian !2Lt(h, st) |ŝt can
be written as

!2Lt(h, st) |ŝt= P
1/2
t Qt,2Q!

t,2
&P1/2t

'! (4.23)

From

Q!
t,2
&P1/2t

'!4A$
t At
5

=

6

Q!
t,2Qt,1 Q!

t,2Qt,2

7

8

9

9

9

9

9

9

9

9

9

:

Rt,1 M

0 Rt,2

;

<

<

<

<

<

<

<

<

<

=

=

6

0 Rt,2
7

(4.24)
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we can derive the expression:

Q!
t,2
&P1/2t

'!
=

6

0 Rt,2
7 6

A$
t At

7!

= Rt,2A!
t

(4.25)

such that equation (4.23) can e%ciently be computed as

!2Lt(h, st) |ŝt= AtR!
t,2Rt,2A!

t (4.26)

Finally the expression for the Hessian of L(h) is given by

!2L(h) =
&
"

t=1
AtR!

t,2Rt,2A!
t (4.27)

4.2.2. Channel update

Once &h is obtained, we can compensate for it during further evaluation of
the acoustic model by subtracting the channel estimate from the observation
vectors yt in the imputation functions (3.4) and (3.6). This is equivalent to
shifting the mean of all Gaussians i by &h. A diagram of the convolutional
channel compensation procedure is shown in figure 4.2.

Since only one Gaussian has to be evaluated per frame t, the computational
load to recompute ŝt is negligible compared to the total time spent on the
evaluation of all Gaussians during recognition (section 3.4.2). Furthermore,
equation (4.7) can be e%ciently computed by exploiting a QR-decomposition
as explained above.

The length & of the observation sequence is dynamically chosen to ensure that:

- we have collected a su%cient amount of speech data such that the se-
lected Gaussians are representative for a variety of phonemes. This is
a prerequisite to obtain a reliable estimate for the channel. At the same
time, it also assures the non-singularity of the Hessian matrix (4.27) in
practice.

- the optimal path is fixed for the frames ( T . In on-line applications,
channel re-estimation is therefore postponed until the optimal state se-
quence over & past frames becomes independent of the current state in
the decoder. For continuous speech recognition tasks, this is the case
after three to five words.
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Figure 4.2. Diagram of the MLE algorithm for channel compensation used in the
MFT-based recognizer.

4.3. Quantitative Evaluation

Since the optimization function L(h) exploits the clean speech back-endmodel,
the channel estimation method produces a negligible bias arising from the
background noise1. The experimental evidence of the success of the method
will be shown next by examining the recognition results on the Aurora2 and
Aurora4 database.

4.3.1. Aurora2

A first experiment was conducted on test set A of the Aurora2 database. Since
this test set has the same channel characteristics than used during training, it is
regarded as non-distorted (channel 0). To investigate the e!ect of our channel
estimation method, three artificial test conditions were created. Therefore,

1. If the estimated spectral mask is su%ciently accurate, the e!ect of the noise on ŝt via masking
errors can be neglected
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Figure 4.3. Frequency responses of the three artificial channels that were used in
the experiments.

the clean speech samples were convolved with the impulse responses of three
highly distorted channels. The impulse responses of these channels are shown
in figure 4.3. Note that channel 3 is a low-pass filter in order to investigate
how the system will perform for applications such as audio mining, phone
interviews, conference calls, etc. To examine the influence of additive noise
on the channel estimate, the four noise types of test set A were added to the
filtered clean speech after scaling to obtain the requested SNR.

The initial channel estimate is computed as the log-Mel spectral mean over
100 speech frames of the first utterance of the speaker. The channel will then
be updated after each utterance, hence & is equal to T , i.e. the number of
frames in the utterance. This procedure will be repeated if a new speaker is
selected.

The mean accuracy over the four noise types of test set A for the channels 0
to 3 are shown in figure 4.4. Reference results are obtained by applying MFT
without channel compensation to the same test set. These results indicate that
the performance increases significantly when a channel compensation method
is integrated in the MFT-based recognition system. The MLE-based chan-
nel compensation technique was also tested against the spectral normalization
method of [Palomäki et al., 2004a]. The value for L in the normalization
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Figure 4.4. Accuracy results (averaged over the noise types) on the Aurora2 test
set A for channel 0-3 using MFT with binary oracle mask using no channel com-
pensation, log-spectral mean subtraction computed on reliable data and the MLE-
based method.
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Figure 4.5. Accuracy results (averaged over SNR levels 0-20dB) on the di!erent
test sets of the Aurora2 database using MFT with binary and fuzzy ideal masks
using no channel compensation and the MLE-based method.

vector $[ j] of equation 4.1 was empirically chosen as L = T/E with E an
experimentally derived parameter (here E = 5). Furthermore, the figure also
shows that the results of the MLE-based compensation algorithm are superior
to those of the spectral normalization method of [Palomäki et al., 2004a]. In
case that one or more frequency bands of the clean speech are missing due to
the filtering characteristic of the channel (e.g. channel 3), this method is not
able to improve the accuracy. Also note that the accuracy in the low channel
distortion case (channel 0) has been worsened by the spectral normalization
method, a problem that was also reported in [Palomäki et al., 2004a].

The word accuracy results of test set A, B and C using MFT, ideal masks and
the MLE-based channel compensation are given in table B.9 for binary masks
and in table B.10 for fuzzy masks. The average word accuracy over the SNR-
levels are given in figure 4.5 where they are compared with the case MFT
was used without channel compensation. Due to the low channel distortions
of the database (even in test set C), the global averaged accuracy was hardly
increased.

4.3.2. Aurora4

For the Aurora4 database, the initial channel is estimated as the log-spectral
mean over 500 speech frames. During the recognition process, the channel
will be re-estimated each time the optimal state sequence is fixed and the Hes-
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Figure 4.6. Illustration of the channel updates.

sian matrix of equation (4.27) is non-singular. The updating of the channel is
illustrated in figure 4.6 for the noisy sentence “However investment income
which represents thirteen percent of the industry’s revenues rose eleven per-
cent in the quarter reflecting gains from the rising stock market” of the Au-
rora4 database mixed with airport noise at 10 dB SNR. The figure shows the
log-Mel value of the 5th, 10th, 15th and 20th frequency bin for the channel
estimate h and their time of update. For example, the initial channel was up-
dated at frame 330, i.e. when the first part of the sentence is recognized. The
symbol # indicates that the Viterbi path corresponding to the preceding words
is fixed, i.e. it has become independent of the rest of the sentence.

In table C.4 and in figure 4.7, the WER for each of the 14 test sets of the
Aurora4 are presented when the channel is estimated by the MLE-based tech-
nique and binary or fuzzy oracle masks are used. As a reference, the recog-
nition results using log-Mel MS as a channel compensation technique are in-
cluded. Here, the channel is estimated as the mean over the first 500 speech
frames which is equal to the initial channel estimate for the MLE-channel
compensation method. The second reference experiment can be described as
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Figure 4.7.Word error rate (in %) on the Aurora4 test sets using MFT with binary
oracle masks and using log-Mel MS, cheating log-Mel MS or the MLE-based ap-
proach to compensate for the channel. For the latter approach, the results obtained
by the fuzzy oracle mask are also included.

a ‘cheating’ log-Mel MS method since the channel is estimated from all the
speech frames of the noise-free version of the speech (i.e. before the artifi-
cial addition of the noise). The comparison of this method with the proposed
MLE-based method shows that the latter produces a channel estimation that is
hardly biased by the background noise. This can be explained by the fact that
the channel is estimated from the back-end model trained on clean speech. On
average, the word error rate of the log-Mel MSmethod decreases from 30.06%
to 18.89% and 18.49% using the MLE-based method with respectively binary
and fuzzy oracle masks, which is equivalent to a 40% relative decrease.

4.4. Conclusions

In this chapter, we described an online channel compensation method for the
MFT-based recognition system. The channel was estimated by maximizing
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the probability of the optimal state sequence of the observation data. Recog-
nition experiments showed the e!ectiveness of the method compared to log-
spectral mean normalization. Cheating experiments also prove that the impact
of the noise to the MLE of the channel is negligible.
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CHAPTER 5
Mask Estimation using Harmonicity

and Vector Quantization

A crucial part in a MFT-based recognizer is the computation of the reliability
masks from noisy data. To estimate accurate masks in environments with
unknown, non-stationary noise statistics only weak assumptions can be made
about the noise. Instead we need to rely on a strong model for the speech. In
this chapter, we present a missing feature detector that uses harmonicity in the
noisy input signal and a Vector Quantizer (VQ) to confine speech models to a
subspace. The resulting system can deal with both additive and convolutional
noise.

5.1. Introduction

We already mentioned in chapter 2 that one of the main advantages of MFT
over other noise reduction methods is that less assumptions need to be made
about the noise type. However, the estimation of the mask is often based
on important assumptions about stationarity, signal-to-noise (SNR) ratio or
statistical distribution of the noise. Hence, to separate speech from noise,
more constraints should be placed on the speech model. Therefore, we exploit
the a priori knowledge of the human voice, such as spectral characteristics,
harmonicity, energy, voicing and onset. As shown in [Gersho and Gray, 1992],
a constrained subspace for the spectral shape of speech signals can be captured
in a vector quantization codebook trained on features extracted from clean
speech. If speech is corrupted by noise, simple nearest-neighbor decoding
fails due to the mismatch between the codebook training set and the noisy test
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set. Previous approaches for a more noise robust decoding were reported in
[So and Paliwal, 2005], using a more perceptually motivated distance measure
and [Ellis and Weiss, 2006], including phase derivatives.

Voiced speech is characterized by its strong harmonicity arising from the pres-
ence of the pitch and its harmonics such that it can be decomposed into pe-
riodic (or harmonic) components at integer pitch multiples and the remaining
aperiodic components. Therefore, we use the harmonic decomposition tech-
nique of [Van hamme, 2004a], although alternative methods like comb filter-
ing [Seltzer et al., 2000] could be used instead. This method will be restated in
section 5.2 and the harmonic decomposition masks derived from the decom-
position signals will be defined as well. In [Van Segbroeck and Van hamme,
2007], a VQ-based MFD was proposed that exploits the harmonicity of the
speech by training the codebook on the spectral features extracted from the
periodic and aperiodic part of the clean speech signal. During speech events,
the decoding seeks to recover the original speech vector from the stored code-
words by minimizing a cost function that can deal with additive noise cor-
ruptions. To compensate for linear channel distortions, the VQ-system self-
adjusts its codebook to the channel during online recognition. In section 5.3
we discuss the VQ-based approach to derive the missing data mask. The ex-
periments on the Aurora2 and Aurora4 are presented in section 5.4 where we
compare the VQ-masks with the harmonic decomposition masks.

5.2. Harmonic Decomposition

In [Van hamme, 2004a] an algorithm was described to decompose a signal into
a periodic and an aperiodic component. A pitch estimate is firstly computed
by a subharmonic summation method. The signal is then subsequently framed
in overlapping segmentswith a length of two pitch periods and a single period
of frame-shift. If p is the pitch epoch index and )p the estimate of the double
pitch period, then the noisy speech signal is written as:

yp(n) = vp(n) + rp(n) with 0 ( n < )p (5.1)

where rp(n) is the aperiodic component and the periodic component is given
by:

vp(n) =
$

1 +
epn
)p

%

·

/ Kp
"

k=0
ak,p cos(2' f0,pkn) +

Kp
"

k=1
bk,p sin(2' f0,pkn)

0

(5.2)
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where f0,p is the pitch estimate for segment p and the number of harmonics Kp
is the largest integer such as f0,pKp < 0.5 fs. The change in amplitude over the
)p samples is taken into account by the linear modulation factor (1+epn/)p).

For each segment p, the parameters ak,p and bk,p together with ep and f0,p are
estimated and refined in least square sense by minimizing (yp " vp)!(yp " vp)
and are plugged into eq. (5.2). After the decomposition of all segments p, an
estimate for the periodic signal part v̂(n) is formed by concatenating the central
parts of these segments. The aperiodic part estimate r̂(n) is the di!erence
between the noisy signal y(n) and the periodic signal. Hence, the log-Mel
spectral feature vector at frame t (using conventional framing) of the noisy
speech can be approximated as

exp(yt) & exp(v̂t) + exp(r̂t) (5.3)

where v̂t and r̂t respectively denote the logarithm of the Mel-filter bank outputs
computed on time domain signals ĥ(n) and r̂(n). The log-Mel representations
of the periodic and aperiodic part are shown in figure 5.1 for the clean version
of the Aurora4 utterance “The investor now owns seventy three percent of the
company”. From the figure, it is clear that voiced energy is more present in
the periodic part and that unvoiced speech has a similar amount of energy in
both parts. This observation is intuitively explained by figure 5.2. This figure
shows the spectrum of a voiced (left) and unvoiced (right) speech segment.
The periodic part of the speech corresponds to the spectral lines at multiples
of the (estimated) pitch, while the aperiodic part is formed by the intermedi-
ate lines. As illustrated by the figure, there is a clear di!erence between the
spectral amplitudes of both parts in voiced speech, while this is not the case
in unvoiced speech. Hence, in voiced speech the periodic part approximates
the spectrum of the harmonic components, while the aperiodic part models the
residual spectrum. If the speech in unvoiced, both parts are similar since they
estimate the energy of the speech in least square sense.

Harmonic decomposition masks

As proposed in [Van hamme, 2004a], the clean speech spectrum at frame t is
firstly estimated as

exp(ŝt) = %t + exp(v̂t) (5.4)

with %t a time-frequency dependent gain vector and + denotes element-wise
multiplication. Assuming that spectral features are unreliable if the noise esti-
mate contains more energy than the speech estimate, we know that exp(ŝt) '
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Figure 5.1. Log-Mel spectrogram of the clean utterance (top) and its correspond-
ing periodic (middle) and aperiodic (bottom) part obtained after harmonic decom-
position.

exp(n̂t). Using the statistical independence of speech and noise, we obtain

2 exp(ŝt) ' exp(n̂t) + exp(ŝt) & exp(yt). (5.5)

Combining expressions (5.3) and (5.5), then yields

2 exp(ŝt) ' exp(v̂t) + exp(r̂t). (5.6)

After the substitution of (5.4) in (5.6), this becomes

(2%t " 1) exp(v̂t) ' exp(r̂t) (5.7)

and the missing feature criterion for a binary Harmonic Decomposition (HD)
mask is then given by
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Figure 5.2. Intuitive illustration of the harmonic decomposition of a voiced and
unvoiced speech segment.

mt =
$

(2%t " 1) exp(v̂t) ' exp(r̂t)" exp(")
%

0/1
. (5.8)

An expression for the gain factor %t is derived in appendix A and is given as

(2%t " 1) = 1" 2
exp(x̂t)
exp(v̂t)

, (5.9)

where x̂t is the long-term minimum of r̂ over a window of 2L + 1 frames
centralized around frame t.

Figure 5.3 shows the periodic part, aperiodic part and the gain factor of the
noisy Aurora 4 test utterance of chapter 2 (with restaurant noise added at 10 dB
SNR) from which the HD-mask (" = 6 dB) is constructed. Note that the op-
timal masking threshold is higher than that of the oracle masks (here " = -3
dB). For most real masking strategies, a higher threshold value is desirable
since masking errors due to incorrectly classifying noise distorted regions as
speech have a higher detrimental e!ect on the performance of the recognizer
than wrongly masking reliable speech regions.

5.3. Vector Quantization Masks

The algorithm for estimating VQ-masks belongs to the category of source sep-
aration techniques (see chapter 2). Their strategy is to estimate the unknown
clean speech and noise from the noisy observation. The missing feature mask
will then be constructed from these estimates. In the literature, the detection of
missing data often relies on important assumptions about the noise type. In en-
vironments that do not meet these assumptions, the accuracy of the mask will
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Figure 5.3. Harmonic decomposition mask of the noisy utterance “The investor
now owns seventy three percent of the company” of the Aurora4 database cor-
rupted by restaurant noise at 10 dB SNR.
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be very low. Therefore more constraints should be placed on the speech. To
this end, we make use of a VQ-based approach with a codebook representing
a constrained space for the spectral shape (timbre) of human speech.

In vector quantization, the best codebook entry to represent the observed fea-
ture vector is selected by some perceptual distance measured between the
noisy speech and the codebook vectors. Since it is the intention of the MFT-
approach to avoid multi-style training, the codebook is trained on clean speech
data. As a consequence, the decoding will be less accurate, especially at low
SNRs. As will be explained next, the VQ-based mask estimator is made more
noise robust by choosing an appropriate codebook and incorporating noise
compensation steps in the decoding process.

5.3.1. Codebook

A codebook trained on clean speech will mismatch the noisy input speech. We
try to compensate for this mismatch by exploiting the relation between the pe-
riodic and aperiodic part of speech. The periodic part consists of the harmon-
ics at pitch multiples and the remaining spectral lines result in the aperiodic
part. The harmonic decomposition method of section 5.2 is therefore applied
to the clean speech training set. Subsequently, the log-Mel scaled features of
the periodic and aperiodic part are stacked into a single vector of dimension
2D. By training a codebook on these data, it will capture not only the spec-
tral shape of the speech but also the relation between the spectral shape of the
periodic and aperiodic speech components. Here, we assume that in testing
conditions the noise is not harmonic or that the energy of the speech harmon-
ics dominates that of the noise such that the harmonic decomposition method
finds the speech components. Eventually, imposing constraints on the range
and the continuity of the pitch, could further improve the robustness.

Training is performed by the k-means algorithm initialized by random vec-
tors. Frames corresponding to silence will be disregarded for reasons which
become clear in the next section. In an additional refinement step, the code-
book outliers (i.e. the codewords that correspond to a cluster size smaller than
1% of all training vectors) are replaced by performing 2-means clustering onto
the clusters with the highest variance. The codebook vectors will be denoted
by

e- =
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Figure 5.4. VQ-codebook with 250 entries trained on the periodic and aperiodic
parts of the clean Aurora4 data and representing di!erent broad phonetic classes.

where the superscripts indicate the periodic part and aperiodic part of the code-
words.

Large vocabulary recognition tasks, such as Aurora4, require a codebook that
provides a set of codewords representative for all phones. Therefore, the clean
training data is firstly categorized into broad phonetic classes: vowels, diph-
thongs, glides, liquids, fricatives, a!ricates, nasals and stops. A sub-codebook
is then trained for each phonetic class. The number of codewords per sub-
codebook is proportional to the prior probability of occurrence of the phonetic
class it represents. Table 5.1 shows these percentages for the training set of
the Aurora4 database. The corresponding 250-entry codebook is illustrated in
figure 5.4. Note that the periodic part of vowels is more energetic then the
aperiodic part, while for e.g. a!ricates the relationship between both parts is a
similar energy contour.

vowels diphthongs plosives fricatives

32.3 6.0 21.2 16.5

a!ricates nasals glides liquids

1.1 11.3 2.4 9.2

Table 5.1. Occurrence percentages of broad phonetic classes in Aurora4.

5.3.2. Vector Quantization of noisy speech

Since the codebook only represents a model for the human voice, decoding
in non-speech (or noise) frames will lead to incorrect codebook matching and
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misclassifications in the mask. Therefore, a Voice Activity Detector (VAD)
based on the integrated bi-spectrum, inspired by [Ramı́rez et al., 2006], will
segment speech from non-speech frames in order to restrict the decoding dur-
ing speech events. This prevents the decoder to find an appropiate match be-
tween the noisy speech frame and some codeword. For a frame labeled as
non-speech, all mask values will be set to zero, indicating that all components
are unreliable.

After decomposing the incoming noisy signal yt into harmonically related and
aperiodic components as described in section 5.2, we construct the input vec-
tors v̂t and r̂t, for which a search is done through the entire codebook to find
the best matching codeword. The conventional way to do that would be to
minimize some perceptual distance measure between these vectors and the
codewords:

min
-
D(-) = min
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If noise is added to the speech, a noise component will be added to the periodic
and aperiodic part of the speech. To compensate for additive noise distortions,
we proposed a search criterion in [Van Segbroeck and Van hamme, 2007]
where the decoding is performed by the minimization of the following cost
function

min
-,x(v) ,x(r)

D(-) =
$

v̂t "max(e(v)- , x(v))
%2
+
$

r̂t "max(e(r)- , x(r))
%2

+
$

x(v) " x(r)
%2
+
$

x(r) " x̂t
%2

(5.12)

over the unknowns x(v) and x(r). In order to separate periodic and aperiodic
parts due to speech and noise, we have expressed through a codebook that the
speech components e(v)- and e(r)- are related, while the spectrum of the noise
components are estimated by x(v) and x(r). The last two terms of (5.12) can
easily be understood as follows. The term (x(v)" x(r))2 states that the periodic
and aperiodic part of the noise have approximately the same spectral ampli-
tudes, e.g. the noise has a su%ciently smooth spectrum, and (x(r) " x̂t)2 indi-
cates that the spectrum of the aperiodic part of the noise tends to the long-term
minimum of r̂ over 2L+1 frames centralized around frame t (see appendix A).
The latter is based on the observation that the short term power spectrum of
the noisy speech signal frequently decays to values which are representative of
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the noise power level. This observation was also used in the minimum statis-
tics technique of [Martin, 2001] where the noise level was estimated from the
long-term minimum of y. In our approach however, the minimum is not de-
rived from the noisy speech itself but from its aperiodic component (which has
a much smaller variance than the variance of the periodic part) it is not easily
perturbed by voiced speech, even at the small values of the window length
parameter L that are required to track non-stationary noise. This way, x̂t will
yield a more accurate value for the noise level then if it was derived from y.
The last two terms of equation (5.12) both have a weight equal to one as this
gave optimal recognition results.

For a given codeword, the cost is the sum of D independent cost functions,
hence the computational load of the decoding can be neglected since the code-
book size is small. For each frequency component, the cost is quadratic in x(v)
and x(r), provided the max-operators do not change argument. Hence, we
can minimize the cost under the assumptions (x(v) < e(v)- ) or (x(v) > e(v)- ) and
(x(r) < e(r)- ) or (x(r) > e(r)- ), which gives 4 di!erent cases, each with a di!erent
cost. However, it is possible that the minimizer violates the constraint, i.e. that
the minimum lies outside the region over which the cost formula is valid. In
that case the true minimum lies on the boundary, e.g. (x(v) = e(v)- ). Hence, we
set x(v) equal to e(v)- and minimize over x(r), where again we need to consider
two possible solutions, (x(r) < e(r)- ) and (x(r) > e(r)- ).

By introducing the unknown parameters x(v) and x(r) in the cost function,
the additive noise is taken into account. Nevertheless, there still remains a
model mismatch due to channel di!erences between the conditions in which
the codebook is trained and those during testing. In order to make the VQ-
based MFD robust against convolutional noise distortions, we have to deal
with the channel o!set &h in the clean speech models. An estimate for this
channel shift can be obtained by the MLE channel compensation method of
chapter 4 and which was integrated in our MFT-based recognizer. Once &h
is updated, the codebook will be adjusted to the channel by subtracting this
vector from all codewords:
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(5.13)

In the last step of the VQ-based missing data detector, speech and noise are
reconstructed by estimating them as:
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Figure 5.5. Schematic overview of the VQ-based MFD.

ŝt = max(e(v)- , e(r)- )

n̂t = max(x(v), x(r))
(5.14)

Finally, the estimates of equation (5.14) are substituted in the missing feature
criterion of (2.2) or (2.3) to obtain respectively binary or fuzzy VQ-based
masks. A summarized overview of the VQ-based missing feature detector is
given in figure 5.5. The noisy input signal is first decomposed into a periodic
and a aperiodic part and segmented in speech/non-speech frames by a VAD.
During noise frames, the decoding algorithm searches in the codebook for the
codeword that minimizes the cost D(-). The codebook is updated online by
the channel estimate &h. After decoding, we obtain estimates for speech and
noise from which the VQ-mask is constructed.

To improve the continuity of the codeword sequence, extra temporal con-
straints could be taken into account by training the codeword transitions in
a bigram model on top of the VQ. However, experiments have shown that
this does not lead to an increase in performance of our system. This can be
attributed to the fact that the bigram model also forces continuity in frames
where speech transitions take place or when the energy of the voice fluctu-
ates rapidly. As a consequence, the bigram will substitute the well-matching
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Figure 5.6.VQ-mask of the noisy utterance “The investor now owns seventy three
percent of the company” of the Aurora4 database corrupted by restaurant noise at
10 dB SNR.

codewords by incorrect ones. This e!ect has also been discussed in [Ellis and
Weiss, 2006]. Note that the use of temporal dependencies masking decisions
has also been exploited in the approach of [Demange et al., 2009].

An example of the binary VQ-mask (" = 6 dB) for the noisy Aurora4 utterance,
together with the estimation of its clean speech and noise part of equation
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(5.14), is given in figure 5.6. Compared to the HD-mask of figure 5.3 and using
the ideal mask of figure 2.3 as a reference, one can see that the VQ-basedMFD
manages to obtain a better identification of unreliable feature component. This
is particularly the case at the signal part around frame 400 and also in leading
and trailing silence. In the next section, the accuracy results for these three
types of masks will be evaluated on the benchmark databases.

5.4. Recognition Experiments

In this section, the performance of the MFT-based recognition using VQ-
masks will be evaluated. The recognition results will be compared to the
accuracy obtained by the harmonic decomposition (HD) masks, which only
exploit the harmonicity of voiced speech, and oracle (OR) masks. The masks
for the dynamic features are derived from the corresponding static binary mask
as described in section 2.2.2. Parameters are always fixed for all test sets.

5.4.1. Aurora2

For the Aurora2 database, the VQ-decoding selects per frame the best match-
ing codeword from a codebook of 200 entries. Experiments have shown that
no significant increase in recognition accuracy is achieved for larger codebook
sizes. Figure 5.7 compares the word accuracy results on Aurora test set A of
VQ-masks with those of the HD-masks. A complete overview of the recog-
nition results can be found in tables B.11 and B.12 for the HD masks and in
tables B.13 and B.14 for the VQ-masks. In figure 5.8, the averaged word ac-
curacy over the SNR-levels 0 to 20 dB per noise type are given. As can be
seen from figure 5.7 and 5.8, the performance of the MFT-based recognizer is
significantly improved by using VQ-masks over the previously reported HD-
masks. For almost all noise types and in most SNR conditions, the fuzzy
version of the mask scores better than its binary counterpart. The total av-
eraged accuracy increases from 84.47% for fuzzy HD-masks to 88.97% for
fuzzy VQ-masks, a relative decrease in WER of about 29%.

Finally, the VQ-approach was also evaluated as a speech enhancement tech-
nique by performing recognition on the VQ-estimate for the clean speech of
equation (5.14). Figure 5.9 shows the recognition accuracy on Aurora2 test
set A after transforming the VQ-estimate to the ProSpect domain. By com-
paring to the baseline results, i.e. recognition in the ProSpect domain without
noise compensation, we can see that the robustness is improved for low SNR
conditions but at the cost of a decreased performance at high SNR-levels. By
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set A by performing recognition on the ProSpect representation of the noisy
speech, on the VQ-estimate for the clean speech and performing MFT-based
recognition using binary VQ-masks.

including the results obtained by the MFT-based recognizer using VQ-masks,
we see the beneficial impact of applying the VQ-estimates in a MFT approach.
As discussed in section 2.3, this e!ect was also observed in other source sep-
aration methods.

5.4.2. Aurora4

By training the codebook on di!erent phoneme categories as explained in sec-
tion 5.3.1, a codebook of 500 entries su%ces to capture the most important
spectral variations of the large vocabulary Aurora4 database. Tables C.5, C.6
and figure 5.10 present the word error rate for the MFT-based recognizer using
harmonic decomposition and VQ-masks. As can be seen from the results, the
VQ-based masks are significantly more accurate than the HD-masks for all the
test sets. The averaged WER drops from 32.50% to 26,06% for binary masks
and from 33.23% to 25.64% for fuzzy masks, representing a relative decrease
in WER of respectively 19.8% and 22.8%. For HD-masks, the decision crite-
rion uses the idea that the periodic part will be dominated by the speech. This
often leads to poor decisions in unvoiced speech segments. In the VQ-based
approach however, the spectral shape constraints expressed by the codebook
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Figure 5.10. Word error rate (in %) on the Aurora4 test sets using MFT with
binary or fuzzy harmonic decomposition and VQ-masks. TheMLE-based channel
estimation method was used. The WER of the fuzzy ideal mask is given as a
reference.

will provide important masking information for unvoiced speech fragments.
To illustrate that the VQ-model contributes mostly to the improvement and
not the use of a VAD in the MFD, an extra experiment (HD-VAD in table C.5)
was added where all mask values of the HD-masks are set equal to zero (or
unreliable) during non-speech frames.

Without any noise and channel compensation method, the baseline recognizer
runs in real time on a Dual Core AMD Opteron Processor (2.4GHz/1MB L2
Cache). When the optimization strategy is applied in the ProSpect domain
(with iterative pruning and a maximum of 2 iteration steps) using binary VQ-
masks for the statics and their derivatives for velocity and acceleration fea-
tures, the MFT-based recognizer runs a factor 12 slower than real time. If
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fuzzy masks are applied to compensate for the static features, the recognizer
is a factor 14 slower than real time. These numbers indicate that more research
is required to improve the speed of the recognition system.

5.5. Conclusions

In most MFT-systems, masking decisions often rely on important assumptions
about the noise type. As a consequence, the estimation of the missing feature
mask fails in environments that do not meet these assumptions. Therefore,
we aim to exploit more refined models of the human voice while exploiting
noise knowledge minimally. To this end, we proposed a VQ-based approach
where speech characteristics as harmonicity, voicing, spectral shape (timbre)
and to some extent onsets (in the VAD) serve to obtain better masks. Exper-
iments conducted on the benchmark databases have shown that this approach
can deal with a broad set of noise types and microphone characteristics. In
almost all testing conditions, VQ-masks show uniformly better accuracy than
the harmonic decomposition masks as they decrease the performance gap with
ideal masking decisions.
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CHAPTER 6
Unsupervised Learning of

Time-Frequency Patches as a
Noise-Robust Representation of Speech

This chapter serves as a preparation for the mask estimation algorithm that will
be proposed in chapter 7. In this preliminary work, the path of the MFT-based
recognition will be temporarily left in an attempt to approach the problem of
noise robust speech recognition from an entirely di!erent point of view. As
an incentive to consider alternatives for the commonly used HMM framework
of recognition systems, we will propose a self-learning algorithm which uses
a bottom-up based approach to automatically discover, acquire and recognize
the words of a language. The content of this chapter was largely taken from
the work that was reported in [Van Segbroeck and Van hamme, 2009b]1.

6.1. Introduction

It is remarkable how babies exposed to a language acquire it naturally without
deliberate e!orts of teaching or learning. Before they can even speak, infants
gather immense amounts of information while listening to human voices in
their surroundings. During this stage, their brains are being tuned to a specific
language. With only a surprisingly small amount of supervision, they succeed
in learning new words from a spoken language. Most words are not being

1. For reasons of consistency, the symbol set of [Van Segbroeck and Van hamme, 2009b] will
be used in this chapter. Some of these symbols may have a di!erent meaning in other chapters.
To avoid ambiguities, we refer to the ‘List of Notations and Acronyms’.
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explained to them, but are learned from their significance in the world they
live in. Although these streams of language data are large and appear to be
unsegmented, infants show the ability to distinguish the di!erent units of the
language and to acquire how these units are linked in meaningful patterns,
such as words.

Evidence exists [Chomsky, 2000] that the basic ability to acquire language
is innate to the child, e.g. the basics of human speech are built into babies’
brains. However, no specific structural property of language has yet been
proven to be innate and any infant seems equally capable of acquiring any
language. Future research still has to reveal what in human language is in-
born into the infant’s brain and how they succeed in learning the language
through experience and exposure to a specific speech community. Moreover,
during their lifespan, humans are exposed to variations of what is being ut-
tered. These variations can be acoustical (such as di!erent speaking styles,
accents or speech distortions caused by e.g. background noises) as well as on
the level of interpretation in the context used. Nevertheless, humans have the
ability to continuously learn and adapt to these new situations.

Although current systems for automatic speech recognition are successful in
some aspects, their performance can only be guaranteed if these systems are
task-specifically programmed and adjusted to the (predicted) acoustic chal-
lenges in which they will operate. This way, ASR systems are unable to adapt
to situations di!erent from the one seen during training.

This work is motivated by the idea that engineering approaches have fallen
short in the design of ASR-systems and that inspiration has to come from hu-
man language learning and speech perception, an idea that was also postulated
in other research work [Baker et al., 2006–2007, Scharenborg et al., 2005]. We
do not claim to explain human language learning, neither do we have the in-
tention to learn grammar, world knowledge or pragmatics. However, we will
show that a small vocabulary can be learned from scratch using a bottom-up
approach from a spectral analysis of speech signals. To this end, we intend
to build a system that automatically discovers the structure in the data, learns
the patterns, links them with the words of a vocabulary and finally recognizes
them in unseen (noisy) speech data. Our work is related to previously reported
approaches of unsupervised language learning [Scharenborg et al., 2007, Qiao
et al., 2008, Brugnara et al., 1993, Aversano et al., 2001, Siivola et al., 2003].
However, in these approaches the units are phones, phonemes or sub-word
items, while in this work we search for recurring acoustic patterns in the time-
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frequency plane. Moreover, instead of acquiring the words of the language
by concatenating these units, we assume that words can be represented by a
sparse combination of these patterns and can be learned by discovering simi-
larities in the activations of these patterns.

A first step in language acquisition is to build representations of speech that are
to a great extent speaker independent and robust to noise. The first part of this
chapter explains how recurring acoustic patterns are discovered in speech data
without supervision, a problem that was also addressed in a variety of other
research work, see e.g. [Park and Glass, 2005, Stouten et al., 2008, Smaragdis,
2007]. The learning algorithm involved makes use of Non-negative Matrix
Factorization (NMF) introduced by Lee and Seung [2001]. Thanks to the non-
negativity constraints, NMF decomposes a matrix in additive (not subtractive)
components, resulting in a parts-based representation of the data. NMF can
therefore be seen as a learning algorithm that, when applied to an appropriate
feature space, finds the parts or objects that the training data are built of.

We will apply NMF to magnitude spectrograms in order to discover typical
patterns in the time-frequency plane (the parts) that can be combined addi-
tively to form spectrograms of speech. We will consider spectral analyses
over longer time windows than the centisecond scale usually considered in au-
tomatic speech recognition. Instead, the spectral patterns that are found have a
duration in the order of hundreds of milliseconds. Other researchers have also
observed that speech features spanning a longer time interval such as TRAPs
[Hermansky and Sharma, 1998] and its variants show improved robustness to
noise [Hermansky and Sharma, 1997]. Other examples of long-span features
are MRASTA filtering [Hermansky and Fousek, 2005] or modulation spectra
[Kingsbury et al., 1998, Tyagi et al., 2003]. Some work also explicitly looks
at time-frequency representations [Meyer and Kollmeier, 2008, Kleinschmidt,
2003, Ezzat et al., 2007]. An important di!erence with the current work is
that our time-frequency representation results from a parts-based representa-
tion that is learned without supervision. Other authors have used NMF for this
purpose. Our approach is most closely related to that of Virtanen [2007], who
additionally imposes temporal continuity. Convolutional NMF by Smaragdis
[2007] or the variant by O’Grady and Pearlmutter [2008] can also be used
to find speech patterns in the time-frequency plane. The discovered speech
units seem to be best described as phones, while our units are best described
as ‘acoustic events’, such as bursts or formant trajectories. The current work
di!ers in other respects. Firstly, the patterns are discovered from a combi-
nation of two complementary feature representations that either reveal timing
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or frequency structure and which are derived from a time-frequency reassign-
ment spectrogram. Subsequently, these spectral features are segmented into
two-dimensional overlapping time-slices which are stacked into column vec-
tors. Recurring time-frequency dependent patterns and bases are then found
by applying NMF on these vectors. By enforcing sparsity constraints in NMF,
both timing and frequency information are modeled by the obtained bases.
Secondly, we use conventional NMF instead of convolutive NMF (CNMF).
Although the convolutive variant is appealing from a theoretical point of view,
we have found from analyses of parts based on CNMF that it is less resistant
to noise. Also, the computational requirements are significantly higher for
CNMF. Thirdly, we also add a pattern recognition step to show speech recog-
nition based on the discovered time-frequency patterns and demonstrate the
robustness to noise thus obtained.

The bases are acoustic patterns and they will also be referred to as time-
frequency patches of speech. From a neuroscience point of view, we could
relate the process of discovering and acquiring these patches with the learn-
ing and/or evolutionary process by which humans have developed an audi-
tory system that is exceedingly sensitive to speech sounds, though we do not
claim that what we present here is a validated model of the neurophysiolog-
ical mechanism. By describing speech in terms of these patches, we show
how meaningful objects of the language such as words are linked to patch
activation patterns. These patterns appear to be unrelated to speaker-specific
properties and remain clearly visible when noise is added to the speech sig-
nals. Similarly to our auditory system, the proposed model seems to be skilled
in easily distinguishing speech from other environmental sounds, without the
use of noise models or noise reduction techniques.

In the second part of this chapter, our aim is to let a computer system ac-
quire the vocabulary of a language by detecting, segmenting and learning
the recurring activation patterns from the continuous stream of speech. To
this end, the above mentioned speech model will be exploited in a language
learning system. Similar to human speech recognition, the proposed system
is able to acquire a language on clean training speech using weak supervi-
sion without knowing the words until after the acquisition process is com-
pleted. Key to the success of the system is the ability to discover recurring
patterns in the activations of the time-frequency patches in speech across time.
Therefore, the speech data is transformed into a high-dimensional vector rep-
resentation, called Histograms of Acoustic Co-occurrence (HAC) which are
computed by accumulating the co-occurrence counts of acoustic events [Van
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Figure 6.1. Structural representation of the proposed learning system.

hamme, 2008a]. For this work, these events are quantized patch activation
vectors. Subsequently, a learning algorithm with weak supervision and which
is again based on non-negative matrix factorization is proposed to discover
recurring patterns through the use of HAC-features and link them with the
lexical items of a language. Hence, in contrast to hidden Markov model based
speech recognition systems, no expert knowledge from audiology or phonol-
ogy is incorporated in our system, neither do we need any a priori information
about what the words are and how they are composed. After the learning
process, the system shows a remarkably good performance in detecting the
words of the language in both clean and noisy speech data. Hence, the learn-
ing system could form the basis of an alternative framework for robust speech
recognition.

Figure 6.1 shows the structure of the proposed system. In the learning stage,
the NMF in the first layer is performed on the time-frequency representation to
acquire time-frequency patches in clean training speech. From these learned
patches, the patch activations along the time axis are then computed. In the
second layer of the system, the patch activation vectors are quantized and
transformed to the HAC representation. On these HAC-features, another NMF
is performed to learn the HAC of the vocabulary words. During testing, the
first NMF computes the patch activations from the learned time-frequency
patches and the second NMF computes the word activations from the learned
HAC-models to detect the words in the utterance. To assess the e%cacy of the
language learning, a third layer was added to the system to detect the words
from the word activations on unseen speech data.
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The outline of the chapter is as follows: section 6.2 explains how the time-
frequency patches of the first layer are learned from speech and how their
activations along the time axis are computed. In section 6.3, the concept of
HAC-models is restated from which the HAC of the words are learned in the
second layer. Section 6.4 describes how this learning system can be applied to
detect words in speech utterances. A small vocabulary word discovery exper-
iment was conducted on the Aurora2 digit database and experimental results
are given in section 6.5.

6.2. Layer 1: Time-frequency patch discovery

The production of human speech can be regarded as a process of combin-
ing a small number of spectral patterns into many more di!erent sequences.
In this section, our goal is to find a set of patterns by analyzing continuous
speech recordings. Moreover, we would like that (i) these patterns accurately
represent a wide variety of acoustic speech events with well localized energy
regions to model e.g. formant tracks or energy bursts due to plosives, and in
a later stage (ii) that they can be robustly detected in unseen noisy speech.
To this end, we transform the speech data into a time-frequency reassignment
spectrogram [Auger and Flandrin, 1995] which is subsequently smoothed in
time and frequency domain. The reassignment method (briefly restated in sec-
tion 6.2.1) produces sharpened time and frequency estimates for each spectral
component from partial derivatives of the short-time phase spectrum. Instead
of locating the spectral density value at the geometrical center of the analysis
window, as in traditional short-time spectral analysis, e.g. Short Time Fourier
Transform (STFT), the components are reassigned to the center of gravity of
the energy distribution. In a next step, we perform a non-negative matrix fac-
torization on a data matrix containing consecutive spectral slices of this speech
representation. By imposing non-negativity constraints, NMF generates parts
that are additive, unlike factorization techniques such as PCA or SVD. Fur-
thermore, NMF was chosen among other unsupervised learning method such
as hierarchical clustering, self-organizing maps or neural networks, since (i) it
is a recent and promising technique that has shown it merits in other research
questions; (ii) it provides a more stable, intuitive and meaningful decomposi-
tion of non-negative data. By combining two complementary time-frequency
reassignment representations that either reveal timing or frequency structure,
the discovered speech patterns are acoustic patches of correlated energy that
are well localized in both time and frequency. The involved smoothing process

94



Unsupervised Learning of Time-Frequency Patches as a Noise-Robust
Representation of Speech

allows us to make these patches speaker-independent. Besides the fact that the
reassignment method produces highly detailed patterns, another motivation is
the impact it has on the higher level of word learning (section 6.3). This will
be illustrated in the experiments of section 6.5 by comparing the reassignment
approach with the approach where the patches are derived from the STFT of
the speech.

6.2.1. Time-frequency reassignment

Time-frequency reassignment [Auger and Flandrin, 1995, Plante et al., 1998,
Hainsworth andMacleod, 2003] allows perfect localization of (well-separated)
impulses, cosines and chirps, which constitute a reasonable model for speech.
The corresponding Reassigned Time-Frequency Representation (RTFR) has
an increased sharpness of localization of the signal components without sacri-
ficing the frequency resolution.

In this work, the reassignment principle is applied to the short time Fourier
transform although it can be applied to di!erent time-frequency representa-
tions each characterized by a di!erent analysis kernel. The STFT is often
used as the basis for a time-frequency representation of speech signals and is
written as

STFT{x(t)} =
. +#

"#
x(u)h#(t " u)e" j.udu (6.1)

where x(t) is the analyzed signal, h(t) is the analysis kernel function and . = is
the angular sampling frequency. The spectrogram is then defined as the mag-
nitude of the STFT and can also be expressed as a two-dimensional smoothing
of the Wigner-Ville distribution [Auger and Flandrin, 1995]

|STFT{x(t)}|2 =
1
2'

. 2'

0

. +#

"#
Wx(u, $)Wh(t " u,." $)dud$ (6.2)

with

Wx(t,.) =
. +#

"#
x(t +

1
&
)x#(t "

1
&
)e" j.&d&. (6.3)

From expression (6.2) it can be seen that the spectral density value of each
time-frequency component is the weighted sum of all the Wigner-Ville distri-
bution values at the points (t " u,. " $) and thus located at the geometrical
center (t,.) of the spectral analysis kernel function. The principle of the reas-
signment method is then to reallocate the energy from the geometric center of
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Figure 6.2. STFT representation (top), RTFR (middle) and enhanced RTFR (bot-
tom) for the word “two” with focus on timing (left) and frequency (right) struc-
ture. In the bottom left panel, vertical lines correspond to plosive bursts and vocal
fold bursts, while the enhanced RTFR at the bottom right reveals the horizontal
structure in the word, e.g. pitch and formant contours.

the kernel function to the center of gravity of the energy distribution. There-
fore, the RTFR takes into account the phase of the STFT, which is omitted
in the classical spectrogram, but contains important temporal information and
this results in an improved localization of the energy in the time-frequency
plane.

The reassignment points can be computed from the partial derivatives of the
phase of the STFT using the principle of stationary phase [Kodera et al., 1978].
According to this principle, the maximal contribution to the values of (6.2)
occurs at the points where the phase is changing most slowly with respect to
time and frequency. If /(t,.) denotes the short-time phase spectrum, then
these points are computed as [Plante et al., 1998]

&

t̂, .̂
'

=

>

t "
1
2'
!

!.
/(t,.), . + 1

2'
!

!t
/(t,.)

?

(6.4)

which represents the group delay and instantaneous frequency of the win-
dowed signal. It has been shown in [Auger and Flandrin, 1995], that a more
e%cient implementation is possible using two additional STFTs rather than
using the derivatives of the phase. Let H(t,.), D(t,.) and T (t,.) denote the
STFT of the signal obtained with the window of choice h(t), the derivative of
h(t) and the time weighted th(t) respectively and let$(X) and %(X) be the real
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and imaginary part of X, then the energy at (t,.) is reassigned to the center of
gravity [Auger and Flandrin, 1995]:
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(6.5)

where the time and frequency o!sets are now computed from the ratios of the
three STFTs.

To improve the visibility of acoustic events with short duration, we further
enhance the localization of the energy along the time axis. Therefore, we first
search for zero-crossing points in the time o!sets of (6.5) and only those of
them that are connected in the vertical direction (i.e. along the frequency axis)
are retained. Finally, the corresponding energy of the RTFR is assigned to
the retained points. When applied to speech with a su%ciently short analysis
window, the enhanced RTFR clearly shows the vertical (i.e. well-localized in
time) lines that are related to the burst of plosives and a!ricates and energy
releases by the vocal folds. By repeating the same procedure using the fre-
quency o!sets of (6.5), the tracks of time-varying spectral features such as
pitch and formants can be clearly localized in frequency. We have found that
formant structure is more apparent if we use shorter windows in the RTFR.

The di!erent steps of the enhanced reassignment procedure are shown figure
6.2 for the word “two”. Firstly, a time-frequency representation is computed
using a 128-point STFT. Subsequently, a RTFR is produced by reallocating the
spectral energy to the gravity centers according to (6.5). The above mentioned
enhancement steps are then applied to the RTFR to reveal either the timing
or the frequency structure. Experiments have shown that an optimal choice
for the window length is respectively 11 ms and 7 ms for male speakers and
6 ms and 4 ms for female speakers. The analysis window is shifted by 1 ms.
To prevent ambiguity in later formulations, we will use the word subframe to
denote a frame of the enhanced RTFR.

6.2.2. Constructing the input matrix

In this section, we explain how the input matrix is created to which we will
apply NMF for finding acoustic time-frequency patterns in speech signals.
These patterns are discovered on clean training data. After pre-emphasizing
the speech signals (as described in section 1.5.1), we compute the enhanced
RTFRs by the approach described in 6.2.1. Both representations are used to
exploit the spectral information that is more apparent in either the vertical or
the horizontal direction.
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Figure 6.3. (a) Static and velocity feature vectors derived from the enhanced RT-
FRs that reveal timing (top) and frequency (bottom) structure for the word “two”.
(b) The corresponding STFT feature vectors using the same time window param-
eters.

Two additional steps are also performed; a smoothing in time and frequency
followed by a cube root compression. If these steps are not be applied, speaker-
dependent “bases” will be learned to model the di!erent pitch characteristics
of training speakers. For reasons that become clear in the next section, how-
ever, we want to prevent overfitting to the training set, e.g. we want the re-
sulting time-frequency patches not to be speaker dependent. Time smoothing
is performed by reframing the enhanced RTFR by a sliding triangular window
with a length of 30 subframes and a frameshift of 10 subframes. After con-
version of the frequency axis from the Hertz scale to the Mel scale followed
by a frequency smoothing using N = 128 triangular overlapping windows
with a window size of 3 frequency bins using a weight of 1 for the center
bin and 0.5 for the adjacent bins, we obtain the final N-dimensional feature
vectors. Subsequently, spectral changes are emphasized by adding first and
second order derivatives resulting in a static (S ), a velocity (V) and an accel-
eration (A) stream. These feature representations are denoted as frames and
they are shown in figure 6.3(a) for the same uttered “two” as was used in fig-
ure 6.2. Note that the vertical lines corresponding to pitch bursts are dissolved
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Figure 6.4. Schematic representation of the construction of data matrix Ck,# from
feature vectors c#,t which contain the feature representations that contain timing
(v#,t) and frequency (h#,t) structure.

by the smoothing process, but the overall energy bursts and releases are re-
tained. In figure 6.3(b) we also show the feature vectors derived by applying
the STFT using the same time window parameters as in the enhanced and
smoothed RTFR. Note that, despite the smoothing process, formant contours
still remain clear in figure 6.3(a) and are not confused with pitch harmonics
as is the case in conventional Fourier transform. In section 6.5, we will com-
pare the final accuracy results obtained by the STFT features with those of the
enhanced and smoothed RTFR features.

The feature representations corresponding to the timing and frequency struc-
ture contain complementary information and therefore both will be used in
the discovery of the speech patches. Let us now define the spectral vector
at a certain frame t for a feature stream # (# = S , V or A) as v#,t and h#,t,
corresponding to the feature representation that reveals respectively the tim-
ing (vertical) and frequency (horizontal) structure. Since NMF requires the
data to be comprised of non-negative values only, we split these vectors into a
positive (v+ and h+) and a negative (v" and h") stream by zeroing out those
values that are respectively < 0 and > 0 and taking absolute value of the neg-
ative stream. Finally, we stack all these vectors in one real and non-negative
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column vector of dimension 4N:
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(6.6)

For static features, v"#,t and h
"
#,t are all-zero vectors and their rows can be re-

moved from (6.6). Note that the above mentioned procedure to handle input
data with mixed sign in NMF, can also be seen as an alternative for the semi-
NMF as was proposed by Ding et al. [2006].

At each frame step t, we take k consecutive frames of c#,t representing the
spectro-temporal structure of a short-time speech segment (i.e. of length 10k
ms). These k frames are then reshaped into a column vector Ck,#t of dimension
4kN as schematically illustrated in figure 6.4. From these column vectors, we
construct a data matrix:
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(6.7)

with T the total number of frames used from the clean training set.

6.2.3. Matrix factorization for unsupervised learning

By applying non-negativematrix factorization to the matrixC (dropping index
k for notational convenience), it is approximated by the product of factors B
and A which are of size 4kN % P and P% T :

C & BA (6.8)

subject to the constraint that all matrices are non-negative and where the com-
mon dimension P of B and A is much smaller than T and 4kN. Hence, equa-
tion (6.8) contains only additive linear combinations such that the factorization
leads to a parts-based representation, where P parts are found in the columns
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of B and their activation across time are given by the corresponding rows of
A.

In order to capture all feature streams in each basic vector, namely the timing
and frequency spectral structure and their corresponding positive and negative
part, additional sparsity constraints must be enforced on A. Otherwise, NMF
tends to model all these parts in multiple columns of B. Therefore, we use
sparse NMF [Hoyer, 2004] where the factorization is approximated by mini-
mizing the objective function:

G(C||BA, %) = D(C||BA) + %
"

i, j
Ai j (6.9)

The first term in (6.9) is a generalized version of the Kullback-Leibler diver-
gence [Lee and Seung, 2001], defined as:

D(C||BA) =
"

i j

(

Ci j log
Ci j
(BA)i j

" Ci j + (BA)i j
)

(6.10)

The second term in equation (6.9) enforces sparsity on A by minimizing the
L1-norm of its columns. The trade o! between reconstruction accuracy and
sparseness is controlled by the parameter %.

An algorithm for finding B and A given C based on multiplicative updates
and with the additional sparseness constraint can be found in [O’Grady and
Pearlmutter, 2008]. To address scaling, the constraint that each column of B
sums to unity is imposed. Experiments have shown that with the settings used
in this work, a good choice for % is 1000.

6.2.4. Interpreting the time-frequency patches and their
activation in time

The columns of matrix B correspond to spectral patches which describe the re-
current time-varying spectra of speech. A selection of these patches are shown
in figure 6.5 and 6.6. Just for visualization, the rows of each feature stream
were extracted from B and were reshaped back into N % k matrices, then the
positive and negative parts were recombined and the feature representations
corresponding to the timing and frequency structure were plotted onto each
other by means of the max-operator. These figures illustrate the patches found
for the static and velocity features. The parameter k of section 6.2.2 is set to
10 (figure 6.5) and 20 (figure 6.6) corresponding to a patch length of resp. 100
and 200 ms. Most patches describe formant movements over the duration of
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Figure 6.5. A collection of the discovered time-frequency patches for static (top
row) and velocity features (bottom row) with a duration of 100 ms. Some patches
show formant patterns, wideband spectra and bursts; others model inter-phone or
silence-phone transitions.
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Figure 6.6.A collection of the discovered time-frequency patches with a duration
of 200 ms.

about a phone. A smaller set of time-frequency patches resemble wideband
sounds and short-time energy bursts. Others are modeling the beginning or
ending of phones and phone-pair transitions. Since we have discovered the
acoustic patterns from recordings composed of a su%ciently large set of dif-
ferent speakers, the patches are assumed to be speaker independent (this will
be confirmed in section 6.5).

To discover the patches that are present in test utterances of the Aurora2
database, the same procedure as in training is used except that we compute
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A in equation (6.8) by holding B fixed to the one obtained from training. As
an example, figure 6.7 shows the time-frequency representations (a) and their
corresponding patch activation matrices (b) of three examples of the word
“four” each uttered by di!erent male speakers in clean conditions (left col-
umn) and noisy conditions (right column). A set of P = 100 time-frequency
patches were discovered from the training set as described above with a patch
length of 100 ms. As can be seen from the clean speech examples in fig-
ure 6.7(b), only few patches are highly active (black) at a certain time and
sparse patterns can be discovered in the activation data. Despite variations in
speaking style and speaker characteristics, the figure also suggests that each
word corresponds to similar, speaker-independent activation patterns and that
di!erent words can be discriminated by comparing these patterns.

For the noisy speech examples, the babble noise type of the aurora2 database
was added at di!erent levels of signal-to-noise ratio to the clean word ut-
terances of figure 6.7(a), namely at 15, 10 and 5 dB SNR. In these noisy
conditions, the activation patterns of the words remain similar and are hardly
distorted by the di!erent noise types. The noise robustness properties of the
proposed speech model will be investigated in more detail later on (section
6.5).

Finally, figure 6.8 displays ten time-frequency patches for the word “four”.
The selected patches have a patch length of 100 ms and are those with the
highest activation values in the utterance. The patches are ordered chronolog-
ically, e.g. patch 1 is activated from frames 31 to 33, patch 10 from frames 61
to 65.

6.2.5. Comparison with convolutive NMF

Alternatively, convolutive NMF could be used to obtain a parts-based repre-
sentation of the data [O’Grady and Pearlmutter, 2008]. Therefore, CNMF can
be applied onto the sequence of feature vectors c#,t of equation (6.6). How-
ever, experiments show two major drawbacks in disfavor of CNMF. Firstly,
the computational requirements for CNMF are higher than those of the NMF
procedure as described in section 6.2.3. The training of the time-frequency
patches with CNMF involves more computation time than NMF for the same
number of iteration steps. During testing, the processing time spent per it-
eration is similar for both factorization techniques, but CNMF requires more
iterations to convergence. Secondly, although CNMF also produces speaker
independent activation patterns, it turned out that these patterns are less robust
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Figure 6.7. (a) Time-frequency representations of the word “four” uttered by three
di!erent speakers in clean conditions (left) and noisy conditions (right) and their
corresponding patch activation matrix A for patches derived from the procedure
with (b) NMF (section 6.2.3) and (c) CNMF (section 6.2.5).

to additional noise sources. From figure 6.7(c) it can be seen that the activa-
tions patterns of CNMF are more distorted in noisy speech than the patterns
of NMF. These observations will be confirmed in section 6.5 when discussing
and comparing the final results.

6.3. Layer 2: Acquiring activation patterns of
time-frequency patches

Our bottom-up approach for language learning is driven by the assumption
that a particular language is characterized by similarities in the activation pat-
terns of time-frequency patches, as was illustrated by figure 6.7. If we assume
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Figure 6.8. Time-frequency representation of the word “four” (top) and the time-
frequency patches (bottom) with highest activation values in the utterance.

that the patches correspond to (groups of) auditory neurons, each sensitive to
a specific time-frequency pattern, then a “snapshot” of their firing rate at a cer-
tain time is represented by a column ofA. Hence, if recurring acoustic patterns
in speech correspond to recurring neural firing patterns, one can hypothesize
that the meaningful objects in a language (e.g. words) are characterized by
similar activation patterns of time-frequency patches.

In this section, a learning algorithm is proposed that is able to acquire the
objects of a language. The objects that are found are words, but could also be
phone-like units in a di!erent setting. The algorithm will discover the latent
structures in patch activations by using histograms of acoustic co-occurrence
which are described by Van hamme [2008b] and will be restated next. HAC-
features can represent a given segment of speech in a unique high-dimensional
vector without requiring a segmentation of the segment, time warping or a
constraint of its duration. Moreover, each word in the utterance contributes
additively to the HAC of the utterance which motivates to apply the HAC
representation in association with NMF. Word identities are being provided to
the algorithm to bring the discovered activation patterns in relation with the
words in the vocabulary.

6.3.1. Histograms of Acoustic Co-occurrences

HAC-models can describe speech by the co-occurrence statistics of acoustic
events. In this work, these models are used to recover recurring patterns in
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patch activation events which are here the occurrence of quantized vectors in
the activation matrix A.

The activation data of the time-frequency patches will be characterized by its
similarity to examples. Therefore, the columns of the activation matrix A are
clustered into $ centroids using the K-means algorithm. Given the Euclidean
distance metric used in clustering, each centroid can be represented by a Gaus-
sian with spherical covariance. As a consequence, the posterior probabilities
Pi,n of all centroids n characterize any frame i of A in terms of its similarity to
each of the centroids. For each frame i, the posterior probabilities satisfy:

$
"

n=1
Pi,n = 1 (6.11)

A special case is obtained in a “winner takes all” setting, where all posteriors
are zero except for the centroid closest to the observation, which is assigned
the value 1. This setting is related to a vector quantization approach where the
centroids are the codebook entries labeled from 1 to $. After decoding, each
frame of the activation matrix A is then replaced by the best matching centroid
of the codebook, which allows to reduce the activation matrix to a single row
vector of VQ-labels.

The HAC-representation is then the number of times all VQ-label pairs (m, n) *
$ % $ are observed & frames apart. In other words, a histogram of lag-& co-
occurrences is constructed where each co-occurrence signifies that the input
of activation frames is encoded into a VQ-label m at time i, while encoded
into VQ-label n at time i + &. For a given utterance u, the lag-& co-occurrence
is weighted with the (approximated) probability of the event

4V&u
5

mn =

Iu"&
"

i=1
Pi,mPi+&,n with m, n = 1 . . .$ (6.12)

where Iu is the number of frames in the utterance. Also note that
4V&u
5

mn !
4V&u
5

nm, such that these co-occurrences are directed.

By stacking all (m, n)-combinations, each utterance can be represented by a
single column vectorV&u where the elements express the sum of all $2 possible
lag-& co-occurrences. We will refer to this vector as a HAC (histogram of
acoustic co-occurrence).

This procedure can be performed for di!erent &-values and for a given set
of time-frequency patches with a patch length of k frames. For a set of U
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utterances, the data matrix for a choice of k and & is then formed by

Vk,& =
6

Vk,&1 . . . Vk,&u . . . Vk,&U .
7

(6.13)

Note that thanks to the vector quantization approach, matrix Vk,& has a high
sparsity. Furthermore, all its entries are non-negative such that NMF-methods
can be applied.

6.3.2. Semi-supervised learning with NMF

Suppose that the utterances are composed of R recurring acoustic events such
as words, each constructed from the set of time-frequency patches. Since
(6.13) is a sum over time of activations, the words will contribute additively to
the corresponding column of Vk,&. As each word is characterized by a HAC,
the HAC of each utterance will be a (integer) linear combination of these his-
tograms.

If the HAC of the words are placed in separate columns of a matrixW, and if
the corresponding rows of H would contain the presence of each word in each
utterance, one would have (leaving out indices k and &):

V &WH (6.14)

Given their interpretation, all entries ofW andH are constrained to be positive
or zero. Because of these constraints and given the fact that equation (6.14)
will not hold exactly since the observed symbols are subject to variability and
uncertainty,W and H are estimated by NMF. Factorization of V is performed
using the approach of section 6.2.3 without enforcing sparsity constraints, e.g.
we set % to 0.

Once W is estimated on a training set, new utterances can be analyzed with
factorization (6.14) by estimating H. The degree to which each discovered
activation pattern is present in each new utterance is then found by examining
the columns of H.

In this work, the words are unknown and NMF is used to separate them out
from the utterances. However, since utterances can be seen as a sequence of
words, but also as, for instance, a sequence of phones, constraints have to be
imposed on (6.14) by exploiting grounding information. If it is known which
words occur in each utterance, this information can be exploited to associate a
word identity to each column ofW. Therefore, the L%U grounding matrix G
is formed, which holds in its l-th row and u-th column the number of times the
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l-th word occurs in the u-th utterance. Here, L is the number of word identities
and U is the number of training utterances. Subsequently, we compute:
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H (6.15)

which expresses that word identities (indicated by the diagonal values ofWg)
need to be explained jointly with the acoustic data (modelled by the columns
ofWv) by common model activations H. Given the properties of multiplica-
tive updates [Lee and Seung, 2001], grounding forces the NMF decompo-
sition to associate word models inWv also to the utterances containing those
words. Without augmentingVwith the grounding matrix, NMF tends to spend
columns ofWv preferably on the more frequent acoustic patterns since this has
the most impact on minimizing the modeling error. Experiments have shown
that the common dimension R is better overestimated, hence R ' L. This
allows to model acoustic events that have no relevance to grounding such as
silence or filler words.

6.3.3. Improving learning by modeling multiple streams

As explained in section 6.3.1, the data matrix Vk,& contains lag-& co-occur-
rences in the activation data of time-frequency patches with a duration of k
frames. For each individual configuration (k, &), patterns can be learned using
the approach of section 6.3.2 by connecting acoustic information and by as-
signing a meaning to these patterns. We may assume that the performance of
the learning algorithm will increase if multiple configurations are combined
in the input matrix. This idea has already been exploited by jointly capturing
static, velocity and acceleration feature information in each time-frequency
patch. On the activation level, the data matrix of (6.14) can be further ex-
tended by incorporating di!erent sets of patches and including co-occurrence
data at di!erent time lags. By allowing the use of patches with di!erent du-
rations, we could also compensate for the time di!erences of phones. For
instance, one can expect that plosives cause more neural activation at neurons
modeling time-frequency patches with a duration around 50ms, while neurons
corresponding to patches of 100 ms better represent diphthongs and vowels.
Units with even longer duration (e.g. 200 ms) can be used to model intra- and
inter-phoneme transitions. Therefore p sets of time-frequency patches are in-
cluded in the model, each exploiting q values of &, augmented with grounding
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Figure 6.9. DET-curves of the word detection system for clean and noisy speech
(babble noise at 10 db SNR).
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For these joint streams, the generative parts-based model still holds: the joint
stream co-occurrences of utterances can be written as an additive combina-
tion of parts. As we will show in the experiments of section 6.5, it is indeed
advantageous to exploit multiple combinations of k and & in the HAC-model.

6.4. Layer 3: Detecting words in activation patterns

After the semi-supervised training procedure,Wg andWv are known. Recog-
nition on unseen test utterances (for which grounding information G is un-
known), is achieved by first computing the histograms of co-occurrenceV and
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then estimating the matrix factor Ĥ in V & WvĤ by holdingWv fixed. This
matrix Ĥ reveals to which extent the internal representations of the trained
words are present in the new test utterance. By estimating the grounding in-
formation as:

Ĝ =WgĤ (6.17)

we obtain estimates for the presence of the words in the test utterances. Hence,
for a word that is present, the corresponding element of Ĝ tends to 1 and to 0 if
it is absent. This way, a word detection system can be built from the content of
matrix Ĝ by comparing Ĝ with a threshold 0. Two types of errors are involved
in the system: missed detections (Ĝi j < 0 while utterance j contains word i)
and false alarms (Ĝi j ' 0 while utterance j does not contain word i). The
trade-o! of both error types can be visualized by means of a Detection Error
Trade-o! (DET) curve [Martin et al., 1997]. In figure 6.9, the DET-curve is
shown for the word detection task where the model is trained on lag-10 co-
occurrence counts (&=10) computed on a set of time-frequency patches with
a length of 100 ms (k=10). The performance of the system in clean speech
conditions is compared with a noisy test case where the speech is distorted by
babble noise at 10 dB SNR. The estimated grounding matric Ĝ of five di!erent
utterances for both test cases is shown in figure 6.10 where high values (black)
indicate that the corresponding words have a high probability to be present in
the utterance.

In the experimental evaluation of section 6.5, we will not apply this “per word
detection” paradigm, which is relevant for tasks such as keyword spotting.
Instead we will measure correct word recognition per utterance. Assuming
that the number Du of di!erent digits occurring in the u-th test utterance is
given, the Du candidates with highest activation according to equation (6.17)
are selected. Notice that the recognition result is unordered, a problem that is
addressed in [Van hamme, 2008b] by a sliding window decoder that estimates
at which time each word occurs in the utterance. Word error rate is thus de-
fined as the sum of the number of incorrect digits that end up in the top Du,
divided by the sum of Du over the complete test set.

6.5. Experiments

The performance of the learning algorithm is tested on the Aurora2 small vo-
cabulary task. The system is able to learn patterns corresponding to words
(digits) and subsequently detects the presence of these words in speech utter-
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Figure 6.10. Estimated grounding matrix Ĝ for (a) clean and (b) noisy speech
(babble noise at 10 dB SNR) of the utterances “four six two five” (u1), “zero
seven nine six two” (u2), “six” (u3), “two five two” (u4) and “eight” (u5).

ances. Without the prior requirement of expert knowledge about the speech
as is the case in conventional automatic speech recognition, the learning algo-
rithm achieves a promising accuracy and noise robustness.

6.5.1. Reference experiment

Baseline recognition results are produced by a conventionalHMM-based recog-
nition system using the complex back-end configuration as described in sec-
tion 1.5.1. Here, we assume that for each test utterance u the number Nu of
digit sequences is known. This information is then used in the language model
by forcing the decoder to recognize exactly Nu digits. From the recognition
result, only the di!erent digits are retained to obtain an unordered string result
of at most Nu digits. Similarly as in section 6.4, a detection error is accounted
for each digit from the set of Du di!erent and correct digits in the utterance
that is not present in the unordered recognition result. The error rate of this
HMM-based word detection system is shown in table 6.1. Results were aver-
aged over the four noise types of Aurora2.

6.5.2. Training procedure

In the experiments, multiple sets of time-frequency patches, modeling acous-
tic patterns of di!erent durations, were trained on the clean training set of
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clean 15dB 10dB 5dB

0.16 2.98 11.92 34.88

Table 6.1. Unordered word error rate of an HMM-based word detection system
on the Aurora2 database averaged over the four noise types.

Aurora2. The patches are learned from a data matrix constructed from static,
velocity and acceleration features as explained in section 6.2, while using the
following values for k: 5, 10, 15, 20. For each set, the number of patches P
to be discovered is 100. Experiments, not reported here, have shown that this
number su%ces to model the di!erent spectral patterns of the small vocabu-
lary task of Aurora2. The obtained patches are modeled by the columns of the
four matrices Bk which are stored for the recognition task on test data.

For each set of time-frequency patches, the patch activation vectors in Ak are
quantized using a codebook of 250 entries, resulting in 4 sequences of VQ-
labels. Subsequently, the VQ-label co-occurrence histograms are computed
for all utterances using di!erent lag-& values: 5, 10, 15, 20. The VQ his-
togram counts are divided by a fixed constant (100) such that the acoustic and
grounding information have roughly the same weight in the data matrix Vk,&.
Experiments have shown that the value of this constant is not critical: it can
be changed over several orders of magnitude without significant impact. To
acquire all eleven words of Aurora2, namely the digits “one” to “nine”, “zero”
and “oh”, the training procedure as described in section 6.3 was performed
with R = 12 using the utterances of the clean training set. After factorization
(6.15),Wg andWv are stored for recognition.

6.5.3. Evaluating the results

To discover the digits that are present in the test utterances, the same procedure
as in training is used except that we compute the patch activation matrix A in
(6.8) by holding B fixed to the one obtained from training. Similarly, the word
activation matrix H is found by holdingW fixed in (6.14) to the one estimated
from the training set.

Table 6.2 shows the unordered word error rate on the Aurora2 test set averaged
over the four noise types, using di!erent stream configurations (k, &). For clean
speech, the self-learning algorithm performs worse than the HMM-based sys-
tem that makes use of expert speech knowledge that arises from audiology
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k &

5 10 15 20 5 10 15 20 clean 15dB 10dB 5dB

% % 2.10 4.29 7.07 12.54

% % 1.98 3.74 6.37 11.65

% % 2.22 4.02 6.78 11.58

% % 2.67 4.90 7.33 12.64

% % % 2.17 3.80 5.79 10.34

% % % % 1.89 3.58 5.86 10.83

% % % % 1.96 3.74 5.82 10.86

% % % % % 1.93 3.56 5.64 10.67

% % % % % % 1.94 3.41 5.39 9.35

% % % % % % % 1.83 3.26 5.24 9.35

% % % % % % % 2.01 3.36 5.12 8.93

% % % % % % % % 1.87 3.08 4.94 8.67

Table 6.2. Unordered word error rate results on the Aurora2 database averaged
over the four noise types for the proposed recognition system using a combina-
tion of di!erent sets of time-frequency patches and di!erent lag-& co-occurrence
counts. The time-frequency patches are derived from the enhanced and smoothed
RTFR features using the NMF procedure described in section 6.2.3. The %-
symbol indicates which configurations (k, &) are integrated in the input matrix
of equation (6.16).

and linguistics. However, our system performs comparably to the HMM-
based recognizer at 15 dB SNR and has a remarkably higher accuracy for
noisy speech at lower SNRs without using any noise compensation techniques.
From the table 6.2, we can also observe that the robustness can be increased
by exploiting more knowledge sources. The reason for this noise robustness
is three-fold: (i) thanks to the parts-based representation of speech, the sys-
tem easily detects, even in noisy conditions, which time-frequency patches
are active; (ii) these time-frequency patches provide static and dynamic spec-
tral information over large time windows; (iii) multi-window time-frequency
representations can be exploited by the joint modeling of di!erent streams.
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k &

5 10 15 20 5 10 15 20 clean 15dB 10dB 5dB

% % % % % % 2.06 4.27 6.48 11.62

% % % % % % % 1.81 4.23 6.78 12.08

% % % % % % % 2.06 4.20 6.40 11.06

% % % % % % % % 1.91 4.12 6.43 11.56

Table 6.3. Unordered word error rate results for Aurora2 averaged over the four
noise types using time-frequency patches derived from STFT features by the NMF
procedure.

k &

5 10 15 20 5 10 15 20 clean 15dB 10dB 5dB

% % % % % % 3.45 6.57 10.23 18.16

% % % % % % % 2.76 5.83 9.48 16.36

% % % % % % % 3.18 5.90 9.44 16.49

% % % % % % % % 2.85 5.50 9.08 15.78

Table 6.4. Unordered word error rate results for Aurora2 averaged over the
four noise types using time-frequency patches derived from the enhanced and
smoothed RTFR features by the CNMF procedure discussed in section 6.2.5.

NMF has less parameters to be tuned in comparison to HMM-based systems.
The most important parameters are the number of time-frequency patches P,
the sparsity parameter % in the NMF of the first layer and the number of VQ-
labels $ in the second layer. Moreover, experiments not reported here have
shown that for the small vocabulary task as was considered in this work, the
performance of the system is not very sensitive to these parameters.

For comparison, we added the results of the STFT features with the same
time windows parameters for the timing and frequency structure (see table
6.3) and those where CNMF is performed onto the feature vectors of equation
(6.6) (see table 6.4). As can be seen from both tables, the word error rates
are worse than those shown in table 6.2. This indicates respectively that the
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Unsupervised Learning of Time-Frequency Patches as a Noise-Robust
Representation of Speech

enhanced and smoothed RTFR features are more robust than STFT features
and that the activation patterns acquired by the proposed approach using NMF
to discover time-frequency patches deliver a more robust input stream to the
word detection system than those obtained by the CNMF approach.

6.6. Conclusions

We have proposed a bottom-up approach for learning the words of a language.
An unsupervised technique was presented to discover a set of spectral patches
that can describe speech. We exploited the use of two complementary fea-
ture representations derived from a reassigned time-frequency spectrogram to
obtain a representation that can cope with acoustic events with short and long
durations. The non-negativematrix factorization algorithm using sparsity con-
straints was applied to discover latent recurring patterns in static and dynamic
features. The obtained basis vectors correspond to phone-sized spectral pat-
terns which we referred to as time-frequency patches. Experiments on the Au-
rora2 database revealed that these patches are activated in speaker-independent
patterns which are related to the words of a language.

Next, a learning algorithm was built that automatically discovers and acquires
the recurring patterns in the activation data by applying NMF on the co-
occurrence counts of activation events. The obtained patterns were associated
with the words of a language and finally the system was able to detect the
words in unseen (noisy) speech data.

Experimental evidence was given for the noise robustness of the proposed
word detection system, based on the Aurora2 digit recognition task. Although
a conventional HMM-based approach using cepstral features obtained better
results on clean speech data, the proposed learning algorithm showed a supe-
rior performance for speech that is distorted by the noise down to 5 dB SNR.
The NMF learning algorithm was shown to be su%ciently versatile to apply it
at both levels of speech representations for discovering structure in the data.
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CHAPTER 7
Mask estimation using time-frequency

patches

It was already stated in chapter 5 that by refining the speech model, we should
be able to reduce the assumptions about the noise. Two missing feature de-
tectors are proposed in this chapter that restrict the model to a collection of
time-frequency patches. Both MFDs will apply (di!erent) noise reduction
steps on the activation matrix.

7.1. Introduction

The presented MFDs will exploit a speech model that consists of the phone-
sized time-frequency patches that are learned and discovered in an unsuper-
vised way on clean speech data using the NMF method. The first MFD will
use the learned patches that were described in section 6.2. The second variant
was proposed in [Van Segbroeck and Van hamme, 2009a] and exploits patches
that are learned directly on the enhanced reassignment spectra.

The MFDs are presented as two-layered systems. In the first layer, NMF is
applied to the noisy observation data to compute the activations of the patches
that are present in the spectral representation of the noisy speech. This layer is
similar to the first layer of the learning system of the previous chapter. In the
second layer, denoising steps are applied to the patch activations to reconstruct
an estimate for the clean speech from which the missing feature masks are
constructed. A description of the proposed MFDs will be outlined in section
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7.2. NMF-based mask estimation

7.2. The experiments on the Aurora2 and Aurora4 databases are given in
section 7.3.

7.2. NMF-based mask estimation

By describing the noisy speech in terms of time-frequency patches, the ac-
tivations of these patches can be computed. Two mask estimators are now
proposed that apply a di!erent denoising strategy to improve the accuracy of
the activation matrices.

7.2.1. Patch activation subtraction

In the first layer of the MFD, the noisy speech is transformed in the matrix
representation of equation (6.7). To discover the patches that are present in the
noisy test utterances, the same procedure is used as during the patch learning
stage of 6.2.3 except that we computeA in equation (6.8) by holdingB fixed to
the one obtained from training. This way, the patch activations are computed
which express to what extent each patch is present across time. Although only
the static part of the patches is considered during the reconstruction phase in
the next layer, the velocity and acceleration stream are added as well to the
input matrix. By adding these streams, the dynamic aspect of the patches are
taken into account. This way, more constraints are placed on the speech model
which will improve the noise robustness of the activation matrix.

In unseen noisy speech, the activation values of some of the patches will be
distorted by the additive noise. In the second layer, we will therefore apply
a denoising step at the level of the patch activations. The mean is taken over
those columns of the activation matrix that correspond to the frames that are
labeled as ‘silence’ by the VAD (see section 5.3.2):

Ã = 1
L

"

l*"
Al (7.1)

where " contains a set of indices that correspond to the L silence frames in the
utterance. An estimate for the clean speech data matrix is then reconstructed
as follows:

Cs & B
$

A" Ã · 1
%

(7.2)

where 1 is a row vector containing T ones. The data matrix of the noisy speech
will be approximated by Cy & BA. These matrices are then reshaped to N-
dimensional spectra by performing a weighted summation using a Hamming
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Figure 7.1. Schematic overview of the NMF1-based MFD.

window of length K. On these spectra, we will then apply a Mel-scaled filter
bank integration together with a logarithmic compression to finally obtain an
estimate for the log-Mel feature vector of the clean speech ŝ and noisy speech
ŷ. Binary and fuzzy missing feature masks are then constructed by substituting
these estimates into

mt =
&

ŝt ' ŷt + "
'

0/1 (7.3)

and

wt =
(

1
1 + exp

&

" #(ŝt " ŷt " ")
'

)

. (7.4)

In the remainder of this text, the term ‘NMF1-masks’ will be used to denote
these masks.

An overview of the NMF1-based missing feature detector is given in figure
7.1. In the first layer, the speech is transformed into the smoothed version
of the enhanced RTFR on which we compute the activations of the time-
frequency patches that were learned during training. After denoising the acti-
vation matrix, a clean speech estimate is reconstructed to build the NMF1-
masks. An example of the clean speech estimate, the reconstructed noisy
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Figure 7.2. NMF1-mask obtained with patch activation subtraction of the noisy
utterance “The investor now owns seventy three percent of the company” of the
Aurora4 database corrupted by restaurant noise at 10 dB SNR.

speech and the resulting binary NMF1-mask (" = 2 dB) using patches of
100 ms duration, is shown in figure 7.2 for the same noisy test utterance that
was used in the previous chapters.

Note that the limitation on masking performance is constrained by the as-
sumption that the patch activation distortions can be estimated during silence
frames. This is obviously not the case for non-stationary noises.

7.2.2. Source separation using noise patches

In the second MFD variant, the time-frequency patches are learned from the
enhanced RTFR (see section 6.2.1) that reveals timing and frequency struc-
ture, i.e. without the subsequent time and frequency smoothing steps of sec-
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Figure 7.3. A collection of time-frequency patches with a duration of 60 ms
learned from the clean Aurora2 training set. Some patches correspond to formant
patterns and formant transitions (top row); others model inter-phone or silence-
phone transitions, bursts and wideband spectra (bottom row).

tion 6.2.2. Both representations contain complementary information and are
combined in the input matrix to discover the speech patches. The advantage
of learning patterns directly from the enhanced RTFRs is that it facilitates the
detection of the patterns in unseen noisy test utterances, e.g. the reassignment
method improves the localization of the spectral energy in time and frequency.
This already separates to some extent the speech from additive noise sources.

Figure 7.3 shows a collection from a set of 1000 time-frequency patches that
were learned without supervision from the clean Aurora2 training set using
a patch length of 60 ms. The discovered patches are highly interpretable on
an acoustic and a phonetic basis and they model speaker-dependent charac-
teristics, such as pitch and formant transitions. Most patches describe for-
mant movements over the duration of about a phone. A smaller set of time-
frequency patches are modeling the beginning or ending of phones and phone-
pair transitions. Others resemble wideband sounds or short-time energy bursts.

To discover the patches that are present in test utterances of the Aurora2
database, an extra noise model is now included to explain the presence of
additive noise sources. If we refer to the speech model with Bs, to the noise
model with Bn and use the subscript y to denote the noisy speech, we can
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7.2. NMF-based mask estimation
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. (7.5)

Note that these matrices are di!erent from those of equation (7.2) as they
are directly derived from the enhanced reassignment spectrograms. The noise
model can be trained o*ine or online. In the case of o*ine training, the noise
patches matrix Bn is learned from (speech-free) noise data. In online training,
only matrix Bs is known, while matrices Bn, As and An are derived from the
noisy test data. A second necessary step to further denoise the speech acti-
vation matrix As is similar to a winner-takes-all strategy and is done during
the iterative computation of eq. (7.5). Once convergence is reached, we se-
lect the patches of Bs and Bn that have the highest activation values (in our
implementation the three ‘best’ patches are selected). Therefore, we zero out,
per column of As and An, all the rows that do not correspond to these patches.
Due to the property of the multiplicative update rules, these patches stay un-
activated in further iterations. To this end, the total energy of speech and noise
will be redistributed over the patches that are most probable to describe speech
and noise. In our experiments, 15 iterations are su%cient to reach convergence
using a full activation matrix after which 5 iterations are performed using only
the patches with highest activation energy.

Once decomposition (7.5) is computed, we can reconstruct the data matrix
of speech Cs & BsAs and noise Cn & BnAn. After reshaping these matri-
ces and computing a weighted summation to obtain N-dimensional high res-
olution spectra, a smoothing in time and frequency is performed to convert
these spectra into a low resolution spectral representation. Time smoothing
is performed by reframing with a sliding Hamming window of 30 ms and a
frameshift of 10 ms, after which a Mel-scaled filter bank is applied to smooth
it in the frequency domain. After logarithmic compression, the reconstructed
spectra for speech and noise approximate the log-Mel feature vectors as used
before and will be denoted by ŝ and n̂ respectively. Finally, the missing fea-
ture masks are constructed by substituting these estimates into the binary or
fuzzy mask decision criterion of (2.2) or (2.3). We will refer to these masks as
‘NMF2’.
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Figure 7.4. Accuracy results (averaged over the noise types) on the Aurora2 test
set A usingMFT with binary or fuzzyNMF1-, NMF2- and VQ-masks. The results
of the fuzzy ideal mask are given as a reference, together with the results of the
MBFE approach.

7.3. Recognition Experiments

In this section, we will compare the NMF-masks with the VQ-masks of chap-
ter 5. Finally, the performance will also be compared with the results ob-
tained by using the Model Based Feature Enhancement (MBFE) approach of
[Stouten, 2006] as a noise reduction technique in the front-end. Here, the
a priori knowledge of the speech and the background noise is incorporated
by exploiting a HMM with Gaussian observation probabilities for the clean
speech features and for the noise features. TheMBFE-algorithm uses a speech
model with 92 (Aurora2) or 256 (Aurora4) fully connected Gaussians trained
on the clean speech, a 1-Gaussian noise model trained on each noise type in-
dividually and an adaptive convolutional noise removal approach. Another
di!erence with our MFT-based recognizer is that the acoustic models are ex-
pressed in the cepstral domain rather than in the ProSpect domain.

Aurora2

To obtain the NMF1-masks, a set of 100 time-frequency patches with a du-
ration of 100 ms where trained on the clean Aurora2 database. The NMF2-
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Figure 7.5. Accuracy results (averaged over SNR levels 0-20dB) on the di!erent
test sets of the Aurora2 database using MFT with binary or fuzzy NMF1-, NMF2-
and VQ-masks. The results of the fuzzy ideal mask are given as a reference,
together with the results of the MBFE approach.

masks were obtained by training a speech and noise model with patches of
60 ms duration. The speech model consists of 1000 patches, while the noise
model contains 50 patches that are o*ine trained on (speech-free) noise data
containing the true noise type at 5 dB SNR. Experiments have shown that the
chosen patch durations are optimal in terms of the recognition results.

The experimental results obtained by the binary and fuzzy versions of the
NMF1-masks are listed in tables B.15 and B.16. The word accuracy results of
the NMF1- and NMF2-masks on Aurora test set A averaged per noise type are
shown in figure 7.4 and the results averaged per SNR-level are given in figure
7.5. From these figures it can be seen that (fuzzy) NMF1-masks do on average
better than the harmonic decomposition masks (86.98% versus 84.47%), but
were not able to improve the accuracy results obtained by (fuzzy) VQ-masks
(88.63%). The performance of the (fuzzy) NMF2-masks (88.35%) is similar
with that of the VQ-masks. However, the former have the disadvantage of
requiring a priori knowledge of the noise type and the computational demands
are high. The figure also shows that the obtained performance of our MFT-
based recognizer is comparable with the MBFE approach (87.45% averaged
word accuracy). With exception of subway noise (A.N1 and C.N1), MFT with
fuzzy VQ-masks always performs better than MBFE.
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Figure 7.6. Word error rate (in %) on the Aurora4 test sets using MFT with bi-
nary or fuzzy NMF1-masks and VQ-masks. The MLE-based channel estimation
method was used. The WER of the fuzzy ideal mask is given as a reference,
together with the WER of the MBFE approach.

Aurora4

Due to the huge computational requirements of the NMF2-masks (larger spec-
tral matrices and more patches needed), only NMF1-masks were computed
on the Aurora4 data. To model the di!erent phone-sized patterns that are
presented in the large vocabulary Aurora4 database, a number of 800 time-
frequency patches were learned on the clean Aurora4 database. The discov-
ered patches have the same length (100 ms) as the patches of Aurora2, but have
a dimensionality of 256 instead of 128 frequency bins. From the recognition
results presented in table C.7 and figure 7.6, we can also conclude that the
WER of VQ-masks was not further decreased by the NMF1-masks proposed
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7.4. Conclusions

in this chapter.

Without the need of a priori trained noise models, the robustness of the MFT-
based recognition system using VQ-masks is equivalent to a recognizer us-
ing the MBFE method as a noise compensation method. When the MBFE-
algorithm is applied, an averaged WER of 25.27% is achieved by the recog-
nizer, while MFT with fuzzy VQ-masks results in a 25.64%WER. In contrast
to MBFE, the proposed MFT-based recognizer still has an upwards potential
of a 26.7% relative decrease in WER as indicated by the ideal masking strat-
egy.

7.4. Conclusions

In this chapter, a MFD was proposed that exploits time-frequency patches that
were discovered on clean speech data. By performing a denoising approach on
activation of these patches, an estimate for the clean speech was reconstructed
from which missing feature masks were computed. After examination of the
recognition results, we concluded that VQ-masks are, both in terms of accu-
racy and computational cost, favorable to be used in our MFT-system. Finally,
we have illustrated that theMFT-based recognizer using VQ-masks has a com-
parable performance as MBFE without requiring important assumptions about
the noise type.
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CHAPTER 8
Conclusions and Perspectives

We will conclude the text by highlighting the original contributions provided
by this thesis work. Finally, directions for further research are presented.

8.1. Original contributions

This thesis contributes to the research field of robust automatic speech recog-
nition (ASR) systems. To improve the recognition of speech spoken in noisy
conditions, we have developed a recognizer that is based on the paradigm of
theMissing Feature Theory (MFT). The approach of MFT to traditional ASR-
systems firstly requires a mask estimation procedure in the front-end to esti-
mate the reliability of each spectral component of the noisy input speech. To
incorporate the reliability information, the evaluation of the acoustic model
in the back-end needs to be modified. In this thesis, a per-Gaussian-based
data imputation technique was described where the clean speech is estimated
from the information provided by the mask while using the acoustic model in
the back-end as a prior. This technique requires the optimization of a Non-
Negative Least Squares problem and can be applied in any feature domain
that is a linear transform of log-spectra such as cepstra which are tradition-
ally used in ASR. ProSpect features were defined to reduce the computational
complexity of the optimization process while maintaining the accuracy. By
the definition of dynamic masks, MFT is also applicable for velocity and ac-
celeration features.

So far, the imputation technique was only formulated to deal with hard de-
cisions as made by binary masks. In this thesis work, we have presented an
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8.1. Original contributions

extension to the imputation method such that it can cope with fuzzy masking
strategies. At this point, this is the only published MFT approach defined in
the probabilistic decision framework which exploits acoustic models that are
expressed in linearly transformed spectral domains.

To compensate for channel distortions, a Maximum Likelihood Estimation
approach was integrated in the MFT-based recognizer to estimate the chan-
nel o!set by maximizing the log-likelihood of the optimal state sequence of
the observation data. Since the obtained channel estimate was hardly a!ected
by the background noise, our channel compensation method performed sig-
nificantly better than conventional mean normalization techniques. Another
advantage is its negligible computational load and algorithmic delay.

In the context of mask estimation, we proposed two methods to compute real
masks on the noisy speech data. The key idea is to estimate the masks by mak-
ing only weak assumptions about the noise, while relying on a strong model
for the speech. The first missing feature detector (MFD) exploited a speech
model which uses the a priori knowledge of the human voice, such as har-
monicity, voicing, onset and a Vector Quantizer (VQ) that confines the spectral
shape of speech signals to a constrained subspace. The involved VQ-codebook
was trained on features extracted from clean speech and was self-adjusted to
the channel during online recognition. In the second MFD, the speech model
consisted of phone-sized time-frequency patches that were discovered from
the clean speech in an unsupervised way by using NMF. These patches were
learned for static and dynamic speech features using a spectral representation
that focuses on both short and long acoustic speech events.

All these proposed techniqueswere implemented and integrated in the LVCSR-
system of the K.U.Leuven ESAT speech group. The result was a MFT-based
system that jointly compensates for additive and convolutional noise and that
can be applied to large vocabulary speech recognition. At this moment, the
current version of our system is utilized by the MIDAS project (see [MIDAS]),
a cooperation between the speech research groups of ESAT (K.U.Leuven),
CLST (R.U.Nijmegen) and NUANCE.

The MFT-based recognizer was evaluated on two benchmark databases, the
Aurora2 small vocabulary recognition task and the Aurora4 large vocabulary
database. The best results were achieved by the MFT-based recognizer that
uses a fuzzy VQ-masking strategy. The obtained recognition accuracy is com-
parable with a model-based feature enhancement approach that was previously
reported as having the best performance among all published results. In the
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latter method, noise models were trained by exploiting a priori knowledge of
the noise type. In contrast to this, no important assumptions about the back-
ground noise are required in our MFT-based recognition system. This may be
considered as a beneficial feature for future practical employment.

Although the use of time-frequency patches for mask estimation did not im-
prove the recognition performance achieved by the VQ-masks, we have shown
their value in a word learning system to obtain a noise robust representation of
the speech. The proposed learning system uses a bottom-up approach to au-
tomatically discover and acquire recurring patterns in the activation of these
patches by applying NMF on the co-occurrence counts of activation events.
By associating these patterns with the words of a language, the system is able
to detect the words in unseen (noisy) speech data. Compared to a conventional
HMM-based approach, the proposed word detection system shows a superior
robustness for noisy speech at low SNR levels.

8.2. Future research lines

MFT-based recognition

In further research, we would like to improve the performance of the MFT-
based recognizer both in terms of speed and recognition accuracy. The com-
putational bottleneck of the proposed recognition system is the processing
time that is spent while solving the non-negative least squares problem dur-
ing acoustic model evaluation. However, practical application of the system
requires real-time recognition and hence the design of faster optimization al-
gorithms.

Despite a valuable increase in recognition performance, there is still room for
improvement. The main cause for the still existing gap between the potential
accuracy of the MFT-based system (using ideal masking) and the one obtained
by the proposed real masking strategies, is the reliability of the missing feature
detector. Therefore, future research on developing more refined models of the
human voice that are even less sensitive to the noise type could be considered.
Another suggestion is the application of online learned noise models in the
NMF-based masking framework. In this work, fuzzy masks were constructed
as a probabilistic version of the binary masks. It would also be interesting
to explore masking strategies that estimate more appropriate probabilities for
each spectral component of the noisy input speech. Examination of the recog-
nition rate in terms of SNR indicates a drop in accuracy of the MFT-based
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8.2. Future research lines

recognizer at around 5 dB SNR. This should be explained by the reduced
availability of speech dominated data in combination with the increased dif-
ficulty of making correct masking decisions. To this end, another interesting
research aspect is the possible synergy of pre-processing the noisy speech by
other noise reduction technique prior to mask estimation.

As the MFT-based recognizer was only evaluated on benchmark databases
with artificially added noise, some other realistic e!ects that can have a detri-
mental impact on recognition rate, such as reverberation or the Lombard e!ect,
are not compensated for. Evaluations of the recognizer on real-life recordings
of noisy speech has to be considered as well.

Unsupervised word learning

Inspired by research on the auditory cortex of mammals, researchers have sug-
gested that ASR systems should trigger on the presence of spectro-temporal
patches. Such biologically inspired systems might exhibit properties of human
audition such as robustness to noise. By the unsupervised learning of time-
frequency patches, we have shown that such an auditory representation with
good robustness can be obtained through unsupervised learning and that patch
activation patterns can be exploited to build a speech recognizer. Further work
involves extending the word detection system to a speech recognition system
that also provides information related to the order in which the words occur
in the test utterances. Therefore, the HAC-models can be extended by moving
a sliding window over the utterance to detect the time of occurrence of the
di!erent words in the utterance and hence the word order.

In our current implementation, the noise has been left uncompensated and
we would like to investigate to which extent the performance of the recogni-
tion system can be further improved by exploiting noise reduction techniques.
Though the layered architecture o!ers scalability towards vocabularies in the
sense that the patch set is reusable across words, more research is required to
reveal how well the proposed system is suited for large vocabulary continuous
speech recognition. At this point, the presented three-layered architecture is
not capable to deal with these vocabularies because of the large data require-
ments per word. However, the scalability of the system can be increased by
adding more layers in cascade to model the words as a combination of sub-
word patches instead of learning all the words from scratch.

To conclude, we believe that the presented word learning system is an ideal
platform for future research as in its baseline implementation it already yields
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competitive results and could open new avenues of research on automatic
speech recognition.
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APPENDIX A
Gain factor in harmonicity masks

This appendix presents the derivation of the gain factor that is used in the
missing feature criterion for harmonicity masks. The gain factor was defined
as a time-frequency dependent weighting factor to estimate the clean speech
noise in terms of the harmonic part of the noisy signal

exp(ŝt) = %t + exp(v̂t) (A.1)

By substituting this expression in (2%t " 1), one obtains

(2%t " 1) =
2 exp(ŝt)" exp(v̂t)

exp(v̂t)
. (A.2)

Note that both speech and noise are present in the harmonic part and random
part. Assuming that speech and noise are independent, the harmonic part can
be written as

exp(v̂t) ) exp(v̂(s)t ) + exp(v̂
(n)
t ), (A.3)

and the random part as

exp(r̂t) ) exp(r̂(s)t ) + exp(r̂
(n)
t ). (A.4)

The superscript (s) and (n) denotes the spectral energy that is only related to
respectively speech and noise. To find an expression for exp( ŝt), two approxi-
mations are formulated:

- the harmonic part of the noisy signal is mainly modeled by the part cor-
responding to voiced speech,
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- the gain factor %t in (A.1) is & 1, which is realistic for voiced speech.

This way, we can state that

exp(ŝt) & exp(v̂(s)t ). (A.5)

Substitution of (A.5) and (A.3) in expression (A.2) then yields

(2%t " 1) =
exp(v̂(s)t )" exp(v̂

(n)
t )

exp(v̂t)
= 1" 2

exp(v̂(n)t )
exp(v̂t)

. (A.6)

As mentioned in [Van hamme, 2004a], when an analysis window of twice the
pitch period is used, the harmonic and random part of a signal have interleaved
spectral lines. Hence, an estimation for the harmonic part of the noise v̂(n)t
can be obtained by MEL-integrating the spectral lines of the noise spectrum at
multiples of the pitch. TheMEL-integration of the spectral lines between pitch
multiples results in the random part estimate of the noise r̂(n)t . If we assume
that the noise has a smooth spectrum (i.e. its magnitude does not change much
as the frequency changes with half the pitch), then v̂(n)t can be approximated
by r̂(n)t . The latter can be estimated from the minimum of v̂t over a window of
2L + 1 frames (here L = 10):

exp(v̂(n)t ) & exp(r̂(n)t ) & 1 min
t"L(l(t+L

r̂l with 1 ' 1. (A.7)
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APPENDIX B
Detailed Results of the Aurora2 Speech

Recognition Experiments

In this appendix, the detailed results of the speech recognition experiments on
the Aurora2 database are presented. Due to the limited amount of data in the
test sets, the measured recognition results are an estimate of the real results
of the recognizer. Therefore, table B.1 provides the confidence interval per
measured word accuracy for di!erent combinations of the test sets.

acc. (%) noise type, SNR (%) test set (%) database (%)
95 94.25 - 95.75 94.83 - 95.17 94.89 - 95.11
90 88.97 - 91.03 89.77 - 90.23 89.85 - 90.15
85 83.77 - 86.23 84.73 - 85.27 84.83 - 85.17
80 78.63 - 81.37 79.69 - 80.31 79.81 - 80.19
75 73.51 - 76.49 74.67 - 75.33 74.79 - 75.21
70 68.43 - 71.57 69.65 - 70.35 69.78 - 70.22
65 63.36 - 66.64 64.63 - 65.37 64.77 - 65.23
60 58.32 - 61.68 59.62 - 60.38 59.76 - 60.24
55 53.29 - 56.71 54.62 - 55.38 54.76 - 55.24

Table B.1. Confidence intervals for the measured word recognition accuracy (in
%) for di!erent combinations of the Aurora2 test sets: the results per noise type
and per SNR-level, the averaged results of the test set and the average results of
the database.

135



Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 98.96 98.76 98.99 98.98 98.92
20 dB 71.48 82.95 78.80 77.35 77.65
15 dB 51.64 60.49 55.89 55.57 55.90
10 dB 32.88 29.84 28.75 27.89 29.84
5 dB 13.85 6.14 10.98 10.03 10.25
0 dB 8.78 3.90 7.19 8.45 7.08
Avg. 35.73 36.66 36.32 35.86 36.14

B
Rest. Street Airport Station Avg.(B)

Clean 98.96 98.76 98.99 98.98 98.92
20 dB 85.72 79.87 84.70 79.48 82.44
15 dB 64.23 58.68 62.48 55.66 60.26
10 dB 33.71 32.68 35.01 28.20 32.40
5 dB 7.31 13.97 9.22 9.50 10.00
0 dB 2.18 8.80 5.07 5.74 5.45
Avg. 38.63 38.80 39.30 35.72 38.11

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 98.43 98.40 98.42 98.75
20 dB 71.11 78.30 74.71 78.26
15 dB 48.88 64.03 56.46 57.54
10 dB 30.92 41.11 36.02 32.75
5 dB 11.94 19.68 15.81 12.02
0 dB 8.17 9.67 8.92 7.15
Avg. 44.91 51.87 38.38 37.54

Table B.2. Word recognition accuracy (in %) on the Aurora2 test sets without
enhancement of the noisy features and clean condition training acoustic models
in the log-spectral domain.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 99.57 99.46 99.49 99.72 99.56
20 dB 97.67 97.55 98.15 98.49 97.97
15 dB 94.01 90.66 94.51 94.35 93.38
10 dB 83.97 68.14 77.21 83.28 78.15
5 dB 60.18 32.80 43.63 58.84 48.86
0 dB 26.99 1.42 16.64 28.42 18.37
Avg. 72.56 58.11 66.03 72.68 67.35

B
Rest. Street Airport Station Avg.(B)

Clean 99.46 99.49 99.72 99.72 99.60
20 dB 98.34 98.07 98.00 39.46 83.47
15 dB 93.74 94.23 92.81 93.64 93.61
10 dB 76.45 80.05 72.86 75.69 76.26
5 dB 43.72 53.81 37.37 99.57 58.62
0 dB 10.35 25.03 8.83 10.95 13.79
Avg. 64.52 70.24 61.97 63.86 65.15

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 99.60 99.49 99.55 99.57
20 dB 97.73 97.91 97.82 93.08
15 dB 92.78 94.23 93.51 93.50
10 dB 81.55 81.26 81.41 78.61
5 dB 53.61 57.38 55.50 54.33
0 dB 21.80 28.63 25.22 19.12
Avg. 69.49 71.88 70.69 67.73

Table B.3. Word recognition accuracy (in %) on the Aurora2 test sets without
enhancement of the noisy features and clean condition training acoustic models
in the cepstral domain.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 99.72 99.67 99.52 99.72 99.66
20 dB 98.46 97.70 98.96 98.67 98.45
15 dB 94.78 89.75 95.11 94.32 93.49
10 dB 85.23 68.50 76.38 84.57 78.67
5 dB 61.87 32.50 38.83 58.62 47.96
0 dB 25.73 5.05 10.59 23.85 16.31
Avg. 73.21 58.70 63.97 72.01 66.97

B
Rest. Street Airport Station Avg.(B)

Clean 99.72 99.67 99.52 99.72 99.66
20 dB 98.07 98.46 97.88 98.43 98.21
15 dB 90.85 94.47 92.57 93.83 92.93
10 dB 72.06 81.35 71.79 75.25 75.11
5 dB 39.98 54.78 36.53 38.35 42.41
0 dB 10.53 23.55 11.27 8.67 13.51
Avg. 62.30 70.52 62.01 62.91 64.43

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 99.69 99.58 99.64 99.65
20 dB 97.85 97.76 97.81 98.15
15 dB 93.31 93.17 93.24 93.22
10 dB 81.58 79.32 80.45 78.08
5 dB 54.74 55.20 54.97 48.45
0 dB 20.82 26.87 23.85 17.89
Avg. 69.66 70.46 70.06 67.16

Table B.4. Word recognition accuracy (in %) on the Aurora2 test sets without
enhancement of the noisy features and clean condition training acoustic models
in the ProSpect domain.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 98.83 98.70 98.75 98.89 98.79
20 dB 97.97 97.76 98.09 97.44 97.82
15 dB 96.59 96.74 96.36 96.36 96.51
10 dB 94.38 94.41 92.75 93.67 93.80
5 dB 86.06 86.25 80.97 85.19 84.62
0 dB 62.63 67.35 54.61 61.00 61.40
Avg. 87.53 88.50 84.56 86.73 86.83

B
Rest. Street Airport Station Avg.(B)

Clean 98.83 98.70 98.75 98.89 98.79
20 dB 98.10 97.79 98.54 98.12 98.14
15 dB 97.94 96.34 97.41 96.98 97.17
10 dB 95.39 92.53 95.65 93.40 94.24
5 dB 89.90 83.31 88.61 85.41 86.81
0 dB 73.13 59.98 72.83 64.33 67.57
Avg. 90.89 85.99 90.61 87.65 88.78

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 98.31 97.85 98.08 98.56
20 dB 97.76 97.37 97.57 97.84
15 dB 97.02 96.58 96.80 96.83
10 dB 95.36 94.44 94.90 94.32
5 dB 89.19 87.70 88.45 86.62
0 dB 70.86 70.31 70.59 66.52
Avg. 90.04 89.28 89.66 88.42

Table B.5.Word recognition accuracy (in %) on the Aurora2 test sets of the MFT-
based recognizer working in the log-spectral domain and using binary, oracle
masks and without channel compensation.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 98.77 98.70 98.69 98.86 98.76
20 dB 97.82 97.67 98.12 97.41 97.76
15 dB 96.71 96.77 96.60 96.61 96.67
10 dB 94.53 94.01 93.08 94.45 94.02
5 dB 87.32 87.00 83.36 87.53 86.30
0 dB 64.48 68.29 55.38 66.86 63.75
Avg. 88.17 88.75 85.31 88.57 87.70

B
Rest. Street Airport Station Avg.(B)

Clean 98.77 98.70 98.69 98.86 98.76
20 dB 98.00 97.61 98.36 97.99 97.99
15 dB 97.45 96.64 97.49 96.70 97.07
10 dB 95.09 93.05 95.97 94.08 94.55
5 dB 90.21 84.10 89.50 87.13 87.74
0 dB 72.92 61.79 73.40 63.31 67.86
Avg. 90.73 86.64 90.94 87.84 89.04

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 98.37 97.76 98.07 98.53
20 dB 97.97 97.49 97.73 97.83
15 dB 96.87 96.70 96.79 96.84
10 dB 95.18 94.53 94.86 94.47
5 dB 90.33 88.91 89.62 87.89
0 dB 74.24 72.49 73.37 68.32
Avg. 90.92 90.02 90.47 89.07

Table B.6. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer working in the log-spectral domain and using fuzzy, or-
acle masks and without channel compensation.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 99.72 99.46 99.43 99.51 99.53
20 dB 99.36 98.73 99.22 99.32 99.16
15 dB 99.11 98.79 99.14 99.04 99.02
10 dB 98.43 98.49 98.66 98.12 98.43
5 dB 96.04 97.13 95.76 94.54 95.87
0 dB 85.45 90.36 80.64 79.57 84.01
Avg. 95.68 96.70 94.68 94.12 95.30

B
Rest. Street Airport Station Avg.(B)

Clean 99.72 99.46 99.43 99.51 99.53
20 dB 99.05 99.06 99.19 99.29 99.15
15 dB 99.05 98.79 99.19 99.23 99.07
10 dB 98.68 98.31 98.90 98.77 98.67
5 dB 97.54 95.59 98.12 96.79 97.01
0 dB 91.10 85.31 92.60 87.07 89.02
Avg. 97.08 95.41 97.60 96.23 96.58

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 99.66 99.33 99.50 99.52
20 dB 99.39 98.94 99.17 99.16
15 dB 99.39 98.97 99.18 99.09
10 dB 98.50 98.43 98.47 98.52
5 dB 96.10 95.77 95.94 96.27
0 dB 86.00 86.82 86.41 86.48
Avg. 95.88 95.79 95.83 95.90

Table B.7.Word recognition accuracy (in %) on the Aurora2 test sets of the MFT-
based recognizer working in the ProSpect domain and using binary, oracle masks
and without channel compensation.

141



Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
Clean 99.68 99.43 99.45 99.49 99.51
20 dB 99.17 98.79 99.11 99.29 99.09
15 dB 99.14 98.79 98.93 99.04 98.98
10 dB 98.56 98.22 98.87 98.09 98.44
5 dB 96.19 97.13 96.60 95.46 96.35
0 dB 87.72 91.60 81.33 82.69 85.84
Avg. 96.16 96.91 94.97 94.91 95.74

B
Rest. Street Airport Station Avg.(B)

Clean 98.86 98.61 98.81 98.95 98.81
20 dB 99.26 98.82 99.16 99.41 99.16
15 dB 98.93 98.43 99.02 99.29 98.92
10 dB 98.96 98.13 98.84 98.70 98.66
5 dB 97.82 95.95 97.46 97.07 97.08
0 dB 92.08 87.55 92.45 88.89 90.24
Avg. 97.41 95.78 97.39 96.67 96.81

C
Subway Street Avg.(C) Avg.(A,B,C)

Clean 98.89 98.49 98.69 99.00
20 dB 99.39 98.88 99.14 99.13
15 dB 99.08 98.76 98.92 98.94
10 dB 98.46 98.25 98.36 98.48
5 dB 97.61 96.19 96.90 96.77
0 dB 90.33 89.18 89.76 88.61
Avg. 96.97 96.25 96.61 96.39

Table B.8.Word recognition accuracy (in %) on the Aurora2 test sets of the MFT-
based recognizer working in the ProSpect domain and using fuzzy, oracle masks
and without channel compensation.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 99.39 98.91 99.31 99.32 99.23
15 dB 99.32 98.82 99.37 99.11 99.16
10 dB 98.46 98.61 98.75 98.52 98.59
5 dB 96.41 97.25 96.51 95.00 96.29
0 dB 87.96 91.75 82.52 82.29 86.13
Avg. 96.31 97.07 95.29 94.85 95.88

B
Rest. Street Airport Station Avg.(B)

20 dB 99.39 99.27 99.22 99.51 99.35
15 dB 99.23 99.03 99.31 99.35 99.23
10 dB 99.08 98.64 99.25 99.04 99.00
5 dB 98.16 96.07 98.45 97.28 97.49
0 dB 92.66 86.70 93.29 88.52 90.29
Avg. 97.70 95.94 97.90 96.74 97.07

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 99.36 98.79 99.08 99.22
15 dB 99.23 98.79 99.01 99.13
10 dB 98.59 98.43 98.43 98.70
5 dB 96.78 95.98 95.98 96.72
0 dB 88.52 87.91 87.91 88.21
Avg. 96.50 95.98 95.98 96.40

Table B.9.Word recognition accuracy (in %) on the Aurora2 test sets of the MFT-
based recognizer with MLE-based channel compensation working in the ProSpect
domain and using binary, oracle masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 99.48 99.21 99.46 99.60 99.44
15 dB 99.51 99.18 99.14 99.29 99.28
10 dB 98.71 98.91 99.08 98.46 98.79
5 dB 96.71 97.67 97.02 95.37 96.69
0 dB 89.75 90.99 84.28 84.85 87.47
Avg. 96.83 97.19 95.80 95.51 96.33

B
Rest. Street Airport Station Avg.(B)

20 dB 99.66 99.37 99.37 99.60 99.50
15 dB 99.48 99.09 99.37 99.57 99.38
10 dB 99.39 98.55 99.22 98.98 99.04
5 dB 98.28 96.83 98.48 97.47 97.77
0 dB 92.97 87.15 93.74 90.44 91.08
Avg. 97.96 96.20 98.04 97.21 97.35

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 99.39 98.88 99.14 99.36
15 dB 99.08 98.76 98.92 99.19
10 dB 98.46 98.25 98.36 98.73
5 dB 97.61 96.19 96.90 97.12
0 dB 90.33 89.18 89.76 89.43
Avg. 96.97 96.25 96.61 96.77

Table B.10. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using fuzzy, oracle masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 99.02 98.37 99.28 98.92 98.90
15 dB 98.07 97.49 98.42 97.81 97.95
10 dB 95.12 94.56 95.44 94.01 94.78
5 dB 85.97 85.13 84.52 82.72 84.59
0 dB 57.41 56.41 46.70 48.87 52.35
Avg. 87.12 86.39 84.87 84.47 85.71

B
Rest. Street Airport Station Avg.(B)

20 dB 97.42 98.85 98.12 97.41 97.95
15 dB 94.69 97.85 96.51 95.46 96.13
10 dB 90.67 94.53 92.10 90.93 92.06
5 dB 75.90 84.76 81.39 77.88 79.98
0 dB 47.74 55.23 55.89 49.00 51.97
Avg. 81.28 86.24 84.80 82.14 83.62

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 98.96 98.76 98.76 98.57
15 dB 97.67 97.43 97.43 97.21
10 dB 93.83 93.53 93.53 93.51
5 dB 80.96 81.17 81.17 81.88
0 dB 46.67 47.79 47.79 50.51
Avg. 83.62 83.74 83.74 84.34

Table B.11. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using binary, harmonic decomposition masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 99.23 98.73 99.37 99.04 99.09
15 dB 98.19 97.79 98.63 97.72 98.08
10 dB 95.00 94.56 95.88 94.54 95.00
5 dB 86.21 85.91 85.15 83.37 85.16
0 dB 56.09 57.29 45.36 47.61 51.59
Avg. 86.94 86.86 84.88 84.46 85.78

B
Rest. Street Airport Station Avg.(B)

20 dB 98.13 98.82 98.57 97.41 98.23
15 dB 95.55 97.88 97.23 95.28 96.49
10 dB 91.59 94.38 92.66 90.59 92.31
5 dB 77.77 84.46 82.34 78.43 80.75
0 dB 50.35 54.93 56.16 47.24 52.17
Avg. 82.68 86.09 85.39 81.79 83.99

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 99.11 98.67 98.67 98.74
15 dB 97.97 97.37 97.37 97.41
10 dB 94.32 94.04 94.04 93.83
5 dB 81.61 81.17 81.17 82.43
0 dB 45.47 46.55 46.55 49.92
Avg. 83.70 83.56 83.56 84.47

Table B.12. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using fuzzy, harmonic decomposition masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 98.71 98.55 98.87 98.58 98.68
15 dB 97.64 97.79 97.94 97.99 97.84
10 dB 95.49 96.37 96.27 95.83 95.99
5 dB 88.89 87.61 90.43 89.57 89.13
0 dB 59.84 39.51 63.20 65.81 57.09
Avg. 88.11 83.97 89.34 89.56 87.74

B
Rest. Street Airport Station Avg.(B)

20 dB 98.43 98.31 98.54 98.46 98.44
15 dB 98.28 97.64 98.45 98.03 98.10
10 dB 96.56 95.19 97.11 96.54 96.35
5 dB 89.96 90.15 92.93 90.56 90.90
0 dB 59.26 49.58 67.85 71.92 62.15
Avg. 88.50 86.17 90.98 91.10 89.19

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 98.37 98.37 98.37 98.49
15 dB 97.57 97.22 97.22 97.78
10 dB 94.72 95.04 95.04 95.74
5 dB 88.30 86.64 86.64 89.17
0 dB 62.82 50.24 50.24 58.59
Avg. 88.36 85.50 85.50 87.95

Table B.13. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using binary, VQ-masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 98.34 98.70 98.63 98.49 98.54
15 dB 97.39 98.00 97.82 97.93 97.79
10 dB 95.30 96.67 96.03 95.43 95.86
5 dB 88.49 88.24 88.70 88.46 88.47
0 dB 58.80 43.86 65.61 66.12 58.60
Avg. 87.66 85.09 89.36 89.29 87.85

B
Rest. Street Airport Station Avg.(B)

20 dB 98.37 98.28 98.66 98.58 98.47
15 dB 98.28 97.28 98.39 97.93 97.97
10 dB 96.56 95.28 97.05 96.42 96.33
5 dB 91.03 89.48 92.28 90.71 90.88
0 dB 63.37 53.17 70.56 73.28 65.10
Avg. 89.52 86.70 91.39 91.38 89.75

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 99.36 98.82 98.82 98.70
15 dB 98.96 98.43 98.43 98.15
10 dB 97.24 96.86 96.86 96.41
5 dB 92.35 90.57 90.57 90.27
0 dB 62.05 48.14 48.14 59.60
Avg. 89.99 86.56 86.56 88.63

Table B.14. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using fuzzy, VQ-masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 98.22 98.64 98.66 98.52 98.51
15 dB 97.24 97.43 98.00 97.07 97.44
10 dB 94.81 94.71 94.39 94.17 94.52
5 dB 86.52 84.19 85.06 84.17 84.99
0 dB 55.54 48.37 53.83 55.32 53.27
Avg. 86.47 84.67 85.99 85.85 85.74

B
Rest. Street Airport Station Avg.(B)

20 dB 98.62 98.34 98.87 98.86 98.67
15 dB 97.94 96.98 98.33 97.87 97.78
10 dB 95.33 93.44 96.51 95.12 95.10
5 dB 86.89 83.77 88.70 86.64 86.50
0 dB 59.23 54.93 64.84 61.03 60.01
Avg. 87.60 85.49 89.45 87.90 87.61

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 98.16 98.31 98.24 98.47
15 dB 96.47 96.80 96.64 97.28
10 dB 94.11 93.38 93.75 94.46
5 dB 85.02 82.26 83.64 85.04
0 dB 57.84 52.21 55.03 56.10
Avg. 86.32 84.59 85.46 86.27

Table B.15. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using binary, NMF1-masks.
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Detailed Results of the Aurora2 Speech Recognition Experiments

Aurora2, 8kHz, clean condition training.
A

Subway Babble Car Exhibit. Avg.(A)
20 dB 98.34 98.73 98.81 98.43 98.58
15 dB 97.42 97.61 97.97 97.56 97.64
10 dB 94.11 95.41 94.42 94.26 94.55
5 dB 86.71 85.91 85.18 83.28 85.27
0 dB 58.46 52.90 56.87 57.27 56.38
Avg. 87.01 86.11 86.65 86.16 86.48

B
Rest. Street Airport Station Avg.(B)

20 dB 98.77 98.58 98.93 99.07 98.84
15 dB 98.22 97.22 98.51 98.18 98.03
10 dB 95.76 93.71 96.96 96.14 95.64
5 dB 88.73 85.10 90.07 87.26 87.79
0 dB 63.28 57.98 68.33 64.12 63.43
Avg. 88.95 86.52 90.56 88.95 88.75

C
Subway Street Avg.(C) Avg.(A,B,C)

20 dB 98.43 98.22 98.33 98.58
15 dB 97.02 97.07 97.05 97.57
10 dB 94.23 94.14 94.19 94.79
5 dB 85.60 83.37 84.49 85.85
0 dB 56.59 52.42 54.51 58.10
Avg. 86.37 85.04 85.71 86.98

Table B.16. Word recognition accuracy (in %) on the Aurora2 test sets of the
MFT-based recognizer with MLE-based channel compensation working in the
ProSpect domain and using fuzzy, NMF2-masks.
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APPENDIX C
Detailed Results of the Aurora4 Speech

Recognition Experiments

In this appendix, the detailed results of the speech recognition experiments on
the Aurora4 database are presented. Due to the limited amount of data in the
test sets, the measured word error rates are an estimate of the real error rates
of the recognizer. Therefore, table C.1 provides the confidence interval per
measured WER for di!erent combination of the test sets.

WER (%) noise type (%) microphone (%) database (%)
5 4.42 - 5.58 4.78 - 5.22 4.84 - 5.16
10 9.20 - 10.80 9.70 - 10.30 9.79 - 10.21
15 14.04 - 15.96 14.64 - 15.36 14.74 - 15.26
20 18.93 - 21.07 19.59 - 20.41 19.71 - 20.29
25 23.84 - 26.16 24.56 - 25.44 24.69 - 25.31
30 28.77 - 31.23 29.54 - 30.46 29.67 - 30.33
35 33.72 - 36.28 34.52 - 35.48 34.66 - 35.34
40 38.69 - 41.31 39.50 - 40.50 39.65 - 40.35
45 43.67 - 46.33 44.50 - 45.50 44.64 - 45.36

Table C.1. Confidence intervals for the measured word error rate (in %) for di!er-
ent combinations of the Aurora4 test sets: the results per noise type, the averaged
results of the close talk or far talk set and the average results of the database.
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Detailed Results of the Aurora4 Speech Recognition Experiments

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
MIDA 6.07 16.53 38.37 44.03 38.76 33.07 41.43 31.18
ProSpect 7.21 13.62 35.94 44.76 43.53 35.33 42.57 31.85

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
MIDA 22.92 38.82 54.46 57.58 58.92 49.97 58.06 48.68 39.93
ProSpect 22.53 31.89 51.95 57.29 60.02 49.97 59.65 47.61 39.73

Table C.2. Word error rate (in %) on the Aurora4 test sets using MIDA and
ProSpect features without additive noise compensation and log-Mel mean nor-
malization.

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
MFT (BM) 7.21 10.63 24.15 30.52 30.88 19.63 30.34 21.91
MFT (FM) 7.04 10.14 22.96 29.25 29.33 19.93 29.70 21.19

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
MFT (BM) 20.96 27.29 39.55 44.22 47.94 37.06 46.16 37.60 29.75
MFT (FM) 19.93 25.05 38.41 43.06 46.24 35.91 46.42 36.43 28.81

Table C.3. Word error rate (in %) on the Aurora4 test sets using MFT in the
ProSpect domain with binary (BM) and fuzzy (FM) oracle masks. Log-Mel mean
normalization is applied to compensate for the channel.
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Detailed Results of the Aurora4 Speech Recognition Experiments

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
log-Mel MS (BM) 7.21 10.63 24.15 30.52 30.88 19.63 30.34 21.91
cheating (BM) 6.97 8.22 13.06 14.91 15.92 10.84 16.83 12.39
MLE (BM) 6.54 8.82 13.19 14.72 15.69 11.15 15.69 12.26
MLE (FM) 6.54 8.74 13.19 14.22 15.79 11.53 15.49 12.21

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
log-Mel MS (BM) 20.96 27.29 39.55 44.22 47.94 37.06 46.16 37.60 29.75
cheating (BM) 20.25 21.95 26.70 28.56 31.74 24.73 32.54 26.64 19.52
MLE (BM) 14.48 18.81 28.06 29.96 31.70 24.29 31.40 25.53 18.89
MLE (FM) 15.04 19.02 26.04 28.38 30.95 24.30 29.68 24.77 18.49

Table C.4.Word error rate (in %) on the Aurora4 test sets using MFT with binary
(BM) oracle masks and using log-Mel MS, cheating log-Mel MS or the MLE-
based approach to compensate for the channel. For the latter approach, the results
obtained by the fuzzy (FM) oracle mask are also given.

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
HD (BM) 8.35 15.15 26.12 39.25 33.08 32.60 31.68 26.60
HD (FM) 8.89 16.70 26.00 39.88 35.27 32.02 33.10 27.41
HD-VAD (BM) 8.97 15.26 25.33 36.84 32.71 30.11 32.00 25.89

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
HD (BM) 18.48 27.97 38.86 48.72 46.76 43.25 44.76 38.40 32.50
HD (FM) 17.95 29.89 39.75 48.68 47.95 42.48 46.61 39.04 33.23
HD-VAD (BM) 18.63 28.25 39.04 46.78 46.89 41.40 44.93 37.99 31.94

Table C.5.Word error rate (in %) on the Aurora4 test sets using MFT with binary
(BM) and fuzzy (FM) harmonic decomposition masks (HD).
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Detailed Results of the Aurora4 Speech Recognition Experiments

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
VQ (BM) 6.91 11.64 20.44 28.73 24.79 20.16 24.34 19.57
VQ (FM) 7.02 11.40 19.24 29.63 24.75 20.42 25.24 19.67

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
VQ (BM) 15.39 22.38 35.59 40.78 40.59 33.72 39.38 32.55 26.06
VQ (FM) 14.96 21.71 33.08 40.31 39.83 33.01 38.37 31.61 25.64

Table C.6.Word error rate (in %) on the Aurora4 test sets using MFT with binary
(BM) and fuzzy (FM) VQ-masks.

Aurora4, 16kHz, clean condition training.
Close Talk

Test 01 02 03 04 05 06 07 mic1
NMF1 (BM) 8.13 11.81 22.81 34.11 28.88 22.85 28.47 22.44
NMF1 (FM) 8.31 13.10 23.80 34.37 30.30 22.17 30.30 23.19

Far Talk
Test 08 09 10 11 12 13 14 mic2 Avg.
NMF1 (BM) 14.59 22.79 37.21 44.67 43.36 36.88 41.14 34.38 28.41
NMF1 (FM) 16.51 23.41 37.40 44.67 44.44 36.24 43.04 35.10 29.15

Table C.7.Word error rate (in %) on the Aurora4 test sets using MFT with binary
(BM) and fuzzy (FM) NMF1-masks.
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