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Preface
The KDD-09 Workshop on Statistical and Relational Learning in Bioinfor-

matics (StReBio) will be held at the University of Antwerp, Paris, France, on
Sunday June, 28th, 2009. This second edition of the workshop is intended
to bring together researchers from both the fields of statistical and relational
learning and the field of bioinformatics. Hopefully this will contribute to com-
munication between these communities and will stimulate the development of
new relational techniques for application in the biological domain.

Bioinformatics is a domain where information is naturally represented in
terms of relations between heterogeneous objects. Modern experimentation-
and data acquisition techniques make the study of complex interactions in bio-
logical systems possible, yielding huge amounts of data. This raises challenges
for the machine learning and data mining communities, where interest in rela-
tional and statistical learning has been growing in the last few years. Apart
from the amount of (relational) data, the information is often incomplete, and
measurements may be noisy, creating additional challenges.

We have tried to choose a workshop format which promotes as much as
possible the exchange of ideas. Aspects which can help to achieve our goal
are the problem statement presentations, the time allocated in the program
for questions and discussion, the informal proceedings and the workshop web-
site (http://www.cs.kuleuven.be/~dtai/events/StReBio09/) where the ab-
stracts, papers and some presentations will be available.

We selected eight papers for full presentation. All these contributions, in
varying degrees, fit the format of the workshop: they apply statistical or re-
lational techniques to problems from the biological domain. Furthermore, we
accepted one problem statement to be presented at the workshop. The idea of
the problem statement track is to stimulate the interaction between biologists
and computer scientists by presenting biological problems in a more mathemat-
ical form, making the structure and the source of uncertainty of the data more
explicit. We hope that the problem statements will lead to lively discussions
and the exchange of ideas. Finally, a tentative solution to a problem statement
from last year’s edition is presented. We feel honoured to have David Balding
and as invited speaker, who is an authority in the field of statistical genetics.

The organizers would like to acknowledge the support from the KDD organ-
isation. We would also like to thank the program committee members for their
support. Furthermore, we thank KDD’s Organizing Comittee for their help and
making this workshop possible.

The organizing committee,
Christophe Costa Florêncio, Fabrizio Costa Jan Ramon, and Joost Kok
May 2009

2



Using Random Forests to uncover bivariate interactions in
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ABSTRACT
Random Forests (RF) is an ensemble method which has
become widely accepted within the machine learning and
bioinformatics communities in the last few years. Its pre-
dictive strength, along with some of the ingredients —rich
in information— provided by the output, has made RF an
efficient Data Mining tool for discovering patterns in data.

In this paper we review the learning mechanism of RF
within the classification setting and apply it to uncover bi-
variate interactions, carrying on useful information about an
outcome, in high dimensional low sample data.

We propose a divide and conquer search strategy in the
variable space that benefits from the ranking of variable im-
portances of RF at a first stage, along with the out of bag
error rate (oob) of the ensemble at a second stage. The pro-
cedure combines both elements in order to capture difficult
to uncover patterns in these type of data.

We will show the performance of our procedure in some
synthetic scenarios and will give a real application to a mi-
croarray data set in order to illustrate how it works.

General Terms
Algorithms, Experimentation

Keywords
Bivariate interactions, random forests, microarray data

1. INTRODUCTION
The development of technology has made feasible to har-

vest and store the measures of large amounts of variables
related to a certain experimental phenomenon. This is the
case in the bioinformatics domain, where one of the most
challenging problems is the development of procedures and
algorithms able to transform such information into biological
knowledge that explains the structure of living mechanisms.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
StReBio ’09, June 28, 2009, Paris, France.
Copyright 2009 ACM 978-1-60558-667-0 ...$5.00.

When the focus is placed at the genomic level, different
technologies, as cDNA microarrays or oligonucleotide arrays,
provide the scenario of the state of cells by monitoring the
expression values of hundreds or thousands of genes across
a few number of experimental instances classified in two
or more phenotypes. The high dimensional - small sample
structure of data (nÀ p) is the bottleneck that complicates
the task of finding gene interactions that explain the phe-
notype. This problem has recently deserved a great deal of
interest and provides the framework for this paper.

The univariate approach to the problem consists of ana-
lyzing the differential expression for each gene in turn, using
a statistical measure. While univariate solutions ignore the
dependencies between variables, the multivariate approach
takes them into account using well suited measures. All
these approaches may fall into the category of filter, wrap-
per or embedded procedures for variable selection. The re-
cent review [7] examines them and makes a taxonomy of hot
references within the bioinformatics domain.

In our proposal we explore the space of variables in order
to uncover bivariate interactions; the exploration is carried
out by examining small chunks of variables in an exhaustive
way. RF table of variable importance at a first stage, along
with the out of bag error rate for an amplified perturbed data
set, are properly combined for designing the search strategy.

The work is organized as follows: the next section reviews
the RF learning mechanism. In section 3 we introduce the
search procedure and apply it to several artificial scenarios.
Section 4 shows an application to real microarray data. We
will finally give some conclusions in regards to our findings.

2. RF LEARNING MECHANISM
Random forests (RF) is an ensemble of decision trees in-

troduced by Leo Breiman in [4]. Due to its accuracy and its
versatile non parametric flavor, able to capture high complex
patterns in data, it has become a widely applied technology
in industrial and scientific domains. The learning mecha-
nism of RF combines both bootstrap resampling of sample
units and random variable selection to construct an ensem-
ble of tree predictors, whose predictions, when combined,
yield highly accurate models. The parameters number of
trees in the forest ntree and number of eligible variables for
splitting mtry must be set in advance. The classification er-
ror rate of the ensemble is estimated using the out of bag
observations; in addition, RF output gives a ranking of vari-
able importance which may be used for variable selection.
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2.1 Effect of noisy variables in RF learning
mechanism

One of the main features of high dimensional data sets is
the presence of a great deal of uninformative noisy inputs
with respect to the outcome variable. In many microarray
studies the amount of informative genes for phenotype clas-
sification ranges from 2% to 5%, with the remaining ones
carrying on useless information. Now, we will show how the
presence of huge amounts of noisy variables prevents the
RF mechanism from detecting certain bivariate associations
having a high predictive strength.

For the sake of simplicity, we will confine the analysis to
some artificial data sets for the binary classification problem.
Two types of interactions are considered: interactions whose
effect is explained marginally and associations which are not
marginally detectable.

2.1.1 Effect of noise on strong marginal signals
Let X1 and X2 be two independent normal variables with

X1|Y = i ∼ N(2i − 1, 1) and X2|Y = i ∼ N(2(2i − 1), 1).
In this case, the bivariate association with the outcome Y
may be explained marginally. Now, ni cases are drawn from
X1|Y = i and X2|Y = i, i = 0, 1. On the other hand, n0 +
n1 cases are simulated from blocks of j noisy independent
standard normal variables, j = 1, 2, . . . , 100.

For each block in turn, the non informative variables are
added to the signal pattern (X1, X2) and a RF analysis for
class prediction is run. The oob error rates are plotted
against the number of noisy inputs j = 1, 2, . . . , 100.
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Figure 1: Plots of oob against the amount of noise

Plots are displayed in figure 1 for different sample sizes.
Note that oob remains nearly constant, at a very low level.
Hence, the presence of large amounts of noisy inputs does
not degrades very much RF accuracy in this case.

2.1.2 Effect of noise on weak marginal/strong bivari-
ate interaction signals

We consider four synthetic scenarios: non overlapping
clouds of points with linear, or almost linear, associations,
the XOR scenario —see [5] for its implications in microarray
data experiments— and the circle pattern and V shape inter-
actions. Sample sizes for each class are set to n0 = n1 = 30.
Figure 2 displays the clouds of points for them. Plots also
include RF decision boundaries (blue lines) for default val-
ues of RF controls: ntree = 500 and mtry =

√
p. In all the

cases, such boundaries accurately capture the interaction.
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Figure 2: Scenarios from left to right and top to
bottom: (1) Non overlapping clouds of points. (2)
XOR Scenario. (3) Circular pattern interaction of
class separation. (4) V-shaped bivariate interaction

We now study the behavior of oob error rate for these sce-
narios when noisy variables are added. At each scenario, we
add j noisy inputs, j = 1, 2, . . . , 100, run a RF and compute
the oob. Figure 3 contains plots for oob.
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Figure 3: Plots of oob. Sample sizes: n0 = n1 = 30

In all the situations we have considered, the oob error
rate is moderately small when no noisy variables are present.
However, as the number of these variables increases, the oob
degrades reaching the levels of 40% or 50%; this degrada-
tion effect is faster in the second scenario where, with a few
number of uninformative inputs, the oob moves towards the
levels of 30% or 40% and the XOR signal gets lost.

The previous experiments show that, in high dimensional
data, weak marginal/strong bivariate signals are lost as the
number of noisy predictors increases; some other simulations
have shown that this masking effect is deeper as the sample
size decreases.

We propose a solution to the previous problem, which ex-
plores exhaustively a reduced space of predictors conveying
weak marginal signal, by dividing it in blocks. The next
section discusses some shortcuts and tricky artifacts we in-
corporate to the search procedure.
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3. SEARCH OF BIVARIATE INTERACTIONS
Our procedure is designed to uncover weak marginal/strong

bivariate interaction patterns. It divides the search in two
stages: the first one implements a sequential search strategy
that isolates the marginally strongest signals. The second
one, called the “ hunting step ”, is designed to hunt those
bivariate associations that would never be captured by se-
quential approaches. We now describe the rationale behind
the search mechanism.

Sequential stage of the search
The ranking of variable importance of a first RF run is ex-
plored from the top to the bottom. Starting from the first
variable of the table, successive RF analysis are carried out
by adding the next one in the ranking; the oob errors from
these analysis are recorded. We fix the default ntree = 500
for the number of trees and run RF in bagging mode, as this
will force splits in marginally strong predictors. We follow
[6] for smoothing oob error rate in order to design the stop-
ping criterion. Whenever the stopping conditions are met,
the predictors used in the last RF run are put aside; these
are the marginally strongest predictive variables. However,
we may be discarding intriguing interactions, which are not
detectable marginally. This leads to the hunting stage of the
procedure.

Hunting stage of the search
After putting aside the subset of strong signal predictors ob-
tained in the sequential stage, the remaining input variables
are retained for further exploration.

A naive approach to the problem is an exhaustive explo-
ration in which oob errors for all possible pairs of inputs are
recorded; the smallest oobs will correspond to the most rel-
evant interactions; meanwhile, the largest ones will inform
of noisy associations. However, in high dimensional settings
the computational cost of this approach is prohibitive.

Our hunting strategy follows the idea of the exhaustive
search. However, instead of exploring all bivariate associa-
tions, it considers pairwise interactions of blocks of a pre-
fixed number bsize of inputs; in this way, the computational
burden is reduced. Nevertheless, there is still the drawback
of oob degradation that shows RF inability for distinguish-
ing between weak marginal/strong bivariate interactions and
uninformative associations, even for small bsizes (see sce-
nario 2 in figure 3 for an extreme example of this).

We overcome this difficulty via data augmentation: for
each variable X in the block, a perturbation of the original
records is carried out according to the following scheme:

X∗ = X + U(−r/b, r/b)

where r is the sample range of X, U denotes the value of
a uniform variable in (−r/b, r/b) and b ≥ 1 is a measure
that controls the amount of random perturbation. Note
that large values of b reduce the amount of perturbation,
so that the artificial records X∗ will be very alike to the
original cases; on the other hand, small values of b will tend
to destroy the dependence structure in data and hence it
will mask interesting associations. Therefore, we must look
for a tradeoff value; many simulations, not reported here,
have shown values of b between 4 and 6 as good choices.

We can simulate as many artificial observations as we want
to get the augmented data set; so we obtain an artificial data

structure with k(n0 +n1) records, where k the amplification
multiplier. Once the parameter k is set, both original and
synthetic data sets are merged; then, for all the possible
matches of blocks, we run RF (with default parameters) and
save the corresponding oob errors. The oob error rate for
the merged data will be called the perturbed oob.

The actual benefit of the perturbed oob measure is that
it exhibits different behavior when we match two blocks
containing only noisy predictors or when two blocks with
a weak marginal/strong bivariate interaction are matched.
In order to illustrate this fact, let us consider the XOR
interaction and the following simulation experiment: for
n0 = n1 = 30, 500 perturbed oob values were simulated both
for block matches with the XOR interaction (blue) and with
only noisy predictors (pink); the experiment was repeated
for several amplifications (k values) and bsize = 5, 7. Box-
plots in figures 4 and 5 show how separation between both
populations of perturbed oob increases with k; on the other
hand, without data augmentation both of them overlap, as
left panels show. Moreover, the separation is smaller when
bsize = 7. Therefore, small to moderate values for bsize are
strongly recommended since the larger the block size is, the
more the data set must be amplified to get a decent sepa-
ration in the perturbed oob measure; and this will make the
procedure pretty much time consuming.
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Figure 4: oob (left). Perturbed oob (right). bsize = 5
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Figure 5: oob (left). Perturbed oob (right). bsize = 7

Once the parameter bsize has been set to a moderate
value, usually less than eight, we must choose the ampli-
fication parameter k; both computational burden and the
separations of perturbed oob in figures above are taken into
account as criteria for a proper choice.

The following algorithm summarizes the main steps of our
procedure.
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RF bivariate interaction detector algorithm

Let F be the set of predictors. Set values for bsize, b and k

Step 1. Apply the sequential search stage of the procedure.
Let F0 be the subset of inputs selected. Put them aside

Step 2. Use b and k to get the augmented merged data set
containing the remaining inputs, F − F0

Step 3. Divide F − F0 in blocks of bsize predictors

Step 4. For every pair (i, j), match blocks i and j. Run RF,
compute the oob error and save it as perturbed oob(i, j)

Step 5. Rank all perturbed oobs

The output of the algorithm is a subset F0 with the strong
marginal inputs and a ranking for block matches, from low
to high perturbed oobs; this ranking will allow to guide within
its top positions the final search for the desired interactions.
For instance, if we look at its first position, we will have
to make bsize × bsize RF runs —with the corresponding
pairings of inputs as predictors— and compute the oobs in
order to catch the bivariate association responsible for the
observation of such a small perturbed oob.

4. APPLICATION TO THE COLON CAN-
CER DATA SET

A total of 2000 gene expression levels for 40 tumor and
22 normal tissue samples were collected from Affymetrix
oligonucleotide arrays —see the pioneer study [1] for the
details about the experiment. The data were preprocessed
with log transformation and standardization across genes.

RF outlier detector utility indentified cases 18, 20, 52, 55
and 58 as outliers. These were previously identified in [2] as
aberrant observations and will be removed from the analysis.

Search stage
The sequential search stage of the procedure has led to the
following list F0 with 55 differentially expressed genes. The
list has a great agreement with other previous selections in
the literature; in particular with that one in [3].

H20709 T71025 R78934 D25217 M26697 M76378 M63391

H64489 X14958 Z50753 D31885 X87159 T60155 R44418

R87126 M22382 T40645 R46753 R42501 H89087 X12671

X12369 H40095 X70326 Z49269 T92451 R33367 H43887

T86473 R36977 U22055 H72234 T62947 L05144 H77597

J02854 T51493 H11084 X63629 T47383 M36634 M26383

T67077 X54942 J05032 H08393 R49719 H06524 L07648

R44301 U25138 U19969 M91463 D59253 M64110

Table 1: Subset of genes F0

Hunting stage
The results of our simulation experiments suggest an aug-
mentation of k = 5. From the top-ranked block matches,
we have recorded the oobs of RF runs that use as predictors
all the bsize × bsize gene pairings within each block match
—now, we have set the default for mtry and ntree = 1000,
with a very small cost in computational time. Figure 6,
which is an instance of our findings, shows bivariate gene
interactions highly correlated with the phenotype.
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Figure 6: Heat map plots —left— (Low oob in red.
High oob in light yellow). Scatter plots —right—

5. CONCLUSIONS
We have proposed a procedure for detecting bivariate in-

teractions in high dimensional small sample data structures.
The natural limitation of sequential search strategies is that
they may lose some interesting bivariate interactions. Un-
like them, our proposal suggests an exhaustive search in the
space of inputs, which is carried out by partitioning it in a
blockwise manner; artificial augmentation of the sample is
introduced to overcome the degradation of the signal due to
the presence of noisy inputs.

The procedure has been applied to real data and has led to
promising results. Further applications are expected to pro-
vide the experts with an alternative that will likely pinpoint
new gene to gene interactions with biological meaning.
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ABSTRACT 
Identifying key residues important for maintaining a protein 
structure is a non-trivial problem in Computational Biology. In 
this paper, we present results based on a graph model representing 
protein structures. This model considers the structure as residue-
residue interactions in order to capture protein stability. We 
propose the application of approximate minimum vertex cover 
algorithms (MVC) as a novel approach for identifying the 
structurally important residues, which we shall refer to as key 
residues. We establish that MVC based algorithms captures the 
essence of protein structural stability by correlation analysis with 
ΔΔG, the change of protein free energies due to amino acid 
variations. We also benchmark our approach with popular 
approaches for analyzing large complex networks — 
betweenness, and Eigenvector centrality. Our findings are such 
that they do not correlate well with ΔΔG. We give explanations 
from the free energy point of view, which shall benefit future 
development measures for protein structure stability. 

General Terms 
Algorithms, Theory, Computational Biology 

Keywords 
Graph theory, vertex cover, protein structure, protein stability 

1. INTRODUCTION 
Proteins are the prevalent operational units in biology. Function-
wise, they are important for sustaining biological pathways, for 
regulating gene transcriptions and for maintaining immune 
responses. Structural-wise, they are strings of 20 standard symbols 
(amino acids) that folds into three-dimensional structures 
governed by laws of physics. When a specific amino acid in a 
protein is changed to one of the remaining 19 symbols, it can have 
functional or structural impacts on the protein and may eventually 
perturb the normal function of a cell. Owing to the dramatic grow 

of biological and clinical data concerning such changes, such as 
the disease-associated mutations in the OMIM (Online Mendelian 
Inheritance in Man) database [1], it becomes essential to predict 
the impact of individual mutations on their corresponding 
proteins. 

A previous study on point mutations suggests that a majority of 
disease-associated mutations affect the stability of the folded 
proteins by 1-3 kcal/mol [2]. Other studies suggests that disease-
associated mutations can affect intrinsic structural features of 
proteins [3], and most disease-associated mutations affect protein 
stability, rather than directly affecting catalytic or ligand-binding 
amino acids [4]. Hence the structural effects of point mutations 
are recognised as an essential source for disease susceptibility. 

A straightforward way to evaluate a point mutation’s structural 
effect is to check whether the mutation is important for 
maintaining its corresponding protein structure. In order to 
identify residue that are essential to protein stability, called key 
residues here, we propose a graph theoretic measure for this task. 
The application of graph theory in structural biology is not new: it 
has been used to identify residues that are important for protein 
folding [5], allosteric communication and modular connection 
[6,7]. Based on the idea that protein structures can be represented 
as graphs with the characteristics of small-world networks [8], the 
previous methods identify their structurally important residues via 
searching for those residues that are important for preserving short 
path lengths. Our approach departs from previous works in a way 
that we consider a protein as a string self-folded by chemical and 
physical bonds which is represented as a residue-residue 
interaction graph. We then set to identify the key residues via 
searching the approximate vertex cover of a graph and 
demonstrate that this captures the essence of protein stability by 
correlating with ΔΔG, the change of protein free energy.  

In the following sections, we first present the algorithm and 
performance of our approach by using p53 core domain (PDB: 
1TSR) as a model. The reason for this is that p53 core domain is 
responsible for about 50% of mutations that lead to human 
cancers [9]. Owing to its importance, the wild-type and many 
mutant protein crystal structures have been determined. We then 
compare our method with other measures of vertex importance in 
a graph, namely betweenness and spectral methods, which are 
popular methods for identifying important residues for 
maintaining the shortest connection paths [10] and for being the 
hub that have higher connections in a graph [11,12], respectively. 

Permission to make digital or hard copies of all or part of this work for 
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2. METHODOLOGY 
2.1 The graph model for representing protein 
structures  
A graph is a tuple of sets G = (V, E) where V is the set of vertices 
(residues) and   is the set of edges (interactions) between residues. 
There are four types of residue interaction considered in our 
model: hydrogen bonds, π-π (interactions between aromatic side 
chains of residues), π-cation (interactions between aromatic side 
chains and positive charged residues) and hydrophobic 
interactions (interactions between non-polar residues). Each type 
of interaction is defined in a specific way: Hydrogen bonds are 
calculated by HPLUS [13]; A π-π interaction is determined when 
two aromatic side chains of the residues have less than 6Å 
between any atoms; π-cation interaction is identified on the 
condition that there is a cation within 7Å of any side chain atoms 
of an aromatic ring and that the angle between the cation and the 
normal vector of the aromatic ring is within 60°; hydrophobic 
interactions are weighted according to Voronoi surfaces between 
non-polar residues calculated by Provat [14]. Lastly, hydrophobic 
cores are identified when a non-polar residue shares non-zero 
Voronoi surfaces with only non-polar residues. Each type of 
interaction is given a weight as 1.  
 

2.2 MVC model 
We propose to model the key residues via minimum vertex cover 
(MVC) over the residue-residue interaction graph. The idea is to 
find the minimal number vertices whose removal from the graph 
causes loss of original interactions. As MVC is the minimum set 
of residues to cover every edge, it naturally serves as the gauge of 
each vertex’s importance as far as interactions are concerned. 

In practice, however, the weighted MVC problem is NP-complete; 
hence we resorted to the greedy approximate MVC algorithm. 
This algorithm is known to give good approximation ratio to the 
optimum solution. Again, the greedy algorithm we use to find the 
MVC captures the underlying biological concept. Conceptually, 
this is like pulling out one piece each time in a tower of wooden 
pieces, with the difference that in our case the pieces pulled out 
are key pieces but not redundant ones (thus residues selected 
earlier are more important than those selected later). More 
formally, we describe the algorithm as below: 

(1) Given a graph G=(V,E), where V and E is for vertices and 
edges respectively, pick the residue with highest weighting, if 
more than one residue has the same weighting, pick them all. That 
is, pick the set   

(2) Remove these residues and the edges connected to it. That is, 
replace the graph with (U,F) such that U is the current set of 
vertices, V, less the selected key residues and F is current set of 
edges, E, minus all edges connected to the key residues. 
(3) Repeat (1) and (2) until no edge is left in the graph, i.e. F is 
empty.  

To quantify the importance of each key residue, we rank the key 
residues according to their order of being identified from a graph: 
each residue is assigned a priority value as (N-M) where N is the 
total number of key residues identified, and M is the rank of a 
specific key residue. For example, for a key residue that is 
identified first among a total of 10 residues, it would be assigned a 
value as 10-1=9.   

2.3 Betweenness centrality 
Betweenness is a centrality measure to gauge how important a 
vertex is by counting the number of shortest paths in which a node 
is on [10]. The idea is that if a node is included in many shortest 
paths on a graph, then it is supposed to have greater influence 
over others. More formally, on a graph G = (V, E) with n vertices, 
the betweenness B(v) for a vertex v is:  where   is a set of vertices 
on the shortest path from u to w. 
 

2.4 Eigenvector centrality 
Eigenvector centrality is a meaningful measure derived from 
spectral methods for graph adjacency matrices. By definition, it 
ranks each vertex by eigenvectors due to the adjacency matrix. 
One of its most famous applications is perhaps Google’s Page 
Rank algorithm [11] which measures the importance of a web 
page by the corresponding elements in the first eigenvector. It can 
be shown that the ranks due to the first eigenvector represent the 
degree of page importance as induced by the referral pages and 
the pages it refers to. Intuitively, this captures literally how central 
a page is as “voted” by other pages in the graph. 
 

2.5 ΔΔG values reflect the structural roles 
of residues in proteins 
The ΔΔG we study here is the change of Gibbs free energy, ΔG, 
which is a standard thermodynamic measure of protein stability 
change due to amino acid changes. The Gibbs free energy is made 
of an enthalpy term and an entropy term times the temperature 
(Eq. 1).   
G = H − TS        Eq. 1 

ΔΔG (kcal/mol) 

(a) 

(b) 

Figure 1. The correlation between ΔΔG and the priority of 
key residues (Y-axis) determined according to MVC for (a) 

key residues and (b) non-key residues 

8



where H is the enthalpy, T is the temperature and S is the entropy. 
H is related to the amount of heat and S describes the randomness 
and the disorder of the system.  

We benchmark the performance of our method, betweenness 
centrality and eigenvector centrality by calculating the correlation 
between ΔΔG of each residue in p53 core domain (PDB: 1TSR). 
The reason to choose p53 core domain as a benchmark is because 
that it is the functional part (responsible for the interaction with 

DNA, deoxyribonucleic acid that contains the genetic information 
in our body) of a large protein p53 that plays an important role as 
tumour (cancer) suppressor, and thus its structure and stability 
changes are well studied. The ΔΔG value is calculated as 
following: Each residue was mutated to 19 other amino acids and 
the stability changes were calculated by using I-mutant2.0 [15]. 
We consider only mutations that cause |ΔΔG| < 3kcal/mol since 
they affect the stability without totally abolishing the overall 
structure of the protein. The median number of |ΔΔG| < 3kcal/mol 
is used to calculate the correlation with the priority of key 
residues in order to avoid data skewdness. 

3. RESULTS AND DISCUSSIONS 
To compare the performance of our method with betweenness 
centrality and eigenvector centrality, we also rank the residues in 
p53 core domain according to their betweenness centrality and 
eigenvector centrality (similar to the way we assigned the priority 
values according to the key residues identified by searching 
approximate MVC, residues that have a greater betweenness or 
eigenvector centrality values are assigned a greater ranking value). 
We then calculate the correlation between ΔΔG and priority of 
residues calculated according to three different methods: 

 

3.1 Approximate MVC 
As described in Methodology, we selected the key residues by 
searching for approximate MVC. The results (Figure 1) show that 
the approximate MVC identified key and non-key residues that 
have correlation coefficient 0.5 (medium correlation) and -0.1 
(weak correlation) with the free energy changes, respectively. 
This suggests that the key residues identified by our method have 

stronger meaning in terms of stabilising the structure pf p53 core 

domain, whereas the non-key ones may not be important for 
maintaining the protein structure. 

3.2 Betweenness centrality 
To distinguish the key and non-key residues by applying 
betweenness centrality, we considered the first half residues that 
have greater priority values (greater betweenness values) as the 
key residues, and the other half residues as non-key residues. As 
shown in Figure 2, the results show that the priority values of the 
key residues have correlation coefficient 0.2 with their 
corresponding free energy changes while those of the non-key 
ones have almost zero correlation. Neither of the key and no-key 
residues shows structural meaning in terms of stabilising the p53 
core domain. Further, the results do not change much when we 
adjusted the ratio between key and non-key residues by 
incorporating the key residues with lower priority values into non-
keys or vice versa. This indicates that the betweenness centrality 
may not be as good as approximate MVC in terms of identifying 
the key residues in the p53 core domain. 

(a) 

(b) 

ΔΔG (kcal/mol) 

P
riority of residues 

(a) 

(b) 

ΔΔG (kcal/mol) 
Figure 3. The correlation between ΔΔG and the priority of 
key residues (Y-axis) determined according to betweenness 

centrality for (a) key residues and (b) non-key residues. Figure 2. The correlation between ΔΔG and the priority of 
key residues (Y-axis) determined according to eigenvalue 
centrality for (a) key residues and (b) non-key residues. 
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3.3 Eigenvector centrality 
Here we considered the first half residues that have greater 
priority values (thus greater eigenvector centralities) as the key 
residues, and considered the other half residues as non-key 
residues. As shown in Figure 3, both of the key and non-key 
residues show weak correlations (with correlation coefficient 
around 0.05) with the free energy changes, and thus both are not 
important in terms of stabilising the p53 core domain. Similar to 
the results of betweenness, when we adjusted the ratio between 
the key and non-key residues by including the key residues with 
lower priority values into non-keys or vice versa, the correlation 
results did not improve much for the key and non-key ones. Thus 
the results suggest that eigenvector centrality may not be as good 
as approximate MVC in terms of identifying the key residues in 
the p53 core domain.  
One specific point we would like to make is the relation between 
structural stability and the free energy change ΔΔG. As we know, 
the Gibbs free energy contains the enthalpy (H) and the entropy (S) 
terms (see Methodology) that represent the thermodynamic 
potential of residue-residue interactions and the structural 
movement of the amino acids (such as side chain orientations and 
the backbone fluctuations), respectively. The change of the S term 
can be reflected as the topology change of the interaction graph 
(e.g. including or eliminating certain edges from a graph); 
however, change of the H can not be observed directly from the 
graph. Therefore, the correlation between the ΔΔG and key 
residues identified from the graphs may not be perfect. Further, 
there is no explicit relationship between ΔG value and protein 
structures – different protein structures may have similar ΔG 
values. This is due to the reason that the energy changes of most 
of the physical bonding in proteins are within a small energy 
range, and they are easily to be compensated by increasing or 
decreasing the entropy term. These two reasons may account for 
the generally low correlation coefficient we observed in Figure 1-
3.  

The overall results show that the priority values of each key 
residue assigned according to approximate MVC gives a much 
better correlation with the ΔΔG values. This suggests that 
approximate MVC gives a better result in terms of identifying the 
structurally important residues, compared to betweenness and 
eigenvector centralities. This is due to that MVC selects residues 
that are hubs (contain more links with the neighbours) in the 
residue-residue interaction networks, which are important for 
increasing protein stability [16]. Furthermore, we believe that the 
greedy approximate algorithm is helpful for identifying residues 
that are important for communicating between locally dense 
networks – since the residues neighbouring to the local hub 
residues would be removed early from the network by our greedy 
algorithm, and those residues that are further away from the hubs 
and locate in the mid way between the locally dense networks 
would have a higher chance to be chosen as key residues. 
Therefore, the approximate MVC approach may have advantage 
in selecting residues that are considered as important by either 
betwenness or eigenvector centrality.   

4. CONCLUSION 
We have demonstrated that approximate MVC performs better in 
terms of identifying the key protein residues than betweenness 
and eigenvector centrality. This is done by correlating ΔΔG with 
the residues picked by each of the algorithms. Our study reveals 

an interesting point for the application of computational 
algorithms in solving biological problems: popular methods are 
not necessary the best in terms of analysing biological data; it 
requires careful choice of theoretical constructs to capture the 
underlying phenomena. We expect to incorporate more energy-
specific notions for future measures of protein structure stability. 
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ABSTRACT
Dependency analysis is an important but computationally
demanding problem in all empirical science. It is especially
problematic in bioinformatics, where data sets are often high
dimensional, dense and/or strongly correlated.

As a solution, we introduce a new algorithm which searches
the most significant association rules expressing positive de-
pendencies. The algorithm uses several effective pruning
principles, which enable search without any minimum fre-
quency thresholds. According to our initial experiments,
the algorithm suits especially well for typical biological and
medical data sets.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications-
Data mining

General Terms
association rules, dependency analysis, statistical significance,
redundancy, depth-first search

1. INTRODUCTION
Dependency analysis is a central task in all empirical sci-

ences. Medical scientists want to find factors which pre-
dispose or prevent diseases; researchers of genetics are inter-
ested in which genes or gene groups are correlated; botanists
search for plant associations and communities; environmen-
tal scientists try to analyze how man’s actions affect the
climate change; etc.

When the number of attributes (representing factors) is
relatively small, one can easily check all possible dependen-
cies between attributes and attribute groups. However, the
problem becomes soon intractable when the number of at-
tributes increases. For example, if we have 9 binary at-
tributes, there are about million possible dependencies to
check. If the number of attributes is 15, there are already
15 milliard (15·109) possible dependencies (see Appendix A).
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The curse of dimensionality is especially painful in biological
data sets, where the number of attributes can be thousands.
In addition, in biological systems the attributes (e.g. genes
in micro array data) are often highly correlated, and hu-
man interpreters cannot check all discoveries. Fortunately,
a large number of dependencies are redundant (adding no
new information to already known dependencies) and can
be pruned out. The only problem is to invent an efficient
method for searching all significant, non-redundant depen-
dencies.

In this paper, we consider a special kind of dependencies,
which can be expressed by association rules [1]. The most
common form of association rules is X → A, where X is a
set of true-valued attributes (X = {A1, A2, ..., Al}) and the
consequent consists of a single true-valued attribute. For ex-
ample, rule overweight, smoking → high blood pressure ex-
presses that if a person has overweight and smokes, then s/he
is also likely to have high blood pressure. General associa-
tion rules can contain also negations and multiple attributes
in the consequent part. They can express all dependencies
in discrete data, but unfortunately, there are no efficient
methods for searching them.

Traditionally, the goodness of association rules is evalu-
ated by two basic measures: frequency P (XA) and confi-
dence P (A|X). High frequency tells that X and A occur
commonly together, but it does not yet guarantee any de-
pendence. If P (X) and P (A) are high, then P (XA) also
has to be high, even if X and A were negatively correlated.
High confidence means that A is likely to occur, if X has
occurred. Still it is possible that X and A are independent
(P (A|X) ≈ P (A)) and the rule is trivial.

For dependency analysis, lift γ = P (XA)
P (X)P (A)

= P (A|X)
P (A)

is

a better measure. It also tells whether the dependency is
positive (γ > 1) or negative (γ < 1). Still, high lift is not
yet enough. It is possible that the observed lift is just due
to chance, and the rule is spurious. There are no guarantees
that a spurious rule would hold in the future data. There-
fore, we should check that the association rule is statistically
significant, i.e. that there is only small probability p that it
has occurred by chance. The significance can be estimated
by statistical tests, but deciding the threshold (maximal ac-
cepted p-value) for a significant rule is difficult. In bioin-
formatics (and data mining in general), the problem is even
more difficult, due to large number of rules tested [4, 5].
Therefore, it is better to avoid any absolute judgments on
significance and merely use the p-values (or corresponding
measure functions) to rank the rules.

In this paper, we introduce a new algorithm for searching
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statistically significant association rules in dense data sets.
The main pruning principles are the same as in level-wise
StatApriori [3], but the new DeepClue algorithm proceeds
in a depth-first manner. According to our experiments, the
new algorithm is especially suitable for dense medical and
biological data sets.

The rest of the paper is organized as follows: the problem
statement is given in Section 2, the algorithm and its pruning
principles are described in Section 3, experimental results
are reported in Section 4, and final conclusions are drawn in
Section 5. Details are given in Appendices.

2. PROBLEM STATEMENT
The problem is to search the most significant, non-redundant

association rules expressing positive dependencies. The sig-
nificance of an association rule can be estimated by binomial
probability [3], but for our purposes it is enough to have a
ranking measure, which reflects the statistical significance.
In practice, we will use the z-score, which approximates the
binomial probability. The z-score of rule X → A can be
expressed as

z(X → A) =

p
nP (XA)(γ − 1)p

γ − P (XA)
.

The algorithm itself is adaptable to any significance mea-
sure M(fr, γ), which is a monotonic function of frequency
and lift.

The motivation for the redundancy reduction is two-fold:
First, a smaller set of general rules is easier to interpret than
a large set of complex and often overlapping rules. Second,
the problem complexity is reduced, because it is enough to
find a small subset of all interesting rules.

In the previous research, the word “redundancy”has been
used for two different meanings. In the first sense, an asso-
ciation rule is redundant if it contains redundant attributes
– i.e. its generalization are at least as good as it is. In the
second sense, a rule (or set) is considered redundant if it
is not needed to represent all frequent rules (sets). In this
paper, we define redundancy as follows [3]:

Definition 1 (Redundant rules). Given some increas-
ing goodness measure M , rule X → A is redundant, if there
exists rule Y → B such that Y ∪ {B} ( X ∪ {A} and
M(Y → B) ≥ M(X → A). If the rule is not redundant,
then it is called non-redundant.

For example, rule ABC → D can be redundant in respect
of AB → D or AD → C. Since most association rules
are permutations of each other, we consider only the best
rule from each attribute set. However, the algorithm can
be enlarged to handle redundancy in the classical sense (i.e.
between rules with the same consequent).

Non-redundant rules can be further classified as minimal
or non-minimal.

Definition 2 (Minimal rules). Non-redundant rule Y →
B is minimal, if for all rules X → A, such that Y ∪ {B} (
X ∪ {A}, M(X → A) ≤ M(Y → B).

I.e. a minimal rule is more significant than any of its chil-
dren rules or (being non-redundant) parent rules. At the
algorithmic level this means that we stop the search with-
out checking any children rules, if we have just ensured that
the rule is minimal.

3. ALGORITHM

3.1 Main idea
The main idea is to decide beforehand if an attribute set or

its superset can produce a significant rule. If this is possible,
the set is called potentially significant. Otherwise it can
be pruned. Further pruning is achieved by checking the
redundancy and minimality of the set. The properties are
defined in Table 1.

Table 1: Properties of set X.

UB(M(X → A)) an upper bound for M(X → A)
Bestrule(X) the best rule which can be derived

from X
PS(X) is X potentially significant?

i.e. is UB(M(Bestrule(X))) ≥ minM?
Red(X) is X redundant?
Minimal(X) is X minimal?
Significant(X) is X significant?

i.e. is M(Bestrule(X)) ≥ minM?

Now we can classify set X as

1. potentially significant (PS(X) = 1). This means that
Y ⊇ X can be significant.

1.1 significant (Significant(X) = 1)

1.1.1 redundant (Red(X) = 1). The rule is not
output. Y ) X can still be non-redundant
and the search continues.

1.1.2 non-redundant (Red(X) = 0). The rule is
output. Y ) X can still be more significant
and the search continues.

1.1.2.1 minimal (Minimal(X) = 1). Now all
Y ) X will be redundant and can be
pruned.

1.1.2.2 non-minimal (Minimal(X) = 0). The
search continues.

1.2 insignificant (Significant(X) = 0). The rule is
not output. Y ) X can still be significant and
the search continues.

2. not potentially significant (PS(X) = 0). This means
that all Y ⊇ X are insignificant and Y ⊇ X is pruned.

3.2 Potential significance
Property PS is based on estimating an upper bound for

the M -value of the best rule which can be derived from
a set or its specializations. It turns out that PS is anti-
monotonic in most respects, meaning that if a superset of
X is PS, then X is also. For any potentially significant
(l + 1)-set Y = A1...Al+1 there can be at most one l-subset
X = A1...Ai−1, Ai+1...Al which is not potentially signifi-
cant. This is expressed in the following theorem from [3].

Theorem 1. Let M(fr, γ) be like before. Let Mina(X) ∈
X be the least frequent attribute in set X, i.e. P (Mina) ≤
P (Ai) for all Ai ∈ X. Then for any attribute sets Y , X ⊆ Y
(i) UB(M(Bestrule(X))) = M(P (X), (P (Mina))−1), and
(ii) If P (Mina(X)) ≤ P (Mina(Y )), then
UB(M(Bestrule(Y ))) = M(P (X), (P (Mina(X)))−1).

In practice this means that an (l + 1)-set has the same
upper bound for lift as l of its parent sets have. Only one
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parent set has a different least frequent attribute and pos-
sibly a different upper bound for lift. When the sets are
constucted in a certain order, we can guarantee that the up-
perbounds for both frequency and lift (and thus for M) can
only decrease.

3.3 Enumeration tree
The pruning principles can be implemented efficiently in

a special kind of an enumeration tree.
A complete enumeration tree lists all attribute sets in

power set P(R). In practice, it can be implemented as a
trie, where each root–node path corresponds to an item set.
The same structure can be used to represent the whole data
set compactly. Figure 1 shows a complete enumeration tree
for attribute set R = {A, B, C, D, E} and a representation of
an example data set. In [2] such a representation is called a
partial support tree, because the frequencies of attribute sets
are only partially counted. However, the tree already con-
tains all the information needed for counting the frequency
of any attribute set in the complete enumeration tree.
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Figure 1: A complete enumeration tree (dash line)
and a tree for the example data set (solid line).

The algorithm uses an enumeration tree, where the at-
tributes are ordered into descending order by their frequen-
cies. Now each (l+1)-set X has one parent node with a bet-
ter or equal upper bound for the lift. If this special parent
happens to be non-PS, then X (which has lower frequency)
is also non-PS.

If we traverse the tree in a depth-first manner from right
to left, then P (Mina(Y )) ≥ P (Mina(X)) for all Y ) X and
Theorem 1 can be used for pruning. The following observa-
tions tell us how we can use information from the processed
subtrees for further pruning. The idea is to construct PS-
candidates for the ith subtree as intersections of PS-nodes
in the processed subtrees on the right.

Observation 1. Let A1 � . . . � Ak be an order on at-
tributes such that P (A1) ≤ . . . ≤ P (Ak). Let t be an enu-
meration tree, where all labels are ordered. Let t1, . . . , tk

denote the main subtrees with labels A1, . . . , Ak. Let N(ti)
denote the set of all sets described by ti; PSS(ti) ⊆ N(ti) the
set of potentially significant sets; and MSS(ti) ⊆ PSS(ti)
the set of minimal significant sets in ti. Then for all Ai,
i < j ≤ k, PSS(ti) ⊆ {Ai} × (PSS(tj) \MSS(tj)).

This result means that all nodes whose counterparts in
right subtrees are missing, non-PS, or minimal, can be re-
moved from ti. On the other hand, we have to add some of
the nodes which are missing from ti, but which were non-
minimal and PS in all right subtrees. However, not all of

such nodes are needed. The following observation gives an
extra pruning condition:

Observation 2. Let ti,j be the jth subtree of ti. Then
PSS(ti,j−1) ⊆ (PSS(tj−1)\MSS(tj−1))∩ (PSS(ti,j)\MS(ti,j)).

In practice, this means that we can take an intersection
of all PS nodes in the previously processed subtrees (on the
right) and right sister branches. Minimal nodes can also
be removed, because more special sets could produce only
redundant rules. The proofs are given in Appendix B.

4. ALGORITHM
The main idea of DeepClue is to generate an ordered

enumeration tree in a top-down manner, from left-to-right.
When we proceed deeper in a branch, the frequency can
only decrease and the upperbound for the lift remains the
same. When we move to the left subtrees, the upperbound
for the lift can only decrease, and since all PS sets have
one parent set on the right, we also have an upperbound
for the frequency. These together define an upperbound for
M(BestRule(Y )), Y ⊇ X, when set X is processed.

The pseudocode is given in Figures 2 and 3. In addition,
we need auxiliary function UpdateNodes(t1, t2, t3), which
implements Observations 1–2. It adds all potentially signif-
icant but non-minimal sets in processed subtrees t2 ∩ t3 to
t1 and removes others.

Figure 2: Algorithm DeepClue(R,r, minM) for
searching all minimal, significant association rules
from data.

Input: set of attributes R, data set r, threshold minM

Output: minimal, significant rules
1 arrange attributes Ai ∈ R into descending order

by P (Ai);
2 k = |R|; n = |r|;
3 t=ReadData(r);
4 for i = k − 2 to 0

// t.children[k − 1] contains just one node
5 p = t.children[i];
6 for j = k − 1 to i+1

// when j == k − 1 p.[j] has no right sisters
7 if (j == k − 1)
8 UpdateNodes(p.children[j], t.children[j],

t.children[j]);
9 else UpdateNodes(p.children[j], p.children[j + 1],

t.children[j]);
10 count p.children[j]’s frequencies;
11 SearchRules(p.children[j], t);
12 output minimal, significant rules from t;

5. EXPERIMENTAL RESULTS
The algorithm was tested with six different data sets, us-

ing two minimum confidences for each set. The goal was to
find both strong rules and significant correlations, i.e. good
association rules for both predictive and descriptive pur-
poses. The results were compared to association rules which
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Figure 3: Algorithm SearchRules(p, t) for searching
rules in subtree p.

Input: node p, root of the whole tree t
Output: modified subtree p
1 if (PS(p.set) == 0)
2 p.flag = nPS
3 else
4 if Minimal(Bestrule(p.set)) p.flag = best;
5 else if Red(Bestrule(p.set)) p.flag = red;
6 if (p.flag == PS) // proceed to p’s children
7 for i = k − 1 to 0
8 SearchRules(p.children[i], t)
9 if ((p.mina was changed) and (PS(p.set) == 0)
10 p.flag = nPS; break;
11 for i = 0 to i = ind− 1
12 prune p’s left sisters
13 if (q.flag == nPS) remove q
14 else remove from q all nodes with flag == nPS;

were searched by traditional means, i.e. using a frequency-
based pruning and selecting the best rules by different mea-
sures in the post-processing phase.

The data sets and test parameters are described in Table
2. The first five data sets are biological/medical. Chess data
set was included, because it is extremely dense and contains
many negative dependencies (in Chess only about 6% of all
frequent rules express positive dependencies; with higher
minfr even less). All data sets and the source code can
be accessed on http://www.cs.helsinki.fi/u/whamalai/

datasets.html.
The numbers of discovered non-redundant rules are given

in Table 2 and a summary of quality assessment is repre-
sented in Table 3. The results were similar to our previ-
ous research [3]. DeepClue discovered substantially smaller
number but better quality rules than the traditional frequency-
based pruning with postprocessing. The most difficult set
for the classical approach was Chess, where nearly all dis-
covered rules expressed independencies or negative depen-
dencies. Therefore, it was also difficult to find any non-
redundant significant rules.

Computationally, DeepClue turned out to be quite effi-
cient. All data sets could be handled without any minimum
frequency thresholds or restrictions on rule length. The
maximal execution time (on Chess) was 70s. Traditional
Apriori was relatively much slower (with respect to large
minimum thresholds), due to a breath-first strategy and the
lack of on-line redundancy reduction. The large minimum
frequencies for the Apriori are partly due to heavy postpro-
cessing. For feasibility, the thresholds were set to avoid over
500 000 rules. However, the dense data sets are difficult for
Apriori even without this restriction. For example, Apriori
cannot handle Chess with minfr < 0.50.

6. CONCLUSIONS
Dependency analysis is an important but computationally

demanding problem in all empirical science. It is especially
problematic in bioinformatics, where data sets are often high
dimensional, dense and/or strongly correlated.

Table 2: Description of tests: test number, data set,
parameters, and number of rules for DeepClue and
Apriori with separate postprocessing.
Data n, k, mincf DeepClue Apriori

minZ #rules minfr #rules

1a Heart 157,23,0.6 4.5 80 0.05 130000
1b Heart 157.23.0.9 4.5 11 0.05 45000
2a Heartneg 157,46,0.6 5.5 220 0.32 110000
2b Heartneg 157,46,0.9 4.5 18 0.30 130000
3a Garden 1340,2372,0.6 20 130 0.001 1500
3b Garden 1340,2372,0.9 15 130 0.001 1400
4a Plants 15088,70,0.6 80 370 0.12 18000
4b Plants 15088,70,0.9 75 220 0.12 115000
5a mushroom 5416,120,0.6 70 310 0.22 78000
5b mushroom 5416,120,0.9 70 310 0.18 350000
6a chess 2130,75,0.6 33 80 0.75 135000
6b chess 2130,75,0.9 33 4 0.70 130000

Searching association rules offers a feasible solution, but
traditional frequency-based methods do not suit for depen-
dency analysis. The discovered rules are often trivial or
spurious while the most significant (low-frequency) rules are
missed. As a solution we have introduced a new algorithm,
which searches non-redundant association rules based on
their frequency and lift. The algorithm is able to find glob-
ally optimal rules without any frequency thresholds or re-
strictions on the rule length. Due to dept-first strategy, it
suits especially well for dense data sets.
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APPENDIX

A. NUMBER OF ALL POSSIBLE DEPEN-
DENCIES

When the number of attributes k is odd, the number of
all possible dependencies is

kX
i=2
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j
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.

The first sum lists all sets of 2–k attributes and their all
possible value combinations. The second sum expresses in
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Table 3: Quality of rules for DeepClue using the z-score and Apriori using frequency, certainty factor and
the z-score. For each measure, the prediction accuracy (acc), average lift (γ) and the z-score of the difference
of lift (∆γ) are reported. The best results are highlighted.

Data DeepClue Apriori
z-score c-factor frequency z-score

acc γ ∆γ acc γ ∆γ acc γ ∆γ acc γ ∆γ
1a Heart 0.36 2.6 -10.0 0.17 1.6 -3.0 0.23 1.3 -3.8 0.32 2.9 -5.5
1b Heart 0.15 2.2 3.8 0.05 1.2 0.8 0.10 1.1 -11.2 0.11 1.7 11.5
2a Heartneg 0.40 2.6 2.5 0.05 1.2 0.24 0.16 1.1 -2.7 0.16 1.7 7.9
2b Heartneg 0.15 2.2 3.8 0.05 1.2 0.24 0.10 1.1 -11.2 0.11 1.7 11.5
3a Garden 0.52 82.3 0.0 0.59 52.0 0.0 0.62 15.1 -0.01 0.53 284.7 0.0
3b Garden 0.55 50.0 0.0 0.68 96.4 0.01 0.63 114.9 -0.01 0.65 243.8 0.0
4a Plants 0.17 7.1 0.22 0.01 4.1 -14.4 0.20 3.1 -49.6 0.14 5.4 33.2
4b Plants 0.07 6.7 0.22 0.00 4.1 -2.6 0.07 3.86 -31.4 0.08 5.4 52.8
5a mushroom 0.01 1242 0.00 0.00 1.36 1.14 0.09 600 -50.1 0.04 3.2 191
5b mushroom 0.00 955 7.4 0.00 1.6 9.44 0.02 1.0 -68.4 0.02 4.7 139.4
6a chess 0.30 147.6 0.00 0.01 1.0 -114.6 0.03 1.0 -∞ 0.07 1.1 58.3
6b chess 0.04 835.1 0.00 0.00 1.0 -26.4 0.02 1.0 -7.9 0.05 1.1 458.2

how many ways we can divide i attributes to two parts.
With some algebraic manipulation, the equation becomes
5k

2
− 3k + 1

2
. (For even values of k, the derivation is more

complex.)

B. PROOF FOR OBSERVATION 1

Proof. First we note that N(ti) = ∪k
j=i+1{Ai} ×N(tj)

(Figure 1).
PSS(ti) ⊆ {Ai}×PSS(tj) follows directly from Theorem

1. Set MSS(tj) contains all minimal significant sets, i.e. the
corresponding rules have already the maximal possible M -
value, and their supersets could be only redundant. Thus, all
minimal, significant sets can be found in {Ai} × (PSS(tj) \
MSS(tj)).

C. PROOF FOR OBSERVATION 2
The idea is represented in the Figure 4.
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Figure 4: Potentially significant sets in branch
AiAj−1 (PSS(ti,j−1)) are a subset of potentially sig-
nificant sets in branch Aj−1 (PSS(tj−1)) and branch
AiAj (PS(ti,j)).

D. NODE RECORDS
DeepClue uses an enumeration tree, where each node p

contains the following fields:

• set the item set (in practice, we need to store only the
last attribute);

• fr frequency P (p → set);

• children[0, .., k − 1] pointers to p’s children nodes (a
fixed size table is used only for clarity; in practice we
use a dynamic table with a separate table for labels);

• flag = {nPS, PS, red, best} status of p → set; not po-
tentially significant, potentially significant, redundant
or minimal;

• mina the least frequent attribute which can occur in
p’s subtree (updated, when nodes are deleted);

• maxM M(Bestrule(p → set)), if p is non-redundant,
and max{q → maxM | q is p’s parent}, otherwise.
This enables fast redundancy checking.
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ABSTRACT
Parametric edit distance based classification has been ap-
plied to two significant problems in the bioinformatics area:
biological sequence analysis (DNA, RNA, protein), and se-
mantic relationship extraction from biomedical scientific lit-
erature. This method is based on the edit distance mea-
sure on sequences, with parametric costs for matching, mis-
matching, inserts, and deletes of letters. We present a proof
that finding optimal parameter values for such classification
based on training data is an NP-hard problem, which is an
important claim to justify the use of heuristic methods for
determining the best parameter values.

1. INTRODUCTION
Identifying sentences or passages of biomedical scientific

texts that describe interaction between biological entities,
such as proteins, DNA, and genes, has been in focus of
much recent research work in bioinformatics and text mining
area [1]. The types of interactions of interest include typ-
ically protein-protein, protein-DNA, gene regulations, and
other interactions between macromolecules. Additionally, in
our work we broaden the concept of interesting interactions
to include some other concepts such as cellular components
and processes. An overall goal of automatically identifying
such interactions is to provide text mining support to high-
level applications such as to building of knowledge models in
biological and medical area, facilitating formulation of new
hypotheses by experimentalists, and authoring of medical
evidence-based recommendations.

Extracting information about interactions starts with iden-
tifying language phrases that denote biological entities of in-
terest, called biological term annotation. This is integrated
with the standard Part-Of-Speech (POS) tagging procedure
in Natural Language Processing, which annotates words with
their lexical categories, or parts-of-speech labels, such as
nouns, verbs, adjectives, adverbs, etc. To provide high qual-
ity input to further semantic processing of interactions, it is
important to extract interaction information at as fine level

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
StReBio ’09, June 28, 2009, Paris, France
Copyright 2009 ACM 978-1-60558-667-0 ...$5.00.

of textual granularity as possible, which ends up to be the
level of a sentence, or a clausal part of a sentence. Thus,
the problem of interaction extraction lends itself to a simple
and clean formulation in form of sentence classification into
interaction and non-interaction sentences.

To be an interaction sentence, i.e., to describe an interac-
tion among biological entities, a sentence need to contain at
least two biological entities. Following successful POS tag-
ging and biological term annotation, we readily can check
whether a sentence contains at least two biological entities,
but co-occurrence of two or more such entities is not a guar-
antee that the sentence is an interaction sentence. For ex-
ample, in the 2005 Genomics TREC dataset, it has been
shown that around 50% of all sentence co-occurrences of bi-
ological entities correspond to definite relationships, while
the rest of the co-occurrences only convey some possible re-
lationships or contain no relationships of interest [8]. Beside
two or more biological entities in a sentence, the patterns
in which entities appear within the sequence of POS tags of
a sentence seem to be important. Once such patterns are
extracted (e.g., as described in [6, 9]), they are compared to
the tag sequence of a sentence that needs to be classified.
It was suggested in [6] that edit distance (e.g., see [3]), also
known as Levenshtein distance, is used to measure similarity
between a pattern and a sentence tag sequence.

The use of edit distance in detection of interaction sen-
tences is related to its similar use in analysis of biological
sequences, such as DNA, RNA, or protein sequences. The
standard edit distance is defined as the minimal number of
elementary edit operations, such as letter insert or delete,
needed to transform one string into another, which can be
efficiently calculated using the dynamic programming tech-
nique. This definition is generalized by introducing cost pa-
rameters for matching arbitrary two letters, and for delet-
ing or inserting different letters, and such edit distance is
used in the analysis of biological sequences, as well as de-
tection of interaction sentences. In the analysis of biological
sequences, the edit distance is used in the sequence align-
ment problem. In the detection of interaction sentences, the
edit distance is used to classify sentences into interactive
and non-interactive sentences, as described later in the pa-
per. While the best cost parameters of the edit distance
are currently determined heuristically, a natural question is
whether they can be determined so that the classification
performance on a training set is optimal. We show in this
paper that such problem is NP-hard [3], i.e., it would be
hard, and currently practically impossible, to find a polyno-
mial, efficient algorithm for this problem.
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2. RELATED WORK
Ananiadou and Mcnaught [1] is a general book on text

mining for biology and biomedicine, which discusses the
problem of biological term annotation. The problem of de-
tecting interaction patters is described in many papers, such
as [7, 11], and different variations of it have been used in
different challenges presented at conferences, such as the
BioCreative II [2] challenge.

The edit distance is a well-studied topic in computer sci-
ence area, and likely all general books in algorithmics cover
it, such as [3].

The approach of using generated patterns and edit dis-
tance in detecting interaction sentences is presented in Huang
et al. [6]. The approach used in [6] involves a pattern gen-
erating algorithm, and heuristic cost parameters. In [10, 4],
the authors also use machine learning of patterns, and they
experimented with an empirical parameter settings for the
edit distance algorithm, which were experimentally deter-
mined. They observed that the exact cost values were less
influential, and the overall tendency of rewards and penalties
for different tags was more important. It was suggested that
a further study of the impact of different scoring schemes on
the extraction performance is needed, but no subsequent ex-
perimental results have been reported on the issue.

3. BACKGROUND

3.1 Edit Distance
If two strings of letters are given, then one way of mea-

suring how similar they are is to find the minimal number of
elementary edit operations to transform one string into the
other. In the Levenshtein distance, or the standard edit dis-
tance, these operations are insert or delete of a single letter,
and optionally reversal of two adjacent letters. The original
motivation for the distance was correction of transmission
errors in communications, and a related application is cor-
rection of typographical errors in text. One good property
of the edit distance is that it can be relatively efficiently cal-
culated (in O(nm) running time, where n and m are lengths
of two strings) using the dynamic programming approach.
The edit distance satisfies the standard mathematical metric
properties:

d(x, y) = 0 ⇔ x = y

d(x, y) = d(y, x)

d(x, y) + d(y, z) ≥ d(x, z)

The edit distance can be generalized, while still preserving
the same dynamic programming approach to calculate if ef-
ficiently. First, instead of simply counting the number of
edit operations, we associate a cost with each edit operation
depending on letters involved in the operation. Addition-
ally, keeping a letter in a string (i.e., not deleting it), is
still considered an operation of matching it with the same
letter in the second string, and it can be generalized to a
general operation of replacing a letter with any letter. Such
replacements are another kind of edit operation, with para-
metric cost for different pairs of letters. This parametric
edit distance is the basis of edit distances used in analysis of
biological sequences and detection of interaction sentences.
One downside of this generalization is that the metric prop-
erties described above do not necessarily hold for the new
edit distance.

3.2 Parametric Edit Distance for Sequence
Classification

We describe here an approach to sequence classification
using parametric edit distance. While it is applicable to gen-
eral sequence classification, we use the example of sentence
classification into interactive and non-interactive sentences,
i.e., the problem of interaction sentence detection.

In the problem of interaction sentence detection, we start
with a training set of natural language sentences labeled as
interactive or non-interactive. The sentences are annotated
with POS tags and biological entities are annotated. Addi-
tionally, some additional processing and filtering is applied,
such as text chunking, which results in translating natural
language sentences into sequences of tags, i.e., sentences rep-
resented as tag sequences. From the tag sequences of inter-
action sentences we generate typical interaction patterns of
tags, i.e., typical sequences of tags. The details of one such
approach are described in [9]. As a result, we have a set of
tag sequences which represent characteristic patterns of in-
teractive sentences, which we call patterns, and denote this
set P . Additionally, all interactive sentences are translated
into sequences of tags in the set Is, which we will further
call interactive sentences, and non-interactive sentences are
translated into sequences of tags in the set Ns, which we
will further call non-interactive sentences. Table 1 gives a
description of tags used in the patterns.

Tag Tag description Tag
name type
BIO Unified tag for biological entities System
NP Noun phrases System
VB Verbal unit System
IN Preposition, subordinating conjunction POS
CC Coordinating conjunction POS
TO to POS
PPC Punctuation comma POS
PRP Determiner of possessive second POS
DET Determiner POS
POS Possessive POS

Table 1: Tags used in Interaction Patterns

In the classification process, an unseen sentence is repre-
sented as a sequence of tags, and it is classified into being
interaction or non-interaction, by measuring its edit distance
to each pattern, choosing the minimal distance, and compar-
ing it to a given threshold t. In other words, a sentence s is
an interaction sentence if and only if the following condition
is satisfied:

s is interaction sentence⇔ min
p∈P

d(s, p) < t (1)

The edit distance used in equation (1) is a parametric
edit distance, where deletion or insertion of any letter a is
specified as cost D(a) or I(a), respectively, and replacing a
letter a with a letter b is specified as cost M(a, b). In this
general setting, we cannot simply keep a letter a in a string,
but it is matched with itself with cost M(a, a). This also
introduces non-symmetricity in the distance; i.e., it is not
necessarily d(a, b) = d(b, a). It becomes important that we
adopt a convention that in d(s, p), where s is a sentence and
p is a pattern, we assume that edit operations are applied
to the sentence to obtain the pattern. Negative costs are al-
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lowed, and they can be considered rewards, but they should
not be defined in such a way to yield negative infinite dis-
tance (−∞); for example, by infinitely many times inserting
and deleting a letter. One simple way to resolve this issue
is to assume that the alphabet of letters used in sentences is
disjoint from the alphabet used in patterns. In other words,
when applying edit operations to get a pattern from a sen-
tence, some sentence letters are deleted, others are matched
with the pattern letters, and remaining pattern letters are
inserted.

Essentially, this classification method is an instance of
the well-known k Nearest Neighbours (kNN) classification
method [5], with k = 1. Namely, we can consider patterns to
be labeled data items in the interaction class, and a sentence
is classified as interaction sentence if and only if it belongs
to a sphere of radius t around a pattern with respect to the
parametric edit distance d.

As an example of classification, let us consider a single in-
teraction pattern ‘BIO VB IN BIO’, and the sentence “Pro-
tein A interacts with protein B.”which has the tag represen-
tation ‘BIO VB IN BIO’. The sentence tag sequence is equal
to the pattern, so it has a very low distance from the pat-
tern, and is classified as interaction sentence. On the other
hand, the sentence “Studies of protein A identified protein
B.”would have its tag representation ‘NP IN BIO VB BIO’,
leading to a high distance from the pattern, and thus being
classified as a non-interaction sentence.

The problem that we focus on is: If we are given a set Is

of interaction sentences, set Ns of non-interaction sentences,
and set P of patterns, how can we determine good values
for costs I, D, and M , as well as the threshold t, so that
the classification accuracy is maximized, i.e., the number of
sentences from S = Is∪Ns that are correctly classified using
formula (1) is maximal?

One could reduce the number of parameters by equalizing
some parameters from the cost tables. One practical scoring
scheme is shown in Table 2. Finding the best set of param-

Tag Delete/Insert Match Mismatch
name cost cost cost
BIO 10 -8 3
NP 8 -6 3
VB 7 -7 3
IN 6 -5 1
CC 6 -5 1
TO 1 -5 1
PPC 1 -3 1
PRP 1 -3 1
DET 1 -3 1
POS 1 -3 1

Table 2: An Example Scoring Scheme for Tags

eters (M, I, D, t) is an important problem, and the existing
approaches include experimentation [10, 4] and genetic al-
gorithms [9]. An important question is whether there is a
direct method to find the best set of parameters based on
the sets P , Is, and Ns.

4. OED-CLASS PROBLEM
We define the problem of finding Optimal parameters for

Edit Distance based sequence Classification problem, or the
OED-Class problem, in the following way:

An OED-Class problem is specified by a six-tuple
(ΣP , P, ΣS , Is, Ns, S), where ΣP is a finite pattern alphabet,
P is a finite set of patterns (P ⊂ Σ∗

P ), ΣS is a finite sentence
alphabet, Is a finite set of interaction sentences, Ns a finite
set of non-interaction sentences, and S is the set of sentences,
where Is ∩Ns = ∅, S = Is ∪Ns, and S ⊂ Σ∗

S .
If n = |ΣP | and m = |ΣS |, then the parameters of the

OED-Class problem are (M, D, I, t), where M is an m × n
matrix of real numbers specifying matching cost M(a, b) for
each pair of letters (a, b) ∈ ΣS ×ΣP , D is an m-dimensional
vector of costs of deleting letters D(a), a ∈ ΣS , I is an n-
dimensional vector of costs of inserting letters I(a), a ∈ ΣP ,
and t is a real-number threshold in equation (1) used for
classification.

The OED-Class problem is the problem of finding param-
eters (M, D, I, t) for a given six-tuple (ΣP , P, ΣS , Is, Ns, S),
as described above, such that the number of correctly clas-
sified sentences from S = Is ∪ Ns according to formula (1)
is maximal. The problem can also be formulated as the
following decision problem: Is there a set of parameters
(M, D, I, t) for a given (ΣP , P, ΣS , Is, Ns, S) which give a
100% accurate classification of the sentences S.

5. NP-HARDNESS OF OED-CLASS PROB-
LEM

To prove that the OED-Class problem is NL-hard in gen-
eral, we consider the decision problem that

We prove that the OED-Class problem is NP-hard in gen-
eral. First, let us prove a lemma that is useful in avoiding
the troublesome negative parameter values.
A note on notation: A scalar cannot be generally added
to a matrix or vector, as in M + 2c or D + c, where M is a
matrix, D is a vector, and c is a scalar; but we will use this
notation for simplicity reasons, with interpretation that the
scalar is added to each element of the matrix or vector. More
precise notation would be to, for example, write M + 2cJ
instead of M +2c, where J is a matrix of ones with the same
dimensions as M .

Lemma 1. If all patterns are of a fixed length n, and in-
teractive and non-interactive sentences are of a fixed length
k, where n and k are non-negative integers, then for any
set of parameters (M, D, I, t), and any constant c, the set of
parameters (M + 2c, D + c, I + c, t + nc + kc) will produce
the same classification result in an OED-Class problem.

Proof. In any edit sequence from a sentence to a pat-
tern, all edit operations will make a partition among char-
acters so that a match corresponds to one character in pat-
tern and one character in sentence, a delete corresponds to
one character in the sentence, and an insert corresponds
to one character in the pattern. This means that if nm,
ni, and nd are the numbers of matches, inserts and deletes,
than 2nm + ni + nd is always equal n + k. For this reason,
for any distance d between a pattern and a sentence using
parameters (M,D,I,t), the corresponding distance with the
parameter set (M + 2c, D + c, I + c, t + nc + kc) will be
d + nm · 2c + ndc + nic = d + nc + kc, so the classification
will be the same according to the threshold t + nc + kc.

One useful corollary of the lemma is that for the situation
where all patterns, interactive, and non-interactive sentences
are of the same length, we can assume that the parameters
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are non-negative, or positive, since we can always choose
such a large constant c in the above lemma to make them
positive with the same classification result.

Claim 1. The OED-Class problem is NP-hard.

Proof. We will prove that the problem is NP-hard by
showing that the 3-SAT problem, a well-known NP-complete
problem [3], can be reduced to it. A 3-SAT problem is a
logical satisfiability problem of finding the truth values of
variables (true of false) such that a given logical formula is
satisfied. The formula is of the form

Vn
i=1(xi ∨ yi ∨ zi), i.e.,

it is a conjunct of the clauses (xi ∨ yi ∨ zi), where each xi,
yi, and zi is a literal, and each literal is either a variable pj ,
or a negation of a variable ¬pj , from a finite set of variables
{pj}kj=1. We need to prove that for any instance of the 3-
SAT problem, there is an instance of the ED-Class problem,
whose solution could be efficiently used to solve the 3-SAT
problem.

Let the 3-SAT problem be given by as the formula F =Vn
i=1(xi ∨ yi ∨ zi), as described above. We define the OED-

Class problem in the following way: The pattern alphabet is
ΣP = { B, E, t, f }, the pattern set is P = { BttffffE, Bfft-
tffE, BffffttE, BttttffE, BttffttE, BffttttE, BttttttE
}, and the sentence alphabet is ΣS = { B, E } ∪ {p, P | for
all variables p in F}. For any literal x, we define x̄ = p if
x = p, or x̄ = P if x = ¬p for a variable p. The interactive
sentences are Is = { Bx̄x̄ȳȳz̄z̄E | for each clause x ∨ y ∨ z
in F}, and non interactive sentences are Ns = { BpPpPpPE
| for all variables p} ∪ { Bx̄x̄ȳȳz̄Ez̄, Bx̄x̄ȳz̄z̄Eȳ, Bx̄ȳȳz̄z̄Ex̄,
x̄x̄ȳȳz̄z̄EB, EBx̄x̄ȳȳz̄z̄ Bx̄x̄ȳȳz̄z̄Ez̄, | for each clause x∨ y ∨ z
in F}.

One direction: If 3-SAT is satisfiable, then 100% accu-
racy is achievable in the OED-Class problem. For each vari-
able p given value true in the 3-SAT satisfiability assignment
(i.e, p = >), we set parameters M(p, t) = 0, M(P, t) = 1,
M(p, f) = 1, M(P, f) = 0; otherwise, for p = ⊥ we set
M(p, t) = 1, M(P, t) = 0, M(p, f) = 0, M(P, f) = 1. The
letters B and E match only themselves with cost 0, otherwise
the cost is 1. All insertions and deletions have cost 1, and
the threshold t is 1. The distance of any interactive clause
will be 0 from the corresponding truth value pattern, so they
are accepted. The non-interactive sentences will not be ac-
cepted because the distance of BpPpPpPE sentences will be 3
from any pattern, and the distance of other non-interactive
sentences, which do not start with B or do not end with E,
will be larger than 1 since all patterns start with a B and
end with an E.

Other direction: If 100% accuracy is achievable, then the
3-SAT is satisfiable. Let us assume that 100% classifica-
tion accuracy is achievable for some parameters. Since all
patterns and sentences have the same length, we can ap-
ply our lemma and assume that all matching, insert, and
delete parameters, as well as threshold are positive. Since
non-interactive sentences BpPpPpPE are rejected, at most one
of parameters M(p, t) or M(P, t) is ≤ t1/6, where t1 =
t −M(B, B) −M(E, E). If M(p, t) ≤ t1/6 we assign p = >,
if M(P, t) ≤ t1/6, we assign p = ⊥ (false), and otherwise
we can assign either true or false to p. Now, for each clause
in formula F , the corresponding interactive sentence is ac-
cepted by one of the patterns. Only matchings had to be
used, because if there were any insertions or deletions, then
one of the characters that were inserted could be inserted
last (or first if it is E), and one of the non-interactive sen-

tences that does not start with B and ends with E would be
accepted. This implies that at least for one of the literals
x in the clause, which is matched with a t in the pattern,
we must have M(x̄, t) ≤ t1/6, which implies that p = > if
x = p, or p = ⊥ if x = ¬p. In both cases, the corresponding
3-SAT clause would be satisfied.

6. CONCLUSIONS AND FUTURE WORK
A proof that the OED-Class problem is NP-hard is pro-

vided. This conclusion justifies the general use of heuristic
methods, such as heuristic search and genetic algorithms, in
finding the best parameter settings for edit-distance based
approaches in biomedical information extraction from sci-
entific literature, and biological sequence analysis, among
other applications. One of the future work directions is ap-
plication of genetic algorithms in parameter optimization,
and some work on one such method has been published [9].

Some variations of the OED-Class problem still need com-
plexity analysis. For example, we have proven that the one-
letter problem, for both sentence and pattern alphabets, can
be solved in O(n log n) time. A particularly interesting prob-
lem is the case of sentenence alphabet up to four letters {
A, C, G, T }, which is the case of DNA sequences.
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ABSTRACT
Inductive Logic Programming (ILP) systems have been suc-
cessfully applied to solve complex biological problem by view-
ing them as binary classification tasks. It remains an open
question how an accurate solution to a multi-class problem
can be obtained by using a logic based learning method. In
this paper we present a novel logic based approach to solve
complex and challenging multi-class classification problems
in bioinformatics by focusing on a particular task, namely
protein fold recognition. Our technique is based on the use
of large margin kernel-based methods in conjunction with
first order rules induced by an ILP system. The proposed
approach learns a multi-class classifier by using a divide and
conquer reduction strategy that splits multi-classes into bi-
nary groups and solves each individual problem recursively
hence generating an underlying decision list structure. The
method is applied to assigning protein domains to folds. Ex-
perimental evaluation of the method demonstrates the effi-
cacy of the proposed approach to solving complex multi-class
classification problems in bioinformatics.

Categories and Subject Descriptors
I.2.6 [Artificial Intelligence]: Learning

General Terms
Algorithms, Experimentation, Evaluation

Keywords
Multi-class Classification, Support Vector Machines, Induc-
tive Logic Programming, Support Vector Inductive Logic
Programming, Bioinformatics, Protein Fold Recognition

1. INTRODUCTION
The underlying aim of a multi-class approach is to learn a

highly accurate function that categorizes examples into pre-
defined classes. Effective multi-class techniques are crucial
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to solving the challenging and complex problems in bioin-
formatics such as multi-class protein fold recognition.

The two areas of machine learning, namely Inductive Logic
Programming (ILP) and Kernel based methods (KMs) are
well known for their distinguishing features: ILP techniques
are characterized by their use of background knowledge and
expressive language formalism whereas strong mathemati-
cal foundations and high generalization ability are remark-
able characteristics of KMs. Recently some useful tech-
niques (such as Support Vector Inductive Logic Program-
ming (SVILP) [7], kFOIL [6] and RUMBLE [9]) have been
designed by exploiting the characteristics of KMs and ILP to
solving binary classification problems and performing real-
valued predictions. In this paper we study multi-class clas-
sification in the combined ILP and kernel learning scenario
by extending SVILP for bioinformatics tasks.

SVILP solves binary classification problems in a multi-
stage learning process. In the first stage, a set of first or-
der Horn clauses (rules) are obtained from an ILP system
that takes as input relationally encoded examples and back-
ground knowledge. In the next stages similarity between
the examples is computed by the use of a novel kernel func-
tion that captures semantic and structural commonalities
between examples. The computed relational and logic based
kernel is used in conjunction with a large margin learning
algorithm to induce a binary classifier. In this way, SVILP
performs classification task by training a large margin first
order classifier.

In order to solve multi-class problems, within the frame-
work of large margin first order rule learning, we propose a
simple but accurate approach. The method is designed by
reducing the multi-class classification task to binary prob-
lems. However our approach is different from the existing
reduction techniques as it learns the hidden structure and
characteristics of the data and hence improves the perfor-
mance of the classifier. The proposed method is based on
a divide and conquer strategy and it discriminates different
classes using an underlying structure based on decision lists.
The multi-class problem is reduced by recursively breaking it
down into binary problems where each binary task is solved
by invoking an SVILP machine. At each node of the decision
list the algorithm induces a first order large margin classifier
and updates the training set by removing the examples of
the class chosen at the previous node. A label is assigned to
a new example by traversing the list.

The recognition of proteins having similar structure is a
challenging and complex task in bioinformatics. It has key
importance in studying protein structure and function and
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can provide answers to biological problems. In fold recogni-
tion, labels are assigned to proteins from a set of predefined
annotations (labels, folds). In this way protein fold recog-
nition can be viewed as the multi-class classification task.
The aim of a protein fold classification system is to assign
proteins to one of many folds with high accuracy. Machine
learning methods have been applied to investigate the prob-
lem. The studies reported in [10, 3]) applied Support Vector
Machines (SVMs) to solving multi-class protein fold classi-
fication problem. Chen and Kurgan [1] and Shen and Chou
[11] studied ensemble methods to assign proteins to 27 folds
from SCOP [8]. In this paper we present a novel logic based
approach to solving protein fold recognition problem. We
also compare the proposed approach with standard multi-
class logic based method and multi-class SVMs. The ex-
perimental results demonstrate the efficacy of the proposed
technique in assigning protein folds.

2. MULTI-CLASS INDUCTIVE LOGIC PRO-
GRAMMING (MC_ILP)

ILP systems have been successfully applied to binary clas-
sification tasks in computational biology, bioinformatics, and
chemoinformatics. There are few ILP systems that can per-
form multi-class classification tasks [5]. The standard multi-
class logic based method, described below, is biased towards
the majority class. The method is based on learning theories
Hj(first order horn clauses) for each class j. The obtained
theories for r classes are merged into a multi-theory H. For
each class the number of correctly classified training exam-
ples are recorded. A class is assigned to a new example if
the example satisfies the conditions of the rules. In the case
that an example is predicted to have multiple classes, then
the class with the maximum number of predicted training
examples is assigned to the example. If an example fails
to satisfy the conditions of all rules in H, a default class
(majority class) is assigned to it. The method is termed as
multi-class ILP (MC ILP).

3. SUPPORT VECTOR INDUCTIVE LOGIC
PROGRAMMING

Support Vector Inductive Logic Programming [7] is a new
machine learning technique that is at the intersection of In-
ductive Logic Programming and Support Vector Machines.
SVILP extends ILP with SVMs where the similarity between
the examples is measured by computing an inner product
on the subset of rules induced by an ILP system. It can be
viewed as a multi-stage learning algorithm. The four stages
that comprise SVILP learning are described as follows.

In the first stage a set of rules H is obtained from an ILP
system that takes relationally encoded examples (positive,
negative) and background knowledge as input. This stage
maps the examples into a logic based relational space. A
first order rule, h ∈ H, can be viewed as a boolean function
of the form, h : D → {0, 1}.

In the next stage a subset H ∈ H is selected using an in-
formation theoretic measure, namely compression, described
below. The subset of rules, H, is selected by thresholding
the compression value. This stage maps the examples into
another lower dimensional space containing the information
relevant to the task at hand. The compression value of a

rule is computed by the expression, C = PT∗(ps−(ng+c+a))
ps

,

where ps is the number of positive examples correctly de-
ducible from the rule, ng is the number of negative exam-
ples that satisfy the conditions of the rules, c is the length
of the rule and a is number of further atoms required to
complete the input/output connectivity of the rule and PT
is the total number of positive examples.

In the third stage a kernel function is defined on the se-
lected set of rules that can be weighted/unweighted. The
kernel is based on the idea of comparing two examples by
means of structural and relational features they contain;
the more features in common the more similar they are.
The function is given by the inner product between the
mapped examples where the mapping φ is implied by the
set of rules H. The mapping φ for an example d is given

by, 1. φ : d →
(√

π(h1(d)),
√

π(h2(d)), . . . ,
√

π(ht(d))
)′

,

where h1, . . . , ht are rules and π is the weight assigned to
each rule hi. The construction embeds the data into a fea-
ture space, where dimensionality of the space is the same
as the cardinality of the set of rules. In this way, an ex-
ample is viewed as a column vector where each entry of
the vector is indexed by a specific rule. The kernel for ex-
amples di and dj is given by, k(di, dj) = 〈φ(di), φ(dj)〉 =∑t

l=1

√
π(hl(di))

√
π(hl(dj)). The kernel specified by an in-

ner product between two mapped examples is a sum over all
the common hypothesized rules. Given that φ maps the data
into feature space spanned by ILP rules, we can construct

Gaussian RBF kernels, kRBF (di, dj) = exp
(−‖(φ(di)−φ(dj)‖2

2σ 2

)
,

where ‖(φ(di)− φ(dj)‖ =√
k(di, di)− 2k(di, dj) + k(dj , dj).
In the final stage learning is performed by using an SVM in

conjunction with the kernel. SVILP is flexible to construct
any kernel in the space spanned by the rules. However, in
the present work we used RBF kernels, kRBF .

4. SUPPORT VECTOR INDUCTIVE LOGIC
PROGRAMMING BASED MULTI-CLASS
CLASSIFICATION

We now propose a novel logic based method to solving
multi-class classification problems. We apply inductive learn-
ing in which a learning algorithm is provided with a set of ex-
amples, D, of the form D = {(d1, c1), (d2, c2), . . . , (dn, cn)}
where di are training examples and ci ∈ {1, 2, . . . , r} are
classes (labels). The goal of the classification algorithm is
to generate a function f : d → {1, 2, . . . , r} that assigns a
new example d to the class with low error probability.

In order to solve multi-class problems we apply powerful
but simple divide and conquer strategy. The complex multi-
class classification task is divided into binary problems and
each problem is solved recursively. The method constructs
a decision list as shown in figure 1. Here each non-leaf node
has two children. Classes are represented by non leaf nodes
where edges are labeled by the binary classifier’s output. We
term the divide and conquer technique as decision list based
SVILP (DL SVILP). The method is shown as Algorithm 1.
The technique reduces multi-class classification problem to
r−1 binary problems, where r is the total number of classes.
The algorithm can be viewed as comprising r− 1 iterations.
In each iteration a class is selected as the positive class and
the remaining classes are reduced to the negative class. The

1′ specifies column vector
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DNA 3 −helical(+), EF 
hand−like(−), Globin−

{

}like(−), Interleukin 8(−)
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Globin−{ like(−), 

}
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Globin−
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hand−like 

−helical 

 EF  EF 

like

Figure 1: A decision list, learned by the large margin
first order rule learner, for multi-class classification.

binary problem is solved by using a large margin first order
rule learner. The training set is updated by removing the
examples of the chosen class. In this way the root node
contains all the classes whereas the node at depth r − 1
contains two classes. The size of the training set used at
depth r − 1 is (much) smaller than the size of the training
set for the root node. DL SVILP assigns a class j to a new
example d as follows:
1. Begin at the root node
2. Apply the classifier associated with the node to example
d
3. Travel down the edge labeled by the classifier’s output
4. If the edge is labeled positive output the class associated
with the leaf. If the edge is labeled negative repeat steps
2 and 3 until the last positive edge is reached. Output the
label given by the node.

Algorithm 1 Support Vector Inductive Logic Programming
(DL SVILP) for multi-class classification

Input: A set of training examples
{(d1, c1), (d2, c2), . . . , (dn, cn)}, where di ∈ D and
ci ∈ {1, 2, . . . , r} and a vector index that represents
learned structure of the list.
for j = 1 to r − 1 do

/* Select a class p from r classes */
p = index[j]
/* Formulate the binary class problem by assigning la-
bel ’1’ to examples of class p and ’-1’ to examples of
remaining classes */
Di = {(d1, c1), (d2, c2), . . . , (dn, cn)}, where di ∈ D and
ci ∈ {1,−1}
/* Induce a binary classification function fi by applying
SVILP to set Di */
fi : Di → {1,−1}
/* Reduce the size of set Di by removing the examples
belonging to class p */
Di+1 = Di \Dp

end for
return fi for i = 1, . . . , r − 1

We now describe how the underlying structure of the list
is constructed. The method is dynamic and adaptive to the
learning process. At each node the selection of the pos-

itive class is made in such a way so as the classifier can
have high generalization ability. The method is presented
as Algorithm 2. For each class j a binary class problem is
formulated by assigning label ’1’ to examples of chosen class
and ’-1’ to examples of remaining classes. The classifier, in-
duced from the dataset, is evaluated on a validation set. The
performance of the classifier is measured by the expression
WP ∗ P− + WN ∗N+. Here P denotes the number of posi-
tive example, and N represent number of negative examples.
Similarly, the number of positive examples that are misclas-
sified are represented by P−, where N+ shows the number
of negative examples that are classified positive. WP and
WN are the weights assigned to P−, and N+ respectively.
WP is set to N

P
and WN is set to 1. The process of inducing

the classifiers and recording their performances in a list is
repeated for all the r classes. Finally the list is sorted and
this ranked list defines the underlying structure.

Algorithm 2 Learning underlying structure for DL SVILP

Input: Training set, d1, d2, . . . , dn, validation set,
d′1, d

′
2, . . . , d

′
s, r classes and a large margin first or-

der rule learner (such as SVILP)
for j = 1 to r do

/* Formulate the binary class problem by assigning la-
bel ’1’ to examples of class j and ’-1’ to examples of
remaining classes */
/* Induce a binary classification function by applying
SVILP to training data, d1, d2, . . . , dn */
/* Apply the learned function to validation set,
d′1, d

′
2, . . . , d

′
s */

/* Measure performance of classifier using expression
given below */
S[j]′ = WP ∗ P− + WN ∗N+

where P = total number of positive example, N = total
number of negative examples, P− = number of misclas-
sified positive examples, N− = number of misclassified
negative examples, WP = N

P
and WN = 1

index[j]′ = j
end for
/* Sort list S′ in ascending order and reorder list index′

accordingly */
S = sort(S′)
index = reorder(index′)
return index and S

5. EXPERIMENTS AND RESULTS
We conducted experiments to evaluate the performance

of the proposed method to solving multi-class protein fold
recognition problem.

We used accuracy as evaluation measures. Let Pj denote

the number of examples belonging to class j, P =
∑j=k

j=1 Pj

represent total number of examples belonging to k classes,
and TPj denote the number of correctly classified examples
belonging to class j. The accuracy for each class j is given

by
TPj

Pj
whereas the overall accuracy is defined by the ex-

pression
∑j=k

j=1 TPj

P
. We solved protein fold classification

problem by applying the proposed method to the dataset
presented in [12]. In order to compare the performance
of SVILP based multi-class classification scheme with non-
SVILP based methods we used multi-class SVM (MC SVM)

24



Table 1: 5-fold cross-validated over all accuracy
(OA) ± standard deviation for protein fold dataset
for MC ILP, DL SVILP and MC SVM. We also re-
port cross-validated accuracy ± standard deviation
for 20 folds.

Fold MC ILP DL SVILP MC SVM

α
1 93.33 ± 4.55 73.33 ± 8.07 43.33 ± 9.05
2 28.57 ± 12.07 21.43 ± 10.97 14.29 ± 9.35
3 46.15 ± 13.83 61.54 ± 13.49 46.15 ± 13.83
4 10.00 ± 9.49 40.00 ± 15.49 0.00 ± 0.00
5 40.00 ± 15.49 40.00 ± 15.49 30.00 ± 14.49
OA 55.84 ± 5.66 53.25 ± 5.69 31.17 ± 5.28

β
6 73.33 ± 6.59 91.11 ± 4.24 68.89 ± 6.90
7 57.14 ± 10.80 95.24 ± 4.65 66.67 ± 10.29
8 0.00 ± 0.00 15.00 ± 7.98 25.00 ± 9.68
9 43.75 ± 12.40 75.00 ± 10.83 68.75 ± 11.59
10 64.29 ± 12.81 71.43 ± 12.07 71.43 ± 12.07
OA 52.59 ± 4.64 74.14 ± 4.07 61.21 ± 4.52

α/β
11 52.73 ± 6.73 67.27 ± 6.33 56.36 ± 6.69
12 52.38 ± 10.90 76.19 ± 9.29 28.57 ± 9.86
13 28.57 ± 12.07 50.00 ± 13.36 21.43 ± 10.97
14 7.69 ± 7.39 30.77 ± 12.80 0.00 ± 0.00
15 0.00 ± 0.00 8.33 ± 7.98 16.67 ± 10.76
OA 39.13 ± 4.55 56.52 ± 4.62 36.52 ± 4.49

α+
β
16 53.85 ± 9.78 69.23 ± 9.05 34.62 ± 9.33
17 15.38 ± 10.01 53.85 ± 13.83 30.77 ± 12.81
18 7.69 ± 7.39 46.15 ± 13.83 38.46 ± 13.49
19 0.00 ± 0.00 8.33 ± 7.98 33.33 ± 13.61
20 77.78 ± 13.85 66.67 ± 15.71 22.22 ± 13.86
OA 32.88 ± 5.71 52.05 ± 5.80 32.88 ± 5.64

OA 45.41 ± 2.55 60.37 ± 2.51 42.26 ± 2.53

and MC ILP. MC SVM was trained by using SVMlight [4]
where the method was presented in [2]. For MC SVM,
we represented protein domains by using non-relational fea-
tures namely, total number of residues, α-helices and β-
strands. Previous research demonstrated the effectiveness
of these features for protein fold classification task. For
MC ILP and SVILP based techniques we used relational
fold discriminatory features described in [12]. These fea-
tures are polypeptide chain length, number of α-helices and
β-strands, adjacent secondary structure elements, proper-
ties of the secondary structure such as the hydrophobicity,
the hydrophobic moment, the length of proline (number of
proline residues) and the length of the loop.

The dataset comprises 381 protein domains. They be-
long to 20 folds of SCOP that have been categorized into
4 structural classes, namely α, β, α/β and α + β. Table
2 shows the class distribution for 20 protein folds. The
indices 1 to 20 shown in Tables 1 and 2 represent SCOP
folds DNA 3-helical, EF hand-like, Globin-like, 4-Helical
cytokines, Lambda repressor, Ig beta-sandwich, Tryp ser
proteases, OB-fold, SH3-like barrel, Lipocalins, α/β (TIM)-

Table 2: Class distribution for 20 protein folds.

Fold #Exm Fold #Exm
α α/β
1 30 11 55
2 14 12 21
3 13 13 14
4 10 14 13
5 10 15 12

β α + β
6 45 16 26
7 21 17 13
8 20 18 13
9 16 19 12
10 14 20 9

barrel, Rossmann-fold, P-loop, Periplasmic II, α/β-Hydrolases,
Ferredoxin-like, Zincin-like, SH2-like, β-Grasp, and Inter-
leukin respectively. The dataset is characterized by uneven
class distribution as shown in table 2.

We randomly divided the dataset into 5 equal-sized folds
and applied the experimental methodology as follows. At
each cross-validation round 3-folds were used for training
the classifiers where the remaining two folds were used as
validation set and test set. The free parameter of SVM MC
(C, width of the Gaussian kernel) and SVILP DL (C, width
of the Gaussian kernel) were tuned by using the validation
set.

Table 1 lists the cross-validated accuracy for each protein
fold for multi-class classification methods. Overall accuracy
over 20 folds is also given. Table 1 shows that the accuracy
values of DL SVILP are significantly higher than the other
methods and it outperforms all the other techniques in the
study.

6. CONCLUSION
In this paper we presented a novel logic based multi-class

classification method, DL SVILP. It produced an accurate
solution to a complex bioinformatics problem, namely multi-
class protein fold recognition. Experimental results showed
that DL SVILP captured structural and relational similar-
ities between the proteins. It accurately assigned protein
domains to folds and outperformed all the other methods in
the study.
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ABSTRACT  
In protein sequence alignment algorithms, a substitution matrix of 
20x20 alignment parameters is used to describe the rates of amino 
acid substitutions over time. Development and evaluation of most 
substitution matrices including the BLOSUM family [1] was 
based almost entirely on fully structured proteins. Structurally 
disordered proteins (i.e. proteins that lack structure, either in part 
or as a whole) that have been shown to be very common in nature 
[2] have a significantly different amino acid composition than 
ordered (i.e. structured) proteins [3]. Furthermore, the sequence 
evolution rate is higher in unstructured as compared to structured 
regions of proteins containing both structured and unstructured 
regions [4]. These results cast doubt on appropriateness of the 
BLOSUM substitution matrices for alignment of structurally 
disordered proteins [5].To address this problem, we take into the 
account the concept of structural disorder by extending the 
alphabet for sequence representation from 20 to 2x20=40 
symbols, 20 for amino acids in disordered regions and 20 for 
amino acids in ordered regions. A 40x40 substitution matrix is 
required for alignment of sequences represented in the extended 
alphabet. Such an expanded matrix contains 20x20 submatrices 
that correspond to matching ordered-ordered, ordered-disordered, 
and disordered-disordered pairs of residues. In this paper we 
describe an iterative procedure that we used to estimate such a 
40x40 substitution matrix. The iterative procedure converged with 
stable results with respect to the choice of the sequences in the 
dataset. In the obtained 40x40 matrix we found substantial 
differences between the 20x20 submatrices corresponding to 
ordered-ordered, ordered-disordered, and disordered-disordered 
region matching. These differences provide evidence that for 
alignment of protein sequences that contain disordered segments, 
the discovered substitution matrix is more appropriate than the 
BLOSUM substitution matrices. At the same time, the new 
substitution matrix is applicable for sequence alignment of fully 
ordered proteins as its order-order submatrix is very similar to a 
BLOSUM matrix. 

Categories and Subject Descriptors 
J.3 [Computer Applications]: Life and Medical Sciences – 
Biology and genetics. 

General Terms 
Algorithms, Experimentation. 

Keywords 
Protein sequence alignment; structurally disordered proteins; 
substitution matrices.1 

1. INTRODUCTION 
Sequence alignment is an essential tool in modern bioinformatics. 
The goal of sequence alignment is to arrange two or more 
sequences (genomic or protein) in rows of equal length in an 
attempt to identify similar and evolutionary related sequences. 
The alignment process allows mismatching and gaps where 
mismatches correspond to point mutations while gaps correspond 
to insertions and deletions. Most alignment algorithms, including 
BLAST [6] and ClustalW [7], use a matrix of parameters known 
as substitution or scoring matrix to assign scores to possible 
alignments and then look for an alignment with maximal score. 
Additionally, penalties for gaps can also be controlled with 
parameters, such as gap opening penalty and gap extension 
penalty. 

Substitution matrices are derived from a set of “ground-truth” 
alignments; PAM matrices [8] were developed from a set of 
manually curated alignments, while BLOSUM matrices [1] were 
developed from alignments in the BLOCKS database [9]. There is 
no natural golden standard for the choice of set of “ground-truth” 
alignments, and this choice is one of the main sources of variation 
between various substitution matrices. The score score(ai , aj) for 
matching amino acids ai and aj is calculated as C·log2(pij ⁄ qiqj), 
where pij is the observed frequency of ai and aj being aligned in 
the “ground-truth” alignments, while qi and qj are the observed 
frequencies of ai and aj, and the constant C is selected so that the 
error introduced by rounding all scores to the nearest integer is 
minimized. The score is positive if amino acids ai and aj are 
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observed aligned as a pair more frequently than would be 
expected based on their individual frequencies, and negative if 
they are observed aligned less frequently than would be expected. 

Structurally disordered proteins (SDPs, also called intrinsically 
disordered proteins/IDPs or unstructured proteins) are highly 
abundant in nature [2]. Although they lack stable tertiary structure 
under physiological conditions in vitro, the functional repertoire 
of SDPs complements the functions of ordered proteins. SDPs are 
involved in a number of crucial biological functions including 
regulation, recognition, signaling and control [10]. The 
structurally disordered regions (SDRs, also called intrinsically 
disordered regions/IDRs or unstructured regions) in proteins 
have significantly different amino acid composition than ordered 
proteins [3]. This observation led to development of predictors of 
structural disorder that achieve more than 80% of per-residue 
accuracy [11]. The difference in amino acid compositions alone 
casts doubt on appropriateness of BLOSUM and PAM matrices 
for alignment of SDP sequences (since frequencies qi are 
different). Rates of sequence evolution in disordered versus 
ordered proteins were examined in [4], where it was found that for 
19 out of 26 families of proteins with confirmed structural 
disorder, the disordered regions evolved significantly more 
rapidly than the ordered regions, while for only 2 families the 
opposite was true. A different rate of evolution in disordered 
proteins means that the frequencies pij are also inappropriate, and 
a different substitution matrix is needed for alignment of SDP 
sequences. 

To overcome the lack of “ground-truth” alignments for SDPs, an 
iterative approach has previously been used [5] to obtain a set of 
alignments of families of proteins with confirmed SDRs and the 
corresponding substitution matrix. The iterative procedure starts 
with the BLOSUM62 matrix, aligns all families of proteins and 
calculates the substitution matrix from obtained alignments. The 
two steps of alignment and calculation of the substitution matrix 
are then repeated until no significant changes are observed. The 
obtained matrix DISORDER is significantly different than the 
initial BLOSUM62 matrix. However, there is no clear-cut 
criterion for when this matrix should be used instead of the 
BLOSUM62 matrix. Furthermore, this matrix still assigns the 
same score to a pair of amino acids, regardless of whether they 
belong to SDRs or ordered regions of proteins. 

In this paper we propose a radically new approach to protein 
sequence representation for the purpose of sequence alignment 
that takes into account the concept of structural disorder and the 
differences in amino acid compositions and evolutionary rates. 
We use an extended amino acid alphabet that assigns two different 
symbols to the same amino acid depending on whether it belongs 
to a structurally disordered region or a structured region. We 
describe an iterative procedure that we used to obtain a 40x40 
substitution matrix. This matrix has four 20x20 submatrices that 
correspond to aligning: 1) ordered to ordered regions, 2) and 2’) 
ordered to disordered regions, and 3) disordered to disordered 
regions (Figure 1). We found significant and substantial 
differences between these submatrices. The scores for alignment 
of disordered regions to disordered regions are higher than for 
alignment of ordered regions to ordered regions, which is further 
empirical evidence of higher evolutionary rate in disordered 
regions. The most important advantage of this approach is that the 
alignment algorithms such as Needleman-Wunsch [12], Smith-

Waterman [13] and ClustalW [7] can be modified to use the 
expanded substitution matrix and utilize the knowledge 
(experimentally determined or predicted) of structurally 
disordered regions in the sequences being aligned. 

2. MATERIALS AND METHODS 
2.1 Dataset 
To overcome the limitation on the size of dataset from [5], where 
only proteins with confirmed SDRs were used, we decided to use 
prediction of structural disorder to label the SDRs in protein 
sequences, which in turn allows us to select arbitrary families of 
protein sequences for our dataset. We began by randomly 
selecting 1000 protein sequences from the UNIREF database as 
“anchors” for families. We performed BLAST queries for these 
sequences against the UNIREF database to obtain families of 
similar sequences. From the BLAST results we kept only those 
sequences that satisfied the following criteria: 1) the difference in 
sequence length compared to the anchor sequence was less than 
10%, and 2) the global sequence identity with the anchor 
sequence was at least 90% (note that significance of BLAST 
results is estimated based on local identity and/or similarity). We 
discarded the families with less than 10 sequences. To limit the 
computational requirements we imposed a threshold of 900 on the 
length of sequences and reduced the large families to only 50 
sequences by random sampling. The resulting dataset contains 
600 families with between 10 and 50 sequences (436 families, or 
72%, contain 50 sequences). The average length of sequences in 
600 families ranges between 27 and 811, while the median is 312. 

To predict structurally disordered regions in all protein sequences 
we used VSL2B predictor [11] since this was the most accurate 
disorder predictor at two consecutive protein structure prediction 
assessment community-wide experiments (CASP 6-7). We found 
that 18% of residues in the constructed dataset were predicted to 
belong to SDRs. 

2.2 An iterative procedure for estimation of a 
40x40 substitution matrix 
Modifications of Needleman-Wunsch and Smith-Waterman 
algorithms (global and local pairwise sequence alignment) for use 
with extended alphabet and an expanded 40x40 substitution 
matrix were fairly straightforward. We implemented a multiple-
sequence alignment algorithm based on ClustalW (as described in 
[7]) with necessary modifications. To save computation time we 

Figure 1. A 40x40 substitution matrix consists of four 
20x20 sub-matrices (left) and the initial matrix, made up 

of four copies of BLOSUM62 matrix (right). 
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pre-computed the all-to-all pairwise sequence identities using the 
Smith-Waterman algorithm and BLOSUM62 matrix (ClustalW 
uses a heuristic to estimate pairwise identities) and used the same 
guiding tree and weights for multiple-sequence alignment in all 
iterations. 

We used the following iterative procedure for sequence alignment 
and estimation of the 40x40 substitution matrix: 

1. Initialize the 40x40 matrix (as explained below). 
2. Obtain multiple-sequence alignment for each family 

of sequences using the current matrix. 
3. Calculate a new matrix from the alignments 

obtained in step 2. 
4. Go back to step 2, unless the changes between 

iterations are negligible. 

The first step of the iterative procedure initializes the matrix to a 
40x40 matrix made up of four copies of BLOSUM62 substitution 
matrix (Figure 1). This means that in the first iteration of 
alignment, the disorder prediction information is ignored. 

After the alignments are obtained in step 2, the new substitution 
matrix is calculated using the following procedure: 

1. Initialize array for matrix M to zeros. 
2. For each family of sequences: 

For each pair of sequences seqi, seqj, with 
weights wi, wj, for which i < j, 

For each pair of matched amino-acids from 
seqi and seqj, (excluding “matches” to gaps): 

increase the cell in the array corresponding 
to the two matched amino-acid by w1w2. 

3. Calculate matrix of amino acid pair frequencies 

ij
pP = as ( ) ∑′+=

ji ij
mMMP

,
2  

4. Calculate frequencies for amino acids ∑=
j iji
pq  

5. Calculate all scores using the formula: 

( ) ( )
jiijji

qqpaascore 2log2, =  

The value of constant C = 2 is the same as in the calculation of the 
BLOSUM62 matrix, so the same gap penalty values can be used. 

2.3 Experiments 
All experiments with the described iterative procedure were 
performed with the default values for gap penalties in BLAST 
algorithm: 11 for gap opening and 1 for gap extension. In the 
main experiment we used the whole dataset to obtain a 40x40 
substitution matrix. 

To test the stability of our iterative procedure with respect to the 
choice of the dataset, we also run it six times with six different 
subsets of the dataset, each time randomly selecting only half of 
the sequence families. If the procedure is stable we expect to 
obtain six similar matrices. 

As a control experiment, we modified the dataset by assigning 
randomly generated numbers instead of disorder predictions (we 
draw random numbers from a similar distribution as the values of 
disorder predictions). By comparing the matrices obtained in the 
main and control experiment, we were able to identify which 
properties of the matrix obtained in the main experiment are 

specific to structural disorder and were not obtained by pure 
chance. 

3. RESULTS 
Our convergence criterion for the iterative procedure used to 
estimate the 40x40 substitution matrix is that the absolute values 
of updates for all parameters in the matrix fall below 0.5. This 
relaxed criterion is due to the fact that in applications the values 
in the matrix are usually rounded to the nearest integers to allow 
usage of integer arithmetic. The substitution matrix estimation 
procedure converged in five iterations as illustrated in Figure 2. 

The 40x40 matrix obtained in the main experiment with the whole 
dataset is displayed in Table 1 (at the end of the Reference 
section). We compare the values in the obtained matrix with the 
values in the initial BLOSUM62 matrix in Figure 3. 

We checked the stability of the iterative procedure by examining 
the distribution of std. deviations of six values obtained for each 
matrix element in the experiments repeated with six random 
subsets of the dataset (each subset contains 300 randomly selected 
sequence families, i.e. half of the dataset). Substitution matrices 
obtained in these six experiments were fairly similar with standard 
deviation for 85% of matrix elements smaller than 0.5 (histogram 
omitted for lack of space). The greatest instability is observed for 
scores related to least frequent amino acid types in disordered 
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regions. This is expected, since log2(pij ⁄ qiqj) is least stable for 
small values of pij, qi and qj. 

For the 40x40 matrix obtained in the control experiment with the 
randomized dataset, we compare its four 20x20 submatrices. 
These four submatrices were practically identical, with 0.305 as 
the highest standard deviation for four related elements in these 
submatrices, and with standard deviation smaller than 0.1 for 
85.5% of 400 submatrix positions. We also compared the four 
submatrices of the matrix obtained in the control experiment with 
the order-order submatrix of the substitution matrix obtained in 
the main experiment. The differences follow a distribution similar 
to a normal distribution with µ = .24 and σ = .16, meaning that 
although the submatrices are very close, the scores are slightly 
higher in the order-order submatrix of the expanded substitution 
matrix from the main experiment. 

4. DISCUSSION 
The iterative procedure for estimation of the 40x40 substitution 
matrix that we described in this paper is an effective way of 
overcoming the lack of ground-truth alignments. The resulting 
substitution matrix is the fixed point of the mapping defined by 
steps 2 and 3 of the procedure. It also has the property that it both 
produces the alignments in step 2, and it is derived from the same 
alignments. 

In the obtained expanded substitution matrix we observed 
substantial differences between the scores assigned to alignment 
of disordered-disordered, ordered-ordered and ordered-disordered 
pairs of amino acids. These differences provide further evidence 
that evolutionary rates in disordered and ordered regions of 
proteins are different and that BLOSUM62 and other matrices are 
not appropriate for alignment of SDPs. In contrast to BLOSUM62 
matrix that tends to penalize matching of non-identical amino 
acids, our expanded matrix tends to assign higher scores (or at 
least smaller penalties) to the matching of non-identical amino 
acids in the disordered regions, where due to higher evolutionary 
rate such mismatches are more likely to occur in nature. The 
scores for alignment of ordered regions of two sequences in our 
expanded matrix are similar to scores assigned by the 
BLOSUM62 matrix. Finally, our matrix assigns the lowest scores 
(or more precisely: highest penalties) for matching amino acids in 
ordered regions in one sequence to amino acids in disordered 
regions in another sequence. This is consistent with the 
conservation of position and extent of disordered regions in 
homologous sequences. 

The experiments with the random subsets of the dataset showed 
that the procedure is stable with respect to the selection choice of 
the protein sequences in the dataset (as long as the selection is 
done randomly). The results also emphasize the importance of 
using a large dataset. Furthermore, the results of the experiment 
with the randomized dataset showed that the differences between 
four 20x20 submatrices observed in the main experiment were not 
obtained by chance and that they clearly come from the 
differences between evolutionary rate in ordered and disordered 
regions of proteins. 

We are currently running extensive testing of the iterative 
procedure with various values of gap opening (from 5 to 15) and 
extension penalties (0.5, 1, 2). In the matrices that we obtained so 
far for several combinations of gap penalties we found similar 

differences between 20x20 submatrices as was the case for the 
original experiment with 11/1 gap opening/extension penalties. 

The 40x40 substitution matrix is ready to be used with the 
modified versions of local and global pairwise alignment 
algorithms, as well as with the modified version of multiple-
sequence alignment algorithm. The only preprocessing required 
for this algorithm is the application of disorder predictor on 
sequences to be aligned. 

The ultimate test for our proposed approach to protein sequence 
alignment will be its comparison with currently available 
alignment tools in real applications. Since aligning a query 
sequence against some large database of sequences is only 
feasible with heuristic-based algorithms such as BLAST, we are in 
process of implementing a modification of BLAST, which by 
itself is a very involved algorithm. Another option that we are 
currently exploring is development of a scheme that involves the 
original BLAST with appropriate pre- and post-processing. For 
this we are relying on PSI-BLAST, as it allows using a Position-
Specific Scoring Matrix (PSSM) as an input. 
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Table 1. The 40x40 substitution matrix obtained with our iterative proc edure (initial matrix: BLOSUM62; gap opening penalty: 11; 
gap extension penalty 1). The matrix is divided into four 20x20 submatrices, as explained in the Introduction and Figure 1. The 

values are rounded to the nearest integer. 
  Order 

  C  S  T  P  A  G  N  D  E  Q  H  R  K  M  I  L  V  F  Y  W 
Disorder 

  C  S  T  P  A  G  N  D  E  Q  H  R  K  M  I  L  V  F  Y  W 
C 
S 
T 
P 
A 
G 
N 

O  D 
r  E 
d  Q 
e  H 
r  R 

K 
M 
I 
L 
V 
F 
Y 
W 

 11  0 -1 -5  0 -3 -3 -5 -5 -4 -3 -4 -5 -2 -2 -2 -1 -2 -2 -3 
  0  6  1 -1  1 -1  0 -1 -1 -1 -2 -1 -1 -3 -4 -4 -3 -4 -3 -5 
 -1  1  7 -2  0 -3 -1 -2 -2 -1 -2 -2 -1 -1 -2 -3 -1 -4 -4 -4 
 -5 -1 -2  8 -1 -4 -3 -2 -2 -2 -3 -3 -2 -5 -5 -5 -4 -6 -5 -5 
  0  1  0 -1  5 -1 -2 -2 -1 -1 -3 -2 -2 -2 -2 -3 -1 -3 -4 -4 
 -3 -1 -3 -4 -1  7 -1 -2 -3 -3 -4 -3 -3 -5 -7 -6 -5 -6 -6 -6 
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 -5 -1 -2 -2 -2 -2  1  7  2  0 -1 -2 -1 -6 -8 -7 -6 -7 -5 -7 
 -5 -1 -2 -2 -1 -3 -1  2  7  2 -1 -1  1 -4 -6 -5 -4 -6 -4 -5 
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 -3 -2 -2 -3 -3 -4  1 -1 -1  1  9  0 -1 -3 -5 -4 -4 -2  1 -2 
 -4 -1 -2 -3 -2 -3 -1 -2 -1  1  0  7  3 -3 -5 -4 -4 -5 -3 -3 
 -5 -1 -1 -2 -2 -3  0 -1  1  1 -1  3  7 -3 -5 -4 -4 -6 -4 -5 
 -2 -3 -1 -5 -2 -5 -4 -6 -4 -2 -3 -3 -3  8  1  2  0  0 -2 -2 
 -2 -4 -2 -5 -2 -7 -6 -8 -6 -4 -5 -5 -5  1  6  1  3 -1 -3 -3 
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 -2 -4 -4 -6 -3 -6 -5 -7 -6 -5 -2 -5 -6  0 -1  0 -1  8  3  1 
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  9 -6 -6 -9 -5 -9 -8-11-10 -8 -7 -8 -8 -7 -6 -6 -5 -7 -6 -6 
 -3  2 -1 -3 -2 -4 -2 -3 -3 -3 -4 -4 -3 -5 -6 -6 -5 -6 -6 -7 
 -4 -2  3 -5 -3 -7 -3 -4 -4 -4 -5 -4 -4 -4 -4 -5 -3 -7 -6 -7 
 -7 -4 -5  5 -3 -7 -6 -5 -4 -4 -6 -5 -5 -8 -7 -7 -6 -8 -8 -8 
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  1  4 10  2  4  1  3  2  1  2  1  1  2  1  2  1  3  0  0 -2 
 -1  2  2 11  3  0  1  1  0  2  1  0  0 -2  0  1  1 -1 -2 -1 
  1  3  4  3  9  2  2  2  2  3  1  1  2  0  1  1  3  0  0 -1 
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  1  4  3  1  2  2 11  4  2  3  3  1  3 -1  0 -1  0 -1  1 -2 
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  0  0  2  0  1 -2  0 -1 -1  0  0  0  0  4 12  5  7  4  2  1 
  0  0  1  1  1 -2 -1 -2 -1  1  0  0 -1  4  5 10  4  5  2  2 
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ABSTRACT
Experimental results often present a substantial fraction of
missing and censored values. Here we propose a strategy
to perform principal component analysis under this specific
incomplete information hypothesis. This allows the recon-
struction of the missing information in a way consistent with
the experimental observations.

1. INTRODUCTION
In many bio-medical application, data resulting from ex-

periments can be organized in matrices. E.g. pharmaco-
logical experiments may measure how certain cells react to
certain chemical compounds. One can organize the results
in a matrix with columns representing biological assay and
rows representing chemical compounds. However, not every
compound is tested in every assay. Hence, the resulting data
matrix will be a sparse matrix containing typically from 10
up to 90 percent missing or censored values. We say that a
value is missing if no information is available about it. We
say that a value is censored if we only know an upper or
lower bound for it. An example to understand when cen-
sored values arise is the determination of the 50% inhibitory
concentration (IC50) of a chemical compound on substrate
conversion by an enzyme. At infinite compound dilution no
effect is seen, while at a high compound concentration the
enzyme is completely blocked. Since generally we want to
identify the most active compounds, many compounds are
not screened at very high concentrations, therefore we will
end up with some compounds that do not inhibit the en-
zyme at the highest measured concentration and those will
appear as censored values in the matrix. Notice that missing
and censored data are not distributed randomly (e.g. some
assays are more difficult than others), hence the distribution
of holes in the matrix is likewise not random. Completely
disregarding missing or censored information is sub-optimal
and principled ways to use all available types of information
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are therefore of interest.
Given the importance of principal components analysis [1]

(PCA) as a method for data elaboration, we investigate how
to perform PCA under the hypothesis of missing and cen-
sored data. We show that finding the principal component
is possible using a modified NIPALS algorithm and we use
these results to reconstruct the incomplete information.

2. PROBLEM STATEMENT
Let r and k be natural numbers representing the number

of rows and columns of the experiment matrix respectively.
In a pharmacological application, r represents the number
of cell lines and k the number of the tested chemical com-
pounds. We denote with v∗i,j the true outcome of every pair
(i, j) ∈ {1, 2 . . . r} × {1, 2 . . . k}, although the value of v∗i,j is
not always experimentally known exactly.

In order to deal with censored or missing information we
consider, in addition to the data matrix V , a modifier ma-
trix M and we represent an experimental result by the pair
(Mi,j , Vi,j), where Vi,j ∈ R is a value and Mi,j ∈ {e, l, u, m}
is a modifier. With Mi,j = e, we indicate that the exper-
iment was performed, and an exact value was measured:
in this case we have complete information and v∗i,j = Vi,j .
With Mi,j = u, we indicate that the experiment only pro-
vided an upper bound for the real value and we only know
that v∗i,j < Vi,j . Conversely, Mi,j = l indicates that the
experiment only provided a lower bound for the real value
and we only know that v∗i,j > Vi,j . Censored data is thus
represented by Mi,j ∈ {u, l}. Finally, with Mi,j = m we de-
note missing data, that is, the event whereby the experiment
was not performed or failed for any reason, and we have no
information about the value of v∗i,j .

Let A ∈ Rr×k be an r× k matrix containing values for all
entries as predicted by some model. We would like a measure
scoring the quality of this model. The sum of squares loss
function

L2(A, V ) =
X
i,j

(Ai,j − Vi,j)
2. (1)

can be used when for all pairs (i, j) we have exact values
(e, Vi,j). When we have missing and censored data however,
an extended loss function is needed. One plausible extension
is the following:

L(A, M, V ) =
rX

i=1

kX
j=1

L′(Mi,j , Ai,j − Vi,j) (2)
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where

L′(e, x) = x2

L′(u, x) = x2 if x ≥ 0
L′(u, x) = 0 if x < 0
L′(l, x) = x2 if x ≤ 0
L′(l, x) = 0 if x > 0
L′(m, x) = 0

In words: we consider the sum of squares loss when exact
values are known; if only an upper limit is known and the
predicted value is greater than this limit, then we are incur-
ring in a mistake and we penalize it under the sum of squares
loss, if however the predicted value is lower than the upper
bound, we do not have enough information to determine the
entity and if there has been a mistake, therefore we return
no penalty; likewise in the lower limit case; finally, in the ab-
sence of any information, any predicted value is acceptable
and once again we assume no mistake.

3. PRINCIPAL COMPONENTS ANALYSIS
If V is a r × k matrix, the problem of finding the first

d principal components of V consists in finding matrices
P ∈ Rr×d and Y ∈ Rd×k where P is an orthonormal matrix
P⊤P = Id, such that the approximation error ‖V − PY ‖2
is minimized. Here we are interested in finding a low-rank
approximation of V when some entries of V are missing or
censored. We propose to search for matrices P and Y that
minimize the new loss L(PY ). Notice that when we have the
exact values for all entries in V then L(PY ) = ‖V − PY ‖2
and we fallback to the standard PCA. When we have missing
and censored data instead, we obtain a different low-rank
approximation as the new loss L penalizes those models PY
whose entries violate the bounds.

4. THE FIRST PRINCIPAL COMPONENT
A popular strategy to find the principal components is to

proceed in an iterative fashion and obtain them one by one.
Algorithms such as the Nonlinear Iterative Partial Least
Squares (NIPALS) algorithm find the first principal com-
ponent, subtract it from the data, and repeat the procedure
to find the subsequent components. In this section, we in-
vestigate to which extent a similar strategy can be employed
in the presence of missing or censored data.

The problem of finding just the first principal component
consists in finding vectors p and y such that ‖p‖2 = 1 and
L(py⊤) is minimal. We achieve this with Alg. 1, a general-
ization of the NIPALS algorithm [2]. We first show that the
procedure converges. Notice that none of the steps in the
inner iteration can increase the value of L(py⊤): a) the mini-
mization steps can not increase L(py⊤), and b) the rescaling
steps leave the product py⊤ unchanged since y is multiplied
by the norm ‖p‖2 and p is normalized to unit norm. As
L(py⊤) can only decrease then the iteration must converge.

We now show that the algorithm converges to a local mini-
mum for L. We do this by relating our minimization problem
to the standard case under full information. Assume that
the iteration has converged to p∗ and y∗, i.e.

p∗ = argminpL(py⊤∗ )

y∗ = argminyL(p∗y
⊤)

Algorithm 1 Generalized NIPALS algorithm

function GenNipals1((M,V ))
Initialize p and y to arbitrary non-zero values
repeat

Let y ← argminyL(py⊤)

Let p← argminpL(py⊤)
Let y ← ‖p‖2y
Let p← p/‖p‖2

until no more improvement
return (p, y)

end function

Now consider the matrix V ′ such that

V ′
i,j = Vi,j if Mi,j = e

V ′
i,j = Vi,j if Mi,j = u and piyj > Vi,j

V ′
i,j = piyj if Mi,j = u and piyj ≤ Vi,j

V ′
i,j = Vi,j if Mi,j = l and piyj < Vi,j

V ′
i,j = piyj if Mi,j = l and piyj ≥ Vi,j

V ′
i,j = piyj if Mi,j = m

In words: V ′ is a matrix which is at the same time compat-
ible with the experimental observations and with the model
py⊤: when only a upper limit is known (i.e. Mi,j = u),
if the reconstructed value is greater than the maximum al-
lowed (i.e. piyj > Vi,j) then we trim the value in V ′

i,j to
the upper limit; if the reconstructed value does not violate
the constraint then we accept the proposed value piyj , and
likewise for the other cases.

One can verify that the proposed loss on the censored
data is equivalent to the standard L2 loss on the compatible
matrix

L2(p∗y
⊤
∗ , V ′) = L(p∗y

⊤
∗ , M, V )

and that also the first and second derivatives are equal:

∇p∗,y∗L2(p∗y
⊤
∗ , V ′) = ∇p∗,y∗L(p∗y

⊤
∗ , M, V )

∇2
p∗,y∗L2(p∗y

⊤
∗ , V ′) = ∇2

p∗,y∗L(p∗y
⊤
∗ , M, V )

Hence p∗ = argminpL2(py⊤∗ , V ′) and y∗ = argminyL2(p∗y⊤, V ′)
are the solutions to the standard minimization problem un-
der L2 which yield the first principal component of V ′. This
solution is the same that we obtain minimizing L(py⊤, M, V ).

Finally, one can observe that the minimization steps of
Alg. 1 can be performed efficiently as they are convex opti-
mization problems.

5. SUBSEQUENT PRINCIPAL COMPONENTS
In this section we will consider the problem of finding sev-

eral principal components. We will store the first d principal
components in matrices P ∈ Rr×d and Y ∈ Rd×k. We will
use common sub-matrix notations such as P:,1:i to denote
the sub-matrix formed by all rows and columns 1 to i of
P . With a solution (P, Y ) there corresponds a matrix V ′

defined by

V ′
i,j = Vi,j if Mi,j = e

V ′
i,j = Vi,j if Mi,j = l and Pi,:Y:,j < Vi,j

V ′
i,j = piyj if Mi,j = l and Pi,:Y:,j ≥ Vi,j

V ′
i,j = Vi,j if Mi,j = u and Pi,:Y:,j > Vi,j

V ′
i,j = piyj if Mi,j = u and Pi,:Y:,j ≤ Vi,j

V ′
i,j = piyj if Mi,j = m

Again, V ′ is the matrix that has entries consistent with the
experimental observations and that best fits the model PY .
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Algorithm 2 Finding several principal components

function GenNipals2((M,V ))
for i = 1..d do

Let Di ← V − P:,1:i−1Y1:i−1,:

Let (P:,i, Yi,:)← GenNipals1(M, Di)
repeat

for j = 1..i do
Let Dj ← V − P:,1:j−1Y1:j−1,: −

P:,j+1:iYj+1:i,:

Let (P:,j , Yj,:)← GenNipals1(M, Dj)
Let UΣW be the SVD of PY .
Let P ← U
Let Y ← ΣW

end for
until no more improvement

end for
return (P, Y )

end function

With perfect information, once the first principal compo-
nent (P:,1, Y1,:) is found, one can find the second principal
component by searching P:,i and Yi,: to minimize

‖V − P:,1:i−1Y1:i−1,: − P:,iYi,:‖2.
Similarly, Algorithm 2 searches P:,i and Yi,: to minimize

L(P:,1:i−1Y1:i−1,: + P:,iYi,:, M, V ).

However, changing P:,i or Yi,: may also change the matrix
V ′, implying that the other columns of P and the other
rows of Y should be optimized again. This happens in
the loop of Algorithm 2. Each further optimization makes
L(P:,iYi,:, M, V ) smaller, until the algorithm converges. Since
the minimization using the generalized loss function does not
guarantee that the column of P are orthogonal, in every iter-
ation Algorithm 2 transforms P and Y such that the matrix
PY remains unchanged but P is orthogonalized. One way
to achieve this is to use the singular value decomposition,
though there are more efficient and more accurate alterna-
tives. After convergence, (P, Y ) are the first i principal com-
ponents of the matrix V ′, and therefore a local optimum of
our optimization problem.

6. DISCUSSION AND CONCLUSIONS
We have proposed a strategy to compute the principal

components under the hypothesis of missing and censored
data. We have proposed a plausible objective function and
presented an optimization algorithm which allows the recon-
struction of the incomplete information with values consis-
tent with the experimental observations.

There are many directions for future work. First, the pro-
posed algorithm can be optimized for efficiency and accu-
racy. Second, it is an important question whether the opti-
mum discovered is always a global optimum. Third, it would
be interesting to study related settings, e.g. to approach the
problem from the point of view of a generative model with
noise.
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ABSTRACT 
Recently, the principles of graph theory are being adopted to 
address molecular and chemical structures investigations such as 
3D protein structure prediction and spatial motifs discovery. 
Proteins have been parsed into graphs according to several 
approaches and methods and then studied based on graph theory 
concepts and data mining tools. In this paper we make a brief 
survey on the most used graph-based representations and we 
propose a naïve method to help with the protein graph making 
since a key step of a valuable protein structure mining process is 
to build concise and correct graphs holding reliable information. 
We, also, show that some existing and widespread methods 
present remarkable weaknesses and don’t really reflect the real 
protein conformation. 

Categories and Subject Descriptors 
J.3 [Life and Medical Science]: Biology and genetics; H.2.8 
[Database Applications]: Data Mining.  

General Terms 
Reliability, Verification. 

Keywords 
Protein structure, graph representation, preprocessing, amino 
acids, vertices, bonds, chemical interactions, edges, discriminative 
feature. 

1. I$TRODUCTIO$ 
The structural database PDB [1] continues to expand 
tremendously comprising so far more than 51000 protein 
structures. Hence, new methods are required to analyze, study and 
compare protein structures. Whereas the recognition, comparison, 
and classification of sequences is now more or less a solved 
problem, accurate computational and machine learning tools for 
the study of the proteins in their native state are still not abundant 
[2].  

The investigation of 3D protein structures can give important 
functional and structural insights whereas the sequences fail to 
provide full accurate information especially in function prediction 
tasks [3]. Indeed, during the evolution some distantly related 
proteins may lose sequence homology while retaining some 
common folding. 

A primordial step to any mining process or any computational 
study of proteins is to look for a convenient representation of their 
spatial conformation i.e., a preprocessing step is necessary to yield 
computer-analyzable data [4]. Since proteins are macromolecules 
that can be viewed as a set of related elements (amino-acids, 
atoms…), they can be translated into graphs where vertices may 
vary from atoms to coarser sub-structures like secondary structure 
fragments. 

In most works that studied proteins as graph structures, vertices 
have been represented by amino acids, the basic building blocks 
of proteins. In fact, amino acids are better to express any 
conformation homology between protein structures than using 
atoms or secondary structure elements. Besides, that may give 
valuable extensions to the previous works on sequences like motif 
discovery. 

We review some existing methods and show that they comprise 
fundamental points of criticisms. Based on these criticisms, we try 
to enhance the protein graph making. It is very important to build 
a graph-based representation that reflects the real protein 
conformation since it will be the start point of any later processing 
and analysis. 

In the next section we try to make the matching between proteins 
and graphs in a structural view while explaining what make 
proteins perform their 3D shape. Section 3 exhibits the most used 
preprocessing methods of graph making from proteins as well as 
our suggestion to perform this task. In section 4, we conduct an 
experimental comparison of two graph-making methods, based on 
the feature extraction. Concluding points and directions for future 
works can be found in section 5. 

2. PROTEI$ A$D GRAPHS 
A graph is a finite set of vertices (or nodes) and edges (or arcs) 
defined as couples G = (V, E) where V is the set of vertices and E 
the set of edges which each element i.e. edge is a pair of adjacent 
vertices of V. Graphs have extensively been used to investigate 
various real applications such as communication and 
transportation networks, electrical circuits, chemical components 
and recently to investigate the protein structure analysis [5]. 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
otherwise, or republish, to post on servers or to redistribute to lists, 
requires prior specific permission and/or a fee. 
StReBio'09, June 28, 2009, Paris, France. 
Copyright 2009 ACM 978-1-60558-667-0...$5.00. 
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Proteins are biological macromolecules formed by concatenation 
of 20 distinct amino acids into long chains. They play crucial 
roles in almost every biological process. They are responsible in 
one form or another for a variety of physiological functions 
including enzymatic catalysis, binding, transport and storage, 
immune protection, control of growth… 

The sequence of the amino acid residues in these chains is termed 
the protein primary structure. These chains can fold to form 
complex 3D structures due to a combination of chemical 
interactions with the existence of some standard sub-structures 
called secondary structures. In the final folded state of a protein 
i.e., tertiary structure, residues that are far away in the chain can 
be very close in space. 

From a computer science point of view, the protein structure can 
be viewed as a set of elements. Each element can be an atom, an 
amino acid residue or a secondary structure fragment. Hence, 
several graph representations have been developed to preprocess 
protein structure, ranging from coarse representations in which 
each vertex is a secondary structure fragment to fine 
representations in which each vertex is an atom [5].  

2.1 Amino Acids and Vertices 
The amino acids, which are supposed to be the vertices of the 
graph, represent the basic building units of proteins. There are 20 
amino acids sharing a common structural scheme. An amino acid 
is composed of a central (but not the centroid) carbon atom called 
Cα and four chemical groups attached to Cα : a hydrogen atom, an 
amino group, a carboxyl group and a side chain or radical R 
(figure 1). It is the side chain that differentiates one amino acid to 
another and gives it its physic-chemical properties. The common 
parts between the amino acids compose the so called backbone 
[6]. 

 

Figure 1.  Amino acid and protein primary structures. 

2.2 Chemical Interactions that Stabilize 

Proteins 
Chemical interactions are the forces that hold atoms and residues 
together, forming molecules. The chemical interactions that 
stabilize proteins and give them their 3D shape can be divided 
into five groups (see table 1): covalent bonds in which atoms 
share electrons, ionic bonds, hydrogen bonds, hydrophobic 
interactions, and Van der Waals forces [6] [7] [8].  

When talking about protein graph building, these interactions are 
supposed to be, in one form or another, the chemical analogues of 
the graph edges. 

Table 1. Chemical interactions within proteins. 

Interaction Description  Radius  

Covalent Bonds 
Sharing of a pair of valence 
electrons by two atoms 

1.5 – 3 Å 

Ionic Bonds 
Electrostatic attractions between 
oppositely charged components 

3 Å 

Hydrogen 
bonds 

Two partially negatively charged 
atoms share a partially positively 
charged hydrogen 

3.5 Å 

Hydrophobic 
interactions 

Hydrophobic amino acids in the 
protein closely associate their side 
chains together 

3 Å 

Van der Waals 
forces 

Transient, weak electrical 
attraction of one atom for another 
when electrons are fluctuating 

2 Å 

3. BUILDI$G GRAPHS FROM PROTEI$ 

STRUCTURES 
In the representations that use amino acids as vertices, edges are 
usually defined based on distance between these vertices.  
However, some works expressed that edge by the strength of 
interaction between two amino acid side chains [9]. Hereafter, we 
mention the most widespread methods of protein graph building. 
Then, we propose a simple method to deal with such task. 
Proteins are described by PDB files [1] including the atoms’ 
coordinates among other information. Initially, we connect the 
vertices corresponding to the consecutive amino acids of the 
primary structure.  

We assume that the correctness of a protein graph is directly 
linked to how much the existing edges reflect the really existing 
interactions that stabilize the protein even the interactions 
responsible of maintaining secondary structures. 

3.1 Most used method: Main atom 
Generally works that use graphs as a means to represent proteins, 
abstract each amino acid i to a sole main atom of i denoted by 
MAi and characterized by its spatial coordinates (xi, yi, zi). This 
main atom can be real like Cα or Cβ

1 atoms or virtual like the 
amino acid centroid or the side chain centroid [10] [11]. Two 
vertices m and n are said to be linked by an edge e(m, n) = 1 if the 
Euclidian distance between their two main atoms ∆ (MAm, MAn)  
is below a threshold distance δ. Formally: 
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The time complexity of such methods is O(n2) where n is the 
number of amino acids. 

By reviewing the literature, we found that most works use Cα 
atoms as main atoms and sometimes Cβ with usually δ >= 7Å on 
the argument that Cα atoms define the overall protein 
conformation [11]. We experimentally tried to assess these ways 
of graph building and to check whether they can find already 

                                                                 
1 Cβ is the first carbon atom belonging to the side chain and 

directly attached to Cα. 
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known links/bonds in proteins by making the graphs of some PDB 
files namely the human insulin (2HIU). We noticed that to 
discover some true edges (disulfide bridges, secondary 
structures…) using Cα, δ must not be below 7 Å but higher. 

However, such threshold would yield many false edges2 
depending on the positions and orientations of amino acids. 
Indeed, it is obvious that we can find many amino acids, whose 
Cα atoms are in the range of 7 Å and even less, which are not 
concerned by any chemical interaction especially when their side 
chains are far away to each other. Using a high threshold greatly 
increase the number of edges without really matching with 
existing chemical interactions i.e., false edges. Whereas using low 
threshold does not help with finding true edges especially in the 
case of amino acids having big side chains making Cα atoms far 
away from each other. The same criticisms can be induced 
concerning the use of Cβ. 

3.2 $aïve method: All atoms 
Since atoms are directly concerned by bonding, one can think of 
building edges by examining distances between all atoms of two 
given amino acids. We didn’t find in the literature any work that 
uses this method to build graphs of amino acids, but it has been 
used with graphs of atoms [12] [13]. The principle is similar to 
the one in section 3.1: Two vertices m and n are said to be linked 
by an edge e(m, n) = 1 if there exist two atoms Am, An belonging 
respectively to m and n and whose Euclidian distance  ∆ (Am, An)  
is below a threshold distance δ. Formally: 
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The time complexity of such methods is O(n2*m2) where n is the 
number of amino acids and m is the number of atoms. 

We recommend using this method (with δ = 3.6 Å) since it 
reduces the possibility of obtaining false edges but it seems to be 
slower than the ones of section 3.1.  

4. EXPERIME$TAL COMPARISO$ 
In section 3, we report that the most widespread method which is 
the one based on distance between Cα atoms (CA method with a 
threshold δ = 7 Å) may contains several false edges. We also 
recommend building protein graphs by considering distances 
between all atoms (AA method) with a threshold δ = 3.6 Å.  

In this section we try to experimentally compare the two methods 
i.e., CA and AA. To evaluate the quality of the graph building 
methods, we tried to extract discriminative features (DF, see 
definition below) from two datasets. The datasets are retrieved 
using the advanced search of the Protein Data Bank [1] with no 
more than 50 % pair-wise sequence similarity in order to remove 
highly homologous proteins. To ensure using high quality data, 
we selected X-Ray proteins with resolution ≤ 3 Å. The first 
dataset (DS1) includes two distant protein families that belong to 
two different SCOP classes. The first family is the nuclear 
receptor ligand-binding domain proteins (NLB) from the all alpha 

                                                                 
2 A false edge is an edge linking two vertices without a real 

interaction between them. 

class and the second one is the prokaryotic protease family (PP) 
from the all beta class. The second dataset (DS2) includes two 
close families of eukaryotic proteases (EP) and the prokaryotic 
proteases (PP the same one of DS1). These two families belong to 
the same superfamily (see table 2 for datasets description). 

Table 2. Datasets. 

Dataset Family Size (#proteins) #Amino acids 

NLB 15  5545 
DS1 

PP 12 4931 
PP 12 4931 

DS2 
PS 17 5570 

We use Subdue system [14] to extract DFs. We denote DF(DS, F, 

GBM) which means the DF of the family F in the dataset DS 
under the graph building method GBM. We define a DF of a 
family F as a subgraph, having at least 3 vertices, that only 
appears within F. For each DF, Subdue computes a score S 
defined by: 

DS

DF((egDF(Pos
DFS

)()(
)(

+
=  

S measures the specificity of DF to a family F where NPos(DF) is 
the number of positive proteins (belonging to F) containing DF, 
NNeg(DF) is the number of negative proteins not containing DF 
and |DS| is the size of the dataset. 

For each family, we just consider the largest discriminative feature 
(LDF) i.e., the DF containing the greatest number of vertices and 
edges and having the highest score S. We assume that the better is 
the graph building method, the better is the quality of the 
extracted LDFs. However, the S metric does not allow comparing 
LDF of different sizes since it is obvious that larger LDF would 
have lower S. Then, we define a new comparative score (CS) that 
takes into account the size and the S of a LDF: 

)(*)( LDFSLDFLDFCS =  

|LDF| represents the LDF size i.e. the number of vertex of LDF. 
The CS indicates how much a LDF can be as large as possible 
while being specific to its family. Then, it can be compared with 
other LDFs of different sizes within the same family. It is 
majorated by the number of vertices of the smallest graph of each 
family (case where the smallest graph of a family F is a subgraph 
of all the graphs of F); so it can be normalized if one would get a 
probabilistic value between 0 and 1. 

Before evaluating the graph-making methods, it is notable to 
report some observations. First, the graphs built using AA method 
contain fewer edges. They also structurally differ from the ones 
built using CA method and so are the extracted DFs. The fact that 
CA and AA methods allow to obtain structurally different DFs, 
makes us strongly ask a fundamental question about which DFs 
are biologically meaningful. The second observation concerns 
DS2. It is well known that prokaryotic proteins are more primitive 
than eukaryotic ones which contain more structural components. 
Indeed, results show that the PP family has no DF discriminating 
it from EP whereas the latter has even large and frequent DFs. 

Experimental results are summarized in tables 3 and 4. We note 
that AA method always enable to reach the best comparative 
scores CS. That means the extracted LDFs, under the AA graph 
representation, represent the best tradeoffs between the size and 
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the specificity. On another side, we reported in section 3.2 that 
every edge under AA method is likely to represent a chemical 
interaction between two amino acids. Hence, the comparison 
between LDF(DS2, EP, CA) and LDF(DS2, EP, AA) shows that 
CA method fails to represent existing chemical interactions as 
edges and does not allow to extract larger LDF containing true 
edges. 

Table 3. Results for DS1.  

Dataset DS1 
Family NLB PP 
Method CA  AA CA AA 
#edges 21379 20055 20595 14361 
#DFs 16 6 4 8 
LDF shape (6v,6e) (4v,3e) (4v,3e) (6v,5e) 
S 0.59 0.96 1.00 0.70 
CS 3.54 3.84 4.00 4.20 
The LDF shape shows the number of vertices and edges of the LDF. 

Table 4. Results for DS2.  

Dataset DS2 
Family PP EP 
Method CA AA CA AA 
#edges 20595 14361 22424 15985 
#DFs 0 0 21 43 
LDF shape / / (17v,20e) (20v,25e) 
S / / 0.72 0.66 
CS / / 12.24 13.20 

5. CO$CLUSIO$ 
The preprocessing of data is often a mandatory step before any 
learning or mining process [4]. Protein structures are complex 
data that represent an important area to be discovered and mined, 
but it must first be encoded into a computer-analyzable data. 
Recently proteins have been seen as graphs, mainly, graphs of 
amino acids. We have reviewed the most used existing methods of 
protein graph making, but before that, we tried to make the 
matching between proteins and graphs and to exhibit the various 
interactions that make some amino acids get close to each other 
and make the protein fold in its 3D shape. Based on that, we made 
several criticisms about the reviewed methods and proposed one 
possible and simple enhancement. We assume that the quality of 
any protein graph is directly depending on how much that graph 
reflects the real conformation of the protein i.e., how much the 
existing edges reflect the really existing interactions that stabilize 
the protein including the interactions responsible of maintaining 
hydrophobic cores and secondary structures. We, conducted an 
experimental comparison, based on the largest discriminative 
feature extraction, between two graph-making methods i.e., CA 
and AA. We noticed that the extracted features vary in terms of 
composition, size and quality according to the used method.   

We have implemented the cited methods and other ones in java 
language into a jar file available upon request or on the authors’ 
home pages. The program accepts protein PDB files as input and 
outputs graph files of amino acids and edges between them under 
several format. 
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ABSTRACT
This paper gives a brief introduction into the biology of
Transcription Factor Bindings Sites (TFBS’s) and their im-
portance. It discusses the present methods employed in de-
tecting them, which are typically based on single-site fre-
quencies, their shortcomings and how new data is likely to
revolutionise the area in the near future. The challenges as-
sociated with motif detection for methods that do not em-
ploy the standard approaches are addressed. Finally, there
is a walk through of some of the available data sets for those
interested in working on this problem.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: Biology and Genet-
ics; I.5.3 [Computing Methodologies]: Pattern Recog-
nition—Clustering - Similarity Measures

General Terms
Transcription Factor Binding Site, string kernel

1. BIOLOGY
TFBS’s are short regions (almost always 5-20 base pairs in

length) of DNA that bind to a transcription factor (a partic-
ular type of protein). The TFBS lies in a non-coding region
that is adjacent to a gene (coding region). The transcrip-
tion factor that can bind to the TFBS can then regulate
the transcription of that gene by inhibiting or promoting
the binding of the machinery necessary for transcription. In
general, TFBS’s lie upstream of the coding region, and in
Eukaryotes this could be thousands of base pairs upstream.
Typically, 10-15 TFBS’s that lie adjacent to a particular
gene. All of the TFBS’s play a role in regulating the tran-
scription of that gene and most of these for a given gene
will be different from each other. Identifying TFBS’s for a
given gene is key in understanding its regulation.The corre-
sponding computational question is usually posed as follows
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not made or distributed for profit or commercial advantage and that copies
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: given a set of genes which we know are regulated at a tran-
scriptional level, can we identify the corresponding TFBS’s
in their upstream non-coding regions ? Here we will focus
on the case where the TFBS’s are novel, that is we have no
information about what transcription factors are binding to
these regions.

2. MODELLING BINDING
In vitro experiments demonstrate that for a given tran-

scription factor there is no one exact nucleic acid sequence
that it binds to. The binding between a transcription factor
and a TFBS must reach a thermodynamic equilibrium, with
a particular binding affinity but also a specificity, which can
vary depending on the type of transcription factor. Exper-
imental data which probe the behaviour of these parame-
ters for different transcription factors is not abundant. In
general, computational studies generally make direct use of
other biological data. In particular, the assumption is made
that genes which have similar expression patterns (normally
based on extensive transcriptomic data sets) are also regu-
lated in the same fashion at a transcriptional level and share
the same TFBS’s. Having made this association, the set of
upstream regions of these genes are then examined.

Over the past ten years, there has been a huge amount of
work in this area. However this has focused, for the most
part, on looking for over-represented words or probabilis-
tic models using single-site probability distributions against
a background distribution of individual nucleotide frequen-
cies. Such approaches do not take into account non-local
correlations in the binding site which are non-negligible. For
example, TFBS’s often exhibit an approximate palindromy
as many families of transcription factor bind as a dimer (i.e.
the transcription factor can only bind once it structurally
formed a dimer and that the parts of the protein that bind
to the DNA bind in a symmetric fashion).

Traditional approaches used in identifying functionally rel-
evant regions of sequence based on the alignment of homolo-
gous sequences could not be applied in this case as a) TFBS’s
are so small in comparison with the rest of the non-coding
sequence and b) the level of conservation is so poor other-
wise. The approach of Phylogenetic Shadowing ameliorates
the problem of evolutionary diversity by focusing on the up-
stream regions of a set of closely related species (e.g. pri-
mates) and has managed to derive promising results with the
relatively simple approaches outlined above. However, as
the collation of genomes has, until recently, been extremely
expensive, this has been limited to either a small subset of
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genes and upstream regions which are identified using pre-
genome sequencing technologies, or to use genomes that are
not very close to each other on an evolutionary basis and
accept greater noise in the data.

3. NEW DATA
The introduction of next generation sequencing technolo-

gies since 2004 has considerably reduced the cost of sequenc-
ing genomes. As a result, large-scale sequencing projects,
such as the 1000 genomes project, will give us an oppor-
tunity to gain a much deeper insight into transcriptional
regulation for many different species. Although this partic-
ular technology is still relatively new, data for a wide va-
riety of species is already becoming available. In the first
three months of accepting next generation sequencing data,
the European Nucleotide Archive received 10 Tbyte of data,
one eighth of the total nucleotide sequence data archived by
EMBL-EBI in the previous twenty eight years.

4. THE OPPORTUNITY
In summary, copious amounts of sequence data will be

available to determine novel TFBS’s (and smaller test sets
are available now) and that Phylogenetic Shadowing can be
employed, rather than working with the assumption that
co-expression is equivalent to co-regulation. One should be
able to look at much bigger upstream regions and attempt to
elucidate the structure of combinations of TFBS’s. Nonethe-
less, the field has not evolved much beyond the probabilistic
modelling approaches, which do not take non-local corre-
lations into account. In this respect it seems that more so-
phisticated approaches such as string kernels, or other string
pattern approaches should be applied. In one very simple
example using in vitro experimental data we demonstrated
that a support vector machine using a mismatch string ker-
nel was a more accurate classifier than the probabilistic mod-
els mentioned above.

5. CHALLENGES
While the above results using a string kernel are encour-

aging, a number of issues need to be resolved with this and
other approaches that go beyond the use of single-site fre-
quencies.

In terms of simple classification, the use of string kernels
is relatively straightforward, and indeed one can consider
scenarios where this itself would be of use (for example, pre-
dicting if someone is susceptible to a disease caused by mu-
tations in promoter elements). In reality, classification is
not what’s required. For the most part we will have a set
of sequences (normally upstream regions) which we believe
are being regulated by some set of transcription factors. We
want to determine the regions that are conserved (though
not necessarily in the same sequence location) and where
they are located. This can be readily implemented using
single-site approaches, but how can this be carried out us-
ing other string pattern approaches ?

Another advantage of the single-site approach is that one
can visualise the binding profile. This gives us some insight
into the binding mechanism. How can we extract that kind
of information from other approaches ? How can we visualise
non-local correlations ?

The mismatch string kernel is a kernel where the features
are the different types of k-mers that can occur in the se-

quence being considered, but that we gather together k-mers
that differ by one base pair. While this approach allows
us to explore potential relationships between sites that are
separated by distances of the length of k-mer we pick, the
amount of data we have allows us to use k-mers of up to
length 8, which does not necessarily fully span the length
of a TFBS. Constructing a string kernel that includes po-
sitional information is not possible given the typical length
of the upstream regions (i.e. thousands of base pairs). Are
there more efficient ways of detecting information between
sites that may lie on different sides of the binding site ?

6. AVAILABLE DATA
At present, the quality of data sets available for stud-

ies such as these vary enormously. There is a paucity of
gold-standard data sets, where we know which transcription
factors are binding to what regions. SAGE-SELEX is an in
vitro technique to determine which regions of DNA bind to
a given transcription factor. Disadvantages with this type
of data is that only a small number of transcription fac-
tors have been examined and does not take into considera-
tion interactions between transcription factors. Nonetheless,
it represents the best benchmark for classifying individual
TFBS’s. A small, but useful database of SAGE-SELEX se-
quence data can be found at
http://www.isrec.isb-sib.ch/htpselex/ .
As stated previously equivalent in vivo data sets are of-

ten based on the co-expression of genes under particular
conditions, which have a non-trivial relationship to their
shared transcriptional regulation. The Broad Institute has a
genome-wide set of upstream regions for four genomes (hu-
man/dog/rat/mouse) that are sufficiently close on a evolu-
tionary basis to use the Phylogenetic Shadowing techniques
described previously. A list of the motifs and genes can be
found at:
http://broad.mit.edu/seq/HumanMotifs/ .
As four sequences for each homologous gene is simply

not enough information to do any form of identification of
TFBS’s, the data from different genes must still be clustered
together. The Broad Institute also provide lists of genes
where there is evidence that they are being co-regulated by
at least one transcription factor, which can be found at
http://www.broad.mit.edu/gsea/msigdb/index.jsp .
Finally, the Jaspar database
http://jaspar.genereg.net/ , provides information on

known transcription factors and published data on their
binding regions. While larger databases exist (notably Trans-

Fac), the Jaspar data set is well annotated and can provide
an excellent cross-check to any predictions for the transcrip-
tion factors it has data on.
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