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1 Introduction

In many applications, the goal is to model the
probability distribution of a set of random vari-
ables that are related by a causal process, that is,
the variables interact through a sequence of non-
deterministic or probabilistic events. Causal Prob-
abilistic Logic (CP-logic) (Vennekens et al., 2006)
is a probabilistic logic modeling language that can
model such processes. The model takes the form
of a CP-logic theory (CP-theory), which is a set of
events in which each event is represented as a rule
of the following form (for simplicity, we consider
propositional CP-theories):

(h1 : α1) ∨ . . . ∨ (hn : αn)← b1, . . . , bm.

with hi atoms and bi literals (atoms or negated
atoms) in the logical sense, and αi causal prob-
abilities; αi ∈ [0, 1],

∑n
i=1 αi ≤ 1. We call the

set of all (hi : αi) the head of the event, and the
conjunction of literals bi the body. If the body of
a CP-event evaluates to true, then the event will
happen and cause at most one of the head atoms to
become true; the probability that the event causes
hi to become true is given by αi. CP-theories can
express cyclic relations between atoms.

CP-logic is closely related to other probabilistic
logics such as Bayesian Logic Programs (BLPs),
Programming in Statistical Modelling (PRISM),
Independent Choice Logic (ICL), and ProbLog
(Meert et al. (2008) presents a comparison).

2 Inference Methods

Efficient CP-theory inference is crucial for devel-
oping fast parameter and structure learning algo-
rithms (Meert et al., 2008). Since CP-logic was
introduced, several inference methods have been
proposed for (a subset of) CP-logic. In what fol-
lows, we describe these methods on a high level.

Variable Elimination Meert et al. (2008) define
a transformation that can transform any acyclic

CP-theory with a finite Herbrand universe into
an equivalent Bayesian network (EBN). Based on
this transformation, CP-theory inference can be
performed by applying the transformation on the
given CP-theory and then running a Bayesian net-
work (BN) inference algorithm, such as Variable
Elimination (VE), on the resulting EBN. This ap-
proach, however, often results in suboptimal infer-
ence because the CPTs of the EBN contain redun-
dant information (the CPTs may have many iden-
tical columns).

Contextual Variable Elimination Contextual
Variable Elimination (CVE) (Poole and Zhang,
2003) is a BN inference algorithm that exploits
contextual independence to speed up inference.
CVE represents the joint probability distribution
as a set of confactors (VE uses traditional factors).
This confactor representation can be more com-
pact if the CPTs of the BN contain redundant in-
formation. We have extended the original CVE al-
gorithm, among others, with the possibility to ex-
press disjunction in the contexts of the confactors.

A second approach to CP-theory inference is to
transform the theory to a confactor representation
and then run CVE on this representation. This may
result in faster inference than the VE approach be-
cause of the more compact representation. Our
transformation produces confactors with disjunc-
tions in the contexts and includes several optimiza-
tions, among others, to efficiently represent sets of
CP-events with mutually exclusive bodies.

ProbLog ProbLog (Kimmig et al., 2008) is a
probabilistic logic programming language that can
serve as a target language to which other proba-
bilistic logic modeling languages can be compiled.
In particular, acyclic CP-theories without negation
can be translated into ProbLog.

ProbLog’s inference engine works as follows.
Given a query, it first computes all derivations
(proofs) of the query and collects these in a DNF



formula. Next, it converts this formula into a
binary decision diagram (BDD). Relying on this
BDD representation, ProbLog then computes the
query’s probability in one bottom-up pass through
the BDD (using dynamic programming).

cplint Inspired by ProbLog, Riguzzi (2007) pro-
poses cplint, which is a CP-theory inference sys-
tem that makes use of BDDs in a similar way as
ProbLog. There are two notable differences with
the transformation to ProbLog. First, cplint uses
a different encoding to represent which head atom
is caused by a CP-event. Second, cplint includes
support for negation. When it encounters a neg-
ative body literal ¬a in a derivation, it computes
all derivations for a. Next, it searches all possible
ways that these derivations can fail and includes
for each possibility a disjunct in the DNF formula.
As there can be many such disjuncts, this can be
computationally expensive.

3 Results

We evaluate the inference methods on the task
of inferring the marginal distribution of one des-
ignated variable in two artificially generated CP-
theories (of varying complexity). Fig. 1 presents
the results. The first experiment (‘growing head’)
focuses on the disjunct in the head of a CP-event
and the second one (‘growing body with nega-
tion’) on negation in the body of a CP-event.

In the first experiment, ProbLog is the fastest
method for large theories. cplint is slower, possi-
bly because it uses a different BDD encoding. VE
and CVE are slower partly because they perform
computations that are symmetrical with respect to
negation; during the computation they keep track
of the possibility that an atom is true and the pos-
sibility that it is false. For this experiment, this is
unnecessary since there is no negation.

In the second experiment ProbLog is excluded
since it does not support negation. VE and CVE
are faster than cplint in this case because of the
complexity of cplint’s method for handling nega-
tion. CVE is also faster than VE. This is due to
CVE’s more efficient representation and its opti-
mization for handling theories with mutually ex-
clusive bodies.

4 Future Work

First, we plan to incorporate (some of) the above
inference methods into CP-theory learning algo-
rithms. Second, we would like to investigate lifted
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Figure 1: Experimental results.

inference for CP-theories, i.e., inference for first-
order CP-theories. Known lifted-inference meth-
ods employ VE; we will try to extend this to CVE.
A third item of interest is to investigate inference
and learning methods for cyclic CP-theories.
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