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Abstract. Understanding complex, dynamic scenes of real-world activities from
low-level sensor data is of central importance for intelligent systems. The main
difficulty lies in the fact that complex scenes are best described in high-level, log-
ical formalisms, while sensor data usually consists of many low-level features.
We first propose a method to obtain a logical representation of real-world, dy-
namic scenes based on input video stream solely. We focus on representing the
video data using probabilistic relational sequences as a natural way to incorporate
sensor uncertainty. They allow us to work with structured terms, and in addition
they capture the inherent uncertainty of object detection. Further on, we employ
r-grams as the probabilistic logical learning model for this application. In a first
step we use r-grams in a simple setting and we show their viability in card games.
We also show how r-grams can be upgraded to deal with uncertain observations.

Introduction
Learning about complex dynamic scenes of real-world activities from low-level sensor
data is essential for building truly intelligent systems. Complex scenes are best de-
scribed in high-level, logical descriptions, while sensor data usually consists of many
low-level, numerical and presumably noisy feature values. One important step towards
applying machine learning techniques to model real world activities is to bridge the gap
between these two types of representation.

As an example, consider a camera observing an office. Whereas the video data will
consist of many noisy images, a high-level description of what is happening could ex-
press that two persons have been recognized, e.g. person1 and person2, that the first
is moving a chair next to the table (e.g. moving(person1, chair, table)) and that the
second is cleaning the left window (e.g. cleaning(person2, window, left)). Based
on experience, an intelligent system could learn general properties of scenes and em-
ploy them for various tasks such as state estimation, prediction, and decision making.

Learning such general aspects involves tackling two important problems. The first
problem consists of obtaining high-level, logical representations from video data. Some
have studied this problem before [1, 2] but it is a difficult problem and there does not
yet exist a generally accepted framework that is powerful enough to extract this kind of
symbolic representations from video streams. The second problem is learning models
of dynamic scenes based on these logical representations. Reasoning in an efficient
way about real-world activities requires logical representations but due to the inherent
uncertainty in video streams (e.g. when detecting objects), purely logical rules will
not suffice. Consequently, probabilistic logic learning (PLL) techniques [3] are more
suitable here.



The contributions of this paper are i) a simple method to obtain sequential relational
descriptions from video streams using tags, ii) a demonstration of the data gathering in
the Uno card game, iii) the use of these datasets to learn probabilistic logical models
(r-grams), and iv) a novel upgrade of r-grams [4] to deal with noisy observations.

Using markers to obtain relational representations of video streams
We consider social-interaction scenarios, such as card and board games, which have
rich protocols and contain complex spatio-temporal properties. Their complexity can
easily be modified by adding new actions and objects or by varying stochastic aspects,
which renders such games very suitable for controlled experiments. In our setting we
consider the card game Uno (see Fig. 1(a)).

(a) Standard Uno cards (b) Cards with markers (red, one); (one, green)

Fig. 1: Card games domain

Previous work has approached relational sequences to induce, in a simple logical ma-
chine learning setting, simple deterministic game protocols [2, 5]. There, the relational
sequences were obtained from video and audio data by clustering extracted video fea-
tures. However, the disadvantages of this approach are that feature clustering can give
much redundancy (syntactically different but semantically equivalent concepts) and ob-
jects can easily be misclassified. To obtain similar structured sequences, we propose a
simpler and more efficient alternative: the use of markers for object recognition. We
associate with each (previously trained) marker a symbol that represents the object that
we want to detect. As an example, a common card should contain two tags: one tag for
color and one for number (action cards have special symbols (e.g. ‘skip’)). In Fig. 1(b),
two different cards with markers are shown together with their associated symbols.

The use of markers offers a general framework for symbol detection across differ-
ent games. Given that with each marker one can associate any symbol, the same set of
markers can be used to represent different symbols, depending on the cards of the game
(e.g. a marker with associated symbol one for Uno can be used to represent symbol
ace for Poker). In addition, the introduction of markers for object detection avoids the
difficult task of applying attention mechanisms, feature extraction and image process-
ing; instead of doing complex object recognition, we can analyze scenes by looking for
known markers. This enables us, from a machine learning point of view, to focus on the
task of learning dynamic models. Still, the approach is realistic in that similar results
could be obtained by applying more advanced state-of-the-art results in vision.

Even though tags simplify the recognition task, they are still recognized with limited
confidence, due to noisy recognition, lighting conditions and occlusion. Thus, the data
from video streams has, in our setting, probabilistic aspects. For example, the cards in
Fig. 1(b) are recognized in the form: tag(one, 0.8), tag(red, 0.7), tag(green, 0.9),



tag(one, 0.8). The attached numbers express the confidence factor with which these
tags were recognized. As a consequence, video streams are represented using prob-
abilistic relational sequences. This kind of representation seems a more natural way
to incorporate sensor information in real-world tasks than a simple relational repre-
sentation. It allows us to work with structured terms, but in addition it captures the
uncertainty of object recognition. We use the ARToolKit framework [6] to generate
and recognize markers. It uses 2D planar markers and has been employed in augmented
reality applications and robotics. ARToolKit causes non-negligible false positive and
inter-marker confusion rates[7], which can be dealt with effectively using probabilis-
tic learning techniques. Given that markers represent complex image features, we can
employ the same machine learning setup when using more general feature extraction
methods (e.g. based on shape, color, lines, and orientation) in future work.

Probabilistic logical models from relational video sequences
There are several learning tasks that can be identified when learning from sequences.
One obvious task in the games domain is to learn strategies for playing the game. While
there are many techniques available to do so [8], we are focused on learning various
aspects of the dynamics of relational domains, based on video streams. We first consider
the task of sequence classification, that is to label certain moves as legal or illegal.
Afterwards we consider the task of extracting the rules of the game. Let us first focus
on simple relational sequences.

Relational sequence learning: r-grams. Nowadays several PLL techniques exist for
relational sequences [9]. Here we employ r-grams [4]. The r-grams are basically propo-
sitional n-grams [10] lifted to logical representations. Our application domain is inher-
ently sequential and best represented using sequences of relational atoms.

N-grams model the probability of a sequence s = w1, . . . , wm as smoothed Markov
chains (a finite mixture of Markov distributions of different orders). An n-th order gram
model estimates the probability for s as:

P (w1, . . . , wm) =
m∏

i=1

Pn

(
wi|wi−n+1, . . . , wi−1

)
=

m∏
i=1

C(wi−n+1, . . . , wi)
C(wi−n+1, . . . , wi−1)

where the conditional probabilities are estimated from a set S of training sequences
using ‘gram’ counts: C(w1, . . . , wk) is the number of times w1, . . . , wk appeared as
a subsequence in any s ∈ S. Smoothing prevents the deterioration of model accuracy
for a larger n, when confronted with sparse data. N-gram models of different order are
combined and the conditional probabilities are estimated as:

P (wi|wi−n+1, . . . , wi−1) =
n∑

k=1

αkPk

(
wi|wi−n+1, . . . , wi−1

)
where α1, . . . , αn are suitable weights such that

∑n
k=1 αk = 1.

R-grams are obtained by generalizing the sequence of elementswi to first-order log-
ical atoms. They upgrade n-grams in two ways. First, smoothed probability estimates



can be obtained in r-grams by relational generalization of a gram, in addition to smooth-
ing by shortening gram length. Second, it is usually not desirable to model distributions
over identifiers, which are constants in relational data that simply denote certain objects.
Accordingly, r-grams abstract away from identifiers and only define distributions over
ground sequences modulo (local) identifier renaming. Learning an r-gram model from
data involves choosing the set R of relational grams, estimating their corresponding
probabilities and define weights αr for every r ∈ R. A formal discussion of the r-gram
model and learning algorithm is given in [4].

Augmented r-grams (ar-grams). The original r-grams have been developed for
working with sequences w1, . . . , wn that are certain (each element wi is known to
be true). For our application we need an extension of r-grams, to deal with se-
quences where each observation wi is estimated to be correct with probability pi.
In a more general setting each wi is a probability distribution over possible sym-
bols (the “real” tags), introduced by object detection. In our case the observa-
tions are the defined symbols associated to previously trained tags. An example
is the subsequence [one : 0.8, red : 0.1, blue : 0.1], [one : 0.1, red : 0.9, blue : 0.0],
[one : 0.0, red : 0.3, blue : 0.7], where the defined set of observations is O =
{one, red, blue}.

In order to employ such sequences of probabilistic relational atoms, we propose
augmented r-grams. The new model extends the original r-grams by introducing a new
type of smoothing due to the probabilities in the sequences. Therefore it requires new
methods to (i) evaluate the conditional probabilities and (ii) estimate the r-gram proba-
bilities. The probability of an observed sequence o using ar-grams is defined as

P (o) =
m∏

i=1

Pn

(
woi |woi−n+1 , . . . , woi−1

)
=

m∏
i=1

∑
Sk

Pn

(
wk

oi
|wk

oi−n+1
, . . . , wk

oi−1

)
· Po

(
wk

oi−n+1
|oi−n+1

)
· . . . · Po

(
wk

oi
|oi

)
(1)

where Sk is the set of all possible sequences sk
o = wk

oi−n+1
, . . . , wk

oi
of length n that

can be observed. Pn(woi
|woi−n+1 , . . . , woi−1) is a standard r-gram model. Po(woi

|oi)
is the probability of the symbol woi

given the observation oi. There is one probability
for each observation contained in the specific sequence Sk. The model can be build
using standard maximum likelihood methods.

Dealing with sequnces as described above, makes our setting different from the
standard hidden data problems, as we do not have noise observation but a distribution
over expected true observations. Assuming accurate estimates makes the sequence el-
ements independent (see equation 1). The ar-gram model is defined only theoretically,
however we are currently investigating this new model in an experimental setting.

Experiments
For our experiments we used data collected in the game Uno. The Uno deck consists
of ‘common’ cards of 4 colors with ranks in each color from 0 to 9. There are ‘action’



(a) Accuracy for different r-gram lengths (b) Rules extracted from the r-grams

cards in each color (e.g.‘skip’) and special action cards (e.g. ‘wild’). At any point in
time only one exposed card is on the table. Each turn, a player may play a card from
its hand that matches either the color or rank of the top exposed card, or play a special
action card. The data was collected from video sequences of people playing the game
with the special tagged cards, using a subset of the Uno cards. For the experiments we
consider the simple setting where the datasets contain only the detected symbols of the
tags, without the tag recognition confidence factors. Common cards are represented as
card(one, green), and action cards as either card(skip, red) (colored action card) or
tag(wild) (special action card).

A distinction between a game state and a sequence state is useful. A sequence
state is obtained for each video frame in time. A game state is a set of identical
sequence states. Therefore, we distinguish two possible cases for learning: i) com-
pressed video data, where a state in the sequence is a game state and ii) uncom-
pressed video data, where a state is a sequence state. Video noise is interleaved between
the valid states. For example the sequence tag(1, one), tag(2, one), tag(3, green),
card(4, one, green) . . . card(20, one, green), tag(21, blue), tag(22, blue),
tag(23, blue), card(24, one, green) . . . card(55, one, green) represents an uncom-
pressed video sequence, where the numbers are sequence state numbers. Its compressed
description is the sequence tag(one, 2), tag(green, 1), card(one, green, 17),
tag(blue, 3), card(one, green, 32), where the attached numbers are counts of
the same relational observation. The sequence contains one Uno real game state
card(one, green), with interleaved noise tag(one), tag(green), tag(blue). Similar
data compression has been done before [11]. For both sequence classification and rule
extraction, a set of 30 sequences and 1 up to 4 r-gram lengths were considered, 10-fold
cross-validation performed and averaged for each r-gram length.

As shown in Fig. 2(a) for compressed, ‘clean’ data, the r-grams are able to learn the
model with a bigram model, while for compressed, noisy data a trigram model gives
a better accuracy. For the uncompressed data a bigram model performs poorly, which
can be explained by the fact that in an uncompressed sequence two consecutive ground
atoms usually describe the same game state, whereas in the compressed version they
describe two different game states. Note that for the uncompressed data the model is
best learned also by trigrams. In Fig. 2(b) is given a bigram model built from data, in a
non noisy setting, showing that r-grams can learn the rules of the Uno game. The first
four rules show clearly that the next card should have either the same color or the same
number.



Conclusions and future work
We employ PLL in a real-world, dynamic setting, such as card game playing. Most PLL
approaches function only in static problems, and little work deals with dynamic activi-
ties and events. We present a novel and simple method to obtain relational descriptions
from video streams using markers, effectively bridging the gap between low-level video
information and high-level representations. Due to the video uncertainty, these descrip-
tions have an inherent probabilistic aspect. We show how such probabilistic logical
data can be obtained from video and why it is useful for learning probabilistic logical
models. We successfully employed r-grams with simple relational descriptions of the
sequences to show that they perform well in the classification task and learning the dy-
namics of the Uno game. We motivated that a more powerful r-gram model is needed
when the sequences include probabilistic aspects and we propose in this direction a
novel extension of the r-grams, called ar-grams.

As future work we consider providing experimental results for ar-grams when ap-
plied to video datasets. In order to deal better with video noise, we plan to extend
ar-grams to m-skip ar-grams [12]. R-gram models perform well, however we consider
employing our datasets with other models and evaluate which performs best. Future
work also includes moving to more complex models (where states correspond to full
interpretations), video data (replacing markers by feature recognition) and card games.
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