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Abstract. ProbLog is a probabilistic framework that extends Prolog
with probabilistic facts. Inference in ProbLog is based on calculations
over the SLD proof tree of a query. Tabling is a well known technique
to avoid re-computation. We investigate how the idea of tabling can be
used in ProbLog: the challenge is that we are not just interested in the
answers of a query but in retaining the SLD proof tree. Luckily, only the
relevant probabilistic parts of the SLD proof tree are required. Tabling
not only improves the execution time of ProbLog programs, but also de-
creases accordingly the memory consumption. In addition to tabling, we
also study how tabling affects the next computational steps. We explore
this technique for ground queries with some standard ProbLog programs
using exact probability inference and report our promising results. This
successful first step outlines a direction to tabling ProbLog programs.

1 Introduction

ProbLog [1–4] is a probabilistic framework that extends Prolog with probabilistic
facts. In addition to normal Prolog predicates, a predicate can also be defined by
a number of probabilistic facts, namely Prolog facts with an attached probability
that the fact is ‘true’.

Assuming that the probabilistic facts are mutually independent, ProbLog can
answer several kinds of probabilistic queries. The framework uses SLD resolution
to collect proofs for a query and thereafter applies methods for calculating the
probability of Boolean formula. The framework includes a number of different
inference methods that can be used to answer queries, but all these methods
use SLD resolution for collecting the proofs which are then used to calculate the
probability. Depending on the type of inference ProbLog uses various methods
such as reduced ordered binary decision diagrams (ROBDDs) [5, 6], iterative
deepening search or sampling techniques to calculate the probability of the query.
In this paper we focus on the exact probability inference method and the effects
of tabling to it.

Actually, in order to construct the SLD tree for a query in ProbLog, we con-
sider the probabilistic facts just as normal facts. The only difference with normal
Prolog is that in addition to the answers for a query, we want to have the list of
the probabilistic facts that are used for each proof. The ProbLog implementa-
tion uses unique identifiers for the probabilistic facts. For each probabilistic fact



used in a proof, its identifier is added to a list. An SLD tree typically consists
of several proofs: the lists of all these proofs are kept in a prefix tree (trie).
The aim is to avoid re-computation of the same goal appearing at several places
in the SLD tree. A successfully applied technique to avoid re-computation is
tabling [7–11]. Normal tabling, as is available in XSB [12], YAP [13–15] and
other Prolog systems is not enough because only the answers for the goals are
tabled while ProbLog needs also to re-use the resolution branches stored in the
trie.

The contribution is, the realisation of a tabling mechanism that memorises
the probabilistic facts used to prove a query. Through program transformation
we adapt the selected tabled predicates when called, to construct their own trie,
memorise it, and integrate it in the final trie. We also study how the modifi-
cations to the trie structure affect the next calculation steps, in particular the
construction of the ROBDDs. Modifying the input size and structure of the trie
can have important performance impact to the generation of ROBDDs. This
modifications can decide the tractability of the whole process. We get promis-
ing results and are able to answer a larger set of queries for typical ProbLog
programs. In a probabilistic setting it is often the case that the same goals re-
appear. For example for determining the weather on day N there are several
cases to be considered and in several of them one needs to know the weather
on the day before (N − 1), or the day before that (N − 2). Also, this tabling
mechanism will be very useful for new extensions of ProbLog which are currently
under investigation.

The paper is structured as follows. First we give a brief explanation of
ProbLog based on a small example and the semantics in Section 2. Then follows
in the first half of Section 3 an explanation of the tabling difficulties, how we
overcome them, and an explanation of the implementation. The second half of
Section 3 is devoted to the behaviour of tabled predicates, and analysing the in-
fluenced parts of ProbLog. After we present our experimental results in Section
4 and validate them in Section 5. Related work is briefly mentioned in Section
6. Finally, we state our conclusions and further work in Section 7.

2 What is ProbLog

As described previously ProbLog is probabilistic framework system that extends
Prolog with probabilistic facts. In this section we explain the basics of this frame-
work by using a small ProbLog program and some of the semantics.

2.1 An Example Program

We will use the simple ProbLog program from Example 1 to describe how
ProbLog calculates the exact probability of a query. The program encodes the
graph of Figure 1 with each of the edges having the stated probability. Someone
would be interested to enquiry for the probability that a path exists between
two nodes, for example node 1 and node 4. This query in ProbLog can be asked
as follows: problog_exact(path(1, 4), Probability, Status).



Example 1. Path program:

0.9::dir_edge(1, 2).
0.8::dir_edge(2, 3).
0.6::dir_edge(3, 4).
0.7::dir_edge(1, 6).
0.5::dir_edge(2, 6).
0.4::dir_edge(6, 5).
0.7::dir_edge(5, 3).
0.2::dir_edge(5, 4).
path(X, Y):- path(X, Y, [X], _).
path(X, X, A, A).
path(X, Y, A, R):-
X \== Y,
edge(X, Z),
absent(Z, A),
path(Z, Y, [Z|A], R).

edge(X, Y):- dir_edge(Y, X).
edge(X, Y):- dir_edge(X, Y).
absent(_, []).
absent(X, [Y|Z]):- X \= Y, absent(X, Z).

Query: problog_exact(path(1, 4), Probability, Status)
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Fig. 1. Path program 1 graph.

This execution first triggers the SLD resolution of the path/2 predicate col-
lecting all the proofs of the query. From all clauses which SLD resolution uses to
prove the query, ProbLog collects only the probabilistic facts. In this example
only the facts dir_edge/2 are collected. To prove the above query the SLD res-
olution generates a tree with eight branches and ProbLog collects the following
eight lists of dir_edge/2 facts, which can be represented compactly in a trie:

dir_edge(1,2), dir_edge(2,3), dir_edge(5,3), dir_edge(5,4)



dir_edge(1,2), dir_edge(2,3), dir_edge(3,4)
dir_edge(1,2), dir_edge(2,6), dir_edge(6,5), dir_edge(5,3),

dir_edge(3,4)
dir_edge(1,2), dir_edge(2,6), dir_edge(6,5), dir_edge(5,4)
dir_edge(1,6), dir_edge(2,6), dir_edge(2,3), dir_edge(5,3),

dir_edge(5,4)
dir_edge(1,6), dir_edge(2,6), dir_edge(2,3), dir_edge(3,4)
dir_edge(1,6), dir_edge(6,5), dir_edge(5,3), dir_edge(3,4)
dir_edge(1,6), dir_edge(6,5), dir_edge(5,4)

Then following the SLD resolution, a ROBDD will be generated from the
trie based on formula (1). ∨

bn∈branches

(
∧

ci∈bn

ci) (1)

Where the ci represent the probabilistic clauses collected in branch bn. In order
to compute the correct probability for (1) ProbLog compiles the disjunction of
conjunctions into mutually disjoint conjunctions. This is done by constructing
the ROBDD for (1).

2.2 ProbLog Semantics

A ProbLog program T = {p1 : c1, ..., pn : cn} defines a probability distribution
over logic programs L ⊆ LT = {c1, ..., cn} in the following way [1]:

P (L | T ) =
∏

ci∈L

pi

∏
ci∈LT \T

(1− pi) (2)

where pi is the assigned probability for clause ci.
The success probability P (q|T ) of a query q in a ProbLog program T is:

P (q | L) =
{

1 ∃θ : L |= qθ
0 otherwise

(3)

P (q, L | T ) = P (q | L) · P (L | T ) (4)

P (q | T ) =
∑

M⊆LT

P (q,M | T ) (5)

Finally, any Prolog clause is equivalent to a probabilistic clause with probabil-
ity 1.0. For the query in Example 1 this semantics results in an exact probability
that a path from node 1 to node 4 exists of P = 0.53864.



2.3 SLD Resolution in ProbLog Implementation

The SLD resolution of a ProbLog query is monitored for collecting all the
branches that prove the query. This is achieved by transforming each proba-
bilistic fact in a way that it stores a unique identifier to a list whenever this fact
is used to prove the query. Therefore the list contains probabilistic facts of one
branch that proves the query. Each of these lists are then stored in a trie collect-
ing all the branches used. Finally the trie is used for calculating the probability.
Depending on the inference method the trie is processed differently; we focus at
the exact probability inference where the trie is compiled to a ROBDD.

Determined by the ProbLog program, when proving a query the SLD res-
olution might have goals that need to be proved multiple times. The presence
of a tabling mechanism would optimise the SLD resolution for those programs.
Unfortunately because of the ProbLog mechanism of collecting the query proofs
one can not just use the tabling mechanism of YAP.

3 Implementing Tabling

3.1 The Difficulty

As mentioned previously, implementing tabling for a ProbLog program requires
support for storing tries, which represent the collection of all the probabilistic
facts used for each branch that succeeds in the SLD resolution. Normally, when-
ever a predicate calls a probabilistic fact the probabilistic fact will be recorded
in a global list. When the query reaches the end of a branch that succeeds, this
list will be added to a global trie.

To handle this we generate an execution trie for each of the tabled goals.
These tries contain the set of probabilistic facts used to prove the specific goal
we are tabling. Then we nest those tries in order to construct an equivalent trie
with the original trie that a program with non tabled predicates would generate.

Consider the program of Example 2. The SLD tree and the respective trie of
this program are in Figure 2a. Now consider that we table the predicate q this
affects both the SLD tree and the trie as shown in Figure 2b. In the implemen-
tation the probabilistic facts are stored in the trie with unique identifiers instead
of the predicate head.

Example 2. Goal g/0 program:

0.1::p1.
0.7::p2.
0.3::q1.
0.2::q2.
p:-p1.
p:-p2.
q:-q1.
q:-q2.
g:-p, q.
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Fig. 2. SLD resolution trees and respective tries for Example 2.

3.2 Predicate Transformation

Tabling in ProbLog is achieved by manually marking which predicates are to
be transformed to tabled predicates. Tabling automatically all predicates would
cause a significant overhead for programs that do not benefit from tabling and
in some cases can even cause intractable programs.

Figure 3 illustrates in pseudocode the body of a transformed tabled predicate.
The head of each grounded instance of the predicate is used to generate a hash
number. This hash number is a unique identifier that is calculated with a small
constant cost and then it is used to efficiently retrieve a goal that was tabled.

It is necessary to track the changes of the trie structure each goal accounts
for, therefore we generate a fresh trie to collect the proofs of each different
grounded instance of the predicate. Each of these tries is linked with a unique
hash number. When the time comes to re-prove the same grounded instance we
instead calculate the hash number to retrieve the trie modifications needed. We
then nest the hash numbers generating the new trie structure. By adding the
hash number as an identifier in tries we extend the trie to a nested structure.



Currently ProbLog tabling supports only goals that have all their arguments
grounded. Also it is assumed that tabled predicates do not modify the Prolog
database on execution. The use of a cut in a ProbLog program is rather unusual,
but even so a cut can appear in the body of a tabled predicate without interfering
with the tabling mechanism.

if (ground(HEAD)) then

HASH = hash(HEAD),

if (HASH in tabledgoals) then

add_to_current_proof(trie(HASH))

else

get_current_proof(IDS)

get_current_trie(TRIE)

initialise_trie(HASH)

set_current_proof([])

set_current_trie(HASH)

call(ORIGINAL_GOAL)

get_current_proof(NIDS)

add_proof_to_trie(NIDS, HASH)

add_trie_to_table(HASH)

set_current_proof(IDS)

add_to_current_proof(trie(HASH))

set_current_trie(TRIE)

end if

else

call(ORIGINAL_GOAL)

end if

Fig. 3. Transformed tabled predicate.

3.3 Execution Behaviour

The first time a call to a tabled ProbLog predicate is encountered tabling will be
initiated, and the respective trie will be built by adding for each success branch
in the SLD tree the corresponding list of identifiers. When later on the same call
appears again, it does not have to be computed: we know that it has the same
SLD proof tree as the first occurrence, or in other words it has the same trie.

What if the next occurrence is found before the trie of the first call is com-
pleted? When tabling tries this is very simple: for the next call we simply point
to the trie of the first call. The latter might still be incomplete, but the back-
tracking of ProbLog will complete it as the transformed predicate will have a
choice point for the instruction call(ORIGINAL_GOAL) in its body. Notice that
for ground goals we do not need to table the answer substitutions and we do not
need to take precautions for propagating all answers to all calls.



3.4 What is Affected

With respect to the ProbLog implementation two parts are directly affected:
the SLD resolution, and the ROBDD generation. The SLD resolution is affected
positively for a number of programs, on the other hand the modified trie structure
is currently used naively affecting negatively the ROBDD generation. As shown
later the negative affects on the ROBDD generation are noticeable, but even so
still tractable. Only in queries that without tabling were intractable to answer
the ROBDD generation can become intractable.

The program in Example 3 is a characteristic example that benefits from
tabling. Normal SLD resolution generates 3N paths with N being the Day ar-
gument of the weather predicate. Following the execution one notices that only
N branches are different while the rest contain repetitions. Tabling also affects
the size of the generated trie which now needs to keep the re-usable branches
only once therefore producing an equivalent memory gain. But we need some
memory for the hash table with the proved goals.

Example 3. Weather program:

0.3::weather(sunny, 0).
0.3::weather(foggy, 0).
0.4::weather(rainy, 0).
0.8::same_weather(W, W, _D).
0.2::dif_weather(_W1, _W2, _D).

new_weather(W, W, D):-
same_weather(W, W, D).

new_weather(W1, W2, D):-
W1 \= W2, dif_weather(W1, W2, D).

weather(sunny, Day):-
previous(Day, PDay),
weather(NW, PDay),
new_weather(sunny, NW, PDay).

weather(rainy, Day):-
previous(Day, PDay),
weather(NW, PDay),
new_weather(rainy, NW, PDay).

weather(foggy, Day):-
previous(Day, PDay),
weather(NW, PDay),
new_weather(foggy, NW, PDay).

previous(Day, PDay):-
Day > 0, PDay is Day - 1.

Query: problog_exact(weather(sunny, 20), Probability, Status)



Figure 4 illustrates the structure of the original trie and the equivalent nested
trie generated by tabled weather/2 goals for the weather program. We included
them to give the reader a better idea of the effects of tabling on the tries.
These tries are as generated from the implementation, notice in Figure 4a that
the identifiers are constantly repeating with a pattern while in Figure 4b each
identifier appears only once.

Observe in Figure 4b that the tries 7147222, 7052273 and 6817866 are re-
used at tries 7052274 and 6817861. While compared to Figure 4a the re-used tries
account for a gain almost equal to 2/3 of the total execution. The goals would
normally be proved for all branches, while now with tabling they get proved in
9 out of 27 branches.

Generally tabling will improve ProbLog programs that have a “generation”
structure such as ancestor, friend of friend, or time dependent programs. The
weather example used here is a time dependent program with time referring to
the day. Later we will use an ancestor (Bloodtype) program for experiments.
Programs like in Example 1 do not benefit from the current tabling mechanism.
The path program repeats the goals only if it arrives from a different path to
the same node but then the grounded predicate head will be different. To take
advantage of these repetitions subsumption tabling must be used [16].

4 Experimental Results

Four typical ProbLog programs, namely Umbrella, Weather, Bloodtypes ground,
and Bloodtypes non-ground, were used as benchmarks to confirm that our tabling
mechanism improves the execution of ProbLog programs. While Umbrella has a
more complex structure than Weather, both programs have a parameter ‘Day’
that directly affects the depth of the SLD resolution needed to prove a query.
The Bloodtypes program uses directed acyclic graphs to represent ‘family trees’
and traverses them to define the blood type of family members. We took two
versions of this program: the first version has completely grounded the graph
connections in all predicates, while the second version is non-grounded. Finally,
we ran some experiments with programs that have no performance gain from
tabling for verification and calculation of the overhead.

The following tables present results for six queries of different difficulty. The
‘Tractable Small’, ‘Tractable Medium’, and ‘Max tractable Non-Tabled SLD’ are
queries that can be computed even without tabling while for the latter the im-
plementation limit is reached; the ‘Intractable Non-Tabled SLD’, ‘Max tractable
Tabled ROBDD’ and ‘Max tractable Tabled SLD’ are queries that only the
tabled implementation can compute. The latter now reaches the current imple-
mentation limits due to memory.

For our experiments we used an IntelR CoreTM2 Duo CPU at 3.00GHz with
2GB of RAM memory running Ubuntu 8.04.2 Linux under a usual load. The
reported times are in milliseconds.



trie(1)

[0,3_0,3_1,3_2]
[0,3_0,4_13,4_14]
[0,3_0,4_17,4_18]
[0,4_5,4_6,3_2]
[0,4_5,3_15,4_14]
[0,4_5,4_19,4_18]
[0,4_9,4_10,3_2]
[0,4_9,4_16,4_14]
[0,4_9,3_20,4_18]
[1,4_3,3_1,3_2]
[1,4_3,4_13,4_14]
[1,4_3,4_17,4_18]
[1,3_7,4_6,3_2]
[1,3_7,3_15,4_14]
[1,3_7,4_19,4_18]
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[1,4_11,4_16,4_14]
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[2,4_4,4_17,4_18]
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Fig. 4. The original and equivalent nested tries of the weather program.

We focused our effort on improving the SLD resolution time but following
that we observed that the ROBDD generation has been affected by the new trie
structure: the ‘Max tractable Tabled ROBDD’ row represents the limits of the
current ROBDD generation.

Table 1 shows the results for the Umbrella and Weather benchmark pro-
grams. The SLD column gives the time for computing the SLD tree including
the construction of the tries and the BDD column gives the time for generating
the ROBDDs from the tries. When comparing the non tabled and the tabled
runs the improvement for these programs is directly observable. All the tabled
queries have significant execution improvement and more queries can be an-
swered. Figure 5a shows that the SLD time for the non tabled implementation
exponentially increases with the input (i.e. the number of the day of interest
which determines the depth of the SLD tree), while the tabled implementation



Table 1. Umbrella, Weather benchmarks

Umbrella Weather
not tabled tabled not tabled tabled
SLD BDD SLD BDD SLD BDD SLD BDD

Tractable Small 115 19 5 6 219 24 2 81
Tractable Medium 1122 23 9 6 1987 34 4 57
Max tractable Non-Tabled SLD 40607 187 20 44 21176 80 5 75
Intractable Non-Tabled SLD - - 24 39 - - 6 81
Max tractable Tabled ROBDD - - 1457 429 - - 78 1855
Max tractable Tabled SLD - - 2588 - - - 393 -

of Figure 5b shows a polynomial increase in time. The improvements enabled
ProbLog to prove queries with tree depth 150 while previously queries with tree
depth more than 12 were intractable and the new limit is set by the ROBDD
generation rather than the SLD resolution.
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Fig. 5. ProbLog SLD resolution times for query proving of the umbrella program.

The Bloodtype benchmarks also wielded significant improvements enabling
ProbLog to answer more queries. The importance of the Bloodtype results lies in
the comparison between the grounded and non-grounded version. An interesting
point is that the grounded version benefits remarkably more from tabling than
the non-grounded version. Nevertheless the relative increase in time from one
query to another is equal. For instance, the SLD resolution time increases by a
factor ninety between ‘Max tractable Non-Tabled SLD’ and ‘Intractable Non-
Tabled SLD’ in both non tabled versions (144022/1553 ≈ 90, 194457/2149 ≈ 90).
Both tabled versions have only a factor four (242/59 ≈ 4, 3268/746 ≈ 4). Tabling
seems to influence their execution in the same way. Also note that there is a factor
fourteen (3268/242 ≈ 14) between both tabled programs while there is only a
factor one and half (194457/144022 ≈ 1.5) for the non tabled programs. We



Table 2. Bloodtype benchmarks

Blood grounded Blood non-grounded
not tabled tabled not tabled tabled
SLD BDD SLD BDD SLD BDD SLD BDD

Tractable Small 3 6 6 7 0 6 10 6
Tractable Medium 20 15 11 7 29 19 325 5
Max tractable Non-Tabled SLD 1553 47 59 166 2149 42 746 128
Intractable Non-Tabled SLD 144022 - 242 633 194457 - 3268 644
Max tractable Tabled ROBDD - - 1702 2656 - - 28414 2687
Max tractable Tabled SLD - - 2131 - - - 35516 -

suspect this is due that the non-grounded program has more different calls, but
we still have to study it in more detail.

In all the experiments that we performed the tabled implementation fulfilled
the complete SLD resolution step successfully; the new pitfall of the exact prob-
ability inference steps is now in the generation of the ROBDDs. As is displayed
in Tables 1 and 2 there is still a margin before the generation of ROBDDs will
match the performance of the SLD resolution.

Last we performed some experiments with the path finding program of Ex-
ample 1 that has no benefit from the tabling mechanism. These experiments
were used to estimate the overhead of the current tabling implementation. The
results of these experiments are shown in Table 3. We see that the current imple-
mentation of tabling has a low overhead for the SLD part but that the ROBDD
generation is more affected.

Table 3. Path benchmarks

not tabled tabled
SLD BDD SLD BDD

Small SLD tree 251 417 272 1096
Medium SLD tree 268 362 288 1318
Large SLD tree 5133 500 5413 -

A last remarkable observation can be made when comparing the BDD times
for the Umbrella program with the other benchmarks. A considerable improve-
ment to the generation of the ROBDD time occurs when using tabling while
in all other experiments we discern the opposite behaviour. This phenomenon is
related to the new structure of the trie. It appears that the naive straightforward
construction from the nested trie is beneficial for the ROBDD generation in this
specific example. Normally a more sophisticated construction of a ROBDD would
be more efficient [17] but it turns out that tabling created an efficient structure
within the trie. This positive side effect only appears in this specific benchmark
stating that there is still space for improvement regarding the BDD generation



and implies that tabling could affect positively the ROBDD generation even in
more general situations.

5 Memory Complexity

By analysing the program in Example 4 we can see that predicate count/1 has
O(N) time complexity, that predicate count/3 has O(N ·M) time complexity
and that the total memory consumption is constant in both cases. Tabling the
predicate count/1 results in a trade-off between time complexity and memory
complexity. The time complexity of count/3 decreases to O(N + M) but the
memory complexity increase to O(N).

Example 4. Count program:

count(0).
count(N):-
N > 0, M is N - 1,
count(M).

count(_, M, M).
count(N, M, A):-
M > A, count(N),
NA is A + 1,
count(N, M, NA).

Coming back to our tabling approach, assuming that the choice of predicates
to table will produce a performance gain in time complexity, the new implemen-
tation with tabling will benefit from a gain in memory complexity of the same
order. This conclusion follows from the way ProbLog collects the proofs. As the
proof collection tracks and stores the execution branches, it consumes “anal-
ogous” memory to store those branches. Through tabling the common parts
of an execution are repeated only once in the trie structure and thus tabling
also reduces the memory required by the trie structure. Nevertheless the origi-
nal memory overhead of tabling still applies in our approach reducing the total
memory gain by a linear factor.

6 Related Work

This paper investigates the tabling of grounded goals and the memoisation of
paths used to prove these goals, within a probabilistic logic programming en-
vironment. This work is similar with the PRISM [18, 19] tabling mechanism,
as both mechanisms are restricted to grounded goals and both mechanisms
are memorising the collection of paths. One could compare ProbLog tries with
PRISM support graphs. One context difference is that PRISM assumes the ex-
clusiveness condition for the paths while ProbLog does not. An other example of



tabling that needs the memoisation of paths is in the scope of justification [20]. It
is important to note that tabling in justification keeps only one path [21] instead
of all the paths, and that it requires tabling of non-grounded goals.

7 Conclusions and Future Work

In this paper we presented a simple program transformation of predicates in
order to add tabling to ProbLog. In particular, tabling records the relevant part
of the SLD tree of grounded goals, namely the probabilistic facts that are used
in the proofs. In ProbLog terms, the tries of clause identifiers are tabled. When
a goal has to be re-computed, ProbLog just re-uses the tabled trie. With tabling,
the transformed programs can now answer significantly more difficult queries,
and regarding the SLD resolution, the programs can have polynomial instead of
exponential complexity both for time and space.

The current implementation of tabling supports queries of the ProbLog ex-
act probability inference method. The methods: bound probability based on a
threshold, lower bound probability threshold, lower bound probability based on
K most likely proofs and explanation probability have similarities with the proof
collection mechanism of the exact probability inference method giving ground
for expanding the use of tabling there.

As this work is the first exploration of how tabling affects the ProbLog imple-
mentation there is a significant amount of future work: tabling of non-grounded
goals; expanding the tabling mechanism to work with all inference methods used
from ProbLog; investigation of which tabled goals from a query can be re-used
to obtain results of future different queries; finally improving the ROBDD gener-
ation, bearing in mind the Umbrella benchmark, is important for the implemen-
tation to fully benefit from the tabling mechanism. Our approach uses a simple
program transformation. We need to investigate how this approach deals with
storing answers for non-ground goals and we want to look into a more direct
integration with tabling already in the YAP system.

We significantly improved the efficiency of the exact probability inference
method and outline a direction for the complete tabling of ProbLog.
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