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Abstract

In a process-enabled service oriented architecture, a
process engine typically stores the state of the process in-
stances during enactment. As an alternative, stateless pro-
cess enactment entails that process state is derived from the
state of business objects, which are organized in a domain
model. The business objects are referred to in pre- and post-
conditions of activities, which determine when the activity
is enabled and completed, respectively. Despite the fact that
the latter approach has multiple benefits compared with the
former, the repeated state (re)calculations deteriorate per-
formance and the formulation of clear conditions is not self-
evident if typical domain modeling techniques (e.g. UML
or ER) are adopted. In this paper we show that by adopt-
ing a specific domain modeling technique, which is based
on the notion of existence dependency between the business
objects, the performance and comprehensibility issues can
proficiently be dealt with. We illustrate the technique using
a real-world case from the insurance domain and analyze
the emerging duality between process modeling and domain
modeling.

1 Introduction

In a typical service oriented architecture (SOA), work-
flow services support the coordination of a set of activi-
ties according to a business process. Workflow services are
typically delivered by a process engine, which stores the

state of the process instances as part of its workflow control
data [14]. The problem with thisstatefulapproach is that
synchronization problems may occur between the process
state and the state of business objects that are manipulated
during the execution of the activities. These state inconsis-
tencies may arise if the process engine fails during the exe-
cution of an activity or when a human actor chooses to per-
form an activity outside control of the workflow engine [5].
In both cases, the process engine does not get informed of
changes to business objects, so that process state is not get-
ting updated appropriately.

In an attempt to tackle these issues, Haesen et al. [4] de-
scribed a pattern forstatelessprocess enactment, in which
the state of a process is derived from the state of the busi-
ness objects. More specifically, each activity has a set of
pre- and post-conditions, which express facts about the ex-
istence and/or state of one or more (attributes of) business
objects. If the pre-conditions of a particular activity in the
context of a process are met, that activity can be executed.
On the other hand, an activity is completed if all its post-
conditions are met.

In order verify the pre- and post-conditions, some infor-
mation about the business objects must be retrieved. There-
fore, the pattern assumes the existence of a particular do-
main model according to which the business object types
are organized. However, no attention was paid to the re-
quirements of such a model. As such, any common domain
modeling technique, such as UML class diagrams or ER di-
agrams, would have been appropriate to define the domain
model.

Upon closer inspection, it appears that the adoption of



these ‘classical’ domain modeling techniques suffer from
some drawbacks: we will illustrate that the weak coherence
between the business objects (a) prevents the formulation
of comprehensible pre- and post-conditions and (b) causes
performance issues. On the other hand, these issues can
be alleviated when another, more specific domain modeling
technique is adopted. This technique, which is based on the
notion of existence dependency between business objects,
prescribes how to create a so-calledexistence dependency
graph(EDG) as domain model.

The remainder of the paper is organized as follows. Sec-
tion 2 summarizes the principles of stateless process enact-
ment, some of its advantages, but especially its weaknesses
when UML is used as domain modeling language. Section 3
will explain existence dependency and its role in the con-
struction of an EDG. In section 4, stateless process design
and enactment is revised using an EDG as domain model.
The new modeling and enactment approaches are discussed
and evaluated using a real-life case from the insurance ser-
vices domain. In section 5, we compare our work with re-
lated work and finally, section 6 presents the conclusions
and some areas of future work.

2. Stateless process enactment

A process model for stateless enactment consists of a set
of activities, whereby each activity has a set of pre- and
post-conditions. It should be noted that such a set of ac-
tivities actually presents a process model. Instead of ex-
plicitly representing the control-flow between the activities,
constraints on the execution are imposed by means of the
pre- and post-conditions. These conditions refer to business
object types, which are organized according to a particular
domain model.

As an example, consider the activity ‘Pay Indemnity’ of
a claim handling process with its accompanying pre- and
post-conditions. These conditions refer to the insurance do-
main model that is represented in Figure 1 (in order not
to overload the model, attributes were omitted). The pre-
conditions state that the activity can be executed if anIN-
DEMNITY CALCULATION object exists, if the indemnity is
determined, and if anACCOUNT object exists. After the ex-
ecution of the activity, anINDEMNITY PAYMENT object is
created and its associations are established.

Pay Indemnity
pre:

INDEMNITY CALCULATION ic exists
ic.amount filled out
ACCOUNT a exists

post:
INDEMNITY PAYMENT ip exists
ip.account = a
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Figure 1. UML insurance domain model

ip.indemnity calculation = ic

Stateless process enactment clearly avoids state synchro-
nization issues since the enabling and completion of activ-
ities is derived from the state of the business objects. Ad-
ditionally, it offers many other benefits (known as positive
forces in the pattern community), such as an increase in
flexibility. Indeed, the pre-conditions that impose data de-
pendencies that can be considered as the only (hard) con-
straints that must be fulfilled, so that much freedom is left
at runtime. When desired, the modeler can add other (soft)
constraints by formulating the appropriate pre- and post-
conditions. Besides catering for more flexibility, executabil-
ity is improved since the process engine can unambiguously
determine when an activity is enabled and completed by val-
idating the pre- and post-conditions, respectively [4].

On the other hand, this approach to stateless process en-
actment also suffers from some drawbacks. Firstly, some
arbitrary navigation from one object to another is not pos-
sible since the existence of an object is not guaranteed. For
example, the activity ‘Pay Indemnity’ was previously in-
troduced, which transfers money to an account. However
the ACCOUNT object is possibly not existing and therefore
unreachable fromCUSTOMER or INDEMNITY PAYMENT .
Moreover, the many-to-many relationships anyhow prevent
unique navigation between objects. For example, a contract
specifies the insurance of multiple insurable objects and an
insurable object can be insured in multiple contracts. Nev-
ertheless, a claim case depends on a single contract and a
single insurable object. Lastly, even if an object is existing
and uniquely navigable, UML has no constructs to assure
that the navigated object isalwaysthe same. For example,
a claim case refers to a single contract that covers the claim.
However, the semantics of the UML model do not prevent
to unintendedly re-assign the claim case to another contract.



These reasons illustrate that references toall objects in
the domain model must be maintained and state calcula-
tion requires the checking ofall conditions. As such, the
repeated (re)calculations of process state deteriorates per-
formance, especially if the domain model consists of many
business objects to be queried. Moreover, for the same rea-
sons the formulation of clear and uniform conditions is not
self-evident. Indeed, the existence of objects must always
be verified and the modeler must ensure that the objects are
retrieved as intended.

3. Domain modeling using existence depen-
dency

Throughout the following sections we will propose a do-
main modeling technique in which object (type) relations
express existence dependency. In the first sub-section, exis-
tence dependency is defined and a graphical representation
is proposed. Secondly, we will illustrate that it is possible
to create domain models in whichall object (type) relation-
ships express existence dependency. The resulting existence
dependency graphs (EDG) will subsequently be used in the
modified version of stateless process modeling and enact-
ment.

3.1. Existence dependency

An object typeD is existence dependent on an object
type M if each occurrence ofD is associated with mini-
mum one, maximum one and always the same occurrence
of M [11]. If D is called the dependent object type or sim-
ply ‘dependent’ andM the master object type or simply
‘master’, existence dependency implies that the life of a de-
pendent object is embedded in the life of the master object.
Notice that no restrictions are put on the cardinality on the
dependent side of the relation: it has a lower bound of zero
or one and an upper bound of one or many.

As an example, consider the relation betweenCON-
TRACT and CUSTOMER in figure 2(c) (the notation is ex-
plained hereafter), which states that a contract belongs to
one customer. The life span of a contract is always em-
bedded in the life span of the customer. Indeed, we cannot
have a contract for a customer if the customer does not ex-
ist. And the lifecycle of the customer cannot end as long
as the lifecycle of the contract is not ended. In addition, a
contract always refers to one and the same customer for the
whole time of its existence. HenceCONTRACT is existence
dependent onCUSTOMER. In this example, a customer can
have multiple contracts at the same time, which results in a
cardinality of zero-to-many at the side ofCONTRACT.

Despite the fact that UML is the de facto standard for,
among others, domain modeling, it provides no support for
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(a) UML syntax
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Figure 2. Graphical notation for existence de-
pendency

expressing existence dependency. Even for modeling part-
whole relations, the standard is quite imprecise in dealing
with inseparableparts (i.e. parts that are dependent on the
same whole) andessentialparts (i.e. the whole cannot exist
without having a particular object as part). Therefore, Guiz-
zardi et al. [3] propose to add the Boolean-valued ‘insepa-
rable’ and ‘essential’ tags for the part association end. Re-
turning to existence dependency, it is clear that dependents
are inseparable (they are dependent on the same master)
and masters are essential (a dependent cannot exist with-
out a master). Therefore, the ‘inseparable’ and ‘essential’
tags should be added to an UML association to express ex-
istence dependency, as in figure 2(a). However, sinceall re-
lationships in this paper will express existence dependency,
a simpler representation can be used: as in figure 2(b), the
master association end has an underlined one-to-one car-
dinality (1..1) and masters are always drawn above depen-
dents. As such, a specific notation for existence dependency
is obtained while maximally adhering to the UML notation.

3.2. Existence dependency graph

Requiring all relationships to express existence depen-
dency allows organizing all the object types of the do-
main model in an (acyclic) existence dependency graph
(EDG). Figure 3 shows an EDG of the insurance domain
that was previously modeled using UML (figure 1). Sev-
eral relations in the UML model did already express ex-
istence dependency and are therefore taken over as such,
e.g. master-dependent relationshipsEXPERT-EXPERT’ S

REPORT, ACCOUNT-INDEMNITY PAYMENT , etc. Further-
more, Snoeck and Dedene [12] show that non-existence de-
pendent associations can be transformed into a object type
which is existence dependent of all the object types involved
in the association, such that it is actually possible to haveall
relations express existence dependency. As such, the asso-
ciation is objectified into a class instead of using the associ-
ation class construct.

Consider the association betweenCONTRACT and IN-
SURABLE OBJECTin figure 1, which does not express ex-



istence dependency: the life of a contract is not fully con-
tained in the life of the insurable object and neither the other
way around. Therefore, the relationship betweenCON-
TRACT and INSURABLE OBJECTmust be instantiated to a
new object type that we callCOVERING– see figure 3. This
new COVERING object type is existence dependent on both
CONTRACT and INSURABLE OBJECT: a covering always
refers to one and the same contract and to one and the same
insurable object during its whole life. The indicated cardi-
nalities show that one insurable object can be insured in one
or more coverings and that a contract can cover multiple in-
surable objects.

Since all relationships express existence dependency,
each master of a dependent object is uniquely navigable.
Moreover, the existence of the dependent object implies the
existence of its master objects, and these master objects can-
not be deleted nor replaced during the lifetime of the de-
pendent object. Obviously, the navigation to master objects
can also be carried out recursively, so that different, unique
paths can be constructed from an object by navigating from
dependent to master in the EDG (upwards).

Navigation can also be carried out in the opposite di-
rection (downwards), i.e. from an object to its dependents.
Now it holds that a dependent object can only be created if
each of its master objects are existing. Therefore, all object
types can be assigned to an existence dependency level as
shown in figure 3: all object types without masters belong
to levelL1, object types depending on object types in level
L1 belong to levelL2, etc. As such, objects in levelLj can-
not be created before objects in levelLi, wherej > 1 and
i < j, are created.

4. Revised stateless process enactment

In section 2, we argued that the use of classical UML-
based or ER-based domain models prevents comprehensible
formulation and efficient verification of the pre- and post-
conditions. It was shown that the root causes of these prob-
lems are the uncertainty about object existence, the many-
to-many relationships and the possibility of re-assigning
objects in an association. However, these issues can ade-
quately be disposed of when the business object types are
organized according to an EDG. Firstly, the existence of an
object implies the existence of objects in master levels that
can be reached. For example in figure 3, the existence of
an INDEMNITY PAYMENT object implies the existence of
a unique master objectACCOUNT, which can be used in
the activity ‘Pay Indemnity’. Secondly, an EDG does not
contain many-to-many relations since the cardinality of the
master end in an existence dependency relationship is re-
stricted to one. For example, the many-to-many relationship
betweenCONTRACT andOBJECTin figure 1 is transformed
to aCOVERINGobject type in figure 3 that connects a single
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Figure 3. Partial EDG for insurance domain
model (object clusters in italic)

insurable object and a single contract. Finally, existencede-
pendency entails that a dependent object is associated with
oneand the samemaster object during the whole life of the
dependent.

In what follows, we elaborate on stateless process en-
actment using an EDG-based domain model and the impact
on performance and comprehensibility of the pre- and post-
conditions.

Before a process is instantiated for the first time, some
kind of preprocessing step must be executed in order to sep-
arate the existing from the non-existing objects: all objects
in the EDG that nowhere occur as ‘existing’ in the post-
conditions of the activities, must be collected. These ob-
jects are not created in any activity and therefore assumed
to be already existing prior to the execution of the process.
Referring to figure 3, it is logical that the objects in the ac-
counting, contract management and expertise clusters are
already existing before the claim handling process starts.
These objects are referred to asnecessarily existing objects.

During process execution, the workflow engine keeps
track of references to the most dependent objects (i.e. ob-
jects that do not have dependents) of the set of existing ob-
jects. We refer to this set of object references asDEO. Ini-
tially, DEO consists of the most dependent objects of the
necessarily existing objects. This means that in figure 3,



DEO consists ofACCOUNT, COVERING andEXPERTrefer-
ences before the process starts. It is not necessary to main-
tain references toCUSTOMER, CONTRACTandINSURABLE

OBJECT, since these objects can be reached fromCOVER-
ING. As such, references to only three object types instead
of six must be maintained.

Given the previously introduced rules about existence
dependency, an object can now be created as soon as its
master objects are existent. Moreover, as soon as a par-
ticular object is created during an activity, a reference to
that object is added toDEO (since the object becomes a
most dependent object of the set of existing objects) and the
master objects of that object are removed fromDEO (since
these masters are reachable from the newly created object).

Once again referring to figure 3, onlyCLAIM REPORT

objects can initially be created according to the EDG. The
setDEO now consists ofACCOUNT, COVERING, EXPERT

andCLAIM REPORT references and at this point, bothCON-
TRACT ASSIGNMENTS and FRAUD REPORTScan be cre-
ated. If aCONTRACT ASSIGNMENTis actually created, that
object is added toDEO whereasCOVERINGandCLAIM RE-
PORT(the masters ofCONTRACT ASSIGNMENT) references
can be removed fromDEO.

It should be noted that pre- and post-conditions allow
more facts to be verified besides the existence of objects.
Obviously, the values of object attributes may also be ver-
ified in the pre- and post-conditions, or more generally,
whether an attribute is set or not. However, these condi-
tions do not change the set of existing objects (hence nei-
ther DEO) and are therefore more straightforward to deal
with. Additionally, the non-existence of objects can also be
verified, which corresponds to object deletion when stated
as a post-condition. In this case, it is important to note that
an object can only be deleted when it has no existing de-
pendent objects. Finally, a deleted object must be removed
from DEO whereas its master objects must be added to the
set.

4.1. Analysis and discussion

By following the above approach,DEO always repre-
sents the minimal set of object references from which all
other existing objects can be derived. As such, the amount
of stored object references is drastically reduced and above
this, the checking of pre- and post-conditions can consid-
erably be improved: once again it follows from the defi-
nition of existence dependency that an objectO does not
exist iff O (potentially transitively) dependents on an object
in DEO. Similarly, an objectO exists iff O is a (poten-
tially transitive) master object of an object inDEO. As
such, the existence of objects and therefore the pre- and
post-conditions can be checked in a more efficient way.

Besides improving performance, the proposed approach

also makes the specified conditions more comprehensible.
Indeed, in an EDG, a unique path exists from each exist-
ing object to each of its master objects. It was also shown
that the navigation to master objects can be carried out re-
cursively, so that each existing object can unambiguously
be reached from the objects inDEO. For example, if the
COVERING object exists in figure 3, conditions can refer
to that object and its master objects, i.e. the contract that
describes the covering (covering.contract) and the object
that is covered (covering.insurable object). Moreover, in
the conditions it is possible to distinguish between the cus-
tomer that signed the contract (covering.contract.customer)
and the customer that owns the insurable object (cover-
ing.insurable object.customer). The EDG clearly shows to
the modeler the different objects that can be reached via dif-
ferent paths.

To conclude this discussion, we place emphasis on the
remarkable duality between process modeling and data
modeling when an EDG is used as domain model in the
context of stateless process enactment. Indeed, the objects
in DEO form some kind of ‘wavefront’ above which all ob-
jects are existing and under which all objects are not (yet)
existing. As explained in the previous section, these objects
in DEO can be seen as future master objects of objects that
are currently situated underneath the wavefront. As such,
the sum of the number of dependent objects of each object
in DEO gives an indication of the process flexibility at a
particular point of execution. For example according to the
domain model in figure 3, both a contract assignment and/or
a fraud report can be created (in any order) as soon as a
claim report exists. Obviously, this ‘metric’ only takes into
account the flexibility that emanates from activities that cre-
ate objects. However, since the existing objects are known
at each moment, it is also possible to assess the flexibility
that is caused by other activities that update attributes or
delete objects.

5. Related work

Business process modeling (BPM) is mostly considered
from anactivity-centricperspective, which focuses on the
actions to be taken and the control flow between these ac-
tions. On the other hand,information-centric(or artifact-
centric) process models focus on the business objects that
are acted upon [6, 2, 8, 10]. In these works, a business pro-
cess is generally defined in terms of a set of (interacting) ob-
ject life cycles, whereas in our approach, the process model
is related with a set of business objects by means of activity
pre- and post-conditions. As such, our approach can also be
considered as information-centric.

Most works on information-centric BPM emphasize on
the improvements on activity-centric BPM. For example, it
is argued that information-centric process models are more



flexible [2], more easily managed and agreed on [8] and
they facilitate integration of people, processes, information
and applications [10]. This paper addresses some issues
that may occur when information-centric models are de-
signed and used for process enactment. More specifically,
we proposed a specific data modeling technique that im-
proves comprehensibility of the process models and perfor-
mance during enactment.

Stateless process enactment builds on one of the key
principles of the case handling paradigm, which states that
an activity is completed if the associated mandatory data
objects are entered [13]. It differs from our approach since
(a) only post-conditions of an activity can be expressed in
terms of mandatory data objects that must exist and (b) a
data object is the single fine-grained construct to express
post-conditions. The pre- and post-conditions in our ap-
proach express facts about business objects that are struc-
tured according to a particular domain model.

The link between process models and data models is
discussed in multiple works. For example, De Backer et
al. [1] propose a technique for verifying compliance be-
tween activity-centric process models and a set of object life
cycles. Other authors guarantee compliance by automati-
cally generating process models from object life cycles [7]
or the other way around [9]. To the latter category also be-
longs the method that is proposed by Kumaran et al [6].
The authors state that objectA dominates objectB if, for
each activity, the potential occurrence ofB as input (out-
put) always implies the occurrence ofA as input (output).
As such, state information of the dominated objectB is not
needed for deriving the state of the process and can there-
fore be discarded. This approach clearly resembles ours
since in both cases, it searches for the minimal set of ob-
jects that is needed to reconstruct process state. However,
our approach is based on the specification of pre- and post-
conditions instead of input/output and can therefore deal
with incomplete models.

6. Conclusions and future work

In this paper we elaborated on domain modeling for
stateless process enactment. More specifically, to enable
stateless process enactment, activities have pre- and post-
conditions and these conditions refer to business object that
are organized in a particular domain model. We showed
that traditional domain modeling techniques (e.g. UML or
ER) yield models in which the coherence between objects
is weak: the existence of objects is never guaranteed, the
many-to-many relationships prevent unique navigation and
it is possible to re-assign objects in an association. Because
of these reasons, all object references must be maintained
and all pre- and post-conditions must be verified, which
clearly deteriorates performance. For the same reasons,

the formulation of clear and uniform (i.e. comprehensible)
rules is not self-evident.

In order to alleviate these issues, we presented an alterna-
tive domain modeling technique that is based on the notion
of existence dependency. A dependent object is existence
dependent on a master object if the dependent is associated
with one and the same master during the lifetime of the de-
pendent. If all relations between objects express existence
dependency, an existence dependency graph (EDG) as do-
main model is obtained. From these definitions it follows
that an EDG does not contain many-to-many relations, that
the existence of object implies the existence of its (transi-
tive) masters and that a master can not be re-assigned. As
such, it was shown that the number of maintained objects
can be decreased and that navigation in an EDG caters for
comprehensible pre- and post-conditions.

As part of future work, we will elaborate on the incorpo-
ration of the modeling of object life cycles in our approach.
A life cycle defines the permissible object states, which can
also be used for deriving process state. We will investigate
the trade-off between the addition of a new object and the
addition of a new state to an existing object. Finally, we will
create a prototype in order to demonstrate the feasibility of
stateless process enactment.
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